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1. Introduction

There is currently a lot of hype regarding artificial intelligence and robotics,
and also definite signs of actual emergence of robotics such as 32% increase in
the sales of industrial robots from 2016 to 2017 [8]. However, the fact remains
that the main application of robots is still inside factories with large production
batches, such as car industry. Whenever the production batch size decreases,
it is more efficient to use human labour, due to the ease of changing from one
task to another. The same issue governs the usage of robots at people’s homes
and public places. Lawn mowers and vacuum cleaners are the most common
robots at people’s homes, since they have a very simple and unvarying task to
perform. For public places, the Pepper robot from Softbank is used quite widely,
especially in Japan, to welcome people and work as a receptionist. However, the
Pepper robot is mainly a chatbot with animated speech and cannot physically
interact with the environment. There are multiple companies working on more
ambitious products such as robot dentist [9] or entirely robotic farms [10], but
they are yet to achieve wide usage. What is common with all these examples is
that the robots are either working in a confined space or performing a repetitive
task under heavy surveillance. Essentially there is barely any requirement
for error tolerance in all these applications. Many tasks, such as welding and
painting, do not require physical contact with the environment at all. Whereas
there are also assembly tasks that require contact between workpieces occurring
inside factories, with large batch sizes it is feasible to model every workpiece
required in the task and thus render the task practically free of pose errors. The
environment is also strictly monitored to avoid anything unexpected to disturb
the robots. These requirements make it tedious and expensive to make robots
perform tasks currently performed by humans.

Another reason hindering the rise of robots is the difficulty of programming
a robot: currently a robotics expert is required to reprogram the robot every
time the robot needs to start performing a new task. Only during recent years
there has been significant improvement in the user interfaces of robots, with
manufacturers such as Franka Emika and Universal Robots designing drag-and-
drop style interfaces to program their robots, thus enabling lay users to program
their robots. There is also research in user interfaces including voice recognition
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and gestures to convey to a robot what it needs to do [11]. However, with these
methods it is difficult to tell a robot how to perform a task, which becomes an
essential requirement once the task goes beyond easily defined tasks, such as
pick-and-place. In this thesis we argue that often the easiest user interface for a
human operator is to simply show the robot how to perform a task. Notably in
this context, a human can naturally negate possible sources of error by varying
the compliance of the hand or tool according to the task at hand. This sort of use
of compliance is difficult to program to a robot using traditional user interfaces,
but since a human can easily exploit compliance it would be beneficial to learn
it from the human for required tasks. Thus, in this thesis we research whether
a robot could learn from a human demonstration 1) how to perform a task and
2) how to learn the compliance such that possible errors are negated.

1.1 Background

The key problem with achieving widespread usage of robotics lies with the
word interaction. Whether we talk about interaction with people or with the
environment, the problem persists. Robots are extremely capable of performing
repetitive tasks in an unchanging environment, but the skill to adapt to new
situations autonomously is an issue. This holds true to both small changes in
the environment within a task and also varying tasks at an automation facility.
The keyword often used to describe this adaptability is generalization, which is
sometimes even described as the holy grail of robotics. If a robot can generalize
learned skills to new situations, such as opening any door after being shown
how to open one, it is a major step towards making robots an integral part of all
the environments which humans currently dwell and work in.

To achieve generalization regarding physical interaction with the environment,
compliance is an extremely useful property. Humans use compliance naturally
whenever faced with uncertainty, e.g. when fitting a key into a lock in darkness,
and the same behaviour has been observed even when a human teleoperates a
robot [12]. In robotics compliance can be defined as an ability to allow deviations
from a desired trajectory, i.e. allowing the robot to adapt its motion when met
with physical constraints. Among other things this simplifies generation of
motions with contact with the environment, such as sliding along a surface.
Generally, an autonomous robot can complete many tasks without compliance by
position control only if the robot’s internal model of the environment is perfect.
However, even in factory settings there are often cumulative differences between
the robot’s model and the world, which eventually lead to failed tasks if the robot
cannot express compliant behaviour. Especially in Small and Medium-sized
Enterprises (SMEs) and companies with small batch sizes it can be extremely
difficult to build an unchanging robot cell, and thus new methodologies to use
robots are required [13]. For all such cases with an often varying tasks and
environment, and with humans working alongside robots, compliance in robots
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is an extremely desirable property.
Compliance in a robot can be achieved either with active or passive compliance

[14]. Passive compliance means that the robot is physically built such that
it exhibits compliant behavior – for example the joints of a robot can be built
to be compliant ([15], Rethink Robotics Baxter [16]) or then the robot’s end-
effector can be built compliant, such as the currently emerging soft hands [17].
Another setup is Variable Stiffness Actuator (VSA), or the generalization of it,
Variable Impedance Actuator (VIA), which also includes a mechanical damping
component [18]. The idea of VIA is that the properties of the spring can be
mechanically altered online. However, the downside of passive compliance is
that it is still limited by the mechanisms when either maximum stiffness or
maximum compliance is required, and thus in this thesis we focus on active
compliance.

Active compliance means that compliance is programmed in the controller.
Two main methods for achieving this are force control and impedance control.
In force control the contact force with the environment is directly controlled
in a feedback loop. Whereas direct force control has the benefit of explicitly
commanding the contact force, there are a few drawbacks, such as the inability
to perform free space motions and stability issues. For the cases where explicit
command of the contact forces is required, different control behaviours can be
achieved with hybrid controllers [19], where each Degree of Freedom (DoF) is
controlled either in force or position. To achieve free space motions in a sequence
involving direct force control, switching between controllers is required. Whereas
in simple cases such as detecting contact this can be straightforward, it is not a
desirable property. Thus, for cases where explicit contact of contact forces is not
required, more general control solutions besides hybrid and switching controller
is desired.

An impedance controller can perform both free space and in-contact motions
with one set of controller parameters. The key idea is that the controller tries to
follow a specified trajectory, but deviation is allowed proportionally to a constant
k, called stiffness, along each DoF. As an example, with stiffness approaching
infinity the controller becomes a position controller, and with stiffness zero the
system can be freely moved by external forces, in robotics essentially meaning
that the robot is gravity compensated. The further the actual trajectory deviates
from the desired one, the stronger force the controller applies to return to the
desired trajectory. In essence, impedance controller can be thought as a virtual
spring attached to the Center of Compliance (CoC) with stiffness of the spring
proportional to k, where CoC is the origin of the coordinate system where the
robot is controlled. Whereas recent advances in planning [20] have shown that
it is possible to automatically plan compliant motions in 3-D, this still requires
an accurate model of the environment. Thus for low-threshold automation for
SMEs and tasks occurring outside factories, other methods for teaching the
robot the task are favoured.

Learning from Demonstration (LfD) [1, 21] is an efficient method that even lay
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Figure 1.1. The categorization of LfD teaching methods as defined by Argall et al. [1].

users can use to teach a robot new skills, such as assembly skills [22] targeted
in this thesis. The key idea is that the user demonstrates how to perform a task,
from which the robot derives a policy describing the task. The policy can be
learned from a single demonstration or multiple demonstrations, and the policy
should also be generalizable to make the robot efficient to use and tolerant to
model errors. The first choice in LfD is how to perform the demonstration: one
way to categorize the choices was presented by Argall et al. [1] and is shown
in Fig. 1.1. The first question is whether the demonstration is executed on the
robot or externally – in “demonstration” the demonstration is executed on the
robot’s own frame, whereas in “imitation” the demonstration data is gathered
externally on another embodiment. Further down, “demonstration” is split into
“teleoperation” and “shadowing”, where in shadowing the teacher externally
shows the robot what to do, but the robot imitates this on the fly and records the
motions on its own embodiment. Finally, in “teleoperation” the teacher directly
moves the robot on some user interface. In this thesis all demonstrations are
performed with “teleoperation” according to this categorization.

Another way to categorize LfD problems is to consider which of the following
questions we are trying to answer: what-to-imitate, how-to-imitate, when-to-
imitate and who-to-imitate [23, 24]. In this thesis the main concentration is on
the how-to-imitate problem, meaning that we find methods for executing and
generalizing skills shown by human teachers. We assume to have data from
only one source – thus we will not consider who-to-imitate, where the objective
would be to, for example, to decide whether Cartesian or joint trajectory is
more important to learn [25]. We also neglect when-to-imitate by assuming that
execution of a skill occurs when the operator commands to start the execution.
However, to learn how to deal with uncertainties we require data from non-
perfect demonstrations. This leads us into the what-to-imitate problem, and
through that to the inverse of this problem, what-to-demonstrate to gather
enough high-quality training data.

To make further classifications about the work in this thesis, what-to-demonstrate
is considered a Human-Robot Interaction (HRI) problem – that is, how does the
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teacher view and perform on various teaching platforms. Whereas HRI is not
the key point in this thesis, it must be taken into account when designing the
technical side of an LfD algorithm. For example, Fischer et al. [26] showed that
users prefer to give demonstrations by kinesthetic teaching, i.e. grabbing the
robot and leading it through the motions, rather than teleoperation in the classi-
cal sense of the word, i.e. using a remote controller to move the robot. However,
kinesthetic teaching is limited to operating small robots in a safe environment,
whereas teleoperation allows the usage of heavy-duty robots even in hazardous
environments. Thus to design an LfD method that works with multiple modes
of demonstration, the teaching ability must be taken into account.

A fundamental technical choice within an LfD method is the primitive that the
policy consists of. Currently common primitives include, for example, different
motion primitives such as Dynamic Movement Primitives (DMP) [27] or Prob-
abilistic Movement Primitive (ProMP) [28] and different usages of Gaussian
Mixture Model (GMM) [29], such as Stable Estimator of Dynamical Systems
(SEDS) [30]. All of the aforementioned methods use attractors to encode the
learned pose trajectory. Especially to DMP there have been numerous additions
which allow learning of a wrench [31] or compliance [32] profile to accompany
the pose trajectory. Even though these attractor-type representations can be
used to learn compliant behaviour from human demonstration, their inherent
downside is that the pose and wrench/compliance trajectories are tightly coupled.
This leads to issues if the coordinate transformation between the robot and the
environment is unknown, possibly causing the wrong force or compliance profile
to be applied at a wrong time, as could happen in Figure 1.2 if the position of ini-
tial contact varies between reproductions. Thus there is need for a new primitive
that can learn to take advantage of contact forces and is tolerant against pose
errors. Moreover, all the existing primitives make strong assumptions about
vision or other sensing in the sense that the coordinate transformation between
start and goal is almost always expected to be known. There is also need for
research on how a robot can perform tasks without relying on vision that is
prone to calibration errors, occlusions and difficulties in estimation of contact
points. Additionally, new primitives require a new method for constructing the
policy, i.e. sequencing the primitives to perform meaningful tasks.

1.2 Objectives and Scope

The objective of this thesis is to discover efficient and robust methods for perform-
ing in-contact tasks in varying configurations and environments. We especially
consider different kind of alignment tasks, such as depicted in Fig. 1.2a for trans-
lational motions and in Fig. 1.2b for rotational motions, as this sort of motions
are essential for negating pose uncertainties in assembly tasks. Thus opposite
to classical robotics, we do not view contact as a problem but rather as a solution
and a source of information that can be taken advantage of with compliance.
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(a) Position alignment.

(b) Orientation alignment

Figure 1.2. Compliant motions can be used for aligning both position and orientation of a
workpiece. Adapted from Publication VIII.

As an intuitive method for teaching robots is essential to empower the robotic
revolution, we focus on LfD as the method to transfer the knowledge of a task
from the human teacher to the robot. We show that LfD and compliance can
be successfully applied to small-scale manipulators using kinesthetic teaching
but also to teleoperated heavy-duty hydraulic manipulators wielding payloads
of hundreds of kilograms. The goal is to create science-based tools that solve
real-world problems in a way that also contributes to research.

1.3 Contributions

The main contributions of this dissertation are properly worked out in the eight
publications of the author. Initially we started by analysing what can be deduced
from position and force data of a demonstration where the human teacher grabs
a gravity compensated manipulator and slides it along a surface that leads
towards a goal. The final goal was always to learn from the human teacher
how to use the environment to reduce uncertainties in an assembly-like task.
Building from this we proceeded towards more challenging environments, less
assumptions and more complex tasks. The key scientific contributions can be
summarized as follows
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• An LfD primitive Linear Motion with Compliance (LMC) that can rep-
resent compliant motions often required in assembly tasks under pose
uncertainty. When suitable directions of compliance are added to linear
motions, many real-world assembly motions can be completed under un-
certainty by taking advantage of the environment. We present an efficient
method to learn from a human demonstration the desired directions and
directions of compliance required to perform demonstrated 6-D in-contact
motions.

• A method to sequence the LMC primitives to perform complete in-contact
assembly tasks. The method automatically learns from a human demon-
stration the number of phases that can be encoded with a LMC, then
learns dynamics for each segment and takes advantage of these dynamics
to detect online when the next LMC must be activated.

• Trials showing that LMC primitive can be used in different environments.
The initial trials were done by an electrically actuated robot put into
gravity compensation and then kinesthetically taught. Additionally, LMC
was shown to be compatible with a heavy-duty hydraulic manipulator
with almost 500kg payload and noisy estimated force signal, which was
to the author’s knowledge the first validation of LfD with a hydraulic
manipulator for in-contact tasks. Finally, we showed that LMC can be
used in a decentralized teleoperated dual-arm assembly setting to learn a
peg-in-hole task.

• A controller that can take advantage of the environment even in low
gravity environments where excessive force could push the manipulated
object away. The controller is based in direct force control, and the idea is
to use a positive feedback gain matrix to accomplish an apparent reduction
of the manipulator’s inertia. Experiments on a free-floating testbed verify
the approach.

• An approach for learning search strategies from human demonstration,
i.e. due to high uncertainties treat LfD more as a area coverage problem
than a trajectory following problem which is the traditional LfD approach.
Demonstrations on 2-D peg-in-hole and 3-D plug-and-socket environments
verify that the method is more efficient than currently used exception
strategies.

• An analysis on how to efficiently choose Center of Compliance and the
compliant axes in a dual-arm peg-in-hole scenario such that the region
of convergence of the workpieces is maximized, thus being more tolerant
towards pose uncertainties.
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1.4 Structure of the Thesis

This thesis is structured technically from the lowest level of programming a robot
to the highest, with the human part treated when required. This is illustrated
in Fig. 1.3, with the required feedback loops for reproduction of skills drawn
as well. We start from the lowest level of programming the robot and treat
control in Chapter 2, where the focus is on different controller types that can
be used for realizing compliant motions. In Chapter 3 we consider the different
technical mechanisms that a human teacher can use to provide demonstrations,
and additionally analyse how to gather high-quality demonstrations from the
teacher to allow the algorithms to work properly. On the trajectory generation
level (“primitive” and “sequencing” blocks in Fig. 1.3) we consider a hierarchical
policy where decisions are made in both continuous (lower) and discrete (higher)
level. From the data recorded in the demonstration, the parameters of a simple
motion primitive must be deduced, which is the lower, continuous level of
the policy (“primitive” block in Fig. 1.3). The represented motion can either
be linear motion with compliance (Chapter 4) or search motion in case there
is no guidance from the environment (Chapter 5). To construct a full policy
to perform more complex tasks, these phases consisting of linear motions or
searches must be sequenced in a discrete manner. Our approach for doing this
is presented in Chapter 6, where we also show how a provided demonstration
can automatically be segmented into phases, where each phase consists of one
motion primitive. Finally, in Chapter 7 we show that the methods presented in
this thesis are applicable for dual-arm tasks as well, and also present analysis
on how compliance can be properly leveraged in a dual-arm assembly scenario.

Figure 1.3. The policy hierarchy of the work presented in this thesis shown as a block diagram,
with the required sensor feedbacks during execution also drawn.

32



2. Control

Control is an essential part of any dynamical system, and can be considered
as the lowest level of programming a robot. Without a proper control method,
dynamical systems can become unstable, leading to an unpredictable and even
dangerous behaviour. A dynamical system is considered stable if the output of
the system goes to zero with any input in an infinite time horizon. In nonlinear
control, the system stability can be analyzed e.g. with Lyapunov functions [33]
method or L2 and L∞ stability method [34, 35]. Whereas control theory is
not a key topic of this thesis, the strengths, weaknesses and limits of chosen
controllers must be understood whenever working with a robot. As all higher
level motions, actions and skills that robots perform depend on a correctly chosen
controller, we present first our research and choices regarding the controller.

In this thesis we consider Cartesian controllers, meaning that we assume the
Jacobian that maps joint motion to Cartesian motion to be known. Furthermore,
we assume that the robot can stay far enough from singularities and joint
limits such that the commanded Cartesian motions can be completed by the
joints using inverse kinematics. In Section 2.1 we first present the simplest
method for achieving compliance, force control. In Section 2.2 we then present
impedance control, another control method capable of performing in-contact
motions. In Section 2.3 we explain in more detail how the chosen controllers were
implemented on the hardware we used, and in Section 2.4 we present Publication
III, a force controller capable of compliant manipulation in a low-gravity scenario.
Finally, in Section 2.5 we discuss the advantages and disadvantages of the
controllers we used during this research.

2.1 Force control

In this chapter we consider the control of a robotic manipulator, which is a
dynamic system that can be described as

FFF =Γ(xxx)ẍ̈ẍx+Ξ(xxx, ẋ̇ẋx)ẋ̇ẋx+G(x)+FFFc (2.1)
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where x is the position of the manipulator in generalized coordinates, Γ the
inertia matrix, Ξ the Coriolis/centrifugal term, G gravity and FFFc the contact
force. The simplest form of control that can be used to control such a system
while in contact with the environment is force control [36, 37]. Essentially a
force controller is a feedback controller trying to maintain a desired contact force.
As force measurements are often noisy and thus derivation does not produce
meaningful results, usually a Proportional-Integral (PI) controller [38] is used,
written as

FFF = KpFB(FFFd −FFFc)+KiFB

∫ t

0
(FFFd −FFFc)dt (2.2)

where FFFc is measured force, FFFd the desired force, KpFB and KiFB the propor-
tional and integral gains and FFF the commanded force. For usable force control,
the update frequency must be high enough to avoid instabilities [39] and also
often a damping term is added to prevent uncontrolled acceleration in the case
of losing contact.

There are several methods for measuring the force data required for force
control. In Cartesian control a straightforward method is to place a Force-Torque
sensor (F/T sensor), which can be added afterwards to most robots, at the wrist of
the manipulator. Whereas this method can provide accurate measurements, the
major downside is the addition of an extra component to the wrist. Especially
when dealing with highly dynamic tasks and heavy loads, the F/T sensor is
susceptible to impacts and overloading, thus decreasing the robustness of the
whole system. For electrically actuated robots, other methods include motor
currents, motor output torques [40] or torque sensors at the joints [41], with
explicit force sensing providing better accuracy than the implicit methods of
joint motors.

For hydraulically actuated manipulators, the challenges regarding force sens-
ing are highlighted even more. The challenges emerge mainly from the weight
of typically manipulated objects, which can range up to hundreds of kilograms.
Forces in this magnitude coupled with the chance of impact can easily damage
most available F/T sensors. Moreover, as hydraulic manipulators consist of
closed kinematic chains, torque sensing at the joints is not feasible. For hydrauli-
cally actuated manipulators, the method analogous to motor current estimation
is using the hydraulic fluid chamber pressures for estimating the Cartesian
wrench. However, due to nonlinearities of the hydraulic actuator and the control
valve this hydraulic counterpart is even more difficult to estimate than the
electric one. Koivumäki and Mattila [42] managed to overcome these obstacles
and perform force control with only 4,1% average error and showing for the
first time feasibility of stability-guaranteed Nonlinear Model-Based (NMB) force
control on hydraulic manipulators.

Even with accurate force estimations there are certain issues with using force
control to achieve compliant motions. Firstly, moving a manipulator in free
space using force control is an ill-posed problem since there is no reference force,
and thus a switching controller is required to perform a task starting from free
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space. The early solutions for performing compliant motions consider direct
force control along certain Degrees of Freedom (DoFs) while the rest of the DoFs
are position controlled [19]. Whereas an advantage of this method is the explicit
control of the control forces, a downside is the difficulty of choosing which DoF to
control in force and which in position, and keeping the DoFs aligned as required.
Thus, for problems requiring explicit control of contact forces direct force control
is a natural solutions, but for tasks where varying contact force is not an issue
there exist better solutions.

2.2 Impedance control

It is easy to find in-contact tasks where the exact amount of force applied to
the environment is not important. This holds true to many assembly tasks,
especially peg-in-hole type tasks such as attaching hose-couplers together, but
also for everyday tasks such as inserting a plug into a socket or a key into a
keyhole. For this sort of tasks it is an unnecessary burden to find explicit force
amounts to apply to the environment, and often it can be difficult to find the
DoFs such that the tasks are possible with a hybrid force/position controller.

Impedance control [43] is a control method that does not require explicit
definition of the contact force and can perform both free space and compliant
motions with a same set of parameters. In this thesis we define it separately for
translations and rotations as

FFF = K f (xxxd −xxx)+D f vvv+FFF f

TTT = Ko(βββ∗ −βββ)+Doωωω+TTT f

(2.3)

where FFF,TTT are the force and torque used to control the robot, xxxd the desired posi-
tion, xxx the current position, βββd the desired orientation, βββ the current orientation,
K f and Ko stiffness matrices and D f vvv and Doωωω linear damping terms. Parame-
ters FFF f and TTT f are the superposed feed-forward force and torque, which can be
used if additional implicit force on top of the standard impedance controller is
required. The block diagram of the controller is shown in Fig. 2.1.

The idea of impedance control is to place a virtual spring at the Tool Center
Point (TCP), which corresponds to the origin of the robot’s tool coordinate frame.
Thus the Center of Compliance (CoC), i.e. the origin of the coordinate system
where the axes of compliance are defined, is set at the TCP in the research done
for this thesis. The stiffness matrices (K f and Ko) correspond to the stiffness
of this virtual spring in translations and rotations, respectively, such that the
value 0 along an axis corresponds to gravity compensation and a high value
corresponds to position control. This illustrates the trade-off of impedance
control: a high value provides good trajectory following performance but does
not allow compliance, whereas a low value means a more compliant robot but
poor trajectory following performance.
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Figure 2.1. An impedance controller with F/T feed-forward is used to reproduce the search
motions. Adapted from Publication VI.

As this form of impedance control does not require force feedback, the instabil-
ity issues presented in [39] are not applicable. However, when the impedance is
varied the virtual spring presents other sorts of issues. Such as a traditional
spring, a virtual spring can store energy and thus the traditional impedance
controller is not passive [44], which can cause instabilities. There are several
possible solutions to this problem, for example dissipating the energy into non-
relevant directions [45] or storing it into a tank [46]. As there is active research
regarding this topic, this problem is not considered further in this thesis and we
simply assume that with enough damping the lack of passivity does not cause
major issues.

Another control strategy worth mentioning with respect to compliant mo-
tions is admittance control, which can be considered roughly as the inverse of
impedance control and can also be used to perform compliant in-contact mo-
tions [47]. The idea is to perform explicit force control, but allow deviations
from the desired force profile according to a coefficient similar to stiffness in
impedance control. Recently, there have been attempts to combine the strengths
of impedance and admittance controllers [48] and even today admittance control
is a popular choice for tasks requiring explicit control of contact forces [49].
However, as the target applications are assembly tasks where values of contact
forces are not required, admittance control is not considered further in this
thesis.

In Publications I,II,IV,VII and VIII we used the impedance controller defined in
(2.3) without the superposed feed-forward terms, since trajectory following was
accomplished by taking advantage of the environment. However, in Publication
VI we had to follow a non-linear trajectory while keeping contact with a surface,
but still required compliance to facilitate the task; thus we required both ends of
the trade-off in choosing the stiffness in an impedance controller and achieved
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Figure 2.2. Diagram of the full VDC-based control method for a hydraulic manipulator, where
the VDC-block is the NMB controller of this manipulator. The output uc of the VDC
block is the control signal for the hydraulic valves. The motion dynamics of the
manipulator is produced by the output force f p of the hydraulic cylinders. Adapted
from [2].

this by using the superposed force on top of the impedance controller, as fully
shown in (2.3).

In Publication V we used a heavy-duty 2-DoF hydraulically actuated manip-
ulator wielding an almost 500kg payload. Due to the highly nonlinear nature
of hydraulic actuation [50], a NMB controller based on Virtual Decomposi-
tion Control (VDC) [51] was built for the manipulator and impedance control
was used on top as a feedback controller [2], as shown in Fig. 2.2. VDC is a
control paradigm based on Newton-Euler force-based physics instead of La-
grangian energy approach. The main advantage of VDC is modularity, leading
to subsystem-dynamics-based control with tools to analyse the stability of the
entire system at the subsystem level, computational efficiency and even superior
control performance [52].

The VDC approach is a velocity-based control method, and as shown in Fig. 2.2
in our application it takes care of the system dynamics [51]. In VDC, a required
velocity serves as a reference trajectory for a system and the control objective is
to make the controlled actual velocities track the required velocities. The general
format of a required velocity includes a desired velocity (which usually serves
as a reference trajectory for a system) and one or more terms that are related
to control errors [51]. Thus an impedance controller designed for VDC requires
also a force feedback term to allow compliance – however in our experiments we
set this desired superposed force to zero. The following control law was proposed
in [2] to perform the impedance control within the VDC framework

ẋxxr = ẋxxd +ΛΛΛx(xxxd −xxx)+ΛΛΛ f (FFFd −FFFm) (2.4)

where ẋxxr is the required velocity vector, ẋxxd the desired velocity vector, xxx the
current position, xxxd desired position, FFFd desired force, FFFm measured force and
ΛΛΛx ∈ Rn×n and ΛΛΛ f ∈ Rn×n are two positive-definite matrices defined from the
traditional stiffness K and damping D as

ΛΛΛ f =D−1, ΛΛΛx =D−1K

such that both ΛΛΛ f and ΛΛΛx qualify as positive-definite. The controller was shown
in [2] to be stable when the impedance parameters are chosen according to the
dynamic range of achievable impedances, the Z-Width [53].
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2.3 Implementation of Control

Three different manipulators were used in the publications included in this
thesis, which means that the corresponding controllers had to be implemented
on each of the robots. In this Section we will shortly cover the basics of imple-
menting the controllers on each robot.

In Publications I-IV,VI and VIII, a KUKA LWR4+ lightweight arm was used to
experimentally study each method. When demonstrations were required, they
were recorded in gravity compensation mode, where the robot’s internal sensors
recorded the pose of the robot and an ATI mini45 F/T sensor placed at the wrist
of the robot recorded the wrench. As the gravity compensation was realized
with an impedance controller, it was also possible to make a certain DoF stiffer
to ease the providing of a demonstration by guiding the user. Each controller
was implemented through the Fast Research Interface (FRI) [54], where the
Cartesian impedance controller is defined as

τττ= JT (diag(kFRIkFRIkFRI )(x∗x∗x∗ −xxx)+diag(dFRIdFRIdFRI )vvv+FFRIFFRIFFRI )+ fdynfd ynfd yn (2.5)

where τττ is the commanded joint torques, J is the Jacobian, diag(kFRIkFRIkFRI ) and
diag(dFRIdFRIdFRI ) diagonal matrices constructed of the gain and damping values kFRIkFRIkFRI

and dFRIdFRIdFRI , x∗x∗x∗ −xxx the difference between commanded and actual poses and fd ynfd ynfdyn

the feed-forward dynamics. By setting kFRIkFRIkFRI =000, we could implement our own
controllers through the superposed Cartesian wrench term FFRIFFRIFFRI . In Publication
III the frequency requirement for real-time force-feedback control was met by
using Orocos [55]. In Publication VII two Franka Emika Panda robots were
used. The research interface of the Panda robot allowed a straightforward
implementation of impedance control. In Publication V the controller was built
from components by the authors to guarantee the required control frequency;
more details on the used components can be found in [2].

2.4 Compliant in-contact control in low gravity

In Publication III we consider the problem of performing compliant assembly
motions in low gravity. There is no strongly established technique for compliant
manipulation of free-floating objects, the only relevant work being compliant con-
trol of space manipulators for on-orbit interaction by Yoshida et al. [56, 57, 58].
Their idea was to place an impedance-controller compliant wrist between an oth-
erwise stiff robot and the end-effector, and the goal was to choose the impedance
controller parameters such that coefficient of restitution (relative velocity after
contact) goes to zero. However, as we are looking into assembly tasks, such as
depicted in Fig. 2.3, it is not sufficient only reach the zero difference in velocity,
but also to keep the contact and perform the required tasks while taking advan-
tage of the contact. Moreover, as impacts push the object away, they should be
minimized, i.e. once contact is established it must not be broken. Even though

38



Control

earlier we argued that impedance control is a great tool for performing compliant
motions due to not having to set the force readings explicitly, in the low gravity
scenario this is actually a downside. The reason is the lack of mass to absorb
the excess contact forces when either the manipulator, the object or both are
free-floating. Thus the ability to explicitly maintain contact and minimize the
contact forces is essential.

Figure 2.3. Sketch showing compliant manipulation (alignment of workpieces) in free-floating
environment. Adapted from Publication III.

To first better understand a problem, we performed 2-D simulations in Matlab
with the setup shown in Fig. 2.4. In the simulation we made the assumption that
the system starts from contact, i.e. we omitted the impact phase. However, we
did not assume the relative velocity between manipulator and object to be zero.
In the simulation, we varied three parameters that are associated with the force
occurring between the objects: mass ratio between the target and object, stiffness
and damping. It can be observed that low mass ratio between manipulator and
object, low stiffness and high damping are favourable properties. Stiffness and
damping are parameters of impedance controller, but as the requirement here
is to explicitly minimize the amount of force applied and make sure contact is
kept, we focused on the third one, mass ratio.

Figure 2.4. Schematic model of a robotic manipulator arm and free-floating object. Adapted from
Publication III.

It is easy to understand that having a heavy manipulator and a light object
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Figure 2.5. Simulation results for contact force Fc between manipulator and free-floating object:
(a) varying mass ratio (mri /mt), (b) varying stiffness(kri), and (c) varying damping
parameter(bri) of manipulator arm. Adapted from Publication III.

causes difficulties in low gravity – an example could be that it is difficult to
“softly” touch a paper cup with the barrel of a tank’s cannon. However, it could
be possible to virtually reduce the mass of the manipulator, i.e. to make it
appear that the object is pushing back against a heavier manipulator, similarly
as a virtual tool [59]. Whereas impedance control can be used to virtually
manipulate the inertia of the tool, the problem regarding implicity of the contact
force persists. With force control the apparent inertia of the manipulator can
be reduced, such that a requested contact force is maintained along direction
of motion with traditional force control but inertia reduced along orthogonal
directions. Thus, the control vector F∗ is decomposed along orthogonal DoFs for
maintaining contact and apparent inertia reduction. The motion direction gives
the direction of force control (chosen by matrix W), and remaining orthogonal
DoFs are the directions for reduced apparent inertia (chosen by matrix I −W , I
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being identity matrix). The control vector is given by

F∗ =W
(

KpFB(FFFd −FFFc)+KiFB

∫ t

0
(FFFd −FFFc)dt

)
+(I −W)KRIFFFc

(2.6)

where KpFB and KiFB are the proportional and integral gain matrix for the PI
negative feedback controller used for force control in motion direction; FFFc is the
measured contact wrench constituting of contact force and torque; FFFd is desired
interaction wrench and KRI is positive feedback gain matrix for apparent inertia
reduction.

To test the approach, a microgravity testbed was built. We were positively
surprised at how cheap and fast our lab engineer could build the microgravity
testbed. Our initial plans were to have a shallow basin filled with bearings,
since the commercial microgravity testbeds were very expensive. However, with
a source of compressed air and a regulator, an air channel through a large piece
of aluminium with only a single hole at the bottom was enough to create a stable
near-zero friction testbed (we evaluated the friction coefficient to be < 0.01). This
turned out to be a cheap yet effective way to experimentally test methods for
free-floating objects.

(a) (b)

Figure 2.6. Experimental setup: (a) Free-floating object with (1) Aluminium base with air
channel , (2) Air bed, (3) Funnel, (4) Hose for air supply for air bed; (b) General setup
for experiments with KUKA LWR4+ robotic manipulator. Adapted from Publication
III.

The experimental results validate our assumptions. With surface friction the
two funnels in Fig. 2.6 were aligned equally well with impedance control and
force control with reduced inertia. However, with air bearings active and friction
close to zero, both succeeded in alignment but the differences in performance
were noticeable. With the proposed approach, the alignment was quick and
efficient, with the object pushed away only minimally while maintaining contact
throughout the whole motion. With impedance control, the contact kept breaking
and the object funnel was pushed further away, the orientation changed a lot
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and the contact forces were higher. Thus we concluded that for the free-floating
scenario, force control with reduction in apparent inertia is a suitable tool.

2.5 Discussion

Whereas development of new controllers is not a key point of this thesis, every
robot is a dynamical system and thus a suitable control algorithm must be chosen
and understood. We have strongly advocated for impedance controller for ground-
based in-contact tasks, since avoiding the requirement of switching between
controller types between free space and contact is a favourable property in the
presence of uncertainty. We believe that, except for certain special cases such
as low gravity, impedance control is an excellent tool for performing compliant
motions. With an accurate dynamics model, free space motions can be completed
accurately even with a low stiffness, increasing the safety of the robot. This is
an important property since, finally, industry is moving towards collaborative
robots, or cobots, where humans and robots are working side by side. As the
safety requirements for a robot worker by far exceed those of a human worker,
and most working environments go through constant changes, it is imperative
that the robot can deal with uncertainties and surprises in a safe and stable
way. Naturally there are cases in assembly where a specific amount of force is
required, for which admittance control, or the combination of impedance and
admittance controller [48], is a good choice.

For tasks occurring in free-floating environments, such as space or underwater,
impedance control can be problematic. As the contact force is important in
scenarios where either the robot or the tool is free floating, impedance control
does not provide the required tools to explicitly command minimization of contact
forces. Thus we developed a controller to take advantage of the environment
even in this sort of challenging environments. As we observed that the mass ratio
between the manipulator and the object is the key to this, we chose to virtually
reduce the inertia of the manipulator along contact directions. This approach
suffers from the same downsides as the original hybrid force/motion controller
presented by Raibert and Craig [19], namely that the DoFs must be manually
chosen and maintained during the task. However, whereas the impedance
controller approach was aimed towards low-threshold automation as mentioned
in Chapter 1, nothing happening in space or underwater can be considered
low-threshold. Thus it can be expected that in an operation occurring in either
of these environments the aligned workpieces are modelled thoroughly and a
sufficient vision system to keep the relative orientation between workpieces
constant is available. This leaves to the proposed controller the most occluded
(difficult for vision) part of the task, the final alignment, which we showed can
be done efficiently by virtually reducing the inertia of the manipulator.
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For the user of a Learning from Demonstration (LfD) algorithm, the first duty
is to provide the demonstrations that the algorithm requires for learning the
task. Even though providing a demonstration sounds straightforward, there
are several issues to tackle, from which in this chapter we consider two major
ones. The first one is the hardware: for example, can the demonstration be
given with the same robot that will perform the task, is the demonstration
just video [60, 61, 62] or given in a different embodiment than the performing
robot? A significant question at this stage concerns contact: if contact with
the environment is required, how are the wrench (force and torque) readings
obtained?

The second issue is how to make the teacher give a demonstration that con-
tains maximum amount of information for the algorithm. This could be broken
down even further into 1) how to deal with completely different, but successful,
strategies from different users and 2) how to guide the user to give a demon-
stration that covers failures and corner cases as well. These Human-Robot
Interaction (HRI) problems are not a main focus on this thesis, but point 2) is an
issue in this thesis and thus it is addressed in literature review.

In Section 3.1 we first present the possible hardware choices for a human to
provide demonstrations, along with their respective strengths and weaknesses,
and finally our choice of hardware for this thesis. In Section 3.2 we then focus on
methods to gather the wrench information required for reproducing an in-contact
task. In Section 3.3 we focus on the HRI problem of how to make the teacher
perform a demonstration such that it contains as much information about the
task as possible. Finally in Section 3.4 we discuss the effects of our choices.

3.1 Demonstration types

In LfD there are multiple methods for a human to perform the demonstration.
As mentioned in Chapter 1, all demonstrations in this work fall under “teleop-
eration” in the coarse division done by Argall et al. [1]. The main reasons for
this choice are the goal for low-threshold automation and the ability to learn
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from wrench readings. With low-threshold we mean that no other equipment
except a robot with gravity compensation or teleoperation ability is required,
whereas for the “imitation” approach external sensors would be required and
gathering the essential wrench readings is a challenge – even though there
is research on inferring contact forces with vision only [63, 64], this work is
limited to grasping and requires model of the tool, thus making straightforward
application of these techniques infeasible. Our choice of demonstrating by “tele-
operation” as defined by Argall et al. means that the demonstration is given on
the same embodiment as the task is later performed in. Next we will cover the
hardware demonstration types falling under Argalls definition of “teleoperation”,
along with popular teaching paradigms often affiliated with these methods, and
analyse their differences in our application.

In kinesthetic teaching the user physically grabs a robot and leads it through
the motions. To allow the user to move the robot, the robot must be put into
gravity compensation, which is nowadays often a standard property of many
robots such as Franka Emika Panda [41] and KUKA LBR Iiwa [65] but can also
be executed with a Force-Torque sensor (F/T sensor) attached to the end-effector
of the robot [66, 67]. Fischer et al. [26] showed that for a human domain expert,
kinesthetic teaching is an easier method for providing demonstrations than
teleoperation. However, kinesthetic teaching comes with a few limitations: firstly,
the gravity of the robot must be compensated to provide these demonstrations.
Whereas this feature is gaining popularity, it still raises the cost of the robot and
thus is not available in all new industrial robots. Moreover, the inertia and joint
frictions of the robot can still render performing the demonstration unnatural.
This can lead to the need for the teacher to use both arms to guide a single
manipulator, and it also limits the size of manipulators that can be used for
teaching. Finally, in kinesthetic teaching the teacher must be able to enter the
premise of the demonstration, thus excluding dangerous environments (space,
underwater, radiation) from the list of use cases.

The classical definition of teleoperation, i.e. using a remote controller to move
the robot, overcomes the aforementioned hurdles of kinesthetic teaching. There
exists a wide variety of remote controllers, the choice of which depends on the
robot being used. When a teleoperated task requires contact with the environ-
ment, a crucial question about the remote controller is whether the operator
can efficiently manage the force applied by the robot against the environment.
Expert teleoperators, such as excavator pilots, can manage complicated tasks
even with joint level control and without having direct feedback of the environ-
mental force at their disposal. However, achieving this level of skill requires a
vast amount of training, and thus for LfD purposes it would be beneficial if also
non-experts could provide demonstrations. For this reason, having a remote con-
troller working in Cartesian space with proper force feedback in teleoperation,
i.e. a haptic device, is a desirable property to properly harness the power of LfD
in teleoperation.

Another method falling loosely under Argalls definition of “teleoperation”
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worth noting is Virtual Reality (VR), which methodologically falls somewhere
between “teleoperation” and “imitation”. In theory in a good VR simulation
the embodiment of the robot is exactly that of the real robot, but in practice
this is difficult to achieve, and thus recent works in VR [68, 69] often hone the
demonstration with Reinforcement Learning (RL) including domain randomiza-
tion [70]. The downside of using VR is that building a good model of the task
environment is still non-trivial, and thus for low-threshold task automation in
Small and Medium-sized Enterprises (SMEs) other methods are more suitable.
However, for larger factories and repeatable settings VR is a great tool, and
there is a lack of research for properly harnessing the power of VR in LfD.

Popular teaching paradigms often associated with this sort of demonstration
hardware are RL and incremental learning. In incremental learning the teacher
can still interact with the robot when it is performing the motion [71]. Natural
ways to do this with an impedance-controlled manipulator is to increase the
stiffness during demonstration when the algorithm becomes more certain about
the required task [72, 73] or to restrict the motion of the robot within an allowed
space [74, 75]. For free space tasks requiring a certain amount of compliance,
it is convenient to halt the execution and adjust the compliance [76, 77] or
during teleoperation communicate the desired stiffness to the robot in another
manner [78]. For incremental learning Augmented Reality (AR) is a suitable
tool to e.g. modify the learned trajectory between executions if required [79, 80]
or setting safety limits to demonstrations [81]. Whereas incremental learning
could be added to the methods in this thesis, the aim is always to make the
teaching as straightforward as possible, i.e. learning directly from one or more
demonstrations.

Finally, RL needs to be mentioned, as it is becoming increasingly popular and
often nowadays used on top of LfD to further enhance the skills [82, 83, 84]
even for in-contact tasks [85]. In RL the robot is first given (or can learn
autonomously in inverse reinforcement learning [86]) a reward function which
corresponds to the goal of the task. Then the robot starts practising, with a
chosen weighting between exploration and exploitation, the task and finally
learns to perform the task such that the reward is maximized. With a correct
reward function, this process can lead to a successful execution of the task.
Whereas RL can be performed in real world even for manipulation skills [87, 88]
and even designed interactive such that the human can administer the reward
for better performance [89], using RL directly in the real world is often a tedious
task due to the difficulty of finding a reward function and then performing the
required number of practice iterations for the robot to successfully learn a task.
Thus, the most famous examples of RL, such as Atari games [90] or Go [91], are
purely in simulation without any contacts or uncertainties involved. A recent
idea to bridge this gap is domain randomization [70], where the parameters of
the simulator are varied such that the model does not overfit into a simulator
that can never perfectly match the real world. Domain randomization can be
applied to textures [92] or even dynamics [93], thus leading the emergence of
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transfer learning in robotics, where the transfer from simulation to real world
can be done successfully. However, as RL considers only the reward function, it
is not predictable how the algorithm learns to perform the task. In the best case
this could be a sort of behaviour that outperforms anything a human teacher can
show. But as a key point of this thesis is to take advantage of the environment
to mitigate uncertainties, it is questionable if a reward function could be shaped
such to learn this sort of behaviour that humans are very efficient in. Thus in
this thesis RL will not be considered further.

To conclude, in this thesis the demonstration methods used are kinesthetic
teaching and teleoperation, which both fall under “teleoperation” in the work of
Argall et al. [1]. The advantages and disadvantages of kinesthetic teaching lead
us to conclude that, whenever possible, kinesthetic teaching should be chosen
due to the shown ease of demonstration [26]. Thus in Publications I,II,IV,VI
and VIII kinesthetic teaching was used for teaching. However, for cases where
providing a demonstration by kinesthetic teaching is not feasible, teleoperation
must be used. For the sake of simplicity it would be highly beneficial if one
learning method can be used with both modes of teaching. As providing a
demonstration by teleoperation is more challenging for domain experts, more
noise and variance in demonstrations can be expected, and thus a method that
works well with teleoperated demonstrations must be more robust towards
uncertainties also in demonstrations provided by kinesthetic teaching. Thus in
Publications V and VII teleoperation is used for providing the demonstrations.
In all the experiments the same robot that was used for demonstration was also
used for execution i.e. the embodiment was the same.

3.2 Demonstrations with wrench recording

For learning compliant motions, it is essential to have wrench measurements
that temporally match the poses (positions and orientations) in demonstrations.
For teleoperated demonstrations the methods for gathering wrench data are
the same as used for force feedback control, with their respective differences
in accuracies, presented in Section 2.1. However, for kinesthetic teaching,
it is important to note that only the forces occurring between the position
where the teacher grabs the robot and the environment are recorded. Thus
methods that read forces from the joints, either through sensors, torques or
motor currents, cannot be used, and a 6-Degree of Freedom (DoF) F/T sensor is
required. However, the placement of the F/T sensor is also important to make
sure the correct wrench is recorded.

Our initial assumption regarding the placement of the F/T sensor was that if
positioned according to Fig. 3.1a, as inspired by [94], in an in-contact task the
force and torque readings would directly show the teacher’s intention, i.e. the
direction where the teacher wants to actually move the manipulator if there
were no environmental constraints. This intention, which will be called desired
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direction in this dissertation, is a key parameter in learning what the teacher
actually wants to accomplish from demonstrations where the teacher takes
advantage of the environment in an alignment task. However, after further
experiments and analysis we noticed this assumption to be false; an F/T sensor
placed according to 3.1a records the sum of forces applied by the environment
to the robot, which when sliding along a surface consists of friction and normal
force, as further illustrated in Fig. 3.2. If the F/T sensor was placed according to
Fig. 3.1b, then the recorded forces would be showing the users intention directly.
This is the key difference between initial assumptions in Publications I and II:
in Publication I we assumed to have direct access to desired direction through
the force readings. In Publication II we only assume that we can get the sum of
environmental forces i.e. the force and torque recorded by the F/T sensor which
can be written as

FFFm =FNFNFN +FμFμFμ+mẍ̈ẍx

TTTm = lnlnln ×FNFNFN + l fl fl f ×FμFμFμ+Γβ̈̈β̈β
(3.1)

where FFFm is the force measured by the F/T sensor, FNFNFN the normal force, FμFμFμ =
|μFNFNFN | (−v̂av̂av̂a) the force caused by Coulomb friction with μ being the friction co-
efficient and v̂av̂av̂a the actual direction of motion, m the mass of the tool and ẍ̈ẍx
its acceleration, l fl fl f and lnlnln are the lever arm position vectors perpendicular to
corresponding applied forces, Γ the inertia matrix and β̈̈β̈β the angular acceleration.
Although this model is for a single-point contact, we show that the method is
robust enough that we can teach multi-point contact tasks as well; considering a
thorough contact formation treatment is outside the scope of this thesis and is
another major branch of research (for example [95]). We assume that the speed
of the end-effector is close to constant and therefore the acceleration terms mẍ̈ẍx
and Γβ̈̈β̈β can be ignored.

(a)
(b)

Figure 3.1. Possible F/T sensor placements for kinesthetic teaching: (a) A handle attached to the
side of the manipulators wrist, with the F/T sensor at the root of the handle (Adapted
from Publication VIII); (b) F/T sensor directly between tool and handle [3].
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Figure 3.2. Forces recorded by an F/T sensor placed according to Fig. 3.1a. va is the actual
velocity, Fext the force applied by the teacher and s the sector of desired directions.
Adapted from Publication VIII.

In Publication VII we teleoperated a Franka Emika Panda robot by kines-
thetically moving a Rethink Robotics Baxter, as seen in Fig. 3.3. This sort of
teleoperation is not common, since dedicated teleoperation devices are often
easier to operate – our reason for using this method was to take advantage of
the joint torque sensors in the Panda robot to measure the environmental forces,
since kinesthetically teaching the Panda would have required an external F/T
sensor. Moreover, as the goal of this thesis is to construct a robust LfD method,
using such an unconventional teleoperation method is a good test of how much
variance between demonstrations the method can handle. The teleoperation
was programmed in a relative way, such that the end-effector pose of Panda was
changed similarly as the end-effector pose of the Baxter changed. To make the
teleoperation intuitive, both robots had to be put manually into similar starting
poses. In this setting we did not have force feedback, since the communication
was unidirectional from Baxter to Panda, but setting the impedance of the Panda
low enough allowed performing these motions without damaging the equipment.

To learn how to perform a bimanual peg-in-hole task, we also considered
teleoperating two Pandas with both arms of the Baxter. However, for a novice
user even a simple peg-in-hole task was too difficult to perform in such a manner,
mainly due to the difficulty of moving one Baxter arm with only one arm, as
mentioned in the downsides of kinesthetic teaching. In Publication VII we
managed to avoid this problem by gathering the demonstration data by using
one arm only, even though the task was performed by two arms. The main
thing to notice was that there are only a few dual-arm assembly tasks where
active motion of both arms is required, or even brings significant advantage. For
example in a peg-in-hole task, other researchers have also noticed that a human
typically uses one arm only as a compliant slave and moves only the other arm,
master [96]. As our own observations support this claim, it was not required
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Figure 3.3. The teleoperation setup of Publication VII; teleoperating a Panda robot by kinesthet-
ically moving a gravity compensated Baxter arm.

to perform simultaneous motions with both arms to learn bimanual assembly
tasks.

In Publication V we performed LfD using a hydraulic heavy-duty 2-DoF ma-
nipulator with a 475kg payload. Even though expert excavator pilots can still
operate their heavy-duty machines in joint space without force feedback, for
novice users this is not an option. Moreover, joint level control has been shown to
be inefficient even for expert users [26]. For a layman to perform demonstrations
of in-contact motions with such a powerful manipulator force feedback is re-
quired to avoid damage to the environment. Due to the controller stability issues
caused by the high nonlinearities of hydraulic actuation explained in Section 2.2,
a force-reflected Cartesian teleoperation method for hydraulic manipulators is
difficult to design. Only recently a stable bilateral force-reflected teleoperation
between an electric master manipulator and a hydraulic slave manipulator has
been successfully designed [97, 98], allowing us to safely perform compliant
motion experiments even with such heavy-duty work machines and gathering
the force data as explained in Section 2.1. This demonstration method was
successfully used in Publication V.

3.3 Providing useful demonstrations

In this section we will shortly cover the inverse of what-to-imitate problem,
that is how to provide good demonstrations [99] to ease the what-to-imitate
problem. The first issue is the definition of good. For a human teacher it is
natural to perform the demonstrations in a manner that is a personal trade-
off between fast and accurate – in an assembly task this would correspond to
bringing the workpieces in alignment in a straightforward way by maximally
using the available sensing modalities (i.e. mainly vision). However, if the
robot must perform a task under uncertainty and recover from errors, the error
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scenarios must be demonstrated as well, which can be difficult to understand for
a domain expert who simply tries to teach the robot to do the task as efficiently
as possible [100]. Thus, for a set of demonstrations to be good, they need to be
informative, i.e. demonstrate all required states and avoid demonstrations that
are ambiguous. This issue was recently researched in [101], where the criterion
was to cover a certain area of starting positions with the demonstrations for a
reaching task.

However, with in-contact assembly tasks it is difficult to define the word
informative and avoid the aforementioned issues. As our goal is to make the
robot mimic the way a human deals with uncertainties in an assembly task,
demonstrations must also include the strategy the human teacher takes when
faced with uncertainty in the task. A key claim of this thesis is that in such a case,
the human relies on contact with the environment and, if applicable, mechanical
gradients such as chamfers that naturally lead the assembled workpieces into
alignment. To gather this sort of demonstrations showing exploitation of the
environment, there are essentially two options: 1) explain the teachers what
sort of demonstrations are required and 2) design the experimental setup such
that it is difficult enough for the teachers that they must naturally resort to this
sort of motions.

Option 1 can be further divided into two approaches: firstly, the instructions
can be defined beforehand and then communicated to the human teacher, as
done by Sena et al. [101]. They showed experimentally that having visual help
and a set rules made the teacher provide more informative demonstrations.
Second and a more sophisticated method is to apply active learning, which
means that there is interaction between the robot and the teacher [102] such
that the robot communicates to the teacher what sort of demonstrations are
required. This is in a sense similar to incremental learning presented earlier
– the major difference being that in incremental learning the robot becomes
more certain of how to perform a single motion, whereas in active learning the
robot gathers and asks for more information to be able to generalize the skill.
However, active learning is often associated with queries and more high-level
temporal skills [103] and not manipulation skills. Only recently there has been
published research about using active learning in manipulation tasks: in [104]
each attempt of a handover task was considered an implicit query, where the
humans action regarding the handover was considered an answer and in [105]
an algorithm recognized when there were missing states in a reaching task.
Whereas active learning is an elegant approach, it is unclear how to employ it in
the sort of in-contact tasks considered in this thesis.

In Publications I,II,IV,V,VII and VIII we used Option 1 by simply knowing how
the demonstrations should be performed, i.e. having the instructions in our heads.
In Fig. 3.4a is the experimental setup from Publications I,II and IV, where the
task is either to reach the bottom of the valley anywhere (Publications I and II) or
first slide to the bottom and then towards the camera (Publication IV). To allow
the underlying algorithm to learn how to effectively use both sides of the valley,
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which can be thought as exaggerated chamfers, demonstrations along both sides
of the valley must be given. Whereas this can be considered easy to communicate
to a lay user, the funnel setup in Fig. 3.4b is more challenging: to learn how to
take advantage of all sides of the funnel, at least two demonstrations that are
sliding along perpendicular sides must be given, as shown by the red arrows
in Fig. 3.4c. We acknowledge that communicating this to a lay user is not
straightforward in a real industrial scenario. However, as the key point of the
papers was the technical design of the primitive and the learning method, we
did not use lay users to validate the HRI side of the method.

In Publication VI we took the approach of Option 2, i.e. designing the exper-
iment such that the human teacher cannot perform the task right away and
thus has to resort to the kind strategies we wish to gather. On this topic we
did not find any proper HRI research, only certain works such as Eppner et
al. [106] who used similar strategy, in their case blurring glasses on the teacher.
In Publication VI the goal was to mimic the way a human would try to fit a
key in a lock in darkness. The difference to Publications I,II and VIII is that in
Publication VI we do not assume that there is a mechanical gradient to guide the
tool, and thus simple instructions were not sufficient and the strategy had to be
more natural. We again did not use external lay users to evaluate the approach,
but we set ourself strict guidelines which to follow. The chosen approach was
that the teacher was first allowed a glimpse of the system, after which he closed
his eyes and the starting pose of the tool was changed. Now the teacher had to
perform the task with eyes closed, and thus performing the task was similar as
a human normally would.

3.4 Discussion

In Publication I the experiments showed success even though the assumption
about the F/T sensor reading was false. In fact, we noticed there was a systematic
error present in the results: when we assumed that in the setup in Fig. 3.4a
the desired direction should have been directly down, in 30 demonstrations the
mean desired direction was 4.6 degrees off from the assumed desired direction,
with only 1.3 degree variance. However, the reproductions were still successful,
which actually shows the power of compliant motions – even with this error,
compliance was enough to render the task successful. Moreover, as we noted,
there are F/T sensor configurations where we can directly learn the desired
direction, thus making this approach valid as well.

As teleoperation was not a key point in Publication VII, the teleoperation
between the Baxter and Panda was a quick solution for this particular task. A
proper teleoperation system with such a setup, such as built in [107], would in-
clude automatic matching of the poses when commencing teleoperation and also
safety limits regarding the joint configurations to avoid moving the teleoperated
robot towards singularities or joint configurations with inferior manipulability.

51



Providing Demonstrations

(a)

(b) (c)

Figure 3.4. The experimental setups from Publications I,II and VI: (a) a valley consisting of two
aluminium plates, (b) a traditional funnel and (c) top view of the funnel and illus-
tration of required demonstrations to maximize information gain for the algorithm.
Adapted from Publication II.
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In all the experiments the execution was always performed with the same robot
as the demonstrations. An interesting question is whether a skill is transferable
to another manipulator. We do not have any experiments to show, but we do
not see anything that would prevent this. The reason is that learning and
control are done in Cartesian world, and thus performing the reproduction on
another 7-DoF robot with similar force and position accuracies does not pose
any theoretical problems. Other ideas in the same vein would be to gather
the demonstrations by attaching an F/T sensor and a pose sensor to a tool, as
done by De Chambrier [5], or even directly recording Electromyography (EMG)
signal, as done by Peternel et al. [108]. This may be easier for the human to
teach, but building such a tool can be complicated and the teacher does not
know the kinematic limitations of the robot, increasing the risk of gathering
demonstrations which the robot simply cannot imitate.

We do not have proper comparison between Options 1 and 2 in gathering the
demonstrations, i.e. telling or showing the teacher what to do versus modifying
the teaching scenario to make giving natural demonstrations easier. In fact, we
could not find research focusing on Option 2 for an LfD design, besides individual
examples such as the earlier mentioned Eppner et al. [106]. We started off by
trying to gather demonstrations from other lab members fully blindfolded, and
without ever laying eyes on the test setup. However, this proved to be too
difficult for the teacher – even inserting a plug into a socket was observed to be
impossible without having some intuition about the geometry of the task. Thus
probable reasons for the lack of research in this area are that it is too problem-
specific and that Option 1 simply produces more predictable demonstrations.
Considering active learning, as mentioned it will not be straightforward to define
informativeness in an in-contact assembly task, which is though a promising
area for new research. We acknowledge that the HRI side of this method
was treated in an ad-hoc manner, and the problem of gathering informative
demonstrations from in-contact tasks from lay users requires further research
to make the method truly applicable in industry.

Another issue we did not cover is multimodal demonstrations, where there are
distinctively different strategies for performing a task. A simple example is that
a car driving along a road must dodge an obstacle either from the left or the right
side. In the publications of this thesis we assumed that the demonstrations come
from a single teacher who uses the same mode with each demonstration, since
the algorithm is not designed to identify different modes. In a factory setting this
must also be communicated to the teacher, such that he can differentiate between
giving a new demonstrations that is informative and a new demonstration that
represents a different mode and thus could confuse the learning algorithm.
When trying the different strategies of gathering demonstrations in Publication
VI, we also noticed that different people had different search strategies, and
that a common one was to search simultaneously only in 2 DoF – a similar
observation regarding humans’ capabilities to control robots in multiple DoFs
has also been shown in user tests [109]. Thus we are currently researching
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whether we can teach a robot to search in phases and if this would be more
efficient than searching all required DoFs simultaneously.
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4. Representing, Learning and
Exploiting Compliant Motions

To make a robot execute a task, the task must be represented in a manner that
is understandable for the robot, often called a policy consisting of primitives each
of which models a phase of the task, such as shown in Fig. 4.1b where moving the
block to touch the table is one phase and moving it into the corner is another. In
this chapter we consider modelling and learning from a human demonstration a
single phase of such a policy. This is the continuous level of a hierarchical policy,
and the simplest examples of this sort of behaviour for modelling a trajectory
are splines [110] or Bezier curves [111]. If the task requires contact with the
environment, the simplest approach is to augment the trajectory with a force
profile consisting of forces the robot should apply to the environment at each
position. The obvious downside of this kind of representation is that even small
changes in the environment or in the robot’s coordinate system can easily cause
the task to fail. Thus simply recording the trajectory and forces from a human
demonstration and replaying them is not a valid Learning from Demonstration
(LfD) strategy. There exist more general and popular primitives than the simple
trajectory encoders mentioned that are used nowadays to represent tasks learned
from human demonstrations. However, especially when trying to learn how to
take advantage of the environment with compliant motions, there are certain
downsides in the currently popular motion primitives.

In this chapter we present an approach to learn and represent a single continu-
ous phase of a hierarchical policy describing compliant tasks. First we present a
general view of how compliance can be used to mitigate uncertainties and guide
workpieces in an assembly task in Section 4.1. Then in Section 4.2 we present a
literature review on the currently used motion primitives and give arguments
why there is a need to design a new approach such that we can not only cope with
contact but actually thrive from contact. After this in Section 4.3 we present
a primitive which allows taking advantage of the environment similarly as
humans do. Finally, in Section 4.4 we explain how different uses of compliance
require different learning strategies and show how to learn the primitive from
a human demonstration. Finally, in Section 4.5 we discuss the strengths and
weaknesses of the approach and make observations about its usability.
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Figure 4.1. Compliant motion policy used (a) to align workpieces and (b) to place a box at the
corner of the table. Adapted from Publication IV.

4.1 Compliant Motions in Manipulation

The idea of using compliance in an assembly task is not new, since the accuracy of
vision is rarely sufficient to guide workpieces with small clearance into alignment
by position control only. In the 90’s research on compliant assembly was centered
around fixtures, devices for holding workpieces during assembly shown in Fig. 4.2.
Schimmels and Peschkin [112] showed how to insert a workpiece into a fixture
guided by contact forces alone, and the topic has later been revisited by (at
least) Newman et al. [113]. Yu and Goldberg [114, 115] then formalized the
contact force guidance into a planar sensor-based compliant motion planning
problem, i.e. a preimage planning problem [116]. However, Lozano-Perez et
al. also showed in [116] that preimage planning in 3-D is not computationally
feasible, thus restricting the use of planning algorithms for compliance. Another
challenge in planning compliant motions is that simulation of in-contact tasks
is difficult, even though there is active research towards accurate simulation
of in-contact tasks [117]. Other research on overcoming this obstacle has been
performed by e.g. Koval et al. [118] who used Partially Observable Markov
Decision Processes (POMDPs) and treat the task differently before and after
contact. Páll et al. used contact for localization in planning [119]. Finally, Guan
et al. [20] showed that they can design near-optimal compliant motion plans
with correct approximations. However, for low-level automation we believe LfD
to be a more natural tool.

A topic currently drawing a lot of attention that deals with compliance is soft
robotics, where the idea is that at least the end-effector of the robot is “soft”
[17], i.e. mechanically compliant, thus making it easier to take advantage of
the environment especially for grasping [120, 106, 121]. In this work we do not
directly consider grasping – however, when grasping an object for assembly, it is
often difficult to know exactly the coordinate transformation between the robot’s
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(a) Source: Thorlabs website (b) Source: [115] (c) Source: [115]

Figure 4.2. A fixture, a helping device for locating and holding workpieces meant for assembly.
(a) A modern fixture by Thorlabs (b) A simplification of a fixture with 3 locators and
a clamp (c) A path for loading a workpiece into the fixture.

hand and the Tool Center Point (TCP). Thus, we believe that the presented
method will be highly useful for assembly tasks performed by soft hands.

4.2 Motion Primitives in LfD

Motion primitives are a general way for presenting a trajectory and possibly an
additional force profile. Typically the term refers to methods that model a phase
of a task by a continuous function approximator and are aimed towards learning
the motions from a human demonstration. Again, the definition of a phase is
broad, and it can mean a piece of trajectory of almost any length that can be
modelled with a single primitive. The way to construct a primitive is a trade-off:
if the primitive models a short part of a task, many primitives are required for
modelling the whole task, making the model complicated and possibly prone
to overfitting. In contrast, if the primitive is broad, it probably cannot be used
to represent complex tasks. It can be argued that a good primitive can vary
in length, or duration, depending on the task that is being modelled. Having
a primitive that can vary in length, however, causes a new parameter to be
required, adding to the complexity. In this section we first present popular
motion primitives in general and then examine in more detail the works most
related to work in this thesis.

Perhaps the most recognized primitives used currently in LfD are Dynamic
Movement Primitives (DMP) [27] and Gaussian Mixture Model (GMM) with ei-
ther Gaussian Mixture Regression (GMR) [24] or Stable Estimator of Dynamical
Systems (SEDS) [30]. We will present these methods shortly and pinpoint their
advantages and disadvantages while arguing why we chose not to use any of
these established approaches but instead chose to develop a new method.

A DMP consists of three distinctive components: a transformation system,
which can be written as

κẍxx = kz(dz(ggg−xxx)− ẋxx)+ f (y) (4.1)
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where κ is a time constant (temporal scaling factor), g is the goal and x, ẋ, ẍ
are position, velocity and acceleration (the output of the system). The positive
parameters kz and dz are related to stiffness and damping. This is a simple
linear dynamical system acting as a spring-damper and driving the system
forwards.

The second component is the forcing function f (y), which perturbs the system
from being a simple attractor and essentially creates the trajectory. Traditionally
f (y) is a Radial Basis Function (RBF) [122], but other options such as a Neural
Network (NN) [123] have been proposed. As DMPs are learned distinctively for
each Degree of Freedom (DoF), either in Cartesian or joint space, the DoFs need
to be synchronized. This is done with a canonical function, written as

κ ẏ=−ky y. (4.2)

where y is a phase variable, which is used as input for the forcing function f (y)
and ky the decay parameter for stabilizing the system. With the phase variable
DMPs do not explicitly depend on time, and thus the velocity of reproduction
can be easily modified. To conclude, strengths of the DMPs include the ability
to be learned online and that they can be coupled with wrench or impedance
profiles. These attributes, along with the simplicity, make DMPs a popular
choice for learning and encoding complicated trajectories. Additionally, with
correctly chosen gains for (4.1) DMPs can be shown to be stable, and DMPs have
been shown to be generalizable through task-parametrization to new situations
[124, 125, 126] by simply modifying a parameter relevant to the current task.
A downside of DMPs is that to learn from multiple demonstrations, tools such
as Dynamic Time Warping (DTW) [127] need to be used to temporally align the
demonstrations. Especially with more than two demonstrations this becomes a
tedious task.

A GMM consists of K Gaussian distributions where each Gaussian is described
by a mean vector and a covariance matrix. This describes one of the major
differences between GMM-based approaches to DMP – a GMM can learn a
single multi-dimensional model instead of learning the model separately for
each dimension. A GMM can be fit to a dataset with Expectation-Maximization
(EM) algorithm [128]. Once the model is built, GMR can be used to construct a
trajectory from the model. A thorough review of GMM–GMR approach for LfD,
along with code, was written by Calinon [29]. Similarly to DMPs, GMMs can be
task-parametrized and augmented with a wrench profile. SEDS uses GMMs as
well to model the task, but due to the use of a dynamical system, the stability
can be guaranteed with correctly chosen parameters, unlike when using the
statistical methods in GMR. SEDS has also been used to produce impedance to
allow compliant motions [129].

Other possibilities are, for example, Locally Weighted Learning [130] and
Gaussian Process Regression [131, 132]. There are also more recent works to
create new primitives: Reiner et al. [133] took advantage of variance between
multiple demonstrations to deduce where accuracy is required. Ahmadzedah
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Figure 4.3. The KUKA robot planing wood [4].

et al. [134] proposed an LfD encoding method which can generate unseen tra-
jectories within the cylinder of the given demonstrations. However, neither of
these methods are aimed at in-contact tasks. Subramani et al. [135] can detect
whether the teacher is using geometric constraints for performing motions, but
as our assumptions is to always use them, this work is not directly applicable.
For only keeping contact with the environment, there exist special approaches
such as surface-surface contact primitives [136], which also require a model
of the tool. Additionally, Probabilistic Movement Primitive (ProMP) has been
shown to be able to generalize to unseen dynamics when holding a grate [137].

Most of the works closest to ours are based on DMPs and then augmented
with either a wrench [138] or an impedance profile, but also GMM [139] and
Hidden Markov Model (HMM) [140] have been shown to be augmented with a
force profile to perform in-contact tasks. Steinmetz et al. [94] and Montebelli et
al. [4] first presented the Force-Torque sensor (F/T sensor) configuration used
in this thesis as well: however, as their aim was tasks where the amount of
force applied was important (drawing and wood planing, shown in Fig. 4.3),
they switched to force control when in contact to allow explicit control of the
contact force. During the same year, Abu-Dakka et al. [141] presented their
approach to compliant peg-in-hole-type assembly that can be used with both
impedance- and admittance-controlled robots. To adapt the force and torque
profiles to new situations, they track the assembly process visually to estimate
the workpiece displacement. However, the usage of switching controllers or
vision can complicate the task, and thus a simpler approach is preferred.

A major work in adding compliance to LfD is Compliant Movement Primitives
(CMP) presented by Deniša et al. [142], essentially a DMP with a superposed
torque signal encoded with RBFs called torque primitives. Later Kramberger
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et al. [143, 31] showed that, similarly as regular DMPs, CMPs can be task-
parametrized and thus generalized to new situations if the parameters of the
tasks are known. Moreover, with this generalization ability it is possible to build
a library of CMPs to be applicable to a variety of scenarios [144, 145]. Very
recently, Abu-Dakka et al. [32] managed to couple DMPs with an impedance
profile by creating a GMM-GMR approach on the stiffness matrices by using
Riemannian manifolds.

In all the aforementioned works concerning CMPs, compliance was achieved
through a contact torque profile, meaning that there was requirement to explic-
itly command the contact forces. Whereas this is a valid strategy for performing
compliance, we argued already in Chapter 2 that whenever there is no need to
explicitly command the contact force, modifying the stiffness in an impedance
controller is a more robust approach. The elegant Riemannian approach pro-
vided by Abu-Dakka et al. [32] provides a method similar to work in this thesis,
but there are a few differences, for example the shown use cases and the def-
inition of the desired trajectory. These differences will be highlighted in the
upcoming sections.

4.3 Linear Motion with Compliance

In this section we present the approach called Linear Motion with Compliance
(LMC), which was gradually developed in Publications I,II and VIII and used
successfully in Publications IV,V and VII. We will focus on the formulations
from Publications II and VIII, since they present the core theory of the more
general case of observing contact forces, as explained in Section 3.2. The goal
is to develop an approach that can actively take advantage of the environment
by leveraging compliant behavior. The key idea for achieving this is that we
model a task as a sequence of linear motions with compliance such that we take
advantage of the environment to guide and align the tool, as shown in Figs. 4.1
and 1.2. We assume that many workpieces have a mechanical gradient such as
depicted in Fig. 4.4, which can be used to guide workpieces into alignment. The
problem we address is the following: how to learn from human demonstration
a task such that the convergence region, i.e. the set of starting poses from
which alignment with a same set of parameters is successful, is maximized.
Thus the uncertainties related to the relative pose between the workpieces to
be aligned can be efficiently mitigated. Such uncertainties can rise from, for
example, small modifications to the environment or simply the uncertainty of
grasping an object [146]. To clarify this even further, let us consider the situation
in Fig. 4.4 and assume that the goal is to slide the tool to the bottom of the
valley. The error in translation is the horizontal difference between the orange
tools tip and the center bottom point of the valley. Now, if the tool is sliding
directly downwards from anywhere within the convergence region and the tool
is compliant perpendicular to this motion, it will slide along the surface all the
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Figure 4.4. Illustration of the theoretical convergence region (black brace) of the algorithm in a
pure translational case. Adapted from Publication VIII.

way to the bottom.
The control methods for achieving this sort of compliant behaviour were

analysed in Chapter 2, and we concluded the chapter by stating the reason
why we chose impedance control with low stiffness to achieve compliance in
ground-based tasks. Thus, now if we analyse (2.3), we see two parameters on
both translations and rotations that must be adjusted to provide this sort of
behaviour: the stiffness matrices K f ,Ko and the desired position and orientation
xxxd,βββd. As observed, with efficient exploitation of compliance, linear motions
suffice to achieve assembly goals in scenarios such as in Fig. 4.4: thus, we can
write the the desired position xxxd and orientation βββd in a feed-forward manner
as

xxxd,t = xxxd,t−1 +νΔtv̂∗dv̂∗dv̂∗d

βββd, t =βββd,t−1 +λΔtω̂∗
dω̂∗
dω̂∗
d

(4.3)

where v̂∗dv̂∗dv̂∗d and ω̂∗
dω̂∗
dω̂∗
d are the desired directions describing the human teachers

intended motion in translation and rotation, Δt the sample time of the control
loop and ν and λ the translational and rotational speeds. Throughout this thesis,
we will use the circumflex (ˆ) notation to denote the normalization of a vector
(i.e. x̂̂x̂x = xxx

|xxx| ). In this formulation, it is enough to learn a desired direction for both
translations and orientations.

In Publication II we considered translations only, i.e. we performed motions
such as shown in Figs. 4.4 and 4.1. The goal was to learn v̂∗dv̂∗dv̂∗d and K f such that
the goals described above are met. Firstly, we give a few conditions to the matrix
K f :

1. K f must be a symmetric and positive definite (SPD) 3-by-3 matrix.

2. If an axis is set compliant, stiffness along that axis is set to 0.

3. Axes of compliance must be perpendicular to v̂∗dv̂∗dv̂∗d.
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However, the axes of compliance do not need to be along the defined coordinate
axes, i.e. K f does not need to be diagonal. Condition 2 is a simplification for
the sort of tasks we target and raises out of practicality – if we set another
value besides zero, sliding along a surface becomes more difficult the further the
tool slides, which would be counter-intuitive to exploiting the environment and
require another parameter. Condition 3 follows naturally from Condition 2: if
compliance along an axis is set to 0, trying to move along that axis would not
move the tool at all. More details on how to construct a stiffness matrix with
these conditions can be found from Publication I.

For translational motions, the limitations described above are enough to
completely define a compliant motion, and the same method can be used for pure
rotational motions. However, for a motion consisting of both translations and
rotations, as explored in Publication VIII, the problem is more complex. More
precisely, when expanding the approach to cover both translations and rotations,
the following conditions arise:

4. Speeds ν and λ must be related.

5. The special cases of only rotational and translational motions must be
detected (i.e. v̂∗dv̂∗dv̂∗d or ω̂∗

dω̂∗
dω̂∗
d does not exist).

6. The special case where all axes in either translations or rotations are
compliant (in this thesis called 3-DoF compliance) must be handled.

When learning the parameters of LMC, all these conditions must be taken into
account.

4.4 Learning

In this section we explain the process of learning the parameters v̂∗dv̂∗dv̂∗d,ω̂∗
dω̂∗
dω̂∗
d, K f

and Ko such that the conditions described in the previous section are met. The
data required for learning are the measured Cartesian poses of the end-effector
and the corresponding wrenches measured by the F/T sensor according to (3.1)
from a suitable human demonstration (suitable defined in Chapter 3). The
explanation will be on a more general level, and mathematical details can be
found from Publications II and VIII. A general flow of the learning process
is shown in Fig. 4.5: the pitch, i.e. the relation between mean translational
speed of the demonstration ν and rotational speed λ, must be computed first
from the raw data, according to Condition 4. After this, the same steps are
taken for both translational and rotational motions: the first thing is to check if
the teacher keeps either translations or rotations 3-DoF compliant, i.e. either
position or orientation can change freely without affecting the execution of the
task. Whenever this is not the case, the next thing is to check whether the
teacher intentionally translated or rotated the tool, i.e. check the existence of v̂∗dv̂∗dv̂∗d
and ω̂∗

dω̂∗
dω̂∗
d. If either or both exist, the compliant axes must be deduced according to
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Figure 4.5. A flowchart describing the whole process of finding the 6-D compliant primitive to
reproduce a demonstrated motion. Adapted from Publication VIII.

Condition 3 – otherwise, the compliant axes can be directly deduced from the
data. Finally, if both v̂∗dv̂∗dv̂∗d and ω̂∗

dω̂∗
dω̂∗
d exist, ν and λ must be set according to the pitch,

finalizing the LMC primitive.
The intuition into 3-DoF compliance can be observed from Fig. 4.6: the teacher

tries to only rotate the tool, but due to contact forces, rotational force causes also
translation in the wrist. In this case observed translation is caused completely
by the environment and the corresponding degrees of freedom need to be set
compliant (i.e. 3-DOF compliance). To numerically detect this, we took inspira-
tion from the definition of virtual work in screw theory [147]. Essentially, we
looked whether more work was done by the environment or the teacher, where
work in physics is defined as

Wx =FFFm ·Δxxx

Wβ =TTTm ·Δβββ
(4.4)

where W is the work, Δxxx the change in translation, Δβββ the change in angle
and FFFm and TTTm the force and torque measured by the F/T sensor. The idea is
that when the work measured at an interval is positive, the environment has
done the work since the forces and torques are caused by the environment. By
comparing the amount of positive and negative work measured we can deduce
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Figure 4.6. A demonstration of rotating the peg around the edge of the table, where the teacher
only rotates the tool and the translational motion in the wrist is caused by the contact
forces. The edge of the table is highlighted in red. Adapted from Publication VIII.

whether the teacher or the environment did more work to move the tool.
The idea for learning the desired direction stems from Fig. 3.2, where the

forces acting on a tool sliding along a surface are shown. The key is to observe
sector s, which marks the 2-D sector between the actual direction of motion
vavava and the negative of the force measured by the F/T sensor, −FmFmFm. Firstly,
we observe that the width of this sector depends on the friction force FμFμFμ such
that with higher friction force the sector s becomes more narrow. Secondly, if
the external force, FextFextFext is applied from anywhere within sector s, the observed
motion will be exactly the same, along the direction of vavava. This gives us, at
every time instant, a range of directions from which the robot can apply force to
achieve a certain motion. We hypothesize that by computing an intersection of
these sectors s during a demonstration consisting of sliding motions, we can find
the desired direction v̂∗dv̂∗dv̂∗d where the human intends to push the tool, even though
the observed motion is different due to physical constraints. The same logic can
be applied to rotations to find ω̂∗

dω̂∗
dω̂∗
d.

To transfer this intuition into 3-D, several steps are required. Firstly, there is
always uncertainty in human demonstrations, even if the teacher tries to draw
a straight line. Thus, there is a risk that taking an intersection results in an
empty set. In Fig. 4.7 is shown how we propose extending the sector s from
Fig. 3.2 into a pyramid shape in 3-D. In Fig. 4.8 is an example showing how to
plot these pyramids along a trajectory sliding along a side of a curved funnel,
such as one shown in Fig. 3.4b.

Since computing an intersection in 3-D is computationally challenging, we
project the normalized bounding vectors of the pyramid into a 2-D unit circle,
i.e. project points from the hull of a sphere onto the underlying circle, as illus-
trated in Fig. 4.9. Thus the pyramid is projected into a rectangle. Whereas we
lose the distance information in this projection, it is acceptable since in this
application the direction only is important.

Finally, before computing the intersection, outliers must be rejected to avoid
ending up with an empty set, which would be a probable outcome if taking a
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Figure 4.7. Illustration of expanding 2-D sector s from Fig. 3.2 for translations into 3-D set of
directions. Continuous lines represent the vectors and dotted lines highlight the
pyramid shape. Adapted from Publication VIII.

naive intersection over all rectangles. We perform this by voting: first a voting
grid with a reasonable resolution over the values spanned by the rectangles
is constructed. Then from the grid we choose the point that is included in the
maximum number of rectangles, and compute the intersection. The process
is illustrated in Fig. 4.10. Now all the points within this intersection, when
projected back into 3-D, can complete the demonstrated motion. We choose the
Chebyshev center [148] of this rectangle to present the final direction. Finally,
we must check whether there are enough inliers, proportional to total number
of rectangles, to justify choosing a desired direction. If the rectangles are too
scattered, we say there is no desired direction and run the workflow from Fig. 4.5
according to this. If more than one demonstrations are supplied, the intersection
is simply computed from a concatenation of the demonstrations.

The next step in Fig. 4.5 is finding the compliant axes. The first question in
this process is, separately for translations and rotations, whether the desired
direction was observed. If it was, this already reduces the dimensionality of the
possible compliant axes by one, since the compliant axes must be orthogonal to
desired direction as per Condition 3. The key idea for finding the compliant axes
for reproducing the observed motion from the remaining DoFs is the following:
if motion along other directions besides the desired direction was observed, it
must have been caused by the environment, and thus compliance is required to
replicate the motion. Without a desired direction, we assume that all motion
is caused by the environment. Thus, when the desired direction exists, we first
subtract it from the raw motion data before advancing, and then the compliant
axes are computed similarly for the cases where desired direction exists and
where it does not.

To choose the correct number of compliant axes, we need to measure how
well each model (number of compliant axes) explains the observations, but also

65



Representing, Learning and Exploiting Compliant Motions

Figure 4.8. Several extensions of sector s from Fig. 4.7 plotted along a trajectory of sliding down
a curved slope. Adapted from Publication II.

discourage the choice of an overly complicated model. We take inspiration from
the Bayesian Information Criterion (BIC) [149], which is defined as

BIC = ln(n)k−2ln(ld) (4.5)

where n is the number of data points, k the number of parameters and ld the
likelihood of a model with d dimensions, which we compute as

Ld =
∏

j

N
(
εd, jεd, jεd, j|000,Σ

)
(4.6)

with j the j-th demonstration of the task and Σ a normally distributed error of

Figure 4.9. An illustration of projecting a unit 3-D vector onto a 2-D unit circle.
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Figure 4.10. Heatmap illustration of the voting grid depicting the polygon intersection used
for outlier rejection. The colormap unit describes the number of rectangles within
which each pixel lies. Adapted from Publication II.

the teacher while demonstrating a task and

εd, jεd, jεd, j = (I −Ud)ψa, jψa, jψa, j (4.7)

where Ud is rank d Principal Component Analysis (PCA) [150, 151] approxi-
mation of mean directions of motion of all demonstrations, with the desired
direction removed if applicable. Parameter ψa, jψa, jψa, j is the mean actual direction of
motion, either translation or rotation, of demonstration j.

The degrees of freedom d can be understood roughly as the number of linear
directions of motion caused by the environment. If ψaψaψa ≈ 000, then ψaψaψa is best
explained by the origin only, corresponding to Ud = U0 (i.e. a rank 0 matrix,
meaning zero matrix) and meaning that no compliance is required. If one axis
of compliance is required, all motion ψaψaψa has been along a single line, the first
principal component corresponding to rank 1 PCA approximation U1. For two
axes of compliance, the plane described by the first two principal components
best explains the motions. Finally, if not even a plane can explain the data,
we require all three axes to be compliant, which can only happen if there is no
desired direction. More in-detail explanation of this process can be found in
Publications II and VIII.

One task which we used to demonstrate the method was attaching two hose-
couplers. We defined both the TCP and the Center of Compliance (CoC) in the
flange of the robot to achieve rotational compliance around the flange and to
observe the translations occurring at the flange when the orientation of the
tool changes. In this task there is a high likelihood of orientation error when
commencing the task due to difficulties in pose estimation, with examples shown
in Fig. 4.11. In Publication VIII we showed that, with one desired direction and
a correctly identified stiffness matrix, the hose couplers can be aligned with the
same set of parameters starting from both Figs. 4.11a and b and ending up in
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(a) (b)

(c)

Figure 4.11. Two possible starting poses and the final pose of the hose-coupler alignment task.
Adapted from Publication VIII.

Fig. 4.11c. We will next explain the steps to perform this following the scheme
in Fig. 4.5.

The first step is to compute the pitch in case it will be required. Then both
translations and rotations are checked for 3-D compliance, and neither is de-
tected to be 3-D compliant. For translations a desired direction is found, but for
rotations it is not – this means that the pitch will not be needed. Visualization of
the rectangles representing the limits of desired direction at each time interval
are shown in Fig. 4.12, where the red rectangles are from a demonstration
starting from the pose of Fig. 4.11a and the blue ones from Fig. 4.11b. It can
be observed that for translations the rectangles from both demonstrations are
aligned, but for rotations the two demonstrations are clearly separate, leading
to the conclusion that a desired direction for translations is required but for
rotations there is not a desired direction.
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(a) Translations (b) Rotations

Figure 4.12. Visualization of finding the desired direction, shown for translations and rotations of
the hose-coupler alignment task. The red and blue colors indicate the two separate
demonstrations of the task and the black rectangle is the intersection, i.e. the set
of all desired directions in the projection coordinate system. The axes are in the
projection coordinate system. Adapted from Publication VIII.

The next step is to find the number and directions of compliant axes. This step
is visualized in Fig. 4.13, where each blue cross represents the mean directions
of motion of a demonstration and the red axes are the axes of PCA performed
on all mean directions of a demonstration. Since for translations there exists
a desired direction, it is plotted in cyan (overlapping the first PCA axis, as
expected) and subtracted from the mean direction of motion data, i.e. the blue
crosses are projected into the plane of the other principal axes, resulting in the
green crosses. Now it can be observed that one of the principal components
connects the green crosses, thus explaining the observations and resulting in
choosing one compliant axis along that component. As the TCP was set in the
flange, translation is required to perform the alignment. For rotations, the
analysis is done directly on the PCA data, as there is no desired direction. It can
be observed that the rotations are close to the origin, but still far enough that
one compliant axis was detected, as required to align the tools.

We experimentally verified that we can successfully reproduce the alignment
motions. Additionally, we showed successful learning and reproduction of a
peg-in-hole task with a varying starting orientation error. Screenshots from a
reproduction are shown in Fig. 4.14. Moreover, in Publication V we also showed
that this primitive can be successfully used with teleoperated demonstrations
on a heavy-duty hydraulic manipulator with varying environmental parameters
as shown in Fig. 4.15. This highlights the noise tolerance of the algorithm, since
both teleoperation [26] and hydraulics [50] induce more noise to demonstrations
and measurements. More details on the results are found from Publications II,V
and VIII.
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(a) Translations (b) Rotations

Figure 4.13. Illustrations of choosing the directions of compliant axes on the hose-coupler align-
ment experiment. The black arrows are coordinate axes, the red ones the eigenvec-
tors U, the blue crosses the average motions of each demonstration and the green
crosses their projections to the first principal component. In (a) the desired direction
is plotted in cyan (overlapping the third eigenvector as expected). In both (a) and
(b) 1 compliant axis is chosen. Adapted from Publication VIII.

Figure 4.14. Screenshots from a reproduction video of the P-I-H motion. The motion starts from
the leftmost picture, and the peg is rotated and pushed to the bottom. The peg has
radius 16.5 mm, length 80 mm and a rounded tip, and the hole’s radius is 0.25 mm
more than the peg’s. Adapted from Publication VIII.

70



Representing, Learning and Exploiting Compliant Motions

Wooden
pallets

Styrofoam 
sheets

a) b)

{B} {B}

Figure 4.15. a) Experiment setup with wooden pallets. b) Experiment setup with styrofoam
sheets and wooden pallets. The manipulator’s position in the figures show the
starting point of the test trajectories (same starting position in the both cases).
Adapted from Publication V.

4.5 Discussion

In this chapter we first presented literature reviews on taking advantage of
the environment with compliance, on different LfD primitives and finally on
combining these two topics. We then presented work on how to learn meaningful
compliance from human demonstration. In this section we compare the method
to the earlier presented ones and discuss future work and implications of the
results.

A common idea for the papers about learning the stiffness matrix was that
compliance was learned from dynamics or variance [152, 153, 77, 32], but the
applications were different: besides in-contact tasks, compliance is also often
required in collaborative tasks [152, 153], physical Human-Robot Interaction
(HRI) [154] and in free space tasks such as delivering and pouring a drink
[76, 77]. However, in different applications the meaning of variance and the role
of compliance can vary greatly: whenever a human is physically collaborating
with a robot, or performing a handover, it is a viable objective to try and minimize
the interaction forces [154]. Additionally, for the task of serving a drink, it makes
sense that the robot is compliant during transferring the drink to prevent spilling
due to unexpected contact – unless the robot is considerably heavier than the
person causing the disturbance, it is better to compensate the disturbing force by
letting the robot and cup move instead of making only the liquid move. However,
when actually pouring the drink into a glass, the robot should remain stiff since
in that case any perturbation will only cause spilling [76, 77].

Finally, the variance between demonstrations can be used to infer how im-
portant the learned pose is at that certain moment, both for compliance and
for allowing variance in reproduction [152, 153, 133, 134]. In our application,
compliance is used to take advantage of the environment to help guide the
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tool into correct alignment. Whereas the approach in this thesis also considers
variance between trajectories as a key parameter, there is one major difference
to other recent work: we do not only look at variance between demonstrations,
but we look at variance from the estimation of human intention, the desired
direction, for in-contact tasks. This is the major difference between our method
and most other methods taking advantage of variance, providing our method an
edge in dealing with uncertainties while in contact. Abu-Dakka et al. [32] use a
similar approach as we did by computing the variance from a desired trajectory,
but they do not specify where their desired trajectory comes from. Moreover,
they learn the stiffness for each time step, whereas we learn it per segment –
this corresponds to a trade-off between robustness (LMC) and accuracy. One
possibility is to combine these two works, the desired direction from this thesis
with Abu-Dakka’s impedance profile learning, which could be useful in some
scenarios.

The incremental learning methods presented in Section 3.1 for adjusting
stiffness are viable approaches as well: however, the methods from [76, 77]
are difficult to use in in-contact tasks because the “wiggling” of the robot for
decreasing stiffness is not physically possible due to the robot being in contact.
In the teleoperation device from [78], besides requiring an extra device, setting
the directions of stiffness and compliance accurately can difficult. Moreover, we
wished to avoid the use of DMPs in these works. The reason is that even in
CMPs, the system can learn only to take advantage of contact occurring from
one side, thus chamfers such as Fig. 4.4 could not be used from both sides.

For noisy teleoperated demonstrations, Pervez et al. presented an interesting
approach [155] of choosing one “good” demonstration and using only pieces of
other demonstrations. However, we wish to avoid this step of manually choosing
a demonstration and relying on DMPs. Thus in Publication V we showed that
the primitive is applicable to teleoperated demonstrations as well, even in the
more challenging scenario of hydraulics which is even noisier than electric
teleoperation, and can take advantage of the environment there as well.

We note that in the publications we chose the TCP, including also the CoC,
manually according to intuition. In Publications I and II we set the TCP into
the tooltip, but in Publication VIII we set it in the wrist – the method itself is
indifferent to the choice of coordinate system, but certain skills might require a
specific choice of coordinate system to be learned correctly. Ureche et al. [156]
presented a method on how to automatically choose a relevant coordinate system
for specific tasks. We did not try to apply this technique to the methods in this
thesis, but combining these techniques is an interesting direction of future work.

We did not have experimental comparisons to other methods. This is a general
problem in robotics and there are attempts to address it: for peg-in-hole tasks
there is recent work in developing a comparison framework [157]. However,
even in this particular framework the region of convergence, which we claim as
the major advantage of the method in this thesis, is not addressed. Moreover,
in this framework the ease of teaching is not a factor. Thus our comparison to
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other methods is qualitative in the sense that, based on the publications, we
reason about different applications for different methods.
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5. Learning Search Motions

In Chapter 4 we made the assumption that there is a physical gradient, such
as a chamfer, that can guide the robot’s tool into the goal pose. However, it is
often the case that this sort of guidance is not available and the environment
surrounding the goal pose cannot be exploited to mitigate uncertainties. Even in
such a case a human still can have task-dependent intuition of how to efficiently
locate the goal: a human might, for example, use a different strategy for fitting
a key into a lock than inserting an electric plug into a socket. It would be highly
useful if this sort of task-dependent information could be directly conveyed to the
robot from a human demonstration – in industry this sort of search could be used
as an exception strategy in case of a failed task due to error in the environment
model. However, the online sensory input that could help in performing the
task is minimal (again, the reader can think about inserting a plug into a socket
without vision). Thus, the lack of sensory input renders this problem more into
a coverage planning problem unlike the traditional trajectory following setting
used in Learning from Demonstration (LfD). In this chapter we present the
approach from Publication VI for learning this sort of search strategies from a
human demonstration.

Firstly in Section 5.1 we present existing work on exception strategies and
chosen publications regarding area coverage as well. Then in Section 5.2 we
first present another approach on learning search strategies from human and
compare it to the approach in this thesis and in Section 5.3 we discuss the results
and the problem in general.

5.1 Area coverage and exception strategies

The problem of coverage path planning is common in robotics, since it is required
in areas such as vacuum cleaning robots [158], painter robots, autonomous
underwater vehicles (AUVs), surveillance drones, lawn mowers, automated har-
vesters and window cleaners [159, 160]. This problem can be divided further into
multiple subproblems, such as obstacle avoidance, or optimized under varying
criteria, such as guaranteed coverage [161] or energy usage [162]. There are
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(a) Random walk exception strategy
[167].

(b) Archimedean spiral exception strat-
egy [168].

Figure 5.1. Two exception strategies used in earlier research for peg-in-hole tasks.

many commonly known formulations for area coverage path planning problems
under different circumstances, starting from Travelling Salesman Problem (TSP)
which originates back to 1831 [163] and has been shown to be NP-hard [164].
More recent formulations are e.g. Covering Salesman Problem [165], where the
goal is to visit the neighbourhood of each node, and Lawnmower Problem [166],
where the goal is to cut all patches of grass.

Despite the similarity of the problem, the existing works on exception strate-
gies for assembly tasks have not taken advantage of the area coverage literature.
One possible reason is that exception strategies have usually been presented
as a small part of a publication, being an exception strategy in case the planned
assembly task fails. Abu-Dakka et al. [167] used random walk in case an assem-
bly task failed and searching had to be done (Fig. 5.1a). Jasim et al. [168] used
an Archimedean spiral, which is guaranteed to find the goal with the correct
resolution and starting position (Fig. 5.1b). However, the spiral is limited to 2-D
case and randomness is something to be used as a baseline for better methods.
Kronander [169]Chapter 5 used incremental learning, where the human assists
the robot during insertion if the robot gets stuck. Van Wyk et al. [157] presented
metrics to compare these methods, and showed that their hand-crafted search
strategy performs better than spiral or random. However, we believe the strat-
egy to be task-dependent even within different peg-in-hole type tasks, and wish
to show simpler methods than handcrafting for realizing this. Moreover, our aim
is to solve more complex problems than simple 2-D search on a plane.

Another research scope worth mentioning in this context is tactile exploration,
where the idea is to gather information from the environment by probing with
tactile sensors. These works are mostly related to grasping: either for localizing
the pose of a known object [170, 171], in-hand manipulation [172] or obtaining
information and thus classifying unknown objects [173]. However, these methods
require even finer motor skills as the ones explored in this work, and are thus
not really applicable to assembly tasks.
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A useful concept in area coverage domain is ergodic control, where the key idea
is to create a trajectory such that the time-averaged behaviour of the system
matches a known probability distribution. This can be realized by minimizing a
cost function C

(
x(t)

)
that matches spatial statistics of the trajectory to those of

the desired distribution, quantified as matching their Fourier coefficients [174]

C
(
x(t)

)= R∑
r=1

Λr

(
cr
(
x(t)

)−φr

)2
, (5.1)

where Λr is a frequency dependent weight, cr
(
x(t)

)
the Fourier coefficients

computed from the trajectory and φr is the Fourier coefficient of the underlying
distribution. When this metric is combined with a suitable control algorithm
[175, 176, 177], complex distributions can be covered efficiently. Moreover,
ergodic control can be shown to be optimal in covering the distribution [178]
and it can be extended to more than 2-D scenarios. Thus, if we can learn from
human demonstration a probability distribution regarding the location of the
goal, ergodic control offers an elegant mathematical tool for performing the
search.

5.2 Learning search strategies from a human demonstration

The problem of learning search from demonstration is difficult to formulate,
since search strategy can mean a lot of different things depending on initial
assumptions. Still, there is little existing work on learning any sort of search
strategies from humans. To our knowledge the only research in this domain
is a set of publications sharing the same goal, and even name, using Partially
Observable Markov Decision Processes (POMDPs) by De Chambrier and Billard
[179, 180, 5]. However, their assumptions about what the robot knows about the
environment were different than in this work, and thus the works are solving
different problems. We will first highlight these differences and then set on to
present the approach from Publication VI to this problem.

The general outline of the work by De Chambrier and Billard is, in our view,
more learning to localize than to search. Their setting is shown in Fig. 5.2.
From five different teachers they gathered 30 demonstrations of inserting the
plug as shown in Fig. 5.2. The starting locations of the demonstrations were
varied during the teaching, but the location of the socket was not. As can be
expected, the human teacher learned to use the edges of the table to localize
himself with respect to the socket, behaviour which the POMDP then learned to
replicate. This highlights the main difference between De Chambrier’s work and
the work in this thesis: as we try to make minimalistic assumptions about the
environment, we do not assume there to be this sort of landmarks to help localize
the tool. Due to this, the search area is also much smaller, i.e. we only search
within the socket. In fact, De Chambrier used the method from [169]Chapter
5 for the final insertion of the task, which is exactly the part we try to learn.
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Figure 5.2. Setup of De Chambriers plug-and-socket search task presented in [5].

Thus these two methods, whereas similarly named, could actually work well
combined to form a complete high- and low-level search algorithm.

Our setting is shown in Fig. 5.3. We performed the experiments on two
different setups: peg-in-hole (Fig. 5.3a) and a plug and a socket (Fig. 5.3b). In
contrast to De Chambrier, in the plug and socket experiment, we only searched
for the final insertion. However, we assumed that the orientation of the socket
can vary between demonstrations, and as the surrounding area is round, there
is no way to learn a localization strategy similarly as in De Chambrier’s work.

The approach in this thesis is to not assume any contact that can help guide the
search, either for guiding or localization purposes, meaning that no earlier expe-
rience with this particular plug pose is expected and no visual or auditory sensor
input is allowed. As explained in Section 3.3, gathering such demonstrations
from a human is non-trivial, and we managed this by blindfolding the teacher
and varying the relative pose between the start of the demonstrations and the
goal. Essentially, there are two things we can learn from the human from such a
demonstration without further assumptions: the area in which to search, and
the dynamics of the in-contact motions. We call the area to search the explo-
ration distribution, which we learn by fitting a Gaussian to the teacher’s search
trajectory. As the proposed method is for use in environments where the location
information can be erroneous, we regard the information conveyed by the ex-
ploration distribution and recorded forces as more important than the starting
location of the search. Thus we set each search into a common coordinate frame,
which in this thesis is called the search frame. Furthermore we choose to align
the demonstrations based on their origin, not the goal, even though in the world
coordinate system they share the goal but not the origin. With this choice we
can better learn the search strategy of the teacher in situations where localizing
the tool w.r.t the world frame is impossible.

For creating a search trajectory from the exploration distribution, we compared
one known approach from coverage path planning literature, ergodic control,
against modifications of a known method to in-contact situation. In ergodic
control the Fourier coefficients φr can be directly computed from the learned
exploration distribution, and we used the controller called Projection-based
Trajectory Optimization (PTO) presented by Hauser [181] to compute the actual
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(a) Peg-in-Hole setup: 1) KUKA
LWR4+, 2) Force-Torque sensor
(F/T sensor), 3) Peg tool, 4) Cylinder
with hole

(b) The plug and socket setup: 1)
KUKA LWR4+, 2) Grab-handle for
users to manipulate the robot, 3)
F/T sensor, 4) Plug tool, 5) Socket

Figure 5.3. The setups used for the experiments. Adapted from Publication VI.

trajectory with the weights of (5.1) chosen as

Λr =
(
1+ r2)−1

(5.2)

thus putting more importance on low frequency components, related to a metric
defined in the literature as Sobolev spaces of negative order.

The method designed in this thesis, called Trajectory Sampling from Human-
Inspired Exploration (TSHIX), is based on TSP. The first step is to sample
a number of points from the known distribution. Then we find a trajectory
going through each point using a TSP-solver, possibly an approximation due
to the NP-hardness of the problem. However, it is impossible to run such a
non-smooth trajectory with a manipulator – thus we smooth the TSP-solution
with a Savitzky-Golay Filter [182]. Now the result is a smooth trajectory that
can be followed with a manipulator.

However, following a trajectory while in contact is not a straightforward task,
since friction is involved. Moreover, since the tasks we look at are essentially
peg-in-hole, the final insertion must also be taken into account. Due to the
nice properties of impedance controller highlighted in Section 2.2 for achieving
compliance to ease the final insertion [183], we choose again to use impedance
controller. However, now we must make a choice within the trade-off mentioned
in Section 2.2: whereas low stiffness yields favourable properties regarding
adaptation to new environments and in inserting the peg into the hole, the
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trajectory following ability deteriorates when lowering the stiffness. Thus we
choose to learn from the demonstration also the pose-invariant dynamics to
supply us the feed-forward superposed force FFF f and torque TTT f for (2.3). The
pose-invariant dynamic model is written as

pd(Δs,a)=N (Δs,a|μd,Σd) , (5.3)

where Δst = st+1 − st is the difference between two states, for example poses,
at = [−F t, −T t]T the recorded forces and torques and μd and Σd represent,
respectively, the mean vector and covariance matrix of the dynamics distribution.
Once this dynamic model is learned, we can predict the interaction forces by
conditioning the Gaussian distribution in (5.3) on state changes and compute FFF f

and TTT f for a given trajectory. This modelling allows also learning of force-based
search, should the teacher provide such an example.

To evaluate the approach we performed experiments on both setups in Fig. 5.3:
in the peg-in-hole setup, we performed the search in 2-D (translations only, as
the peg is round) for both TSHIX and ergodic control, and in the plug-and-socket
experiment we searched in 3-D (two translations and one orientations) with
TSHIX. We used a TSP approximator based on Genetic Algorithms for computing
the trajectory through sampled points in TSHIX.

In Table 5.1 are the results from comparing TSHIX and ergodic control in 2-D,
and we can see that TSHIX performed slightly better. The cases where both
methods failed the hole was clearly not within the exploration distribution, and
in the cases where TSHIX succeeded but ergodic control failed the ergodic control
trajectory would not go near the hole. This implies that the difference could
lie in the density of coverage. To analyse how the number of sampled points
in TSHIX affects the success rate, we performed the peg-in-hole experiment
with various number of sampled points, from which the results are shown in
Table 5.2. The interesting part is that, somewhat counterintuitively, the success
percentage does not go all the way to 100% when the sample size is increased.
The reason for this is the earlier mentioned trade-off in choosing the stiffness
for the impedance controller. In fact, the three failure cases with sample sizes
300-500 were divided similarly: one failure of not covering the hole, and two
failures in the insertion, either with the peg getting stuck or jumping out of the
hole. This implies that our hand-tuned choice for stiffness was decent, since
we got failure cases that both extremities, too high and too low stiffness, would
cause. However, it also means that the dynamics model was not accurate, even
though we also observed that the success rate decreased if we completely left
out the superposed forces. Nonetheless, we conclude that the observed success
rates were satisfactory for such a difficult task.
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Algorithm Ergodic TSHIX

Success rate 20/30 25/30

Success percentage 67% 83%

Table 5.1. Success rates from peg-in-hole experiments from the two trajectory creation methods.
Adapted from Publication VI.

Sample size 100 200 300 400 500

Success rate 6/20 12/20 17/20 17/20 17/20

Success percentage 30% 60% 85% 85% 85%

Table 5.2. Success rates and computational times from varying the number of sampled points in
TSHIX on the 2D peg-in-hole task. Adapted from Publication VI.

5.3 Discussion

As the literature review showed, teaching a robot to search similarly as a human
is a novel idea and even the problem is still largely undefined. We hope that
the work in Publication VI will motivate more people to work on this, since a
well-functioning, easy-to-learn exception strategy would be a major step towards
automation of assembly tasks in Small and Medium-sized Enterprises (SMEs)
and other manufacturing companies with small batch sizes. Even though TSHIX
performed better in this research, the comparison was slightly unfair: as shown
in [176], the chosen trajectory generation method PTO has issues when creating
long trajectories, something that other methods can overcome. We used this
approach for comparison simply because it was easily made available online,
but our plan is to try ergodic control with another trajectory generator as well.
Another idea to increase the success of ergodic control is to update the trajectory
in real-time to take into account the actually traversed path and thus overcome
the problem of inaccurate dynamics, similarly as done in [184].

The deterministic nature of ergodic control is both a blessing and a curse:
clear advantages are the predictability and the sound theoretical background.
However, the sampling-based nature of TSHIX allows easy sampling of more
points, or a new trajectory, in case of failure, whereas ergodic control does not
allow this sort of flexibility. We also note that another itinerary planner besides
TSP could be used – however, as seen in Fig. 5.4, even with the superposed
forces the uncertainties in the dynamics prevent accurate following of the given
trajectory, thus reducing the importance of more exact search trajectories at
least until a more precise control method can be developed. In fact, our earliest
idea was to use pure force control based on the dynamics, but early experiments
showed this to be a futile attempt. It is possible to model the dynamics with more
accuracy, or even learn them [132, 185], but this would cause more requirements
for the hardware and is thus undesirable.
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Figure 5.4. Trajectory following performance of the controller on trajectories created by TSHIX
(a) and ergodic control (b). Adapted from Publication VI.

There are several other improvements that could be made. The first thing
is something we noticed during early human trials: it seemed natural for a
human, in the plug-and-socket task, to search first in translations only, and only
when one of the pins detected contact did the human start rotating the plug. In
Publication VI we performed the search with the plug and socket simultaneously
in all 3 dimensions, but performing a more sequenced search could provide better
results. Also, one of our early plans was to use the hose-coupler setup shown
in Fig. 3.1a, but it eventually turned out to be too difficult – there were simply
too many error modes which required backtracking to solve with the method
presented here. However, coupled with a more high-level search strategy, such
as the one presented by Baum et al. in [186], we believe the work in this thesis
can be successful in this task as well.
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6. Learning Sequence of Motions

In this chapter we address the discrete, higher level in the hierarchical policy
shown in Fig. 1.3. In Learning from Demonstration (LfD) context, this means
that a demonstrations must first be segmented into phases, each of which is
used to learn a single primitive, and then during execution a correct primitive
must be chosen at a correct moment – a single primitive is often insufficient to
encode a whole task, and thus the primitives must be sequenced to be useful in
real-life tasks. With methods such as Dynamic Movement Primitivess (DMPs)
and Gaussian Mixture Models (GMMs) this step is often a soft change from one
primitive to another, and the problem becomes discrete only one level higher of
abstraction, e.g. having a library or tree of skills and choosing them in a correct
order [116, 187, 188, 189]. In fact, even in Konidaris et al. [188] it is stated that
their method “segments demonstration trajectories into a sequence of controllers
(which we term skills, but are often also called behaviors, motion primitives or
options in the literature)”. This illustrates that this issue can be called with
many terms and can exist on many levels of abstraction.

In this thesis we have been using the word primitive and stated that Lin-
ear Motion with Compliance (LMC) is often not enough to construct what is
understood with the word skill. However, in this chapter we show that LMC
primitives can be successfully combined to perform assembly skills, such as
attaching hose couplers together. As LMC depends neither on time nor pose,
the length of a single primitive does not need to be known beforehand, which
brings more flexibility and error tolerance – however, the price of that flexibility
is that an additional algorithm is required for learning to detect these changes.
In this chapter we present the approach from Publication IV for segmenting and
sequencing in-contact compliant motions.

In Section 6.1 we first present literature review on existing methods for seg-
menting a human demonstration into phases that can be represented with a
single motion primitive, or controller. Then in Section 6.2 we formulate more
accurately our assumptions about the segmenting task and present the solution
from Publication IV. In Section 6.3 we then present both literature review and
our work about how to choose the correct primitive during execution of a task.
Finally in Section 6.4 we discuss the results.
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6.1 Segmenting a Demonstration

Intuitive approaches for segmenting human demonstrations into phases are
often simple heuristics, such as Zero-Velocity Crossing (ZVC) (i.e. a change of
direction in velocity) [190] or threshold values in contact force. However, this
sort of simple heuristics are often not error-tolerant and have to be manually
designed for each task. At the other end of spectrum in complexity are usage
of multimodal inputs including vision, which can then yield impressive results
in, for example, success detection in screwing [191]. However, we use strictly
pose and wrench signals acquired from a demonstration since we do not want to
depend on vision due to challenges in occlusion and accurate detection of contact.

When deciding on a method for segmenting a demonstration, the important
choices are the level of abstraction and relevant features. In the level of ab-
straction required for our purpose, a good starting point is to look at Hidden
Markov Model (HMM) [192, 193], which assumes the modelled system to be a
Markov process with unobserved variables. The earliest works of using HMM to
segment and sequence an expert-demonstrated assembly task were presented
by Hovland et al. [194]. Further, several modifications to the traditional HMM
have been proposed. Niekum et al. [195, 196, 197] used a beta process prior
to construct Beta Process Autoregressive HMM, which also performs model
selection and can match the same skill from various demonstrations. However,
they did not use wrench as input and combined their segmentation work with
DMPs, which we discussed in more detail in Section 4.2 and considered unfit
for our purposes. Other recent relevant work is done by Figueroa and Billard
[198, 199], who extended HMM into IBP (Indian Buffet Process) Coupled SPCM
(Spectral Polytope Covariance Matrix)-CRP (Chinese Restaurant Process)-HMM
(ICSC-HMM), which we deemed unnecessarily complicated for combining LMCs.
Additionally, if time is allowed as a phase variable i.e. we can assume the du-
ration of each phase to be within a predictable variance, Hidden Semi-Markov
Models (HSMM) is a good choice [200, 201]. However, as we want to take full
advantage of the contact wrench as the phase change signal, we do not make
this assumption.

6.2 Segmenting Linear Motions with Compliance

In Publication IV the goal is to segment synchronized pose and wrench recordings
from human demonstrating an assembly task into segments, each consisting
of a single LMC primitive presented in Section 4.3. Equations (4.3) and (2.3)
defining LMC inspired us to model the state dynamics of a single phase by
a linear Gaussian model, in which the next state depends on current state s
(pose or a subset), measured interaction (wrench or a subset) a concatenated
with value 1, and current phase ρρρ, where each phase consists of a single LMC
– an example of what a phase can look like is seen in Fig. 4.1. Thus, we write
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p(st+1|st,at,ρρρt). The distribution of the next state is then

st+1 ∼N
(

Aρρρtst +Bρρρtat,Σρρρt

)
(6.1)

where Aρρρt ∈ Rm×m represents the uncontrolled dynamics, Bρρρt ∈ Rm×d models
compliance through interaction forces and constant offset velocity through the
concatenated 1, and Σρρρt ∈Rm×m is the covariance matrix corresponding to phase
ρρρt. Thus, the model assumes linear system dynamics and Bρρρt is used to model
contact interaction effects and constant desired direction of motion. This model
is used for detecting the correct phase, but the actual control is performed with
LMC.

An inspiration for the segmenting approach of this thesis was the work of
Kroemer et al. [6], who use an autoregressive state space model together with an
HMM to segment a demonstration. The graphical model of their work is shown in
Fig. 6.1: essentially, their idea is that each phase depends on the previous phase
and current state, i.e. p(ρρρt|st,ρρρt−1). However, as we are modelling compliant
in-contact motions while assuming pose uncertainties, depending solely on the
pose for phase changes is not desirable. Thus, we use an HMM based on the
graphical model depicted in Fig. 6.2 with p(ρρρt|at,ρρρt−1) such that each phase
depends on the previous phase and previous action to better take into account
the compliant nature of the task being modelled. More precisely, the phase
transition probability p(ρρρt|at,ρρρt−1) is defined by multi-class logistic regression

p(ρρρt = j|at,ρρρt−1 = i)=
exp(WT

i jξ(at))∑
k exp(WT

ikξ(at))
(6.2)

where wi j ∈ Rd+1 is a weight vector containing weights for transitioning from
ρρρ = i to ρρρ = j, and ξ(at) is an arbitrary feature function of at. In this work
identity was found to be sufficient as the feature function, ξ(at)= at.

Figure 6.1. The graphical model used by Kroemer et al. in [6].
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Figure 6.2. The graphical model we used for segmenting the demonstration. Adapted from
Publication IV.

However, this sort of segmentation requires the number of segments to be
known beforehand. We address this model selection problem with Bayesian
Information Criterion (BIC), written as

BIC =−2log(l)+ p log(n) (6.3)

where log(l) is the log-likelihood measuring the fit of the model, p = k2 +2k−1
refers to the number of parameters in the model (k−1 for the initial distribution,
k(k−1) for the other), and n is the number of observations. Model selection is
based on the BIC value computed for different orders of the HMM. We choose
the model with the lowest value.

We adapt the Expectation-Maximization (EM) algorithm from [6] to learn from
multiple demonstrations the model parameters θ = (w, A,B,Σ). As shown in
Fig. 6.3, the algorithm starts with an initial guess of the model parameters, θ0,
in addition to the position S and interaction F recorded during a demonstra-
tion. The model parameters are initialized using k-means clustering. During
the E-step, a forward-backward algorithm is used to compute the forward and
backward messages. The marginal likelihood γt( j) = p(ρρρt = j|a1:N ) and the
joint distribution ζt(i, j)= p(ρρρt = i,ρρρt+1 = j|a1:N ) of the hidden phases are com-
puted from the forward and backward messages. The M-step uses as input
γt( j) and ζt(i, j) computed during the E-step and updates the model parameters
θ̂ = (Ŵj, Â j, B̂ j, Σ̂ j) using the weighted linear regression for parameters related
to state dynamics and weighted logistic regression for the parameter related
to the probabilistic classifier. The algorithm iterates until either the estima-
tion converges or the maximum number of iterations is reached. This can be
performed on one or more demonstrations simultaneously.

For evaluating the segments produced by the method, we performed experi-
ments on the valley setup (Fig. 6.4) and the hose-coupler setup (Fig. 4.11c). In
the valley setup, we wanted to verify that similarly to LMC, the method can
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E-step
(Forward-Backward

Algorithm)

M-step
(Re-estimation of

parameters)

θ̂ = (ŵ j, Â j, B̂ j, Σ̂ j)

απ→ γ,ζ

S

F

θ0

Figure 6.3. Block diagram representation of the EM algorithm. Adapted from Publication IV.

(a) Starting position 1 (SP1) in the val-
ley setup

(b) Starting position 2 (SP2) in the
valley setup

Figure 6.4. Experiment setup for demonstrations from two different starting positions (SP).
Adapted from Publication IV.

detect sliding down either side (i.e. starting from either Fig. 6.4a of Fig. 6.4b)
as the same phase. In the hose-coupler setup, we wanted to verify that we can
detect and perform rotational motions as well (to complete the alignment, the
couplers must be locked by rotating them).

The results of segmenting one demonstration starting from SP1 and one
starting from SP2 are shown in Fig. 6.5. The task was to slide to contact, then
to the bottom of the valley and then towards the camera. We can observe that
the method correctly segments both free space motions as one phase and both
slidings in contact as another, even though during the sliding the forces are
occurring from different sides.

Finally, we compared the method of this thesis to the work of Kroemer et
al. in [6]. We observe in Fig. 6.6b that using the method of this thesis the
phase transitions occur more accurately than when using the original method
of Kroemer et al. . Thus we conclude that for compliant motions, these sort of
wrench-based transitions are more accurate for segmentation purposes.
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different demonstrations and their corresponding 3-d plot of tool position. The blue
color corresponds to non-contact phase, the red and yellow colors corresponds to the
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Figure 6.6. Estimated phase sequence based on state-based and interaction-based phase transi-
tions. Adapted from Publication IV.

6.3 Sequencing Primitives

Whereas segmenting is mostly related to LfD, sequencing can be performed with
a library or tree of skills acquired or built in any fashion. The oldest solution
to this are simple sensory thresholds, often called guarded motions in robotics
[202, 203]. Johansson et al. have a considerable number of works regarding
sequencing of skills based on detected contact wrench. They have been using
transients [204], making the programming of such force-based segments easier
for humans [205] and detecting successful assembly even without a Force-Torque
sensor (F/T sensor) in a snap-fit scenario [206]. Whereas the complete work of
Stolt [207] was similar to ours in the sense of using contact forces for assembly,
their approach was to make the robot easily programmable by building up a
skill library from which the user would then manually choose the required skill.
Whereas many people would find this sort of programming style comfortable, we
believe that LfD can even further lower the threshold for novice users to use
robots and thus we base the approach on LfD.

As DMPs and GMMs are based on the measured poses or joint configurations,
sequencing individual basis functions is rarely an issue and this problem only
occurs one abstraction level higher, i.e. how to sequence individual skills to
e.g. assemble a piece of furniture. However, this ease in sequencing also limits
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the flexibility in length of a single primitive and makes the method more error-
prone. By applying wrench-based transformation rules we do not need to specify
the length of motion in time or distance, granting us more robustness against
pose uncertainties.

The sequencing method in this thesis is strongly based on the segmenting
method presented in the previous section. Moreover, the method presented here
is purely for detecting the change, and the controller at each phase is learned
using e.g. LMC. The current phase is estimated as the most likely one given the
online observations and the learned model using the forward algorithm, where
the forward message αααt( j) of a phase is the joint probability of all observed data
zt = {st,at} up to time t. Therefore the probability of being in phase ρρρt is given
by

αααt( j)= p(z1:t+1,ρρρt = j). (6.4)

The first forward message is initialized according to

ααα1( j)= p(z2|ρρρ1,z1)p(ρρρ1 = j|z1)p(z1) (6.5)

and the remaining messages are computed recursively using

αααt( j)= p(zt+1|ρt = j,zt)
∑

i

ααα j(t−1)p(ρρρt = j|ρρρt−1 = i). (6.6)

After computing αααt( j), the current phase is estimated as

ρ = argmax
j

ααα( j). (6.7)

This model includes hysteresis effects as well. However, Kroemer et al. found
that in their original work [6] the hysteresis was not at a satisfactory level, and
thus they emphasized that part in their follow-up work [208]. In our method we
did not see any issues regarding learning hysteresis, as can be seen in Fig. 6.7.
In addition, we successfully reproduced aligning the hose-couplers and rotating
them to interlock them, showing that our method works for rotational motions
as well.

6.4 Discussion

We successfully showed that by combining LMC primitives complex assembly
tasks can be performed. We note that whereas LMC can handle both free
space and in-contact with a single set of parameters, this segmenting method
finds different segments for these. We did not look into combining these seg-
ments automatically, since having these extra segments does not cause issues
in reproduction. We presented a number of other segmenting and sequencing
approaches, based on different variations of HMM and others and explained why
we required a new one. We also note that the method presented in this chapter
is not the only possible method to segment and sequence LMCs, but we believe
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Figure 6.7. Feature vector, corresponding phase sequence estimated by the normalized forward
variable of HMM αααt( j) and 3-d plot of tool position during the reproduction of the
task. The blue color corresponds to non-contact phase, the red and yellow colors
corresponds to the sliding across the metal plate and sliding across the intersection
of the two metal plates respectively.

that taking advantage of contact forces is a natural way to sequence compliant
motions, making our approach a favourable one.

The model selection problem seems often overlooked in robotics, meaning that
the details on choosing the number of primitives is simply left out of many
publications. We admit we did not address it rigorously either – in reality we
found the use of BIC to be slightly unstable. We tried Akaike Information
Criterion (AIC) [209] as well, but it typically suggested to use an even larger
number of primitives. An additional method that has been applied to robotics
is Bayesian Online Change Point Detection [210], which detects change points
automatically in a multimodal signal. However, this would require additional
clustering with pose, as done by Su et al. [211], or additional pruning of detected
change points. Lioutikov et al. [212, 213] had an interesting claim that when
performing segmenting with any method, oversegmenting is often an issue
and that their work can be applied on top of any other segmenting model to
remove the excessive segments, such as cases where the application gives more
intuition in choosing the change points [214]. We concur that our model selection
results sometimes provided an excessive number of segments, especially on noisy
demonstrations. Even though a small number of excess phases does not damage
the performance of our method but only enforces more segments to be learned,
applying another pruning model such as Lioutikov et al. on top of ours could be
beneficial.

An interesting venue for future work is to combine the work from Chapter 5
with the approach presented in this chapter. In such a model, the assembly task
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would proceed normally as explained in this chapter until a problem is detected
– for example by checking with the work of Su et al. [191], or perhaps design a
method that does not require vision at all, whether a phase has converged. We
shortly looked into convergence criteria within the framework in this chapter and
found it challenging. However, if such a method existed, we could then commence
the search procedure presented in Chapter 5 and, when successful, carry on the
task according to original plan. Naturally this requires also modifications to
the method presented in this chapter, since it does not allow moving back in the
graph. Moreover, we could also update the motion parameters such that the
next time search is not required – this would greatly increase the autonomy of
industrial robots and hopefully encourage Small and Medium-sized Enterprises
(SMEs) to invest more in robotics.
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7. Compliance in Dual-arm Peg-In-Hole

As the environment we live in is mainly designed for humans, who happen
to be two-armed creatures, also many tasks such as assembly are designed
to be performed with two arms. Especially when performing assembly tasks
away from factories, it can often be difficult to find a fixture for one of the
workpieces being assembled, and thus both must be held, such as in Fig. 7.1.
Even inside factories two arms are often required: whereas in the long term
whole factories and warehouses can be re-designed to maximally allow the usage
of robots, in the short term robots and their use must be designed to fit the
environment to enable the spreading of robots and flexible usage of human and
robot workers interchangeably. Due to inspiration from human construct the
physical design of robots to be dual-arm has a long heritage, but there remain
unanswered questions in how to maximally take advantage of those two arms in
manipulation tasks.

As dual-arm robotics is not a key topic in this thesis, we will not present
a thorough review of dual-arm manipulation but refer the reader to works
concentrating on dual-arm systems, such as a thorough survey written by Smith
et al. [215] or the dissertation on dual-arm grasping of Muthusamy [216]. In this
chapter we will first in Section 7.1 present a few related works regarding dual-
arm assembly tasks and Learning from Demonstration (LfD) applied to dual-arm
robots. Then in Section 7.2 we will proceed to the content of Publication VII
and present a mechanical analysis of a dual-arm decentralized peg-in-hole task
with two impedance-controlled arms. We show how old analyses of jamming and
wedging are related to dual-arm scenarios, along with analysis on how to choose
the Center of Compliance (CoC), i.e. the origin of the coordinate system where
the robot is controlled, to maximize the region of convergence. In Section 7.3 we
explain why many dual-arm assembly tasks can actually be easily learned from
a single-handed demonstrations and show that Linear Motion with Compliance
(LMC) primitives can be efficiently learned for a decentralized dual-arm peg-in-
hole scenario. In Section 7.4 we then analyse the results.
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Figure 7.1. An illustration of a heavy-duty dual-arm assembly task performed by two mobile
manipulators taking advantage of compliance. Adapted from Publication I.

7.1 Learning from Demonstration and assembly with two arms

One of the first works in LfD for dual-arm robots was presented by Zöllner et
al. [217], who taught the robot tasks such as opening a jar. Thereafter many
of the earlier presented LfD primitives have been used in dual-arm scenarios:
Dynamic Movement Primitives (DMP) [218, 219], Gaussian Mixture Regression
(GMR) [220, 221], Compliant Movement Primitives (CMP) [222] and Stable
Estimator of Dynamical Systems (SEDS) [223]. However, the tasks considered
in most dual-arm publications, including the aforementioned LfD papers, are
mainly concentrated on holding an object with two arms and possibly taking
advantage of null space [224, 225, 222], moving a grasped object in free space
[218, 219, 222, 220, 221] or performing articulated motions [226]. There are
only few works that deal with the case of holding two objects that slide inside
one another and thus require compliance, with the only one we know of being
the work of scooping a melon by Ureche and Billard [223]. We already compared
the strengths and weaknesses of their and our choice of primitive, SEDS and
LMC, and thus we will not compare these papers further.

When we consider possible assembly tasks more closely, we could think of
none that strictly require active simultaneous motion of both arms and only few
where moving both arms is even advantageous. Perhaps the closest example are
different manual screwing tasks where adjusting the grip decreases the number
of required grip changes. However, all the relevant works we found (Zöllner
et al. [217] opening a jar, Kroemer et al. [6] rotating a pepper mill and Liza et
al. [227] screwing nuts into bolts) had only one arm active and the other one only
stabilizing, which is sufficient for completing a task requiring rotating something
into place. Yamada et al. [228] did a thorough analysis of industrial assembly
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tasks occurring within Toyota car manufacturing, but also did not report cases
where simultaneous motions were required. Finally, for our chosen application,
peg-in-hole, it was reported as well that a human apparently only uses one arm
actively and only complies with the other one [96]. As LfD with simultaneous
motion of both arms can be challenging, as explained in Section 3.2, we explore
in this chapter the possibility to use only one arm to teach bimanual assembly
tasks.

Finally, as we will use impedance control, we slightly expand the literature
review of Section 2.2 to cover existing works on dual-arm impedance control.
Caccavale et al. [229] presented impedance control for two decentralized con-
trollers holding an object together but avoiding large forces, however they did not
assume relative motion between the manipulators as in our case. Other works
concentrate on having compliance in the null space [230] or having a single CoC
between two manipulators in a centralized setting for a task where one robot
writes on a board held by another [231]. Whereas the work of Lee et al. [231]
is application-wise close to our work, we do not assume a centralized setting
where the robots can communicate with each other. Zhang et al. [96] designed a
two-phase scheme to perform a peg-in-hole assembly task on two decentralized
impedance-controlled robots, and showed experimentally that having two com-
pliant arms reduces the contact forces occurring during the assembly process.
In Publication VII we brought their ideas further and showed both analytically
and experimentally how to choose the CoC and the axes of compliance to reduce
the total required joint motions and thus the required time.

7.2 Center of Compliance and jamming

As peg-in-hole is a common problem in industrial assembly, it has been exten-
sively studied for a long time. Whitney [183] presented a thorough 2-D analysis
of how compliance can be leveraged in a peg-in-hole task by negating error in
orientation with chamfers when the peg is moved along a straight trajectory, sim-
ilarly as illustrated in a dual-arm case in Fig. 7.2. He also presented analysis on
the location of the CoC using a Remote Center of Compliance (RCC), where CoC
can be set arbitrarily independent of Tool Center Point (TCP) location. Whitney
concluded that with translational compliance the location of CoC does not matter.
However, with rotational compliance he did not analyse the importance of the
location of CoC. Moreover, Whitney presented analysis on two possible error
modes, jamming and wedging: the former meaning that due to friction force, the
peg cannot slide to the bottom and the latter meaning that due to deformation of
parts the alignment cannot be performed. In a typical peg-in-hole task, these are
all the possible error modes, but in a dual-arm compliant assembly also rotation
failure, visualized in Fig. 7.2c, can occur with sufficiently low friction and high
enough starting orientation error.

More precisely, in this section we consider the following scenario: a master ma-
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(a) Starting pose and possible jam-
ming

(b) Successful alignment (c) Rotation failure

Figure 7.2. Possible outcomes of dual-arm peg-in-hole with compliance. The right manipulator
is the master, moving along the direction of the arrow, and the left one is the slave.
Adapted from Publication VII.

nipulator on the right side in Fig. 7.3 is moved actively along z-axis. The master
can also be compliant (defined as a stiffness of 0 in this work) in rotation and/or
translation perpendicular to the direction of motion, in which case environmen-
tal forces can displace it from the linear trajectory. The slave manipulator is
commanded to stay stationary, but may be set compliant along chosen axes and
thus move because of contact forces. We assume both manipulators are grasping
their respective workpieces to be aligned and that the uncertainties regarding
the location of the workpieces ends, which we call tooltips in this thesis, are
low enough such that the workpieces can be brought into contact. In addition,
as we use impedance control, the CoC is located at TCP, which can be defined
arbitrarily. We do not require the manipulators to be centrally controlled. To
constrain the problem, we consider rotational error only.

Using Fig. 7.3 we compare two possible locations for CoC: wrist and tooltip.
Wrist can be considered as the gripper of a manipulator grasping an assemblable
object, and tooltip is the typical choice for TCP when the transformation is known.
We perform the comparison by assuming rotational compliance only, either in
the actively moved master (Figs. 7.3b and 7.3d) or the stationary but compliant
slave (Figs. 7.3c and 7.3e). We can observe that as the orange manipulators
(CoC at tooltip) are already aligned in translation when the tooltip lies within
the hole, rotation compliance is sufficient to align the tools. However, if CoC is
at the wrist of the robot, rotational compliance only is insufficient to align the
workpieces and the pieces are jammed – in Fig. 7.3 the blue manipulators show
the poses where they would rotate, but cannot due to physical constraints. We
thus conclude that rotational compliance is more effective at CoC than at the
wrist of the robot.

When considering which individual axes of compliance to use, we compare the
following configurations on several metrics:
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(a) Starting pose and direction of motion

(b) Master compliant at tooltip (c) Slave compliant at tooltip

(d) Master compliant at wrist (e) Slave compliant at wrist

Figure 7.3. Illustration of the relevance of choosing the CoC (•). The orange manipulators have
the CoC at tooltip and the blue manipulators at the wrist. (a) shows the starting
poses of manipulators of each case, along with the direction the master is commanded
to move and the coordinate frame used throughout this paper. Figures on the left,
(b) and (d), represent the end result of the master having rotational compliance at
different CoCs. Figures on the right((c),(e)) represent the end result of the slave
having rotational compliance at different CoCs. The blue manipulators would not
actually move due to physical constraints, but the figures show how they could rotate
without the constraints. Adapted from Publication VII.
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• compliance in translation and rotation in the master only (e.g. single-arm
peg-in-hole, the exact setting from peg-in-hole experiments in Publicaticon
VIII,

• compliance in translation and rotation in the slave only,

• compliance in translation and rotation in both robots,

• compliance in rotation only in both robots.

This list does not cover all possible compliance configurations which allow
alignment in the considered scenario, such as translational compliance in one
and rotational in the other. However, as we are interested in maximizing the
convergence region of the workpieces, these cases are not interesting since the
results are expected to fall between the results of the chosen cases. Thus, we
experimentally compared the following conditions:

A Compliance in translation and rotation in master’s wrist only, similar to
teaching.

B Compliance in translation and rotation in master’s tooltip only.

C Compliance in translation and rotation in slave’s tooltip only.

D Compliance in rotation only, both master and slave tooltip.

E Compliance in rotation and translation in both master and slave tooltip.

The results of these experiments can be seen in Table 7.1. By comparing
conditions A and B, we verify our analysis that placing the CoC at tooltip pro-
duces better results than in the wrist – in fact with CoC at the wrist alignment
was unsuccessful even with the lowest amount of starting error attempted, 4
degrees, as seen in Table 7.1. An interesting observation is that with slave only
compliant, the alignment did not succeed at all. We hypothesize the reason to be
the static joint friction: when the master manipulator is compliant, the joints
are already moving and thus there is less friction to overcome for compliance
to take effect. The second thing to notice is that translational compliance has a
strong influence, even though according to analysis rotational compliance only is
sufficient to complete alignment. Finally, in Table 7.2 there are several metrics
from completing the motion with 8 degrees starting rotational error. We notice
that having both translational and rotational compliance decreases the required
joint motions and also time spent performing the motion.

7.3 Linear Motion with Compliance in a dual-arm task

Whereas the results above were the main point of Publication VII, we also
wanted to verify that LMCs can be used in a dual-arm setting. As explained in
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Configuration A B C D E

Max. orientation error (deg) 4 12 - 8 12

Table 7.1. A table summing up the maximum orientation errors with which the alignment was
successful. In case C the reproduction failed even with 4 degrees error.

Configuration

B D E

M S M S

Joint dist 1.45 0.64 0.35 0.41 0.18

Metric W. joint dist 1.18 0.53 0.23 0.36 0.15

Max. joint dist 1.10 0.47 0.19 0.32 0.13

Time 26.5 13.0 5.00

Table 7.2. Various metrics evaluated for a successful alignment task with 8 degrees rotational
error. M stands for master manipulator and S for slave, W. means weighed with the
link lengths and Max. the maximum norm.

Section 3.2, we performed the demonstrations by manipulating one Panda robot
with one arm of a Baxter robot, as shown in Fig. 3.3. As the operator was novice
and this type of teleoperation was difficult to perform, the data was noisy but still
usable for learning an LMC primitive as described in Section 4.4. The results
were a desired direction along the z-axis (Fig. 7.3a), translational compliance
along x-axis and rotational compliance around y-axis. As shown in Section 4.4,
an LMC primitive with these parameters can complete the alignment in a
single-arm peg-in-hole scenario which the teaching essentially was.

We propose using the exact same directions of compliance for the slave manip-
ulator as well. From Fig. 7.3 we can observe that both the slave and the master
need to rotate around the same axis to achieve alignment. Additionally, as the
workpieces are essentially coupled when touching each other, their translational
motion caused by compliance will also occur along the same direction. With this
transfer we can see that learning LMC produces directly the compliance configu-
ration which maximizes the convergence region in a dual-arm setting (Table 7.1)
and provides the best metrics for the dual-arm peg-in-hole task (Table 7.2). Thus
with this proposed compliance transfer, LMC can be used to learn and perform
an efficient dual-arm assembly task.
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7.4 Discussion

Motivations for dual-arm assembly can be found from Small and Medium-sized
Enterprise (SME) requiring assembly in various scales, but especially assembly
outside factories is an important application. Whereas it is possible to design
factories such that everything is perfectly modelled, use cases such as in Fig. 7.1
will always be required. Especially construction is an area with huge possibilities
for automation, and there it will often be required that a robot holds both parts
that are being aligned. Especially heavy hydraulic machines are often not very
accurate, and thus the region of convergence is a major key if tasks such as in
Fig. 7.1 will be automated.

In this work we performed measurements only on the rotational error. There
are several reasons for this: firstly, building a test setup with large enough
chamfers to provide measurable translational error, similarly as the valley setup
in Fig. 3.4a would have been a difficult task. Secondly, rotational error was a
more interesting problem since both rotational and translational compliance
affect it, whereas translational error can mainly be fixed with translational
compliance only. A test setup showing both rotational and translational error is
an interesting venue for future research.

An interesting venue for future research is to see if having CoC of the slave
match exactly that of the master has an effect on the results. This would require
a centralized setting and a change to dynamically set the CoC, which was not
possible on the Pandas. Essentially our experiments are an approximation of
this.
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8. Conclusions

In this thesis we gradually showed our approach on the different levels of pro-
gramming a robot. On the lowest level is control, which is used to command
appropriate torques on the robot joints to achieve a desired action. We proposed
to use impedance control in a typical ground-based assembly scenario, but for
compliant motions in low-gravity environments we presented research on reduc-
ing the apparent inertia of a manipulator by direct force control. Then we did a
short survey on the Human-Robot Interaction (HRI) and hardware requirements
of Learning from Demonstration (LfD) problem to justify our choices. After this
we moved to the next level of programming a robot, which in our framework
means the motion primitives: we presented first the currently established primi-
tives, then the works closest to our ideas based on these primitives and argued
why we still needed to design our own primitive instead of just adjusting one of
the existing ones. Then we showed an alternative to motion primitives in LfD:
when faced with a lot of uncertainty in a task, we proposed to model the problem
as an area coverage problem instead of trajectory following problem as is the
usual case for LfD. Finally we proceeded to the next level, the sequencing of
these primitives to perform more complex tasks. There we showed first how a
human demonstration can be automatically segmented into phases which can
be modelled by a single primitive, and then these primitives can be sequenced
by observing the force signals, thus making the method more tolerant against
pose errors. Finally, we showed that our primitive can successfully be used also
in a dual-arm scenario.

Whereas LfD is a research area gaining attention in robotics, compliance
is still often a neglected property and contact tasks are more often taught by
learning the contact forces from the tasks. We have motivated our aim to
bring compliance into LfD and further showed the differences between our
work and the few other works learning compliance. The key difference in
our work in comparison to these other works is our aim for robustness and
error tolerance, which is achieved by using linear motions only, thus creating
another option for robotics researchers considering the accuracy-robustness
dilemma. The robustness is especially important in industry when applying
robots to tasks currently performed by humans: to enable robots work in an
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environment together with humans, the robots must also be able to cope with
similar uncertainties that humans do. Thus, even though the tasks we present
can be performed with other LfD methods as well, we believe that the ability
to take advantage of the environment when faced with uncertainty, similar to
humans, is an extremely valuable property in industry. Moreover, we believe
it is important to consider new primitives for LfD instead of simply making
increments on top of Gaussian Mixture Model (GMM) or Dynamic Movement
Primitives (DMP), since besides their strength they have known weaknesses.
Therefore, besides presenting methods with industry in mind, we hope that
our research also motivates other researchers to give more consideration to
compliance in LfD and completely new primitives as well.

Throughout the development of the methods presented in this thesis, we have
emphasized that we do not want to depend on vision. However, there is no
denying that a vision system can enhance the performance and independence of
a robotic system. There are several ideas which could be combined with our work
to develop a complete system that can efficiently manage robotic assembly tasks:
for example Gu et al. [232] learned high level scripts from video demonstration
only, which could be combined with our force measurements. An intriguing
concept is the action-perception loop, where the idea is to take advantage of
the correlation between the force readings and vision signal [233, 234], which
could be especially powerful if combined with our search framework. It would be
beneficial if the vision system could be kept as simple as possible, meaning for
example that calibration can be automated or at least done as rarely as possible
and that occasional occlusions do not cause the system to completely fail. Even
when combined with a vision system, our contact-based methods allow the usage
of cheaper and more inaccurate vision apparatus in a robot cell, thus lowering
the automation threshold in many scenarios.

Since a driving point of this thesis is to allow low-threshold automation of
currently human-performed task, it is important to shortly address the sociolog-
ical impact of automating tasks currently performed by humans. There have
been headlines in major newspapers asking whether robots will cause mass
layoffs. Whereas there is no consensus prediction, there are historical pointers
and certain researches as well that suggest the opposite. Firstly, this is not
the first time of history that job titles are disappearing: many job titles that
were popular do not exist any more. However, few people miss job titles such as
telephone operators manually connecting calls, and in stead of those there are
numerous new job titles being generated constantly, simply meaning that the
world is evolving. Secondly, there is existing statistics that robots in fact raise
the wages of employees [235], which is a natural consequence from the fact that
they increase productivity. However, according to the same research, the total
number of low-skilled jobs is decreasing due to this evolution, but the number
of high-skilled jobs is increasing at the same time – and another research is
estimating that there is a net increase, rather than decrease, in overall number
of jobs [236]. Again, this evolution of jobs requiring more education has been
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constant throughout at least last thirty years [237] and probably through human
existence and implies that on a national level, a high level of education is a
probable key to success and high employment rate in the future.

Currently in robotics the biggest hype is around deep learning [238]. Whereas
deep learning has shown impressive results, there are inherent downsides which
are mainly similar as in Reinforcement Learning (RL) presented in Section 3.1
(in fact, RL is one of the main areas of machine learning where deep learning is
applied). Deep learning needs a large amount of data, requiring either a lot of
time, extensive infrastructure (e.g. a robot farm) or generation in a simulation
environment. Even though the recent simulation environments, such as Mujoco
[239], present impressive qualities, the simulation to real world transfer learning
is still extremely difficult for in-contact tasks – for example in a recent survey
on deep learning for robotics [240] the idea of using geometry in tasks in deep
learning was mentioned only in the future work. Essentially this boils down to
correct design of the reward function – how to shape a reward function such that
the robot would learn a correct way to perform the motions?

The data-driven approach of deep learning raises one major question when
compared to LfD: can an agent leveraging deep learning actually learn to per-
form task better than a domain expert human of the undertaken task? We
argue that answer to this depends mainly on two major points: environment
and embodiment. A human is the result of a long sequence of genetic algorithms
such that it can survive in the current environment, but also the currently
human-built environment is built for humans. It can be reasoned that the built
environments are not optimal for some tasks, but we argue that it is a rare case
if a human-inspired robot, such as a 7-Degree of Freedom (DoF) manipulator, can
perform a task significantly better with a completely different mode than a hu-
man (i.e. perform the task in a manner a human teacher would not demonstrate).
Thus for human-like embodiment robots acting in an environment designed for
humans, we argue that LfD can almost always provide a solution that, especially
when weighted with the ease of teaching in comparison to deep learning, can
provide a solution comparable to emerging behaviour of a deep RL agent.

To conclude, the work in this thesis is an attempt to create methods for low-
threshold automation of assembly tasks. Basic LfD and impedance control
properties are already available in many industrial robots (for example, ABB
Yumi [241] and Franka Emika Panda [41]) though, at least according to a
discussion with ABB sales representives at a fair, industry is slow in adapting
this sort of methods into real use. The sort of technology we are developing
is not targeted at giants such as Amazon, who can completely redesign their
whole warehouse architecture to facilitate more efficient use of robots. This is
actually an interesting research direction that we have not seen yet: would it
be possible to use RL to design both an optimal environment and an optimal
robot to perform a task? Whereas in research most robots used for manipulation
are arm-like, an example of a different approach for robot design is the ABB
flexpicker (Fig. 8.1) which is designed specifically for pick-and-place tasks where
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a human may not be able to give a near-optimal demonstration. There are a
few works on learning or optimizing robot design [242, 243] but none that would
co-design the environment as well.

Figure 8.1. The ABB flexpicker, a robot specifically designed for pick-and-place tasks and not
inspired by any natural design. Source: [7].

However, even if this sort of technology emerges, there will always be smaller
batch sizes, Small and Medium-sized Enterprises (SMEs) with need of agile
technologies and construction yards outside, and thus always need for robots that
can quickly adapt to new tasks in an environment designed for humans. Besides
the work reported in this thesis, several steps are required for this to happen: in
particular, the HRI viewpoint presented in Chapter 3 must be carefully studied
in a real manufacturing SME environment to ensure that the robots are used
properly. More specifically, how to make sure that when a typical factory worker
performing various assembly tasks can teach a robot such that it learns the task
but also learns to adapt to various difficulties occurring frequently in the task.
A second important milestone is to perform further research on integrating the
search methods formally into the higher level policy such that the robot can
autonomously recover from errors – the method presented for search in this
thesis is only a first step, and the method should be formalized further. In any
case, the methods designed in this thesis will be relevant in the years to come.
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[145] Tadej Petrič, Andrej Gams, Luca Colasanto, Auke J Ijspeert, and Aleš Ude.
Accelerated sensorimotor learning of compliant movement primitives. IEEE
Transactions on Robotics, 34:1636–1642, 2018.

[146] Yiannis Karayiannidis, Christian Smith, Francisco E Vina, and Danica Kragic.
Online contact point estimation for uncalibrated tool use. In 2014 IEEE Interna-
tional Conference on Robotics and Automation (ICRA), pages 2488–2494. IEEE,
2014.

114



References

[147] MS Ohwovoriole and B Roth. An extension of screw theory. Journal of mechanical
design, 103(4):725–735, 1981.

[148] Alexander Lwowich Garkavi. On the Chebyshev center and convex hull of a set.
Uspekhi Matematicheskikh Nauk, 19(6):139–145, 1964.

[149] Gideon Schwarz et al. Estimating the dimension of a model. The annals of
statistics, 6(2):461–464, 1978.

[150] Karl Pearson. Liii. on lines and planes of closest fit to systems of points in space.
The London, Edinburgh, and Dublin Philosophical Magazine and Journal of
Science, 2(11):559–572, 1901.

[151] Ian Jolliffe. Principal component analysis. In International encyclopedia of
statistical science, pages 1094–1096. Springer, 2011.

[152] Sylvain Calinon, Irene Sardellitti, and Darwin G Caldwell. Learning-based
control strategy for safe human-robot interaction exploiting task and robot redun-
dancies. In 2010 IEEE/RSJ International Conference on Intelligent Robots and
Systems (IROS), pages 249–254. IEEE, 2010.

[153] Leonel Rozo Castañeda, Sylvain Calinon, Darwin Caldwell, Pablo
Jimenez Schlegl, and Carme Torras. Learning collaborative impedance-
based robot behaviors. In Proceedings of the Twenty-Seventh AAAI Conference on
Artificial Intelligence, pages 1422–1428, 2013.

[154] G Maria Gasparri, Filippo Fabiani, Manolo Garabini, Lucia Pallottino, M Cata-
lano, Giorgio Grioli, R Persichin, and Antonio Bicchi. Robust optimization of
system compliance for physical interaction in uncertain scenarios. In 2016 IEEE-
RAS 16th International Conference on Humanoid Robotics (Humanoids), pages
911–918. IEEE, 2016.

[155] Affan Pervez, Arslan Ali, Jee-Hwan Ryu, and Dongheui Lee. Novel learning
from demonstration approach for repetitive teleoperation tasks. In IEEE World
Haptics Conference (WHC), pages 60–65, 2017.

[156] Ana Lucia Pais Ureche, Keisuke Umezawa, Yoshihiko Nakamura, and Aude
Billard. Task parameterization using continuous constraints extracted from
human demonstrations. IEEE Transactions on Robotics, 6(31):1458–1471, 2015.

[157] Karl Van Wyk, Mark Culleton, Joe Falco, and Kevin Kelly. Comparative peg-
in-hole testing of a force-based manipulation controlled robotic hand. IEEE
Transactions on Robotics, 34(2):542–549, 2018.

[158] Haydar Sahin and Levent Guvenc. Household robotics: autonomous devices for
vacuuming and lawn mowing [applications of control]. IEEE Control Systems
Magazine, 27(2):20–96, 2007.

[159] Howie Choset. Coverage for robotics–a survey of recent results. Annals of
mathematics and artificial intelligence, 31(1-4):113–126, 2001.

[160] Enric Galceran and Marc Carreras. A survey on coverage path planning for
robotics. Robotics and Autonomous systems, 61(12):1258–1276, 2013.

[161] Jeremy S. Lewis, Daniel A. Feshbach, and Jason M O’Kane1. Guaranteed coverage
with a blind unreliable robot. In 2018 IEEE/RSJ International Conference on
Intelligent Robots and Systems (IROS), pages 7383–7390. IEEE, 2018.

[162] Taua M Cabreira, Carmelo Di Franco, Paulo R Ferreira, and Giorgio C But-
tazzo. Energy-aware spiral coverage path planning for uav photogrammetric
applications. IEEE Robotics and Automation Letters, 3(4):3662–3668, 2018.

115



References

[163] Bernhard Friedrich Voigt. Der handlungsreisende, wie er sein soll und was er
zu thun hat, um aufträge zu erhalten und eines glücklichen erfolgs in seinen
geschäften gewiss zu sein. Commis-Voageur, Ilmenau, 1831.

[164] Richard M Karp. Reducibility among combinatorial problems. In Complexity of
computer computations, pages 85–103. Springer, 1972.

[165] Esther M Arkin and Refael Hassin. Approximation algorithms for the geometric
covering salesman problem. Discrete Applied Mathematics, 55(3):197–218, 1994.

[166] Esther M Arkin, Sándor P Fekete, and Joseph SB Mitchell. Approximation
algorithms for lawn mowing and milling. Computational Geometry, 17(1-2):25–50,
2000.

[167] Fares J Abu-Dakka, Bojan Nemec, Aljaž Kramberger, Anders Glent Buch, Norbert
Krüger, and Ales Ude. Solving peg-in-hole tasks by human demonstration and
exception strategies. Industrial Robot: An International Journal, 41(6):575–584,
2014.

[168] Ibrahim F Jasim, Peter W Plapper, and Holger Voos. Position identification in
force-guided robotic peg-in-hole assembly tasks. Procedia Cirp, 23:217–222, 2014.

[169] Klas Jonas Alfred Kronander. Control and Learning of Compliant Manipulation
Skills. PhD thesis, École polytechnique fédérale de Lausanne (EPFL), 2015.

[170] Paul Hebert, Thomas Howard, Nicolas Hudson, Jeremy Ma, and Joel W Burdick.
The next best touch for model-based localization. In 2013 IEEE International
Conference on Robotics and Automation (ICRA), pages 99–106. IEEE, 2013.

[171] Kaijen Hsiao, L Kaelbling, and Tomás Lozano-Pérez. Task-driven tactile explo-
ration. In Proceedings of Robotics: Science and Systems, 2010.

[172] Yevgen Chebotar, Oliver Kroemer, and Jan Peters. Learning robot tactile sens-
ing for object manipulation. In 2014 IEEE/RSJ International Conference on
Intelligent Robots and Systems (IROS), pages 3368–3375. IEEE, 2014.

[173] Haiwei Gu, Shaowei Fan, Hua Zong, Minghe Jin, and Hong Liu. Haptic perception
of unknown object by robot hand: Exploration strategy and recognition approach.
International Journal of Humanoid Robotics, 13(03):1650008, 2016.
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