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1. Introduction

Inference can be characterized as coming to a conclusion concerning a problem on
the basis of evidence and reasoning [19]. Computational inference deals with a
computer executing the reasoning. This requires that the problem, the evidence
and the reasoning logic must be represented in a way that the computer can
process it. The computer will then be put to perform a vast amount of operations
according to the reasoning logic. In principle, all of the operations could be done
by human by hand, but in practice, it would take too long. However, there are
problems, and probably always will be, that will also take computers too long to
solve.

Progress can be made by finding ways to shorten the time it takes for a com-
puter to solve a given inference problem. This occurs as more powerful hardware
is being developed that can perform operations quicker than before. Another
source of progress is in finding a more efficient reasoning logic that reduces
the total number of operations required in the first place. One viable approach
is to use principled approximations of the exact solutions that significantly
reduce the number of required operations with the cost of accepting some bias
in the end result. One such relatively recent approach is called approximate
Bayesian computation (ABC) [6] that is the main topic of this thesis. ABC makes
it possible to perform inference with complex models that have an intractable
likelihood function but allow simulations of outcomes. Such models cannot
be used with standard inference methods because of the unavailability of the
likelihood function.

One theme I consider is concerned with assessing the quality or trustability of
ABC inference results. I approach this problem from the likelihood point of view.
Because the likelihood function itself is intractable in ABC, I propose directly
approximating the likelihood instead of the posterior. This allows separating
the information in the data from the prior assumptions, even in cases when
the parameters of interest are transformations of the model parameters, and
enables the study of the identifiability of the model. In case of approximate
methods, such as ABC, the bias in the result caused by the approximation will
also have an effect that must be taken into account. The identifiability and
bias in ABC are studied by using the disease transmission model by Tanaka
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et al. [48] for Mycobacterium tuberculosis (TB) as a case study. This particular
model has been considered in several earlier studies [1, 3, 4, 10, 18, 21, 41, 46],
and tuberculosis itself is much studied as it is among the deadliest infectious
diseases in the world [25]. Later on, based on the insights acquired from
the identifiability considerations, an improved disease transmission model is
proposed for tuberculosis that solves identifiability issues found in the original
model by more closely taking into account the epidemiology of tuberculosis.

Another theme in this thesis considers practical implementation of compu-
tational methods in a computer. Taking the full benefit of both hardware and
new solutions requires software that implements the reasoning logic for the
hardware in an approachable way, even for a non-expert user. The deep learning
methods that have recently made breakthroughs in several areas, such as text
and image classification [26], are good examples. The rather wide adaptation of
these methods is in part due to modern software, such as Tensorflow [2] or Keras
[15], that provide an easy-to-use interface for the user, and under the hood take
use of modern hardware acceleration for the theoretically justified optimization
techniques. Considering the bare components of inference, the software often
encapsulates away the reasoning logic, specifies the format of the evidence, i.e.
the data, and provides a way of modelling the problem. The user then has to
provide the data in the correct format and specify the model in the given way.

One successful approach in modelling has been the use of graphs. The graph
format often provides an intuitive visual representation of the model, and a well
defined structure for the software to manipulate and ultimately transform to a
set of instructions usable by the computer. PyMC3 [40] and Tensorflow [2] are
examples of modern inference software that leverage graphs in model building
and computation. Bayesian networks [34] use graphs for representing and
constraining the independence structure between random variables represented
as nodes in the graph. We extend the Bayesian network structure with more
granular local independence structures that are encodable and learnable as
trees. Finally we introduce a new software for ABC, called ELFI, that takes use
of graphs to enable more practical way to model and perform ABC inferences.
Among other things, the graph structure is used to enable a convenient support
for distributed computation and data re-use in ELFI.

1.1 Organization of the thesis

This thesis is organized as follows. First I will discuss ABC from the likelihood
point of view and review the aforementioned disease transmission model in
Chapter 2. From Publication III of this thesis one can also find a more in-depth
review of ABC. I will then start by considering results about identifiability and
bias in ABC covering Publications II & III in Chapter 3. In Chapter 4 I proceed
to introduce the new disease transmission model (Publication V) that solves
identifiability issues present in the original model. The ABC experiments for
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Publication V were performed using the novel software for ABC called ELFI
(Publication IV) that takes use of graphs to model and perform ABC inferences.
I will discuss the use of graphs in Chapter 5 that covers results in Publications
I & IV. The Chapter 6 then discusses features and implementation of ELFI in
more detail. The concluding Chapter 7 provides discussion of the findings and
assesses their significance.
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2. Approximate Bayesian Computation

Many of the publications in this thesis deal with an inference paradigm called
approximate Bayesian computation (ABC) [6] that belongs to the family of
likelihood-free inference (LFI) methods. The principal difference in ABC meth-
ods compared to traditional inference methods is that they do not require the
availability of the likelihood function. This is useful when working with models
whose likelihood function is intractable, for instance because the likelihood can
not be evaluated in finite time. Models whose likelihood function is intractable
can be encountered when modeling complex real life phenomena, such as disease
spread (Publications II & V). However, often in such cases a stochastic simulator
(i.e. a generative model) of the phenomenon can be constructed and evaluated
efficiently. A rather comprehensive list of examples of such models in different
scientific fields can be found from Karabatsos and Leisen [29].

Specifying models as stochastic simulators provides flexibility in that one does
not have to consider whether the corresponding likelihood remains tractable.
The stochasticity element of the simulator allows describing aspects in the
phenomenon for which the contributing factors are not available or known. For
instance in a disease transmission model, it usually is not possible to model all
the possible variables affecting who will infect who in the population, but in many
cases this can be robustly modelled with the help of probabilities. The simulator
will then follow these probabilities while simulating different possible outcomes.
In the end the variability in the simulator outcomes should resemble that in the
actual phenomenon, making statistical inference feasible. An important part
in simulator specification therefore is, as in traditional statistical modeling, to
appropriately capture the stochasticity of the phenomenon.

In order to make statistical inference possible under the intractable likelihood
of the simulator model, ABC relies on using a principled approximation of the
solution. In this chapter I explain the basic ABC approach and concentrate on
presenting the approximation in ABC from the point of view of the likelihood
function. One can find a more in-depth review of ABC from Publication III of
this thesis. The review is among the many others [see e.g. 5, 8, 9, 16, 12, 20, 22,
31, 32, 38, 43, 42, 47, 51] that have been published over the years since the first
ABC applications by Tavare et al. [49] and Pritchard et al. [36].
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2.1 Bayesian computation

ABC belongs to the family of Bayesian methods, where the conclusions regarding
the parameter θ are based on the posterior probability density function (pdf)

p(θ|y)= p(θ)p(y | θ)
p(y)

∝ p(θ)p(y | θ), (2.1)

where y is the data, p(θ) a prior pdf, p(y | θ) the likelihood of the parameter θ

under data y, and p(y) is the marginal probability of the data, that is, a constant
that does not depend on θ. The likelihood function L(θ)= p(y | θ) arises from the
model pdf when holding y fixed. The simulator is the generative model for the
model pdf p(y | θ).

Solving the posterior distribution p(θ | y) analytically is often not possible
in practical applications. A common method to learn about the posterior dis-
tribution p(θ | y) is to sample parameter values from it using Monte Carlo
methods [39]. The sample can then be used to compute different summaries of
p(θ | y), such as the posterior mean or different credible intervals. One stan-
dard sampling method is called Rejection sampling presented in Algorithm 1.
Rejection sampling assumes that we have a proposal distribution g(θ) that we
can sample from, and a constant K > 0 such that p(θ | y) ≤ K g(θ) for all θ. We
sample θ from the proposal and accept it if a Bernoulli trial with a probability
p1 = p(θ | y)/K g(θ) succeeds.

Algorithm 1 Rejection sampling algorithm producing N independent samples
θ(1), . . . ,θ(N) from the posterior distribution p(θ | y).

1: for i = 1 to N do
2: repeat
3: Generate θ from the proposal g(·)
4: Compute acceptance probability p1 = p(θ | y)/K g(θ)
5: Generate s from Bernoulli(· | p1)
6: until s == 1
7: θ(i) ← θ

8: end for

2.2 ABC sampling

Assume we have observed data y. We are interested in estimating what param-
eters θ ∈Θ might have produced the data. We have modeled the phenomenon
behind y with a simulator M(θ, r) that is parameterized with θ and a random
quantity vector r. The types of the random quantities r are defined by the simu-
lator (e.g. a sequence of draws from a uniform distribution) and are generated
during the simulation using for instance a pseudo random number generator
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(PRNG). The simulation outcome y= M(θ, r) is a result of the events in the simu-
lator that occurred based on the random vector realization r and the parameter
θ (Figure 2.1). Denoting with R the random variable that produces realizations
r, the stochastic simulator is a random variable M(θ,R).

y0

B (y0)

Outcome spacer(1)

Simulator

M( , )

r(2)

r(3)

r(4)

r(5)

r(6)

    
P(M( ,R) B (y0))
           
   proportion of 
green outcomes    

Figure 2.1. Illustration of the simulator M run multiple times with fixed parameter vector θ and
with different realization r(i) from the PRNG. In essence the realizations r(i) are
mapped to the outcomes when θ is fixed. If many of the mappings (the dot in the end
of the arrow) come near to the observed data y0 (black dot), it is assumed to be more
likely that the parameter value θ was responsible of producing the observed data. In
the figure, two outcomes, marked in green, are less than ε away from y0. In ABC, the
proportion of such outcomes divided by the size of the acceptance region (blue circle)
yield an approximation of the likelihood of θ. Figure adapted from Publication III.

The question we seek an answer to is how to sample from the posterior p(θ | y)
using the simulator M(θ,R) for which the likelihood p(y | θ) is not available.
Turns out that choosing K and g in a certain way in Rejection sampling (Al-
gorithm 1), we can replicate the Bernoulli trial by using the simulator. In the
case of a discrete output space Y , the likelihood p(y | θ) is the probability of
simulating y ∈Y , that is,

p(y | θ)=Pr(M(θ,R)= y) . (2.2)

Now choosing g(θ)= p(θ) and K = 1/p(y) for Algorithm 1, the acceptance proba-
bility p1 becomes

p1 = p(θ | y)
K g(θ)

= p(y | θ)=Pr(M(θ,R)= y) (2.3)

The probabilities p1 =Pr(M(θ,R)= y) for different θ ∈Θ are still in practice un-
known, but now we can formulate the simulation event M(θ,R) as a Bernoulli(p1)
trial with the indicator random variable {y} (M(θ,R)). This yields Algorithm 2
[31] where the simulator is used to perform the Bernoulli trial in Algorithm 1.

We have used this nice technique to replace the likelihood with the simulator
in Algorithm 1, but are there any drawbacks? What we have lost is the ability
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Algorithm 2 Rejection sampling algorithm producing N independent samples
θ(1), . . . ,θ(N) from the posterior distribution p(θ | y) by using a simulator.

1: for i = 1 to N do
2: repeat
3: Generate θ from the prior p(·)
4: Generate y∗ from the simulator M(θ,R)
5: Compute s =�{y}(y∗)
6: until s == 1
7: θ(i) ← θ

8: end for

to choose g(θ) and K . With discrete Y this starts to matter when the images
M[θ,R]⊆Y get large, as is often the case in realistic applications of ABC. Essen-
tially the probability mass gets distributed among the outcomes y ∈ M[θ,R] and
consequently the probabilities Pr(M(θ,R)= y) tend to become extremely small.
The consequence of that is that no parameters get accepted as the corresponding
Bernoulli trial in Algorithm 2 always fails. In the standard case we could try to
choose a better K , allowing rescaling the probabilities p1 to more meaningful
magnitudes, but with the simulator, we are stuck with the special case allowing
the use of the simulator. The situation is even worse when Y is uncountable.
The probability Pr(M(θ,R)= y) is zero for any y and θ to begin with1. We need
to find a way to increase the magnitudes of probabilities p1 in some other way.

2.3 Approximation

The solution in ABC for the above problem is to loosen the requirement for an
exact simulation match. Let Yθ = M(θ,R) denote the simulator random variable
with input θ to simplify the notation. Define a set Bε(y) = {y′ ∈Y : d(y′, y) ≤ ε}
with a distance function d(y′, y) and a positive threshold ε≥ 0.

We enlarge the probability for a simulation match

Pr(Yθ = y)=Pr(Yθ ∈ {y})≤Pr(Yθ ∈ Bε(y)) , (2.4)

by replacing the set {y} with the larger set Bε(y) around and including obser-
vation y. This allows for a positive Bernoulli trial probability p1 in Algorithm
2 even when Y is uncountable, and we will be able to generate samples. The
problem is that the probability Pr(Yθ ∈ Bε(y)) does no longer equal to the likeli-
hood in the discrete case, and we do not yet know how it relates to the likelihood
in the general case. So how could this approximation approach be justified?
Fortunately in Rejection sampling and many other Monte Carlo based methods,
the likelihood can be scaled, so if we are able to make the larger probability
Pr(Yθ ∈ Bε(y)) approximately proportional to the likelihood p(y | θ) for all θ, we
should be fine.
1Assuming a well behaving model pdf imposed by the simulator.
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One way to achieve this in the discrete case would be to have the probabilities
of events Yθ = y′ to match with the probability (likelihood) of Yθ = y for all
y′ ∈ Bε(y), for each θ ∈ Θ separately. In these case the proportionality factor
would be the number of elements in Bε(y). In the general case intuition would
suggest that outputs y′ very near y could have occurred as likely as the actual
observation y. If we were interested of parameters affecting the weight of an
organism weighting several kilograms, we could most likely deem all simulations
that differed only few grams to be essentially the same. More formally this can be
motivated with any distribution with a continuous pdf (e.g. a standard normal).
By continuity of the pdf p(y | θ), we can choose any tiny constant e > 0 and find
a threshold ε> 0 such that if

∣∣y′ − y
∣∣≤ ε then

∣∣p(y′ | θ)− p(y | θ)
∣∣< e. That is, we

can define a set Bε(y) = {y′ ∈ Y : |y′ − y| ≤ ε} and the likelihood of θ with any
element y′ ∈ Bε(y) will differ less than e from the true likelihood p(y | θ). The
same process works across all parameterizations θ of the pdf in the sense that
with smaller ε the overall upper limit e will get smaller.

The above motivates the ABC approximation for the likelihood in terms of
Bε(y),

p(y | θ)≈ Pr(Yθ ∈ Bε(y))
cε

, (2.5)

where cε is the area (measure) of Bε(y) in the output space Y . For instance in
the example above with a continuous pdf, we would have constant cε = ε. Also
due to the continuity of the pdf, the approximation could be made as accurate
as one wishes by decreasing ε. In the discrete case cε would be the number of
elements in Bε(y).

Having specified the approximation, we can relate it back to the Rejection
algorithm (Algorithm 1). Using g(θ)= p(θ) and K = 1/(cεp(y)) we get

p1 = p(θ | y)
K g(θ)

= cεp(y | θ)≈Pr(Yθ ∈ Bε(y)) (2.6)

so we can again replace the Bernoulli trial using the simulator as we did earlier
in Algorithm 2. The only thing that needs to be changed in Algorithm 2 is that
the set {y} is replaced with the set Bε(y). The resulting algorithm is presented
in Algorithm 3 and is known as the ABC Rejection sampling algorithm [31].
This algorithm still suffers from the inability to choose g and K , but it allows
controlling the acceptance probability by adjusting ε. However, increasing this
value will also make the approximation (2.5) more inaccurate, so a balance has
to be found in terms of accuracy and computation time. I will discuss this point
further in Chapter 2 covering results in Publication III.

2.4 Summary statistics within the distance function

The distance function d(y′, y) in the definition of the set Bε(y)= {y′ ∈Y : d(y′, y)≤
ε} is typically composed of summary statistics s = S(y) of the data and a
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Algorithm 3 ABC rejection sampling algorithm producing N independent sam-
ples θ(1), . . . ,θ(N) from the approximate posterior distribution by using a simula-
tor.

1: for i = 1 to N do
2: repeat
3: Generate θ from the prior p(·)
4: Generate y∗ from the simulator M(θ,R)
5: Compute s =�Bε(y)(y∗)
6: until s == 1
7: θ(i) ← θ

8: end for

distance function dS(s′, s) between the summary statistics, so that d(y′, y) =
dS(S(y′),S(y)). The distance dS is often the Euclidean or some other metric for
the summary statistics. The full distance function d is generally not a metric in
the mathematical sense, namely it can be that d(y′, y) = 0 even if y′ �= y. This
can happen, for example, because the summary statistics remove information
from the data. Note also that typically in the ABC literature [see e.g. 29] the
word “distance” is used to refer directly to the distance dS between summary
statistics but here we slightly deviate from this convention in order to simplify
our notation.

The choice of the summary statistics is important as the quality of the ap-
proximation is dependent on them. Ideally the summary statistics should be
sufficient for the parameters, but this is often not possible in practice. Domain
expertise can help in choosing appropriate summary statistics that measure
relevant variations in the outcomes with respect to the parameters of interest.
Essentially variations in outcomes that are not reflected in the chosen sum-
mary statistics are deemed as occurrences by chance. A number of diagnostic
methods have also been developed (see e.g. [17, 37, 53] and Publication III) that
test the approximation quality by using simulated data y∗ with known θ∗ as
observations. These can be used to guide the summary statistic decisions and
approximation decisions in general. Further discussion on summary statistics
can be found from Publication III.

2.5 Implications

I have represented the standard ABC approximation as a likelihood approxima-
tion following Publication III (for other interpretations see e.g. [54]). A more
general likelihood representation can be found from e.g. Karabatsos and Leisen
[29] where the likelihood approximation definition includes a kernel density
function. The representation formulated here is the common special case of the
more general definition where the kernel density function is the uniform kernel.

The likelihood interpretation of the ABC approximation suggests that good
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approximations can be acquired by ensuring that the outcomes y′ ∈ Bε(y) yield
a similar likelihood to p(y | θ) for all θ ∈Θ. Here the set Bε(y) contains all the
outcomes y′ that are at most ε away from the observed data y given the distance
d(y′, y). Essentially this can be interpreted to mean that variations among
outcomes y′ ∈ Bε(y) should be by chance without relevance for the parameters of
interest.

Ensuring that all elements in y′ ∈ Bε(y) yield a similar likelihood to p(y | θ)
for all θ ∈Θ can be tricky to achieve in practice with complicated simulators.
In simple example cases, such as in the case of a continuous model pdf, the
continuity property ensures that this holds with small thresholds ε. In fact
here the likelihood approximation can be made as accurate as one wishes by
decreasing ε with the cost of making it harder to produce samples. With non-zero
thresholds we notice that if y is from the mode of the pdf given θ, the result-
ing likelihood approximation underestimates the true likelihood as the other
elements y′ ∈ Bε(y) will carry a smaller density. The degree of underestimation
depends on the size of the threshold ε and of the sharpness of the mode.

ABC inference can be a good fit for problems with small data. This is because
there is much flexibility in encoding prior information about the phenomenon
into the simulator. The simulator specification governs which parameters θ

have a high probability of becoming mapped to such y′ that are similar to the
observed data y (Figure 2.1). Intuitively, if the data represented by y is “small”,
the probability of observing similar data just by chance is larger, making the set
of plausible θ also larger. Think of for instance just having one observation from
a normal distribution as opposed to many. However, even one observation from
a normal distribution can become meaningful in the inference of the population
mean if you can either fix the population variance or set a meaningful prior for
it. In a similar way a more refined simulator specification can help in reducing
the set of plausible parameter values θ even for small data.

2.6 Example: a disease transmission model

Publications II, III & V relate to a disease transmission model originally intro-
duced by Tanaka et al. [48]. The model serves as a good example of a model
whose likelihood function is intractable but simulations from the model can be
produced efficiently.

The simulation begins with one infectious host and stops when a predefined
number of infectious hosts m is reached (Figure 2.2). Each host is assumed to be
infected by a specific strain of the disease. A group of hosts carrying the same
strain is called a cluster. In the simulation, it is assumed that each infectious
host randomly infects other individuals from an unlimited supply of hosts at
rate α. In transmission the strain colonizing a host is passed on to the new host,
who is assumed to become infectious immediately. A host ceases to be infectious
(due to e.g. cure or death) randomly at rate δ. New strains appear as a result
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of mutations that occur randomly at rate τ within the pathogens of the hosts.
The whole infectious population size, as well as the separate cluster sizes, can
be modelled as linear birth-death processes [48].

After the population of m infectious hosts is reached, a sample of n individuals
is randomly drawn from the population without replacement. The result is
a vector y of cluster sizes, where each index i represent a distinct strain and
yi the corresponds to the number of hosts currently infected by that strain.
For example, y = (6,3,2,2,1,1,1,1,1,1,1) corresponds to a sample of size 20
containing one cluster with 6 infected hosts, one cluster with three hosts, two
clusters with two hosts and 7 singleton clusters. For a more detailed description
of the model, see the original paper [48].

The simulated path of the population in Figure 2.2 is an example of a single
mapping from a random quantity r to the outcome y for the fixed rate parameters
θ = (α,δ,τ). In this model, the probability of a path is the probability of its event
sequence. Since the events occur randomly relative to their rates [48], we can see
that there are many possible paths that could have occurred in the simulation,
even with a small population size of m = 6. In fact, in cases when the death
rate δ is not zero, the process is allowed to return to previous states causing
the number of mappings to grow infinite. The likelihood of θ would require
computing the probabilities of all the possible paths to the observed data y,
which quickly becomes intractable for large populations m, especially when the
death rate δ is not zero. The sampling of the observed hosts from the population
further adds to the intractability of the likelihood.

The effect of parameters to the probability of different paths (mappings) can
also be illustrated with Figure 2.2. If for instance the mutation rate τ is zero,
only paths along the leftmost column are possible (no sideways movement due
to only the original strain existing). With larger values of τ the rightmost states
become more probable.

Due to the intractability of the likelihood, the traditional inference methods
relying on the availability of the likelihood can not be used with the model.
However, because the process is easy to simulate from, ABC methods can be used.
Tanaka et al. [48] applied the model for tuberculosis data collected from San
Francisco [44]. However, the model was later found to demonstrate identifiability
issues with the San Francisco data. I investigated this further in Publication II
and will review these findings in the next chapter.
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Output y  = (2, 2, 1, 1)

13.

Figure 2.2. An example of a transmission process simulated under a parameter configuration
θ without sub-sampling of the simulated infectious population. Arrows indicate
the sequence of random events taking place in the simulation and different colors
represent different strains of the pathogen. The simulation starts with one infectious
host who transmits the pathogen to another host. After one more transmission event,
the pathogen undergoes a mutation within one of the three hosts infected so far
(event three). As the sixth event in the simulation, one of the strains is removed from
the population due to the recovery/death of the corresponding host. The simulation
stops when the infectious population size reaches m = 6 and the simulator outputs
the generated data y. The nodes not connected by arrows show all the other possible
configurations of the infectious population which were not visited in this example
run of the simulator. The bottom row lists the simulator outputs (cluster size vectors)
under their corresponding population configuration. Figure is from Publication III.

23



Approximate Bayesian Computation

24



3. Identifiability and bias in ABC

In this chapter I review findings on the identifiability and bias in ABC methods
from Publications II & III. By identifiability I refer to the ability of the model
to distinguish plausible parameter values given the observed data. One com-
mon way to investigate identifiability is to examine the shape of the likelihood
function and its modes. The likelihood function quantifies how likely it is that a
given parameter configuration θ would yield the observed data y. The existence
of multiple equal modes or a flat likelihood surface around the mode are indica-
tions of non-identifiability. These will manifest themselves as discontinuous and
overly wide credible intervals for the parameter estimates.

As discussed in Chapter 2, in ABC the likelihood function is not directly
available but an approximation is implicitly used instead. In Publication II
we proposed using such an approximation directly in investigating the model
identifiability and applied this method to the disease transmission model [48]
presented in the introduction. Due to the approximation, the ABC methods suffer
from bias that depends on the chosen distance and threshold. In Publication III
we demonstrated this bias with the help of the disease transmission model.

3.1 Identifiability

The motivation for Publication II was that although the estimation of the epi-
demiological parameters of tuberculosis with the model of Tanaka et al. [48] had
been widely studied, concerns about identifiability of the reproductive value R
had been raised. The reproductive value R is defined as the expected number of
new cases produced by a single infectious individual while remaining infectious.
It can be computed from the rate parameters by R =α/δ [48]. Originally, Tanaka
et al. [48] reported a wide credible interval for the reproductive value R, and
later, Blum [10] suggested that the data of Small et al. [44] are not informative
enough for confident estimation of R based on a visual comparison of the prior
to the inferred posterior distribution.

Since the likelihood function indicates the informativeness of the data, we
approached the identifiability problem directly by approximating the likelihood.

25



Identifiability and bias in ABC

Approximation was needed due to the intractability of the likelihood function.
Let p̃(y | θ)=Pr(Yθ ∈ Bε(y)) denote the unnormalized approximate likelihood in
Equation 2.5. We can estimate p̃(y | θ) for each θ ∈ Θ by computing a Monte
Carlo estimate of the expectation of a corresponding indicator function

p̃(y | θ)= E�Bε(y) (M(θ,R))≈ 1
N

N∑

i
�Bε(y) (M(θ,Ri)) , (3.1)

where N is the number of simulations (Figure 2.1). Investigating the likelihood
approximation directly using Equation 3.1 in the epidemiological parameter
space θ = (R, t)= (α/δ,α−δ), it was clear that the model was not identifiable for
the reproductive value R given the San Francisco data [44]. Figure 3.1 visualizes
the likelihood function on the left and the posterior on the right. The likelihood
function is flat over large areas of the parameter space and many values of R
are equally likely. The apparent unimodality of the posterior on the right side of
the figure was a result of the uniform prior over the rate parameters (α,δ) that
transformed to a highly informative prior to the (R, t) space (see Figure S5 in
the appendix of Publication II).

Figure 3.1. Likelihood (left) and posterior distribution (right) when using a uniform prior in the
(α,δ)-space. The approximate posterior is obtained by multiplying the approximate
likelihood with the prior over a grid. The red cross denotes the mode. Note the
different scales of the x-axes. Image is from Publication II.

This identifiability problem had been shown to disappear if the death rate δ

was fixed in the model, making the inference problem effectively one dimensional
[1]. However another important finding in Publication II was that there was a
connection between the assumed population size m and the resulting estimate of
R. In earlier publications, the infectious population size m had been commonly
fixed to a value of 10000, following Tanaka et al. [48]. Figure 3.2 shows the
influence of different population sizes m to the estimate of R using the death
rate estimate δ= .52 from Aandahl et al. [1]. The difference in location of the
likelihoods is clear with modes shifting to the right with increasing assumed
population size m. Due to this connection, the reliability of the estimate of R is
therefore dependent on the correctness of the assumed population size m.

One possible explanation for the connection between the population size and
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Figure 3.2. Likelihoods of the reproductive value R with fixed death rate δ = 0.52 and four
alternative population sizes m using the San Francisco data. The vertical lines
indicate the modes of the likelihoods. Figure is from Publication II.

the reproductive value is the following. The distance d in these studies compares
both the sizes of clusters, and the number of clusters. In order to generate a
similar number of clusters as in the observed data, the process has to run a
certain amount of time so that an appropriate number of mutation events occur
before the process is stopped. The literature-based estimate for the mutation
rate within an infectious host was 0.198 [48], that is, one mutation in every 5
years on average. The time the process runs is mostly dependent on the net
transmission rate t = α−δ, describing the rate of increase of the infectious
population. Therefore, smaller population sizes must have a smaller net trans-
mission rate so that there is enough time for sufficiently many mutations to
occur before reaching population size m. When δ is fixed, the only way to reduce
the net transmission rate is to lower α, which results into lower reproductive
value R =α/δ. On the other hand large population sizes must have a larger net
transmission rate in order to avoid a situation where the process runs too long
and generates too many clusters compared to the observed data. This in turn
causes the reproductive value R to be larger (Figure 3.2).

The above hypothesis also sheds light to the possible reason of why the process
may not be identifiable when both α and δ are free to vary. Remember that
R = α/δ and t = α−δ. Assume the important factor is the time of the process
largely governed by the net transmission t as explained above. The same t
is acquired with t = (α+C)− (δ+C) for any constant C. However the value of
R = (α+C)/(δ+C) changes with different constants C. Therefore one can choose
different values of C that result to a suitable t, but varies R, causing the inability
to identify R (Figure 3.1).

The findings in Publication II imply that there is not enough information in
the cluster structure alone to inform about the correct magnitudes of α and
δ with the San Francisco data and the model. However, this is likely to be a
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deficit in the model, since many of the synthetic datasets demonstrated the same
identifiability issues as the San Francisco data, as can be seen from the other
experiments in Publication II.

3.2 Demonstrating bias in ABC

In an ideal setting, only the properties of the model and the observed data deter-
mine the identifiability irrespective of the chosen inference method. However, in
practice, the inference method and its configuration will have an effect on the
results and can become the dominant factor if care is not taken.

To provide intuition of what kind of effect an inference method can have on
the result, consider the Metropolis-Hastings (MH) [28] algorithm belonging
to the family of Markov Chain Monte Carlo methods. It is well known that
for MH the choice of the proposal distribution determines how effectively the
method is able to explore the parameter space [24]. The method is guaranteed
to converge to its stationary distribution in the limit, that is, to explore the
parameter space properly in infinite time. However, with a good choice of a
proposal distribution the method can practically achieve this in a much shorter
time, that is, in finite time with an insignificantly small error in the resulting
sample caused by stopping in finite time. This type of error is called the Monte
Carlo error. On the other hand, with a bad choice of the proposal distribution,
the resulting sample may not have any practical value because the Monte Carlo
error is too large no matter how long the algorithm is allowed to run in practice.
This is because the parameter chain is not able to visit some or even any of the
important regions of the parameter space where the likelihood is significant.

The standard ABC methods belong to the Monte Carlo family and are subject
to the Monte Carlo error. However in addition to Monte Carlo error they are
also subject to bias caused by the target being an approximate posterior rather
than the exact posterior. Using the approximation presented in Chapter 2, the
approximation of the posterior is determined by the choice of the distance func-
tion and the threshold, and is essentially the mechanism how the intractability
of the likelihood is bypassed. In case of the disease transmission model [48]
reviewed in Section 2.6, there were doubts casted whether the approximation
bias was dominating the inference results [46], but this claim was later refuted
[1].

One of the topics in Publication III was an illustration of bias in ABC demon-
strated with the disease transmission model [48]. The disease transmission
model was found to be interesting for this task, because the model is relatively
complex but still yields a computable exact solution for the likelihood function
in special cases when the death rate δ is zero, population size m is small, and
the whole infectious population is observed [46]. Therefore in these cases one
can compare the exact solution to the approximate solution to quantify the
approximation bias and Monte Carlo error in ABC.
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First we demonstrated the bias and error when using summary statistics as
opposed to the complete data in the distance function, that is, using d(S(y′),S(y))
instead of d(y′, y), where S is a vector of summary statistics. Here d was the
L1 distance. When using full data, the clusters were organized such that the
first element indicated the number of clusters of size 1, the second element the
clusters of size 2 and so on. The use of complete data with ε = 0 corresponds
to the exact method. By matching summaries (i.e. d(S(y′),S(y))= 0) instead of
the complete data with ε= 0, approximation bias is introduced to the result1 as
mentioned in Chapter 2. However, summaries of data match more frequently
than the corresponding full data, resulting in larger sample sizes and reduced
Monte Carlo error within the same computational time.

We experimented with two summaries, S1 and S2, where the first one was a
measure of the number of clusters in the data, and the latter one measured the
genetic diversity in the data (see Publication III for more details)2. It was shown
that the method using summary S1 yielded accurate results much earlier than
the exact method (complete data). Figure 3.3 (a) shows the results after 100000
simulations, that is, Algorithm 3 was stopped after the line 4 had been evaluated
100000 times. Within this computational budget, the methods using summary
statistics were able to generate more samples compared to the exact method and
thus had a smaller Monte Carlo error. The gain from the decreased Monte Carlo
error with summary S1 overcame the loss from the incurred approximation
bias, so that the combined error was smaller than the sole Monte Carlo error
of the exact method. Moreover in this case the bias from using summary S1
was negligibly small, and it took the exact method very long to catch up in
accuracy (Figure 3.3 b). Summary S2 on the other hand incurred a rather large
approximation bias, and never achieved a better performance compared to the
exact method.

A similar effect was seen when investigating the use of a non-zero threshold ε.
When using a threshold, all simulated data that are at most ε> 0 away from the
observed data are treated as matches. This is the other source of approximation
bias in traditional ABC methods. As with the use of summary statistics, the
use of a non-zero threshold decreases the Monte Carlo error faster. A threshold
value of ε= 3 resulted in the best compromise between the Monte Carlo error
and the approximation bias among the compared threshold values when using
less than 2 ·106 simulations (Figure 3.4). At this point the exact method exceeds
the approximate solution (ε= 3) in accuracy but the approximate method has
already been settling near its maximum accuracy for some time. In this case,
both methods with a positive threshold demonstrated a measurable bias, but
the bias was much smaller for ε= 3 (below 0.01 in KL-divergence which would
roughly correspond to the green curve in Figure 3.3 a). The approximation bias

1In rare cases, when the summary statistics are sufficient, i.e. contain all relevant
information, no bias is caused by using summary statistics.
2Note that although genetic diversity is a decimal number, in this case it can only
assume a countable number of different values, hence ε= 0 makes sense.
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is visible as the value where the KL-divergence curve flattens out as a result of
the Monte Carlo error becoming negligible.

The above results support the fact that it is possible to acquire more accurate
estimates in finite time by targeting a good approximation rather than the
exact solution, and that viable approximations can be defined with problem-
specific summary statistics and appropriate thresholds. This observation is
meaningful with respect to the practical usefulness of the ABC that uses such
approximations to overcome the intractability of the likelihood.

(a) Results after 100000 simulations
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Figure 3.3. Comparison of the efficiency of the exact solution (no summary) against approxima-
tions with two different summary statistics (S1 and S2). Threshold is zero in all the
methods. Smaller Kullback-Leibler (KL) divergence means more accurate inference
of the posterior distribution. Subfigure (a) shows the posterior estimates after 105

simulations in Subfigure (b). Figure is adapted from Publication III.
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(a) Results after 100000 simulations
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(b) Accuracy versus computational cost
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Figure 3.4. Comparison of the efficiency of the exact solution (ε = 0) against approximations
with two different non-zero thresholds (ε > 0). No summaries are used. Smaller
Kullback-Leibler (KL) divergences mean more accurate inference of the posterior
distribution. Figure is adapted from Publication III.
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4. Resolving identifiability issues of the
disease transmission model

In the previous chapter, we investigated the identifiability of the disease trans-
mission model introduced in Tanaka et al. [48] with the San Francisco tubercu-
losis incident data [44]. First the non-identifiability of the reproductive number
R was demonstrated when both the transmission rate and the death rate were
assumed unknown. We then showed how, in the case of a fixed death rate δ,
the estimate of R is dependent on the assumed population size m requiring the
latter to be well established in order to enable reliable inference.

In Publication V we propose an improved model that resolves the above issues
by taking into account disease-specific characteristics of the transmission process
in closer detail. We also take benefit of the times of the diagnoses that were
available in Figure 2 of the original publication [44]. As a result, we acquire new
estimates for the reproductive value R and the population size m that are better
aligned with epidemiological knowledge about active tuberculosis prevalence.
In this section I will go through some shortcomings of the original model and
then describe how they are addressed in the proposed model. The new model
also serves as a good example of the flexibility of modelling with ABC.

4.1 Inconsistencies in the original model

Comparing the original transmission model to the epidemiology of TB reveals
inconsistencies that can contribute to the aforementioned identifiability issues
of the model. One set of problems revolves around how the infectious population
size m is used within the model. First of all, to observe both large clusters and
a large number of clusters as in the observed data, the underlying infectious
population size m has to be assumed very large (e.g. 10000 hosts [48]). Because
unobservable, such an assumption is difficult to verify, but based on epidemio-
logical knowledge about TB, such a large infectious population size is unlikely to
have existed in the study region during the time the observations were collected.

Similarly the earlier model assumes implicitly that the underlying infectious
population size continues to grow without limit, i.e. the epidemic is assumed to
be in a developing state. Due to tuberculosis control programs and treatment
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in San Francisco and the United States in general, it is more reasonable to
assume that the process is in a near equilibrium state, and that local outbreaks
of tuberculosis occur near constant rather than in increasing rate. This can
be further motivated by looking at the overall number of TB infections in the
United States which seems roughly constant from 1982 to 1994 (covering also
the time the SF data was collected) and has been slightly decreasing since [13].

Another inconsistency pertains to the formation of clusters within the simula-
tor. Small et al. [44] observe that belonging to a cluster suggests epidemiological
linkage, that is, patients in a cluster were confirmed to have been infected by
someone else in that same cluster by contact tracing. According to Small et al.
[44], active TB develops during a relatively short period of time in patients in a
cluster and indicates recent infection and rapid progression to clinical illness.
Because active TB patients are generally treated promptly after diagnosis [45]
and mutations require time to occur [44], it is unlikely for a new infectious case
to develop a unique strain within the observation period. Accordingly, no epi-
demiological links between different clusters were reported to have been found
by contact tracing. While the original model accounts for the within-cluster
infections, it also frequently demonstrates recent linkage between patients in
different clusters, which may cause bias to the clustering structure.

The above is also related to the observed epidemiological mechanism of how
clusters of different size are being formed. Small et al. [44] remarked the
following of the clusters of size two: “conventional contact tracing predicted
transmission in only four of these clusters, all of them involving contact between
an older patient who presumably had reactivated tuberculosis and a younger
person in a traditional household setting.” This is in contrast to the largest
clusters that were largely formed by a non-compliant patient under conditions
such as AIDS or substance abuse affecting the immune system. One such patient
apparently infected 29 other patients during the observation period [44]. The
above observations suggest a different mechanisms of how clusters of different
size are being formed. The original model is however unable to account for
heterogeneity in the transmission process.

Finally, the last issue considered here relates to the data gathering process.
The original model takes a snapshot of the process when it reaches m individuals
after which a sample of n patients is observed. In practice, though, the patients
were observed within a 2 year period. It is therefore well possible that no large
number of infectious patients existed at any single point in time. The number of
patients in a cluster is the result of the observations made of the evolving local
outbreak during the observation period, as visualized in Figure 2 in Small et al.
[44].
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4.2 The proposed model

I will now provide an overview of the proposed model in Publication V aiming
to solve the inconsistencies in the original model. A detailed description of the
actual implementation of the model can be found in the publication. The code
for the simulator implementation is available at GitHub1.

The original model was built on top of a linear birth-death process [48] that
caused the infectious population size to increase without limit over time. Based
on the observations in the previous chapter about how small and large clusters
are formed, the proposed model uses two interacting birth-death processes for
the two different patient types. This construction also enables the combined
process to have a balance state with respect to the infectious population size
(Figure 4.1). The first process represents typical patients that are compliant with
treatment and constituting approximately 95% of the patients [44]. They are
assumed not to produce many secondary active infections and remain infectious
only a relatively short period of time [45]. The second process models the non-
compliant patients constituting approximately 5% of the patients [44]. In line
with the epidemiological observations, these patients are assumed to be the
principal driver in the formation of large clusters.

The above model specification makes it possible to remove the need to specify
a prior infectious population size m at which to begin collecting samples. The
data observation period is started after the process has reached its balance
state (Figure 4.1). This resembles the assumption that we are not modelling an
emerging epidemic but the presence of TB within a population that demonstrates
occasional local outbreaks. In the end, the model actually provides an estimate
of the infectious population size m that is based on the observed data and the
literature based parameter estimates.

The issue with epidemiological linkage between clusters is removed by intro-
ducing a burden rate parameter β, that represents the appearance of new active
TB cases with a previously unseen mutation. The major source of these patients
are individuals in the population that develop an active infection from a latent
infection, and immigration. This mechanism replaces the explicit modelling of
mutations in the simulator and relies on the assumption that the mutations
occur mainly during the latent phases of TB infection or are introduced through
immigration.

Finally we assume that observations are collected during an observation
period. This more closely resembles the actual observation process and avoids
the artificial need to have large clusters existing in any single point in time. The
proposed model combines both becoming observed and ceasing to be infectious
under the death event. This simplification is based on the assumption that a
typical patient is treated promptly after being diagnosed.

Analysis of the above model yields the following analytical solutions (Publica-

1https://github.com/jlintusaari/tb-model
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tion V, Eq. 2) for the balance values b1 and b2 of the infectious population sizes
of the non-compliant and compliant patients respectively:

b1 = p1βδ2

δ1δ2 − p1α1δ2 − p2α2δ1
(4.1)

b2 = b1(δ1 − p1α1)− p1β

p1α2
,

where β is the burden rate, αc the birth rate, δc the death rate of either the
non-compliant population (c = 1) or the compliant population (c = 2). Likewise,
p1 and p2 = (1− p1) denote the probabilities of being either non-compliant or
compliant to treatment.

The above solution is used in measuring when the process has reached its
balance state and the observation period can be started (Figure 4.1).
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Figure 4.1. A simulation showing sizes of compliant and non-compliant populations at the end

of each year. The dashed lines are the balance values. The population sizes fluctuate
around the balance values after the process has matured. Both populations have
surpassed their balance value at least once after 22 years. The observation period is
the green patch. The grey line shows the number of observations that would have
been collected within each year in the simulation. The number of observations from
the observation period together with the clustering structure of the observations are
used in the inference of the epidemiological parameters. Figure is from Publication
V.

4.3 Estimates with the new model

Priors are set over the burden rate β, reproductive numbers Rc =αc/δc, c ∈ {1,2},
and the net transmission rate t1 =α1 −δ1 of the non-compliant population. For
the compliant population the death rate is fixed to an estimate δ2 = 5.95 [45,
the total delay estimate] that can be transformed to a net transmission rate
via t2 = δ2(R2 −1). Based on the details in Small et al. [44] describing the San
Francisco Bay data, the probability of becoming observed was fixed to pobs = 0.8
and the probabilities of a new case being non-compliant or compliant were set to
p1 = 0.05 and p2 = 0.95 respectively.
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Figure 4.2 shows the acquired marginal posterior histograms and pairwise
posterior scatter plots for the different parameter pairs. The pairwise sample
clouds seem reasonably concentrated and are away from the edges of the axes.
The histograms and scatter plots look rather normally-shaped, the only minor
exception being the net transmission rate of the non-compliant population t1,
that demonstrates a slight tail towards high values. The approximate marginal
posterior plots therefore suggest that the proposed model is indeed identifiable
with the San Francisco dataset. Publication V provides an additional model
identifiability evaluation with the mean and median absolute errors (MAE
and MdAE) of the mean computed with 1000 synthetic observations from the
posterior, and the coverage property of Wegmann et al. [53] which tests if
the credible intervals have the correct coverage levels. Overall, the model
identifiability was found to be satisfactory without major deficits (see Publication
V for further details).

The acquired posterior means and credible intervals are listed in Table 4.1.
The reproductive numbers represent the average number of active infections
caused by a single infectious case. Note that this number does not include
infections that remain latent. These are instead indirectly captured via the
burden rate parameter β. We estimate that the reproductive number of the non-
compliant patients is R1 = 5.88 with the 95% confidence interval (CI) (3.68,8.16)
(Table 4.1). The estimate is nearly three-fold compared to the estimate of 2.10
in Aandahl et al. [1] with the same data, but without considering differences
between patient types. The reproductive value of compliant cases is estimated
to be R2 = 0.09 with a 95% CI (0.03,0.15).

Finally, the proposed model yields population size estimates for the number
of currently infectious patients as a by-product of the inference. For the San
Francisco Bay data, the median sizes were 11 and 48 for the non-compliant
and compliant populations respectively. These numbers of individuals currently
carrying an active disease is considerably smaller compared to the earlier as-
sumption of 10000 individuals.

Parameter Mean Median 95% CI2

R1 5.88 5.79 (3.68, 8.16)

t1 6.74 6.25 (1.57, 12.9)

R2 0.09 0.09 (0.03, 0.15)

β 192 192 (170, 216)

Table 4.1. Posterior summaries

2Credible interval is here the highest posterior density interval of the marginal posterior
distribution.
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In the previous chapter, we used ABC to infer the epidemiological parameters
of TB. In general, the ability to efficiently perform computational inferences
requires software tailored for the purpose. A rather common property in modern
MCMC and deep learning inference softwares, such as PyMC3 [40] or Tensor-
flow [2], is the utilization of graphs. The graph representation often provides an
intuitive way of visualizing the model and serves as a structure for algorithmic
manipulation of the model when running the inference. In this chapter, I will
review how graphs were used in these purposes in Publications I and IV, and
consequently, how the ABC inference in the previous chapter was modelled with
a graph.

5.1 Directed acyclic graphs and trees

Here I briefly define the graph structures appearing in this thesis. In the appli-
cations, the graph nodes and edges often have additional properties associated
with them, such as names or random variables. As an interesting side note, also
the disease transmission model Tanaka et al. [48] described in Chapter 2 has a
tree-based probabilistic interpretation [46].

Let G = (V ,E) denote a directed graph, where V = {1, . . . ,d} is the set of nodes in
the graph, and E a set of directed edges such that if (i, j) ∈ E, then G contains an
edge from node i to node j. In this case node i is a parent of j and consequently
node j is a child of i. Let pa( j) = {i ∈ V : (i, j) ∈ E} denote the parents of node j
and #pa( j) the parent set cardinality, i.e. number of parents of j.

We assume the following further constraints for the graph G. Edges from node
to self, e.g. (i, i) are not allowed. Also bidirectional edges are not allowed, that is,
if (i, j) ∈ E then ( j, i) ∉ E. Given these constraints, let a path from node v1 to node
vn be a sequence of nodes (v1,v2, . . . ,vn),vi ∈ V such that either (vk,vk+1) ∈ E
or (vk+1,vk) ∈ E for all k = 1, . . . ,n−1, and all nodes in the sequence except the
endpoints are required to be distinct. A directed path is a path that allows only
appropriately directed edges to connect the nodes, that is (vk,vk+1) ∈ E.

A rooted directed tree is a graph G that contains a root node r ∈V such that
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all other nodes i ∈ V \ {r} in the tree must be reachable from the root node by
exactly one path and the path must be directed. Essentially directed trees are
graphs that branch off from the root node, and regular nodes have only one
parent (Figure 5.1b). A node that has no child nodes is called a leaf node. From
now on we refer to rooted directed trees as simply trees.

A directed acyclic graph (DAG) is a directed graph G that does not contain
cycles (Figure 5.1a). This means that there does not exist a directed path from i
to i for any node i ∈V . A tree is also a DAG. DAGs have one or more topological
orderings of the nodes meaning that all parents of a node i appear before it
in the ordering. This property of a DAG is used for instance in computational
graphs, where the children require that all their parents are evaluated first (i.e.
the parent node values are computed prior to children).

1

2 3

4 5

(a) DAG

1

2 3

4 5

(b) Tree

Figure 5.1. Examples of a DAG (a) and a rooted directed tree (b). The path (1, 2, 3, 1) is allowed
in the DAG, because the path is not directed. The tree is not allowed to have two
incoming edges for node 3 as this would mean that two paths would exist to it from
the root node 1. Also node 4 needs to have a path from the root node.

5.2 Graphs for representing and learning dependency structures

Bayesian networks [34] are well-known probabilistic models where the depen-
dency structure of the random variables is represented with a directed acyclic
graph (DAG). Nodes in the DAG represent random variables and edges are used
to represent dependencies between these variables. Let G = (V ,E) denote a DAG,
and X j a random variable associated with a node j ∈ V . Let XA be the set of
random variables for the nodes A ⊆V .

A fundamental property of Bayesian networks is the directed local Markov
property stating that a variable X j is conditionally independent of its non-
descendants given its parental variables Xpa( j). This property gives rise to the
well-known factorization along a DAG [34],
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p(X1, . . . , Xd)=
d∏

j=1
p(X j | Xpa( j)), (5.1)

for any joint distribution p(Xi, . . . , Xd) that conforms to the dependency structure
encoded by the DAG. A traditional way to parametrize such a distribution is
by associating a conditional probability table (CPT) for each p(X j | Xpa( j)) in
Equation 5.1. The CPT lists the conditional probability densities (CPD) of X j

for every parental configuration xpa( j).
In Publication I we studied extensions to Bayesian networks that allow the

above CPTs themselves to have an inner structure. By this it is meant that
instead of having separate CPD of X j for different parental configurations xpa( j),
some xpa( j) are required to share the same CPD. In CPT this translates to the
probabilities being the same for these configurations (Figure 5.2). This both
reduces the number of parameters in the model compared to the corresponding
traditional Bayesian network, and allows a more granular dependency repre-
sentation. The sharing of CPD:s can be also characterized as an additional set
of independency statements that the conditional distributions p(X j | X pa( j)) in
Equation 5.1 have to fulfil. In Publication I we introduced the notion of partial
conditional independence (PCI) with an accompanying graph-based encoding for
Bayesian networks, called PCI-tree (Figure 5.2). These were a generalization of
context-specific independence (CSI) introduced in Boutilier et al. [11] with its
corresponding tree-based representation. These two could be in turn seen as
special cases of the more permissive CPT structure encoding by Chickering et al.
[14] utilizing decision graphs.

Figure 5.2 presents a simple Bayesian network (DAG) with an accompanying
PCI-tree representation for encoding the PCIs for node l, and the resulting CPT
of node l. In PCI-trees, the leaf nodes encode the discrete probabilities of the
CPD. An edge has a label that contains all the configurations of the associated
parent that must share a CPD. We can see that for node p in Figure 5.2, the
configurations w,v and s share a CPD. Had the node l more parents in the DAG,
they could be added as additional nodes in the PCI-tree to encode the different
parental configurations that share a CPD. For more examples and details, see
Publication I.

Here the tree representation provides both an intuitive visual representation
of the independence structure, and serves as the basis for the structure learning
algorithm. The inference algorithm in Publication I was designed such that it
learned the independence structure of the CPDs by greedily evolving the tree
representation by splitting and merging leaf nodes. These operations were such
that they always resulted to a valid graph of the given type (e.g. PCI-tree), thus
defining the way independence structures were searched for given the observed
data. The performance of these learned networks was tested with several
datasets and they demonstrated better out-of-sample predictive performance
with less parameters compared to traditional Bayesian networks in many cases.

In the next section we encode components in ABC as a graph and show that it
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Figure 5.2. A simplified illustration of the worker (w), visitor (v), spy (s) and executive (e)
example originally introduced in Geiger and Heckerman [23]. The figures represent
the probability of different kind of persons p arriving to a building with a limousine l.
This probability is the same for all types of persons except for the executives (e). The
independence of l from p is said to be partial and holding when p ∈ {w,v,s}, that is,
when the person is not an executive (e). Compared to traditional Baysian networks
the number of parameters is reduced from four to two in the CPT of node l.

provides both a visual representation of the inference problem, and a basis for
algorithmic automation of many tasks in performing ABC inferences.

5.3 Representing components in ABC in a graph

There are many components to ABC inference, including priors, simulators,
observed data, summaries, and distances. Such components can define for
instance how different quantities needed in ABC inference are formed. By
defining the relationship between such components, one can specify a stand-
alone ABC prescription for an ABC inference problem. DAGs are one way to
specify these relationships and I will next discuss why such a representation
is beneficial. From now on such a graph representation of ABC components is
called a likelihood-free inference (LFI) graph. The concept and implementation
of LFI graphs were introduced in Publication IV with a name ELFI graph.

ABC inference relies on the ability to repeatedly generate quantities of interest
such as parameter values θ, simulations y′, summaries t and distances d. Many
of the components producing these output are often specified by the user, for
instance the simulator. By modeling the relationships between these components,
the quantity generation process can be automated. DAGs are used both to
provide an intuitive visual representation and an ordering for the nodes. For
instance consider the LFI graph in Figure 5.3. In this graph nodes with names t1
and t2 represent parameters, SIM represents a simulator, S1 and S2 represent
two summary statistics and d represents a distance. In LFI graph the nodes
carry additional internal information that includes for example their type (e.g. a
parameter or a simulator) and the operation that is able to produce data from
the node (e.g. a computer function).

As an example of automation possible with LFI graphs, assume that the
parameters t1 and t2 in Figure 5.3 are assigned with prior distributions gener-
ating parameter values θ1 and θ2 respectively, SIM is assigned with a simulator
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function that takes θ1 and θ2 as inputs and produces simulation y′ as output,
nodes S1 and S2 are assigned with summary functions taking y′ as input and
producing summaries s1 and s2 as outputs respectively, and finally node d is
assigned with a distance function that takes s1 and s2 as inputs and produces a
distance d as output. By using the topological ordering of the DAG a computer
program can traverse the nodes in the LFI graph automatically in a proper order
and evaluate the corresponding functions. The full output of traversing this
graph one time would be a tuple (θ1,θ2, y′, s1, s2,d). Because of to the very few
assumption made in ABC, the algorithms can usually operate directly with such
tuples without having to know anything about for instance how the simulator
was specified. This in turn makes it possible to make an inference software
where the only input to an algorithm can be just the LFI graph. By processing
the LFI-graph, the algorithm can determine what node outputs to use and gener-
ate them automatically. As an example, the ABC Rejection sampling algorithm
introduced in Chapter 2 can be minimally formulated such that it only requires
parameter values and distances as inputs. In the example above this would
correspond to a subset (θ1,θ2,d) of the full tuple. Engine for Likelihood-Free
Inference (ELFI) introduced in Publication IV and discussed in the next chapter
implements such functionality bringing ABC inference closer to probabilistic
programming.

SIM

S1 S2

d

t1

t2

Figure 5.3. An example visualization of a simple LFI graph. The graph is a DAG consisting
of directed edges and nodes with user-specified names. In this graph nodes with
names t1 and t2 represent parameters, SIM represents a simulator, S1 and S2
represent two summary statistics and d represents a distance. The nodes carry
additional information, such as the type of the node and the function used to generate
outputs from the node (e.g. simulations or summary values). The edges represent
computational dependencies. For instance the simulator node SIM is dependent on
the parameter nodes t1 and t2, and the distance d is dependent on the summary
nodes S1 and S2. The gray background highlights nodes for which observed data is
available. For instance the observed data y corresponds in form to simulated data y′
produced by the function within the simulator node SIM.
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5.3.1 Visual representation

The visual representation of the LFI graph becomes especially useful when
working with more complex ABC tasks. Figure 5.4 shows the LFI-graph for the
transmission model discussed in Chapter 4 as visualized by ELFI. The nodes
in this graph represent the ABC components as specified by the authors. The
visualization provides a useful overview of all the components. For example the
graph explicitly shows how the rate parameters δ1, α1, α2 and β represented
by nodes d1, a1, a2 and burden respectively are first computed from the epi-
demiological parameters represented by nodes R1, t1 and R2 and then passed
to the simulator sim. The level of granularity in the graph is up to the user. For
instance, it would be possible to combine all the parameter transformations into
the simulator node without creating separate nodes for them.

The visualization also helps in remembering and locating different quantities
especially in large graphs. For instance consider the set of summaries in Figure
5.4 which are the children of the sim node. Notice that some of these nodes
have a gray background. One such node is called n_clusters and it computes
the number of clusters in the provided data y′. The gray color means that a
similar summary is available also for the observed data y (see also Figure 5.3).
By looking at the gray color we can then quickly locate all such nodes in the
graph. We also see that these nodes have edges to the distance node dist that
computes the distance between summaries from the observed and simulated
data. Furthermore we notice that some children of node sim have a white
background. Such nodes are used to record data that is not used in the inference.
For instance the node time records simulation times for book keeping. Such data
is however obviously not available for the observed data y.

In the next chapter we will consider in more detail how the ELFI software
implements a convenient user interface for creating and working with LFI
graphs, and how the implementation is used to streamline many tasks in ABC.
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n_c

a1

sim

t1

d1

burden

joint

m_obs R2

a2

n_oversized clusters

dist

obs_timesn_clusters n_obs

R1

n_nc timelargest

Figure 5.4. The LFI graph for to the model introduced in Publication V as implemented in ELFI
(Publication IV). The nodes are specified by the authors. Node joint is a joint parame-
ter node for the epidemiological parameters R1, R2 and t1. These parameters are
extracted from the joint into separate nodes R1, t1 and R2 respectively. The reason
for specifying a joint node was the ability to set a joint prior over the epidemiological
parameters that also considered the prior constraints. The rate parameters δ1, α1,
α2 and β are represented by nodes d1, a1, a2 and burden and are computed from the
epidemiological parameters. The grey node named sim is the disease transmission
simulator. It is dependent on the rate parameters. The nodes above the bottom row
are summaries and other quantities computed from the simulated data. These are in
the same order as in the graph: the size of the compliant subpopulation at the end of
simulation, the number of oversized clusters, the number of all clusters, the number
of observations (i.e. patients), the size of the largest cluster, a vector containing all
the cluster sizes, a vector of observation times of patients in the largest cluster, the
number of non-compliant patients at the end of simulation, and the total simulation
time. The node dist is the distance node. Note that some of the summaries described
in Publication V are computed inside the dist node.
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6. Accelerating ABC parameter
inference via modern software

In Publication IV we introduce a modern open-source software for ABC and
likelihood-free inference in general called Engine for Likelihood-free Inference
(ELFI). ELFI takes use of the LFI graph concept discussed in the previous
chapter to streamline many aspects of performing ABC inferences in practice.
Most importantly the use of LFI graphs allows one to separate the ABC inference
modelling from performing the inference which sets ELFI apart from other
similar ABC software and brings with it many benefits.

There exists multiple software for ABC inference [see e.g. 35]. ELFI belongs
to the subset of ABC softwares that are general purpose in the sense that they
handle everything from data simulation to inference, are not restricted to any
specific inference algorithm, approach or domain [e.g. 50, 30], and consequently
do not set software based constraints on the simulator implementation (e.g.
requiring the simulator implementation to be differentiable or specified with
some domain specific language). It should be noted that softwares targeted to
specific approaches or problem domains are often able to use optimizations that
provide performance gains in the corresponding cases but are not usable in the
general case. General purpose softwares on the other aim to perform well across
domains but can not usually take use of special optimizations.

ELFI provides a comprehensive set of standard features expected from a
modern general purpose ABC inference software, such as support for automated
cluster computing. These are discussed in the next section. The unique abilities
in ELFI following from its use of LFI graphs are discussed in the later sections
of this chapter.

6.1 Standard features in ELFI

This section considers some standard ABC inference software features in ELFI.
Many of these features are also available in the other general purpose ABC
software. A detailed comparison of these features between softwares can be
found from Publication IV.

ELFI supports automatic parallelization of computation from multiple cores
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up to a computational cluster. The parallelization, like many other features in
ELFI, is implemented through an interface. This makes ELFI agnostic about the
actual implementation and provides an easy way to extend ELFI with different
parallelization libraries. As the standard library for computational clusters,
ELFI supports ipyparallel1 that can be used with many different computational
cluster environments. Once the parallelization environment is set up, ELFI will
automatically take care of the actual parallelization of computations during the
inference.

ELFI supports advancing the inference step-by-step, which facilitates debug-
ging and enables real-time monitoring and early stopping of the inference. For
instance a Jupyter Notebook (http://jupyter.org/) can be used to to monitor the
progression of the inference using graphs in real time2. To our knowledge, this
ability is currently only available in ELFI.

ELFI also supports automatic storing of simulations, summaries and other
quantities of the inference. This can save a considerable amount of time when, for
instance, reusing the same simulations with different summaries, or evaluating
the identifiability of the model with synthetic observations. Note that the ability
to reuse stored data without corrupting the result is dependent on the inference
algorithm so care should be taken. The format of the data is a NumPy [52] array
enabling efficient array data processing and storing for Python.

Currently ELFI provides three inference algorithms designed for different
scenarios. The ABC Rejection sampling algorithm (see Chapter 2) handles cases
where the number of parameters is not very high and a large number of simu-
lations can be generated efficiently. It is also the most flexible in terms of data
reuse allowing e.g. a straightforward reuse of simulations when experiment-
ing with different summaries and distances. The sequential Monte Carlo ABC
[41, 7] and BOLFI [27] work better for more expensive simulators by iteratively
learning more efficient sampling strategies and reducing the number of total
simulations needed.

ELFI is written in Python3. As a scripting language, Python is convenient
for implementing custom functions and simulators for ABC inference. In some
situations, translating for instance an existing simulator to Python would not be
practical or a better runtime performance might be needed than what could be
achieved with Python. For these situations ELFI provides tools and examples of
how to incorporate simulators and other operations that are implemented with
other programming languages besides Python.

1https://github.com/ipython/ipyparallel
2https://github.com/jlintusaari/tb-model
3https://www.python.org/

48



Accelerating ABC parameter inference via modern software

6.2 ELFI graph

The main differentiating factor in ELFI to other ABC software is its use of LFI
graphs (Figure 5.3) which provides many interesting abilities unique to ELFI.
As discussed in the previous chapter, the LFI graph encodes the specification
of ABC components and their relations into a single self-contained entity. In
other words LFI graphs contain all the needed information (e.g. parameters
specifications and user-specified functions) to generate parameters, simulations,
summaries and distances which can then be used by the inference algorithms to
perform the inference. The LFI graph implementation in ELFI is called ELFI
graph. From now on we will use the term ELFI graph interchangeably with LFI
graph unless otherwise stated.

The principal benefit of ELFI graphs is that the ABC problem specification
becomes independent of the algorithm for performing the inference. This makes
it possible to pass the same ELFI graph to any available inference algorithm
without modifications (see Chapter 5 for more details). Many of the practical
benefits in ELFI follow from this separation of the modelling from the inference.
For instance, any node in the ELFI graph can easily be tested to produce proper
outputs in interaction with the other nodes.

ELFI provides an extensive syntax for manipulating the ELFI graph, which is
useful when experimenting with different prior, summary or distance choices.
The ELFI graph can be saved and shared with others. The outputs of any node
in the graph can be stored, which provides a flexible means to storing outputs.
The documentation provides practical examples of these features4.

ELFI makes very few restrictions for what nodes should be included in the
graph. For instance, in some cases summaries are not used at all, but instead
distances are computed directly from the observed data (see e.g. Publication
II). The network structure makes experimenting with different structures con-
venient and encapsulates the implementation away from the inference method
(see Chapter 5 for details). It is even possible to divide the simulator to multiple
nodes or the ELFI graph can contain multiple separate simulators without the
inference method implementation having to explicitly support such cases.

6.3 Example inference with ELFI

In this section we will show an example of how to build an ELFI graph and run
inference for it using Rejection sampling. Concrete reproducible examples can
be found from the documentation.

First the user needs to define the function (in code) at least for the simulator.
Often summaries, distances and other types of nodes require user provided
functions as well. The code in Figure 6.1 starts with the definitions of the
simulator function and the summary function which are implemented by the

4https://elfi.readthedocs.io/en/latest/
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# Define the simulator, the summary and the observed data

def simulator(t1, t2, batch_size=1, random_state=None):

# Implementation comes here. Return ‘batch_size‘

# simulations wrapped to a NumPy array.

def summary(data, argument=0):

# Implementation comes here...

y = # Observed data, as one element of a batch.

# Specify the ELFI graph

t1 = elfi.Prior(’uniform’, -2, 4)

t2 = elfi.Prior(’normal’, t1, 5) # depends on t1

SIM = elfi.Simulator(simulator, t1, t2, observed=y)

S1 = elfi.Summary(summary, SIM)

S2 = elfi.Summary(summary, SIM, 2)

d = elfi.Distance(’euclidean’, S1, S2)

# Run the rejection sampler

rej = elfi.Rejection(d, batch_size=10000)

result = rej.sample(1000, threshold=0.1)

SIM

S1 S2

d

t1

t2

Figure 6.1. Example of an ELFI graph and of running ABC rejection sampling in ELFI. The
observed data are given to the operation that produces corresponding output. Two
summaries are defined, where summary S2 is given an additional argument 2. Figure
is from Publication IV.

user. The simulator function needs to return data that is a NumPy array and
similar in form to the observed data y. The variable y holding the observed
data is specified after the functions. The signature of the simulator contains the
parameters t1 and t2 and ELFI specific parameters for simulators (batch_size
and random_state of which more details are given later).

Next the ELFI graph is constructed by using node constructors, such as
elfi.prior, elfi.simulator or elfi.summary, that take the operation (e.g. a function)
and the node’s parents as arguments. In the example in Figure 6.1, the first node
is a parameter node t1 with a uniform prior from −2 to 2. The prior constructor
automatically determines the actual function from the name of the distribution
when using common distributions. After the specification of the parameter t2,
the SIM node is defined with a user provided function “simulator” which was
defined in the beginning. Next the summaries are defined. Both use the same
user specified function called summary which was defined in the beginning, but
the other one is given an additional argument 2. This value is passed to the
summary function’s parameter argument in runtime.

Some of the node constructors also accept additional parameters. For instance,
the simulator node takes in the observed data as an argument. In the code
example in Figure 6.1, the observed data y are given to the SIM node. The logic
is that the node’s function will produce simulated data matching in form to the
provided observed data (i.e. similar sized NumPy array). Behind the scenes
ELFI will compute any subsequent summary values (children of the SIM that
are summaries) from the observed data automatically.
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Once the ELFI graph in Figure 6.1 is specified, one can infer the parameters
t1 and t2 by passing the ELFI graph to an inference algorithm. Here the
ELFI graph is passed to an ABC Rejection sampling algorithm object named
rej constructed with elfi.Rejection constructor. It is enough just to pass the
distance node d of the graph, the method automatically retrieves the whole
graph connected to this node and determines the parameters t1 and t2 to infer.
The second argument to elfi.Rejection is the batch_size. This value controls how
many outputs from the nodes are generated in a single evaluation (note the
corresponding parameter in the simulator function definition) and is used to
vectorize operations for performance reasons.

The inference is then started after calling the sample method of the rej object.
This method is given the number of posterior samples wanted (here 1000) and
the size of the threshold ε (here 0.1). The threshold governs if a proposed
parameter θ containing values for t1 and t2 becomes accepted in the ABC
Rejection sampling, which happens when the simulation using θ is less than ε

away from the observed data (see Figure 2.1).

6.4 Computation optimization and technical features in ELFI

This section considers briefly some important optimizations and technical design
choices in ELFI. Understanding fully the details in this section may require
some prior experience with scientific computing with Python.

Similar to many modern machine learning softwares, such as PyMC3 [40] or
Tensorflow [2], ELFI translates the ELFI graph representation to a computation
graph (also known as a data-flow graph) for actual computation of the quantities
represented by the ELFI graph. The computation graph differs from the ELFI
graph in that each node is contains only either a value or a function. Instead of
using the ELFI graph directly, the computation graph is then used internally
to compute outputs (see also Chapter 5). Figure 6.2 shows the compiled graph
for the ELFI graph in Figure 6.1 that produces outputs for the ABC Rejection
sampler.

Using a separate computation graph helps in organizing and optimizing the
computation of outputs. In compilation of the computation graph, the ELFI
graph structure is appended with other nodes that contain for instance random
states for pseudo random number generators, the batch size, additional function
arguments and a pipeline to process the observed data y (see the nodes beginning
with an underscore in Figure 6.2). Once the computation graph is formed no
additional logic is needed to produce the outputs – the program just needs to
traverse the nodes in the topological order of the DAG and execute the functions
in nodes that do not yet contain a value. The values of the parent nodes are
the inputs of that function. This process also ensures that with similar initial
values in the nodes (e.g. random states), the output is always the same. Some
algorithms also further manipulate the computation graph to produce additional
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_t1_e846

t1
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MA2

_MA2_observed
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_batch_size _random_state

S1

_S2_e3c8
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Figure 6.2. Computation graph for the ELFI graph in Figure 6.1. Each node contains either a
value or a function that returns a value when evaluated (e.g. a parameter value θ or
a simulation y′). The values of the parents of a node are the inputs of the function
returning the value. The nodes that begin with an underscore are added by ELFI
in the compilation of the computation graph. They hold values or functions such as
user specified arguments to functions, random states for pseudo random number
generators and batch sizes. The nodes on the right hand side ending with a string
“_observed” belong to the pipeline for processing the observed data y for the distance
node d. The observed data y in this case is located in the node _MA2_observed.
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values. For instance, the sequential Monte Carlo ABC algorithm modifies
the computation graph to include nodes for computing the density values of
the proposed parameter values which it needs in the inference. Regarding
optimization, in some cases only a subset of the full computation graph is needed
to be evaluated. In this case ELFI reduces the computation graph accordingly to
prevent executing functions in nodes whose outputs are not needed.

ELFI is designed to take benefit of vectorized NumPy [52] operations where
ever possible. For instance, the computation of summaries and distances from
the simulated data can often be accomplished efficiently in Python using vec-
torized NumPy [52] operations. Basically the vectorization means that if the
result of a single simulation is a vector, multiple simulations can be gathered to
a matrix (the rows being the individual simulations) and the summaries can be
computed for all the rows simultaneously by calling NumPy routines that are
internally implemented in the C language. Routines implemented in C are fast
in looping over the rows of the matrix and repeating the same operation (e.g.
computing a mean) to each row. This often provides tremendous computation
time saving compared to looping over the rows in pure Python. To benefit from
vectorization, ELFI provides a batch size parameter which specifies how many
values from the nodes are stacked together (e.g. how many rows there should
be in the matrix of simulations). The algorithms are designed to process the
outputs in batches and make it possible to achieve a near C level performance in
Python if the user provided functions are also properly vectorized (e.g. the simu-
lator). Even when using a Python simulator that cannot be properly vectorized,
this feature proves beneficial in cases when for instance summaries and dis-
tances are repeatedly computed for different synthetic data using precomputed
simulations.

6.5 Considerations and future work

As a publicly developed open-source software, the ELFI implementation is
developed further based on the needs and experiences from the current users
as it approaches its version 1.0. ELFI allows anyone to raise issues in its
development platform and provide code in form of pull requests. Many such
issues raised have helped in improving the usability and coherence of the system
as a whole. Here I consider some aspects of the current implementation that
also provide ideas for future work.

From a personal experience of using ELFI when developing the disease out-
break model (Publication V) the ability to reuse simulations with different
summaries and distances proved to be especially useful. The ELFI graph system
allowed for an easy way to experiment with different choices without changing
other parts of the code in any way. This is a benefit of the separation of modelling
from the inference.

The vectorization strategy of ELFI (see Section 6.4) also proved to work very
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efficiently in this case. When the whole inference was run in the computational
cluster the first time, the expensive simulations could be stored. This made it
possible to change summaries and distances and efficiently run the subsequent
inferences in a local computer using the stored simulations even when their
number was counted in millions. This was also true when computing the error
estimates using 1000 different synthetic observations. Due to the automatic
handling of parallelization in ELFI, changing the parallelization method from
cluster to local also did not incur changes to other parts of the code.

While potentially providing significant speed improvements, the vectorization
strategy of ELFI has been found to be challenging to grasp for some users
especially if they have little prior experience with scientific programming in
Python. An intuitive way of writing a simulator is to assume that the simulator
function receives parameter values for which it produces a single simulation.
Writing vectorized simulators that instead receive a vector of parameter values
each of which they should produce a simulation for and return them wrapped in a
NumPy array has caused some confusion. In retrospective a better design choice
for newcomers would have been to not use vectorization by default (as specified
by the batch size parameter), but that it could be enabled when additional
performance is needed. Also some algorithms do not benefit from vectorization
in which cases implementing a vectorized simulator would not even bring any
additional value.

The set of algorithms available in the inference software can affect which
software to use. For instance the well known ABC-MCMC [33] algorithm is cur-
rently not available in ELFI and could be beneficial in some applications where
one needs to use improper diffuse priors. This is also an example of an algorithm
that would not benefit from vectorization. ELFI on the other hand offers the
BOLFI algorithm which has recently been shown to accelerate likelihood-free
inference up to several orders of magnitude by surrogate-modelling the distance
[27] and is not currently available in the other general purpose ABC softwares.

The separation of modelling from the inference is a fundamental property in
many successful inference softwares such as PyMC3 [40] and Tensorflow [2]
in Bayesian modelling and deep learning. One reason is in their ease of use
that makes implementing inferences faster and enables non-experts to use the
software as well. It seems important to bring similar abilities to ABC softwares
too to increase their usability and adaptation. Here ELFI provides the first
general way of doing so with the help of the ELFI graph concept. Further
automation in choosing the algorithm or its parameters automatically would
greatly enhance the user experience in such software. In the future it would
also be important to smooth out barriers for newcomers so that users will feel at
home when starting to use the software.

54



7. Discussion

The major topic in this thesis has been the relatively recent approach in approxi-
mate computational inference called approximate Bayesian Computation (ABC).
ABC uses simulator models in inference and proposes solving the computational
challenges via a principled approximation of the posterior which is defined with
the help of a distance function and a threshold. A likelihood point of view of
the approximation is presented following Publication III. This view provides
intuition on why and when an approximation defined with a distance function
and a threshold is well established. As an example, when the model probability
density function is continuous, the ABC approximation is a natural way to
approximate the likelihood.

I also considered model identifiability in ABC inference and demonstrated the
trade-off between the Monte Carlo error and approximation bias with the help
of the disease transmission model [48]. The transmission model was found to
contain a good balance of simplicity and complexity, such that many ABC related
concepts could be effectively demonstrated in a meaningful way, for instance
the bias. We demonstrated that with a good ABC approximation we achieve
better results in the given computational time than with the corresponding exact
method. In Publication II we also proposed using a likelihood approximation to
analyse identifiability of models in ABC inferences. The benefit of the likelihood
approximation is that it is explicit in showing the influence of the data in the
posterior. In case of the disease transmission model, it clearly showed how
the transmission model is uninformative for the reproductive number R when
both the transmission rate and the death rate parameters are unknown. This
was demonstrated with the San Francisco tuberculosis data [44]. Furthermore,
a clear connection between the assumed population size m and the acquired
estimate for the reproductive number R was identified, requiring the former to
be well established to provide the basis for the estimation of R.

The transmission model is of wider general interest due to comparable data
existing for many different kinds of pathogens as mentioned in Publication II. To
account for the aforementioned issues with the original model, we introduced an
improved model in Publication V that develops the transmission model towards
a more accurate representation of the actual epidemiological process. As a result,
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the new model was found to be identifiable for the San Francisco tuberculosis
data [44] and provided new estimates for the reproductive value and the under-
lying infectious population size m in San Francisco during the data collection
period. Importantly the infectious population size estimate in the proposed
model is based on the data and literature based model parameter estimates and
was orders of magnitude smaller compared to earlier assumptions, which seems
more realistic in light of epidemiological knowledge about tuberculosis. The
estimate for the reproductive value in case of non-compliant patients was also
nearly three-fold compared to earlier estimates with the same data that did not
consider heterogeneity in the transmission process.

The latter part of the thesis deals with modelling computational inference
problems by using graphs, and how to benefit from the graph representations
also in the algorithmic level. We presented an extension to Bayesian networks
in Publication I with an accompanying tree representation for encoding more
granular independency structures within Baysian networks. Furthermore, a
structure learning algorithm was introduced that took use of the tree represen-
tation, and was demonstrated to be able to find graph structures that had better
out-of-sample predictive properties compared to traditional Bayesian networks
in many cases.

In some sense the combining work of this thesis is the introduction of the
modern ABC framework called ELFI, which provides an effective software for
developing and testing ABC models and running ABC inferences. The biggest
differentiating factor in ELFI is its use of ELFI graphs which allows the sep-
aration of modelling the ABC inference from performing the inference. The
ELFI graph allows one to specify the ABC components and their relationships
independently of the algorithm where the model is to be used. The new transmis-
sion model mentioned above was fully implemented using ELFI, and its code is
published and allows a replication of the study with the same or any comparable
dataset. ELFI contains many important features for ABC such as distributed
parallelization of the computations and data reuse out of the box.

Overall, ABC is a rather general approach to inference applicable to many
different domains where simulators can be used to model the phenomenon. It
is flexible in how models can be constructed. This was found to be beneficial in
developing the new transmission model that had to more accurately take into
account the epidemiology of tuberculosis. ELFI provided a good basis for testing
different summary statistics and efficiently evaluating the identifiability of the
proposed model. It is hoped that ELFI can serve in this role for a more wider
adaptation of ABC methods in the future.
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