
 a
ni

e
R 

s
et

r
o

C 
o

ga
it

na
S

 y
rt

e
m

od
O 

la
us

i
V 

d
na

 l
ai

tr
e

nI
 r

of
 s

d
oh

te
M 

d
na

 s
l

ed
o

M
 y

ti
sr

ev
i

n
U 

otl
a

A

 1202

 ecneicS retupmoC fo tnemtrapeD

rofsdohteMdnasledoM
lausiVdnalaitrenI

yrtemodO

anieRsetroCogaitnaS

LAROTCOD
SNOITATRESSID



 seires noitacilbup ytisrevinU otlaA
SNOITATRESSID LAROTCOD  441 /  1202

dna laitrenI rof sdohteM dna sledoM  
 yrtemodO lausiV

 anieR setroC ogaitnaS

fo rotcoD fo eerged eht rof detelpmoc noitatressid larotcod A  
eht fo noissimrep eht htiw ,dednefed eb ot )ygolonhceT( ecneicS  

aiv dleh noitanimaxe cilbup a ta ,ecneicS fo loohcS ytisrevinU otlaA  
 .00:31 ta 1202 rebmevoN 11 no ygolonhcet etomer

 ytisrevinU otlaA
 ecneicS fo loohcS

 ecneicS retupmoC fo tnemtrapeD



Printed matter
4041-0619

N
O

R
DIC

 SWAN ECOLAB
E

L

Printed matter
1234 5678

 srosseforp gnisivrepuS
 dnalniF ,ytisrevinU otlaA ,alannaK ohuJ rosseforP

 dnalniF ,ytisrevinU otlaA ,niloS onrA rosseforP
 

 srenimaxe yranimilerP
 adanaC ,ytisrevinU resarF nomiS ,awakuruF akatusaY rosseforP

 .nedewS ,ytisrevinU gnipökniL ,gokS caasI rosseforP
 

 tnenoppO
 KU ,dniMpeeD ,hcsölB leahciM rotcoD

 seires noitacilbup ytisrevinU otlaA
SNOITATRESSID LAROTCOD  441 /  1202

 
 © 1202   anieR setroC ogaitnaS

 
 NBSI 8-6550-46-259-879  )detnirp( 
 NBSI 5-7550-46-259-879  )fdp( 
 NSSI 4394-9971  )detnirp( 
 NSSI 2494-9971  )fdp( 

:NBSI:NRU/if.nru//:ptth  5-7550-46-259-879
 

 yO aifarginU
 iknisleH  1202

 
 dnalniF

 



 tcartsbA
  otlaA 67000-IF ,00011 xoB .O.P ,ytisrevinU otlaA  if.otlaa.www

 rohtuA
 anieR setroC ogaitnaS

 noitatressid larotcod eht fo emaN
 yrtemodO lausiV dna laitrenI rof sdohteM dna sledoM

 rehsilbuP  ecneicS fo loohcS

 tinU  ecneicS retupmoC fo tnemtrapeD

 seireS seires noitacilbup ytisrevinU otlaA  SNOITATRESSID LAROTCOD  441 /  1202

 hcraeser fo dleiF  noisuf rosneS

 dettimbus tpircsunaM  1202 enuJ 22  ecnefed eht fo etaD  1202 rebmevoN 11

 )etad( detnarg ecnefed cilbup rof noissimreP  1202 enuJ 03  egaugnaL  hsilgnE

 hpargonoM  noitatressid elcitrA  noitatressid yassE

 tcartsbA
evah seitilibapac dna ecneserp riehT .efil nredom yadyreve fo trap a emoceb evah senohptramS  
morf yaw a dnfi ot woh ,noitagivan si meht gnomA .demrofrep era sksat fo tol a yaw eht degnahc  

nehw gninnalp htap dna noitazilacol ysae rof swolla noitagivan desab-etilletaS .rehtona ot tniop eno  
.gnippam lacol dna ytilaer detnemgua si ytilibapac tnecer rehtonA .nepo eht ni sroodtuo gnilevart  
segnellahC .devlos ylbailer neeb ton evah gnippam dna noitagivan roodni elacs-muidem ,revewoH  
hcihw serutaef lausiv dna langis etilletas elbailernu na yb deziretcarahc era stnemnorivne eseht ni  

 .detisiver ton ro elbazingocer ylisae ton era
ehT .gninokcer daed nairtsedep rof noitagivan laitreni-lausiv dna laitreni no desucof si siseht sihT  

htiw dengised lla era siseht siht ni desoporp skramhcneb dna ,stesatad ,smhtirogla ,smetsys  
luferac taht si siseht eht fo tnemetats lartnec ehT .dnim ni snairtsedep dna senohptrams  

fo ytilauq eht dna ,noitom nairtsedep fo scitsiretcarahc eht ,secruos ytniatrecnu fo noitaredisnoc  
htgnel-muidem revo yrtemodo elbailer secudorp taht metsys a rof swolla slangis elbaliava eht  

 .noitom nairtsedep fo secneuqes
eruP .yrtemodo laitreni-lausiv dna laitreni ,siseht siht ni derolpxe era seitiladom rosnes owT  

elpitluM .esop eht fo etamitse elbailer a peek ot slangis yratnemelpmoc no seiler yrtemodo laitreni  
laitreni-lausiV .siseht siht ni derolpxe era slangis yratnemelpmoc eseht ezilitu ot sehcaorppa  
eht morf stnemerusaem ehT .dnim ni ycneicfife lanoitatupmoc htiw dehcaorppa si yrtemodo  

laitreni yb nevird ledom ecaps etats a gnisu detargetni era srosnes laitreni eht dna aremac  
enilno yratnemelpmoc dna noitamrofni aremac fo esu tneicfife rof wolla ot si sihT .yrtemodo  

esu fo dnik eht fo elpmas evitatneserper a si hcihw tesatad a secudortni osla siseht sihT .gnissecorp  
ot seitiladom htob ni desu si tesatad sihT .smetsys elbaliava tsom rof citamelborp era taht sesac  

 .gninokcer daed nairtsedep ni stluser kramhcneb dna etaulave ,niart
taht swohs siseht sihT .atad dna smhtirogla desoporp eht era siseht siht fo snoitubirtnoc niam ehT  

ot desu eb nac noitamitse etats ot sehcaorppa elpitlum dna noitamrofni fo seitiladom elpitlum  
peed dna noitamitse naiseyaB laitneuqes fo esu yratnemelpmoc ehT .rehto hcae tnemelpmoc  

ti no evorpmi ot seitinutroppo ynam dna ,ytinummoc eht yb rehtruf derolpxe neeb sah gninrael  
 .derevocsid eb ot llits era

 sdrowyeK  .retliF namlaK ,UMI ,gninokceR daeD ,yrtemodO

 )detnirp( NBSI  8-6550-46-259-879  )fdp( NBSI  5-7550-46-259-879

 )detnirp( NSSI  4394-9971  )fdp( NSSI  2494-9971

 rehsilbup fo noitacoL  iknisleH  gnitnirp fo noitacoL  iknisleH  raeY  1202

 segaP  621  nru :NBSI:NRU/fi.nru//:ptth  5-7550-46-259-879





Preface

The work presented in this thesis has been performed at the Department
of Computer Science at Aalto University between the summer of 2017 and
the winter of 2020 under the supervision of Juho Kannala and Arno Solin.
It was performed while I was part of the Computer Vision Group at Aalto
University.

I would like to thank Professor Juho Kannala for the support and trust
given during the project. I also extend sincere thanks to Professor Arno
Solin. His constant advice and mentorship were invaluable. I would also
like to thank Professor Yasutaka Furukawa and Professor Isaac Skog for
their invaluable advice in their roles as pre-examiners.

The collaborative nature of research has connected me to several out-
standing individuals, all of whom have my appreciation and gratitude.
Among them I think it is worth mentioning Iaroslav Melekhov, Esa Rahtu,
and Yuxin Hou since they had a direct impact on my research output. The
work environment in Aalto played an integral role in this project. I thank
Zakaria Laskar and Iaroslav Melekhov for many fruitful discussions, foot-
ball games, and tennis lessons. Finally, I would like to thank my family;my
parents and my wife Kristen for supporting me, my brother Camilo for
always being there, and Leo an Ida for all the adventures. Special mention
to Clark and Bruce for whom this is all for.

Helsinki, October 5, 2021,

Santiago Cortés Reina

1





Contents

Preface 1

Contents 3

List of Publications 5

Author’s Contribution 7

1. Introduction 9
1.1 Overview of the Thesis . . . . . . . . . . . . . . . . . . . . . . . 11
1.2 Scope of the Thesis . . . . . . . . . . . . . . . . . . . . . . . . . 12
1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
1.4 Outline of the Thesis . . . . . . . . . . . . . . . . . . . . . . . . 13

2. Inertial Odometry on Smartphones 15
2.1 Inertial Navigation Systems . . . . . . . . . . . . . . . . . . . 16
2.2 Non-linear Estimation . . . . . . . . . . . . . . . . . . . . . . . 17
2.3 Inertial Navigation Dynamical Model . . . . . . . . . . . . . 19
2.4 Complementary Information Sources . . . . . . . . . . . . . 20
2.5 Iterative Estimation . . . . . . . . . . . . . . . . . . . . . . . . 23

3. Visual-Inertial Methods 25
3.1 Visual Odometry . . . . . . . . . . . . . . . . . . . . . . . . . . 25
3.2 Visual-Inertial Odometry . . . . . . . . . . . . . . . . . . . . . 28
3.3 Performance Evaluation . . . . . . . . . . . . . . . . . . . . . . 31
3.4 Gyroscope-Aided Camera Calibration . . . . . . . . . . . . . 34

4. Summary and Discussion 37

5. Conclusions 41

References 43

Publications 51

3





List of Publications

This thesis consists of an overview and of the following publications which
are referred to in the text by their Roman numerals.

I Arno Solin, Santiago Cortés, Esa Rahtu, and Juho Kannala. Inertial
odometry on handheld smartphones. In Proceedings of the International
Conference on Information Fusion (FUSION), pages 1–5, Cambridge, UK,
July 2018.

II Santiago Cortés, Yuxin Hou, Juho Kannala, and Arno Solin. Iterative
path reconstruction for large-scale inertial navigation on smartphones.
In Proceedings of the International Conference on Information Fusion
(FUSION), Ottawa, Canada, July 2019.

III Santiago Cortés, Arno Solin, and Juho Kannala. Deep learning based
speed estimation for constraining strapdown inertial navigation on smart-
phones. In IEEE International Workshop on Machine Learning for Signal
Processing (MLSP), pages 1–6, Aalborg, Denmark, September 2018.

IV Arno Solin, Santiago Cortés, Esa Rahtu, and Juho Kannala. PIVO:
Probabilistic inertial-visual odometry for occlusion-robust navigation. In
IEEE Winter Conference on Applications of Computer Vision (WACV),
pages 616–625, Lake Tahoe, NV, March 2018.

V Santiago Cortés, Arno Solin, Esa Rahtu, and Juho Kannala. ADVIO:
An authentic dataset for visual-inertial odometry. In Proceedings of
European Conference on Computer Vision (ECCV), Lecture Notes in
Computer Science, 11214:425–440. Munich, Germany, September 2018.

VI Santiago Cortés, Arno Solin, and Juho Kannala. Robust gyroscope-
aided camera self-calibration. In Proceedings of the International Confer-

5



List of Publications

ence on Information Fusion (FUSION), pages 772–779. Cambridge, UK,
July 2018.

6



Author’s Contribution

Publication I: “Inertial odometry on handheld smartphones”

Solin had the original idea and designed the methods. Cortés collected the
data and ran the experiments. Solin and Cortés had the main responsi-
bility of writing the article, while Rahtu and Kannala contributed to the
background and proposed suggestions to the manuscript.

Publication II: “Iterative path reconstruction for large-scale inertial
navigation on smartphones”

Cortés had the main responsibility in writing the article, designing the
method, and running the experiments. Hou helped in running the experi-
ments. Solin and Kannala contributed to writing the article.

Publication III: “Deep learning based speed estimation for
constraining strapdown inertial navigation on smartphones”

Cortés had the main responsibility in writing the article, designing the
method, and running the experiments. Solin and Kannala contributed to
writing the article.

Publication IV: “PIVO: Probabilistic inertial-visual odometry for
occlusion-robust navigation”

Solin had the original idea and designed the methods. Cortés collected the
data and ran the experiments. Solin and Cortés had the main responsi-
bility of writing the article, while Rahtu and Kannala contributed to the

7



Author’s Contribution

background and proposed suggestions to the manuscript.

Publication V: “ADVIO: An authentic dataset for visual-inertial
odometry”

The paper was written jointly by Cortés, Solin, Rahtu and Kannala. Cortés
designed the data collection protocol. The data collection applications were
written by Cortés and Solin. Cortés curated and prepared the data for
publication.

Publication VI: “Robust gyroscope-aided camera self-calibration”

Cortés had the main responsibility in writing the article, designing the
method, and running the experiments. Solin and Kannala contributed to
writing the article.

8



1. Introduction

Odometry, the problem of estimating motion over time, has had a pivotal
role in technical advancements throughout history. It has been linked with
navigation and mapping since the early days of the exploration of the Earth.
The methods, systems, technologies, and requirements have changed dras-
tically over the years. However, the odometry problem remains relevant,
and different approaches keep exploiting the latest innovations in technol-
ogy and science. This thesis will focus on two sets of sensors that have been
proven to be fundamental for many of the current solutions in odometry,
the inertial sensing unit and the camera.

It is physically impossible to measure the motion characteristics of an
inertial frame of reference if the sensing equipment is fixed to it. That is,
in a box that is moving in a straight line at a constant speed, it is impos-
sible to measure that speed. If the motion is non-inertial (i.e., involves
rotation and/or acceleration), the non-inertial motion characteristics can
be measured with an accelerometer for the acceleration and a gyroscope for
the rotation rate. The accelerometer and gyroscope are usually integrated
into an inertial measurement unit (IMU). These measurements can be
integrated to estimate relative speed and motion over time. This process is
called inertial odometry.

Inertial odometry has successfully been deployed in the aeronautic, mar-
itime, military, and aerospace applications. This makes sense since these
applications allow for high quality sensors, systems mounted on special
platforms (e.g., gimbals), and have more data sources (e.g., airspeed, GNSS,
water speed, control signals). In the consumer market, the use is much
more superfluous, and the quality of the sensing equipment reflects this
dichotomy. The goal of the navigation system on a missile is to deliver its
payload as accurately as possible, whereas the early smartphone IMU sys-
tem was there to flip the screen 90 degrees when tilted into portrait mode.
In recent years, the fast development of robotic systems and Augmented
Reality (AR) applications has driven a big jump in quality for the inertial
sensing equipment available to the masses.

The introducion of visual information via a camera in the odometry
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problem brings about a paradigm change. The scene is now part of the
estimation process and its characteristics greatly influence the quality
of the odometry. Visual odometry has a rich history of development in
robotics and unmanned vehicles. From an early stage, it has been included
in rovers designed to explore other planets. In the hand-held use case,
visual odometry has a mixed record. Early systems were theoretically
correct and worked in some very carefully crafted scenarios. By the time
the smartphone explosion happened, these visual odometry systems proved
not robust enough to be successfully deployed.

Inertial odometry and visual odometry complement each other very well.
Visual information can deal with the drift problem in inertial odometry
and inertial data can provide a scale and help bridge over bad visual data
portions. The fusion of the two modalities is called visual-inertial odometry
(VIO), and it has proven a very robust, efficient, and all around useful
method. These advantages are more prominent when lower quality sensors
are used.

Looking back in time, the solutions to the motion estimation problem
have evolved from counting steps and reading the stars to using complex
sensor systems and satellites, always using the best tools available at the
time. Positioning systems can be sorted in two complementary categories:
localization systems, which use a global frame of reference and external
sources of information to determine the position of the agent; and odometry
systems, which estimate the position and/or orientation of an agent relative
to a starting point usually with self-contained information sources. For
example, reading the stars or using a satellite positioning device is a
localization solution while counting steps or using inertial sensors is an
odometry solution. These two categories are not exclusive, most modern
solutions combine odometry and localization to provide the necessary
positioning information.

An inertial odometry system is a relative positioning device that uses
inertial sensors. In its simplest form, it is a system that measures ac-
celeration and rotation rate (defining parameters of an inertial frame of
reference) and estimates position, orientation, and velocity. The IMU can
be mounted on a gimbal that decouples the orientation of the platform and
the orientation of the IMU. This is used for large vehicles (e.g., ships or
planes) where space, cost, and maintenance requirements are superceded
by the need of robustness and overall performance. Inertial measurement
units are also mounted directly to the platform (known as strap-down
IMU). In this case, the orientations are not decoupled, and the system is
more susceptible to drift and errors. However, a strap-down IMU is much
smaller, cheaper and has virtually no hardware maintenance requirements.
For these reasons, these are deployed in most consumer grade products
that have inertial sensing capabilities as well as most modern robotics
platforms.

10
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Figure 1.1. Modern day smartphones feature a rich set of sensors, typically at least a
camera, an IMU (3 axis accelerometer and 3 axis gyroscope), a compass (3
axis magnetometer), a barometer and a GNSS receiver (GPS).

Modern smartphones are a special case. Originally, the purpose of the
IMU was to turn the screen from portrait to landscape mode when the
device was turned on its side. Since this is a relatively easy task, the IMUs
used were low grade, and as a consequence not suitable to odometry and
motion estimation. The resurgence of augmented reality and mixed reality
have introduced new positioning demands to phone manufacturers, and re-
cent smartphones have relatively high quality IMU units. This transition,
as well as the other sensing capabilities built into most smartphone units,
and the fact that most people carry their smartphones wherever they go
present an excellent opportunity for motion estimation with a plethora of
use cases.

1.1 Overview of the Thesis

This thesis presents a set of publications centered on the theme of pedes-
trian odometry. The publications encompass multiple sensor modalities
and estimation approaches to achieve precise motion estimation. The
initial model is presented in Publication I as well as multiple ad-hoc mea-
surements to achieve reasonable results. Publication II and Publication III
present refined versions of the ad-hoc measurements that enable more
unconstrained estimation. Publication IV and Publication VI show how
visual information can be introduced in such a model and how it greatly
increases performance. Finally, Publication V presents a dataset that
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Introduction

showcases the general problem of pedestrian odometry.

1.2 Scope of the Thesis

This thesis is focused on the sensors available in standard smartphones
and the scenes that these devices are usually traversing. The sensor layout
of a current standard smartphone is shown in Figure 1.1. The camera
captures a video of the scene, the IMU senses the inertial signals, GNSS
geo-locates the device receiving a signal from a satellite, the barometer
measures changes in altitude via air pressure, and the magnetometer
measures the magnetic field permeating the device. Every sensor has an
associated noise, which depends not only on the sensor construction but
also on the scene and the conditions of the device, such as temperature or
battery level. This noise is so significant that it has rendered all but the
simplest applications of motion tracking to be unfeasible. The quality of
the sensors has been steadily improving and will continue to do so, but
the careful handling of these uncertainties is key to a robust and efficient
motion estimation. This work is centered in the handling of uncertainty
and harnessing the redundancy in the sensors to maintain a coherent
model in an efficient manner.

1.3 Contributions

All publications and their corresponding software and data are available
in open access. The main contributions of the thesis are listed below.

In Publication I, it is shown that insightful and careful modeling of weak
signals allow pure inertial odometry to work in standard smartphones
under certain conditions. In particular, the process of online learning
dynamic biases, leveraging zero-velocity updates, and imposing pseudo-
measurements improves robustness. The system is applied in free walking,
wheeled motion, and used as a tool to measure room sizes.

In Publication II, GNSS based location is improved by using the IMU
data. The model in Publication I is used in an iterative fashion to inter-
polate the GNSS signal and obtain an accurate high frequency position
signal. This iterative scheme refines the sensor biases on a per capture
basis and is robust enough to cover long gaps in the GNSS signal.

In Publication III, a neural network is used to regress the speed and
increase the information richness of the pseudo speed measurement in
Publication I. The speed regression is proven to work under several motion
modes while being handheld. Some of these motion modes are the weak
points of modern estimation systems.

In Publication IV, the model in Publication I is extended to a full visual-
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inertial odometry system. By maintaining a strong emphasis on the inertial
odometry and using the visual information, the system is robust to bad
visual information and even full occlusions.

In Publication V, a challenging dataset is proposed. The dataset repre-
sents the use of smartphones in public spaces by pedestrians. It contains
the at the time state of the art odometry results from both commercial
applications and publicly available research results.

In Publication VI, a reduced version of the model in Publication I is used
to estimate camera parameters online. This allows camera calibration
with an unstructured scene and almost any motion.

1.4 Outline of the Thesis

This thesis is divided into an overview and an appendix. The original
articles are included in the appendix. In Chapter 2, a brief introduction to
general inertial odometry is presented. Then, a more detailed review of
previous work that focuses on the smartphone use-case is shown. In Chap-
ter 3, the related fields of visual odometry, visual simultaneous localization
and mapping (SLAM), and structure from motion (SFM) are introduced.
The more pertinent field of visual odometry is presented in detail. An
overview of the datasets and benchmarks is shown. In Chapter 4, the
publications are discussed in the context of the previous work. Finally in
Chapter 5, the possible future avenues and deployments are discussed.
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2. Inertial Odometry on Smartphones

An inertial navigation system (see Jekeli, 2001; Britting, 2010) is a relative
positioning device that uses inertial sensors, usually in the form of an IMU.
Odometry (odos way, route and metron measure) is the process of measur-
ing motion from a predefined starting point. In its simplest form, it is a
system that measures acceleration and rotation rate (defining parameters
of an inertial frame of reference) and estimates position, orientation, and
velocity. The IMU can be mounted on a stable platform that mechanically
decouples the orientation of the IMU from the orientation of the body,
simplifying the estimation. For example, during the nuclear race, the
advanced inertial reference sphere (AIRS) was developed. It is reported
to have a drift of less than 1.5x10−5 degrees per hour (Mackenzie, 1990).
This kind of setup has been used for relatively large platforms like ships,
planes, or missiles, where space, cost, and maintenance requirements are
overridden by the need of robustness and overall performance. IMUs can
also be mounted directly on the platform. These systems are often called
strap-down INS (Titterton and Weston, 2004). In this case, the orientation
is not decoupled, and the signals have a mixture of the signal of interest,
local platform movement, and noise. On the other hand, a strap-down IMU
is much smaller, cheaper, and has virtually no hardware maintenance re-
quirements. For these reasons, these are installed in most consumer-grade
products that have inertial sensing capabilities as well as most modern
robotics platforms.

Modern smartphones are a special case. Originally the main purpose of
the IMU was to turn the screen from portrait to landscape mode when the
device was turned on its side (Apple, 2007). Since this is a relatively easy
task, the IMUs used were low grade, and as a consequence not very suitable
for odometry and motion estimation. The resurgence of augmented reality
and mixed reality have introduced new positioning demands to phone
manufacturers and recent smartphones have relatively high quality IMU
units (Del Rosario et al., 2015). The modern sensing capabilities and the
fact that most people carry their smartphones wherever they go present an
excellent opportunity for motion estimation with a plethora of use cases.
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Inertial Odometry on Smartphones

Figure 2.1. IMUs provide high frequency observations of acceleration and rotation rate.
These signals can be used to infer movement. Ideally, IMU based motion
estimation should be independent of how the device is carried.

2.1 Inertial Navigation Systems

Inertial navigation systems (INS) use Newton’s laws of motion to estimate
the position and orientation of an agent given an initial state and the
inertial sensor signals. The naive interpretation is straightforward, ac-
celeration is the double derivative of position plus gravity, and rotation
rate is the single derivative of orientation (Jekeli, 2001; Britting, 2010).
However, this model has many drawbacks and is not very useful in prac-
tice. All sensors suffer from measurement errors and drift. Small errors in
orientation cause a huge divergence in position as the gravity vector leaks
into the position estimate (Sachs, 2010). For example, a 1° error in device
orientation causes a drift of approximately 2 meters in 5 seconds and up to
100 meters in 30 seconds.

The orientation of the device can be tracked in real time with relative ease
by using online estimation systems (Särkkä et al., 2015; Madgwick et al.,
2011; Renaudin and Combettes, 2014). Estimating the position is orders of
magnitude more challenging. The errors introduced by miss-orientation
of the gravity signal proved too big to be compensated without further
information sources or structured patterns (Sachs, 2010). The most power-
ful sources of information are global (or relative to a fixed point) position
measurements. These can be provided by GNSS (Farrell, 2008), beacons
(Lee et al., 2009), or visual positioning systems (VPS) (Hsieh, 2008). Struc-
tured patterns are specific to the platform. For example, there are detailed
physical models (Wahlström et al., 2018) of the motion of boats (Fossen
and Tristan, 2005), cars (Lawrence, 2012), and aircraft (Lawrence, 2012)
that constrain the estimation and allow for better performance. Pedestrian
odometry is a particularly challenging use-case. The human walking gait
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Small-
scale track
from IMU

Large-scale global
coordinate track

from GNSS

Figure 2.2. The GNSS signal provides a geo-location at a low frequency, the IMU can
be used to interpolate these measurements while being consistent with the
motion.

has a structure defined by the kinematics of human motion (Zatsiorsky
and Zaciorskij, 2002). Unlike for vehicles or robots, the kinematics of
walking are highly variable, not only between individuals, but also over
time for the same person (Dicharry, 2010) (see 2.3). This means that the
signals produced by an IMU contain a great amount of extra information
that, in the naive case, is not related to the odometry. Many workarounds
have been proposed to alleviate some of these issues. For example, foot
mounted sensors (Foxlin, 2005; Nilsson et al., 2013) provide a cyclic signal
with points of no movement also known as zero velocity updates (ZUPT)
(Skog et al., 2010). The survey by Harle (2013) covers several models
with different constrains for the particular application of pedestrian dead
reckoning (PDR). The Open Shoe project (Nilsson et al., 2013) integrated
software and hardware development to propose a very functional PDR
system. Their work has since then been expanded to include multiple user
and multiple sensor cases (Nilsson et al., 2014).

2.2 Non-linear Estimation

The mathematical model of an inertial navigation system is relatively
simple. However, there are many pitfalls in this interpretation. Integration
drift is present in all inertial navigation systems. On top of it, the dominant
signal in the acceleration sensor is gravity, and if gravity is not dealt with
completely, small leaks in the estimation cause big errors in the velocity
and even bigger errors in the position. The sequential estimation nature
of the problem makes these errors compound. Once the system is drifting,
the estimate quickly diverges.
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The model for INS is non-linear in both the dynamics and in the observa-
tions. Non-linear filtering methods (see Särkkä, 2013, for an overview) are
well suited to deal with these kind of systems under just a few assumptions.
Consider a non-linear state-space equation model of form

xk = fk(xk−1,εk), (2.1)

yk =hk(xk,γk), (2.2)

where xk ∈Rn is the state at time step tk, k = 1,2, . . ., yk ∈Rm is a measure-
ment, εk ∼N(0,Qk) is the Gaussian process noise, and γk ∼N(0,Rk) is the
Gaussian measurement noise. The dynamics and measurements are speci-
fied in terms of the dynamical model function fk(·) and the measurement
model function hk(·), both of which can depend on the time step k.

A well studied tool to deal with such models is the extended Kalman filter
(EKF, Bar-Shalom et al., 2001) which provides a means of approximating
the state distributions with Gaussians through first-order linearizations.
If information is to be transmitted back in time, a proven tool is the
extended Rauch–Tung–Striebel smoother (see Särkkä, 2013, for a detailed
presentation). In the fixed interval implementation, it produces the state
distributions p(xk | y1:N ) conditioned on the entire track of observations.

The extended Kalman filter (EKF, Jazwinski, 1970) provides a means of
approximating the state distributions p(x | y1:k) with Gaussians:

p(xk | y1:k)�N(xk |mk|k,Pk|k). (2.3)

In the EKF, these approximations are formed by first-order linearizations
of the non-linear functions. The extended Kalman filtering recursion can
be written as follows (see Särkkä, 2013, for a detailed presentation). The
dynamics are incorporated into the prediction step:

mk|k−1 = fk(mk−1|k−1,0),

Pk|k−1 =Fx(mk−1|k−1)Pk−1|k−1 FT
x (mk−1|k−1)+

Fε(mk−1|k−1)Qk FT
ε (mk−1|k−1),

(2.4)

where the dynamic model is evaluated with the outcome from the previous
step and zero noise, and Fx(·) denotes the Jacobian matrix of fk(·, ·) with
respect to x and Fε(·) with respect to the process noise ε.

Measurement data providing observations of the system state at given
time steps are combined with the model in the update step:

vk = yk −hk(mk|k−1),

Sk =Hx(mk|k−1)Pk|k−1 HT
x (mk|k−1)+Rk,

Kk =Pk|k−1 HT
x (mk|k−1)S−1

k ,

mk|k =mk|k−1 +Kk vk,

Pk|k = [I−Kk Hx(mk|k−1)]Pk|k−1 [I−Kk Hx(mk|k−1)]T+Kk Rk KT
k ,

(2.5)
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where Hx(·) denotes the Jacobian of the measurement model hk(·) with
respect to the state variables x. The slightly unorthodox form of the last
line is known as the Joseph’s formula (Bucy and Joseph, 2005), which both
numerically stabilizes updating the covariance and preserves symmetry.

The information obtained can be useful to refine already passed states.
This is known as a smoother. A simple smoother that accompanies the EKF
is the fixed-interval extended Kalman smoother of Rauch–Tung–Striebel
kind. If we denote the last available time step in the data as tn, the
RTS smoother result provides the following conditional state estimates
p(xk | y1:n) � N(xk | mk|n,Pk|n) conditioned on all the observed data in the
range t ∈ [t0, tn]. Note that the size of the interval is a design choice that
means how far back the information is allowed to travel.

The extended Rauch–Tung–Striebel smoothing pass can be written using
the filtering outcome as a preliminary step. The backward iteration is
started from the last filtering estimate (see, e.g., Särkkä, 2013, for detailed
presentation):

Gk =Pk|k FT
x (mk|k)P−1

k+1|k,

mk|n =mk|k +Gk [mk+1|n −mk+1|k],

Pk|n =Pk|k +Gk [Pk+1|n −Pk+1|k]GT
k ,

(2.6)

for time instances k = n,n−1, . . . ,1.

2.3 Inertial Navigation Dynamical Model

A design choice in an estimation scheme is the dynamical model. In Publi-
cation I, Publication II, Publication IV, and Publication VI the following
model is used.

The state variables describe the system state at any given time and are
defined by:

xk = (pk,vk,qk,ba
k,bω

k ,Ta
k), (2.7)

where pk ∈ R3 describes the position, vk ∈ R3 the velocity, and qk the ori-
entation unit quaternion at time step tk. The rest of the state describes
the biases in the IMU. These are the additive accelerometer and gyroscope
bias components, and Ta

k denotes the diagonal multiplicative scale error of
the accelerometer. The dynamical model in Equation (2.8) assumes that
integration of position yields velocity, and integration of velocity produces
acceleration. The update step is built assuming that the acceleration
and rotation rate are control signals with their measurement noise re-
placing the process noise. The dynamical model is derived from the 3D
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mechanization equations, and its state space representation is⎛
⎜⎜⎝

pk

vk

qk

⎞
⎟⎟⎠=

⎛
⎜⎜⎝

pk−1 +vk−1Δtk

vk−1 + [qk(ãk +εa
k)q�

k −g]Δtk

Ω[(ω̃k +εωk )Δtk]qk−1

⎞
⎟⎟⎠ , (2.8)

where the time step length is Δtk = tk − tk−1, the accelerometer input is
denoted by ãk, and the gyroscope input by ω̃k. Gravity g is a constant
vector. The quaternion rotation is denoted by the qk[·]q�

k notation, and
the quaternion rotation update is given by the function Ω :R3 →R4×4 (see
Titterton and Weston, 2004, for details). The process noise associated with
the inputs are modeled as identical and independently distributed (i.i.d.)
Gaussian noise. The Jacobians of Equation (2.8) can be constructed in
closed form. The IMU sensors suffer from misalignment and scale errors
added to white measurement noise. Inside the state space representation,
these errors are modeled as

ãk =Ta
k ak −ba

k,

ω̃k = ωk −bω
k ,

(2.9)

where the IMU sensor readings at tk are ak and ωk for accelerometer and
gyroscope, respectively. The additive biases are denoted by ba

k and bω
k .

The diagonal scale error matrix Ta
k accounts for miscalibrations in the

accelerometer scale. This models assumes perfect alignment between the
accelerometer and the gyroscope, and it also assumes no scale error in the
gyroscope. This is not the case in practice. However, the double integration
of the accelerometer signal makes its noise much more influential and, with
smartphone quality sensors, lessens the value of more detailed models.

The dynamic system defined by Equation (2.8) and Equation (2.9) are
exactly of the discrete time form of Equation (2.1). This IMU-driven
dynamical model is a starting point in Publication I, Publication II, Publi-
cation IV, and Publication VI. More details and discussion can be found in
Publication I.

2.4 Complementary Information Sources

Correct estimation of the biases ba, bω, and Ta in Equation (2.1) is not pos-
sible with the IMU signals as they are defined in Equation (2.5). Multiple
sources of information are used to estimate those biases and complement
the odometry estimation. They can be postulated as non-linear measure-
ment functions and thus integrated in the system as in Equation (2.2).
Additionally, if the requirement goes beyond odometry and an absolute
pose is required, some global position information is usually necessary
(GNSS, beacons, map matching, etc). When dealing with the task of global
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Figure 2.3. Pedestrian INS is most useful in indoor spaces where satellite navigation
starts to be unreliable. An example of a walking sequence going trough
several levels in a building, with multiple carrying modes.

or relative localization there are many available information sources and
sensing devices. Some of them are standard issue when dealing with mod-
ern smartphones, for example GNSS receiver, barometer, magnetometer,
and cameras. These can be used in several ways to measure motions
and monitor user activity (Anjum and Ilyas, 2013). Some sensors used
to be reserved for specialized tools, for example radar, lidar, echolocation,
radio beacons. Recently, the diversity of smartphone sensors has greatly
increased. In particular; fish-eye cameras, multiple camera systems, in-
frared cameras, and LIDAR are becoming more available to the average
consumer. This thesis is focused on the standard set of sensors available
in most devices. They are listed in Figure 1.1.

The magnetometer in most smartphones is a MEMS device that mea-
sures the intensity of the magnetic field in three orthogonal directions
(Geschke et al., 2001), which means measuring the intensity and direction
of the magnetic field at the sample point. Its most obvious use is to be a
compass or heading sensor. In smartphone based pedestrian navigation,
the magnetometer has one major purpose, to align the estimated track to
a global orientation frame. This is of vital importance when using multiple
captures as it places all collected maps in the same frame of reference.
However, the magnetic measurements are sensitive enough that local
variations in the field can be used to map a space (Kok and Solin, 2018).

The smartphone barometer is a MEMS device that measures the air
pressure in the device. The air pressure signal is used to estimate altitude
variations and correct satellite positioning. Multiple systems have been
proposed to estimate altitude (Liu et al., 2014) or floor level (Ye et al.,
2016) based on the barometer. Although the barometer has been used for
some standalone niche purposes (Wu et al., 2015), in modern systems it is
usually a corrective signal for positioning, see Publication I.

Satellite positioning has changed the way navigation and positioning
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Figure 2.4. Zero velocity updates (ZUPT) are a very powerful source of information. In
this example application from Publication I, frequent ZUPTs against the walls
of a room are enough to measure the length of the walls within 10 cm of the
actual length.

tasks are carried out (Hofmann-Wellenhof et al., 2007). It consists of
electronic receivers on the surface of the Earth that determine their geolo-
cation using radio signals transmitted from satellites in known orbits. The
general idea is referred to as global navigation satellite systems. The most
publicly used systems at the time of this thesis are: Global Positioning Sys-
tem (GPS) from the United States, Galileo from the European Union, the
Global Navigation System (GLONASS) from Russia, BeiDou Navigation
satellite system (BDS) from China, and more developing satellite systems
from other states and private companies. Satellite positioning is based on
synchronized clocks transmitted via line of sight radio signals. This means
that there must be a relative unobstructed view of the satellite from the
antenna. In practical terms, this makes GNSS well suited for outdoor use.
On the other hand, indoors and in the vicinity of large structures there
is a compromised line of sight. GNSS has well studied biases and errors
in these conditions that are usually taken into acount by increasing the
uncertainty of the position.

A beacon refer to any fixed location that the phone can interact with
and get positional information. The most commonly used channels in
smartphones are Wi-Fi (Rekimoto et al., 2007; Dhondge et al., 2014) and
Bluetooth (Zhu et al., 2015; Bohonos et al., 2007; Chawathe, 2008). They
could be placed in known locations, calibrated once placed, or their loca-
tions could be jointly estimated with the device. Wi-Fi beacons are used by
navigation services to complement the previously mentioned shortcomings
of GNSS, primarily indoors. However, their precise implementation is
obscured and most location services only provide one confidence value for
their hybrid localization.

All the previous sources of information rely on hardware. That is, there
is a dedicated sensor whose signal can be used to constrain the motion.
However, there is some higher level information and informative events
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Figure 2.5. Neural network based prediction of movement speed with a hand-held device.
The ground truth is estimated using visual-inertial odometry. The prediction
is performed only from the IMU signals. The ground truth has been manually
annotated to reflect the motion mode, blue for still, red for escalator and white
for walking. The motion mode annotation is used for illustration only.

that can be detected using the IMU.
A static device has a direct measurement of the gyroscope biases and a

combination of the accelerometer biases with the gravity signal. These are
very useful measurements and are usually implemented as zero velocity
updates. A zero velocity event is detected (e.g. Dickey and Fuller, 1979)
and then the filter is updated to reflect these lower order measurements.
Figures 2.4 and 2.3 show examples of odometry with location and ZUPT
updates. Recently, the popularization of deep learning has brought up a
new way to add information to the system. It has proven effective, although
more opaque to the user and designer. These systems use semantics and
soft estimates of the repeating patterns to constrain motion estimation
or to estimate motion altogether. See Chapter 4 for some recent work on
this topic. In Publication III it is shown how a window of IMU signals can
be used to regress the usually inaccessible instantaneous speed. It also
demonstrates how the correlation between more abstract information, the
motion mode, can inform the odometry system. This correlation can be
seen in Figure 2.5

2.5 Iterative Estimation

Bayesian filters that approximate non-linear functions, for example, the
EKF and its higher-order variants, have an associated linerization error.
Highly non-linear dynamics or measurements incur a high error. When
these errors are beyond what is deemed acceptable, relinearization around
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the updated state is known to alleviate some of this issues. This is known
as the Iterated Kalman Filter (IEKF). Bell and Cathey (1993) showed that
the IEKF is an application of the Gauss–Newton algorithm. The iteration
can be made over one step (local IEKF) or all steps (global IEKF).

The local IEKF has a wide range of implementations as its performance
is well studied for all kinds of applications. The global IEKF has more of
a restricted range of uses. In particular, it has been shown to work when
part of the state has identity dynamics, that is when a subset of the state
does not change in a statistically significant manner over the course of the
estimation. In Publication II, the global IEKF is used to complement INS
in GNSS denied conditions. It is shown that the iterative improvement of
the sensor biases are critical for a correct estimation of gaps in GNSS.

The idea with global iterated filtering passes is to improve the entire
track by transferring information over the state history. Once the state
estimation is performed for every time step forwards and backwards (fil-
ter and smoother). The desire is to improve the result by reducing the
linearization error. The global iterated extended Kalman filter (global
IEKF) scheme is given as follows: First choose a prior for the initial state
p(x0)�N(m0,P0). Then run the first iteration (i = 0), which means running
the EKF forward pass and the associated backward pass. Then run the
subsequent iterations (i) by modifying the initial state mean to agree with
the previous smoother pass, m0 ← m(i−1)

0|n , and re-run the filter–smoother
passes. This iteration is performed until convergence.

Global iterated schemes are useful when a subset of the state is time-
invariant (fixed or nearly fixed dynamics for some of the state variables)
and the dynamics are sensitive to linearization errors. In this case, the
bias parameters are invariant over a single capture, and the integration
of rotation rates into a unit quaternion are highly non-linear. This makes
GNSS-INS a great candidate for global IEKF improvement, and the re-
sults of Publication II show how the track improves even in large gaps
of positional information. The refinement of the track is visualized in
Figure 2.2.
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Images contain a lot of information about the environment in which they
were taken. A single image can describe a scene in terms of the objects
present and their visual qualities. Two images taken from different points
of view add depth information. In general, varied points of view of a single
scene or object provide rich geometric information. On the other hand, if
there is a good enough description of the scene (a map), images can be
used to estimate the position from which they were taken. These can be
approached as a joint problem known as simultaneous localization and
mapping (SLAM).

Estimating geometric structure from sequences of images is a well stud-
ied and broad field. Most methods fall under the umbrella term Structure
From Motion (SFM, Ullman, 1979). The goal of SFM is to estimate the
geometry of the environment based on images captured from different
points of view. SFM can have a supervising motion signal or be completely
based on the images themselves.

3.1 Visual Odometry

Visual Odometry (VO) is the process of estimating motion by analyzing
the data provided by an attached visual sensor, a camera. The camera is
attached to the agent, and the system must estimate its relative motion
based on the images (ego-motion). VO has historically complemented
classic actuator based odometry as one of many control signals. The visual
sensor setup can contain multiple cameras (e.g., stereo), active visual
sensors (e.g., Lidar, ToF) or a combination of those.

The single passive camera VO (monocular VO) problem has a particular
draw-back. The scale of the motion vectors is unobservable. This has
multiple implications. First, the resulting path has no defined scale and
must use other information to define one. Second, if the system loses track
of the path due to darkness or fast motion, the break in the estimation can
not be fixed, and the separate tracks can not be compared to one another.
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These issues make pure monocular VO very sensitive to the scene, the
motion, and the characteristics of the camera itself. As a consequence,
monocular VO is rarely used on its own and is usually part of a hybrid
method.

Stereo VO uses two (or more) cameras with a known geometric trans-
formation (baseline) between one another. These transformations define
the scale of the estimated motion. In other words, they define the distance
units. Stereo disparity is an indirect measure of depth (distance from the
sensor) and thus, a stereo set of cameras captures 3D information. The
depth information has an associated uncertainty that increases as the
feature’s distance to the camera grows with respect to the baseline. In
practice, this means that if the features are too far from the camera, the
problem degenerates into monocular VO.

The origin of VO can be traced to the 1960’s, when Stanford University
proposed building a lunar rover that could be controlled from Earth. In
1980, Moravec (1980) demonstrated correspondence based stereo naviga-
tion in a rover platform. This system found stereo correspondences and
used triangulation to estimate 3D location. Once the platform had moved,
the system could find the same 3D feature and estimate motion. Later in
the decade, Matthies and Shafer (1987) improved the technique by using a
3D Gaussian distribution to model the triangulation error. Even at this
early stage, there were quite a few different approaches and tools being
developed. Arun et al. (1987) proposed a least squares solution for 3D point
cloud alignment, Weng et al. (1992b) used an iterative optimal algorithm to
solve for motion and 3D structure, and Hallam (1983) used a Kalman filter
to estimate motion by modeling image noise as a Gaussian distribution.

During the late 1990’s and early 2000’s, major parts of the methodology
were improved and formalized. Multiple books summarized this progress
and formalized the foundation for modern feature based VO. In Hartley
and Zisserman (2004), the necessary geometry is summarized. Some
approaches to solve the multiple inverse problems that arise are also
shown. In Thrun et al. (2006), filter-based control and planning for robots
is presented. This includes the very influential Rao-Blackwellized particle
filter for localization and mapping.

There is a separate family of VO algorithms that do not rely on features.
They use the entire image, patches, or areas to accomplish the task. These
have multiple names but are usually referred to as appearance based
VO methods. Appearance VO methods optimize the photometric error in
the images themselves. This family of methods is usually more robust to
textureless areas and repeating patterns.

Optical flow based VO methods are of interest since they do not depend
on specific regions. They are also inspired by the way some insects navigate
the world (Srinivasan et al., 1991). Pioneering work in this field was done
by Clocksin (1978), Ullman (1979), and Prazdny (1980). These systems
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were restricted in the scene (single object, planar surfaces), motion (trans-
lation or rotation only), or both. The basic optical flow framework was
improved on by Adiv (1985) by computing motion separately for connected
partitions of the flow vector set and formulation motion hypotheses that
match all segments in a subset. Black and Anandan (1996) proposed a
statistical approach to deal with outliers and estimate motion. Kim et al.
(2005) proposed integrating previously published lighting models to main-
tain motion continuity in changes of illumination. These optical flow based
methods have been dubbed direct methods.

There is a conceptual separation in feature based VO. The so called front
end that deals with visual tracking and the back end that estimates the
position based on the tracks. These subsystems are conceptually separate
from each other, with the feature selection and tracking being independent
of the motion and the motion estimation being agnostic to the method used
to obtain features.

Feature detection, description, and matching are among the core prob-
lems of computer vision. They have been extensively studied as a building
block in many fundamental tasks (image stitching, stereo vision, SFM, and
SLAM).

Corner features are a classic low level interest point. They are described
as the intersection of two edges and how that is represented in the gradient
of the image. Two representative corner feature detectors are Harris
corners (Harris et al., 1988) and the Features from Accelerated Segment
Test (FAST, Rosten and Drummond, 2006).

Scale invariant methods, as their name suggest, are robust to changes
in scale in addition to translation and orientation. This makes them very
appropriate for localization algorithms where the distance between views
can not be guaranteed to be short. The most popular algorithms are Scale
Invariant Feature Transform (SIFT, Lowe, 2004) and the Speeded Up
Robust Features (SURF, Bay et al., 2006).

The Binary Robust Independent Elementary Features (BRIEF, Calonder
et al., 2010) is a feature description method built for fast description and
matching. It uses the features detected by any algorithm and builds a
binary descriptor. The similarity metric is the Hamming distance between
the binary codes. This makes BRIEF a very fast algorithm, but it has very
poor rotation invariance and this limits its range of applications. To tackle
this, Rublee et al. (2011) presented ORB (Oriented FAST and Rotated
BRIEF). This method harnesses the speed of BRIEF and improves its
rotation invariance.

The visual odometry (VO) problem is slightly different to the SFM prob-
lem. In VO, the structure of the scene is used to estimate motion, but
multiple views of the same scene are only connected if they are close to
each other in time. As a consequence, the odometry problem has no upper
bound on the error, and drift can accumulate for as long as the capture
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continues. This is an intrinsic and unavoidable problem of VO. Research is
focused on minimizing the error and finding ways to control the drift.

3.2 Visual-Inertial Odometry

Visual-inertial odometry refers to the fusion of the camera and inertial
signals in order to estimate motion. The IMU provides high frequency sig-
nals that, under the right constraints, can be used for accurate estimation.
Visual data provides short tracks of very accurate position data, which
if fused correctly yield a very robust track. The high frequency IMU can
be used to fill in the gaps in the visual track, or, on a different approach,
the position data provided by the camera can be used to constrain inertial
estimation.

The simplest integration of the data streams is where the signals are
loosely coupled. This means that the signals are processed separately, and
the resulting estimates are used to improve one another. For example,
image based odometry is used to estimate motion between sets of frames,
and then the resulting poses are refined and interpolated using the iner-
tial signal (Roumeliotis et al., 2002; Diel et al., 2005; Tardif et al., 2010;
Konolige et al., 2010). The reverse approach is also possible. The IMU
signal is processed to obtain either poses or relative rotations, and then the
visual information is used to complement the estimation (Oskiper et al.,
2007). Separate processing of the signals reduces the computational costs
but is under utilizing the available information. In particular, sensor bias
estimation can be performed with visual information, and inertial data
can be used to make the system more robust to outliers (Mourikis and
Roumeliotis, 2007).

Joint estimation of the pose is referred to as tightly coupled visual-inertial
odometry. This has the potential of achieving greater performance but uses
more computational resources. Similarly to visual odometry, the problem
can be approached as a non-linear minimization over a sliding window
(Dong-Si and Mourikis, 2011; Lupton and Sukkarieh, 2011; Leutenegger
et al., 2015) or as an online EKF based estimator (Mourikis and Roumelio-
tis, 2007).

Straightforward EKF based VIO is known as EKF-SLAM (Kelly and
Sukhatme, 2011; Kleinert and Schleith, 2010). There are many such
approaches, but they all have the camera pose and feature positions as
part of the state (Kim and Sukkarieh, 2007; Piniés et al., 2007; Jones and
Soatto, 2011). This approach, although theoretically sound, suffers from
high computational load. Its complexity has a cubic relationship with
the numbers of features. In feature dense scenes, EKF-SLAM has higher
computational load than minimization schemes (Strasdat et al., 2010).

In order to address the issues in EKF-SLAM, the multi-state constraint
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Figure 3.1. PIVO tracking on a smartphone (iPhone 6) starting from an office building
(1–2), through city streets (3–5), a shopping mall (6), and underground trans-
portation hub (7–8).

Kalman filter (MSCKF, Mourikis and Roumeliotis, 2007) was proposed.
The MSCKF approach has a sliding window of poses in the state and uses
the multi-view geometric characteristics of the features to constrain the
poses. The system’s complexity now grows linearly with the number of
features, and its accuracy and consistency are consistently better than
that of most EKF-SLAM systems (Li and Mourikis, 2013).

Going one step further, Publication IV bundles all interconnected un-
certainties in the state update, still integrating out the actual feature
position from the state. This keeps the linear dependency on the number of
features but enables a more certain distribution of the projected features.
The certainty allows statistical testing to more reliably remove outliers
and, in practice, use only a few very certain tracks for updating.

The visual update in Publication IV is presented as an extension to the
model in Publication I (see also Sections 2.1 and 2.2). In order to include
the multiview geometry constrains in the estimation, the state is extended
with a trail of poses. This process is known as state augmentation, a short
summary is presented below.

Once a new image is acquired, its timestamp is synchronized to the IMU
clock. The current camera pose given by the state variables π� = (p�,q�)
is augmented into the state by a linear Kalman update. First, the pose
trail propagation shifts the pose trail back, discards the oldest pose, and
establishes a prior for the current pose. As the state distributions are all
Gaussians, the shift is a linear Kalman update with the following dynamic
model

A� =

⎛
⎜⎜⎝

I19 0 0

0 0 0

0 I7(na−1) 0

⎞
⎟⎟⎠ (3.1)

and Q� = blkdiag(019,σ2
p I3,σ2

q I4,07(na−1)), where the prior variances for the
new pose position and orientation, σ2

p and σ2
q, are set large to keep the prior
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uninformative. Id denotes identity matrices with dimension d, 0 denotes a
zero matrix of the appropriate dimension to maintain the matrix.

Once the state is prepared, the latest pose is placed into the front of the
pose history trail. This is formalized as a Kalman update step with the
following linear measurement matrix function

H� =
(

I7 07×19 −I7 07×7(na−1)

)
(3.2)

and a measurement noise covariance R = σ2
� I very close to zero, repre-

senting the small residual error related to the misalignment of the sensor
and frame timestamps. Setting y� = 0, defines a Kalman update that
enforces the current pose to match the first augmented state slot π(1).
The length of the augmented pose trail na is a design parameter, it can
be tuned according to the available computing resources or the accuracy
requirements.

For feature tracking, the Shi–Tomasi Good features to track approach (Shi
and Tomasi, 1994) is used to determine strong corners in the image. These
features are tracked across frames by a pyramidal Lucas–Kanade tracker
(Lucas and Kanade, 1981; Bouguet, 2001). Lost features are replaced
by new features with some selection cost that ensures even distribution
across the image. The visual update is performed per tracked feature in
the current image, this implies linear computational complexity increase
as the number of features increases. The feature update for a given track
j of feature point pixel coordinates y( j) = (u1,v1,u2,v2, . . . ,um,vm) seen in m
past frames with augmented poses π(i) = (p(i),q(i)) still in the state (m ≤ na).

The full visual update represents any projection of an arbitrary feature
point coordinate to the observed image pixel coordinates:

y( j)
k =h( j)

k (x)+γk, γk ∼N(0,σ2
uv I2m), (3.3)

where σuv is the measurement noise standard deviation in pixel units.
In the following, the time index subscript k is dropped. The function
h is presented per frame i (i.e., for pixel pairs yi = (ui,vi) in y). In our
formulation, the feature global coordinate p( j)

∗ ∈R3 will be integrated out
in the final model, which differs from previous approaches. However, the
derivation of the model is made clearer by including the estimation of p( j)

∗ .
The measurement model takes the form

h( j,i)(x)= g
(
R(Cq(i)) (p( j)

∗ −Cp(i))
)
, (3.4)

where the rotation and translation in the global frame corresponds to
the camera extrinsics calculated from the device pose and known pose
offset between the IMU and camera coordinate frames (denoted by the
superscript ‘C’ in Equation (3.4)). The camera projection is modeled by a
standard perspective model g :R3 →R2 with radial and tangential distortion
(Heikkila and Silven, 1997) and calibrated off-line.
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To estimate the position p( j)
∗ of a tracked feature we employ a similar

approach as in (Mourikis and Roumeliotis, 2007), where the following
minimization problem is set up: θ∗ = argminθ

∑m
i=1 ‖ϕi(θ)‖, where we use

the inverse depth parametrization, θ = 1/pz(px, py,1), to avoid local minima
and improve numerical stability (Montiel et al., 2006). The target function
ϕi :R3 →R2 can be defined as follows on a per frame basis:

ϕi(θ)= ỹi −h−1
i,3

(
hi,1 hi,2

)T
, (3.5)

where the model is defined in terms of the state variables as

hi =Ci

(
θ1 θ2 1

)T
+θ3 ti, (3.6)

Ci =R(Cq(i))RT(Cq(1)), (3.7)

ti =R(Cq(i))
(
p(1) −p(i)), (3.8)

where feature pixel coordinates ỹi are undistorted from yi. In order to
solve the minimization problem, a Gauss–Newton minimization scheme is
employed:

θ(s+1) = θ(s) − (JT
ϕJϕ)TJT

ϕϕ(θ(s)), (3.9)

where Jϕ is the Jacobian of ϕ. The iteration is initialized by an intersection
estimate θ(0) calculated just from the first and last pose.

A major point of this section is that in order to do a precise EKF update
with the measurement model in Equation (3.3), the entire procedure de-
scribed after Equation (3.3) needs to be differentiated in order to derive
the closed-form Jacobian Hx :Rn →R2m×n. This includes differentiating the
entire Gauss–Newton scheme iterations with respect to all state variables.

When proposing a visual update, an extra step is added for robustness in
the presence of outlier feature tracks. The standard chi-squared innovation
test approach (see, e.g., Bar-Shalom et al., 2001) is used to reject tracks
whose divergence from the estimated pose would destabilize the model.
It takes into account both the predicted visual track and the estimate
uncertainty.

This methodology yields the probabilistic inertial-visual odometry (PIVO)
method. An example of PIVO in a challenging real-life pedestrian move-
ment estimation case is shown in Figure 3.1 with more details in Publica-
tion IV.

3.3 Performance Evaluation

Evaluating the performance of an odometry system is not straightforward.
Despite the recent surge of popularity for real time tracking, there is a
need for a good benchmark dataset that can drive the development of such
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(a) Path overlaid on office lobby (b) Tango point cloud

Floor 0 0.0 m

Floor 1 4.2 m

Floor 2 7.8 m

(c) Vertical view of the ground truth path

Figure 3.2. Multi-floor environments such as (a) were considered. The point cloud (b) and
escalator/elevator paths captured in the mall. The Tango track (red) in (b) has
similar shape as the ground truth in (c). Periodic locomotion can be seen in (c)
if zoomed in.

systems. A useful dataset must have the synchronized visual and inertial
data recorded from the kind of sensor that will most likely be used (con-
sumer grade smartphone). The test environment must be a representative
sample of the scenes commonly seen where Pedestrian Dead Reckoning
(PDR) is used. For example, indoor and outdoor spaces with difficult tran-
sitions, areas full of dynamic objects moving in different directions, and
challenging spaces with scarce and repetitive visual features. It must also
include different motion modes, like different gaits or different ways to
hold the device.

Visual odometry and SLAM have a few established datasets and bench-
marks (Smith et al., 2009; Cordts et al., 2016; Engel et al., 2016; Sturm
et al., 2012). However, they all have limitations. Some are recorded from
a vehicle, so the motion is more structured and predictable. Others are
recorded in a relatively busy environment full of easily distinguishable fea-
tures. Some datasets use custom hardware, for example fisheye lenses and
global shutter cameras, which places a limit on their application to PDR.
Engel et al. (2016) present an interesting dataset, but they only use the
beginning and end of the track as the ground truth. This approach is good
for testing proposed systems, but a detailed 6 DOF ground truth would
aid to find the shortcomings of such a system. The biggest shortcoming of
these datasets when testing PDR is the lack of synchronized inertial data.

Some datasets do have the inertial data available (Geiger et al., 2012;
Ceriani et al., 2009; Carlevaris-Bianco et al., 2015; Burri et al., 2016;
Pfrommer et al., 2017). Among them, the popular KITTI dataset (Geiger
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Google Pixel
(ARCore pose)

Google Tango
(raw pose, area learning pose, fisheye video, point cloud) Apple iPhone 6s

(ARKit pose)

Free hand-
held motion

Ground-truth
(6-DoF pose)

Raw sensor data:
• Video
• Accelerometer
• Gyroscope
• Magnetometer
• Barometer
• GNSS

Figure 3.3. The custom-built capture rig with a Google Pixel smartphone on the left, a
Google Tango device in the middle, and an Apple iPhone 6s on the right.

et al., 2012) is by far the most widely used. It contains videos recored from
multiple cameras mounted on a car as well as LIDAR, IMU, and GNSS
signals. The ground truth is obtained using a GNSS-IMU localization unit
with RTK correction signals. Despite its popularity, the KITTI dataset has
similar shortcomings to the older SLAM oriented datasets. The motion
is very structured, not only because of the platform, but also because
of the environment (city streets). The IMU data made public is only
provided at a capture rate of 10 Hz, which is not enough for modern
VIO systems. In a similar fashion, the Rawseeds (Ceriani et al., 2009)
and NCLT (Carlevaris-Bianco et al., 2015) datasets are recorded with
a wheeled ground vehicle, and both use high grade sensing equipment
(omnidirectional camera, industrial-grade IMU). These datasets are clearly
oriented to test localization and motion estimation in slow moving wheeled
vehicles which makes them not ideal for PDR.

The EuRoC dataset (Burri et al., 2016) has gained popularity in recent
years. It provides inertial and visual data captured onboard a micro aerial
vehicle (MAV) (Nikolic et al., 2014). The ground truth is recorded in two
different rooms which are equipped with external visual tracking systems
(laser tracking for the large room and motion capture for the small room).
This ground truth is very accurate and the dataset has proven very useful.
However the absence of dynamic objects and the lack of diverse scenes
limits its potential as a true test for potentially deployable PDR systems.

In PennCOSYVIO (Pfrommer et al., 2017), the data acquisition is per-
formed using a hand-held rig containing two Google Tango tablets, three
GoPro Hero 4 cameras, and a similar visual-inertial sensor unit as used in
EuRoC. The data is collected by walking a 150 meter path several times
at UPenn campus, and the ground-truth is obtained via optical markers
whose position and orientation is previously calibrated. These markers pro-
vide a robust ground truth with the compromise of a small predetermined
area.

Publication V presents a dataset (ADVIO) that showcases the actual
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issues with PDR. It aims to facilitate the development of visual-inertial
odometry and SLAM methods for smartphones and other mobile devices
with low-cost sensors (i.e. rolling-shutter cameras and MEMS based iner-
tial sensors). The raw sensor data is captured using a standard iPhone 6s
device and contains synchronized data streams from the following sensors:
RGB video camera, accelerometer, gyroscope, magnetometer, platform-
provided geographic coordinates, and barometer.

Multiple devices are rigidly attached, and their proprietary motion track-
ing is also recorded. The recorded tracks are produced from ARCore on
a Google Pixel device, Apple ARKit on the iPhone, and Tango odome-
try on a Google Tango tablet device. Two published methods, specifically
ROVIO (Blösch et al., 2015; Bloesch et al., 2017) and PIVO (Publication IV),
are run on the raw data from the iPhone. All tracks are aligned to a floor-
plan and synchronized in time. The capture rig is shown in Figure 3.3

The entire ADVIO dataset contains about 4.5 kilometres of unconstrained
hand-held movement in several locations both indoors and outdoors. The
datasets are collected in public spaces, conforming to the local legislation
regarding filming and publishing. The ground-truth is estimated by com-
bining the algorithm in Publication I with frequent manually determined
position fixes based on a precise floor plan. The flexibility of the ground
truth (only a third person view of the rig) makes the pipeline ideal for eval-
uating systems deployed in multiple environments with minimal overhead
before the capture.

3.4 Gyroscope-Aided Camera Calibration

Camera calibration is an essential part of most computer vision systems. It
provides a mathematical model to connect the 3D points in the space with
the 2D positions in the camera plane (Weng et al., 1992a). This problem
is usually tackled before any other algorithm is run. There are multiple
camera models suited for multiple camera types (Sturm and Ramalingam,
2011). Usually, calibration requires precise positional data or rich visual
information in the form of structured patterns that can be exploited by the
calibration procedure. These patterns can be natural (e.g., straight lines,
vanishing points. Wang et al., 1991; Caprile and Torre, 1990) or artificial
(e.g., checkerboard patterns or Apriltags. Wang et al., 2007; Wang and
Olson, 2016).

The theory of auto-calibration or self-calibration is that a moving cam-
era in a fixed scene has enough information to calibrate a mathematical
model that describes the optic system (for an overview, see Maybank and
Faugeras, 1992). Tracking features and imposing geometric constraints
has allowed for camera calibration (Faugeras et al., 1992). However, the
motion is not unconstrained. There are a set of motion patterns that make
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Figure 3.4. Evolution of the camera calibration when started from distant initial values
in a small scale capture (a). The shaded regions depict the 95% uncertainty
interval given by the state-space estimation. The convergence occurs immedi-
ately once sufficient excitation movement has occurred. In this example the
estimation is performed over 35 seconds of video.

the camera parameters theoretically unobservable (Sturm, 1997). These
not only provide no information, but are known to derail the calibration
procedure.

External sensors can also be used to inform the calibration procedure and
deal with the critical motion sequences. One example on how to address
this is Publication VI, which proposes an online self-calibration system.
The gyroscope information is used to estimate camera parameters on the fly.
The system is based on joint estimation of visual feature positions, camera
parameters, and the camera pose, the movement of which is assumed to
follow the movement predicted by the gyroscope with a simplified version
of the model in Publication I.

Smooth camera motion (free but continuous and differentiable) and a
fixed scene are the only constraints of the system. A similar system is
proposed by Jia and Evans (2014). However, the method in Publication VI
aims at providing higher robustness to initialization and feature-poor
environments with only a few visual features being tracked. Where Jia
and Evans (2014) uses a lot of short (two-frame) connections of features,
our method uses a few long chains of connected features. This is shown in
Figure 3.4 where a bad initialization is shown to be corrected once enough
activation (movement) has been observed.
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4. Summary and Discussion

This thesis contains six papers that use the sensors found in a smartphone
to perform pedestrian dead reckoning. The objective of the research is to
study the relationship between human movement and motion estimation.
Emphasis is placed on smartphone sensors and pedestrian motion trough
an urban environment, particularly indoors. Below, each paper is briefly
summarized and the relation between the papers is explained. A brief
overview of the advancement in the field since publication of each paper is
also included.

Publication I proposes an applied algorithm that uses sequential Bayesian
estimation theory for non-linear estimation for pedestrian motion. The
algorithm utilizes an extended Kalman filter with a fixed interval smoother
pass where the dynamical biases are learned as part of the state. Addi-
tionally, multiple constraints are imposed on the system in order to deal
with the well known difficulties of pedestrian dead reckoning. Extra in-
formation includes zero velocity updates, pseudo speed constraints, and
barometer updates. Publication I shows that by carefully accounting for all
sources of uncertainty and considering the inertial navigation system as
a joint estimation task, inertial navigation is possible on consumer-grade
smartphones.

At the time of publication, research in standalone low-grade inertial
navigation systems and IMU based pedestrian dead reckoning had been
focused on multi-IMU setups (Kok, 2014) and shoe-mounted sensors (Ruiz
et al., 2012). For the single IMU case, systems use step-and-heading models
(Renaudin and Combettes, 2014). The algorithm in Publication I, although
designed with pedestrians in mind, was shown to work in a variety of
motion modes.

After publication, the basic algorithm proposed in Publication I has
served as the base of Publications II–IV and Publication VI. And it has been
used to generate the ground truth in Publication V. Recent developments
in pedestrian odometry have focused on integration with other sensors
and the use of neural networks and other data based systems. Visual
based sensors (LIDAR, camera, event camera) will be discussed with
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Publication IV and neural networks applied to inertial navigation systems
will be discussed with Publication III.

Publication II, Publication III, and Publication IV are attempts to solve
the main practical limitation with the method of Publication I. That is,
the sensitivity of INS to gaps between informative measures. The inertial
navigation system is very powerful at interpolating position or velocity
measurements, even if they are highly uncertain. Of the ad-hoc measure-
ments introduced, the pseudo speed is the most problematic. The algorithm
proposed in Publication III is a direct response to it. Instead of assuming a
global range of realistic speeds, the network estimates a speed based on
the motion characteristics.

Publication II is an application of the global iterative extended Kalman
filter for GNSS-IMU based pedestrian navigation. The algorithm in Publi-
cation I is integrated with position updates as given by the smartphone.
The proposed iterative scheme uses the certainty in the positional updates
to improve the sensor bias estimates and minimize the linearization error.
The bias component of the state has an identity dynamic function which
makes this a good candidate for global IEKF. The iteration was proven to
help fix gaps in position data. However, the gap had to be small enough
that the track did not diverge. In multiple cases, when the original track
diverged, the iteration was unable to improve the results. In fact, heavily
divergent tracks became numerically unstable at the first iteration.

Publication III proposes a speed estimation scheme where a neural
network regresses an estimate of the speed for a windowed sample of IMU
signals. This regressed speed replaces the pseudo-update in Publication I.
A qualitative analysis shows that the correlation between speed estimates
and motion mode is probably what is being exploited by the network to
estimate the speed.

At the time of publication, the boom of neural networks had started
to take hold in systems using inertial sensors. For example, Eyobu and
Han (2018) classified human activity using a wearable IMU. Applied to
smartphones, Meronen et al. (2020) use a CNN to perform optical flow and
merge it with IMU measurements to perform odometry. Multiple neural
network based systems have addressed the pedestrian motion problem.
Yan et al. (2018) proposed a cascaded estimation where the attachment
point to the body is classified and then the noise signal is regressed, Chen
et al. (2018a) used a neural network to estimate full states in a sequential
estimation and break the integration into small windows, and Yan et al.
(2019) proposed a few velocity based losses and a joint neural and modeled
estimation. These systems have a similar goal as Publication III, but our
work was the only one at the time that integrated the neural network
as a measurement in a Bayesian estimation scheme. The value of the
separation of neural networks and the dynamical model is an interesting
topic of research.

38



Summary and Discussion

The field of CNNs applied to INS has grown in the years since Publica-
tion III was published. Yan et al. (2019) present a comparison of multiple
neural network architectures and a dataset with a benchmark for future
comparison. Liu et al. (2020) use a network to regress displacement esti-
mates and their uncertainty. These are then plugged into an EKF for the
final estimation. There are many open questions in how neural networks
can be efficiently used to perform PDR.

Publication IV is a visual extension to the algorithm in Publication I. The
goal of the system designed is to use a small amount of visual information
that is selected based on the ongoing IMU based estimation. The full state
joint pose-visual update allows for a statistical test that only keeps the
feature tracks whose movement matches the predicted model. In practice,
only a few tracks are accepted in the estimation. It is a similar approach as
the MSCKF (Mourikis and Roumeliotis, 2007), however the joint modeling
of all uncertainties in Publication IV provides additional robustness.

Modern perceptual odometry systems development is driven by applica-
tion. The sensor availability and computational power available is clearly
different in a smartphone and a self-driving car. The paradigm of Publica-
tion IV is defined by a pedestrian holding a phone and navigating an urban
environment. One issue inherited from Publication I is the initialization of
the bias factors in the state, which is only performed once some movement
has happened. Zero motion or extreme movements before initialization
may make the estimation unstable. This is however a common problem of
most visual based odometry systems.

Stereo vision is also compatible with visual inertial odometry. A system
in the same vein as MSCKF (Mourikis and Roumeliotis, 2007) or Publica-
tion IV can be extended to accept pairs of images with a known baseline
(Sun et al., 2018). A single pair of stereo images has scaled geometric infor-
mation, which makes the odometry problem a lot more tractable. However,
the rigid baseline requirement limits the systems on which it could run.

Publication V details a dataset that represents the real world use case
scenario for a smartphone. It contains multiple scenes and motion modes
with dynamic objects including people and vehicles. The dataset is meant
to represent the challenges that smartphones face in their day to day
use. Publication V is a response to the lack of natural datasets to test
visual inertial odometry. Ground truth collection in large spaces without
external location sources remains a challenge. The lack of repeated reliable
visual features and external location measurements renders most systems
unable to provide robust tracking. The ground truth protocol proposed in
Publication V is robust and flexible to a variety of situations with only a
small sacrifice in precision.

The ADVIO benchmark contains both academic and industrial imple-
mentations of smartphone navigation. The proprietary systems run are
ARCore on a Google Pixel device, Apple ARKit on the iPhone, and Tango
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odometry on a Google Tango tablet device. The nature of production sys-
tems makes these captures a snapshot of the algorithms in those specific
devices at that specific point in their development. Even so, there is still
value in showcasing deployed services and how they compare to publicly
available systems.

Since publication, there have been a few datasets introduced that target
visual inertial systems. In particular, Chen et al. (2018b) presents the
use of a motion tracking system for indoor ground truth and the Google
Tango service for what they call pseudo ground truth. Also of interest is a
dataset of large industrial environments (Feigl et al., 2020) whose goal is
to test the limits of proprietary systems. There is still an interest in a fair
comparison of visual odometry in a general use case.

Publication VI uses a reduced version of Publication I where the gyro-
scope informs the state estimation and the state is augmented with the
camera parameters and the 3D location of the tracked points in the scene.
Publication VI is aimed at systems where previous camera calibration is
not available or where correction of camera calibration could be performed
without any structured scene. The system is not without caveats. In par-
ticular, some motion is required to inform the sensors and constrain the
possible camera parameter sets.
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5. Conclusions

This thesis focuses on smartphone based navigation for medium distances
where perfect visual tracks are not guaranteed and within spaces where
satellite navigation is known to be unreliable. Specifically, it has presented
an inertial odometry algorithm informed on the interaction of pedestrians
and smartphones. It has also presented a few systems built on top of that
algorithm that address its deficiencies. Specifically, iterative improvement
of past poses given gaps in positional data, neural network based speed
estimation, camera self-calibration, and a full visual-inertial algorithm.

The main constraints of smartphone based systems are computer power
and sensor quality. Both constraints are being relaxed as newer devices
are more powerful and come equipped with better sensors. However, a
lightweight odometry system leaves time and resources to build on top of it.
The possibilities of augmented reality have driven a lot of development in
visual-inertial tracking. However, the very nature of the task has shaped
how it is approached. Concretely, high precision and accurate mapping
have a priority over the possible size of the scene itself. On the other
hand, satellite based localization is used to navigate large distances. This
localization suffers from errors where the satellite signal and the secondary
location sources are not accessible by the device or when they are corrupted
by the surrounding scene. This thesis addresses the gap in between these
two location and tracking paradigms.

Publication I and the algorithm proposed within is the basis of this thesis
and the connection between all publications. That algorithm is an EKF
based inertial odometry system with ad-hoc measurements that enable
odometry based on a few helping signals. Position measurements (GNSS
or beacons) allow for great tracking, and Publication II explores how to
propagate this information into the entire track. In particular, the bias
terms of the IMU sensors are greatly improved with the iteration. Speed
measurements (ZUPT, pseudo-speed) are useful to prevent divergence and
keep the tracking on course. Speed estimation is a vital part of the odome-
try system. The pseudo-speed measurement helps to keep the track from
diverging. However, it is not very well behaved when slow speed movement
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is present. Publication III proposes a convolutional neural network that
estimates the speed of movement and shows that it could be used instead
of the pseudo-speed measurement. Publication IV presents the visual
extension of the inertial odometry system, where the goal is to minimize
the usage of the visual information while obtaining a stable handheld
odometry. Publication VI uses the robust rotation model to inform camera
calibration without the need of a structured scene. Publication V is a
dataset that showcases the use-cases previously mentioned and compares
multiple systems.

This thesis introduces multiple avenues for future research. Of particular
interest is how the specific characteristics of pedestrian movement and
the relationship between a user and a smartphone can be modeled and
used for odometry. One of the most important results is the capacity to
disentangle visual and inertial information when they are in disagreement.
In practice, this means that the track is kept when the camera is occluded.
However, that is only possible for small portions of an otherwise good track.
Neural networks are particularly well suited to address this specific issue
by maintaining a sense of cyclical motion and aiding the inertial estimation
when the camera is occluded. This thesis has explored one approach to
do this, but the general solution is yet to be realized. A complete solution
of the tracking while in the pocket problem would be of great interest for
many industries.
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