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Abstract
In the last decade, advancements in Natural Language Processing have been exemplary,
it has reshaped human-computer interaction, spruced up mainly by the transformative
power of deep learning models like the Transformer architecture. With its revolutionary
self-attention mechanism, the Transformer has outperformed & outmanoeuvred traditional
architectures, enhancing tasks varying from machine translation to sentiment analysis.
However, the computational demands of these models challenge their integration onto
devices with limited resources. This thesis strives to propose an FPGA-based hardware
accelerator tailor made for the Transformer’s encoder block, implemented using the Vitis
High-Level Synthesis (HLS) framework. In this work, we systematically analyze the
Transformer to pinpoint computational bottlenecks with alacrity. Through the Vitis HLS
framework, the accelerator emphasizes parallelism, resource efficiency, and optimized mem-
ory access. Significantly, this approach employs HLS optimization to boost performance
to stellar levels. A key contribution is the seamless integration of this accelerator with the
Xilinx ecosystem, enriching its deployment on FPGA devices. We subject the proposed
accelerator to rigorous & intensive testing, benchmarking its performance, optimum re-
source utilization, and energy efficiency. The results underscore the accelerator’s potential
in bridging the computational gap in resource-limited settings, establishing a benchmark
for future NLP hardware acceleration endeavors.
Keywords Transformer, Self-Attention, Neural Network, Natural Language Processing,

Parallel Processing, Deep Learning, Vitis HLS, Encoder Block, Hardware
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BERT Bidirectional Encoder Representations from Transformers
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CNN Convolutional Neural Networks
FFN Feed-Forward Network
FPGA Field-programmable gate array
FSM Finite State Machine
GPT Generative Pre-trained Transformer
GPU Graphics Processing Units
HLS High-level synthesis
LUTs Lookup table
LSTM Long Short-Term Memory
NMT Neural Machine Translation
NLP Natural Language Processing
RTL Register-transfer level
RNN Recurrent Neural Network
ReLU Rectified Linear Unit
TPU Tensor Processing Unit



1 Introduction
In the past ten years, Natural Language Processing (NLP), a branch of AI dedicated to
enabling computers to engage with humans using natural language, has seen significant
advancements with a great impact on the scientific community. Sentiment analysis [1]
has changed customer relationship management by quantifying the text into meaningful
sentences. Advanced NLP algorithms also improved Chatbots [2] and virtual assistants [3],
making human-computer interactions seamless. Information extraction features have also
modernized biomedical research [4] by restructuring data. Machine translation services
like Google [5] and Text Summarization [6] have seen improvements as well. Speech
recognition [7] ability has enhanced voice-controlled assistants [8]. NLP has changed
and reshaped services like Netflix and YouTube with better content recommendation
algorithms, giving personalized experiences. Lastly, NLP’s role in detecting fake news [9]
has become critical in this digital age.

These advancements underscore NLP’s role in streamlining human-computer interac-
tion, improving information accessibility, and facilitating informed decision-making. And
it was hugely driven by the growth of Deep Learning (DL) models and the development
of architectures [10–12]. A prime example of such architecture is the Transformer model
[13] and its variants like BERT [14], GPT [15], with Chat-GPT4 [16] being the most
popular in recent times. These models have been trained on extensive textual datasets,
allowing them to generate highly contextual and nuanced responses. The Transformer
architecture has successfully managed to surpass most traditional architectures in the
field of NLP, including Convolutional Neural Networks (CNNs) [10], Recurrent Neural
Networks (RNNs) [11], Long short-term memory (LSTM) [12], and Gated Recurrent Unit
(GRU) [17], in several NLP tasks, as it provides an understanding of the attention scores
and helping the model to give more importance to certain words. The utilization of the
"Self-Attention" or "Scaled Dot-Product Attention" mechanism empowers the model to
capture long-range dependencies and contextual data more effectively, thereby overcoming
the limitations faced by its predecessors.

The success of the Transformer is due to its ability to process text in parallel, as opposed
to the sequential nature of RNNs and LSTMs, used before. The Transformer addresses
challenges such as vanishing gradients [18] and difficulties in parallelizing computations
[19]. Parallel processing, coupled with the self-attention mechanism, has allowed the
Transformer to effectively learn complex patterns, dependencies, and relationships in
textual data, leading to superior performance in various NLP tasks.

Despite the impressive performance of Transformer models in NLP applications, their
growing size and complexity require robust Transformer networks, making it challenging
to operate on mobile devices or embedded systems. As a result, more researchers are
focusing on addressing this issue, with model compression being one potential solution [20].
Several techniques have already been employed to reduce the size of these models, such as
data quantization [21], Pruning [22] and knowledge distillation [23]. This necessitates the
need for more effective hardware solutions. Field-Programmable Gate Arrays (FPGAs)
have emerged as a promising method to further increase the performance of deep learning
and NLP tasks. FPGAs balance adaptability, energy efficiency, and computational power
well.

FPGAs have gained significant attention as a viable option for hardware acceleration in
NLP tasks due to their reprogrammable nature and ability to optimize the architecture for
specific workloads [24]. These characteristics allow efficient implementation of algorithms,
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such as Transformer-based models, on FPGA devices with fine-grained customization and
optimizations that are difficult to achieve on GPUs and ASICs.

This success suggests that creating efficient hardware architectures for Transformer
model is an important area of research. However, designing efficient hardware architectures
for Transformers is complicated due to intensive matrix computations, intricate data flow,
and complex nonlinear functions. Therefore, this area of research is growing fast, and
innovations are being discovered. One potential approach for overcoming these problems
would be implementing a hardware accelerator for the Transformer architecture [24].

The sudden growth of FPGA and ASIC hardware accelerators for Deep Neural Networks
(DNNs) has been noteworthy both in academia and industry. While ASICs promise
powerful performance, their intensive research requirements and significant manufacturing
costs make large-scale deployment challenging. Conversely, FPGAs, recognized for their
reprogrammability and efficiency, are increasingly used to accelerate DNN architectures,
notably CNNs [25] and RNNs [26]. When employed in hardware, these platforms enhance
the speed and energy efficiency of numerous NLP inference systems.

Hardware accelerators are particularly crucial and designed to be specialized units; it
improves the performance of computational tasks. It can be deployed on a various platforms,
such as Graphics Processing Units (GPUs), FPGAs, and ASICs. Each platform offers
unique advantages and presents specific trade-offs, thereby influencing their performance
across different tasks. As DL requires processing vast chunks of data and computing
intricate mathematical computations, the accelerators can expedite these tasks and thus
allowing models to train and make inferences quickly. GPU is used for parallel processing,
whereas FPGA gives incredible flexibility and can be reprogrammed for particular tasks.

One method for implementing the hardware accelerator is to harness the capabities of
Vitis HLS [27]. It’s an advanced development framework Xilinx provides for designing
hardware accelerators using high-level programming languages C and C++. The framework
enables developers to describe the architecture and behavior of the accelerator using
familiar programming syntax, simplifying the design process, and allowing for fast and
rapid prototyping and optimization. By using Vitis HLS, developers can leverage a range
of optimizations and techniques, like loop-unroll, pipelining, and dataflow optimizations,
to achieve higher performance and resource utilization. Additionally, the Vitis HLS
framework provides seamless integration with the broader Xilinx development ecosystem,
allowing developers to quickly deploy their accelerator designs on FPGA devices.

Although the issues posed by the need for matrix computation and nonlinear functions
could be addressed by developing a hardware accelerator that operates on an FPGA,
only recent studies have attempted to develop FPGA-based hardware accelerators for
self-attention and feed-forward blocks [28]. Moreover, these studies have yet to try to
design a Transformer-based seq2seq model for an encoder block.

Therefore, this thesis aims to implement an FPGA-based hardware accelerator for
the Transformer (Encoder block) using the Vitis HLS framework. By leveraging the
capabilities of Vitis HLS, this work aims to develop a highly optimized accelerator that
can effectively handle the unique requirements of Transformer architectures, such as
intensive matrix computations, parallel processing, and complex data flows inherent in
the self-attention mechanism. With this aim in mind, the thesis will devise the proposed
hardware accelerator, conduct a series of experiments, and validate it by comparing its
performance with a newly developed hardware accelerator for a transformer network that
could be implemented on FPGA.

Our approach will involve the following steps:
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• Analyzing the Transformer architecture and identifying key computational bottle-
necks and opportunities for optimization.

• Designing the hardware accelerator architecture using Vitis HLS, focusing on paral-
lelism, resource utilization, and efficient memory access patterns.

• Implementing HLS optimizations and techniques further to enhance the performance
and efficiency of the hardware accelerator.

• Integrating the accelerator design with the Xilinx development ecosystem for de-
ployment on FPGA devices.

• Evaluating the proposed accelerator’s performance, resource utilization, and en-
ergy efficiency on a selected set of NLP tasks, like machine translation and text
classification.
Using the Vitis HLS framework to develop a hardware accelerator for a Transformer-
based Encoder block, the thesis aims to demonstrate the feasibility and benefits
of FPGA-based acceleration in the rapidly evolving domain of Natural Language
Processing.

The subsequent sections of this thesis are structured thus: Chapter 2 provides a
introduction to Transformer networks and explains the importance of self-attention.
Chapter 3 delves into an in-depth discussion of hardware accelerator designs, offering a
thorough examination of the Vitis HLS framework and shedding light on the optimization
techniques employed within this context. Chapter 4 presents our solution’s experimental
setup, results, and performance analysis. Lastly, Chapter 5 concludes the thesis, examining
the implications of the findings and suggesting avenues for subsequent research in the
domain.
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2 Transformer Framework
To understand the intricacies of the transformer model, one must first grasp its foundational
concepts within a broader perspective. At its core, its a DL model, that revolutionized
NLP. Imagine you’re reading a book, and instead of reading it word by word, you can
grasp the essence of a sentence or paragraph by simultaneously focusing on specific words
and understanding their relationship with others. That’s precisely what the transformer
does, it directs attention to various parts of the input data based on context, ensuring a
holistic understanding rather than a fragmented one.

Fig. 2.1. Transfomer model overview

The architecture of the transformer comprises mainly two blocks: the encoder and
the decoder illustrated in fig 2.1. While the encoder captures the input information like
sentences in a text, the decoder generates the output, like a translated version of the
input. A simple and practical use case of transformers is in translating languages. Imagine
feeding an French sentence, "je fais du vélo" into the transformer, and it provides an
output in English, "I am riding a bicycle", all by understanding the context and nuances
of each word in the source language and finding its most appropriate counterpart in the
target language.

2.1 Transformer Introduction
The Transformer depicted in 2.2 is a groundbreaking neural network architecture and it
was built on the attention mechanism, it works by emphasizing which parts of the data
should be focused on. Its origin stems from the Attention is All You Need [29] highlighting
the importance of attention.



12

Fig. 2.2. Transformer Architecture

2.2 Attention
The concept of attention mechanisms in neural networks comes from human cognition
and the selective nature of our visual attention. It was presented by Itti, Koch, and
Niebur in 1998 [30], who formulated a computational model for visual attention that
combines disparate features of an image to form a unified ’saliency map. However, the
deployment of attention mechanisms in sequence models is accredited to Bahdanau et al.,
[31]. The authors introduced attention to the limitations posed by the need to encode
an entire input sequence into a fixed-size vector in sequence to sequence models. This
innovation empowered the model to divert its focus to different segments of the input
sequence for each step of the output sequence, leading to a substantial enhancement in
machine translation performance.

The key innovation was the ability to dynamically ’align and translate’ during the
decoding phase. This helped in enabling the model to focus on different parts of the
input sequence at each step of the output sequence, thereby overcoming the constraints of
handling long-term dependencies and resulting in significant improvements in translation
tasks.

The key idea is represented mathematically in the following equation for the context
vector ci at each time step i in the decoder, which is a weighted sum of all the encoder
hidden states hj:

ci =
Tx∑︂

j=1
αijhj (2.1)

Here, αij are the attention weights, computed using a softmax function over the energy
eij, a measure of the alignment between the inputs around position j and the output at
position i:

αij = exp(eij)∑︁Tx
k=1 exp(eik)

(2.2)

The energy is computed using a feed-forward neural network which takes as input the
hidden state of the decoder at the previous time step si−1 and the hidden state of the
encoder at position j, hj:
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eij = a(si−1, hj) (2.3)

The model jointly learns to align and translate, mitigating the information loss issues
associated with fixed-length context vectors and helping in advancements of neural machine
translation.

2.2.1 Visualization of Attention Mechanism

In understanding the intrinsic relationships between words in a sentence, the attention
mechanism plays a pivotal role as depicted in fig 2.3. Here the representation of the
attention scores for the sentence "I am riding a bicycle". As can be observed, each word
has varying degrees of attention with every other word, underscoring the model’s ability
to discern context and importance.

Fig. 2.3. Attention illustration

When analyzing the sentence "I am riding a bicycle" through the lens of a transformer’s
attention mechanism, each word in the sentence is given a certain "attention score" relative
to every other word, including itself. This is a fundamental concept in transformer models,
which are designed to weigh the importance of words in relation to one another within a
context. For instance, the word "riding" might pay strong attention to "bicycle" because
the action of riding is directly related to the object being ridden. Similarly, "I" might pay
attention to "riding" to establish who is performing the action. These attention scores are
not just binary but rather can vary in strength, allowing the model to capture nuanced
relationships between words. Furthermore, due to the self-attention mechanism, each
word can also attend to itself, signifying its importance in the context of the sentence. By
examining these attention patterns, one can gain insight into how the transformer model
understands and interprets the relational significance and hierarchy of words in a given
sentence.

2.2.2 The Need for Attention Mechanism

The field of NLP has faced challenges in dealing with data sequences of variable lengths,
particularly those containing interdependent elements. Traditional machine learning
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methodologies, like RNNs [11], have struggled to process such sequences effectively, largely
due to issues related to vanishing and exploding gradients [19] during the back propagation
process [12]. Such models were further obstructed by a potential information bottleneck,
in sequence to sequence frameworks employing an Encoder-Decoder architecture [32]. The
fixed-length context vectors, these models utilized often fail to deal with the translation
of long sentences. This necessitates for a mechanism capable of assigning varying degrees
of ’attention’ or significance to different components of the input data which is addressed
by [31].

Further by the advent of the attention mechanism [13], an innovative concept that
allowed for dynamic context vector creation. In essence, attention maps a query with
key-value pairs to produce an output, which is the weighted sum of values. The weight
of each value is determined by how closely the query matches the respective key. This
allows the model to prioritize relevant input segments when generating the output. This
development constituted a fundamental leap forward in handling sequence to sequence
tasks, particularly in machine translation. Attention’s versatility allows integration into
various architectures, benefiting multiple applications: Neural Machine Translation [31],
text summarization [33], sentiment analysis [34], question answering [35] and speech
recognition [36].

2.3 Transformer Architecture
The Transformer [13] is a novel model architecture shown in 2.4 aimed at improving the
efficiency of machine translation tasks. The architecture moves away from the typical
sequence-based structure found in RNN based models, instead it utilize self-attention
mechanisms for processing input sequences. Fig 2.4 shows Transformer architecture, in
three main parts: the overall Transformer model, the Multi-Head Attention, and the
Scaled Dot-Product Attention.

Fig 2.4 (a) illustrates the overall Transformer model. The model comprises two
fundamental elements: the encoder and the decoder. After input embedding and positional
encoding to process the input data the encoder maps inputs to an abstract representation,
holding the learned information of the model. This mapping uses a multi-head attention
layer, depicted in fig. 2.4 (b). Attention extends the capacity of the model to process
input sequences by attending to disparate segments in parallel, thus capturing a rich
combination of features and contextual relationships. At the core of the attention layer, the
model computes a scaled dot product attention, as seen in fig. 2.4 (c). It will be detailed
into generate back an original representation (for instance a text in another language),
the encoder information is connected to a decoder, which uses similar mechanisms as the
encoder part.
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Fig. 2.4. The Transformer Model Architecture (a) Diagram of a Transformer architecture,
showcasing the encoder and decoder blocks (b) Multihead attention (c) Scaled dot product
attention

2.4 Encoder & Decoder Blocks
Transformer acts as a black box with intricate architecture comprising essentially two
main segments: an Encoder section and a Decoder section. These are stacked on top of
each other, consisting of multiple layers of encoders and decoders respectively. However,
this parameter can be subject to experimentation, depending on model’s performance.

Fig. 2.5. Encoder & Decoder Blocks in detail
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Encoder Block: The Encoder block shown in fig 2.5 serves to process the input
sequence and encode it into a higher-level representation which contains the essential
information, ensuring the features and contextual relationships within the input sequence
are captured properly. The encoder architecture consists of two primary sub-layers: (1)
the Self-Attention mechanism, which permits the model to weigh various parts of an
input sequence, capturing long-range relationships through attention scores and benefiting
from multi-head projections for diverse input representations, and (2) the Position-wise
Feed-Forward Network, applying identical linear transformations to each position of the
input sequence. Moreover, each sub-layer incorporates a residual connection merged with
layer normalization, summarized by:

LayerNorm(X) = Normalization (X + SubLayer(X)) (2.4)

This ensures gradient retention and stable training.

Decoder Block: The Decoder block as demonstrated in fig 2.5 tasked with generating
the output sequence from the encoded representations provided by the Encoder. Similar
to the Encoder, the Decoder is also comprised of a stack of N identical layers. However,
each layer in the Decoder encompasses three sub-layers. The three primary sub-layers are:
(1) the Masked Attention Mechanism, similar to the Encoder’s self-attention but with a
masking feature by limiting the output’s dependency to known preceding outputs, (2) an
attention layer that focuses on the Encoder’s output, allowing the Decoder to highlight
relevant parts of the input sequence for each output element, and (3) a position-wise
feed-forward network.

Likewise, each sub-layer in the Decoder also employs a residual connection followed by
layer normalization.

To exemplify the functionality of the Transformer model’s encoder-decoder architecture,
let us consider the task of translating a sentence from French to English . For instance,
the input sentence “je fais du vélo” is to be translated into English 2.6.

Fig. 2.6. Encoder & Decoder Blocks
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• The input sentence is first converted into a sequence of embeddings. These embed-
dings are then passed through the encoding component.

• Encoding Process: Each word in the input sentence is processed by the self-attention
mechanism, allowing the model to focus on different parts of the input sentence to
establish contextual relationships. Following this, the results from the self-attention
layer are channeled through feed-forward networks throughout the series of encoders.

• Decoding Process: The decoding component takes the output of the final encoder
layer as input. Through the decoder’s self-attention and encoder-decoder attention
layers, it generates the output sequence incrementally, word by word. This output
sequence is in the target language, which in this example is English.

• Output Generation: The final output of the decoding component is passed through
a linear layer and a softmax function to generate the translated sentence in English.

2.5 Self-Attention/Scaled Dot Product Attention in Detail

Fig. 2.7. Scaled Dot-Product Attention

A pivotal component of Multihead Attention is the Scaled Dot Product Attention shown
in fig 2.7. It calculates the attention weights by taking the dot product of the query
and key vectors, and then scaling it down by the square root of the dimension of the
key vectors .This scaling is crucial for preventing the dot products from growing large in
magnitude, which in turn helps in stabilizing the gradients during the training process.
The softmax function is then applied to the scaled dot products to obtain the attention
weights, which are used to take the weighted sum of the value vectors.

The Scaled Dot-Product Attention can be represented as:

Attention(Q, K, V ) = softmax
(︄

QKT

√
dk

)︄
V (2.5)

Here, dk is the dimensionality of the queries and keys.
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2.5.1 Self-attention calculation

In our example illustrated in Fig 2.8, let’s take the words "good" and "evening".

• Embeddings: First, we convert the words "good" and "evening" into vector represen-
tations, known as embeddings.

• Query, Key, Value: For each word, we create three vectors Query (Q), Key (K),
and Value (V) by multiplying the embeddings with weight matrices that the model
will learn. These vectors represent different projections of the embeddings. In our
example, let’s say we have Q_good, K_good, V_good for "good" and Q_evening,
K_evening, V_evening for "evening".

• Scaled Dot Product: To determine the attention scores, we calculate the dot product
of the Query of one word with the Key of every other word (including itself), this
measures the similarity. We then scale these scores down by dividing them by the
square root of the dimension of the Key vectors (often represented as d_k), which
helps in stabilizing the gradients.

• Softmax: The scaled dot-products are passed through a softmax function which
normalize the scores between 0 and 1, giving us the attention weights. The final
output attention weights tells us how much each word should be attended to from
the perspective of the word in question.

• Multiply by Value Vectors: Finally, the attention weights are used to take a weighted
sum of the Value vectors.

Fig. 2.8. Attention score calculation

The same process is repeated for "evening", and we get another output vector.

2.6 Multi-headed Attention
The Transformer model enhances its representational capacity by utilizing multiple parallel
attention layers, termed heads, illustrated in fig 2.9. This mechanism enables the model
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to focus on different positional information at different representation subspaces. Each
head computes a different learned linear projection of the input, and their outputs are
concatenated and linearly projected to result in the final output.

Mathematically, the Multi-Head Attention is defined as follows:

MultiHead(Q, K, V) = [head1, . . . , headh] W0 (2.6)

where headi = Attention
(︂
QWQ

i , KWK
i , VWV

i

)︂
(2.7)

and WQi, WKi, WV i, and WO are parameter matrices.

Fig. 2.9. Multi-Head Attention

Multi-Head Attention essentially involves running the Scaled Dot-Product Attention
mechanism multiple times in parallel depicted in fig 2.10. Each of these parallel executions
is known as a head. The idea is that each head can learn to specialize in paying attention
to different types of relationships.

Fig. 2.10. Attention mechanism multiple times in parallel
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Concatenation: The output matrices from each head are concatenated together shown
in fig 2.11. Here,we have H heads, and each head produces an output matrix of dimensions
n×d (where d is the model dimension and n is the number of words in the input), the
resultant concatenated matrix will have dimensions n×Hd.

Fig. 2.11. Concatenation of all the Heads

Linear Projection with WO: The concatenated output is multiplied by an additional
learned weight matrix WO. This process is a linear transformation fig 2.11 that combines
information from multiple heads. The result is a single matrix that contains the weighted
information from all the attention heads. This operation effectively condenses the infor-
mation captured by multiple attention heads into a fixed-size representation that can be
processed by the subsequent layers of the Transformer architecture.

2.6.1 Visualization of the Multi-Head Attention

Fig 2.12 captures the entirety of the Multi-Head Attention subcomponent within the
Transformer model. This visual representation serves as a consolidated view of the
Multi-Head Attention mechanism, providing insight into the matrix operations and
transformations, integral to this component of the Transformer architecture.
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Fig. 2.12. Multi-head mechanism

2.7 Word Embedding
In Natural Language Processing, word embeddings represent an essential component,
transforming textual information into numerical form that can be processed by various
machine learning algorithms.

2.7.1 Importance of Word Embeddings in NLP

Word Embeddings are dense vector representations depicted in fig 2.13 of words in a
continuous vector space. The main idea behind word embeddings is that similar words
will have similar numerical representations, thereby capturing semantic and syntactic
similarities. They act as a bridge, converting discrete textual data into continuous vectors,
which can then be input into various NLP models like the Transformer architecture.

Fig. 2.13. word embedding representations

Creating word embeddings, the numerical representations of text that capture semantic
relationships, can be achieved through several methods, broadly divided into frequency-
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based and prediction-based techniques. Frequency-based methods, like Count Vector [37],
TF-IDF [38], and Co-occurrence Matrix with SVD [39], generate representations based
on the statistical distribution of words in a document or corpus. On the other hand,
prediction-based techniques such as Word2Vec [40] and GloVe [41] produce embeddings
by learning to predict a word from its context or vice versa. More recent innovations
include contextualized word embeddings like ELMo [42] and BERT [43], which provide
context-dependent representations for improved handling of linguistic nuances. In the
Transformer model, these embeddings, coupled with positional encodings, serve as crucial
input, enabling efficient processing of sequential data.

2.7.2 Cosine Similarity

Cosine similarity is a critical measure used in word embeddings to establish the semantic
similarity between different words. Conceptually, cosine similarity quantifies the cosine
of the angle between two vectors in a multidimensional space. It is an ideal measure for
high dimensional positive spaces, commonly encountered in NLP tasks. Mathematically,
the cosine similarity between two vectors A and B can be calculated using the following
equation:

Cosine Similarity = cos(θ) = A · B

∥A∥∥B∥
=

∑︁n
i=1 AiBi√︂∑︁n

i=1(Ai)2
√︂∑︁n

i=1(Bi)2
(2.8)

In the context of word embeddings, cosine similarity indicates the semantic closeness
of two words. A high cosine similarity score (near +1) suggests a strong positive semantic
correlation, as seen in fig 2.14. Conversely, a low or negative cosine similarity score (toward
or below 0), as observed, this indicates a weak or inverse semantic relationship.

Fig. 2.14. Cosine similarity

2.7.3 Word Embedding Space

Fig 2.15 gives a visual representation of an embedding space in which the representation
of words as points in high-dimensional space is considered. Closely related meaningful
words are positioned near each other.
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In fig 2.15 (a) portrays the embeddings of the words ’cat’, ’kitten’, and ’dog’. In
this two-dimensional illustration, each word is represented by a point, and the proximity
between the points signifies semantic similarity. Its evident that ’cat’ and ’kitten’ are
positioned closely in the embedding space, indicating that their meanings are similar; this
is consistent with the fact that a kitten is a young cat. The word ’dog’, although relatively
close, is further away from ’cat’ and ’kitten’. This shows the fact that although dogs are
relevant and closer to ’cat’ in the context of pet animals, yet they are distinctly different
and hence not closer to the them in the embedding space.

Fig. 2.15. Word Embeddings Space

The fig 2.15 (b) features the embeddings of the words ’man’, ’woman’, ’king’, and
’queen’. In this illustration, we can observe two intriguing patterns. First, the words ’man’
and ’woman’ are closer to each other, indicating a semantic relationship. Similarly, the
relationship between a man-woman and king-queen as pairs, indicating that both pairs
are in same proximity in the embedding space due to the gender similarity.

2.8 Positional Encoding
Transformers rely on positional encodings [44] to infuse the sequence order into their
operation as depicted in fig 2.16. As the name suggests, positional encodings provide
information about the relative or absolute position of the input data in a sequence. They
are critical for tasks where the order of data points carry semantic significance, such as
language understanding tasks or time series predictions.
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Fig. 2.16. Representation of Positional Encoding in Transformer

Traditionally for sequence modeling, RNNs and its variants were used, which cap-
tures sequence order by processing inputs sequentially. In contrast, the Transformer
model’s unique architecture, breaks away from sequential processing, allowing for high
parallelization of computations and thus substantial speedup.

2.8.1 Understanding Positional Encoding

Positional encoding, as depicted in fig 2.17, matches the dimensionality of input embeddings,
facilitating their direct integration. These encodings offer unique values based on sequence
positions, enabling the model to recognize token order and relative positioning. The
original Transformer paper [13] proposes a specific method of positional encoding that
uses sine and cosine functions of different frequencies. This helps in parallelization while
also leveraging sequence order information critical to the understanding and prediction
tasks for which these models are commonly used.

Fig. 2.17. Incorporation of Positional Information



25

2.8.2 Mathematical Formulation of Positional Encoding

Fig. 2.18. Visualization of the positional encoding for a sequence of 64 positions and an
embedding dimensionality of 32.

Positional encoding in the Transformer model uses trigonometric functions, specifically
sine and cosine, due to their cyclic and continuous nature. This allows the model to
discern relative positions within sequences. The predictable wave-like patterns, fig 2.18 of
these functions aid in understanding sequence order. For every position labeled as pos, a
vector with dmodel dimensions is produced. To determine the values within this vector for
each dimension i, specific mathematical formulas are utilized.

PE(pos,2i) = sin(pos/100002i/dmodel) (2.9)

PE(pos,2i+1) = cos(pos/100002i/dmodel) (2.10)

Where:

• PE represents the positional encoding.

• pos represents the position of the word in the sequence.

• i represents the dimension.

• dmodel is the dimension of the model, which is the size of the word embedding.

2.8.3 Preserving Input Sequence Order

In the Transformer architecture, maintaining input sequence order is of critical importance.
This is achieved using positional encoding, which is added to input embeddings at the
model’s onset. The subsequent Add & Norm sub-layers, as depicted in fig 2.19, ensure that
this positional information is propagated consistently across all layers. This mechanism
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reinforces the model’s capability to discern relative word positions within a sequence
effectively.

Fig. 2.19. Preserving positional encoding

2.9 Position-wise Feed-Forward Network
One crucial component contributing to Transformer’s success is the position-wise feed-
forward networks (FFNs) fig 2.20. They complement the self-attention mechanism,
providing an additional layer of transformation that enables the model to learn complex
patterns and dependencies in the input data.

The Position-wise Feed-Forward Network Structure consists of two fully connected
layers, or linear transformations, with a ReLU (Rectified Linear Unit) activation function in
between. Unlike the self-attention mechanism that operates on all positions simultaneously,
the FFN transforms each position independently, hence the name "position-wise."

Fig. 2.20. Feed-Forward Network Structure in encoder block
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The mathematical representation of the FFN is:

FFN(x) = max(0, xW1 + b1)W2 + b2 (2.11)

Here, x represents the inputs to the FFN, W1 and W2 are the weight matrices, and
b1 and b2 are the bias vectors. The max(0, −) function represents the ReLU activation
function.

The FFNs operate on the output of the self-attention layer in the Transformer. They
provide a mechanism for the model to learn non-linear relationships in the data, which is
essential for many complex tasks. Studies have shown that the Transformer models with
position-wise FFNs significantly outperform models without FFNs on several language
processing tasks, including translation and text summarization. They demonstrated an
ability to learn complex patterns and dependencies, thereby capturing richer semantic
and syntactic structures in the input data.

2.10 Residual Connections & Layer Normalization in Trans-
former Models

Among the various components that constitute the Transformer model, residual connections
and layer normalization play a pivotal role in enhancing the model’s training efficiency
and overall performance.

2.10.1 Residual Connections

Residual connections, also known as skip connections or shortcut connections, are a
technique introduced by He et al. [45] in the context of deep convolutional neural networks.
Within the Transformer model, each sub-layer (e.g., self-attention, feed-forward) has a
corresponding residual connection. Specifically, the output of each sub-layer is added to
its original input before being passed to the subsequent layer shown in fig 2.21.

Residual connections are particularly beneficial for very deep models. They alleviate
the vanishing gradient problem, which arises when gradients become exceedingly small
as they are back-propagated through numerous layers. This can significantly slow down
or even halt the training. By adding the original input back to the output, residual
connections create a direct path for gradients to flow through, mitigating the effect of
vanishing gradients.
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Fig. 2.21. Residual Connections & Layer Normalization in Transformer Model

2.10.2 Layer Normalization

Layer normalization is employed in deep learning architectures, like the Transformer, to
stabilize activations by normalizing across features rather than batches [46]. By ensuring
each feature has a consistent scale and mean, it aids in faster convergence during training
and mitigates the risk of vanishing or exploding gradients. Unlike batch normalization
which normalizes across data points in a batch, layer normalization operates on individual
data points, making it more suitable for variable-length sequences and ensuring consistent
behavior during both training and inference.

The formula for layer normalization is:

Norm(x) = γ

(︄
x − µ√
σ2 + ϵ

)︄
+ β (2.12)

Where:

• x is the input vector (for a particular position in the sequence).

• µ is the mean of x.

• σ2 is the variance of x.

• γ and β are learnable parameters.

• ϵ is a small constant.

2.11 Training & Inference
Training a Transformer model involves feeding it sequence data, computing the loss
by comparing the model’s output to the actual target, and then adjusting the model’s
parameters through backpropagation. Subsequently, the trained model can be employed
for inference to make predictions on new data [47]. Here is a simple English to Italian
translation example.
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Fig. 2.22. Training with the Transformer Model

2.11.1 Training Process

Preparing the Input The training process as shown in fig 2.22 begins with preparing
the input sequence. For example, when translating an English sentence “I am riding
a bicyle” to French, the sentence is first tokenized. Special tokens, namely Start Of
Sentence (SOS) and End Of Sentence (EOS), are prepended and appended respectively
to the sequence. These tokens are instrumental in delineating the sentence boundaries
within the model. The input sequence with added special tokens is transformed into input
embeddings, and positional encoding is appended to retain the sequence order information.

Feeding the Input to the Encoder The prepared input sequence, enriched with
positional encodings, is fed to the encoder. The encoder transforms this input sequence
into a new matrix, termed the encoder output. This output matrix retains the same
dimensions as the input but contains more information. Each vector in the encoder output
captures the original word meaning, its position in the sequence, and interactions with
other words in the sentence, owing to the self-attention mechanism.

Preparing Decoder Input and Decoding To generate the translated sentence, the
decoder is fed an input sequence that initially contains only the SOS token. The encoder
output acts as the keys and values, while the queries are produced by the decoder layers.
The decoder generates an output matrix, similar in fashion to the encoder, which captures
the information of the target language.

Linear Transformation and Softmax To map the decoder output to the target
vocabulary, a linear layer is employed. This linear layer transforms the decoder output
matrix into a matrix with dimensions corresponding to the size of the target vocabulary.
Subsequently, a softmax function is applied to this matrix to convert the values into
probabilities.

Computing the Loss and Backpropagation With the model’s output and the actual
target sequence (label), the loss is computed. Typically, cross-entropy loss is used for
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sequence-to-sequence tasks. The backpropagation algorithm is then applied to propagate
this loss back through the network, and the model’s parameters are updated accordingly.

The Role of Special Tokens The SOS and EOS tokens are crucial for the model
to understand when to start generating a translation and when to halt. For example,
in the case of translating English to French, the model generates the first French word
when it encounters the SOS token. With each subsequent token, the model generates
the next word in the translation until it outputs the EOS token, signaling the end of the
translation.

2.11.2 Inference with the Transformer Model

After training a Transformer model, the next essential phase is inference fig 2.23, which
involves utilizing the trained model to make predictions on new, unseen data. Here in
the context of Transformer seq2seq model, the inference is done by model translating a
sentence from the source language to the target language.

Fig. 2.23. Inference with the Transformer Model

Inference Process

1. Step 1: Preparing the Encoder Input
Similar to the training phase, the input sequence (e.g., an English sentence) is
prepared by appending Start Of Sentence (SOS) and End Of Sentence (EOS) tokens.
It is then converted into embeddings and positional encodings are added. This
processed input is fed to the encoder, which produces a sequence of vectors (encoder
output) that capture the meaning, position, and interaction of the words in the
input sequence.

2. Step 2: Initializing the Decoder Input
In contrast to the training phase, during inference, the decoder starts with only
the SOS token as its input. This token is converted into embeddings, positional
encoding is added, and it is fed to the decoder.
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3. Step 3: Generating the Output Tokens
The decoder takes its input and the encoder output to produce an output sequence.
This output is projected back to the target vocabulary size using a linear layer,
producing logits. A softmax function is applied to these logits to determine the
probabilities of each word in the target vocabulary being the next word in the
translation. The word with the highest probability is selected as the first output
token.

4. Step 4: Iteratively Generating the Translation
This process is performed iteratively. In each step, the previously generated token is
appended to the decoder input, and Steps 3 and 4 are repeated. Importantly, the
encoder output remains the same in each iteration since the input sentence does not
change. The iteration continues until the EOS token is generated, signaling the end
of the translation.

After detailing the training and inference processes of the Transformer model, it’s
evident that, this unique architecture has revolutionized NLP. As we embrace this
paradigm shift, continuous refinement and adaptation of the model by innovations like [48]
and [49], will be pivotal in addressing upcoming challenges and unlocking new frontiers in
the domain.
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3 Hardware Accelerators & High Level Synthesis

3.1 Hardware accelerators
Hardware accelerators serve as specialized computation engines designed to strengthen
processing efficiency by performing certain tasks more rapidly than a general-purpose
CPU. This efficiency is achieved by tuning the hardware to the specific requirements
of a task, thereby optimizing the use of resources and enhancing computational speed.
Importance of implementing Hardware accelerator has found prominence in variety of
applications [50], especially in the domains that involves high computational intensity
and data parallelism, such as machine learning, image processing, scientific computing,
and cryptography. Some well known example of accelerators includes Graphics Processing
Units (GPUs), Tensor Processing Units (TPUs), and Field Programmable Gate Arrays
(FPGAs).

3.1.1 Benefits of Hardware Accelerators

Employing hardware accelerators offers numerous benefits for deep learning applications
[51] such as Transformer models. Advantages of hardware accelerators are their ability to
accelerate computationally expensive operations and their efficiency in managing memory
transfers, which are the dominant energy consumers in deep learning computations. The
utilization of hardware accelerators through employment offers numerous advantages, here
are some listed:

• Performance Enhancement: Hardware accelerators are customized to execute specific
tasks using resources optimized for the precision requirements of the executed
algorithms. For instance, they can be designed with arithmetic units suitable for a
specific precision, such as 10-bit integer precision required by some algorithms. This
task-specific nature of hardware accelerators allows for faster computations compared
to general-purpose CPUs, which typically support 32-bit or 64-bit arithmetic.

• Low Power Consumption: Hardware accelerators achieve substantial power savings
by using optimized arithmetic resources and bypassing instruction stream processing
units, such as instruction fetch, decode, and data caching mechanisms.

• Acceleration of Matrix Operations: Deep learning models heavily rely on matrix
operations like multiplication and convolution. Hardware accelerators enhance these
operations via specialized circuit designs and parallelization techniques, leading to
significant improvements in computational speed.

• Optimized Memory Access: Efficient memory access is a critical factor for deep
learning models’ performance. Hardware accelerators can optimize memory hier-
archies and streamline access patterns, thereby reducing latency and bandwidth
consumption.

• Efficient Resource Utilization: Hardware accelerators ensure the optimized use of
computational resources, leading to higher computational output per unit of energy
and time.

• Real-World Deployment: Hardware accelerators facilitate the deployment of complex
models in real-world applications, ensuring that the models can process data in
real-time with low latency.
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3.1.2 Classification of Hardware Accelerators

Hardware accelerators are an essential component for computational tasks. Here, are
different types of hardware accelerators, each providing unique capabilities for specific
computational demands:

1. Graphics Processing Units (GPUs): Originally designed for rendering graphics,
GPUs have evolved to become a powerful tool for various applications, including
training deep learning models [10]. Their architecture supports high parallelism,
making them ideal for matrix operations that are prevalent in neural networks [52].

2. Field-Programmable Gate Arrays (FPGAs): FPGAs are reprogrammable
integrated circuits, enabling hardware optimization for specific algorithms. The
flexibility of FPGAs allows them to cater to diverse applications, balancing between
adaptability and efficiency [53].

3. Application-Specific Integrated Circuits (ASICs): ASICs, designed for a
specific purpose, offer high efficiency and performance for their intended tasks [54].

4. Tensor Processing Units (TPUs): TPUs are specialized for machine learning
applications, particularly efficient in handling extensive matrix operations associated
with deep learning [55].

Despite the benefits of hardware accelerators, their integration does come with chal-
lenges. These include the necessity for specialized programming models and tools, power
consumption considerations, especially in large-scale data centers, and cost constraints
which can limit their applicability.

3.1.3 Challenges and Limitations of Hardware Accelerators

1. Energy Consumption:

• While performing demanding tasks like, working on deep learning models which
has heavy matrix multiplications or real time data processing. These tasks
consumes significant amounts of energy

• Efficiency vs. Performance Trade-off: While optimizing accelerators for high
performance, its up to the designers to maintain a delicate balance and ensure
energy efficiency, without compromising on speed or functionality.

• Battery Life in Portable Devices: Devices like smartphones and drones that use
hardware accelerators, energy consumption is impacted directly on the battery
life. The goal is to achieve optimal performance without draining the battery
quickly.

2. Heat Dissipation:

• Thermal Challenges: Hardware accelerators operate rigorously, generating a
significant amount of heat. This heat must be effectively dissipated; otherwise,
it could impact the device’s longevity and stability.
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• Cooling Solutions: With hardware accelerators cooling solutions are mandatory.
The choices range from air cooling, liquid cooling, to more advanced solutions
like phase change materials. However, incorporating these solutions can increase
the device’s size, complexity, and cost.

• Thermal Throttling: If the device gets too hot, it might reduce its operational
intensity to prevent damage, leading to reduced performance.

3. Integration with Other Components:

• Physical Integration: As technology nodes reduces in size and devices become
more compact, integrating a high-performance accelerator as well as ensuring
it doesn’t interfere with the functionality of neighboring components in the
device becomes a challenging task.

• Communication Overhead: Hardware accelerators often need to communicate
with a central processing unit or other components. Communication channels are
essential to ensure that the speed benefits of the accelerator aren’t compromised
by slow data transfers.

• Software Compatibility: The software running on devices must be aware of
and also compatible with the hardware accelerator. This requires drivers and
sometimes even application modifications.

• Unified Memory Access: If an accelerator has its memory, managing data
between this and the main system memory can be challenging task. Techniques
like unified memory access helps to simplify this but come with consequences.

Although hardware accelerators promise superior performance and capabilities in
specific tasks, these benefits come with challenges. Addressing issues of energy consumption,
heat, and integration requires expertise in hardware design, advanced materials, and
software-hardware co-design strategies. As technology progresses, finding solutions and
efficient ways tackle these challenges will be pivotal to harnessing the full potential of
hardware accelerators.

3.1.4 Future Trends in Hardware Acceleration

The future of hardware acceleration is anticipated to be reshaped by the increasing
computational demands of data-centric domains and advancements in hardware-software
co-design. As AI and its sub-domains, especially deep learning, becomes more preva-
lent, there is a growing demand for hardware accelerators in edge computing and IoT.
These domains require immense computational expertise, especially as models grow in
complexity. Simultaneously, the evolution of HLS have become significantly popular by
allowing high-level languages such as C and C++, to be directly converted into hardware
formats, avoiding the complexities of low-level architecture and designs. This simplicity
is expected to strengthen the adoption of accelerators. Moreover, the rise in specialized
architectures tailored for specific tasks, such as Google’s TPUs for neural operations,
offering unparalleled efficiency. Additionally, the shift towards heterogeneous systems com-
prising varied accelerators indicates the need for sophisticated management and scheduling
approaches. With the emphasis on mobility and portability, innovations focusing on
energy-efficient hardware will be prominent in coming years, potentially leveraging designs
like asynchronous circuits and near-threshold voltage techniques. In essence, hardware
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accelerators, underpinned by these trends and advancements, are on track to become
integral components of the computational future.

3.2 High-Level Synthesis
In the evolving era of Very Large Scale Integration (VLSI) systems, today’s intricate
hardware requires a methodological shift from the traditional Register-Transfer Level
(RTL) design, which struggles to keep up with modern VLSI complexities [56]. High-
Level Synthesis has risen as a crucial methodology, offering a higher abstraction level
in hardware design by focusing on behavior over micro-architecture [57]. This approach
enables designers to outline system functionality, with details like timing and interfaces
handled by HLS tools.

HLS has several benefits such as faster development cycles and simplified design
alterations. The automated conversion from high-level languages to RTL code by HLS
tools is instrumental in navigating VLSI’s growing complexity and capitalizing on hardware
accelerators [58]. Moreover, HLS enables efficient design space exploration, allowing
the assessment of various architectures without deep hardware design knowledge, thus
promoting optimized power, performance, and area tailored accelerators [59]. Nevertheless,
HLS presents hurdles like ensuring the generated RTL meets set constraints. The success
of this synthesis largely depends on the HLS tools’ robustness and the designer’s expertise.
However, as these tools advance, the challenges should wane, reinforcing HLS’s significance
in hardware accelerator design [60].

3.2.1 Evolution Towards Abstraction

As semiconductor technology progressed in line with Moore’s Law, manual design tech-
niques grew inadequate. The adoption of Hardware Description Languages (HDLs) like
Verilog and VHDL brought about a higher level of abstraction for circuit descriptions.
This shift, influenced by the Mead and Conway methodology [61], paved the way for
Electronic Design Automation (EDA) tools that streamlined hardware design processes.

With the advancement of EDA tools, designers could define digital circuits at elevated
abstraction levels, and the tools would convert these into physical layouts. This became
indispensable with rising design intricacies. These tools initiated the era of HLS, allowing
for hardware designs directly from languages like C or C++. Furthermore, the increasing
complexity introduced the Register-Transfer Level (RTL) abstraction, depicting designs
in terms of register operations. HLS provided an even higher abstraction, translating
high-level programming descriptions into RTL designs for quick prototyping and design
exploration.

3.2.2 Significance of Abstraction

HLS’s introduction marked a significant evolution in handling the intricacies of modern
hardware designs by introducing beneficial abstraction levels. This shift in methodology not
only has technical implications but also redefines the conceptual framework for hardware
design problem-solving [62–65]. Key benefits of HLS include:

• Design Efficiency: HLS streamlines the design process, allowing designers to con-
centrate on system behavior over microarchitectural nuances. This reduces errors
typically introduced due to intricate details.
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• Enhanced Verification: Verification is expedited in HLS. Its compatibility with
software-based verification tools, which outpace traditional RTL simulators, ensures
the high-level description matches its RTL output.

• Rapid Design Space Exploration: Through HLS tools, designers can swiftly assess
transformations like pipelining without delving into exhaustive code modifications.

• Ease of Retargeting: HLS’s adaptability stands out when updating the RTL output
for evolving target platforms, such as changes in clock frequencies, showcasing its
flexibility.

• Accessibility: HLS’s integration with languages like C/C++ makes the shift to
hardware design more seamless for software engineers. This does not diminish the
significance of deep hardware knowledge, but HLS certainly eases the entry.

• HLS and FPGAs: The combination of HLS with FPGAs, known for their repro-
grammable nature, is promising. Contemporary HLS tools also support extensive
FPGA-specific libraries.

Although initial apprehensions about HLS revolved around its Quality of Results
(QoR), which formerly couldn’t match RTL methods, the gap has narrowed thanks to
advanced HLS tools.

3.2.3 Working Process of HLS Tools

HLS tools are instrumental in converting high-level language descriptions (like C, C++,
and SystemC) into RTL representations, ensuring that the resulting hardware meets both
functional specifications and designer constraints. The synthesized RTL encompasses a
controller, data paths, communication interfaces, and memory units. The process of an
HLS tool can be broken down into several key steps, as illustrated in fig 3.1

Fig. 3.1. HLS flow
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1. High-Level Language Compilation: The process begins with the HLS tool compiling
the high-level language description. This step involves parsing the source code to
understand the algorithm and data structures.

2. Transforming Functional Specification into Hardware Control Structures: This step
entails transforming the high-level functional specification into hardware controlling
structures. This transformation is guided by directives provided by the designer to
influence or guide the synthesis process.

3. Resource Allocation: At this stage, the HLS tool allocates hardware resources
necessary for the implementation. This includes storage components, functional
units, buses, and others. It is essential to optimize resource utilization to achieve a
balance between performance and area.

4. Operation Scheduling: This involves assigning operations to specific clock cycles.
This step is crucial for managing the timing behavior of the hardware and ensuring
that it meets the specified performance targets.

5. Operation Binding: Here, the operations are mapped or bound to specific hardware
units. These can be custom-designed or integrated functional units. This binding
process affects the hardware’s final configuration.

6. Variable Binding to Storage Components: The HLS tool assigns variables to specific
storage components. This could include LUTs (Look-Up Tables), flip-flops, or Block
RAMs (BRAMs), depending on the design requirements.

7. Data Transfer Binding to Buses: In this step, the HLS tool binds data transfers to
specific buses, controlling how data is routed through the hardware.

8. RTL Description Generation: Finally, the HLS tool generates the RTL description
which captures both the behavior and the structure of the implemented hardware.
This RTL code can then be used in the subsequent steps of the design flow, such as
logic synthesis and physical design.

This HLS workflow is vital as it bridges the gap between algorithmic descriptions and
hardware implementations, enabling designers to focus on high-level design explorations
while automating the complex task of hardware synthesis. By doing so, HLS tools
significantly accelerate the hardware design process, providing a more productive and
efficient pathway for achieving optimized hardware implementations.

3.2.4 Constraints and Limitations of HLS Tools

High-Level Synthesis tools are invaluable, yet they come with constraints rooted in the
disparity between software coding and hardware synthesis. Some key limitations are:

• Dynamic Memory Allocation: HLS tools often struggle with dynamic memory
constructs such as malloc(), free(), new, and delete, due to the necessity for static
hardware resource allocation.

• Pointers: The support for pointers, especially pointer-to-pointer types, is typically
limited since hardware synthesis prefers explicit data paths over abstract pointer
constructs.
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• System Calls: Functions linked to the operating system, like abort() or printf(),
aren’t typically supported as they don’t map directly to hardware logic.

• Standard Libraries: Support is limited as many library functions aren’t efficiently
hardware-mappable or rely on non-synthesizable features.

• Recursion: HLS tools can’t usually support recursive functions due to the un-
bounded nature of hardware resources they could require.

• Loop Optimization Limitations: There can be constraints on automatic loop
optimizations, affecting parallel construct performance.

• Physical Constraints: The hardware’s physical properties, such as available logic
elements, can influence synthesis efficiency.

• Debugging: Validation of synthesized hardware against high-level code can be
challenging.

Awareness of these constraints is vital. Designers should adopt hardware-compatible
coding, use HLS directives wisely, and ensure rigorous validation. Despite these challenges,
HLS tools remain adaptable, capable of handling varied interfaces and conducting essential
optimizations for optimal hardware results.

3.3 Optimization Techniques in Vitis HLS
One of the key aspect of HLS is the ability to optimize the hardware implementa-
tion. Here are few optimization techniques in Vitis HLS: LOOP_UNROLL, PIPELINE,
and ARRAY_PARTITION.

3.3.1 LOOP_UNROLL Optimization

LOOP_UNROLL is an optimization technique that increases parallelism by expanding the
loop body. Essentially, it is the process of increasing the number of iterations in a loop
executed in a single cycle. This is done by duplicating the loop’s body.
1

2 # pragma HLS UNROLL
3 for (int j = 0; j < 4; j++) {
4 A[j] = B[j] + C[j];
5 }

Listing 1. An Example of HLS C++ Code With UNROLL Directives

In the above example [1], without unrolling, the loop would take four iterations. With
unrolling, it synthesizes four separate addition operations, which can be executed in
parallel.
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Fig. 3.2. Loop optimization. (a) For Loop structure. (b) Without loop pipeline. (c) loop
pipelined. (D) with Loop unroll

3.3.2 PIPELINE Optimization

Pipelining is a technique where multiple operations are overlapped in execution. It
increases throughput and allows new operations to be initiated before the previous ones
are completed.
1 # pragma HLS PIPELINE
2

3 for (int k = 0; k < N; k++)
4 {
5 A[k] = B[k] + C[k];
6 D[k] = A[k] * E[k];
7 }

Listing 2. An Example of HLS C++ Code With PIPELINE Directives

In this example 2, without pipelining, each iteration of the loop would wait for the
previous iteration to complete. With pipelining, as soon as the first operation of the
first iteration is complete, the first operation of the second iteration can begin. This
significantly increases the throughput.

3.3.3 ARRAY_PARTITION Optimization

Array partitioning is an optimization that involves dividing arrays into smaller, independent
arrays that can be accessed in parallel. This is particularly useful when multiple data
points in an array need to be processed simultaneously.
1 # define L 1024
2
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3 void vector_add (int a[L], int b[L], int c[L]) {
4 # pragma HLS ARRAY_PARTITION variable =a complete
5

6 for (int j = 0; j < L; j++) {
7 c[j] = a[j] + b[j];
8 }
9 }

Listing 3. An Example of HLS C++ Code With ARRAY_PARTITION Directives

Fig 3 uses pragma directive and it tells the HLS compiler to create separate memory
units for each element of array a. This can significantly increase the potential for parallelism,
especially if the FPGA has enough resources. But this could lead to resource overuse for
larger arrays.

Optimization techniques in Vitis HLS such as INLINE, LOOP_UNROLL, PIPELINE, and
ARRAY_PARTITION are critical for efficiently translating high-level code to optimized hard-
ware designs. Each of these techniques comes with its own set of advantages and trade-offs.
While they can significantly improve performance, it is essential to consider the resource
constraints and requirements of the application to make informed decisions on their
utilization.

3.4 Optimization and Analysis of Floating-Point vs. Fixed-Point
Representations using the HLS Tool

This report analyzes matrix multiplication (2x3 matrix multiplied by a 3x2 matrix) using
floating-point and fixed-point arithmetic in the Vitis HLS tool. We focus on hardware
metrics (DSP units, ff, LUT) and precision measures, namely Root Mean Square Error
(RMSE) and Maximum Error, to evaluate the efficacy and trade-offs of each representation.

3.4.1 Methodology

Floating-Point Implementation To ascertain the performance of floating-point arith-
metic in matrix multiplication, float datatype was employed. Despite its proficiency
in providing broad range and precision, floating-point arithmetic is typically resource-
intensive.

Fixed-Point Implementation Using the Xilinx’s ap_fixed library, a 16-bit fixed-point
datatype was formulated, which assigns 8 bits each to the integer and fractional parts.
Though more efficient in terms of memory, fixed-point may occasionally lack in precision.

Synthesis & Metrics Collection Both implementations were synthesized using the
Vitis HLS tool. The key metrics evaluated post-synthesis were:

1. Digital Signal Processing (DSP) unit usage

2. Flip-flops (ff) utilization

3. Lookup tables (LUT) count
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3.4.2 Error Metrics

To evaluate the performance between the two implementations, two error metrics were
utilized: Root Mean Square Error (RMSE) and Maximum Error, results shown in table 2.

3.4.3 Results

Table 1. Post-synthesis Resource Utilization

Resource Fixed-Point Floating Point

DSP 1 30
Flip-flops (ff) 238 2503
LUT 383 1945

Table 2. Numerical Accuracy Metrics

Metric Value

RMSE 0.026663
Max Error 0.036562

The HLS tool’s synthesis results shown in table 1 reveal that floating-point arithmetic
requires notably more resources than its fixed-point counterpart, with a significant differ-
ence in DSP, LUT, and ff utilization. Although there’s a minor compromise in precision
with fixed-point, as indicated by the RMSE and Max Error values depicted in table 2,
the efficiency in resource consumption makes it a viable choice. For FPGA developers,
this suggests that fixed-point can be a more hardware-efficient choice, especially when
resource conservation outweighs the need for absolute numerical precision.

3.5 Analyzing Vitis HLS C Synthesis Results
C synthesis interprets the C/C++ algorithm, extracts inherent parallelism, and translates
it into a hardware representation.

Key Parameters in the C Synthesis Report

• Latency
Latency measures the clock cycles required for design execution. A trade-off exists
between latency and metrics like throughput or resource consumption.

• Initiation Interval (II)
II indicates the clock cycles before a new input begins processing. An II of 1 is
optimal, but factors like loop-carried dependencies can affect it.

• Resource Utilization
This section delineates FPGA resources used by the design, including:
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– Look-Up Tables (LUTs)
– Flip-Flops (FFs)
– Block RAMs (BRAMs)
– Digital Signal Processing (DSP) slices

• Dataflow
The dataflow optimization enables concurrent function or loop execution. The report
highlights dataflow optimization efficiency.

• Loop Analysis
This section offers insights on loop optimizations like unrolling or pipelining.

• Interface Report
The synthesized interfaces, like AXI or stream interfaces, are outlined in this section.

The Vitis HLS C synthesis report, when interpreted rightly, guides designers toward
optimal hardware solutions. It aids in efficient design creation and reduces the development
cycle.
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4 Implementation & Results
This chapter delves into a critical aspect of the Transformer model - the Encoder segment
depicted in fig 4.1. Specifically, the focus will be on implementing the Encoder segment
in Vitis HLS tool, and analyzing the performance of each constituent component. The
encoder segment of the Transformer model comprises several components, such as positional
encoding, linear layers for key-query-value computation, self-attention mechanism, feed-
forward networks, and layer normalization. The implementation is broken down into these
components, and each component is implemented with separate C++ code files consisting
of the main function file, header file, and a test file. Due to the inherent constraints of Vitis
HLS, it’s infeasible to synthesize the entirety of the Transformer function at once; hence,
the decision was made to modularly synthesize each distinct block of the Transformer,
allowing for a focused and meticulous analysis of each segment’s hardware efficiency and
performance. For each of the aforementioned components, the synthesizable C++ code is
passed through Vitis HLS to generate the RTL description. Various optimization directives
are applied during the HLS to ensure efficient hardware utilization and performance.

The batch size equal to 1, sequence length is set to 4, and the embedding size is 5,
defining the dimensions of the input embedding matrix. The custom values for testing are
hard-coded as a 4x5 matrix, with each row having randomized values ranging from 0 to
5.0.

Fig. 4.1. The Transformer Model

4.1 Efficient Positional Encoding for Neural Networks Using
Vitis HLS

The positional encoding sublayer in a Transformer model helps the model understand the
order of words in a sentence by injecting information about the position of words into the
model. Here is the analysis of different implementation to accelerate this function using
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Vitis HLS.

1 function PositionalEncoding ( sequence_length , dimensions ):
2 positional_encoding = matrix of size [ sequence_length ,

dimensions ] initialized to zeros
3

4 for position in range (0, sequence_length ):
5 for i in range (0, dimensions , 2): // Increment by 2

to handle sin and cos calculations separately
6 // Calculate the angles for sine and cosine
7 angle = position / 10000^(2 * i / dimensions )
8

9 positional_encoding [ position ][i] = sin(angle)
10 positional_encoding [ position ][i+1] = cos(angle)
11

12 return positional_encoding

Listing 4. Pseudo Code of Positional encoding

4.1.1 Implementation Details and Synthesis Results

Here we have implemented four versions of the positional encoding accelerator with HLS
directives and optimization techniques. The target clock period for all versions was set to
10 ns. The C synthesis results from Vitis HLS are as follows:

Table 3. Version-wise Implementation Details and Synthesis Results

Version Latency (ns) Interval (ns) BRAM DSP FF LUT URAM
1 410 420 1 35 5247 9938 0
2 420 430 1 35 5150 9944 0
3 540 550 1 20 3485 7471 0
4 300 310 0 27 4023 7149 0

Analysis of Positional Encoding Implementations for Vitis HLS

Version 1: Core Features:

• Fundamental algorithm for generating positional encodings.

• Provides a basic addition function to integrate computed encodings with custom
input values.

Analysis:

• Represents the algorithm’s vanilla version, without using of hardware-oriented
tweaks.

• While effective as an implementation, there is always room for further optimization.
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Version 2: Core Features:

• HLS interface and array partitioning directives were used here.

• Addition of pipelining directive, heightened the throughput.

Analysis:

• The inclusion of HLS directives, ARRAY_PARTITION for partitioning the pos_enc
array cyclically, the design aims to exploit parallel data access.

• The pipelining directive pragma HLS PIPELINE II=1 helps in concurrent data pro-
cessing. It implies that every clock cycle can initiate a new operation, amplifying
throughput. However, this might ramp up resource demands.

Version 3:

• This is same as the previous version (3) but with pragma HLS PIPELINE II=2.

Analysis:

• The adjustment in the pipelining initiation interval pragma HLS PIPELINE II=2 of-
fers potentially better balance between hardware resource consumption and through-
put. This might slightly reduce the processing speed , overall its provides stability
and efficient resource usage

Version 4: Core Features:

• Use of the angle_rate_lut Lookup Table (LUT) shown in the pseudo code 5 to
preemptively store values. And rest of the HLS directives used in previous version,
remains the same

• Loop unrolling was implemented, for further streamline computations.

Analysis:

• The use of LUT angle_rate_lut by skipping repetitive computations and using
pre-stored values, the algorithm becomes more efficient.

• The pragma HLS UNROLL directive helps in parallelism. Unrolling loops can signifi-
cantly speed up processing by concurrently handling iterations.

• The combination of data partitioning, pipelining, and loop unrolling refines the
design, optimized for high-speed and makes it resourc efficient.

1

2 // Calculate angle rates and store in LUT
3 for each dimension i in embedding size:
4 calculate angle_rate and store in LUT[i]
5

6 // Compute positional encoding
7 for each position pos in sequence length :
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8 for each dimension i in embedding size:
9 use LUT[i] to calculate angle_rate

10 if i is even:
11 pos_enc [pos ][i] = sin( angle_rate )
12 else:
13 pos_enc [pos ][i] = cos( angle_rate )

Listing 5. Pseudo Code of Positional encoding optimized version(4)

Data Types Here custom fixed-point data type, ap_fixed<32, 12> type has been used,
from the ap_fixed.h library provided by Xilinx. It has a total width of 32 bits and an
integer width of 12 bits. This means it has 20 bits for the fractional part. This fixed-point
number type is used because it offers a good balance between range and precision.

4.1.2 Possible Improvements

The 4th version of the positional encoding accelerator, as detailed in Table 3, emerges
as the most resource efficient with optimal speed, primarily due to its employment of a
lookup table (LUT) to precompute angle rates. This approach, depicted in pseudo code 5,
coupled with the UNROLL directive, significantly speed-up computational complexity.
Directives like ARRAY_PARTITION allow parallel element access, and with a PIPELINE
directive having an initiation interval (II) of 1, enhance the performance.

Nevertheless, avenues for improvements remains. Refinements in memory use, increased
parallelism, and adjustments to the pipeline initiation interval can still be explored for
optimal efficiency. With the lowest latency of 300 ns, the 4th version strikes the right
balance between good performance and modest resource consumption, making it the ideal
choice.

4.2 Implementation of Linear layer accelerator for key, query,
and value (KQV) matrices

This involves computing the key, query, and value matrices, which are essential in the
scaled dot-product attention mechanism. For each of these matrices, we need to perform
matrix multiplication operation between the input and the corresponding weight matrix,
followed by an addition operation with a bias vector.

4.2.1 Pseudo Code

The HLS implementation to get K, Q and V, we utilize a linear layer (essentially a fully
connected layer). The linear layer is parameterized by a set of weights and biases for the
Key, Query, and Value, respectively. These transformed matrices are then utilized further
to obtain attention computation.
1

2

3 Algorithm linear_kqv (input , key , query , value)
4

5

6 For each row in input do i:
7 For each column in input do j:
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8 Initialize key_sum , query_sum , value_sum to 0
9

10 For each row in weights_key do k:
11 key_sum = key_sum + (input[i][k] * weights_key

[k][j])
12 query_sum = query_sum + (input[i][k] *

weights_query [k][j])
13 value_sum = value_sum + (input[i][k] *

weights_value [k][j])
14 End For
15

16 key[i][j] = key_sum + bias_key [j]
17 query[i][j] = query_sum + bias_query [j]
18 value[i][j] = value_sum + bias_value [j]
19 End For
20 End For
21 End Algorithm

Listing 6. Pseudo Code of Linear Key Query Value (KQV)

4.2.2 Implementation Details and Synthesis Results

The three versions of the linear layer accelerator for key, query, and value matrices shows
varying range of HLS optimizations. Keeping same core algorithm, each version has
distinct implementations of HLS directives. The target clock period was set at 10 ns. The
C synthesis results of each version are detailed as follows:

Table 4. Version-wise Implementation Details and Synthesis Results

Metrics Version 1 Version 2 Version 3

Estimated (ns) 7.087 7.116 6.530
Latency (ns) 130 580 10
Interval (ns) 140 590 10
Interval (cycles) 14 59 1
Pipeline No No Yes
BRAM 0 0 0
DSP 232 45 232
FF 4188 722 3426
LUT 19738 1693 18822

Analysis of linear layer Key, query and value Implementations for Vitis HLS

Version 1: Core Features:

• This version presents the baseline structure for computing the linear layers, without
any specific HLS-driven optimizations.

• The algorithm iterates over input matrices, multiplies them with the respective
weights for key, query, and value, and finally adds the biases.
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Analysis:

• The design shows a latency of 130ns over 13 cycles which tells there is a room for
optimization.

• The design’s resource consumption is high, especially in terms of LUTs.

Version 2: Core Features:

• This version introduces HLS interface directives and array partitioning.

• The flow remains consistent with Version 1, but with HLS directive the operations
is parallelized, especially with the partitioning of the input arrays.

Analysis:

• A significant increase in latency is observed, reaching 580ns. Suggesting optimization
were made.

• There’s a significant decrease in resource consumption, especially LUTs (1693) and
DSPs (45). This indicates that the HLS directives, particularly array partitioning,
have been effective in optimizing resource allocation, even if they affected latency.

Version 3: Core Features:

• The introduction of the pipeline directive indicates a shift towards concurrent data
processing. This can significantly amplify throughput by allowing a new operation
to initiate in each clock cycle.

Analysis:

• This version showcases an impressive reduction in latency, dropping to 10ns over
just a single cycle. This shows of the pipelining optimization properly utilized.

• There’s an increase in LUTs (18822) and flip-flops (3426) compared to Version 2,
the utilization remains lower than Version 1. The use of 232 DSPs is consistent with
the baseline version.

Data types It uses fixed-point representation, ap_fixed<32, 12> with a 32-bit width
and 12 integer bits.

4.2.3 Possible Improvements

• The design could potentially be improved by introducing pipelining, which would
increase throughput at the cost of increased resource utilization.

• The fixed-point format could also be tuned to further optimize precision and resource
utilization.

Based on the C synthesis results, Version 3 emerges as the most optimized design.
Its minimal latency, combined with efficient resource utilization, makes it as the most
suitable for implementation.
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4.3 Self-Attention Implementations and Analysis
Self-attention operates by calculating attention scores through the dot product of the
query and key matrices. These scores then modulate the value matrix to generate an
output, along with a scaled softmax function. This mechanism has been implemented in
three unique variations.

4.3.1 Pseudo Code

The self-attention mechanism can be mathematically described with the following formulas:

1. Attention Scores Calculation:

AttentionScores = Q × KT (4.1)

2. Scaling the Attention Scores:

Scaled_Attention_Scores = AttentionScores√
dk

(4.2)

where dk is the dimensionality of the keys.

3. Apply Softmax to get the Attention Distribution:

AttentionDistribution = Softmax(Scaled_Attention_Scores) (4.3)

4. Weighted Sum of Values:

Output = AttentionDistribution × V (4.4)

1

2

3 Function SelfAttention (Q: matrix , K: matrix , V: matrix , mask:
matrix ) -> matrix :

4

5

6 d_k = number of columns in Q // Dimension of the Query
vector

7

8 // Step 1: Calculate the dot product between Queries and
Keys

9 scores = dot_product (Q, transpose (K))
10

11 // Step 2: Scale the scores
12 scores = scores / sqrt(d_k)
13

14 // Step 3: Apply the mask (if provided ) to scores
15 if mask is not None:
16 scores = apply_mask (scores , mask)
17

18 // Step 4: Softmax normalization on scores
19 attention_weights = softmax (scores , axis =-1)
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20

21 // Step 5: Multiply attention weights with Values
22 output = dot_product ( attention_weights , V)
23

24 return output

Listing 7. Pseudo Code of self attention

4.3.2 Implementation Details and Synthesis Results

Three distinct versions of the self-attention mechanism have been developed, each with its
own set of HLS optimizations. These versions aim to execute operations within a target
duration of 10ns.

Table 5. Comparison of Metrics across Different Versions

Metric Version 1 Version 2 Version 3

Estimated (ns) 7.176ns 6.97ns 6.97ns
Latency (cycles) 97 602 116
Latency (ns) 970ns 6020ns 1160ns
Interval 98 603 117
Pipeline No No No
BRAM 0 0 0
DSP 132 21 63
FF 27,541 8,361 99,787
LUT 30,927 8,692 104,515

The self-attention implementation employs the data type ap_fixed<32, 12>. This
represents a fixed-point number with 32 bits in total, of which 12 bits are allocated for
the integer part and the remaining 20 bits for the fractional part. This choice optimizes
precision while conserving hardware resources in FPGA designs.

Analysis of Self attention

Version 1: Core Features:

• This version uses a triple nested loop structure to compute attention scores. The
innermost loop computes the dot product of the query and key matrices, followed
by scaling.

• The softmax function is implemented separately, and it consists of two loops. The
first loop calculates the exponential values and the summation. The second loop
computes the final softmax values.

• Computation of attention scores without major HLS optimizations apart from array
partitioning.

Analysis:

• With a relatively low latency 970ns this version offers relatively better latency.
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• The DSP usage is high at 132, indicating that there’s a lot of parallel arithmetic
operations. The FF and LUT usage is high as well, which suggests a more extensive
combinational logic and storage requirement.

Version 2: Core Features:

• The pragma HLS PIPELINE II=1 directive is used throughout, especially within
inner loops.

• The softmax operation is broken down into two distinct loops, allowing better
parallelism.

Analysis:

• The latency significantly increases to 6020ns over a span of 602 cycles. Although
pipelining typically enhances throughput, in this scenario, processing time shows a
hike.

• There is a drop in DSP usage to 21 and the reduced FF and LUT counts suggest
that the version is more resource-conservative, albeit at the cost of increased latency.

Version 3: Core Features:

• The softmax computation uses loop unrolling with pragma HLS UNROLL, aiming to
process multiple iterations simultaneously, leading to higher throughput but at the
potential cost of resource consumption.

• Dot product calculations are seperated from the attention score computations,
helping in design clarity and might enable better parallelization.

• Pipelining continues to be employed, indicating an attempt to retain throughput
benefits.

Analysis:

• With a latency of 1160ns spanning 116 cycles, this version strikes a balance in
performance compared to the other iterations.

• There’s considerable resource usage, especially in DSPs, FFs, and LUTs. This can
be attributed to the aggressive application of loop unrolling and pipelining.

Version 1, while straightforward, is resource-intensive due to its direct approach, leading
to high DSP usage. Version 2 optimizes resource usage but compromises on latency, with
pipelining increasing processing time. In contrast, Version 3 finds a middle ground by
merging the throughput benefits of pipelining with the performance of loop unrolling.
Although this approach demands more resources, its latency is less than Version 2. In
conclusion, Version 3, shows both pipelining and loop unrolling, offers the most optimized
performance.
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4.4 Position wise Feed Forward
In the Transformer model, the FFN operates on each position separately and identically,
meaning it treats input and output embeddings for each token in the sequence independently.
The FFN consists of two linear transformations with a ReLU activation function in between.

output = ReLU(input × weight_matrix + bias) (4.5)

4.4.1 Results Analysis

The table 6 analyse the C Synthesis results for all four versions:

Table 6. Comparison of Metrics across Different Versions

Version 1 Version 2 Version 3 Version 4

Estimated (ns) 7.106 7.292 7.26 6.865
Latency (cycles) 167 5 16 643
Latency (ns) 1670 50 160 6430
Interval 168 2 17 322
Pipeline No Yes No Dataflow
DSP 30 144 36 4
FF 659 3529 1127 422
LUT 1636 12769 3173 1088

All versions use ap_fixed<32, 12>, which provides fixed-point arithmetic. This is a
common choice, as it offers a balance between precision and resource usage.

Version 1: Core Features:

• Cyclic array partitioning and pipelining are utilized.

• Achieves a moderate balance between latency and resource usage.

Analysis:

• Uses basic matrix multiplication followed by bias addition and activation function
(ReLU). HLS directives are used to partition arrays cyclically for parallel access and
to unroll the innermost loop of the matrix multiplication. It also specifies a pipeline
initiation interval of 4.

• The overall design aims for a balanced trade-off between clarity and performance,
without an excessive use of resources.

Version 2: Core Features:

• Design approach is highly parallelized.

• Latency is Remarkably low at 50 ns.

• Full array partitioning and aggressive pipelining Optimization used.
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Analysis:

• This version partitions the arrays completely, allowing for full parallel access. It also
specifies a pipeline initiation interval of 2. The matrix multiplication and ReLU
activation are combined into a single loop, minimizing intermediate storage.

• This version is tailored for maximum speed, making it suitable for scenarios where
latency is the primary concern, and resources are abundant.

Version 3: Core Features:

• Loop unrolling for matrix multiplication, improving speed at the cost of increased
LUTs.

• Strikes a middle ground between speed and resource usage.

Analysis:

• Here, the arrays are partitioned completely for parallel access. The matrix multi-
plication loops are unrolled, which can lead to full parallelism, but may increase
resource usage.

Version 4: Core Features:

• Incorporates dataflow optimization, a technique intended to exploit parallelism by
allowing operations to execute as soon as data is available.

• Highly efficient with 4 DSP, 422 FF, and 1088 LUT.

• The design achieves remarkable resource efficiency but struggles with unexpected
high latency.

Analysis:

• Version 4 integrates dataflow optimization, aiming to maximize parallelism by
allowing operations to commence as soon as their respective data inputs are ready.
While the design is incredibly resource-conservative, it surprisingly clocks a high
latency of 6430 ns. This suggests potential inefficiencies or dataflow bottlenecks.
Block-based array partitioning and loop pipelining are also employed to further
boost performance. However, the latency figures indicate that there might be room
for further optimization or restructuring.

4.5 Layer Normalization
Layer Normalization for Transformer model using Vitis C Synthesis. The evaluation is
based on both the synthesis metrics and the code structure.
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4.5.1 Pseudo-code for Layer Normalization

1

2 Function LayerNormalization (x: vector , epsilon : float , gamma:
vector , beta: vector ) -> vector :

3

4 // Step 1: Compute the mean and variance of the input
vector

5 mean = average (x)
6 variance = average ((x - mean)^2)
7

8 // Step 2: Normalize the input vector
9 x_normalized = (x - mean) / sqrt( variance + epsilon )

10

11 // Step 3: Scale and shift the normalized vector
12 output = gamma * x_normalized + beta
13

14 return output

Listing 8. Pseudo Code of Layer Normalization

4.5.2 Implementation Details and Synthesis Results

Table 7. Comparison of Metrics across Different Versions

Metrics Version 1 Version 2 Version 3

Target Latency (ns) 10 10 10
Estimated Latency (ns) 7.231 7.29 7.231
Actual Latency (ns) 780 40 800
Interval (Cycles) 79 4 81
Pipelined No No No
BRAM 0 0 0
DSP 15 3 15
FF 17,415 103 17,385
LUT 18,904 406 18,925

Version 1: Core Features:

• Uses single function for computing layer norm.

• Utilized array partition pragmas for optimizing the input and output arrays.

• Implemented hls::fma for fused multiply-add operation.

Analysis:
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• Version 1, with a latency of 780 ns, takes longer to process compared to the other
versions. Its structure is straightforward but doesn’t utilize resources as efficiently
as other versions. The lack of modular functions means all operations are within a
single function, which may affect optimization.

Version 2: Core Features:

• Local buffer (local_output) is introduced to temporarily store outputs.

• Reduced loop complexities with concise structures.

• Most efficient in terms of DSP, FF, and LUT usage, indicative of a more streamlined
code.

Analysis:

• This version is the standout, completing tasks in just 40 ns. It breaks down tasks
into separate functions, which likely makes the hardware synthesis more efficient.
Its clever use of a local_output buffer might be why it uses resources like DSPs,
FFs, and LUTs so sparingly, leading to its top performance.

Version 3: Core Features:

• Similar to Version 1 but with some modifications. Incorporated a cyclic partition
for the output array.

Analysis:

• Similar to Version 1, Version 3 has a higher latency of 800 ns. While it does adopt
some of the techniques of Version 2, the cyclic partitioning of the output array
doesn’t seem to give it any advantage, making it lag behind in efficiency.

Version 2 is markedly superior, with a latency of only 40 ns compared to 780 ns and
800 ns in Versions 1 and 3. It also utilizes fewer resources like DSPs, FFs, and LUTs,
indicative of its optimized structure. Despite all versions using the array partition pragma
for inputs, only Version 2, which avoided cyclic partitioning for outputs, achieved top
performance.
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5 Conclusions
This study focused on exploring the FPGA-based hardware acceleration of the Trans-
former’s Encoder block, leveraging the Vitis HLS framework. A detailed investigation
was carried out on the Encoder segment of the Transformer model, emphasizing its in-
tegral components like positional encoding, key-query-value computation, self-attention
mechanism, and feed-forward networks. The implementation was meticulously broken
down into distinct components, with each part represented by dedicated C++ code files,
leading to a thorough and modular analysis.

Key findings indicate that utilizing Vitis HLS for high-level synthesis optimizes hard-
ware performance and utilization. This was made evident through the optimization
directives applied during the synthesis process. In summation, the research underscores
the efficacy and potential benefits of FPGA-based hardware acceleration for complex NLP
architectures like the Transformer. Such an approach not only paves the way for optimized
and efficient NLP models but also sets a precedent for further exploration in the domain
of hardware-accelerated deep learning applications. Future research could delve deeper
into multi-batch processing, dynamic sequence lengths, and expansive embedding sizes to
further advance and refine the FPGA-based acceleration methodologies for NLP models.
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