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This thesis presents a deep learning tool able to identify ice in radar images from
the sea-ice environment of the Twhaites glacier outlet. The project is motivated
by the threatening situation of the Thwaites glacier that has been increasing
its mass loss rate during the last decade. This is of concern considering the
large mass of ice held by the glacier, that in case of melting, could increase
the mean sea level by more than +65 cm [1]. The algorithm generated along
this work is intended to help in the generation of navigation charts and iden-
tification of icebergs in future stages of the project, outside of the scope of this thesis.

The data used for this task are ICEYE’s X-band radar images from the Thwaites
sea-ice environment, the target area to be studied. The corresponding ground
truth for each of the samples has been manually generated identifying the ice
and icebergs present in each image. Additional data processing includes tiling,
to increment the number of samples, and augmentation, done by horizontal and
vertical flips of a random number of tiles.

The proposed tool performs semantic segmentation on radar images classifying
the class "Ice". It is developed by a deep learning Convolutional Neural Network
(CNN) model, trained with prepared ICEYE’s radar images. The model reaches
values of F1 metric higher than 89% in the images of the target area (Thwaites
sea-ice environment) and is able to generalize to different regions of Antarctica,
reaching values ofF 1 = 80 %. A potential alternative version of the algorithm is
proposed and discussed. This alternative scoreF 1 values higher thanF 1 > 95 %
for images of the target environment andF 1 = 87 % for the image of the different
region. However, it must not be confirmed as the final algorithm due to the need
for further verification.

Keywords: Synthetic Aperture Radar (SAR), Machine Learning (ML), Seman-
tic segmentation, Convolutional Neural Networks (CNN), Thwaites
Glacier.
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1 Introduction
Over the past decade, the Thwaites Glacier, in the Antarctic, has experienced a
sharp increase in its rate of mass loss as a result of climate change, precipitating
faster melting rates and alarming cracks in the ice shelf. This change in the glacial
trend is considered as a potential threat due to the massive volume of ice held by the
glacier that could disappear resulting in a large rise in sea level. For this reason, the
Thwaites glacier is commonly known as the "Doomsday Glacier" [15]. It is well-known
that the mean sea level is rising, threatening shoreline settlements. One strong
contribution to this increase has been attributed to the melting of the polar ice sheet,
thus highlighting the need to track its evolution with time. However, it is not only
the rising of regional temperatures which is responsible for this phenomenon, but
also the change in the oceanic and atmospheric streams that are bringing warmer
water to the polar regions and is melting the ice from below [2].

Considerable effort has been devoted to the study of the Thwaites glacier by the
International Thwaites Glacier Collaboration (ITGC). This team was created in 2018
to collect the studies of different international teams [16]. Most of the projects being
conducted by ITGC require in-situ measurements to reach their objective. Navigating
through the icy sea to collect such measurements is not easy due to the population of
icebergs. Satellite-based instrumentation is being used for different Thwaites studies,
such as for the computation of the Antarctic mass balance, both total and regional.
This has been accurately computed by means of gravimetric technology [12]. How-
ever, this technique does not distinguish between the mass lost by iceberg break-offs,
known as calving, or by melting processes. Satellite imaging has also been used to
track the glacier evolution. Unfortunately, spaceborne optical imaging is limited by
the sunlight and meteorological conditions, hindering continuous tracking in cloudy
conditions or during the polar night. An interesting approach to complement optical
imaging for navigation and track ice evolution would be to use synthetic aperture
radar (SAR) images. The main advantage of this space-based radar is that it operates
at microwave frequency. As an active sensor (as opposed to passive optical sensors),
it controls its own source of illumination, enabling observation through clouds and
in absence of optical light. Little research involving SAR imagery [17], [18] has been
developed for the study of glaciers, or for navigation, as the processing of the imagery
is time-consuming and requires a radar expert analysis.

The aim of this thesis is to develop an algorithm to automatically classify the
pixels of a SAR image based on the presence or absence of ice using Machine Learning
(ML) solutions to potentially speed up the generation of navigation charts and help
in the identification of icebergs and glacier evolution studies in the Thwaites glacier
outlet. To develop this solution, ICEYE X-band SAR images are manually labelled to
identify the regions corresponding with the presence of ice and used for the generation
of the ML model. This project is limited to the generation and evaluation of the
algorithm for ice-detection in SAR imagery. The development of navigation charts
or iceberg change detection are beyond the scope of this thesis. However, those tasks
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will be proposed as future steps to continue this work.

The reminder of this thesis is structured in four additional chapters. The following
one, Chapter2, introduces the environment, concepts, tools, and technologies required
for the development of this work. Chapter3 describes the methodology followed for
the elaboration of the algorithm. After that, Chapter 4 explores and discusses the
results obtained. Finally, Chapter5 concludes the thesis by summarizing the process
followed, reviewing the results, and proposing future steps to continue this project.
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2 Classifying sea ice from Thwaites Glacier with
Machine Learning

In this section, the general background needed for the full understanding of this
project is introduced. First, on Section2.1, the region and environment to be studied
is presented together with the description of the problematic affecting the area, and
the main issue where the proposed model intends to contribute. After that, the
Synthetic Aperture Radar (SAR) technology used to obtain the images is explained
(Section2.2), followed by the state of the art (Section2.4), and finally, an introduction
to Machine Learning (ML) showing the characteristics, required tools, and knowledge
necessary for this thesis (Section2.3).

2.1 Thwaites Glacier
The Thwaites Glacier is located in West Antarctica (Figure1) and is considered as
the widest glacier on Earth, it covers about 120 km of the Antarctica coastline and
spreads over a surface of 192,000 km2 [19], [20]. The depth of the glacier is estimated
to have a mean value of 1000 m along the grounding line [21], defining the grounding
line as the place where the glacier no longer rests on the land and starts floating
over the sea forming what it is called as ice tongue or shelf (Figure2) [3]. This
information captures the general dimensions of the glacier and its big magnitude.
The glacier is also commonly known as Doomsday Glacier as the potential risk of
collapsing and melting has increased during the last decade. In this threatening
scenario the melting of the massive glacier will highly contribute to the increment of
the mean sea level in a short amount of time.
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Figure 1: Thwaites Glacier point location on map of the ocean bottom temperature.
Image from [2].

Climatic change is leading to many events affecting the stability of different cycles
on Earth. One of the main known effects is the increase of the mean and regional tem-
peratures that are accelerating the melting of the polar ice sheets. Another important
effect, and the one triggering the main problem with Thwaites Glacier, is the change
in the sea water currents driven by changes in temperature gradients. Ocean water
and atmospheric circulation are dominated by convection forces: the cold, denser fluid
will move to the regions of warmer fluid, generating a stable flow. As the temperature
on Earth is changing, these currents are shifting, allowing warm water streams to flow
toward polar regions where they have not gone before and, therefore, increasing the
melting rate of the polar ice. This effect is also observed in the atmospheric currents
that drive changes seen in the studied polar region. The Antarctic Circumpolar
Current (ACC) is considered as the strongest ocean currents found on Earth. It flows
all around Antarctica carrying relatively warm water protecting the continent from
direct, warm currents flowing from the three main ocean basins (Atlantic, Pacific, and
Indian) (Figure 1). Circumpolar Deep Water (CDW) is the mass of water that forms
most of the ACC and has specific characteristics, such as higher temperatures and
salinity. It is formed by the mix of other masses of water from the northern regions.
In most of the glaciated areas flowing into the sea, as in the Webbell and Ross seas,
the CDW is cooled down at the surface before flowing under the ice shelf. This cooled
CDW is produced by cyclonic mixing of the ACC with the cold water of the surface
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coming from the glacier outflows. However, along most of the East coast, including
the Amundsen sea where Thwaites Glacier is found, CDW coming from the warm
ACC suffers almost no thermal modification before flowing down the ice shelf, result-
ing in a warmer flow that accelerates the melting rate of the ice tongue from below [2].

Recently (December 2021), it was reported that several threatening cracks have
appeared on the glaciers ice shelf as a consequence of the warm and salty stream
of water flowing under this ice tongue, melting it from below and retracting the
grounding line (Figure2). It has been found that the grounding line of the Thwaites
Glacier has moved back 14 km since 1992. The warm current is not only increasing
the melting rate but also thinning the ice tongue and promoting the formation of
dangerous cracks leading to the detachment of large icebergs. This fact puts at risk
the thinning floating tongue of ice, that could detach in the short period of 5 years if
no action is taken. The relevance of the ice shelf of the glacier lies in the fact that
two thirds of the ice held inside the glacier is held by a higher region of the bedrock
along the coast line that limits the ice flow to a narrower region. This outflow is the
main out-stream of ice of the glacier and is held just by the threatened ice tongue. In
the current state, the flow of the Thwaites Glacier contributes to 4 % to the global
sea level annual increment. However, if the melting rate of the glacier continues to
increase at the current rate, the collapse of the entire glacier could be triggered in
a few years. This situation will result in an increase of +65 cm in the mean sea
level. [15], [1], [22].

Figure 2: Grounding line. Image from [3].

An international team has been created, under the name of International Thwaites
Glacier Collaboration (ITGC), to study the current state of the glacier, its evolution,
and the potential threats it faces. The collaboration is formed by nearly 100 scientists
involved in more than 10 different projects. Diverse methods are used in the projects
including computer models to examine calving or dynamic processes and analysis of
historical and present data obtained by in-situ measurements [16].
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Currently, one method to calculate the change in the ice mass in Antarctica is
by gravimetric mass balance. This is computed by measuring the fluctuation of the
gravitational pull between two different satellites orbiting over a target region. This
methodology has been used for over twenty years to study the ice mass evolution of
the Antarctic Ice Sheet (AIS), providing a temporal series of mass change over this
time. These time series have been computed for 25 different Antarctic regions (Figure
34). This allows us to compare the behavior of the Thwaites region (represented
by the code AIS21) with other ones (look at Table1) in terms of mass balance or
contribution to the rise of the sea level. On one hand, it is observed that the temporal
rate of change of the East region, covering more than 82 % of AIS, is positive (62.0
� 39.1 Gt/yr), meaning that mass of ice has increased due to accumulation by
precipitation. Conversely, for the West region, covering about 14% of AIS, the rate
of change is -130.3� 15.0 Gt/year, resulting in a negative total rate for the continent
(-91.8 � 43.5 Gt/year), showing the strong effect of the West region on the total ice
mass loss. More precisely, the rate for the Thwaites regions (AIS21) is -56.0� 9.0
Gt/yr (See Figure 33), which is a 43 % of the rate for the whole West region [12].
Figure 3 shows the mass change over the last 10 years. The alarming situation of
the East region can be clearly observed.

Region Rate [Gt/yr] Area covered [%]
AIS30 (East) 62.0 � 39.1 82
AIS31 (West) -130.3� 15.0 14
AIS29 (Total) -91.8 � 43.5 100

AIS21 (Thwaites) -56.0 � 9.0 � 1.3

Table 1: Ice mass rate of Antarctic Ice Sheet (AIS) regions [12]

Figure 3: Antarctica mass change over the last decade. Image from [4].
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2.2 Synthetic Aperture Radar (SAR)
Synthetic Aperture Radar (SAR) is an active remote sensing method consisting of
the emission of an electromagnetic pulse, as radar wavelengths, and the reception of
the backscattered signal by means of an antenna. The received signal is processed in
a way that it is possible to simulate the solution that would be obtained by a much
larger antenna with higher resolution. This can be done thanks to the displacement
of the antenna and motion of the sensor onboard a satellite or aircraft . Two of the
advantages of the use of SAR are that (1) it is an active sensor, as it provides its own
source of illumination, and (2) it operates in the microwave frequency band. The first
property allows us to obtain images regardless of the visible illumination conditions
and therefore it can be used even during night. The use of microwave frequency is
convenient, as the atmosphere is largely transparent to it: the microwave radiation
is not absorbed by the atmosphere and mostly remains unattenuated by clouds or
other weather conditions. This allows for signal capture under these circumstances.
These facts highly improve the temporal and spatial capabilities of SAR sensors as
they can observe nearly any place on the planet at any time, including during the
long polar nights and under storms [23].

An electromagnetic (EM) wave is formed by an oscillating electric field which
induces a magnetic field perpendicular to it. This process is cyclic, as the changing
magnetic field also induces an electric field, allowing propagation through a vacuum,
following Faraday’s law of induction. This process generates the electromagnetic
wave that will propagate at a constant speed, the speed of light. The direction of
oscillation of the electric field in the plane perpendicular to propagation, determines
the polarization. It can be fixed or rotated over time, describing a linear, circular
or elliptical path (e.g., Linear vertical polarization or Left circular polarization).
Depending on the oscillation frequency (number of full circles per time,� ), or the
wavelength (distance between peaks,� ), different rages has been defined inside the
EM spectrum, from Gamma-rays to Radio (represented in the top part of Figure
4) [5].

Figure 4: Electromagnetic spectrum. Image from [5].

Looking at the figure above (Figure4), some information can be extracted. The
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relation between the frequency and wavelength is inverse as the are related by the
constant of the speed of light (c) by the formula [5]

� =
c
�

: (1)

The atmospheric opacity (Figure4) determines the percentage of electromagnetic
(EM) radiation that will pass through the atmosphere at a specific frequency. For
higher frequencies, corresponding with higher energies, the atmosphere is opaque,
protecting us from this harmful radiation. The atmosphere is "transparent" or nearly
transparent at several frequency bandwidths, allowing the penetration of dose radia-
tions. Such atmospheric windows include the optical range and largely frequencies
between the microwave and radio spectrum. These windows facilitate the remote
sensing studies of the Earth’s surface from space [5].

Important parameters of an EM wave are the amplitude and the phase of the
wave. The amplitude will be associated with the brightness or intensity of the signal
and is defined as two times the vertical distance between the equilibrium point and
a crest or trough of the wave (the highest and lowest points respectively). The phase
is an indication of the state of the signal within an oscillatory cycle as a fraction of
its wavelength. It is measured in radians (or degrees) [5].

A Radar (radio detection and ranging) is an instrument that emits an electromag-
netic pulse towards an object and measures the properties of the signal bounced back
by the object observed. As the velocity of the electromagnetic wave is the speed of
light, by measuring the interval of time between the emitted signal and the received
one, it is possible to determine the distance between the sensor and the object which
is known as the range. As the radar emits its own EM pulse, acting as the flash
of a camera, it is considered an active sensor. High energy pulses are required in
order to detect distant objects as the energy of the pulse dissipates with the range
proportionally to 1

r 2 , where r is the distance to the pulse origin. To solve this issue
it is possible to emit longer pulses (� ) at the expense of resolution (Equation2).
Resolution can be defined as the minimum distance between two objects required to
be able to distinguish them separately. The pulse can then be frequency modulated,
consisting in varying the frequency of the electromagnetic wave along the pulse.
The range of frequencies inside the pulse is called the bandwidth. This allows us
to separate the pulse in small sections with independent frequencies and add them
together, resulting in a short high energy pulse that will travel for longer distances
and be able to detect close objects. [5]

The most simple antenna is a wire (electronic element), when electrons are forced
to move, the EM wave is produced and emitted in all directions. In order to have a
two dimensional recording system, to generate images, instead of the single antenna
conforming the radar described above, an antenna array formed by different electronic
elements is required. Placing these elements parallel on a surface and isolating the
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emission only to one side, it is possible to generate a wave front, parallel to the
surface if the antennas are coordinated and the peaks of the waves are emitted at
the same time. It is also possible to tilt the antenna beam by delaying the emissions
of the antennas in a consecutive way (electronically-steered phased array). [5]

Air and space-borne radars are usually defined in side-looking orientation. The
inconvenience of nadir looking, pointing directly to the ground, is that left or right
areas of the footprint are not distinguished between them by the radar. The coordinate
system for these imaging radars instrumentation are defined by the azimuth direction
(aligned with the vector indicating the spacecraft velocity) and the range, defining
the direction to the target, it is perpendicular to the azimuth direction and can
be defined as the composition of the ground and vertical projections. Therefore,
dimensions of the obtained radar image will be defined based on azimuth and ground
range directions. Depending on the radar properties, the maximum resolution (� )
that can be obtained along these directions will change as they depend on different
parameters. Range resolution (� r ) is proportional to the pulse duration � ,

� r =
c�
2

; (2)

while the azimuth resolution (� a) is defined by the length of the antenna (la) and
the range (R) and the wavelength (� )

� a = R
�
la

: (3)

[5]

Higher range resolution could be obtained with shorter pulses by frequency
modulation, however, for the azimuth resolution it depends mostly on the antenna
length. In case of a space borne radar at R 800 km, in C-band conditions (� = 5.6
cm) to get a resolution of just 5 m the antenna should have 9 km length to fulfill
the equation. These antenna dimensions are very difficult to obtain and are not
sustainable. In order to solve this problem, the idea of SAR was born by simulating
a much larger antenna. The process consists of recording the received echoes as the
antenna moves. Through the posterior processing of this data, by the SAR Image
Formation Processor, it is possible to generate the higher resolution output that
would be obtained by a much larger antenna. Additionally, it is possible to apply the
frequency modulation to have a short high energy pulse and higher resolution in the
azimuth direction. Due to the displacement of the antenna, the emitted signal suffers
from the Doppler effect generating a modulated frequency as the antenna moves in
the azimuth direction. As the pulses are modulated in range and azimuth direction,
it allows to distinguish the results in a two dimensional grid on ground with different
values for each of the pixels generating an image, where the brightness of each pixel
is defined by the amount of power returned by that section on ground. Bright regions
represent a high amount of scattered energy back to the sensor, generally associated
with high roughness surfaces, while darker regions indicate lower energy returning and



10

its associated with smooth surfaces. The reflectivity will also depend on properties
of the material as the permittivity or conductivity [ 5]. The azimuth resolution for
synthetic aperture radars is defined by half the length of the antenna:

� a;SAR =
la
2

(4)

[5].

2.2.1 ICEYE X-band radar imagery

ICEYE is a Finnish space company who was the first to commercialize small SAR
satellites (< 100 kg). ICEYE owns the world’s largest SAR satellite constellation
allowing effective and persistent monitoring of the Earth. The satellites operate
in X-band at 9.6 GHz and with VV polarization, emitting and receiving vertical
polarization of the operated EM pulse. The ICEYE constellation of satellites has
antennas of 3.2 m allowing a maximum resolution of 0.5 m. [24]

ICEYE’s satellites operate SAR imaging in three different modes: spot, strip and
scan modes. Typically, as the area covered by the SAR footprint on Earth is increased,
the resolution is reduced for the different modes (Table2). The antenna has two ways
of being pointed: (1) physically tilting the antenna and (2) electronically-steering
the phased array. This double pointing mechanism is an advantage for ICEYE’s
technology as it increases the flexibility, agility, and possibilities of data capture. [24]

Resolution (Ground) [m x m] Scene (rg x az) [km x km]
Spot 1 x 1 5 x 5
Strip 3 x 3 30 x 50
Scan 15 x 15 100 x 100

Table 2: ICEYE’s satellites observing modes. Data from [14].

After ICEYE’s SAR image processor, two different Level 1 products are de-
rived: Ground Range Detected (GRD) and Single Look Complex (SLC) images.
The SLC contains information of the phase and amplitude recorded in a complex
number. It is used for advanced cases of study that require the phase informa-
tion as for interferometric studies .GRD contains the detected amplitude per pixel
and is the scaled version of the mean backscattering coefficient with multi-looking
and is projected to Earth’s ground plane following the Earth ellipsoid model in or-
der to maintain equidistant pixels in both directions (ground range and azimuth). [14]

The result per pixel is not the backscattering of a point target but an area.
Therefore, the power received is represented as backscattering cross section per unit
area (� 0), also known as backscattering coefficient or normalized radar cross-section,
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and it is given by the following equation

� 0(dB) = 10 log10

 
received energy by the sensor

energy if ref lected isotropically

!

: (5)

Therefore, � 0 represents the relation between the actual energy detected by the
sensor over the one that should be received if the reflections were isotropic, same
reflection in all directions. The result can be positive or negative depending if more
or less energy has been reflected back to the radar respectively. It usually depends
on the surface properties as the roughness, permittivity or conductivity and it is
represented in the final image as different brightness in a gray-scale image. It is useful
to work with the backscattering cross section per unit area as the energy received will
be proportional to the surface of the pixel (larger areas will return larger energy). [5]
To obtain � 0 from the given product (GRD digital number) it is required to square
the value and apply a calibration factor, stored in the GRD metadata, to correct
some gains introduced while generating the SAR image. This process is know as
calibration. [24]

2.3 Selection of a Machine Learning approach for image
semantic segmentation

Artificial intelligence (AI) is a popular area of research nowadays, which seems to be
marketed appropriate to solve most of our daily problems. AI is a promising area
and is advancing with great solutions, but it is not magic nor a miracle. To have a
better understanding of the technical part of this project, it is important to have
some context about AI and machine learning (ML).

AI is the knowledge field that tries to simulate human behaviour in many different
ways, ranging from how we move or speak, to process emotions or make computers
learn by themselves and make predictions. Inside this extensive area, ML is found to
understand and mimic, with programming codes, the natural learning process through
automation of pattern recognition. The final objective of a ML model is to make
predictions about a given sample without ever having seen that example previously.
Until now, this kind of algorithm has been designed by manually introducing the
correlation between the input data and the desired output. The difference with ML
is that it consists of the idea of the algorithm ’learning’ the relationships between
inputs and outputs by itself from information shown (training). There exist many
different structures inside ML depending on the prediction that wants to be done. [7]
The main learning structures are summarized in the following figure (Figure5).
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Figure 5: Machine learning types of models an predictions. Image from [6].

In the scheme above, there can be seen three main branches for the types of
ML tasks, these are supervised, unsupervised, and reinforcement learning models.
Supervised models are the ones where the class of the output is known, the solution
value is given as an input during the learning process, and the model will learn from
the input. The output can be a regression, returning a numerical value (obtain
a prediction based on known historical data), or classification (predict the output
class among different given options). Unsupervised models are the models where
the output is unknown (the solution is not given as an input during training), and
the model will learn from the data. These kinds of learning processes are used to
better understand the information in the given dataset by extracting patterns. A
representative example of this learning structure is the one intended to create clusters
(e.g., to determine different profile types among your customers). The third model
class is reinforcement learning, which has been used recently in video games or for
technologies such as self driving cars. The objective is to find the optimal next step
or path to reach the defined goal and learn how to interact with the environment. [6], [7]

There are popular algorithms for each of these learning processes and their re-
spective subcategories. Some of the algorithms defined under the term of classical
algorithms are Naive Bayes or Decision Trees for classification or linear or polynomial
regressions for regression. For clustering, in unsupervised learning, algorithms such as
K-means-clustering, Mean-Shift or DBSCAN are the most popular. In reinforcement
learning, some of the main ones are Q-learning or Genetic algorithms. It is important
to consider that the popularity of the algorithm does not guarantee accurate results.
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The selection of the algorithm must be done based on the data and the problem that
needs to be solved. For more complex data, usually more complex algorithms are
required. For example, simple numerical data can be processed by classical learning
algorithms, however image or video processing is more complex to be modeled than
tabular or structured data [7]. A simple algorithm allows one to better understand
the meaning of the relationship between the input and output, while more complex
algorithms, as neural networks, run the risk of becoming "black boxes" as their
"explainability" can be limited. [7]

Different approaches have emerged in order to create models with better accuracy.
Ensemble methods and deep learning neural networks models are obtaining better
results nowadays. The ensemble methods use different algorithms and combine
them in a certain sequence or perform it multiple times. The objective of these
combinations is that each algorithm will help to correct the mistakes from the others.
Some of the most important methods are stacking, bagging, and boosting and some
of the algorithms to perform them are Random Forest or Gradient boosting. [7]

Neural networks can be used for all the learning processes explained during this
section and, due to its capacity to analyze complex data, it has shown great success in
object recognition in images and videos, or for speech synthesis due to both the com-
plex semantics of such data and time series change of information, in the case of video.

A neural network is formed by neurons linked by connections. A single neuron
works as a function, it has several inputs, and performs a predetermined function
on them and returns the given output. The connections are the ones in charge of
sending the output of a neuron to the input of the next one. This connection has a
weight or gain that affects the value sent, allowing for some inputs to have a greater
effect in the model than others. A simple visual example of this process can be seen
in the following figure (Figure6) where the function performed by this neuron is seen.
In the figure below, the green values are the inputs (and outputs for the previous
neurons layer), the red numbers are the corresponding weights, and the output is
the black number on the right. [7]
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Figure 6: Neuron, working principle.
Image from [7].

Figure 7: Neural Network example. Im-
age from [7].

The neurons are not randomly connected but are organized in layers (Figure
7), where each neuron of a layer is connected to every consecutive neuron, creating
fully connected (FC) layers. The first and last layers are called input and output
layers and the ones found between them are the hidden layers. The number of layers
and number of neurons per layer is usually determined by the programmer. The
weights are initially randomly assigned and, during all the iterations of the training
process, the algorithm will try to determine the weights that will identify the best
solution given the training data used (for a supervised model). This process is usually
done internally by the algorithm by means of the optimization process. One of
the most commonly used optimization processes is gradient descent. [25], [7]. A
large number of layers and neurons are needed in order to return accurate results in
complex cases and therefore high computational power is required for modeling neural
networks. The use of computers with powerful GPUs (Graphics Processing Units)
are recommended to run these models. GPUs are designed for graphics rendering
and are able to process different data simultaneously to display and image, this can
also be used for parallelization during the training process.

This is the general structure of a neural network but many modifications can be
done in order to adjust the model to generate the desired output. A specific type
of neural network architecture is the Convolutional Neural Network (CNN). These
networks are not mainly formed by fully connected layers but by layers related by
convolution.

2.3.1 Convolutional Neural Networks (CNN)

CNNs are among the most used neural networks algorithms for computer vision
applications. Computer vision, a subset field of AI, is the field intended to obtain
information from digital visual inputs, including images and videos. It includes
tasks such as image classification (e.g. classify the whole image as cat or dog),
object location (e.g. indicate the position of the cat inside the image), or semantic
segmentation classification that consists on predicting the class corresponding to each
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pixel of the input image. Other tasks and combination could also be done (figure8). [8]

Figure 8: "Comparison of semantic segmentation, classification and localization,
object detection and instance segmentation" [8]. Image from [9].

In order to analyze images (or data) with neural networks, it is possible to in-
troduce each pixel as a feature of the initial layer. Each pixel will correspond to a
neuron in the input layer. However, it will imply the need to obtain the weights for
all the connections between that large number of inputs to the first hidden layer.
Even if the first hidden layer is formed by a small number of neurons, the number of
weights will still be proportional to the number of pixels. It may be suitable for small
images but it will require high computational power for larger ones. Also, in order
to obtain an accurate model, the number of images to train should be proportional
to the number of parameters to be determined and therefore, a large data set is
required, even of millions of prepared images. Different algorithms were born from
this issue. The general approach nowadays is to treat the images, applying some
filters or operations, as convolution, before introducing it to the network of fully
connected (FC) layers, or even sometimes FC layers are not used in the architecture.
These kinds of algorithms are the ones known as CNN. [26], [27]

Within the discipline of Machine Learning, the term convolution is associated
with the following operation (it is slightly different from the mathematical concept
that would include an additional step): for a given matrix of dimensionnxn and a
filter (or kernel) of dimensionsf xf , the convolutional operation will consist of placing
the filter on top of the matrix and adding the element-wise product between the filter
and the corresponding section of the matrix. The resulting value will be recorded in
a new matrix and will be repeated for all the possible positions of the filter inside the
matrix. Some possible drawbacks of this operation are the shrinking of the original
image (or matrix) and the loss of information from the pixels at the corners and
margins as they will be seen just once, or less times, by the filter than the internal
pixels. To solve this issue, some methods such as padding the input array with a
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frame of zero value pixels are used. Another operation will be the inverse convolution,
that would increase the size of the matrix. Also, the "displacement" of the filter across
the data is defined by a parameter called stride. The filter can be applied in multiple
layers which means performing the convolution over a volume, adding the result of all
the layers in one term. Other operations that can be performed, are the application
of multiple filters or maximum or average pooling, that will consist of keeping the
maximum or average value of the region covered by the defined filter. Also, after
the convolution, a bias is introduced together with a non-linearity transformation. [27]

A CNN algorithm will consist of an initial structure formed by convolution and
pooling filters and then, if applied, the fully connected layers formed by neurons and
connections. There exist architectures that do not contain fully connected layers but
just the convolution part; these networks are called "fully convolutional networks".
The parameters that are going to be determined by the optimization process during
the training are the values of the matrix that form the filter for convolution, the
value of the bias and the weights inside the fully connected layers. [27]

All these operations, when the model is being trained, allow the neural network to
extract patterns or information from the data. All the different layers (convolution and
pooling) can be combined in many different ways. Specific combinations are known to
have accurate results as some collected under the term of Classic networks (LeNet-5
or AlexNet) or the ResNet model. [27] For semantic segmentation, architectures such
as U-net or DeepLab v3+ are known to generate accurate results [28].

2.3.2 U-net

One of the architectures that are known to have good performance in semantic
segmentation cases is U-net. The name comes from the shape described by the
scheme of the architecture (Figure9). Two different paths can be distinguished, an
initial contracting part followed by an expanding one. It is a fully convolutional
network and therefore it does not contain fully connecting layers.
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Figure 9: "U-net architecture (example for 32x32 pixels in the lowest resolution).
Each blue box corresponds to a multi-channel feature map. The number of channels
is denoted on top of the box. The x-y-size is provided at the lower left edge of the
box. White boxes represent copied feature maps. The arrows denote the different
operations". Image from [10].

U-net has this symmetric shape and the same convolutional operation is applied
during the whole process. It is done with a non-padding 3x3 filter and ReLu (rectified
linear unit) non linearity. Then, during the contracting part it is mixed with 2x2
max pooling and a stride of 2 is applied to force further down-sampling. This first
process will reduce considerably the dimension of the input to get the characteristic
features of the images, like borderlines or lines with specific orientations. However,
the desired output for semantic segmentation has the same size of the input with the
prediction for each pixel. Therefore, the result has to pass through an inverse process,
the expanding path, to get back to the original input size. This is done replacing
the max. pooling operation of the contracting part by inverse (or up-convolution)
convolution, keeping the same structure and convolution in the rest of the process.
During this part of the architecture the information from the contracting part is
directly transferred to the corresponding level of the expanding part, indicated by the
horizontal arrows shown in Figure9. This process allows the model to combine the
characteristic features obtained during the convolution with the details of the images
that have been lost during the descending process allowing the proper location of
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each feature. Finally, just one convolution 1x1 is included to get the final output
consisting in the mask with the pixel-wise prediction of classes. [27], [10]

2.3.3 Training a supervised Machine Learning model

A ML model pipeline is generally divided and structured in a certain way. It consists
on (1) selection and understanding of the data, (2) data cleaning a pre-processing,
(3) model selection and implementation, (4) training of the model, (5) testing and
evaluation of the result.

For supervised tasks, the label is defined as the correct solution to be predicted
from a certain sample or data, based on its features. The label will be of a certain
type depending on the desired output. The dataset will be divided into two, training
and testing sets. The initial model will be trained with the labeled data. From the
desired result, the model will look for the different parameters of its internal structure
that better adjust to the desired output that is provided. This process is known
as training and is generally done by optimizing a function of the parameters to be
set (loss function), that represents the error between the prediction and the actual
value, it is usually adjusted by a learning rate. This is an iterative process defined
by an optimizer process and will stop when a defined criterion is met. The process is
defined by the hyper-parameters of the model. Hyperparameters include how many
times the training data set is passed through the model (epochs), every how many
samples the parameters are updated (batch), or to define the computer resources
as GPU or number of processing workers. The values of the hyper-parameters are
usually defined by the developer of the algorithm, while the parameters are defined
internally through training. Once the values of the parameters have been trained,
the model will return a prediction when a new sample is fed.

The evolution of the performance of a model through the learning process can
be monitored through assessing the learning curves. The curves can be used to
display different metrics than can be computed evaluating the algorithm on the same
training data set or on a validation dataset, not previously seen during the learning
process. These representations are useful to determine the optimal version of the
algorithm, or interpret under- or over-fitting of the model to the training data [29], [11].

Generally, they are represented in a graph where the time, or a temporal magni-
tude indicating the evolution, is represented in the x-axis as the independent variable
and the learning improvement or a magnitude associated with the performance of
the model is the dependent variable (y-axis). Many different magnitudes can be
represented in the y-axis. For tracking the evolution of a ML model, a magnitude
to be maximized can be represented, as the accuracy or f-score (described in the
following Section2.3.5), that usually represent the performance of the model. Other
magnitudes are required to be minimized as the loss or error, usually they are the
target parameters to be optimized during the training process. Most of the metrics
represented can be computed comparing the prediction with the training or validat-
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ing datasets. The comparison between the evolution of the same parameter over
time on the different dataset provides useful information. One of the most used
examples is when the training loss curve decreases over time and the validation loss
starts decreasing at a similar pace that the training plot but starts increasing at a
certain point. At that point, it can be said that the model is starting to over-fit to
the training data as the predictions for those samples will be accurate but not for
those that have not been used during training. Similarly under-fitting situations,
generalising or general learning evolution can be tracked and detected [29].

The evaluation of the performance of the algorithm is based on the testing data
subset. This data is fed to the algorithm that will return some prediction in the
form of a probability map. Defining some threshold to define up to which proba-
bility the pixels are classified to belong to the class, the probability map can be
transformed into binary prediction. By comparing those predictions with the la-
bel, different metrics can be computed assessing the performance of the trained model.

2.3.4 Improving a model with small dataset

Training a model requires a number of inputs proportional to the number of parame-
ters to be trained. For deep and complex networks, with a high number of parameters
to be optimized, a large number of images is required. The labeling process is
time consuming and expensive, and for many cases, large prepared data sets are not
available. To help with this issue, different options have been developed such as image
tiling, augmentation techniques or transfer learning that can be introduced together
in the same model or individually. [30], [27] The state of the art ( [28] where transfer
learning was use in models for ice detection, or [17] where also augmentation was
applied for similar tasks) proves the effectiveness of these techniques on small datasets.

Tiling is defined as the process used to segment each image in multiple smaller
ones. It is useful when the images used contain a large number of pixels. Most
CNN architectures are designed for relatively small images. With this technique it
is possible to increase the dataset at the same time that the process is optimised,
adjusting the sample size to a dimension suitable for the built architecture. [30], [27]

Augmentation techniques consist of increasing the number of instances or obser-
vations by applying some kind of transformation to the existing one. In the case of a
dataset formed by images, these transformations could imply rotations, mirroring,
change in color, or focusing, among other operations. This allows us to have a
larger dataset reducing the risk of over-fitting from directly introducing the same
images. [31], [27]

Transfer learning consists of initializing the model to be trained with the param-
eters of a different already trained model. Even if the trained model is prepared
to predict a different output, it can be assumed that certain characteristics will be
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similar and the cost of the training process will be smaller than training the algorithm
from a random initialization. It can be done for all the layers or parameters forming
the architecture or just for a few of them. Usually, the initial layers return similar
weights for different cases. [27]

2.3.5 Evaluating performance of a model

The performance of a model is defined by how well the trained model is able to
predict the desired output from a new input. In order to do that, two sets of labeled
images are defined, train and test. Once the parameters of the model are determined
by the training set, the test set is analyzed by the model (without the result) and
then the output of the model is compared with the corresponding labels to check the
performance of the model.

Different approaches can be followed depending on the type of prediction that will
be done (classification, regression, etc.). For classification models, and in particular
binary classification where the output has only two possible values (belong or not
belong to a certain class), it is convenient to generate the confusion matrix (Figure
10). The confusion matrix is formed by four different outputs. True positives (TP)
is the number of predictions that actually corresponds with the real class. True
negatives (TN ) is the number of predictions correctly classified to not belong to a
certain class. False positives (FP ) is the number of samples classified as belonging to
a class but it does not. And false negatives (FN ) is the amount of outputs predicted
to not belong to a class that actually belong. [11]

Figure 10: Confusion matrix. Image from [11].

From these values (TP, TN , FP and FN ) different metrics can be obtained. The
three most commonly used for classification algorithms are, Accuracy (Ac), Precision
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and Recall. Accuracy,

Ac =
TP + TN

TP + TN + FP + FN
; (6)

represents the fraction of correct predictions over the total number of predictions. [11]

Precision (Pr) is defined by

Pr =
TP

TP + FP
; (7)

and is the percentage of true positives over all the samples positively predicted. [11]

Recall (Rc), indicates the relation between the number of samples correctly
predicted to belong to a class (true positives) and all the samples that truly belong
to the class. It is computed by [11]

Rc =
TP

TP + FN
: (8)

It is important to understand the meaning of each metric as just good accuracy
does not ensure a good model. Therefore, it is valuable to compute all of these
metrics and combine the information given by the confusion matrix and the different
metrics. To combine the outcome of the precision and recall the f-score (F� ) can be
computed by the equation

F� = (1 + � 2)
Pr Rc

(� 2 Pr) + Rc
; (9)

where � is a parameter that allows us to modify the importance of precision (Pr)
and recall (Rc). To adjust for higher relevance of the precision,� should have smaller
values (� <1) and for the opposite case,� >1, the recall will have more influence on
the outcome of the metric. [11]

A particular case of f-score isF1, corresponding to the equation of the f-score for
� =1, resulting the expression

F1 = 2
Pr Rc

Pr + Rc
: (10)

This metric is commonly used as it gives the same importance to the recall and the
precision. This same formula also corresponds with the metric called dice [11].

Another common metric used is the Intersection Over Union orIOU . It is
typically used in semantic segmentation models and is based on the formula [11]

IOU =
TP

TP + FP + FN
: (11)
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To have a general metric for all the classes defined in the model, the mean value
of the IOU corresponding to each of the classes can be computed (mean IOU or
mIOU ) [32]. All thees metrics presented are proportions and will return values
between 0 and 1.

2.4 Machine Learning for ice detection
Machine learning (ML) models have been already used in different studies [28], [17],
[18] to monitor and study ice covering Earth surface. In this section, some of the
most relevant studies for the development of this project are presented.

[28] introduces a temporal and spatial study of lake ice detection from Sentinel-1
SAR data. CNN (Convolutional neural network) was used to create a semantic
segmentation model differentiating between two classes (frozen and non-frozen) over
3 alpine lakes with outstanding results even in unseen lakes. It also explores the
effect on different polarizations and applied transfer learning to minimize the effect
of using a small dataset.

Data from the same source (Sentinel-1) was used in [17] which largely researches
the use of SAR images for sea ice detection and type classification. Two analyses
were done by this team, binary classification (sea ice vs. open-water) and multi-class
sea ice type classification based on different polarization, both with accurate results.
Due to the low amount of data (raw and labeled) available of the desired region,
some tools such as augmentation technique, transfer learning or dropout were used.
This study agrees with [18] on the difficulties of the interpretations of SAR images
from sea ice regions due to complex scatter of the electromagnetic wave and the
thermal noise, making it difficult to automate.



23

3 Methodology
This section presents the procedure followed to develop and evaluate the resulting
algorithm created to fulfill the objective presented in this thesis. As it was stated
in the introductory section (Section1), "The aim of this thesis is to develop an
algorithm to automatically classify the pixels of a SAR image based on the presence
or absence of ice using Machine Learning (ML) solutions to potentially speed up
the generation of navigation charts and help in the identification of icebergs and
glacier evolution studies in the Thwaites Glacier outlet". In order to accomplish
this objective, different steps are followed (Figure11): (1) the selection of the data,
based on the requirements of the objective, (2) the process of understanding and
generating the label for this data,(3) the additional processing of image tiling and (4)
data augmentation followed by (5) the generation of the architecture of the model,
selection of hyper-parameters and training, and finally, (6) the generation of relevant
metrics assessing the performance of the resulting trained algorithm.

Figure 11: Methodology diagram.

The main working methodology followed was based on the idea of scheduling
measurable tasks at the beginning of the week to be completed along the 5 days
period, assigning Tuesdays as the day just for writing since the beginning of the
process. The general work followed a timeline where, during the first month, a
general study was performed, including the research on the glacier current state, and
the technical characteristics of a semantic segmentation ML model. The following
months were dedicated to the main part of this work consisting on the development
of a basic functional pipeline of the whole process, from the label generation to
the analysis of the results. Once the main pipeline of the whole project works, the
process was refined and the data was incremented until obtaining a robust algorithm.
The robustness of an algorithm was determined by its consistent prediction capacity
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in different circumstances and it will be based on the metrics of precision, recall and
F 1 obtained for the testing images.

3.1 Selecting the radar imagery
Based on the aim of the thesis, it is important to work with images describing the
sea-ice environment of the outlet of the Thwaites Glacier. Different GRD SAR
images in strip mode of the area were selected for this purpose. As it is known,
these samples have a maximum ground resolution of 3x3 [mxm] (Table2). Previous
studies (Section2.4) prove the possibility of ice detection using lower resolution
amplitude SAR product, and limit the use of phase information to tasks as the
multy-class ice differentiation or for interferometry (InSAR) studies. For the present
case, it is convenient to use the amplitude information as the ice is possible to be
differentiated from the environment due to the change in reflectivity between these
two classes. The ice of the Antarctic ice-shell and icebergs have smoother surface
than the water, making the target ice to be classified brighter than the surrounding
water. Additionally, GRD are less complex and therefore, easier to manage.

The data set is formed by a total of 25 SAR images representing, mainly, the
target environment around Thwaites Glacier outlet. The images are classified in
three different categories. The first category is formed by a group of images that
belong two the same coordinates, but taken at different times. Therefore, the images
are very similar between them and almost the same icebergs and features are present
in all of the samples. This stack of images were selected thinking about the future
development of a change detection algorithm and tracking of iceberg displacement,
which is out of the scope of the project. This first group correspond to the 52 %
of the dataset and will be referenced as ’Stack’. The second category is a group of
images obtained at different locations around the target region, but not belonging to
a unique location. This category is called as ”THW” and is formed by the 44 % of
the dataset. The third category consists of a single sample from a different remote
region of the Antarctica were selected and prepared in order to test the generalization
capacity of the resulting algorithm on images from different locations. This image
will be classified in a third category, ’External’.
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Image ID Location Acquisition date [yyyy-mm-dd] Test
26472 Stack 2020-04-10
26473 Stack 2020-04-14
26474 Stack 2020-04-15
26476 Stack 2020-04-07
26477 Stack 2020-04-08
26478 Stack 2020-04-09
26479 Stack 2020-04-10
26480 Stack 2020-04-11 Yes
26481 Stack 2020-04-12
26673 THW 2020-04-16
26674 THW 2020-04-21
26675 THW 2020-04-07
26676 THW 2020-04-07
26677 THW 2020-04-28
26678 THW 2020-04-29
26684 THW 2020-04-17 Yes
26686 THW 2020-04-21
26688 THW 2020-04-28
26689 THW 2020-04-29
26690 THW 2020-04-30
26995 Stack 2020-04-17
26996 Stack 2020-04-19
26997 Stack 2020-04-26
26998 Stack 2020-05-03
37529 External 2020-11-11 Yes

Table 3: Information of the selected dataset.

Table 3 collects the general information of the samples forming the complete
dataset. The corresponding ID will henceforth be used to identify them. For each of
the images the features shown in the table are the corresponding category (’Stack’,
’THW’ or ’External’), the acquisition date and if they will be used for testing or
not. The images not classified as Test, belong to the training group. In terms of
location, it can be seen that the dataset is uneven, more than half of the images
show the same features (’Stack’) and the remaining ones represent diverse features
(’THW’). This distribution is far from optimal as it could lead to over-fitting of the
model predicting well the images of the ’Stack’ but poorly other ones. It can be
seen that all the images were taken in a time window shorter than a month, between
2020-04-07 and 2020-05-03, making the ’Stack’ image more homogeneous as almost
not changes can be appreciated.

During the process of training a ML model, it is important to divide the prepared
dataset into two different subsets, training and testing. Training subset is the one
used for the learning process of the algorithm through an iterative process. The
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testing subset is a group of samples not seen by the model during the training process
and that will be used to assess its performance. Once the model is trained, the
testing subset will be fed to the model to generate the prediction. The resulting
prediction will be then compared to the corresponding label to generate the metrics
determining the performance of the model. In this case, the testing subset will be
formed by one image of each of the different categories, the selected images are the
ones represented by the IDs: 26480 (from ’Stack’), 26684 (from ’THW’) and 37529
(from ’External’). This selection will allow us to check the performance on images
from the most observed region (’Stack’), understand if the model generalizes to the
whole Thwaites environment and to other completely different regions with similar
characteristics. The testing subset is shown in the following images (Figures12,
13, 14) allowing also the visualization of the individual characteristics of each category.

Figure 12: Image 26480,
from ’Stack’.

Figure 13: Image 26684,
from ’THW’.

Figure 14: Image 37529,
from ’External’.

3.2 Data pre-processing
In order to train a supervised ML model, it is required to prepare the data for it. The
samples must be labeled with the desired output and, in this case, this labels needs
to be manually generated. The pre-processing of the data for the current application
will consist of the complete process required for the label generation, the tiling, and
the implementation of the augmentation technique. Tiling and augmentation is not
required to be done for the testing images, however, it is essential to generate the
labels also for this data in order to obtain the metrics for the posterior evaluation of
the performance of the trained model.

3.2.1 Label mask generation

The labeling process consists of manually performing the work the algorithm is
intended to predict from the given images. As the objective is to develop a semantic
segmentation model to predict the presence of the class ’ice’ (or background), the
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