Aalto University
School of Science
Master’s Programme in Mathematics and Operations Research

Sonja Oksanen

Predicting residential property prices
with decision tree models

Master’s Thesis
Espoo, December 10, 2021

Supervisor: Prof. Lasse Leskela
Advisor: Jani Nevalainen M.Sc. (Tech.)



A' Aalto University
]
Aalto University
School of Science

Master’s Programme in Mathematics and Operations Re- ABSTRACT OF

search MASTER’S THESIS
Author: Sonja Oksanen
Title:
Predicting residential property prices with decision tree models
Date: December 10, 2021 Pages: vii 4 61
Major: Systems and Operations Research Code: SCI3055
Supervisor: Prof. Lasse Leskela
Adyvisor: Jani Nevalainen M.Sc. (Tech.)

The price of a residential property is determined by diverse attributes, such as the
size, condition, or location of a property. Research suggests that some attributes
are significant property price determinants, albeit the price dynamics of apart-
ment markets vary in different locations. Typically, residential property prices
have been estimated with hedonic price models. However, the popularity of ma-
chine learning methods has increased, and they provide an effective alternative
approach for property price prediction.

This thesis develops a machine learning framework for predicting residential prop-
erty prices. The implemented algorithms are random forests, gradient boosting
machine, and XGBoost. Property prices are predicted utilising real-life data from
apartment transactions with information on location-specific attributes and spe-
cific housing features. The results indicate that the decision tree models can
predict residential property prices accurately. XGBoost and gradient boosting
machine outperform random forests in prediction accuracy, and XGBoost pro-
duces the best computational performance.

The derived framework is tested on an experimental setup in Kera, a district
in the city of Espoo. Comparison of two hypothetical future scenarios reveals
that a larger apartment and service construction volume leads to higher price
growth in the area. In particular, a new tram line results in distinct price growth.
Furthermore, analysis of the age of buildings reveals a nonlinear relationship
between the age and price of apartments, suggesting that both new and old
properties have a higher value.

The developed framework can be used for forecasting the price level of individual
apartment buildings or entire city districts. It can improve understanding of the
formation of residential property value and thus be used as a tool for decision
making by different operators, such as real estate investors, urban planners, home
buyers, or politicians.

Keywords: property price prediction, machine learning, decision trees,
XGBoost, random forests, gradient boosting

Language: English

11



A, , Aalto-yliopisto

Aalto-yliopisto

Perustieteiden korkeakoulu DIPLOMITYON
Matematiikan ja operaatiotutkimuksen maisteriohjelma TIIVISTELMA
Tekija: Sonja Oksanen

Tyo6n nimi:
Asuntojen hinnan ennustaminen péaatospuumalleilla

Paivays: 10. joulukuuta 2021 Sivumaara: vii + 61
Piiaine: Systeemi- ja operaatiotutkimus Koodi: SCI3055
Valvoja: Prof. Lasse Leskela

Ohjaaja: Diplomi-insin6ori Jani Nevalainen

Asuinkiinteiston hinta médraytyy erilaisten ominaisuuksien, kuten asunnon koon,
kunnon tai sijainnin mukaan. Tutkimusten perusteella tietyt ominaisuudet ovat
merkittdvid asunnon hinnan méa#rdytymisen kannalta, vaikka asuntomarkkinoi-
den hintadynamiikka vaihteleekin alueittain. Asuinkiinteistojen hintoja on tyy-
pillisesti estimoitu hedonisen hintamallin avulla. Koneoppimismenetelmien suosio
on kuitenkin kasvanut, ja ne tarjoavat tehokkaan vaihtoehdon asuntojen hinnan
ennustamiselle.

Téssa diplomityossa kehitetddn koneoppimiskehys asuinkiinteistojen hintaennus-
tamiseen. Mallinnuksessa kéytetddn random forests, gradient boosting machi-
ne ja XGBoost algoritmeja. Hintaennustamisessa kidytetadn dataa toteutuneista
asuntokaupoista sekd asunnon sijaintia ja rakenteellisia ominaisuuksia kuvaavia
muuttujia. Tulosten perusteella padtospuumallit onnistuvat ennustamaan asuin-
kiinteistojen hintaa tarkasti. Malleista XGBoost ja gradient boosting machine
saavuttavat parhaimman tarkkuuden, ja XGBoost parhaan laskentatehokkuuden.

Kehitettyd koneoppimiskehysté testataan valitulla tutkimusalueella Espoon Ke-
rassa. Kahden hypoteettisen tulevaisuudensuunnitelman vertailu osoittaa, etté
voimakkaampi asunto- ja palvelurakentaminen johtaa korkeampaan hinnan-
nousuun alueella. Erityisesti suunniteltu raitiovaunulinja nostaa alueen keskihin-
taa selkedsti. Asunnon ién analysointi paljastaa epélineaarisen riippuvuussuhteen
asunnon ian ja hinnan valilla viitaten siihen, ettd sekéd uudet ettd vanhat asunnot
ovat arvokkaampia.

Kehitetylld koneoppimismallilla voidaan ennustaa niin yksittdisten asuntojen hin-
taa kuin kokonaisen asuinalueen arvoa. Mallilla voidaan parantaa ymmérrysté
asuinkiinteistéjen arvon muodostumisesta, ja se voi toimia esimerkiksi kiin-
teistosijoittajien, kaupunkisuunnittelijoiden, asunnonostajien tai poliitikoiden
padtoksenteon tukena.

Asiasanat: asuntojen hintaennustaminen, koneoppiminen, paatospuut,
XGBoost, random forests, gradient boosting

Kieli: Englanti
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Chapter 1

Introduction

Machine learning methods are enhancing the ability of companies and re-
searchers to predict residential property prices. Various studies and applica-
tions have observed promising results on the use of machine learning methods.
For instance, in the papers of Wang and Wu (2018), Peng et al. (2019), and
Abhyankar and Singla (2021), machine learning methods outperform conven-
tional regression models in prediction accuracy. The increasing availability
of big data has encouraged to utilise more complex models, and machine
learning models often achieve a high prediction accuracy, specifically with
large datasets. These findings encourage to utilise machine learning methods
in several disciplines, including property price estimation.

Understanding the development of residential property prices is of interest
from multiple research perspectives. These can include city planning, con-
struction business, real estate investment decisions, politics, economics, or
demographic research and segregation, among others. This is supported by
Golovkina’s (2020) argument that housing prices reflect the development of
the whole macroeconomy. Therefore, it is important to identify the factors
that influence property prices.

The value of a residential property is comprised of diverse attributes. These
attributes are typically categorised into structural, locational, and neigh-
bourhood attributes. Structural attributes describe specific features of a
property, such as the age, size, or condition of a property. Locational at-
tributes measure proximity to a central city district or other local services,
and neighbourhood attributes describe the surroundings of a property. This
thesis focuses on structural and locational attributes.

In many studies, the results have revealed that property values decrease as
accessibility to location-specific attributes worsens (Shin et al. 2007). Some
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findings suggest that proximity to a central city district is the most signifi-
cant locational factor. However, Shin et al. (2007) argue that many growing
cities are transforming from a monocentric city structure into a polycentric
structure. In such cases, proximity to a city centre may be an ambiguous
way to measure location. Consequently, the importance of local services is
emphasised.

Extensive research on property price estimation has given valuable insight
into the formation of property prices. Specifically, several studies have im-
proved understanding of the most critical determinants of residential property
value. Although Abidoye and Chan (2016) bring up that residential prop-
erty prices vary in different parts of the world due to cultural, economic, and
legal differences, many studies have observed similar findings in terms of the
most important housing price attributes. This suggests that some attributes
remain significant in property price estimation regardless of the location of
a property, and findings from one location can be used as indications for
studies in other locations (Efthymiou and Antoniou 2013).

Residential property prices have been estimated with a variety of methods,
but there remains much potential in the field of property price estimation.
The diversity of methodologies provides plenty of alternatives to choose from.
Additionally, the increasing availability of data gives plenty of opportunities
for various applications and research questions. Moreover, a comprehensive
understanding of the formation of property prices can ease the difficulty
of modelling. This thesis examines the aspect of structural and locational
attributes and utilises machine learning methods to estimate property prices.

1.1 Research objectives and structure of the
thesis

This thesis develops a machine learning framework for predicting residential
property prices. Inspiration for this topic rose from the company A-Insinoorit
and their price prediction tool called Cityfier. Cityfier is a digital price predic-
tion service that forecasts the value of residential properties from individual
apartment buildings to entire city districts. It utilises zoning information
from future service and infrastructure investments as input and estimates
their impact on property values in the future.

This thesis aims to examine whether the existing price prediction model could
be improved with machine learning methods. The goal is to predict the price
per square metre of apartment buildings using decision tree algorithms and
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to test the created machine learning framework in the area of Kera in collab-
oration with the city of Espoo. The focus is on implementing the extreme
gradient boosting algorithm and interpreting the predictions obtained with
the algorithm. The performance of this algorithm is also compared with two
other decision tree algorithms: random forests and gradient boosting ma-
chine. Specifically, the prediction accuracy and computational performance
of the methods are compared.

Overall, this thesis aims to answer the following research questions:

1. How accurately can property prices be predicted with the chosen ma-
chine learning algorithms utilising data from structural attributes and
proximity to local services?

2. Can the developed price prediction framework predict the average price
per square metre in the chosen research area, and explain the differences
between two different future scenarios?

3. What are the most important attributes? More specifically, what are
the effects of public transport and sports facilities?

To answer these research questions, this thesis proceeds according to the fol-
lowing structure. First, a literature review on property price estimation is
provided in Chapter 2. Then, Chapter 3 presents the mathematical method-
ologies and concepts that are applied in this thesis. Chapter 4 describes the
implementation and performance of three decision tree algorithms using a
dataset of real-life property transactions. In Chapter 5, the developed ma-
chine learning framework is applied to an experimental setup in Kera, Espoo,
where the average price per square metre of apartment buildings is predicted.
Finally, Chapter 6 concludes the findings and provides discussion about the
chosen methods, criticism, and future development ideas.



Chapter 2

Background and literature review

2.1 Urban and regional economics

The price of a residential property is comprised of many attributes, such
as the size, age, location, or condition of the property and its general sur-
roundings. The factors that determine differences in apartment prices are
diverse and include qualitative and quantitative attributes. A number of
studies have researched the attributes that determine the price of a property,
and the findings suggest that some attributes are more significant than oth-
ers. For instance, certain structural attributes typically stand out as critical
determinants regardless of the whereabouts of a property.

The price dynamics of apartments have been researched in different parts of
the world, and real estate property prices typically vary in different locations.
Abidoye and Chan (2016) explain this variation with cultural, economic,
financial, and legal differences. Luhta (2017) also concludes that supply
and demand determine the price level of apartment markets, and different
demographic factors, including income level and population structure, affect
the price level of a certain region. Therefore, property value is essentially
determined by location. Yet, many studies around the world have discovered
similar factors that influence property prices, and new findings are often
consistent with previous literature. This suggests that findings from one
location can be used as indications for studies and applications in other
locations (Efthymiou and Antoniou 2013).

Housing attributes are generally categorised into locational attributes, struc-
tural attributes, and neighbourhood attributes. Location is typically mea-
sured by access to a Central Business District (CBD) or accessibility to dif-
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ferent local services, such as schools, shopping centres, or public transport
facilities. Structural attributes describe specific housing features, and signif-
icant structural attributes often include the age, condition, size, or type of
a property. Neighbourhood attributes can include socio-economic features,
noise, pollution, crime rate, and sometimes local government services, such
as schools and hospitals.

In most studies, certain structural and locational attributes rise as significant
factors in property price estimation. In addition, neighbourhood characteris-
tics and demographic features sometimes play an important role in determin-
ing property prices. For instance, Abidoye and Chan (2016) studied prop-
erty prices in Lagos, Nigeria, and in addition to the location, age, size, and
condition of a property, they identified neighbourhood characteristics and
availability of security as the most significant factors. Ferlan et al. (2017),
on the other hand, observed that noise and availability of parking places af-
fected property prices, whereas Pan et al. (2014) listed median income and
employment density as significant factors. As noted, the level of property
prices varies considerably in different locations, and neighbourhood and de-
mographic attributes most likely include important information about the
population structure in a given region. However, this thesis focuses specifi-
cally on locational factors, and the following section introduces articles where
locational attributes are examined in more detail.

2.1.1 Locational attributes

Location is typically measured as closeness to a city centre or closeness to
a Central Business District (CBD). In several studies, these have been dis-
covered to have a positive influence on property prices (see, e.g., Yang et al.
2018; Anantsuksomsri and Tontisirin 2015; Case and Mayer 1996; Haider and
Miller 2000). In general, city centres tend to have more local services, and
the city centre can thus reflect the importance of local services as well. For
example, a survey conducted by Ferlan et al. (2017) in Slovenia showed that
closeness to a city centre was the most important influential factor on the
property price, whereas other locational factors, such as proximity of public
transport, health institutions, or cultural centres were less significant. The
authors assumed that these factors were already included in the importance
of the distance to a city centre.

Closeness to a city centre is not always an unambiguous attribute. In contrast
to the previously introduced findings, some studies have discovered that the
influence of a city centre can be negative (e.g. Simons et al. 1998) or incon-
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sistent (e.g. Pan et al. 2014). Haider and Miller (2000) state that the impact
depends upon the geography and economy of the city, and Shin et al. (2007)
argue that many large or growing cities are transforming from a monocen-
tric city structure into a polycentric one. This can explain the contradictory
findings in which closeness to a city centre is a negative factor. With a
growing population, new employment and retail centres can emerge within
cities. In such cases, distance to a city centre may no longer be a meaningful
way to measure location. As the impact of a city centre can be unclear and
depend on the city structure, research on other locational attributes can be
beneficial, specifically with large or growing cities. Chau and Chin (2003)
explain that home seekers value accessibility to social and economic facilities
through the travel time and cost to access them. Thus, the availability of
local services can be of importance in property price formation.

The effect of locational attributes can be positive or negative depending on
the type of service. In their case study in Xiamen, China, Yang et al. (2018)
discovered that factors with a positive effect included closeness to primary
schools, commercial districts, sports facilities, cultural centres, seashore, and
public transport. On the other hand, closeness to airports, elevated roads,
high-level comprehensive hospitals, and cell phone stations had a negative im-
pact on property prices. This was explained by nuisances, such as pollution,
noise, and vibration. In contrast to the previous study, Pan et al. (2014) ob-
served that closeness to hospitals had a positive influence on property prices
in the outer districts of Shanghai, China. Abhyankar and Singla (2021),
on the other hand, studied apartment prices in Pune, India, and found out
that closeness to a university was a positive factor, while closeness to a solid
waste site and an airport were negative factors. Furthermore, Haider and
Miller (2000) examined how locational factors influence property prices in
Toronto, Canada, and discovered that closeness to a metro station and shop-
ping centres had a positive influence on housing values, whereas closeness to
expressways and lakeshore had a negative influence. The negative influence of
lakeshore was explained with an inferior quality in most residential buildings
near the lakeshore. However, it was found that structural attributes were
more prominent determinants of housing values than locational attributes.

Several studies have focused on how accessibility to transportation systems
influences housing prices. Shin et al. (2007) state that estimating the impact
of transportation on residential property prices can be demanding due to
spatial dependence and polycentric city structure. On the other hand, many
studies have discovered that transportation systems can have a significant
influence on property prices. Moreover, the effect can depend on the type of
a transportation facility. For instance, in their case study in Athens, Greece,
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Efthymiou and Antoniou (2013) discovered that proximity to transportation
infrastructure had a direct impact on property prices and rents, and the
impact was either positive or negative depending on the type of the trans-
portation system. Facilities that had a positive influence on property prices
included metro stations, tram stops, suburban railway, and bus stations. In
contrast, national rail stations, airports, and ports had a negative influence.

Pan et al. (2014) examined the effect of rail transit on residential property
values in Houston, Texas, and Shanghai, China. Their study showed that
closeness to rail stations had a positive effect on property prices in both
cities. They also found out that in Houston, the positive effect was identified
only six years after the opening of Houston’s METRORail. However, this
could not be identified yet three years after opening the light rail line. As for
structural factors, the size and age of a property had a significant influence on
property values in Houston, and the property age and unit type in Shanghai.
Closeness to the city centre did not have a significant influence in either of the
cities, which could indicate transformation to a polycentric city structure.

In conclusion, several studies have discovered similarities regarding the im-
portance of certain attributes in property price estimation. In general, close-
ness to local services is valued by home seekers, but some types of services,
such as airports, expressways, comprehensive hospitals, or waste sites, can
have a negative influence due to potential nuisances. On the other hand, the
regional nature of housing prices explains the differences in the determinants
of residential property value in different locations. In particular, the city
structure can affect property price formation through public transport in-
frastructure, polycentric urban development, or the location of employment
centres.

2.1.2 Residential property markets in Finland

The Finnish residential property markets have experienced significant price
fluctuations during the past few decades. In the late 1980s, the Finnish fi-
nancial markets were deregulated. This lead to easier access to credit and
mortgages and thereby higher household debts. Additionally, low interest
rates, favourable tax conditions, release of rent regulation, and increasing
competition between banks also contributed to housing price fluctuations
(Golovkina 2020; Saarinen et al. 2014; Oikarinen 2007). Golovkina (2020)
notes that after the recession in the early 1990s, the housing prices in Fin-
land have experienced a long-run increase. Moreover, after the financial
crisis in 2008, the price growth has continued in the Helsinki Metropolitan
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Area (HMA)! but slowed down in the rest of the country. This regional di-
vergence of housing markets has been explained by increased migration from
peripheral regions to urban areas.

In general, research and findings on locational and structural attributes in
Finland are in line with the findings discussed previously. For instance,
Luhta (2017) studied segregation of the apartment markets in Vaasa and
discovered that the most important factor was accessibility to the city cen-
tre, following with the size, age, and condition of the apartment. Zliobaite
et al. (2015), on the other hand, examined the geographic distance to the city
centre and accessibility as travel time by public transport in the Helsinki re-
gion. They found a relationship between apartment prices and the geograph-
ical distance to the city centre. However, accessibility by public transport
to local centres of interest was more informative than just the geographical
distance to those centres.

A review paper by Norppa (2021) provides a comprehensive study on how
light rail projects affect land use, city planning, housing prices, traffic, emis-
sions, and residents’ living environment. The main focus of the study is in
Vantaa, but the history of tram and light rail projects in other parts of the
world is also reviewed. According to the findings, an announcement of a new
light rail generally had a positive effect on the price of properties located near
the light rail. In addition, the sales and value of unbuilt land nearby new
stations increased. When the distance from the light rail increased, these
effects disappeared.

Harjunen (2018) studied the housing market anticipation effect of the an-
nouncement and opening of a new metro line in the HMA by comparing
property prices near the future metro stations and existent commuter rail-
way stations. The author discovered that the value of apartments within
800 metres from the new metro stations grew around four per cent even five
years before the metro became operational. Housing prices within 800-1600
metres from the new metro stations were not affected. Another study on the
new metro line in Helsinki, conducted by Hiironen et al. (2015) a few years
earlier, also found a positive relationship between the new metro stations and
property prices. The findings suggest that new metro stations increase apart-
ments’ value by 15 per cent within 400 metres, and by 11 per cent within
800 metres from the stations. However, the authors bring up that the value
increase was higher than in most studies. This can be due to the chosen
methodology; as sufficient data on apartment prices was not available, they

!The Helsinki Metropolitan Area consists of the capital city Helsinki, and the neigh-
bouring cities Espoo, Vantaa, and Kauniainen.
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analysed the differences of distances.

Votsis (2017) studied the impact of green infrastructure by examining the
spatial marginal effects of forests, parks, and fields on the housing prices in
Helsinki. The results indicate that the three different urban green types have
different marginal effects, and they also interact with the distance to the city
centre. In conclusion, different locations have different economically optimal
green solutions, and empirical information helps to achieve more systematic
and successful planning of green infrastructure. In fact, the author specifies
that some solutions can have surprisingly unintended effects if conceptualised
and implemented in the wrong way and wrong location.

The research discussed above focuses largely on aggregate property mar-
kets. Bienek et al. (2017) studied the disaggregation effects of apartment
rental markets in the HMA. Specifically, the authors examined apartment
subgroups based on the number of rooms in the apartment. The results
imply that the rental markets are disaggregated, and the important determi-
nants in rental yield differ between apartment types. The biggest differences
stemmed from the size and age of the apartment, the apartment supply in the
postal code area, and closeness to a university and metro stations. Although
the study covered rental yields, disaggregation may concern residential prop-
erty prices as well.

Interestingly, several studies on the property prices in Finland are centred
upon economic or demographic factors, such as interest rate fluctuations,
mortgage details, population structure, or income level (see, e.g., Golovkina
2020; Kivisto 2012; Oikarinen 2007; Saarinen et al. 2014). These aspects give
valuable insight into property prices in Finland. Understanding the future
household and population structure as well as migration patterns helps to
estimate the future housing demand and thereby housing prices. However,
there remains space for research on the importance of locational attributes
in the Finnish residential property markets.

2.2 Methods in property price estimation

Residential property prices have been examined with a variety of methods.
Conventional models, such as the hedonic price model, have been utilised
extensively in property price estimation. As Lundberg and Lee (2017) con-
clude, simple models are often preferred for their ease of interpretation, but
the growing availability of big data has increased the benefits of applying
more complex models. Consequently, machine learning methods provide an
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effective alternative to more conventional models. Yet, both approaches have
their advantages.

2.2.1 Hedonic price model

The hedonic price model is a widely utilised method in the field of urban eco-
nomics. The conceptual framework was derived from Lancaster’s consumer
theory (1966) and the theoretical model of Rosen (1974), although hedonic
methods were developed and employed already before the theoretical frame-
work was understood. The idea of the method is that it allows to study the
influence of one attribute while keeping all other attributes constant. The
hedonic price of an attribute is the difference in the price affected by a change
in one attribute with the size of one unit. Lancaster’s (1966) theory assumes
a linear relationship between the price of goods and the characteristics of
those goods, whereas in Rosen’s framework (1974), the relationship between
the price of goods and their characteristics is determined by a nonlinear price
function. Overall, some basic functional forms that can be applied in the he-
donic price model include linear, semi-log, and log-log forms (Chau and Chin
2003). Freeman (1981) gave the first theoretical justification for the applica-
tion of the hedonic price model in housing price estimation, and Chau and
Chin (2003) provide a literature review on the use of the method in housing
price modelling.

The hedonic price model is a useful and easily interpretable method. How-
ever, the method also has some shortcomings. An empirical issue is that
the choice of the functional form is difficult without prior knowledge of how
independent variables affect property prices. The estimates are sensitive to
the choice of the functional form, and an incorrect choice can lead to in-
consistent estimates (Blomquist and Worley 1981; Chau and Chin 2003).
Matinmikko (2015) lists some other disadvantages of the method. For exam-
ple, the attributes must be measurable somehow, and when utilising indirect
indicators, such as grades, the outcome may become biased. In addition,
the method does not account for dependent attributes or multicollinearity.
Moreover, using property prices as an example, Matinmikko (2015) explains
that the model requires all possible combinations of different types of prop-
erties and attributes to be available. Chau and Chin (2003) support this by
arguing that missing data can lead to misspecification of the function and,
consequently, biased estimates.
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2.2.2 Machine learning methods

While the hedonic price model remains a widely used model in urban eco-
nomics, an increasing number of studies apply machine learning techniques
to property price estimation. The performance of these methods varies and
may depend on the research question, the structure and quality of the data
as well as the choice and formulation of the model. For instance, Nghiep and
Al (2001) compared the predictive performance of multiple regression anal-
ysis and artificial neural networks. They predicted single-family residential
property value and found that artificial neural networks performed better
than multiple regression analysis with a moderate to a large data sample.
The choice of the performance measure and the size of the dataset affected
the predictive performance of these methods, and the authors note that this
can explain why many studies have varied results when comparing machine
learning methods to regression models.

Muralidharan et al. (2018) predicted residential property prices in Boston
using house properties and crime data. They applied decision trees, artificial
neural networks, and multiple regression analysis. Based on their results,
multiple regression analysis had the lowest error—however, their data in-
cluded categorical variables for which linear regression cannot account. Be-
tween the two machine learning algorithms, neural networks performed bet-
ter. Peng et al. (2019), on the other hand, applied multiple linear regression,
decision trees, and XGBoost to predict property prices in Chengdu, China.
It was found that XGBoost achieved the best prediction accuracy, and be-
tween the remaining two methods, decision trees performed better. The
authors state that compared to decision trees and multiple linear regression,
XGBoost had better generalisation ability and robustness.

Wang and Wu (2018) compared the predictive performance of linear regres-
sion and random forests. They estimated property prices in Virginia, and
found that random forests was able to capture the nonlinear hidden relation-
ship between the price and location of properties and gave an overall better
estimation than the linear regression model. Abhyankar and Singla (2021)
compared the predictive performance of the hedonic multivariate regression
model and the general regression neural network (GRNN) model. They pre-
dicted property prices in Pune, India, and used location-specific factors as
the explanatory variables. The GRNN model predicted the property prices
better than the hedonic regression model and achieved an accuracy rate of
100%. The authors argue that application of complex methods helps to
analyse the data in a more sophisticated manner and to come up with more
robust and conclusive evidence.
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Ho et al. (2020) compared the performance of support vector machine, ran-
dom forests, and gradient boosting machine using data from housing transac-
tions in Hong Kong.? They state that all these three methods offer promising,
alternative tools for property price predictions. According to their findings,
support vector machine outperforms in computational speed, while random
forests and gradient boosting machine have better prediction accuracy. In
particular, they state that random forests is robust and can reduce overfitting,
and gradient boosting machine has high flexibility and accuracy. However,
they also state that the results tend to be data-specific, and the choice of the
algorithm depends on many factors. They conclude that it is often beneficial
to use more than one algorithm on the same problem. Another advantage of
machine learning methods is the fact that more recent data can correct the
parameters of the existing model.

In several studies, machine learning methods outperform conventional regres-
sion models in prediction accuracy, specifically with a correct model specifica-
tion, appropriate parameterisation, and a sufficiently large training dataset.
Mullainathan and Spiess (2017) state that the appeal of machine learning is
the ability to uncover generalisable patterns in data and to fit complex and
flexible functional forms to the data. Although many studies offer promis-
ing results on the use of machine learning algorithms, these methods also
have their limitations. Ho et al. (2020) remind that there are plenty of po-
tential features to choose from, so feature engineering is an essential part of
the modelling. Secondly, unlike many conventional models, machine learning
methods are not developed for performing causal explanations and descrip-
tions, and therefore, interpreting the results can be difficult. Finally, machine
learning algorithms often take much longer in computation than conventional
models.

2Gradient boosting machine is also known as gradient tree boosting and gradient
boosted regression trees (Chen and Guestrin 2016).



Chapter 3

Methodologies

This chapter introduces the methodological approaches and concepts that
are applied in this thesis. First, the general concept of machine learning
pipeline is introduced. Then, decision tree learning is described on a gen-
eral level, and the details of the decision tree methods that are implemented
in this thesis are explained. Random forests, gradient-boosted trees, and
extreme gradient boosting are described, with the focus on the extreme gra-
dient boosting algorithm. Finally, model-agnostic explanation methods are
discussed, and the method of Shapley additive explanations is introduced.
In general, descriptions of the methodologies follow the work of the authors
referenced in this chapter, but some notations are modified such that they
are consistent throughout the chapter.

3.1 Machine learning pipeline

The concept of machine learning pipeline covers the overall process of ma-
chine learning, where data is converted into insights through feature en-
gineering and mathematical modelling. Zheng and Casari (2018) describe
data as observations of some real-world phenomena. These observations, or
data points, can have various properties, and in machine learning pipeline,
these properties are divided into features and labels.! Features are numeric
or categorical representations of data. The features that characterise a data
point are typically expressed as a feature vector x; = (x;1,...,%im) € X,

!Features can also be called variables, predictors, or input variables. The term feature
is more commonly used in machine learning, and variable in statistics. Labels are also
called output or target variables.

13
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where the feature space X is the set of all possible feature vectors. Labels,
denoted by y; € Y, are the quantities of interest that are predicted based on
the features. The label space Y consists of all possible label values. A single
observation can be expressed as (x;,¥;), i = 1,...,n, where n is the size of
the data sample.

Machine learning derives insights from the data. In general, machine learning
models can be divided into supervised and unsupervised learning methods.
Supervised learning relies on labelled data and requires some information
about past behaviour; the aim is to train the model using a training dataset
that consists of labelled data points. Unsupervised machine learning aims to
infer the data without the help of labelled data points. This thesis focuses
on supervised machine learning methods. There are two major types of
supervised machine learning problems: classification problems and regression
problems. Classification problems predict binary or multiclass outcomes,
whereas regression problems predict continuous outcomes.

Mathematically, the objective in supervised machine learning is to learn a
hypothesis map f : X — Y such that

y ~ f(x) (3.1)

for a data point x € X (Jung 2021). Machine learning algorithms predict
the label of a data point as § = f(x). The predictions are compared with
real data, and the hypothesis is adjusted based on the discrepancy. This is
where the learning happens. In practice, the approximation error in (3.1)
is quantified by a loss function that measures the difference between the
observed and the predicted labels. This loss function is minimised itera-
tively to optimise the model’s predictive performance. Squared error loss
L(y, f(x)) = (y — f(x))? and absolute loss L(y, f(x)) = |y — f(x)] are two
commonly used loss functions for regression problems. Friedman et al. (2001)
note that on finite samples, the squared error loss places more emphasis on
observations with large absolute residuals |y; — f(x;)| during the fitting pro-
cess and is thereby a less robust loss function.

3.1.1 Feature engineering and data preprocessing

The quality of data plays an important part in creating a successful machine
learning framework. Often data can have missing values or be incorrect or
redundant (Zheng and Casari 2018). Although some algorithms are designed
to handle missing values automatically, others require cleaning the missing
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values before model implementation. Missing values can be handled in mul-
tiple ways. A simple way is to drop the data points that have missing values.
However, removing data should usually be avoided so that important infor-
mation is not lost. It is also noteworthy that the fact that values are missing
can already hold valuable information. Another way to handle missing val-
ues is to use imputation. For instance, a missing value can be substituted
with a common value, such as the mean, mode, or median of the feature.
There are also machine learning algorithms that are specifically designed for
substituting missing values.

A crucial part of the machine learning pipeline is to transform raw data
into numeric features. Zheng and Casari (2018) define feature engineering
as the act of extracting features from raw data and transforming them into
formats that are suitable for the machine learning model. The choice of which
properties to be used as features is a design choice. Ho et al. (2020) note that
there are often many potential features to choose from, so a careful feature
selection is essential. Moreover, Sarvi et al. (2020) conclude that well-defined
features can ease the difficulty of modelling and lead to better results. In
addition to how features are defined, the number of features is important. If
there are too few features, then the model does not perform well. On the
other hand, having too many or irrelevant features results in a too complex
and expensive model that can be hard to train. Zheng and Casari (2018)
remind that data cleaning and feature engineering take up the majority of
time in building a machine learning framework.

Categorical features are non-ordinal variables that represent different cate-
gories (Zheng and Casari 2018). The number of categories is finite, and the
value of a categorical variable can be numerical or non-numerical. One-hot
encoding, dummy coding and effect coding provide ways to transform cate-
gorical variables into numbers. This thesis uses one-hot encoding to handle
categorical variables. It is a bit-wise representation of a categorical variable.
Suppose a categorical feature C' has d possible, mutually exclusive categories,
denoted by cy, o, ..., cq. In one-hot encoding, each category is encoded as a
feature vector e € R? such that, for i = 1,2,...,d,

]., if ¢ = Ci
€; =
0, otherwise.

One-hot encoding is a relatively simple and effective way to handle categorical
variables. On the other hand, one downside of the method is that when
the number of categories becomes very large, the dimension of the problem
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increases remarkably:.

3.1.2 Model selection and assessment

The essential goal in supervised machine learning is to train a model with
a good generalisation performance. This means that the trained model can
produce accurate predictions with previously unseen data. Typically, the
generalisation performance is evaluated by dividing the dataset into indepen-
dent, identically sampled subsets of the original data. The model is trained
with a subset of the data, called training data, and the performance of the
model is then evaluated with another subset of the data, called test data.
The process of estimating the generalisation error on the test data is called
model assessment. Suppose a model is trained on a fixed training dataset,
denoted by D = (x;,%:), i = 1,...,n. The error calculated on the training
set is called training error or empirical error, and it is defined as the average
loss over the training sample (Friedman et al. 2001)

err = L Zﬁ(yi,f(xi)).

n -

Test error approximates the generalisation error. It is calculated on the test
set given the model that is trained on the training set. A model with a poor
generalisation performance may be overfitted, which means that the model
is trained to fit the training data thoroughly, but it performs poorly on the
test dataset. On the other hand, underfitting means that the model cannot
capture the structure of the data and hence performs poorly on both the
training and test datasets. Model complexity can also be measured through
bias and variance. Bias measures the difference between the expected pre-
dictions and the true label values. Variance, on the other hand, measures
the change of learning performance caused by changes to the training set,
that is, it expresses the impact of data disturbance on the learning outcome
(Zhou 2021). The better a model is fitted into a training data, the better it
adapts the complicated structures in the data, and as the training proceeds,
the bias decreases and the variance increases. Consequently, training the
model includes a trade-off between bias and variance.

In the model selection phase, the goal is to select a final machine learning
model by estimating the performance of a collection of different candidate
models. The ideal solution is to select the model with the smallest gener-
alisation error (Zhou 2021). Model selection can mean comparing different
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types of algorithms or comparing one type of algorithm that is configured
with different hyperparameter values. Several algorithms provide adjustable
hyperparameters that are set before training the model and help to control
the learning process. They can have a significant impact on the model per-
formance. Consequently, the optimal set of hyperparameter values can be
very different for various data structures. Therefore, hyperparameter tuning
is an essential part of the model implementation.

Deriving an optimal combination of hyperparameter values analytically can
be challenging, so various alternative methods for hyperparameter tuning
have been developed. One commonly used approach to evaluate a model
and adjust the hyperparameters is to split the data into training, validation,
and test sets. The hyperparameters are then adjusted using the training and
validation sets, and the final assessment of the model performance is carried
out on the test set. Typically, this approach is optimal with large datasets.
In this thesis, the hyperparameters are tuned using k-fold cross-validation
on the training data. K-fold cross-validation splits the training data into
k folds, which are subsets of the training data of approximately equal size.
Then, the model is trained using k& — 1 of the folds as training data, and
the model is validated using the remaining fold. This is repeated for each of
the splits, and the final performance measure is the average of all the values
computed for each split. Cross-validation can be computationally expensive
due to repeating the process for each split. However, an advantage of the
approach is that the evaluation of hyperparameters is carried out using the
entire training data. This avoids reducing the number of observations in each
dataset.

In practice, optimal hyperparameters can be found by testing a collection of
different hyperparameters and hyperparameter values that is chosen in ad-
vance. In grid search, all possible combinations of the chosen hyperparameter
values are tested, and the combination that achieves the best performance is
selected for the final model. This method, however, can be computationally
very expensive. Another, computationally more efficient approach is the so-
called random search that only tests a subset of all combinations selected at
random. In addition to the grid search and random search methods, there
also exist alternative more advanced techniques for hyperparameter tuning.
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3.2 Decision tree learning

In this thesis, residential property prices are predicted with decision tree al-
gorithms. Decision trees are generally used in supervised machine learning,
and they can be divided into regression trees and classification trees. Dif-
ferent tree-based algorithms usually follow similar principles regarding the
structure of decision trees and the way decision tree models are trained. A
common way to construct a tree is to use recursive binary partitions that
split the data into smaller subsets. In practice, the tree is grown such that
at each node of the tree, the data is split into two child nodes. This split is
performed by choosing the variable and the split point that achieve the best
possible fit, and the tree growing procedure continues until some stopping
criterion is achieved.

Formally, regression trees partition the space of all joint predictor variable
values into P disjoint regions, denoted by R,, where p = 1,2,...,P. A
constant ¢, is assigned to each of these regions, and the predictive rule of the
decision tree can be expressed as (Friedman et al. 2001)

P

fx)=> cl{x€R,}, (3.2)

p=1

where I{x € R,} is an indicator function which returns 1 if x belongs to
the region R, and 0 otherwise. The optimal binary partition is found with
a greedy split finding algorithm. Considering a splitting variable 7, a split
point s, and a node u, the split separates all the data at node u into two
half-planes as follows

RW(j,s) = {X | X; < s} and R, (j,5) = {X | X; > s}.

The optimal splitting variable j and split point s are the ones that solve the
minimisation problem

min Z (y; — ¢p)* + min Z (y; — cpﬂ)z].

Cp . Cp+1 .
l'iERp(],S) ZEiER;H»l(],S)

min[
j7S

In the case of categorical features, the split is conducted based on whether
or not the observations belong to a particular class. Friedman et al. (2001)
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state that for any splitting variable j, determination of the split point s can
be done quickly, and thus, the optimal pair (j, s) can be found by testing all
input features j.

The idea of the procedure is visualised with an example shown in Figure 3.1.
On the left, partitioning of the feature space of two features is illustrated
by lines that are parallel to the corresponding features X; and Xs. The
corresponding decision tree is illustrated on the right. The regions R, are
disjoint, and thereby for each observation, there exists a path in the tree that
represents the predictive rule. The prediction is then given by a constant c,
that is assigned to a region R, according to equation (3.2). The final regions
of the tree are also called leaf nodes.

S5 Node

Figure 3.1: Example of the partitioning of a decision tree. On the right, the
decision tree is split recursively with the variables X; and Xs, resulting in four
disjoint regions. On the left, the corresponding partitioning is illustrated.

The depth of the tree can have a significant effect on the model performance,
since an overly small tree may not capture the structure of the data, while
a very deep tree may lead to overfitting. Consequently, decision tree models
provide different ways to govern the tree size and model complexity. One
way is to define a stopping criterion for the tree growing procedure, such as
a maximum depth of a tree. For classification trees, the algorithm follows
the same principles with slightly different criteria for splitting the nodes and
governing the tree size. Some of the advantages of decision tree methods in-
clude that they can capture higher-order interactions between variables, and
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they are easy to interpret (Friedman et al. 2001). On the other hand, with
tree ensemble models that consist of several decision trees, interpretability
may worsen significantly.

The methodology above focuses on the CART (classification and regression
trees) implementation of trees, which was originally introduced by Breiman
et al. (1984). There are also other decision tree methods that follow slightly
different principles. For instance, the Chi-Square Automatic Interaction De-
tector algorithm (Kass 1980) uses non-binary splits, and C5.0, a successor of
the ID3 method proposed by Quinlan (1993), derives a different rule set for
growing the tree.

3.2.1 Random forests

Random forests (RF) is a decision tree ensemble framework developed by
Breiman (2001). A random forest combines predictions from many decision
trees and creates a final prediction by averaging over the predictions of each
individual tree. Specifically, each random-forest tree f; on the k-th iteration
is fitted into a bootstrap sample of the training data and grown until a prede-
termined stopping criterion is fulfilled. In addition, the candidate features for
splitting are selected through random selection of a subset of features. The
final predictor is then the random forest that consists of K trees, denoted by
{fe}£. The prediction for a regression problem and a given instance x; is
(Friedman et al. 2001)

= FOa) = = > felxi).
k=1

Typically with single decision trees, deep trees may lead to overfitting. How-
ever, in random forests, bootstrapping a subset of training data at each
iteration and averaging over multiple decision trees reduces the variance of
random forests and the risk of overfitting. Furthermore, the random selection
of features in the tree-growing process reduces the correlation between the
trees without increasing the variance too much. As such, the trees in ran-
dom forests can be deeper than individual decision tree models or gradient-
boosted trees that are described in the next section. Additionally, random
forests do not overfit as more trees are added. Instead, the tree ensemble
model converges as more trees are added and produces a limiting value of
the generalisation error (Breiman 2001). In addition, Friedman et al. (2001)
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note that random forests are simpler to train and tune than boosting meth-
ods, which can explain why they are favoured in many applications.

Random forests provide adjustable hyperparameters that help tune the model.
There are several hyperparameters to adjust, and the ones that are examined
in this thesis are described here. Firstly, the number of trees in the ensem-
ble can be set upfront. In general, a larger number of trees can improve
the model performance to some extent but also increase the computational
complexity. Secondly, the hyperparameters max_depth, min_samples_split,
and min_samples_ leaf all govern the tree size. Max depth defines the maxi-
mum depth of a tree, that is, the longest path between the very first node
and the leaf node. Min_samples_split sets the minimum required number of
observations in a node to conduct a split, and min_samples_leaf defines the
minimum number of observations required at a leaf node. If one of these stop-
ping criteria is achieved, the tree growing procedure discontinues. Finally,
max_features defines the size of the random subset of features to consider
when splitting a node.

3.2.2 Gradient tree boosting

In boosting methods, trees are trained sequentially using the previous model’s
result as an input to the next one. While random forests builds an ensemble
of deep, independent trees, boosting methods create successive, weak trees
with each tree learning from the previous one, aiming at reducing the previous
tree’s prediction error. A weak tree means that as a single tree, the tree may
have a poor or moderate prediction performance. The final learner is then a
combination of all weak learners, and this strong learner brings down both
the bias and variance of the model. Gradient tree boosting, also known
as gradient boosting machine (GBM), was originally implemented in the
work of Friedman (2001) and Friedman (2002), where the latter describes the
stochastic variation of the algorithm. It is a boosting method that utilises
the gradient descent algorithm in the iteration process. First, the general
idea of gradient tree boosting is introduced, and then the extreme gradient
boosting algorithm is described in more detail.

The gradient tree boosting algorithm begins with an initial model that is
given by

Fy(x) = arg myin Z L(yi, 7).

=1

For squared error loss, the solution is the average of the label § = % > Yie
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At each iteration ¢, a new tree is added to the tree ensemble model by apply-
ing the idea of steepest descent. In steepest descent, the model is updated as
Fy, = F,_1 — ptg,, where p; € R is a step length and g, € R" is the gradient
of the loss function L£(F"). The components of g, are

o) = Z B i) = Fii ),

1=1,...,n.

The negative gradient —g, gives the steepest-descent direction at F;_;. In
other words, it gives the direction that maximises loss reduction. However,
the gradient is only defined for the training data for which the data points x;
are known. A new tree can be generalised for new data by choosing a regres-
sion tree at the ¢-th iteration from the class of parameterised trees f(x;a;)
that produces predictions that are as close as possible to the negative gra-
dient. For regression trees, the parameters a; include the splitting variables,
split points, and leaf node values. The tree f(x;a;) can be obtained from
the solution

a, = arg Inain Z(_git — f(xs a))z_

=1

The obtained tree f(x;a;) gives the disjoint regions R, p = 1,..., P, at
iteration t. The optimal coefficients at each leaf node are given by

Wpt = arg II}UiIl Z [’(ym Ft—l(xi) + w)’
X; ERpt

and finally, the ensemble of trees is updated as

P
Fy(x) = F_1(x) + Y wuI{x € Ry}.
p=1

The extreme gradient boosting algorithm (XGBoost), originally proposed by
Chen and Guestrin (2016), is an optimised implementation of the gradient
boosting framework. Similarly to the original gradient tree boosting frame-
work, XGBoost is an ensemble of decision trees where new trees are updated
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iteratively until no further improvements can be made. The authors denote
a training dataset by D = {(x;,4:)}(|D| = n,x; € R™y; € R). A tree
ensemble model uses K additive trees to predict the output

™)~

Ui=F(x) =) filxi), fr€F,

k=1

where F = {f(x) = wyx) }(g : R™ — T,w € R”) is the space of regression
trees. Here q represents the structure of each tree, that is to say, the decision
rule that maps an observation to a leaf node, T is the number of leaves in
the tree, and w denotes the leaf weights. In the case of regression trees,
the weight w; of the i-th leaf represents a continuous score, and the final
prediction is the weighted sum of the scores in the corresponding leaves of
all trees in the ensemble model.

In XGBoost, the optimal set of functions is learned by minimising the fol-
lowing regularised objective function

LOF) =D UG yi) + D Ufe), (33)
where Q(f) = 7T + %)\HwHQ.

Here [ is a differentiable convex loss function and €2 is a regularisation term
that penalises the complexity of the model and helps to avoid overfitting.
The terms v and A are regularisation hyperparameters that can be adjusted
by the user to control the training process. If the whole regularisation term
() is set to zero, then the objective is the same as in traditional gradient
tree boosting. As the tree ensemble model in (3.3) includes functions as
parameters, the model cannot be optimised using traditional optimisation
methods in Euclidean space. Instead, the model is trained in an additive
manner.

Let Ql@ be the prediction of the ¢-th instance at the ¢-th iteration. At iteration
t, a new tree f; that most improves the model is added to minimise the
following objective

L9 =351y 570 + filx) + QUf).

i=1
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Chen and Guestrin (2016) use second-order Taylor approximation to approx-
imate the objective function as follows

n

£y [y, 57) + gifulxi) + %hiﬁ(xm +Q(f),

i=1

where ¢; = (‘3@@—1)1(3/@-,@?_1)) and h;, = 8§(t_1)l(yz‘7ﬁgt_l)) are the first and

second order gradient statistics on the loss function, respectively. Removing
the constant terms gives the following simplified objective

n

£0 =3 g fulxi) + %hi 23] + QUf). (3.4)

i=1

Let us denote the instance set at leaf 7 by I, = {i | q(x;) = 7}. Then, by
expanding the regularisation term 2, equation (3.4) can be written as

n

T
- 1 1
(t)ZE:. N Zh f2(x. _§:2
[’ [ngt(xz) + thft (Xz)] + 7T + 2)‘ ot UJT

=1

- Z[(Z gi)wr + %(Z hi + ANw?] +~T.

=1 i€l, i€l,

For a fixed leaf structure ¢(x), the optimal weight w? of leaf 7 is given by

* ZiEIT Gi

w = —

7 ZiGIT hi + A
and the corresponding optimal value is then
T
I~ (Cier, 99)°

LO(q) == o) 4oy
32T

Now, let I;, and Ir be the instance sets of the left and right nodes after the
split, and denote I = I, UIr. Then, the loss reduction after the split is given
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by

1 (ZieIL 9i)° (zz‘e]R 9i)° X icr 99)°

‘Csplit = 3

2 ZiEILhi+)\ Ziethi‘f‘)\_Zighri-)\ a

(3.5)

An exact greedy split finding algorithm finds the best possible tree structure
by enumerating over all possible split points on all features. To efficiently
do so, the algorithm sorts the data according to feature values and then
evaluates the loss reduction by equation (3.5). However, for a large data set
with continuous features, enumerating over all possible split points is com-
putationally very demanding or even impossible. Hence, Chen and Guestrin
(2016) summarise an approximate framework as an alternative to the exact
greedy algorithm. The approximate algorithm first finds the best splitting
points from a set of candidate splitting points according to percentiles of
the feature distributions. The features are then mapped into buckets split
by these candidate points, and the best solution is found among propos-
als based on aggregated statistics. The special characteristics of the split
finding framework of Chen and Guestrin (2016) include a weighted quantile
sketch algorithm for handling weighted data as well as sparsity awareness to
handle sparse input data efficiently. XGBoost supports both the exact and
approximate versions of the split finding algorithm.

Given a decision tree f(x), a tree ensemble F'(x), and a constant n > 0, the
iteration process proceeds as follows:

:j
®
I

Fo(x) +nf1(x)
Fi(x) +nf2(x)

5
X
I

Fy(x) =F-1(x) + nfi(x).

After t iterations, the final prediction is the weighted sum of the predictions
of all the trees in the model. In addition to the regularised objective in (3.3),
XGBoost uses additional techniques to prevent overfitting. Shrinkage, first
introduced by Friedman et al. (2001), scales the new weights by a factor n
at each iteration. In other words, n defines the step size according to which
the model optimises towards the objective at each iteration. The shrinkage
parameter 7 is also known as the learning rate. A higher 1 can improve
computational efficiency, whereas a smaller n reduces the influence of each
regression tree, leaving space for future trees to improve the model. Figure
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3.2 shows the convergence of the algorithm on a test set with three different
learning rate values. The other hyperparameters are set to a default value.
In this example, a real-life dataset of apartment transactions is used, and
the predicted label is the price per square metre of apartment buildings.
The test error is measured by the root mean squared error (RMSE). As
illustrated in the figure, a smaller learning rate generally requires more trees
in the ensemble to achieve an equally good value for the error metric. On
the other hand, with a smaller learning rate, the algorithm may generally
converge to a better local optimum than with a larger learning rate.

3500
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000 Learning rate 0.1
\ —— Learning rate 0.01

2500
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Figure 3.2: Convergence of the test error for the XGBoost algorithm with
different learning rates.

Besides the learning rate, there are also other hyperparameters that can be
adjusted in the XGBoost implementation. Column subsampling is another
technique that prevents overfitting. A new tree is constructed by only split-
ting by a subset of features, given by subsample € (0,1]. The parameter
colsample_bytree € (0, 1] is the subsample ratio of the columns when con-
structing a new tree, and colsample_bylevel € (0, 1] is the subsample ratio of
columns for each depth level in the tree. The use of column subsampling is an
efficient way to prevent overfitting, and it also speeds up computation. The
maximum tree depth for the base learners and the maximum number of trees
in the ensemble can be set upfront as well. In addition, XGBoost allows for
early stopping to prevent overfitting, which means that new decision trees
are added to the ensemble model until the model performance no longer
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improves. The rest of the derivation for XGBoost by Chen and Guestrin
(2016) proceeds by describing systemic optimisations, including parallel and
distributed computing.

3.3 Model interpretability

Although machine learning models may have a high prediction accuracy, they
often remain black boxes. Complex models, such as tree ensembles, are hard
to understand and hence cannot be used as an explanation for the predic-
tions. This can create tension between predictive performance and model
interpretability. However, understanding the reasons behind a prediction is
important and increases trust in the predictions and transparency of the
model. As a solution, many methods have been derived for improving the
understanding of complex machine learning models.

Existing methods that explain complex models can be divided into global
and local explanations. Global explanation methods explain the model as a
whole, whereas local explanation methods explain individual predictions. Lo-
cal methods are beneficial when the predictions are very different for different
feature combinations. In such cases, global explanation methods cannot ex-
plain local behaviour very well. One example of a local explanation method
is Local interpretable model-agnostics explanations (LIME), introduced by
Ribeiro et al. (2016). In this thesis, however, the main objective is to esti-
mate the average price level of a given city district. Therefore, the models
are explained with global explanation methods.

3.3.1 Shapley additive explanations

Shapley additive explanations (SHAP) is a unified approach for interpret-
ing model predictions by measuring feature importances. The framework
was originally proposed by Lundberg and Lee (2017). It is particularly well
suited for interpreting predictions of complex models, such as decision tree
ensembles, and it can perform both global and local explanations. It is based
on a classic cooperative game-theoretic concept called Shapley values (Shap-
ley 1953). The Shapley value ¢; is the importance of a feature j as a marginal
contribution of all features’ contributions in the prediction output. Formally,
let M be the set of all features and let S € M = {1,..., M} be a subset
consisting of |S| features. Then, suppose a model fy(S U {j}) is trained on
a fixed dataset with feature j present, and another model fx(S) is trained
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without the feature. For each feature, the amount the feature j contributes
to the output is the weighted mean of all possible differences

o= Y BBV oy -as). 60)
SCM\{j}

j=1,...,M.

SHAP values are the Shapley values of a conditional expectation function
of the original model. Suppose a mapping hy, maps 1 or 0 to the original
input space, where 1 indicates that the input is included in the model, and 0
indicates exclusion from the model. Additionally, let z’ € {0, 1}, where 2]
represents a feature being observed (z; = 1) or missing (z; = 0). In practice,
SHAP values are the solution to equation (3.6), where fy(S) is conditioned
on a subset of input feature values xs as follows

fx(8) = f(h«(2)) = E[f (x)|xs],

and S is the set of non-zero indexes in z’ (Lundberg et al. 2018). That is,
the function fy(S) resembles the expected value of the prediction given by
the original model f(x) conditioned on the known values of the features in
subset §. Other measures could be used as well, but the conditional ex-
pectation summarises the probability distribution, and additionally, it is the
minimiser of the commonly used squared error loss function. The SHAP
method calculates the feature importances for an individual observation, so
it is basically a local explanation method. However, Lundberg et al. (2020)
argue that combining many local explanations provides global insight into a
model’s behaviour. The predictions in this thesis are explained with the Tree
SHAP algorithm, a SHAP value estimation method specifically designed for
trees and ensembles of trees (Lundberg et al. 2018; Lundberg et al. 2020).
The idea is the same as above but the Tree SHAP algorithm is modified such
that it reduces the computational complexity of the exact SHAP value com-
putation. This allows predictions from tree ensemble models with thousands
of trees and features to be explained in a significantly faster computation
time.

Several real-life applications utilise SHAP values. Examples of such appli-
cations include interpreting a machine learning framework for product sales
in retail store chain (Sarvi et al. 2020), explaining online product review
helpfulness (Meng et al. 2021), interpreting gold price predictions obtained
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with XGBoost (Jabeur et al. 2021), or construing a COVID-19 mortality
risk predictor (Barda et al. 2020). The methodology has certain theoreti-
cal advantages. When they first introduced the framework, Lundberg and
Lee (2017) showed that it is the only possible method that satisfies the fol-
lowing series of desirable theoretical properties: local accuracy, missingness,
and consistency. Later on, the authors introduced another article where they
extend SHAP values to describe interaction effects with so-called SHAP in-
teraction values and SHAP dependence plots (Lundberg et al. 2020). They
also show that several other popular feature attribution methods can be in-
consistent. On the other hand, Aas et al. (2021) argue that SHAP values
generally assume that the features are independent of each other, although
they admit that the Tree SHAP algorithm accounts for some feature depen-
dence. Their experiments show that the method can be inaccurate when
features are highly dependent. In many real-life applications, features are
rarely statistically independent. The authors tackle this issue by proposing
a more accurate method that approximates the true Shapley values while
accounting for various degrees of feature dependence. Their methodology is
implemented in an R-package (Aas et al. 2021).



Chapter 4

Price prediction framework

This chapter describes the implementation of a machine learning framework
for property price prediction and answers the first research question by ex-
amining the performance of three decision tree models. In addition, the
third research question is partially covered by analysing the importance of
features. First, the training dataset is described and preprocessed. Then,
three machine learning algorithms—XGBoost (XGB), gradient boosting ma-
chine (GBM), and random forests (RF)—are trained using the preprocessed
training data. The predictive performance and computational performance
of the models are evaluated. Finally, the models are interpreted by analysing
the importance of features with SHAP values.

4.1 Data overview and preprocessing

The price prediction model is trained utilising real-life data from apartment
transactions. The original training dataset contains 10350 observations of
apartment transactions in the Helsinki Metropolitan Area during 2018-2020.
The dataset includes structural and locational variables as well as information
on the transaction time and different costs related to the apartment. The
label of interest is the unencumbered selling price per square metre. The
local services to be examined were chosen upfront, based on the interests of
A-Insinoorit. Specific information about location, such as latitude, longitude,
and postal code, is dropped. The feature names are anonymised, and the
chosen features are presented in Table 4.1 as detailed as possible.

30
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Structural Locational Costs and transaction
Feature Space Feature Space Feature Space

f1 N+ f2-123  R* f40-f42  Binary

£36 R* f24-f34 Nt f43-f44 RT

£37 Categorical | £35 Categorical | f45 Categorical
f38-f39 NT f46 N+

Table 4.1: Features chosen for the model, with information on the feature
space, categorised by type.

The dataset is filtered and preprocessed before training the models. First,
only apartment buildings are selected due to the chosen research objectives.
Contextual outliers and zero values for certain structural features and the
label are dropped. Moreover, apartment buildings that are constructed after
2021, that is to say, in the future, are left out. Finally, one-hot encoding is
used for all categorical features. Figure 4.1 presents the distribution of the
label in the filtered dataset. The distribution is slightly positively skewed
with the tail on the right side.
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Figure 4.1: Distribution of the label in the training data.

Some of the locational features include missing values. For XGBoost, the
missing values are left in the dataset since the algorithm can handle them
automatically. However, the missing values are cleaned before implementing
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random forests and gradient boosting machine. Dropping all observations
with a missing value for any feature would lead to a rather small training
dataset, so instead, the missing values are imputed. Depending on the fea-
ture, the missing values are substituted with either the minimum, mean, or
maximum value of the corresponding feature. Although imputation of the
missing values is conducted according to the best available knowledge of the
feature values, for some features, the substituted value can be quite far from
the truth. Consequently, imputation of the missing values may affect the
predictions with random forests and gradient boosting machine.
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Figure 4.2: Correlation heatmap for the non-categorical features and the
label in the training dataset.
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Figure 4.2 presents the correlation structure of the non-categorical features
and the label. To some extent, correlation between the variables was ex-
pected. For example, the size of an apartment and the number of rooms are
positively correlated features. Furthermore, some of the locational attributes
that describe proximity to local services are also correlated, which is intuitive
considering how cities are developed and where services are located. High
correlations between variables can be a difficulty for the algorithms. For
instance, random forests may underestimate the importance of highly corre-
lated features due to the tree ensemble structure, whereas boosting methods
may only focus on one of the highly correlated features. Consequently, one
must be aware of the correlating features when interpreting the predictions.
Moreover, comparing the implemented models to a simpler model with fewer
features might be beneficial and insightful.

4.2 Training the models

The models are trained using the preprocessed training data. The features
are formulated as a feature matrix X € R™*™ as follows

11 T12 ... Tim X1
21 T2 ... Tom X9
X = . . i . = )
Tnl Tp2 .. Tpm Xn
where each row ¢ = 1,...,n represents an observation and each column
j = 1,...,m represents a feature. The label y € R™ consists of the unen-

cumbered price per square metre of all observations. To evaluate the per-
formance of the models, the full dataset D is split into training and test
datasets, denoted by Dj.qin and Dy, with the sizes of 70% and 30% of
the full dataset, respectively. The split is conducted randomly by using the
property as an identifier. This method is common in previous research, and
Gholamy et al. (2018) show that the best results are obtained when 20-30%
of the data is used for testing, and the remaining 70-80% of the data for
training.

Squared error is chosen as the loss function £(f(x),y) = (y— f(x))?. In prac-
tice, the empirical root mean squared error (RMSE) is used as the evaluation



CHAPTER 4. PRICE PREDICTION FRAMEWORK 34

metric:

n

RMSE = %Z(yi — f(x))%

=1

The loss function is minimised when the empirical evaluation metric is min-
imised. In addition to the root mean squared error, the performance of the
final models is evaluated with the following additional metrics:

- Mean absolute error (MAE): 37" | |y; — f(x;)]

yi—f(xi)

- Mean absolute percentage error (MAPE): + ™7 - 100

i=1

- Coefficient of determination (R?): 1 — Z=1(yl—‘f_(_"g))2
Z—;:l(yz y)

- Adjusted coefficient of determination (R2): 1 — (1 — R?)-2-L-

adj n—m—1

S (W) (F(xi)— fx)
(n—l)sysf(x)

- Correlation between predictions and true values:

where § = 23"y, fx = 2371, f(x;), m is the total number of features,
n is the sample size, and s, and sy () are the sample standard deviations of
y and f(x), respectively.

The hyperparameters are optimised with the k-fold cross-validation method
using 5 folds. A collection of candidate values for each hyperparameter is
chosen beforehand, and an optimal set of hyperparameter values is found
with the grid search method. For random forests, the examined hyper-
parameters are the maximum tree depth, max_features, min_samples_split,
min_samples_leaf, and the number of trees. For XGBoost and gradient boost-
ing machine, the maximum tree depth, learning rate, subsample, and the
number of trees are examined. Early stopping is also used, which means
that trees are added to the ensemble model until the evaluation metric of
the validation set no longer improves. In addition, colsample_bytree and
colsample bylevel are tuned for XGBoost. Once the hyperparameters are
optimised, the models are trained using the whole training data and the op-
timised hyperparameter values. The test set is then used for evaluation. All
programming was done with Python 3.8.5 using the libraries presented in the
work of Pedregosa et al. (2011), Chen and Guestrin (2016), and Lundberg
et al. (2020).
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4.3 Model performance

4.3.1 Predictive performance

The performance of the models is evaluated with the error metrics presented
in the previous section. Table 4.2 presents these values for each model. Based
on all error metrics, XGBoost and gradient boosting machine perform better
than random forests. XGBoost performs slightly better than gradient boost-
ing machine. One shortage of XGBoost is a smaller value for the adjusted
coefficient of determination Ridj, potentially suggesting that some of the cho-
sen features do not improve the model performance. This inconsistency may,
however, stem from the different approaches for handling missing values.

XGB | GBM RF
RMSE 534.16 | 546.80 | 599.95
MAE (€) 370.07 | 376.36 | 425.42
MAPE 7.83% | 7.98% | 9.28%
R? 0.93 0.93 0.92
Rgdj 0.77 0.81 0.81
Correlation | 0.966 | 0.964 | 0.958

Table 4.2: Performance of the three decision tree algorithms. Correlation
stands for the correlation between predictions and true values.

Figure 4.3 presents the scatter plots for the predictions and the true val-
ues for all three models. The green line presents the hypothetical situation
in which predictions equal true values. Based on the figure, most of the
predictions are rather accurate for all three models. The largest errors are
5624.32€), 5572.24€, and 5769.71€ for XGBoost, gradient boosting machine,
and random forests, respectively. The largest errors are all positive, which
means that the model overestimates the value for these specific individuals.
In fact, Figure 4.3 shows that there are a few outlier predictions for which
each model predicts a high value while the true value is much smaller. This
can be explained, for instance, with some features that these models do not
consider. As for the largest true values, the predictions of each model seem to
be less accurate, and the estimated values tend to be lower than the true val-
ues. This greater variation and bias for the largest true values could be due
to the distribution of the label in the training data being positively skewed,
as illustrated in Figure 4.1. This means that there are relatively fewer obser-
vations with a high price per square metre in the training data, and hence,
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the algorithms have relatively less data to learn from. Alternatively, it is
possible that some attributes that are missing from these models are criti-
cal determinants for observations that have an exceptionally high price per
square metre.

XGB GBM
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10000 10000
c 8000 c BOOD
8 2
L+ L+
) )
o o
5 6000 & 6000 -
4000 4000 4
2000 2000 A
ZUhD 40h0 EOhD BUhD IDdDO IZdDO ZObD AObD EOhD BOhD lﬂdDO lldBU
true value true value
RF
12000 { — prediction = true value

10000

prediction

4000

2000

2000 4000 GO0D  BOOD 10000 12000
true value

Figure 4.3: Predictions plotted against the true values for each tree ensemble
model.

4.3.2 Computational performance

This section compares the computational performance of the models. The
models were implemented with Python 3.8.5 in the JupyterLab environment
and run with a Windows 10 laptop with a 1.8 GHz Intel Core 15-8265U
CPU. Table 4.3 presents the computation time of the models. XGBoost
outperforms the other two models in computational performance. Between
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the remaining two algorithms, gradient boosting machine performs slightly
better.

| Computation time (s)

XGB 10.83
GBM 76.79
RF 82.49

Table 4.3: Computational performance of the algorithms.

The number of trees can have a significant effect on the computation time.
Figure 4.4 illustrates the test error, here referred to as testing score, and the
computation time of the algorithms on the test data as a function of the num-
ber of trees. The figure shows that random forests stabilises already at about
100 trees, while XGBoost and gradient boosting machine outperform ran-
dom forests after 100 trees. Both boosting methods converge approximately
equally well and continue to improve at 1000 trees. As for computation time,
XGBoost outperforms the other two algorithms. For both boosting meth-
ods, the learning rate was set to n = 0.05. As discussed in Chapter 3 and
illustrated in Figure 3.2, choosing the learning rate and the number of trees
may lead to a trade-off between computational performance and finding the
best optimum.

Figure 4.4: Convergence and computation time of the algorithms as a func-
tion of the number of trees.

In conclusion, both boosting methods outperform random forests based on
both predictive performance and computational performance. However, as











































































