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Abstract

The recent advancements in informational and communicational
technologies have influenced the healthcare industry by making it
progressively digitalized. Patients increasingly interact with the
healthcare system through online services - either by searching for
healthcare institutes and physicians, creating appointments, or even
having online consultations and therapy sessions. However, patients
are often unable to digitally verify the credibility and competence of
medical professionals that they are virtually interacting with. Veri-
fyMed is a proof of concept platform that aims to solve this problem
by leveraging blockchain technology to facilitate trust relations in-
between patients, physicians and healthcare institutes.

In this thesis, we analyze the old version of the VerifyMed solution
(VerifyMed 1.0) for potential enhancements, design the improvements,
implement them and evaluate the new version. Therefore, we focus
our work on the four main areas of improvement. First, we fix the
problem of scalability and high transaction fees by shifting the solu-
tion from the public Ethereum blockchain to the permissioned Hy-
perledger Fabric blockchain. Second, we pave the ground for GDPR
compliance by storing only the hash values on the blockchain. Third,



we solve the problem of patient authentication by utilizing crypto-
graphic techniques. Finally, we drastically improve the usability
of the final solution by implementing the new user interface and
creating a live deployment.

Our results show that the VerifyMed platform can successfully model
trust relations in the healthcare industry. It provides proof of certi-
fication and experience for physicians and serves as a platform for
feedback by storing treatment outcome metrics reported by the pa-
tients. Furthermore, the new version of the system yields no inherent
cost for its users and requires no energy-consuming work, such as
cryptocurrency mining. However, the new version of VerifyMed (Veri-
fyMed 2.0) still represents only the basis of the highly complex system.
Therefore, it still provides a vast space for potential improvements.
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Chapter 1Introduction

1.1 Motivation

The healthcare sector of today has become undeniably digitalized in order to
assimilate to the increasingly virtualized world [1]. This can be seen in all fields
of today’s healthcare systems, starting from fully digitalized medical imaging
content (x-ray films are having a drastic decrease in usage), and going over the
modern biological analysis laboratories, which can be characterized by the fre-
quent usage of robots and biomedical devices which generate excessive amounts
of biology-data that is measured in terabytes. Data mining techniques, machine
learning, and artificial intelligence are leveraging such immense quantities of
data in order to develop predictive models and pinpoint the most suitable ther-
apy for each individual patient [2]. Furthermore, consultations with physicians
that are performed in the virtual environment are becoming a reality, with the
recent outbreak of COVID-19 being the main factor in the rapid virtualization of
the interaction with the healthcare professionals [3].

However, the increased digitalization of the healthcare industry is intro-
ducing a new scope of problems. We will primarily focus on the problem of
trust relationships in-between patients, physicians, and healthcare institutes.
These trust relations are becoming increasingly challenging to endorse midst
the increase in remote work and virtual consultations. The importance of such
trust relations should be emphasized, as they represent the foundation of well
perceived healthcare services and patient contentment [4]. Furthermore, amid
globalization, it is becoming more frequent for physicians to move between coun-
tries and continents [5]. Finding themselves in new environments, they are often
first required to prove their expertise and the validity of their certifications. All
these reasons call for the development of a platform that would provide proof of
certification and experience for physicians, and that would be operating borders
and jurisdictions.

1



2 1. INTRODUCTION

Blockchain is a decentralized, transaction-based data management technol-
ogy that enables data storage in distributed platforms across organizations
[6]. The essence of this technology is to provide security, anonymity, and data
integrity without a need for a trusted third party that would oversee the whole
system. The idea of blockchain was fabricated in 2008 with the creation of
Bitcoin [7] and has been predominately utilized in the finance sphere for the
creation of different cryptocurrencies ever since. However, through the introduc-
tion of the concept of smart contracts [8], the scope of application of blockchain
has widened, as they facilitate the creation of custom distributed applications
(dApps) and storage of arbitrary data on the blockchain. It should be kept in
mind that blockchain is quite a compound technology that increases the com-
plexity of the system and the volume of communication in-between actors in the
system. Therefore, blockchain should be implemented only in the systems that
require it [9].

VerifyMed project represents a blockchain-based solution for the aforemen-
tioned problem of trust relations in healthcare systems. The proof-of-concept
solution of VerifyMed idea was implemented as part of J. Rensaa’s master thesis
project [10, 11] and we refer to this solution as VerifyMed 1.0 . It uses a public
Ethereum blockchain [12] to store three types of proofs of physician expertise:
Evidence of Authority, Evidence of Experience, and Evidence of Competence.
However, such an approach proves to be needlessly complicated and filled with
numerous areas for improvement. The primary motivation of this thesis is to
analyze VerifyMed 1.0, to uncover and implement such potential improvements,
thus, resulting in the improved version of VerifyMed, which successfully tackles
the problem of trust relations in healthcare. We refer to the improved VerifyMed
solution proposed in this thesis as VerifyMed 2.0 .

1.2 Goal and Methodology

The primary goal of this thesis is to analyze the VerifyMed 1.0 project solution
for potential improvements, and then to design, implement and evaluate those
improvements, thus creating an incrementally enchanced solution. The four
main aspects of improvements are:

– Scalability issues and high transaction fees;

– Data privacy and GDPR compliance;

– Identification of patients;

– Usability and user interface.



1.2. GOAL AND METHODOLOGY 3
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Figure 1.1: Steps of the research methodology used in this thesis. Steps create
tangible outputs that together form the principal results of the thesis.

By performing exploratory research into the problem, we therefore design and
implement the final product that may serve as basis for further research and
further incremental improvements.

The research method that we perform in this thesis bases itself on the design-
science paradigm [13]. The main design problem that we are trying to solve
represents the study and implementation of improvements on the VerifyMed
project. The methodology used to achieve this goal is illustrated in Figure 1.1.
First, we analyze VerifyMed 1.0 and identify the main drawbacks of its design.
Then, based on the results of this analysis, we define the needs and requirements
of the improved version that we will be working on. Afterward, we move to the
design phase, in which we perform a thorough literature survey of the possible
solutions that could be integrated to overcome the old drawbacks. The best-fitting
solutions are selected, and the top-down approach is utilized to create a high-
level draft of the improved solution which incorporates those solutions. Then,
we move to the artifact implementation stage, during which we incrementally
implement all the required features by following the previously specified design.
This results in the completion of the new artifact , which represents the new and
improved version of VerifyMed - VerifyMed 2.0 . Then, we test and evaluate the
new solution to validate the newly incorporated improvements. Each of the five
steps of this process directly depends on the previous step. Therefore, in case of
problems or faulty assumptions, we can always return to the previous step and



4 1. INTRODUCTION

try to reevaluate it and thus alleviate the problem.

Each of the steps of the process outputs tangible results. We will mainly
focus on the outcomes of the last step, artifact evaluation, which results in
assessments and metrics. Assessments represent the artifact’s ability to solve
the pre-defined problem of trust relations in healthcare while simultaneously
fulfilling the defined requirements. On the other hand, metrics represent more
tangible results that can be more precisely quantified and compared.

1.3 Tools

Various tools are used for the implementation process of this thesis. These tools
can be roughly categorized into those used for development purposes and the
ones used for the implementation of the improvements.

Development tools

– The tools for continuous deployment are used to enable the fast and
efficient development process. More precisely, a private GitHub repos-
itory is created and used for the development purposes.

– Agile development methodology is utilized and project development
activities are organized in an online activity tracking tool Trello.

– Integrated development environment (IDE) used during the develop-
ment is Visual Studio Code, as it provides numerous extensions that
ease the development process.

Tools used to implement improvement solutions

– In order to deal with high fees and scalability issues, the permissioned
blockchain solution Hyperledger Fabric [14] is used, instead of the
public Ethereum blockchain.

– Smart contracts in the Hyperledger Fabric blockchain have been im-
plemented using TypeScript programming language [15].

– The whole blockchain solution is deployed using the IBM Cloud
provider [16] as the IBM Blockchain Platform [17] running on top of
the Kubernetes cluster [18].

– Frontend running server is developed using a NextJS framework [19].

– Backend is implemented as a part of the frontend server, using the
NextJS API routes feature [20].

– NextJS server is deployed using the Heroku deployment service [21].
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1.4 Contributions

This thesis is created as a part of research work on the VerifyMed project, which
aims to explore and solve the problem of trust relations in healthcare systems.
The main contribution of this thesis is the software system that was created from
the ground up to provide a platform that could solve the problem of healthcare
trust relations. The application itself has live deployment and can be accessed
online 1. The codebase of the application is located on the GitHub 2 in a private
repository, but temporary view access can be granted.

Furthermore, the contribution of this thesis also comprises outputs of each
research methodology step, such as solution requirements, solutions architecture,
solution implementation, and metrics and assessments. Most noticeably, with
the evaluation of our results, we prove that such a healthcare trust platform is
feasible. We also create space for further development and research.

1.5 Outline of the Thesis

The thesis is divided into eight chapters. We have presented our motivation,
goal, methodology, used tools, and contribution in Chapter 1. In Chapter 2
we cover the required background concepts that are relevant for this thesis.
Chapter 3 analyzes the old version of VerifyMed and presents the drawbacks
of that solution. Using the results of this analysis, in Chapter 4, we define the
requirements for the new version of VerifyMed solution. Chapter 5 describes
the design process for the new version of the solution. Chapter 6 deals with the
implementation of the new platform. In Chapter 7, we describe the results of
our implementation in the form of assessments, tests, and metrics; furthermore,
we explain the potential improvement of the new solution. Finally, we conclude
the thesis in Chapter 8.

1The application is running on: https://verifymed.herokuapp.com/
2GitHub repository URL: https://github.com/aleksaleks123/verify-med





Chapter 2Background and Related
Literature

This chapter comprises information about concepts that have been utilized to
implement both the old and the new version of VerifyMed. The chapter provides
a background of fundamental cryptographic concepts, blockchain technologies
in general, and specific blockchains such as Ethereum and Hyperledger Fabric.
Furthermore, the chapter presents prior art on the application of blockchain
technologies in the healthcare domain.

2.1 Cryptographic Concepts

VerifyMed 1.0 uses Ethereum blockchain, while the new version uses Hyper-
ledger Fabric blockchain. These blockchain implementations are built on crypto-
graphic primitives, such as hash functions, public key cryptography, and public
key infrastructure [22]. This section explains these underlying concepts in more
detail, thus making it easier to grasp the more comprehensive concepts built on
top of such primitives.

2.1.1 Cryptographic Hash Functions

Hash functions are one of the most utilized cryptographic primitives [23]. They
can be used to achieve various security goals, such as authenticity proofs, digital
signatures, number generators, etc. They can be roughly defined as a family of
functions that takes binary data of arbitrary length and produces a fixed-sized
output. The input is often called a message, while the output is a digest.

Hash functions are usually classified based on the specific requirements
that they satisfy. The most commonly used hash functions are One Way Hash
Functions (OWHF) [24]. Hash function H is OWHF if it fulfills following require-
ments:

1. H can be applied to input of arbitrary length

7
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2. H always produces an output of a fixed size

3. Given H and input x, it is easy to compute F (x)

4. Given H (x), it is computationally infeasible to calculate ·x (so-called pre-
image resistance )

5. Given H and x, it is computationally infeasible to find another input x0

such that F (x) = F (x0) (so-called 2nd pre-image resistance )

Another important class of hash functions are Collision Resistant Hash Func-
tions (CHRF) [25]. They fulfill the same set of requirements as OWHF, with an
addition of collision resistance property:

Given H , it is computationally infeasible to find a pair of inputs x and
y, such that H (x) = H (y).

Furthermore, it is usually of great importance that the hash function also has a
hiding property, which means that a digest H (x) is not revealing information
about a message x. As hash functions are deterministic, it is always possible to
verify our guess for a message x. Therefore, in order to define hiding property,
an addition of a secret input is required:

Given a random secret value r (called nonce), the function H is hiding
if it is computationally infeasible to find x, when H (r k x) is given.

The most commonly used hash functions are from the Secure Hash Algorithm
(SHA) specifications, defined by National Institute of Standards and Technology
(NIST) as U.S. Federal Information Processing Standard (FIPS). Hyperledger
Fabric blockchain, used in VerifyMed 2.0, is based on the usage of the SHA256
hash function, which is part of the SHA-2 hash function set. On the other hand,
VerifyMed 1.0 used Ethereum blockchain, which mostly deploys SHA-3 hash
functions, formerly called Keccak [26]. Keccak functions are less vulnerable to
cryptanalysis attacks than the previous SHA generations, and this is achieved
with the usage of so-called cryptographic sponge functions [27].

Hash Chains

As we have presented, hash functions are supposed to be able to take input of ar-
bitrary length. In order to achieve this property, most often the Merkle–Damgård
construction is used [28]. Figure 2.1 illustrates an example of a Merkle–Damgård
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Figure 2.1: An example of Merkle–Damgård construction. f represents a one-
way compression function. The resulting digest h4 would represent the result of
the whole hashing function.
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Figure 2.2: An example of a hash chain H1; H2; H3:::.

construction. First, the original data input is split into multiple smaller parts
of a fixed length. Then these parts are fed into one-way compression functions .
These functions take two fixed-length inputs and transform them into a fixed-
length output. The second input for these functions is the result of the previous
function. A special case is the first invocation, where the second input is an
Initialization Vector (IV). The result of the final compression function invocation
represents the hash of the input.

Hash chains represent a concept that is similar to Merkle–Damgård con-
struction. Figure 2.2 illustrates an example of a hash chain. Hash digest H i

as input takes a data block B i and a hash digest H i � 1. As in Merkle–Damgård
construction, the first hash invocation uses an initialization vector (also called
seed) as an input. The resulting array of hash digests H1; H2::: represents a hash
chain. Hash chains are used as a proof of dependency for separate data blocks
and are an important building block of blockchain technology.

Merkle Tree

Hash functions can prove the integrity of some data within a data set. The idea
is to prove that the data set contains that data as one of its elements. This
can be achieved by creating a hash chain of all the data blocks that form the
data set and then comparing the value of the final hash of the chain with some
pre-calculated value. If the values match, the data is part of the data set.



10 2. BACKGROUND AND RELATED LITERATURE


 



 









 



 





Figure 2.3: A Merkle tree over a data set of four elements: D1; D2; D3; D4


 



 









 



 





Figure 2.4: Verification process for the data D2. Used hashes are h1 and h3;4.
Calculated hashes are h2, h1;2 and h1;2;3;4

The drawback of such an approach is the time complexity of a used algorithm.
For the set of n data blocks, n hash operations are required. Merkle tree , patented
in 1979, represents a solution to this problem. The idea is similar to hash chains;
however, hashes are organized in a tree-like structure instead of forming a chain.
Figure 2.2 illustrates a Merkle tree over a data set of four elements. Each Merkle
tree leaf represents a hash of a corresponding data block. Then, parent nodes are
constructed by hashing concatenation of the children nodes. The whole process
is repeated until the root hash is calculated, representing the integrity hash of
the whole data set.

The verification process of Merkle trees is more efficient than in hash chains.
Figure 2.4 demonstrates the verification process for the data block D2. The
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verification is done by traversing the tree upwards and recalculating all the
hashes leading to the hash root. In our case, given the hashes h1 and h3;4, we
calculate hashes h2; h1;2 and finally the root hash h1;2;3;4. By comparing the
calculated root hash with its expected value, we can verify the presence of the
data block D2 in the data set. As we can see, instead of calculating n hashes for
the verification process, only 2log2n hash calculations are needed (tree height
is log2n, and times 2 as hashes are calculated on the concatenation of the 2
elements).

2.1.2 Public Key Cryptography

Public key cryptography, also called asymmetric cryptography, is a cryptographic
system that offers confidentiality, authenticity, and non-reputability and is based
on using asymmetric key pairs. These key pairs comprise a public key , and a
private key . As the name applies, a public key should be shared with all the
interacting parties while the owner keeps the private key secret. The key pairs
are most often generated through cryptographic algorithms via mathematical
one-way functions.

Depending on the requirements of the system, public-key cryptography can fa-
cilitate both data authenticity through digital signature, and data confidentiality
through public-key encryption. Some cryptosystems, such as Rivest–Shamir–Adleman
(RSA)[29], provide both digital signatures and public-key encryption. On the
other hand, cryptosystems such as Digital Signature Algorithm (DSA)[30] and
Elliptic Curve Digital Signature Algorithm (ECDSA)[31] only offer digital sig-
natures. We now present a high-level explanation of both concepts of digital
signatures and public-key encryption. In the next subsection, we briefly cover
DSA and ECDSA cryptosystems.

Digital Signatures

Analogously to physical signatures, digital signatures are used to verify the
authenticity of data, such as messages or documents. This data needs to be in
binary format in order to be possible to perform cryptographic algorithms on it.
In principle, a message signer provides their private key and the message as an
input to the signing algorithm. The result is a digital signature that is then sent
along with the message, thus proving its authenticity. On the other side, the
messageverifier , upon receiving the message and the signature, feeds them both,
alongside the signer’s public key, into the verification algorithm. The output of
this algorithm reveals if the signer’s private key was indeed used to sign the
message. If the signer is the only entity possessing that private key, the verifier
can be confident that the signer signed the message. An important property
of digital signatures is non-repudiation , which means that the sole private key
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owner cannot oppose the fact that they signed the message. However, a concept
of ring signatures [32] also exists, where the signature only reveals that the sign
was created within the group of signers without explicitly revealing the identity
of the group member that signed. Such techniques are used in cryptocurrencies
like Monero to provide anonymity to users.

Public Key Encryption

Asymmetric key pairs can ensure that the sent message is only accessible by a
designated message receiver. Such a technique is commonly used to preserve
the confidentiality of crucial data. The message sender feeds the receiver’s
public key alongside the message into the encryption algorithm, usually based
on one-way functions. The result is an encrypted message that can be decrypted
only using the receiver’s private key. It is worth pointing out that the encryption
and decryption process is considerably slower compared to symmetric cryptosys-
tems. Thus, it is quite common that the message is encrypted with a randomly
generated symmetric encryption key that is then encrypted using public-key
encryption and sent to the receiver. Upon receiving, the symmetric encryption
key is decrypted using the private key and then utilized to decrypt the message
payload.

2.1.3 DSA and ECDSA Cryptosystems

Digital Signature Algorithm (DSA) and Elliptic Curve Digital Signature Al-
gorithm (ECDSA) cryptosystems are standards for the generation of digital
signatures. Both Ethereum blockchain and Hyperledger Fabric blockchain use
ECDSA signatures to verify transaction senders.

Digital Signature Algorithm

DSA[30] standard defines the set of key-generation, signature generation, and
signature verification algorithms. In itself, DSA is a variant of ElGamal sig-
nature scheme [33]. DSA is based on the algebraic properties of modular ex-
ponentiation. Private keys are defined as mathematical exponents, which are
then considered computationally intractable because of the discrete logarithm
problem. In order to fulfill security requirements, keys have to be of sufficient
length, usually over 3072 bits. However, this length is unacceptable for many
use-cases, such as the blockchain domain, as it creates unnecessarily significant
overhead for all transactions. Furthermore, the computational complexity of
operations performed with such long keys results in high computational costs
across the network.
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Figure 2.5: Diffie–Hellman key exchange

Elliptic Curve Digital Signature Algorithm

One way to solve the problem of long keys of the DSA approach is to transform
the discrete logarithm problem in the domain of elliptic curve over a finite field
[34]. This approach is utilized in ECDSA[31], which represents the elliptic curve
equivalent to the DSA. The usage of elliptic curve cryptography provides the
same level of security 1 with smaller key sizes. For example, the security level
provided by the 3072-bit DSA key is comparable to the security level of 256-bit
ECDSA key [35]. Therefore, ECDSA represents a more suited solution for most
blockchains.

It should be kept in mind that DSA and ECDSA are incapable of public-
key encryption. However, in the case of ECDSA, a key pair of two interacting
parties can be used as part of Diffie–Hellman key exchange [36] to establish
a shared secret key that can be further used for symmetric encryption. Such
protocol that uses elliptic curve public-private key-pairs is often named Elliptic-
Curve Diffie–Hellman (ECDH). Figure 2.5 illustrates one such key exchange.
First, both sides should agree on the elliptic curve parameters and the publicly
known elliptic point G. Then, both sides randomly generate some scalar number

1level of security is represent as the computational effort required to acquire the private key by
a brute-force attack
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Figure 2.6: An example of X.509 certificate [38]

representing their private keys. Public keys represent the elliptic point result
of multiplication of G with the private key. Finally, both sides can generate the
same shared secret key K AB by multiplying their private key with the received
public key.

This same approach is used in VerifyMed 2.0 to create the shared secret
between patient and physician. Instead of generating the private-public key pair
on the spot, the keys corresponding to their digital certificates are used.

2.1.4 Public Key Infrastructure

Public Key Infrastructure (PKI) represents the collection of regulating policies
and technologies that bind public keys with respective identities of entities,
which are stored in digital certificates. PKI facilities secured and authenticated
the transfer of information between entities that cannot trust each other. In
Hyperledger Fabric, PKI provides identities for all interacting entities. Each
identity is bound to a single X.509 digital certificate [37].

Digital Certificates

A digital certificate, also known as public key certificate , is an electronic doc-
ument that holds a set of attributes about the holder of the certificate. Most
commonly used certificates follow the X.509 standard [37]. Attributes in the
certificate comprise information about the holder’s identity, information about
the holder’s public key, and a digital signature from the certificate issuer. Fig-
ure 2.6 illustrates an example of X.509 certificate. The Subject represents a
uniquely identifies and presents key facts about the holder. The holder public
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Figure 2.7: An example of CA hierarchy. As it can be seen, there is no rule how
many certificates can a single CA issue. Furthermore, there is no rule how many
intermediate CAs can be placed in-between the root CA and an issuing CA that
issues certificates for end-entities.

key is publicly available as part of the Subject Public Key Info field. The Issuer

field identifies the issuer of the certificate, while the signature algorithm and
signature itself are stored after the Signature Algorithm field.

Certificate Authorities

Certificate Authority (CA) presents an entity inside a PKI that has a role in
issuing, signing, and storing digital certificates. CAs themselves also possess an
identity bound to a certificate issued by some other CA. This way, a hierarchy of
trust can be formed, as it can be seen in Figure 2.7. The root of the hierarchy
always contains a single CA also known as a root CA . The certificate of this CA
has a unique property that it represents its own issuer.

Another essential component that facilities proper operation of PKIs is a
CRL. This list contains references to all certificates in the system that have been
revoked. Such lists are usually bound to root CAs and enable any validating
party to assert if a certificate of some identity has been revoked. Another reason
a certificate can be invalid concerns its expiry date defined in the Validty field.

We briefly describe the validation process of an entity’s identity inside a
PKI system. Two interacting entities are an identity validator and an identity
prover . It should be noted that entities inside a PKI are privately keeping the
list of trusted CAs. First, the validator request signature of the prover, which it
then checks with the public key of the prover’s certificate. Then, the certificate
validity date is checked, and recursive validation of certificates of issuing CAs
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is performed. During this process, CRLs should be checked to detect revoked
certificates. When the root CA is reached, the validation process is completed,
and the validity is ascertained, if the validator has the root CA in its list of
trusted CAs.

2.2 Blockchain

In order to better define what blockchain stands for, we should first mention
Distributed Ledger Technology (DLT). DLT represents a distributed database
spread across multiple independent nodes in the network. In such a system,
a central authority is missing. Therefore, a consensus mechanism is used to
determine which data is appended to the database. Blockchain is a type of
DLT where all database transactions are grouped inside blocks which are then
connected into immutable hash chains (section 2.1.1), hence the name blockchain .
In most blockchains, a database is not explicitly stored in the nodes, as the state
of the database can be implicitly determined out of a list of transactions from
the blockchain itself. Most cryptocurrencies use this technique as it reduces
the total amount of storage needed, as the current database state can always
be recreated by re-committing all the transactions from the blockchain. On the
other hand, some blockchains, such as Hyperledger Fabric and Corda, explicitly
store both the database and the blockchain with the data about all transactions.

In order to avoid potential confusion, further clarifications should be made
regarding the blockchain terminology. Figure 2.8 presents the terminology
framework used in VerifyMed project and in this thesis.

Blockchain ledger refers to the hash chain structure that stores immutable
transaction data that is grouped inside of blocks. All new transactions committed
by nodes of the network are first grouped into the block. Then, the hash of the
previous block is concatenated to the block data, a hash of a new block is
calculated, and a block is appended to the ledger.

Blockchain network represents the network of all nodes actively cooper-
ating and maintaining the local copies of the shared blockchain ledger. They
usually provide APIs that enable any user of the blockchain platform to submit
transactions. Nodes will then perform transaction submission in the user’s stead
by notifying other nodes in the network about the new transaction. Furthermore,
nodes can be used to run queries for the current state of the ledger. In some
blockchains, such as Hyperledger Fabric, nodes are called peers. It should be
pointed out that it is generally expected that the nodes do not trust each other.
Therefore, they rely on different consensus algorithms to reach an agreement.



2.2. BLOCKCHAIN 17

Figure 2.8: Blockchain terminology framework used in VerifyMed project [11]
.

Blockchain platform is a broad term that comprises both the blockchain
network and the blockchain ledger (and the blockchain database in case the
concrete blockchain has it).

Blockchain as a sole term is used in this thesis to refer to the blockchain
technology as a whole, or to refer to the specific implementation of a blockchain
platform. For example, Bitcoin blockchain, Ethereum blockchain, Hyperledger
Fabric blockchain.

2.2.1 Permissioned and Permissionless blockchains

One way to classify blockchains is based on the selection method of the partici-
pating nodes of the blockchain network. Blockchains can be classified into public
and private, also known as permissionless and permissioned, respectively [39].
In the case of permissionless blockchain, any node can self-willingly join the
blockchain network and start interacting with the blockchain ledger. However,
to justify that it is honest and trustworthy, the node has to pledge computational
(in the case of proof-of-work blockchain) or monetary (in the case of proof-of-stake
blockchain) resources. Therefore, permissionless blockchains represent truly
public and decentralized solutions to the detriment of cost-effectiveness. In Veri-
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fyMed 1.0, the public blockchain is used, thus causing high fees and scalability
issues [11].

On the other hand, in permissioned blockchains, the participating nodes are
selected by some external source, typically as a part of some institutional or
organizational process [39]. In this way, the blockchain network becomes more
cost-effective and scalable; however, the nodes should have an inherent mutual
trust based on some real-world source. Furthermore, in private blockchains,
only authorized viewers commonly access the blockchain ledger data, hence
increasing privacy protection.

2.3 Ethereum Blockchain

The purpose of Ethereum blockchain [12] is to provide a blockchain platform
that can be utilized for the development of decentralized applications (dApp).
The underlying cryptocurrency Ether is a tool that facilities the platform and
motivates miners and developers to be part of the Ethereum ecosystem.

In Bitcoin [7], the concept of accounts does not exist - transactions move
Bitcoins from one address to another, and anyone accessing the output address
can further use the currency. Therefore, unused Bitcoins are stored in Unspent
Transaction Outputs (UTXOs), not in accounts. On the contrary, in Ethereum,
accounts play a significant role in the platform’s design. The set of all existing
Ethereum accounts constitutes the world state of the Ethereum blockchain
platform. Therefore, Ethereum can be seen as a state-machine platform that
enables users to alter the state through transaction submission. We can use Si

to denote the Ethereum world state after applying transaction t i to it. If we say
that f represents the Ethereum state transition function, then the Ethereum
world state can be defined as:

St = f (:::f (f (f (S0; t1); t2); t3); :::t t ) (2.1)

It can be noticed that the ordering T = [ t0; t1; :::t t ] in which transactions are
applied matters. As nodes in the blockchain network inherently do not trust
each other, they utilize proof-of-work consensus mechanism to agree about this
order. The ordering is then stored in the blockchain ledger; thus, the complete
history of the world state can always be recreated.

2.3.1 Ethereum accounts

The Ethereum world state S represents the set of all existing accounts S[a]
where a denotes the account address. The account address is differently de-
fined, depending on the account type. There are two main types of accounts in
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Ethereum: externally owned accounts (EOA) , controlled by blockchain users, and
contract accounts , controlled by their smart contract code.

Externally Owned Accounts

EOA has no code bound to it and is controlled by blockchain users that possess
its private key. Account address of an EOA is essentially an ECDSA public key,
as described in section 2.1.3. Each public key has a corresponding 256-bit private
key representing a point on the SECP-256k1 elliptic curve [40], which is the
same curve that Bitcoin uses. Private keys enable an account user to sign the
transactions they submit, thus authenticating themselves as a valid transaction
submitter.

Smart Contracts

Smart contracts can be defined as computer programs that automatically execute
actions and enforce rules defined through contractual terms of an agreement [8].
In Ethereum, smart contracts are accounts that have Ethereum Virtual Machine
(EVM) bytecode bound to them. They enable developers to create dApps that
run directly on the Ethereum blockchain platform. Smart contract bytecode
follows an object-oriented paradigm, where smart contracts are analogous to
classes that have their own internal state, constructor, and methods and support
class inheritance. Furthermore, smart contracts can interact with other smart
contracts by invoking their methods or even sending transactions to EOAs.

Ethereum Account State

Each Ethereum account has a state S[a] that comprises the following four fields:

nonce - a number representing a counter. If the account is an EOA, this counter
represents the number of transactions sent from the account address. If
the account is a smart contract, this counter is the number of other smart
contracts created by the account smart contract. In both cases, the counter’s
purpose is to ensure that the transactions are processed only once (i.e., to
remove the double-spending problem[41]).

balance - account current balance of Ether. It is expressed in Wei, where
1Ether = 1018W ei.

storageRoot - it has no use in case of an EOA. In the case of a smart contract,
it represents the root hash of a Merkle Patricia tree that encodes all the
storage content bound to the account. Merkle Patricia tree is a special
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version of Patricia tree 2[42] where all nodes are connected through hash
values like in Merkle tree (section 2.1.1. This enables quick data integrity
check through Merkle tree root hash and quick key look-ups because of
Patricia tree structure.

codeHash - it has no purpose in case of EOA. For smart contracts, the hash of
the EVM bytecode of the contract is stored here. This field is immutable
and is filled when the smart contract.

2.3.2 Ethereum Transactions

Ethereum transactions are the main way of interacting with the Ethereum
blockchain platform. Ethereum users can locally create and sign them with their
private key before sending them to the blockchain network to be processed. Two
main types of Ethereum transactions are:

Ether transfer - transfers number of Ether specified in value field of the trans-
action to targeted account, that can be either an EOA or a smart contract.
In case of smart contract, the transfer amount is controlled by the smart
contract bytecode.

Smart contract deployment - creates a new smart contract account based on
the EVM bytecode sent in the init field.

Smart contract execution - executes a smart contract function of some exist-
ing contract with arguments specified in the data field.

Transaction Fields

Every Ethereum transaction consists of the following fields:

recipient - destination address of the transaction. In case of smart contract
deployment transaction, this field has 0x0 value

signature - ECDSA signature corresponding to transaction sender ECDSA
key-pair

value - an amount of Ether sent to the recipient account.

data - represent function arguments in case of smart contract function execu-
tion. In the case of smart contract deployment, a payload with the bytecode
of the new smart contract is stored.

2compressed version of a trie - a tree structure that uses single characters of a key to guide the
branching during the search process



2.3. ETHEREUM BLOCKCHAIN 21

init - in the case of smart contract deployment, this field stores arguments of
the smart contract construction function

nonce - the ordinal number of the transaction for the sender account. It repre-
sents sender account nonce incremented by one.

gasLimit - the maximum amount of gas to be spent by the transaction

maxPriorityFeePerGas - the maximum amount of Gwei 3 per gas unit that
is used as a tip for miners (it is an incentive for miners to include this
transaction)

maxFeePerGas - the maximum amount of Gwei to be spent per gas unit (miner
tip + base gas fee)

Transaction Costs

All transactions submitted in the Ethereum blockchain platform carry inherent
transaction costs (transaction fees). These costs are expressed in units called
gas. Every time a blockchain network node receives a new transaction, the
Ethereum state transition function f (from equation 2.1) is executed on the
EVM. Each instruction executed on the EVM has a gas cost. These values are
predetermined and available in Appendix G of the Ethereum Yellow Paper [43]
(e.g., the cost of ether transfer transaction if always fixed at 21000 units of gas).
Therefore, during the execution of the EVM instructions, the node keeps track of
the gas cost, thus calculating the total gasUsedof the submitted transaction. The
total transaction fee (expressed in Gwei) is then calculated using the following
formula:

transactionF ee = gasUsed� (baseF eeP erGas+ maxP riorityF eeP erGas ) (2.2)

The maxP riorityF eeP erGas is defined by the transaction sender in the transac-
tion field of the same name. The higher the value is set, the higher the odds of the
transaction being included in the next block. On the other hand, baseF eeP erGas
is dynamically determined by the blockchain network based on the total demand
- the higher the demand, the higher the fee.

Figure 3.1 illustrates gas consumtion process. First, when the transaction
is sent, the sender account balance is reduced by the maxF ee amount, which is
calculated as:

maxF ee = maxF eeP erGas � gasLimit (2.3)

3109 wei (or 10� 9 Ether)
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Figure 2.9: Diagram illustrating gas usage of a transaction [44].

Both maxF eeP erGas and gasLimit are specified in the transaction fields. If the
sender account balance is lower than maxF ee at the moment of transaction sub-
mission, the transaction automatically fails. After nodes execute the transaction,
there are two possibilities:

execution was successful - the remaining ether calculated as maxF ee� transactionF ee
is returned to the sender account balance.

execution fails due to an error - the transaction does not affect the Ethereum
world state, and the sender account balance remains reduced by maxF ee
amount.

2.3.3 Ethereum Blocks

Nodes of the Ethereum blockchain network gather all transactions that they
have validated into a body of a new block that they then try to add to the
blockchain ledger. The block header will contain meta information, such as
timestamp, a hash of the parent block (the freshest block on the blockchain
ledger), and root hashes of Merkle Patricia trees of the block data. Then, the
node begins the so-called mining process.



2.3. ETHEREUM BLOCKCHAIN 23

�5
�8

�I�
��Q

�F
�S

���
:�F

�B
�S

�&�U�I�F�S�F�V�N���&�O�F�S�H�Z���$�P�O�T�V�N�Q�U�J�P�O

�$�M�J�D�L���B�O�E���E�S�B�H���J�O���U�I�F���Q�M�P�U���B�S�F�B���U�P���[�P�P�N���J�O

�������� �������� �������� �������� ��������
��

������

����

����

����

�;�P�P�N ���N ���N ���N �:�5�% ���Z �"�M�M �.�B�Z�����
���������� �g �+�V�O�������
����������
�&�U�I�F�S�F�V�N�&�O�F�S�H�Z�$�P�O�T�V�N�Q�U�J�P�O���D�P�N

Figure 2.10: Ethereum energy consumption in TWh per year [47]

Ethereum Mining

As Ethereum is a permissionless blockchain platform, blockchain network nodes
cannot trust each other. Therefore, when multiple nodes create a block simul-
taneously, there needs to be a consensus mechanism to decide which block will
be appended to the blockchain ledger. In case of Ethereum, as of now [45],
proof-of-work consensus [46] is used. That means all nodes will compete by
solving computationally demanding cryptographic puzzles in a process called
mining . The idea is to change the nonce field of a block header until the hash
value of a whole block satisfies the required constrain - its value is below the
block difficulty value. The block difficulty is dynamically determined by the
blockchain network so that a new block is generated every 10 to 19 seconds.

The first node that solves the puzzle can append its block to the blockchain
ledger. All other nodes can easily check the validity of that block by hashing
its value and comparing it with the block difficulty . This demonstrates the
main idea of proof-of-work consensus mechanisms - the puzzle should be difficult
to solve but easy to verify. Upon committing the valid block to the blockchain
ledger, the miner node gets rewarded with all the tips from the transactions (in
the form of priority fees paid by transaction senders), as well as newly minted 2
Ether. These rewards incentivize miners to work as part of the network, thus
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facilitating the foundation of the Ethereum blockchain platform. However, it
should be kept in mind that the mining process is computationally intensive,
which results in rather significant electrical energy consummation on the global
scale. Figure 2.10 illustrates how the energy consumption of the whole Ethereum
public platform increased over the years. As of now, yearly Ethereum energy
consumption is comparable to the yearly power consumption of the Republic of
Chile [47]. Therefore, permissioned blockchains that do not require mining, such
as Hyperledger Fabric, pose a distinct advantage.

2.4 Hyperledger Fabric Blockchain

Hyperledger Fabric is a modular and extensible permissioned blockchain solution
[48]. It is one of the Hyperledger open-source projects [49] hosted by Linux
Foundation. Fabric supports the development of Decentralized applications
that can be written in a general-purpose language, such as JavaScript, Go, and
Java. Furthermore, there is no systemic dependency on a native cryptocurrency,
thus making the platform equally tailored towards non-financial use-cases. As
Fabric is a permissioned blockchain, the membership of all entities part of
the blockchain network must be validated through an identity management
system. Fabric, therefore, leverages an industry-standard solution - a Public
Key Infrastructure system. This alleviates the integration process of the Fabric
blockchain platform, as most real-world business solutions are already based on
the PKI usage.

2.4.1 Hyperledger Fabric Architecture

To provide a high level of modularity and flexibility, Fabric utilizes a unique,
highly customizable architecture. An example of a Hyperledger Fabric blockchain
is illustrated in Figure 2.11. Now we cover all the interacting components showed
in the figure.

Organizations

In the Fabric network, all interacting nodes are grouped in organizations repre-
senting separate trust domains. All nodes within a single organization can trust
each other but cannot trust nodes from other organizations. The organization
is usually defined through Membership Service Provider (MSP) that maintains
the identity of all the nodes belonging to the organization and issues credentials
that nodes can use for authentication and authorization. Default MSP imple-
mentation in Fabric is based on PKI, thus making it easier to map real-world
organizational structures into the Fabric network through the usage of CAs. All
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Figure 2.11: An example of a Hyperledger Fabric network organization. Orga-
nizations A and B are interacting with the blockchain ledger, while organization
C only has a role of an ordering service.

the interacting nodes that belong to organizations can be either peers, orderes,
clients .

Peers

Peers in the Fabric network are equivalents to nodes of other blockchain net-
works - they are the main points of interaction for clients and maintain a local
copy of the blockchain ledger. They can be classified into committing peers
(committers ) and endorsing peers ( endorsers). Committer peers maintain an
up-to-date copy of the ledger without running any smart contract code. In addi-
tion to maintaining the ledger copy, endorser peers also have smart contracts
code, named chaincode in Fabric, installed on them. Therefore, upon receiving
a transaction from a client, endorsers simulate transaction execution in their
isolated chaincode containers, thus generating the transaction results. Further-
more, peers can also be labeled as anchor peers, which means that all other peers
can discover and communicate with them, thus enabling cross-organizational
communication.
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Ordering Service

The purpose of the ordering service is to establish the total order of all trans-
actions that have been submitted to the Fabric network. The ordering service
consists of multiple ordering nodes ( orderers) that agree on the transaction order
through a consensus mechanism. Hyperledger Fabric, since version 2.0, defaults
to Raft [50] consensus that follows the "leader and follower" model - first, the
leader node is elected, and then the followers follow its decisions. Furthermore,
Raft is "crash fault tolerant", meaning that it can run as long as the majority
(over 50% of the total number) of ordering nodes are operational. As it can be
seen, the permissioned aspect of the Fabric blockchain allows for a consensus
mechanism that is not based on proof-of-work; thus, no computationally heavy
work must be performed. Furthermore, orderere nodes are run by their respec-
tive organization, meaning no "miner fees" have to be paid by the users of the
blockchain platform, resulting in zero transaction fees. After establishing the
order, transactions are grouped into blocks which are appended to the block hash
chain on the blockchain ledger.

Clients

Clients are Fabric platform users that can interact with the blockchain by
submitting transactions or querying the current state. This interaction can be
performed through the Fabric Gateway service, which runs on the network peers,
thus freeing clients from unnecessary code and transmissions. These gateways
provide clients with a concise and user-friendly API [51] for interaction with the
Fabric platform.

2.4.2 Hyperledger Fabric Transaction Flow

Another unique property of Hyperledger Fabric can be seen in its transaction
flow architecture [48]. All other blockchains use the order-executearchitecture,
which means that the transactions submitted to the blockchain network are first
ordered by the consensus protocol and then executed in the same order on all
blockchain network nodes sequentially. However, this approach poses several
problems for a general-purpose blockchain, such as Hyperledger Fabric.

Sequential execution of all transactions on all nodes reduces the effec-
tive throughput of the blockchain. A complex smart contract may create a
performance bottleneck, while potential adversaries can create fraudulent smart
contracts to effectively perform a Denial-of-Service (DOS) attack on the network.
Permissionless blockchains solve this problem by introducing execution costs,
such as gas in Ethereum. However, such a solution is not compatible with
permissioned blockchains.
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Figure 2.12: High level of the fabric transaction flow. [48]

Non-deterministic code is not acceptable in order-execute architectures,
as it leads to non-deterministic transactions, thus creating inconsistencies in the
state held by different nodes. This problem can be addressed by using highly
restrictive Domain Specific Languages as smart contract code. However, these
languages usually miss the versatility and library support of general-purpose
languages and require additional learning by programmers.

Confidentiality of execution cannot be provided, as all nodes are required
to execute code containing potentially classified information. This problem could
be solved if the execution could be propagated only to a trusted subset of all the
nodes.

Therefore, Hyperledger Fabric introduces the execute-order-validate archi-
tecture. In this approach, transactions are first executed on the subset of all
nodes and then sent to the ordering service to be ordered. Finally, they are
validated, and only the results of the valid transactions are applied to the state
of a local ledger of all nodes in the network. This whole process is illustrated in
Figure 2.11, and now we explain each of the three phases in more detail.

Execution Phase

First, a client creates transaction proposal comprising the client’s identity and
signature, nonce, and transaction payload (smart contract identifier, name of
the function, and parameters). Then, the proposal is sent to endorser peers
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defined by an endorsement policy set by the chaincode. Upon receiving the
proposal, endorsers simulate the chaincode execution. This produces writeset ,
comprising a list of state value updates that have been performed, as well as
readset, comprising a list of state values (with their version number) that have
been read during the execution. Then, an endorsement (also called transaction
proposal response) is created, consisting of readet, writeset , endorser ID and
signature. These endorsements are then sent back to the client or a Fabric
Gateway service in case it performs these actions in the client’s stead.

Ordering Phase

The client collects all endorsements and assembles a transaction , comprising
transaction payload, transaction metadata, and a set of all received endorse-
ments. The transaction is then sent to the ordering service that orders the
transactions using a consensus mechanism and groups them into hash-chained
blocks. Newly created blocks are then added to the blockchain network by the
ordering service. Furthermore, gossip service can be used to shift the block
propagation from the ordering service to the peers themselves, thus making it
more scalable and agnostic to implementing the ordering service.

Validation Phase

Upon receiving new blocks from the ordering service, both endorser and commit-
ter peers perform the validation process. First, endorsements of all transactions
are validated with respect to their corresponding endorsement policies, mark-
ing invalid transactions in the process. Validation can be run in parallel for
all transactions in the block. Then, readsets and writesets of all transactions
are checked by going through the block sequentially. For each transaction, the
version numbers of the data being read should match the one currently available
on the local state ledger (this state ledger also takes into account the writesets
of all transactions leading to the transaction currently being checked). All trans-
actions where version mismatch happens are marked as invalid. Finally, the
ledger state is updated using the writesets of all the transactions that have not
been marked invalid.

2.4.3 Hyperledger Fabric Ledger

All peers in the Fabric blockchain network store maintain the ledger state that
comprises two parts:

block store representing the actual blockchain ledger containing the hash
chain of all the submitted blocks
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peer transaction manager that maintains the latest world state in a ver-
sioned key-value store. Version numbers consist of the block sequence
number and the sequence number of the transaction that wrote that value.
The data store is implemented as one of the following two databases: Lev-
elDB[52] or CouchDB[53]. LevelDB only supports key-value data values,
while CouchDB supports data in JSON format, thus providing support for
rich and complex queries.

It should be pointed out that the ordering service can simultaneously order
transactions for more than a single blockchain ledger. Each blockchain ledger is
called channel and can have different peers as its members. Therefore, channels
can be used to ensure that only a specific set of peers has access to some data.
Furthermore, each channel has a channel configuration containing:

– list of MSPs that handle identities of the nodes that can participate in the
channel;

– network addresses of the orderer peers;

– configuration about consensus mechanism implementation and ordering
service operations (batch size, timeouts, etc.);

– rules governing access to the ordering service;

– rules governing who can vote for the potential channel configuration
changes.

Updates of channel configuration, by default, require the majority of the partici-
pating organizations to agree. The same majority vote is required when the new
chaincode is supposed to be installed on the channel. These features enable all
participating organizations to have a vote on all potential modifications of the
channel.

Private Collections

Instead of creating a separate channel, the privacy of the Fabric Hyperledger
ledger data can also be achieved using private collections . These collections can
be explicitly defined within a chaincode definition by listing the names of all
organizations that should have an access to it. Furthermore, all organizations
have their own implicit organization-specific private data collections that can be
used to store private data related to a single organization.

Figure 2.13 illustrates two main elements of private collection state:
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Figure 2.13: Illustration of the ledger contents of a peer authorized as part of a
private collection, and an unauthorized peer [54].

private state representing actual private data, which is stored only in private
state databases of the peers of organizations that are part of the private
collection. These peers can use gossip protocol to exchange private data,
for example, in case some peer was down for some time period.

channel state or hash of the private data that is endorsed, ordered, and stored
on the ledger of all channel peers. This hash is evidence that can be used
as proof that some private data was written to the ledger at a specific time
in the past.

Regarding the transaction flow, in the case of private data, the transaction
can be executed and endorsed only by the peers authorized to access the private
collection. Parameters for the invoked chaincode function are sent in the special
transient field of the proposal that gets deleted after the execution phase. During
the transaction execution phase, generated readset and writeset contain hashes
of private data keys and values. Ordering service then includes such transactions
into blocks as if they were normal transactions. Finally, during the validation
phase, all peers (even ones not part of the private collection) can perform the
transaction validation by comparing the key hash and value hash on the ledger
with the hashes in the transaction writeset.

Another feature enabled by private collections is purging of data . Any data
stored in private collections can be deleted, thus leaving no traces of its existence
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other than its hash on the blockchain, which cannot be used to trace back the
data itself.

2.5 Prior Art

The research on the application of blockchain technology in the healthcare in-
dustry is still in its infancy but is proliferating. To the best of our knowledge, the
idea of VerifyMed [11, 10, 55] is still unique in this field of research, as there are
no other solutions that leverage blockchain to provide reliable trust information
about physicians’ qualifications, experience, and competence. However, a vast
amount of research is directed towards other use-cases in the healthcare field.

2.5.1 Blockchain Projects in Healthcare

The application of blockchain in the healthcare sector is often related to data
management problems. Blockchain can be used to provide data integrity, access
control, data versioning and nonrepudiation [56]. The majority [56, 57] of the
research papers focus on management of Electronic Medical Records (EMR) [58,
59] and Electronic Health Records (EHR) [60, 61, 62]. There is also research on
the usage of blockchain in remote patient monitoring [63, 64], pharmaceutical
supply chains [65, 66] and health insurance [67].

MedRec [58] represents one of the first implementations of the blockchain
solution for the management of EMRs. MedRec enables patients to have their
medical information accessible across different providers and organizations.
The system follows a modular design, making it adaptable and interoperable
with existing real-world data infrastructures. MedRec manages authentication,
confidentiality, and data sharing of patient-sensitive information. This is accom-
plished by storing a mapping between patient identifier pseudonym and pointer
to patient EMR. The solution uses the Ethereum blockchain and incentivizes all
healthcare system participants to participate in the network as miners.

MedBlock [59] is a blockchain information management system that en-
hances the efficiency and security of EMR sharing capabilities across multiple
separate hospital databases. Access control protocol and encryption are lever-
aged to protect users’ private data from semi-trusted third parties. Furthermore,
patients can easily access their EMRs of different hospitals through the single
MedBlock system. In order to achieve this, a custom blockchain implementation
is used together with a custom hybrid consensus mechanism.

PREHEALTH [61] represents a proof-of-concept blockchain solution that
stores EHRs and provides anonymity and unlinkability of the data stored.



32 2. BACKGROUND AND RELATED LITERATURE

The proposed design utilizes Hyperledger Fabric to provide a scalable privacy-
preserving solution. The solution is compliant General Data Protection Regu-
lation (GDPR) [68] right to be forgotten through usage of Hyperledger Fabric
private collections. Furthermore, anonymity and unlinkability of patient in-
teractions with the blockchain are facilitated through Identity Mixer (Idemix).
Performance and scalability of the solution are evaluated and compared to other
EHRs storing methods. The used chaincode performs simple read and write
operations on data collections. Furthermore, the authors use a command-line
interface to interact with the blockchain network.

Wang et al. [62] propose a blockchain-based for storing and sharing of
patient medical data, such as EHRs, lab results, and clinical information. The
authors describe a solution that builds on top of existing Aturalian medical
practices rather than replacing existing data management frameworks. The
solution enables patients to supervise access to healthcare data and keeps track
of the data ownership. The proposed healthcare data management scheme is
implemented using the Hyperledger Fabric and Raft consensus mechanism.

Zhang et al. [69] evaluate metrics that can be used to assess the blockchain-
based dApps technical and domain perspective. The authors present the fun-
damental principles and guidelines that should be followed during the design
and development of dApps within the healthcare domain. Metrics described in
this paper evaluate the feasibility and complicate of the possible solutions with
the requirements of the healthcare domain. It should be noted that the paper
mainly refers to regulations by American Medical Informatics Association. How-
ever, the metrics and requirements can be generalized to work within European
legislation.



Chapter 3Analysis of the Old VerifyMed
Solution

As it has already been stated, the main idea of this thesis is to analyze VerifyMed
1.0 and build on top of the original VerifyMed idea. Therefore, we first need to
describe the old solution and conduct an analysis of its limitations.

In the first section of this chapter, we present a high-level view of the design
of the old solution. Then, in the second section, we analyze the old solution for
its main limitations that we later try to solve with the solution proposed in this
thesis.

3.1 VerifyMed 1.0 solution

The original VerifyMed proof-of-concept solution was created as part of Rensaa
J. thesis [10]. The main goal of this proof-of-concept application is to provide
a trust relationship between a patient and a physician in a virtualized setting.
Contrary to physical environments, where this trust relationship is inherently
built during the physical meeting within a healthcare institute [70], the virtual-
ized healthcare environment needs a system to facilitate such trust relationships
[71]. VerifyMed 1.0 achieves this via sharing data representing different types
of evidence for trust. There are three types of evidence provided within the
VerifyMed 1.0 framework:

1. Evidence of authority - represents data that affirms a physician’s ability
to practice as a healthcare worker. This data comprises formal licenses and
certifications that trusted healthcare institutes must approve. Further-
more, this evidence also includes information about physician employment
within one of the trusted healthcare institutes.

2. Evidence of experience - contains proofs of experience that a physician
has collected throughout years of dealing with various patient health issues.
This evidence is composed of a list of treatments provided by the physician.

33
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3. Evidence of competence - represents a qualitative measure of treat-
ments provided by the physician. It is provided through patient reviews of
provided treatments. Where evidence of experience only conveys the sore
numbers of provided treatments, the evidence of competence represents
patients’ satisfaction with the outcomes of those treatments.

This framework of evidence provided by VerifyMed 1.0 establishes grounds
for trust relations between physicians and patients even in virtualized environ-
ments. Additionally, it provides physicians with an online, portable portfolio of
their authority, experience, and competence. This increases the labor mobility
of physicians by easing the turnover and on-boarding processes for employing
healthcare institutes. VerifyMed 1.0 is an online service not restricted by ad-
ministrative and geographical borders, thus enabling cross-country healthcare
workers and institutes to collaborate.

Furthermore, the proposed evidence framework can ease the integration of
virtual Artificial Intelligence (AI) physicians into healthcare systems. Using
such AI conversational agents instead of real physicians is still dealing with
mixed reports of its usability and patient satisfaction [72]. However, the evidence
framework provided by VerifyMed systems can also be utilized for virtual AI
physicians, thus narrowing the trust gap and inspiring patients to give it a try
to the new technology.

3.1.1 VerifyMed 1.0 Requirements

In order to better understand the original VerifyMed 1.0 solution, we will briefly
analyze the set of requirements that it was built on. First, we will describe the
main actors of the system. Then, we analyze the main functional requirements
that those actors can perform. Finally, we look into non-functional requirements
that the VerifyMed 1.0 had to satisfy to be usable.

Actors

In VerifyMed 1.0, through the usage of Ethereum addresses, all users are classi-
fied into one of the following six roles:

– Authority - represents the top-level healthcare authority that authorizes
all other healthcare institutes that are part of the system (license issuers,
license providers, and treatment providers). They usually correspond to
national health directorates.

– License Issuer - is an organization that authorizes healthcare workers to
provide healthcare services. Such organizations verify the background and
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Figure 3.1: Diagram illustrating a trust model between different actors of the
VerifyMed 1.0. Physician here is represented through their license. [11]

competence of a physician, thus issuing a license that serves as proof of the
physician’s expertise. License Issuers correspond to units within a national
health directorate, and licenses correspond to physician certifications.

– License Provider - is an authorized healthcare facility responsible for
the physician’s everyday performance. They correspond to hospitals and
clinics.

– Treatment Provider - represents a healthcare service provider that
facilitates interactions between patients and physicians. In most cases,
they represent the same organization as license providers, i.e., hospitals
or clinics. However, in the case of virtual healthcare, the virtualized
healthcare platform represents the treatment provider, while the clinic
represents the license provider.

– Physician 1 - represents a healthcare worker that interacts with patients
and provides them with treatments. The system stores evidence of author-
ity, experience, and competence for physicians.

– Patient - uses the system to ease the search for qualified and appropriate
physicians. Furthermore, they can review treatments, thus rating the
performance of physicians.

1term healthcare worker was used in VerifyMed 1.0. However, in VerifyMed 2.0, the terminology
changed to physician , and we will use this term even when referring to VerifyMed 1.0 for consistency.
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Functional Requirements

Through the analysis of the VerifyMed 1.0 solution, we can determine the list of
the main functionalities that are to be performed by the aforementioned actors:

– Authorities can vote on the decision about addition of the new authority

– Authority can add trust relation for an existing license issuer

– Authority can add trust relation for an existing license provider

– Authority can add trust relation for an existing treatment provider

– License issuer can issue a license to a physician

– Physician can request association with a chosen license provider

– Physician can request association with a chosen license issuer

– License provider can accept the request of a physician to associate itself
with him/her

– License issuer can accept the request of a physician to associate itself
with him/her

– Treatment provider can hire a physician

– Physician can issue a treatment for a selected patient within a selected
treatment provider

– Patient can approve a treatment proposed by a physician

– Physician can approve a treatment that he/her has issued before and a
patient has approved

– Patient can rate a completed treatment (a treatment that has been ap-
proved by him/her and a physician )

Non-Functional Requirements

The design of VerifyMed 1.0 does not revolve only around functionalities, as
there are many other obstacles within the healthcare domain, such as Security,
Privacy, Interoperability, etc. Such qualities represent requirements that need
to be satisfied by the system while conforming to all the functional requirements.
We can group these requirements into the four main categories:
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– Privacy Requirements
Transactions committed to the blockchain should not be traceable to the
identity of the patients. Furthermore, treatments’ content and evaluations
should not reveal any patient private data.

– Security Requirements
All system users should be authorized before they can commit any trans-
actions. Additionally, evaluating treatments that still have not been per-
formed should be impossible. Furthermore, creating fake patient profiles
and submitting fraudulent evaluations should be impossible.

– Availability Requirements
The addition of new authorities shouldn’t require any smart contract code
changes. Temporary downtime of authorities should not have long-term
consequences on the system. Furthermore, if a minority of the network
entities become unavailable, the system should stay operable.

– Scalability Requirements
Data stored on the blockchain should be as minimal as possible, as blockchain
represents an expensive storage medium. Furthermore, because of the
decentralized architecture of the solution, it should be possible to distribute
the system data across multiple organizations.

3.1.2 VerifyMed 1.0 Design and Implementation

In order to better understand the limitations of VerifyMed 1.0, we will briefly de-
scribe the top-level design and implementation of the old solution. For a detailed
overview of VerifyMed 1.0, the old thesis project [11] should be considered.

VerifyMed 1.0 Design

The architecture of VerifyMed 1.0 can be divided into two main components. The
first component represents the set of Ethereum smart contracts and is called
on-chain component. The second component, called off-chain , comprises all
other parts of the system that run on the deployed servers and interact with
the on-chain component. The interaction between these two components is
accomplished through interactions with the nodes in the Ethereum blockchain
network. The off-chain component can submit transactions to change the current
Ethereum world state Si , or it can use queries to retrieve data about the current
state.

The on-chain component provides the main business logic for the whole
system and saves the trust relation between interacting actors. This is achieved
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through multiple smart contracts, which store the system data as part of their
state. There are five smart contracts in total:

– Authority Manager Contract stores Authorities information and imple-
ments voting protocol for addition of new authorities.

– Treatment Provider Contract stores Treatment Providers information.

– License Contract stores information about Licenses, License Providers,
License Issuers, as well as trust relations between them.

– Treatment Contract stores treatment metadata with links to approving
License and Treatment Provider.

– Measure Contract stores patient reviews of performed treatments, and
therefore interacts with Treatment Contract

The on-chain component also implements the access control scheme inside
the smart contracts. This enables only authenticated and authorized users
to perform the required actions.

The off-chain component aims to generate and evaluate the evidence being
stored on the on-chain component. However, it should be kept in mind that
interaction between off-chain and on-chain components is not one-to-one and that
a single off-chain subcomponent usually needs to query multiple on-chain smart
contracts to perform a single procedure. The off-chain component comprises the
following subcomponents:

– Authority Client is controlled by the Authorities of the system. It in-
teracts with the Authority Contract to control the voting mechanism for
adding new Authorities. Furthermore, it interacts with License Contract
and Treatment Provider Contract to add and remove trust relations.

– License Issuer Client is controlled by License Issuers and interacts with
License Contract to issue new licenses.

– License Provider Client is controlled by License Providers and adminis-
ters the trust relationship between License providers and licenses.

– Treatment Provider interacts with the Treatment Contract and facilities
the interaction between the physician and the patient. It should be pointed
out that the patient’s identity is not verified by the Treatment Provider
and is defined as out of scope for VerifyMed 1.0.
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– Healthcare Worker Client enables physician interaction with patients
through treatment provider. It allows physicians to submit treatment
proposals and later approve the treatments accepted by a patient.

– Patient Client enables patients to approve suggested treatments and
evaluate them.

VerifyMed 1.0 Implementation

VerfiyMed 1.0 is implemented as a proof-of-concept solution that can be locally
tested, deployed, and evaluated. There is no live deployment of the solution. The
solution is implemented through four main components:

– Blockchain Service
The solution works on a local simulation of a public Ethereum network.
Ganache-cli 2 is used to create a local Ethereum node that simulates the
behavior of the public Ethereum network.

– Contracts Service
Contains source code of all the smart contracts of the Ethereum blockchain
dApp. Solidity [73] programming language is used for the code to write the
smart contracts.

– Back-End Server
The back-end server is implemented as a monolith application Java Spring
Boot3 application. It contains the following off-chain components: Treat-
ment Provider, License Provider Client, License Issuer Client, and Author-
ity Client. Authentication is implemented with the simple key management
service, where all the keys are accessible by any application user.

– Web Application
A simple front-end application implemented in ReactJS 4. There is no au-
thentication or access control implemented.

3.2 Limitations of the Old VerifyMed solution

VerifyMed 1.0 represent a proof-of-concept solution. Therefore, it has many
limitations and space for future improvements. We list the main limitations of
VerifyMed 1.0, since we later improve upon them in a completely new solution -
VerifyMed 2.0.

2https://github.com/trufflesuite/ganache-cli, version 6.9.0
3https://spring.io/projects/spring-boot, version 2.2.4
4https://reactjs.org/, version 16.12.0
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3.3 High Transaction Fees

In the section 2.3.2, we explained the working principles of transactions sub-
mitted to the public Ethereum blockchain and how they require gas fees to be
committed. This means that all transactions that are to be submitted to the
on-chain component of VerifyMed 1.0 are accompanied by a monetary cost. We
can easily calculate the gas usage of different methods provided by VerifyMed
1.0 smart contracts. This is done by summarizing the gas cost of each instruction
of the smart contract method, and multiple tools can perform such calculations.
For example, to evaluate a treatment by a patient, 143669 gas is required, while
creating and approving a treatment by physicians requires 302839 gas.

In order to estimate the transaction fees price in Ether, we can multiply
the required gas by an average gas price for the chosen date. Then, we can
use the average Ether price in US dollars for the chosen date to calculate the
transaction fees in dollars. Figure 3.2 illustrates graphics of transaction fees
calculated in such a manner. We notice that the price to submit a treatment
and get it approved was around 1 USD back in January of 2020 when [11] was
written. However, the price usually rose during the following two years, peaking
at around 405 USD on 01.05.2022. As of mid-June 2022 the price lowered to 16
USD.

It can be seen that the transaction fees are highly volatile, thus generating
unnecessary risk for the healthcare industry. Furthermore, the prices are too
high, and no healthcare institute will be ready to pay such costs on top of the
price of the system deployment and maintenance. Therefore, the transaction
fees problem of VerifyMed 1.0 makes the current solution unusable in practice.

3.4 Scalability Issue

The scalability issue of VerifyMed 1.0 also stems from the usage of the public
Ethereum blockchain. It should be pointed out that the off-chain component of
VerifyMed 1.0 is horizontally scalable through the deployment of new running
servers. However, the on-chain component has a throughput limitation imposed
by a finite number of transactions that can fit within a single block of the
Ethereum ledger. Around 22 treatments (this includes treatment publication,
approval, and evaluation) can fit into a single Ethereum block [11]. A new
Ethereum block, on average, takes around 13 seconds to be generated [74]. That
would result in only 1.7 treatments per second if the whole public blockchain
were only mining VerifyMed blocks, which is an entirely unrealistic assumption.
If VerifyMed consumed 1% of the Ethereum capacity, then only around half of
million treatments could be processed per year [11, 75]. Considering that in
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(a) Transaction fee in US dollars required to create a treatment and later approve it by a
physician.

(b) Transaction fee in US dollars required to evaluate a treatment by a patient.

(c) Transaction fee in US dollars required to propose addition of a new authority by an
authority.

Figure 3.2: Transaction fees in US dollars for different transaction for the
period 01.01.2020. - 12.06.2022.
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2012 around 310 million major surgeries were performed worldwide [76], we can
see that VerifyMed 1.0 has severe scalability issues for a platform to be used on
a global scale.

3.5 Data Privacy and GDPR Compatibility

In VerifyMed 1.0, the health domain-related data is stored on the public Ethereum
blockchain. This poses privacy concerns, as any data about patients is under
strict privacy and anonymity regulations [77]. Blockchain data also needs to
follow regulatory frameworks such as GDPR [68], which enable users to have
full control over their private data. Special attention should be drawn to the
Right to be forgotten , which cannot be implemented on the public Ethereum
blockchain as it is immutable by definition.

Furthermore, in VerifyMed 1.0, physicians do not have control over the visi-
bility of their data. Once submitted, treatments and the corresponding reviews
will always be publicly available for anyone to access. These privacy limita-
tions significantly decrease the potential public acceptance of the VerifyMed 1.0
solution in practice.

3.6 Patient Identity

As it has been pointed out in Non-Functional Requirements of VerifyMed 1.0,
the creation of fake patients and fraudulent evaluations should be impossible.
However, in VerifyMed 1.0, this requirement is not fulfilled due to its conflicting
nature with the privacy requirement for the untraceability of patient transac-
tions. It is assumed that Treatment Providers can use some third-party identity
providers or just a real-world interaction to verify a patient’s identity.

It should be pointed out that this limitation enables fraudulent physicians
to create fake patient profiles. Then, they can create counterfeit treatments for
their fake patient profiles that they can later review, thus manipulating the
evidence of their own experience and competence.

3.7 User Interface

The user interface of VerifyMed 1.0 represents a bare-bone proof-of-concept inter-
face that provides a user with tools to try and test all the potential functionalities
of the VerifyMed 1.0 solution. However, there is no authentication and autho-
rization in place, allowing a user to change the roles freely. The user interface is
the same for all the roles, enabling access to features that should be inaccessible.
Furthermore, as it is just a proof-of-concept, there is no clear usability flow that
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users can follow and recognize from similar websites (registration, login, editing
profile information, etc.).





Chapter 4Needs and Requirements

The healthcare industry has recently followed a trend of increased digitiza-
tion and virtualization. It is becoming more frequent that patients meet their
physicians for the first time in a virtual environment. Furthermore, as a direct
consequence of globalization and countries opening themselves to global mar-
kets, the labor mobility of healthcare workers has become increasingly popular.
These transitions in the healthcare industry require a solution that provides
trusting relationships between physicians, patients, and healthcare institutes.
VerifyMed is an example of a solution that facilities structure trust in healthcare
workers and institutes by leveraging a unique evidence framework (more details
in section 3.1) composed of evidence of authority, evidence of experience, and
evidence of competence.

However, as we saw in section 3.2, the old implementation of the VeriyMed
project (VerifyMed 1.0) contains significant limitations that prevent the inte-
gration of such a system in the real-world healthcare domain. Therefore, we
will now define a new set of requirements, thus enabling us to build an entirely
new solution that overcomes such major drawbacks. We name this new solution
VerifyMed 2.0. It should be pointed out that the primary goal of VerifyMed 2.0
stays the same as before - creating a service that provides trusting relation-
ships in the healthcare industry. Furthermore, the same evidence framework
is being used and stored on the blockchain to achieve this goal. However, in
terms of functionalities, the system provides increased control over personal
data for all system actors. Additionally, the significant improvements can be
seen in non-functional requirements, where we deal with issues of scalability,
high transaction fees, privacy and GDPR compliance, and patient identity.

In order to better understand the design choices of VerifyMed 2.0, we will
first clearly define the set of requirements it aims to fulfill. In this chapter’s first
section, we will define the set of actors that interact in the VerifyMed 2.0 system.
Then, we list all functionalities that should be provided for the system’s actors.
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Figure 4.1: Diagram illustrating a trust model between actors in the VerifyMed
2.0 system.

Finally, we go over non-functional requirements that VerifyMed 2.0 needs to
comply with while simultaneously conforming to all the functional requirements.

4.1 Actors

After a thorough analysis of the architecture of system actors of VerifyMed 1.0,
we notice that the same entity will have the role of multiple actors in most
real-world scenarios. For example, License Provider and Treatment Provider
represent the same entity, except when the clinic uses a third-party provider
of a virtualized healthcare environment. Furthermore, it is common that the
same healthcare institute that provides healthcare facilities is capable of issuing
licenses for physicians. Therefore, in VerifyMed 2.0, we merge the roles of
License Issuer, License Provider, and Treatment Provider into a single actor -
Healthcare Institute .

Another change of VerifyMed 2.0 is removing Authority actors and assign-
ing that role to the healthcare institutes themselves. Therefore, compared to
VerifyMed 1.0, the trust model is now flattened as it can be seen in Figure 4.1.
The VerifyMed 2.0 network is then built from two trust layers. The upper layer
represents healthcare institutes that do not inherently trust each other, thus
resorting to using Hyperledger Fabric consensus mechanisms. The lower layer
contains physicians and patients, which build trust relations with the upper
layer through trust bonds which are saved in the Hyperleger Fabric blockchain
ledger.

Therefore, in VerifyMed 2.0, users are classified into one of the following four
roles:
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– Healthcare Institute - represents an abstraction of any healthcare orga-
nization that can facilitate interactions between physicians and patients
or certifies physicians to work in the healthcare domain. They represent
the backbone of the VerifyMed 2.0 network, as they build the foundation of
the trust relations framework. They can verify physicians’ certificates, hire
physicians, verify patients’ identities, or allow the inclusion of new health-
care institutes into the network. Each healthcare institute represents an
organization in the Hyperledger Fabric blockchain and has at least one
Hyperledger Fabric peer assigned to it (as explained in section 2.4.1).

– Physician - is a healthcare practitioner that provides treatments to pa-
tients. As in VerifyMed 1.0, the system stores evidence of authority, experi-
ence, and competence for physicians. Evidence of authority is represented
through physician’s certificates verified by the healthcare institute that
issued them. A list of treatments stored in the system represents evidence
of experience, while patient reviews of these treatments serve as evidence
of competence.

– Patient - can use the system to access their treatments and leave reviews
for their physicians.

– Unauthenticated Website Visitor - represents any user that accesses the
VerifyMed 2.0 website without authenticating and getting a role assigned.
An unauthenticated visitor has access to the minimal set of functionalities
accessible by any other authenticated actor of a system. Such features
revolve around the ability to search and filter physicians based on their
ratings.

4.2 Functional Requirements

In order to design and implement the new and improved version of VerifyMed,
the trust provider in healthcare domain, we first define a list of functional
requirements that need to be fulfilled. For the sake of consistency, we will use
the Connextra template to specify the functional requirements as user stories [78].
This template is the most common way of expressing the functional requirements
in software development industry [79] as it clearly provides the information
about the goal of the functionality and the role that requires it. The template
has the following wording: "As a <role >, I want <goal >, [ so that <benefit > ]".
We will now list all the functionalities of VerifyMed 2.0 grouped by the roles that
have an access to them.
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4.2.1 Unauthenticated Website Visitor Functionalities

Any authenticated user can also access functionalities accessible to an unau-
thenticated website visitor. However, to evade repetition, we will not list these
functionalities in the following subsections. Unauthenticated website visitor
functionalities are:

– As a website visitor, I want to access the landing page, so that I can use
the website.

– As a website visitor, I want to log in using my credentials, so that I can
access the rest of the website.

– As a website visitor, I want to register as a healthcare institute, so that I
can access healthcare institute functionalities.

– As a website visitor, I want to register as a patient, so that I can access
patient functionalities.

– As a website visitor, I want to register as a physician, so that I can access
patient functionalities.

– As a website visitor, I want to search through all physicians in the network,
so that I can find the one I want to contact.

– As a website visitor, I want to view a profile of a physician, so that I can
see their data and contact them.

4.2.2 Authenticated User Functionalities

Authenticated user functionalities represent functionalities accessible by physi-
cians, patients, and healthcare institutes of the network. To evade repetition,
we list them here in one place:

– As a logged-in user, I want to change my login password, so that I can log
in again with a new password.

– As a logged-in user, I want to log out from the website, so that I can log in
again with a different account.

– As a logged-in user, I want to search through all treatments provided by
physicians in the network, so that I can estimate the type and style of
treatments that the specific physician offers.

– As a logged-in user, I want to search through all patients in the network,
so that I can find the one whose identity I want to verify.
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4.2.3 Healthcare Institute Functionalities

Functionalities accessible to healthcare institutes of the network are:

– As a healthcare institute, I want to create a hiring request for a physician,
so that they can join my organization.

– As a healthcare institute, I want to accept/reject physician’s certificate
verification request, so that their credibility can be trusted.

– As a healthcare institute, I want to verify patient’s identity, so that they
can review treatments created by physicians hired by me.

– As a healthcare institute, I want to search through all patients in the
network, so that I can find the one whose identity I want to verify.

– As a healthcare institute, I want to vote on proposal, so that the network
members or parameters can be updated or remain unchanged in case there
are no enough votes.

– As a healthcare institute, I want to create a proposal about adding or
removing a healthcare institute in the network, so that all healthcare
institutes can vote on it.

– As a healthcare institute, I want to create a proposal about changing the
channel parameters of the network, so that all healthcare institutes can
vote on it.

4.2.4 Physician Functionalities

Physicians of the VerifyMed 2.0 network have access to the following functionali-
ties:

– As a physician, I want to create a new treatment for a patient, so that they
can follow the detailed instructions and review it.

– As a physician, I want to filter only the treatments that I have provided
and to see the detailed instructions that I have provided, so that I can
check for patient’s reviews and get the feedback.

– As a physician, I want to upload my certificate and request its verification
from a chosen healthcare institute, so that the healthcare institute can
verify it.

– As a physician, I want to accept/reject the healthcare institute’s hiring
request, so that I can be either hired or not by the healthcare institute.
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– As a physician, I want to temporarily hide all my data (profile information,
treatments, employment information, treatment reviews) from the public
website, so that I can protect my privacy.

– As a physician, I want to permanently delete my data (profile information,
treatments, employment information, treatment reviews) from the network,
so that I can protect my privacy.

– As a physician, I want to decide which of my data should be hidden or
publicly shown.

4.2.5 Patient Functionalities

Patients in the VerifyMed 2.0 system can use the following functionalities:

– As a patient, I want to filter only the treatments created for me and to see
the detailed instructions, so that I can create a review for them.

– As a patient, I want to review a treatment created for me, so that I can
give feedback to the physician and rate them.

4.3 Non-Functional Requirements

While designing the VerifyMed 2.0 solution, in addition to functional require-
ments, we also need to follow some quality attributes by fulfilling the non-
functional requirements. These requirements are somewhat similar to the ones
VerifyMed 1.0 follows, described in the section 3.1.1. Therefore, we will now
reuse the same classification in the four categories.

4.3.1 Privacy Requirements

Untracebility of Patient Identity

The identity of patients in the network should be treated as highly confidential.
Adversaries should be able to link treatments and treatment reviews to patients
as it would reveal the private health condition of the patient.

Anonymity of Treatment Instructions

The detailed instructions stored in the treatment should be readable only by
the physician that created the treatment and the designated patient. These
instructions keep specific details that could compromise the patient’s privacy.



4.3. NON-FUNCTIONAL REQUIREMENTS 51

Physician Control of Privacy

All physicians in the network should have complete control of the visibility of
their data, as it is publicly accessible through the VerifyMed 2.0 website. They
should have options to temporarily hide the data and permanently delete the
account.

4.3.2 Security Requirements

Access Control

All functionalities provided by the system should have multi-layered access
control, thus preventing unauthenticated and unauthorized users from accessing
the functionalities they aren’t supposed to.

Fraudulent Treatments

Physicians should not be able to add treatments for the healthcare institutes
that have not hired them.

Fraudulent Patients

Patients should not be able to create reviews for treatments in healthcare
institutes that have not verified their identity. Otherwise, physicians would be
able to create fake patient accounts and fake reviews for their treatments to
boost their ratings.

Fraudulent Reviews

Every treatment can have only one review, and reviews cannot be created without
going through the treatment with a physician first.

4.3.3 Availability Requirements

No Downtime when Network is Update

The parameters of the blockchain network should be configurable dynamically
if most healthcare institutes agree to do so. No downtime should happen when
the configuration is updated. Furthermore, there should be no downtime when
the majority of healthcare institutes decides to add or kick some healthcare
institute.

Recoverability When Minority Misbehaves

In case that the minority of healthcare institutes misbehaves or becomes perma-
nently unavailable, the rest of the network should be able to remove them.
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Consensus Nodes Downtime

The network should stay functional as long as majority of the nodes in the
consensus mechanism are active (e.g., ordering service of the Hyperledger Fabric
network).

Recoverability of the Data When Nodes are Lost

As long as there is at least one active node in the network, the public information
of the blockchain should be reconstructible.

4.3.4 Scalability Requirements

Minimal Amount of Data on the Blockchain

The blockchain ledger should not be used to store large quantities of data, as it
is immutable, and its size only grows over time. In theory, its maximum capacity
is unbounded.

Vertical and Horizontal Scalability

Administrative and geographical borders do not bind the VerifyMed 2.0 solution,
thus making it a potentially cross-country service. Therefore, it is of great
importance that the solution is scalable to facilitate the potential growth of
the network. The solution should be both vertically and horizontally scalable.
Vertically scaling refers to the increase of power of already deployed nodes, while
horizontal scaling indicates the addition of new nodes.
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In this chapter, we describe the design and architecture of the VerifyMed 2.0
solution. The proposed VerifyMed 2.0 platform serves as a facilitator of trust re-
lations between healthcare institutes, physicians, and patients. This is achieved
by storing the evidence of authority, experience, and competence for all the
physicians on the network. Healthcare institutes represent the authorities in
the network and are responsible for creating trusting relations with physicians
and patients. Furthermore, healthcare institutes can govern the network by
proposing and voting on potential changes to the network configuration.

In the first section, we discuss the usage and choice of the underlying
blockchain technology used in VerifyMed 2.0. Then, we explain the design
decisions for each of the four main improvements over the old VerifyMed 1.0
solution. Finally, we elaborate on how the proposed solution’s architecture fulfills
non-functional requirements defined in the section 4.3.

5.1 The Usage of Blockchain Technology

The idea of VerifyMed 2.0 is to enable trust relations between multiple healthcare
institutes and their physicians and patients. This problem is decentralized by
nature, as no single global authority governs all healthcare institutes that could
be used as a trusted third party. On the contrary, every healthcare institute
represents a sovereign organization that might not trust the physicians and
patients outside their organization. Therefore, our solution utilizes blockchain
technology to facilitate trust relations between such independent organizations.
Furthermore, the usage of blockchain provides us with the following features:

– integrity - data submitted to the blockchain ledger is immutable and
cannot be fraudulently modified by adversaries

53
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Figure 5.1: A flow chart that helps us determine the usability of blockchain
technology for the proposed solution. Writers denote entities that can write data
into the database. Trusted Third Party (TTP) refers to an entity that is trusted
by all other entities of the network, thus having a potential to facilitate trusted
relations in the network [9].

– transparency - all activity is recorded on the blockchain, thus enabling
any new organizations to inspect the trustworthiness of the current state
of the blockchain ledger

– availability - blockchain ledger is readily available to all parties that are
part of the network, and there is no single point of failure

– persistence - the availability of the blockchain does not depend on a single
organization, thus providing potential for much superior longevity and
persistence compared to centralized solutions

However, the usage of blockchain technology has some significant downsides
in terms of performance. As we point out in section 3.2, the VerifyMed 1.0 does
have problems with throughput and high transaction fees. Therefore, it should be
kept in mind that blockchain technology should be used only when a centralized
database is unusable because of mistrust issues between the database users.
We refer to the paper from Wüst and Gervais [9] that presents a flow chart,
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visible in Figure 5.1, that helps us assert that blockchain technology is needed
for the given solution. If we follow the provided flow chart, we can state that the
VerifyMed 2.0 does need to store the state and does have multiple writes of data.
The global healthcare domain does not have a single governance entity that
could function as a TTP for the system. Furthermore, as VerifyMed 2.0 system
requires the consensus agreement about the addition of a new organization in
the network, it can be stated that all writers in the network are known. However,
writers are not trusted, as healthcare institutes do not inherently trust each
other. Finally, the data in the system should be verifiable by all the nodes in the
network, and public verifiability is not needed as it comes with the cost of privacy.
Therefore, based on the given flow chart, we can conclude that VerifyMed 2.0
needs a private permissoined blockchain in the architecture of its solution.

Now we will describe possible blockchain solutions that can be used to imple-
ment VerifyMed 2.0. Then, we will explain why we opted for Hyperledger Fabric
blockchain.

5.1.1 Possible Blockchain Solutions

By referring to Wüst and Gervais paper [9] we concluded that we should create a
private permissoined blockchain network for VerifyMed 2.0 solution. On contrary,
the VerifyMed 1.0 solution was built on public Ethereum blockchain, which
resulted in poor scalability and high transaction fees of the solution. Another
problem of building on top of public blockchains is a dependency that forms
between a platform and underlying blockchain network. Solutions built on top of
such blockchains depend directly on the stability of an underlying cryptocurency
of blockchain. In case of instability, miners would leave the blockchain network,
thus hindering the functionality of all projects built on that blockchain.

Therefore, we will now look only into private permissoined blockchain solu-
tions and discuss their compatibility with requirements of VerifyMed 2.0.

Private Ethereum Network

As VerifyMed 1.0 is built for the public Ethereum blockchain, the simplest
solution for VerifyMed 2.0 would be just to migrate the old VerifyMed 1.0 solution
to a private Ethereum blockchain network. Such a private network would be
built only from nodes that are part of the VerifyMed platform. However, this
approach has multiple downsides, as the Ethereum blockchain is inherently
developed with the public network in mind.

Proof-of-work consensus mechanism significantly reduces transaction through-
put, introduces transaction fees, and does not benefit from the fact that all
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blockchain network nodes are known in advance. Furthermore, in the native
Ethereum blockchain, it is impossible to restrict access to the network only to
verified nodes. Additionally, any member of the Ethereum network can freely
create new smart contracts and customize the blockchain functionalities without
the approval of other network members. Finally, there is an avoidable presence
of Ether cryptocurrency, which serves no purpose in the VerifyMed 2.0 solution
and unnecessarily increases the complexity of the solution.

However, customized Ethereum solutions enable the building of private
Ethereum networks. They use slightly modified Ethereum node clients, thus
allowing for some additional features not present in public Ethereum blockchain.
One such example is Hyperledger Besu 1 open-source Ethereum client that
enables usage of proof-of-authority consensus mechanisms, such as QBFT 2,
IBFT 2.0 3, and Clique 4. Such consensus mechanism exploits the fact that
the blockchain network contains approved nodes that the network can trust.
They are named validators and are delegated to group transactions into blocks.
ConsenSys Quorum 5 is an open-source blockchain platform based on the usage
of Hyperledger Besu nodes that enables enterprises to build private Ethereum
blockchain networks. Nonetheless, as the Ethereum blockchain is not inherently
built for such use cases, we opt not to use such platforms for the VerifyMed 2.0
solution.

Corda

Corda6 represents a permissioned Distributed Ledger Technology (DLT) plat-
form that enables enterprises to develop multi-party applications for trustworthy
exchange of digital assets. The Corda network is a permissioned peer-to-peer
network. Applications can be built as part of the public Corda network or as a
separate private Corda network. A big difference from other blockchain tech-
nologies is in the fact that Corda does not store a global state of the blockchain,
and the data is shared only between counterparties of interest.

The main downside of this project is that it is not entirely open-source and
customizable as Hyperledger Fabric is. The Community version of the project is
open-source, while the Enterprise version holds many additional features behind
a firewall. Therefore, we do not choose Corda platform for the VerifyMed 2.0
solution.

1https://besu.hyperledger.org/en/stable/
2https://besu.hyperledger.org/en/stable/HowTo/Configure/Consensus-Protocols/QBFT/
3https://besu.hyperledger.org/en/stable/HowTo/Configure/Consensus-Protocols/IBFT/
4https://besu.hyperledger.org/en/stable/HowTo/Configure/Consensus-Protocols/Clique/
5https://consensys.net/quorum/
6https://www.corda.net/
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5.1.2 Hyperledger Fabric

We chose Hyperledger Fabric blockchain as an underlying technology for the
VerifyMed 2.0 solution. In section 2.4, we explained in detail the functioning
principles of this blockchain. Hyperledger Fabric is a private permissioned
blockchain by its definition, thus it aligns with the needs of VerifyMed 2.0.
Furthermore, it has many other features that are particularly beneficial for
VerifyMed 2.0:

– open-source nature of the Hypeledger project enables free usage of the
solution and guarantees longevity of the project and engagement of the
highly active community. Furthermore, the project is well documented and
is getting frequently updated.

– high customizability of the Fabric blockchain that can be seen in plugga-
bility of its components. It makes the VerifyMed 2.0 solution adaptable to
new requirements that might arise during its service.

– IBM Cloud [16] service enables smooth deployment and scalability control
of the live VerifyMed 2.0 service. This is achieved by leveraging IBM
Blockchain Platform [17].

– PKI based identity management makes the integration of VerifyMed
2.0 into already existing healthcare system easier, as most healthcare insti-
tutes already utilize PKIs. Furthermore, it provides all network members
with public-private key pairs that can be used for encryption and signature
schemes.

– Fabric’s organizations can be mapped on healthcare institutes of the
VerifyMed 2.0 network. Each healthcare institute represents one trust
domain and has its peers in the network.

– private data collections enable healthcare institutes to keep their data
private. Furthermore, it enables deletion of the data from the system, thus
providing GDPR compatibility.

– high customizability of channel configuration enables healthcare
institutes to tune the specific aspects of the blockchain network so it aligns
better with the requirements. This is achieved through the proposal and
voting system.

– high throughput of Fabric network enables VerifyMed 2.0 network to
scale and grow over time.
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Architecture of the VerifyMed 2.0 Blockchain

Figure 5.2 depicts the high level architecture of VerifyMed 2.0 private permis-
sioned Fabric blockchain. Every healthcare institute is mapped to a single
network organization and controls its peers that directly interact with the
blockchain channel. Furthermore, there is one unique organization that does not
correspond to any healthcare institute and is named VerifyMed . The VerifyMed
development team controls this organization, and it represents an access point to
the blockchain network for all physicians and patients. This way, the physicians
and the patients are not individually mapped to organizations, as we cannot
expect them to pay for the deployment of their peers in the network. Therefore,
identities of physicians and patients are created by VerifyMed organization CA.

All website users interact with the blockchain through WebApp server de-
ployed and maintained by the VerifyMed organization. This server also stored
identities, including private keys, of all the network’s patients, physicians, and
healthcare institutes. WebApp uses private keys to impersonate the user’s iden-
tity and send transactions in the user’s stead. Transactions are sent through the
VerifyMed organization peer to the blockchain channel.

The channel’s ordering service determines the order of the submitted trans-
actions to the network. It is controlled by orderer peers that are provided by all
network organizations.

5.2 Addressing VerifyMed 1.0 Limitations

In order to better explain design decisions of VerifyMed 2.0 we will refer to
limitations of the VerifyMed 1.0 solution and explain how the new solution
solves them. We will now cover each of the four main limitations of the old
solution and explain which parts of the VerifyMed 2.0 design deal with them.

5.2.1 Addressing High Fees and Scalability issues

VerifyMed 1.0 uses public Ethereum blockchain, which is based on proof-of-work
consensus and entails transaction fees. The cost of these fees is highly volatile,
and it depends on the current gas cost in the public network and on the price of
Ether. We saw that the treatment submission and approval price could fluctuate
between 1 USD to 405 USD.

The problem of high transaction fees is inherently solved in VerifyMed 2.0
by leveraging the private permissioned Hyperledger Fabric blockchain instead
of the public Ethereum blockchain. The permissioned nature of Hyperledger
Fabric does not require proof-of-work-based consensus; thus, no mining fees are
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needed. Therefore, Fabric has zero transaction fees, and the deployment costs of
the orderer peers are handled by their respective organizations.

Another limitation of the public Ethereum blockchain is low transaction
throughput, as new blocks are, on average, generated once every 13 seconds.
This dramatically decreases the potential scalability and growth of the VerifyMed
1.0 solution.

Hyperledger Fabric blockchain does not need to wait for a nondeterministic
mining process that takes a considerable amount of seconds to generate a single
block. On the contrary, the blocks are constantly generated by the ordering
service, and their size is determined within the channel configuration that can
be updated if a majority of network organizations vote for it. Therefore, the
number of transactions that can potentially be submitted in the network varies
depending on the network configuration and size. However, the Fabric blockchain
has been tested to be capable of processing more than 3500 transactions per
second while scaling the network size to over 100 peers [48]. It should be noted
that in a private Fabric network, all the transaction throughput is used for the
VerifyMed system, while in public blockchains, one dApp can utilize only a small
amount of throughput. Therefore, depending on the number of engaged peers in
the network, VerifyMed 2.0 can have a throughput of a few thousand treatment
creations per second, which is a quite significant increase from the old 1.7 per
second (if the whole public Ethereum blockchain was mining VerifyMed 1.0
blocks, which is an entirely unrealistic assumption).

5.2.2 GDPR Compatibility

GDPR represents a regulatory framework defined by the European Union that
regulates the storage, processing, and securing of personal data [68]. As GDPR
represents quite an extensive regulatory framework that is still having many
uncertainties regarding its application on blockchain technologies [77]. There-
fore, we will focus on the two most common conflict points between GDPR and
blockchain frameworks - the anonymization of personal data and the right to be
forgotten.

Anonymization of Personal Data

Art. 4(15) of GDPR 7 defines data concerning health as:

7https://gdpr-info.eu/art-4-gdpr/
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"personal data related to the physical or mental health of a natural
person, including the provision of health care services, which reveal
information about his or her health status."

Therefore, all the treatment data in the VerifyMed 2.0 solution aligns
with this definition and has to be anonymized before being shown
to the public. This is achieved by encrypting sensitive data using
symmetric encryption. The key is generated using ECDH between a
physician’s and patient’s public-private key pairs.

Figure 5.3 illustrates the treatment creation and review process.
While constructing a treatment, the physician uses their private
and patient’s public keys to construct a secret key that is then used
to encrypt sensitive data. Later, when the patient wants to review
treatment, the patient searches through all available treatments
and looks for the ones that can be decrypted using the secret key
generated as ECDH combination of the patient’s private key and
physician’s public key. When such treatment is found, the patient can
read the detailed instructions and generate a review.

Right to be Forgotten

Art. 17 of GDPR 8 refers to the ability of data owners to delete all of
the personal data that concerns them. This right is generally hard to
achieve on blockchain systems because of their inherent immutability.
However, Hyperledger Fabric allows the usage of private data collec-
tions (section 2.4.3) for data storage, while the blockchain ledger only
keeps the hash values of the actual data.

The VerifyMed 2.0 utilizes private collection for storage of all the data
as it can be seen in Figure 5.4, thus keeping no private data on the
blockchain. Therefore, if any physician requests the deletion of all
its data, it is achieved by purging that data from all peers’ private
collections.

5.2.3 Identity Solutions for Patients

The VerifyMed 1.0 solution is missing a system for the verification
of patient identity. This enables physicians to create fake patient
profiles, then use them to review their treatments, thus manipulating
their rating. To combat this, in VerifyMed 2.0, when a patient submits
a review the healthcare institute checks if the patient is verified (as
seen in Figure 5.3) by that institute. The healthcare institute’s list

8https://gdpr-info.eu/art-17-gdpr/
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Figure 5.4: Diagram illustrating private data collections of VerifyMed 2.0
blockchain. There is a joint private collection verifymed-data which stores data
about all patients, healthcare institutes, physicians, and their treatments and
reviews. Furthermore, each healthcare institute organization has a private
collection that keeps the list of verified patients.

of verified patients is stored in its private collections (to keep its
confidentiality). Hence, these transactions are performed only by
peers that belong to the healthcare institute’s organization.

Furthermore, the healthcare institute also checks if the patient has
provided a valid physician’s signature of the treatment. Only if
the physician’s signature is provided the review will be accepted.
The physician creates a signature of the treatment data during the
treatment creation process. However, the signature is not publicly
available but is encrypted with the patient’s name and detailed treat-
ment instructions. Therefore, only the patient that the treatment was
designated for can access this treatment and later use it to submit a
review.
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5.2.4 User Interface Improvements

The VerifyMed 1.0 solution provides a minimalistic interface with
many missing features. On the contrary, VerifyMed 2.0 provides a
proper website experience, with the landing page, registration, log-in
flow, and access control. During the design process, two questions
had to be addressed regarding the user interface.

Mobile Application or Website?

We have to choose the adequate medium which will serve the user
interface of the VerifyMed 2.0 solution. Mobile applications provide
better usability and accessibility, essential for healthcare platforms
as they are supposed to be accessible by users of all age groups and
characteristics. However, mobile applications require downloading
and installation process before they can be used.

On the contrary, the websites provide a lower level of customizability
and usability than mobile applications. However, they can also be
accessed from personal computer browsers. Furthermore, website
usage better suits the search services, as Internet search engines can
automatically refer to the search service results. For example, a user
entering "best dermatologist near me" could be referred to VerifyMed
2.0 search results by the search engine.

Because of these reasons, we opt for the website application for Veri-
fyMed 2.0. It should be noted that the concept of Progressive Web App
(PWA) is recently getting more popular. PWAs allow for the usage
of websites as native applications for mobile phones or other devices.
Therefore, the VerifyMed 2.0 website could be potentially used as a
native application as well.

Which Frontend Framework Should be Used?

There is a huge variety of potential frontend frameworks that could
be used for the development of the VerifyMed 2.0 user interface.
We opted for NextJS framework [19]. This framework is built on
top of React frontend framework and additionally enables server-
side rendering. This feature is useful for search services, such as
VerifyMed 2.0, because the search results can be pre-rendered on the
server.

Furthermore, NextJS offers a high level of Search Engine Optimiza-
tion (SEO) that can increase the visibility of VerifyMed 2.0, thus
increasing its growth potential. Additionally, NextJS enables users



5.3. ADDRESSING NON-FUNCTIONAL REQUIREMENTS 65

to create a single server instance that can serve as both frontend and
backend, thus simplifying the solution architecture.

5.3 Addressing Non-Functional Requirements

In the previous chapter, we defined a list of quality attributes that
the VeriyMed 2.0 architecture needs to address. We will now go over
these non-functional requirements and explain how the VerifyMed
2.0 solution fulfills them.

5.3.1 Privacy Requirements

Untracebility of Patient Identity

Information about a patient’s identity is encrypted inside treatment
data and is readable only by the physician that created the treatment
and the designated patient. Furthermore, when patients submit
a treatment review, the healthcare institute performs checks and
creates the review in the patient’s stead, thus hiding any link between
the patient and the treatment.

Anonymity of Treatment Instructions

The detailed treatment instructions are encrypted with the key avail-
able only to the treatment and the designated patient.

Physician Control of Privacy

Furthermore, physicians can temporarily hide their data from the
public. This is performed by marking the data as hidden and the
VerifyMed 2.0 WebApp not showing such data on the website.

5.3.2 Security Requirements

Access Control

In order to prevent unauthenticated and unauthorized access, Veri-
fyMed 2.0 leverages multi-layered access control. This means that
the access control checks are performed on every layer of the system:
first on the frontend of WebApp, then on the backend side of WebApp,
and finally in smart contracts deployed on the Fabric channel.
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Fraudulent Treatments

Before treatment is created, it is checked whether the submitting
physician is hired in the organization where the treatment is created.
If the physician is not hired, the treatment is not created.

Fraudulent Patients

As explained in section 5.2.3, the healthcare institute checks if it has
verified the identity of the patient that submits a treatment.

Fraudulent Reviews

In order to submit a treatment review, a physician’s signature of the
treatment needs to be provided. Therefore, creating a review without
receiving treatment is impossible.

5.3.3 Availability Requirements

No Downtime when Network is Update

Hyperledger Fabric network enables organizations that are part of
the same channel to propose changes to the channel parameters. The
channel is reconfigured without downtime when the proposal receives
an adequate number of votes. These channel updates can also be used
to add or kick organizations from the channel.

Recoverability When Minority Misbehaves

If the minority of the channel organizations starts misbehaving, all
other organizations can vote to remove disobedient organizations
from the channel.

Consensus Nodes Downtime

Hyperledger Fabric’s ordering service is fault-tolerant, and a con-
sensus can be achieved as long as the majority of order nodes are
active.

Recoverability of the Data When Nodes are Lost

In Hyperledger Fabric, data stored in private collections is automati-
cally distributed to all other peers that have access to them. Therefore,
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as long as there is at least one peer with the private collection ac-
tive in the network, all other peers will be able to reconstruct the
blockchain state.

5.3.4 Scalability Requirements

Minimal Amount of Data on the Blockchain

In VerifyMed 2.0, the blockchain ledger only stores hash values of the
real data stored inside private collections. Therefore, the usage of a
blockchain ledger is reduced to a minimum.

Vertical and Horizontal Scalability

Hyperledger Fabric is a highly scalable blockchain. Furthermore,
the VerifyMed 2.0 network is deployed using the IBM Blockchain
Platform that allows for dynamic vertical and horizontal scaling
through the platform’s interface.





Chapter 6Solution Implementation

In this chapter, we describe the implementation of the VerifyMed
2.0 solution. The high-level architecture of the solution can be seen
in previous chapter in Figure 5.2. We notice that the two main
interacting components are the Fabric blockchain channel and the
WebApp server. As it can be seen in Figure 6.1, users interact with the
blockchain channel through the WebApp, which submits transactions
in their stead by using the private keys it keeps safe in its storage.

Therefore, we will now explain the implementation logic for each of
these two components. In the first subsection, we will focus on the
blockchain channel and smart contract logic. In the second subsection,
we cover the WebApp server and its deployment of frontend webpages
and backend API functions.

6.1 Blockchain Service

The VerifyMed 2.0 solution is built around a private permissioned Hy-
perledger Fabric blockchain. The Fabric blockchain is deployed on the
Kubernetes cluster on the IBM Cloud service [16]. This blockchain

�: �H�E�$�S�S

�: �H�E�V�L�W�H
�X�V�H�U�V

�,�G�H�Q�W�L�W�L�H�V
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�,�P�S�H�U�V�R�Q�D�W�H�V
�%�O�R�F�N�F�K�D�L�Q���&�K�D�Q�Q�H�O

Figure 6.1: Diagram represents an overview of the interaction between the
website users and the implementation components.

69



70 6. SOLUTION IMPLEMENTATION

Figure 6.2: Resources used by a peer deployed in the VerifyMed 2.0 blockchain
network. IBM Blockchain Platform allows dynamic reallocation of the used
resources, thus allowing for the control of the solution’s scalability.

cluster can be accessed through the interface of IBM Blockchain Plat-
form [17]. The user interface provides direct control over the peers,
CAs, and orderers of the network. As it can be seen in Figure 6.2, the
interface also allows for the dynamic scaling of all the deployed nodes
in the Kubernetes network.

Access to a deployed IBM Blockchain Platform can be shared with
other IBM Cloud accounts, thus allowing them to create their or-
ganization and deploy their peers. Therefore, healthcare institutes
that are willing to join the VerifyMed 2.0 network should first create
an IBM Cloud account. Afterward, the VerifyMed team adds their
account to the VerifyMed 2.0 Blockchain Platform, thus granting
them the ability to deploy and control their peers inside VerifyMed
2.0 network.

The VerifyMed 2.0 blockchain is implemented as a single Fabric
channel, as it can be seen in Figure 5.2. All healthcare institutes of the
VerifyMed 2.0 system control are assigned with a Fabric organization
and control their peers. All organizations of the channel can vote on
the changes to the channel configuration and on the addition/removal
of an organization from the channel. Furthermore, the majority of
the vote is also required when a new smart contract is added to the
channel or an existing one is updated.

We will now take a deeper look into private collections that store
data of the VerifyMed 2.0 blockchain. Afterward, we will present the
smart contract responsible for the functionality of the VerifyMed 2.0
solution.
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Figure 6.3: TypeScript class defining a JSON object of patient data in VerifyMed
2.0.

6.1.1 Private Collections

The data of the VerifyMed 2.0 is held in private collections. These
collections are implemented as CouchDB 1 databases that store JSON
mapped to a key value. As it can be seen in Figure 5.4, one private
collection is shared by all organizations of the blockchain network
and is named verifymed-data . Additionally, each healthcare institution
organization has its private collection to store private data accessible
by that organization only. We will now describe the data stored in
these private collections.

The verifymed-data Private Data Collection

This private collection contains the data about all healthcare insti-
tutes, physicians, and patients of the VerifyMed 2.0 network. All
peers in the network can access this collection and write data into it
by invoking corresponding smart contract functions. JSON objects
of the user data are mapped to a key value in the database. The key
value for all users is the email address that is used to login into the
VerifyMed 2.0 system.

Figure 6.3 shows JSON data being stored in the private collection for
each patient of the system. It contains the patient’s login credentials,
such as email, a hash of a password, and salt added to the password

1https://couchdb.apache.org/
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Figure 6.4: TypeScript class defining a JSON object of healthcare institute data
in VerifyMed 2.0.

before hashing. Furthermore, only the basic information about the
patient’s first and last name is kept.

In Figure 6.4, we can JSON data of healthcare institutes. In addition
to login credentials, only an institute name and description are stored.
Information about verified patients is kept in the separate private
collection of the healthcare institute.

We can see physician JSON data model in Figure 6.5 . As with
patients, name and login credentials are being stored. Furthermore,
a flag hiddenData is used to indicate that the physician has temporarily
hidden their data from the public. Physician data also contains a list
of physician’s certificates, treatments, and hiring contracts.

As we can see in Figure 6.6, the physician certificate contains the
name of the licensing healthcare institute, the file document of a
certificate, and the name of the certificate specialty. Furthermore,
when a healthcare institute verifies the certificate, the verification
date is saved.

Figure 6.7 shows a treatment data that is being stored. First, there is
a Review object that contains the patient’s description and rating for a
treatment. The review is added to a treatment post-creation when
a patient evaluates the treatment. There is a short description of a
treatment that does not contain private information and is visible to
all users of the VerifyMed 2.0 network. The creation date and the
healthcare institute where the treatment took place are also stored.
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Figure 6.5: TypeScript class defining a JSON object of physician data in Veri-
fyMed 2.0.
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Figure 6.6: TypeScript class defining a JSON object of phyisican’s certificate
data in VerifyMed 2.0.
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Figure 6.7: TypeScript class defining a JSON object of treatment data in
VerifyMed 2.0.
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Figure 6.8: TypeScript class defining a JSON object of hiring contract data in
VerifyMed 2.0.

Finally, there is encrypted data which stores private information
about the patient’s identity, detailed instructions, and the physician’s
signature. One instance is encrypted using ECDH secret created
from physician’s and patient key pairs. Another instance is encrypted
by a physician’s public key and allows the physician to access the
confidential data as well.

In Figure 6.8, we can see JSON data of a hiring contract. It contains
the name of a hiring healthcare institute, an employment position,
and the contract start date. Healthcare institutes send hiring con-
tracts to physicians; hence the accepted field is filled with the date
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when the physician accepts the contract.

Healthcare Institute Private Data Collection

Every healthcare institute controls a single organization in the Ver-
ifyMed 2.0 network. In Hyperledger Fabric, all organizations have
an implicit private collection assigned to them. We use these implicit
private collections to store the private data of healthcare institutes,
thus making it hidden from all other organizations. Each healthcare
institute holds a list of all the patients it has verified in this collection.
This data is stored in an object mapped to the key verifiedPatients .
This object then represents a mapping of verified patient email ad-
dress and a boolean value true .

6.1.2 Smart Contract

The business logic of the VerifyMed 2.0 solution is held in the smart
contract deployed in the Fabric channel. The functions of this smart
contract can be invoked by all the members of the blockchain network,
thus enabling interaction with the blockchain. All functions have
access control that restricts which users can invoke the function.
Some functions only read data from the private collections, meaning
they do not result in a transaction registered on the blockchain. We
will now go through one of the functions of the smart contract to get
a better grasp of the implementation logic. Most other smart contract
functions follow the same principles and perform similar validatity
checks.

Function for Treatment Creation

Figure 6.9 shows TypeScript code of an addTreatment function of the
deployed smart contract. As we can see, the access control check
is performed on lines 4-7, as access to this function is allowed only
for physicians. Then, the transient data field (more information in
section 2.4.3) is checked, and the provided parameters are exported.
Afterward, the validity of the forwarded parameter data is checked.

If all checks are passed, on lines 34-38, the physician data is read from
the private collection. Then, there is a check if the physician is hired
by the corresponding healthcare institute. If the check passes, the
new treatment is added to the physician data. Finally, the updated
physician data is saved into the private collection and returned to the
WebApp. It should be pointed out that confidential data is trimmed
before the physician data is returned to the WebApp.
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Figure 6.9: TypeScript implementation of addTreatment function inside the de-
ployed smart contract.
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6.2 Web Application Server

The users of VerifyMed 2.0 interact with the website application, or
the WebApp for short. As it can be seen in Figure 5.2, the WebApp
then interact with the VerifyMed 2.0 blockchain in the user’s stead.
The WebApp has its live deployment 2 on the Heroku platform [21].
All applications deployed on Heroku are run inside Linux containers
called dynos. Dynos provides scalability to applications based on their
resource demands. Therefore, the WebApp can be scaled vertically by
upgrading its dyno type to have more resources, or it can be scaled
horizontally by provisioning additional dynos.

The WebApp is implemented in NextJS framework[19]. This React-
based framework is mainly used for the development of frontend
features. However, NextJS API routes feature also enables the devel-
opment of the backend API code that does not get bundled and sent
to the client’s side. We will now go over the backend and the frontend
implementation of the VerifyMed 2.0 WebApp.

6.2.1 Backend API Routes

The main goal of the WebApp backend is to handle calls coming from
the frontend by invoking a corresponding function on the blockchain
smart contract. This is achieved through communication with the
VerifyMed organization peers in the blockchain network. In case the
function parameters contain private information that is being saved
in the healthcare institute’s private data collection (section 6.1.1),
only the peers from that healthcare institute are called to endorse
the invoked transaction.

Furthermore, WebApp impersonates blockchain users when invoking
the smart contract functions. Therefore, WebApp locally stores the
identities and private keys of all users of the VerifyMed 2.0 network.
This represents a privacy concern and can be solved by storing keys
in Hardware Security Module (HSM) (more information in the section
7.3.1). It should be noted that the WebApp backend APIs also perform
access control before delegating the calls to the blockchain smart
contract.

We will now analyze the implementation of one of the backend API
route handlers to better understand the implementation logic. Other
route handlers follow a similar pattern.

2The application is accessible on: https://verifymed.herokuapp.com/
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Implementation of Patient Identity Verification

Figure 6.10 shows the implementation of an API route that gets when
a healthcare institute wants to verify an identity of one of patients.
As we can see, the Iron Session framework 3 is used to store data of a
logged-in user inside a session cookie. This enables access control to
be performed on lines 17-22. The data coming from the frontend is
validated by the yup 4 object validation scheme on lines 9-14.

After the checks, the WebApp connects to the blockchain network
and creates a transaction for a corresponding smart contract func-
tion verifyPatient . As this function writes confidential data into the
private collection of the invoking healthcare institute, only the peers
from the corresponding organizations will endorse the transaction.
This is configured in lines 30-32. Then, the parameter is placed into
a transient field of the transaction, and the transaction is submit-
ted. Finally, the transaction results are parsed and returned to the
frontend.

6.2.2 Frontend User Interface

The VerifyMed 2.0 user interface is server-side rendered and sent
to a client by the deployed NextJS WebApp. Server-side rendering
improves the content’s loading speeds and the SEO. The user interface
also implements access control, thus allowing access to webpages only
to logged-in users of an appropriate role. Therefore, depending on
the logged-in user, the user interface will have different features and
elements.

In addition to the backend validation, all user interface forms also
validate entered data. An example of the validation messages can be
seen on figure 6.11. Furthermore, user actions on the website result
in pop-up notifications (an example can be seen on figure 6.12), thus
increasing the usability of the solution.

A complete overview of the VerifyMed 2.0 user interface can be seen in
Appendix A. Furthermore, we also refer the interested reader to check
the live deployment of the application on https://verifymed.herokuapp.com/ .

3https://github.com/vvo/iron-session
4https://github.com/jquense/yup
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Figure 6.10: TypeScript implementation of /api/institute/verifyPatient end-
point inside the backend API of the WebApp.
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Figure 6.11: Validation messages as seen on the form for the registration of
new physicians to the network.
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Figure 6.12: Notification displayed for a successful log-in into the VerifyMed
2.0 system.





Chapter 7Evaluation and Discussion

In this chapter, we evaluate the VerifyMed 2.0 solution and its im-
provements compared to the old VerifyMed 1.0 solution. Furthermore,
we discuss the limitations and impact of the VerifyMed 2.0 project.

We notice that VerifyMed 2.0 successfully provides a trust relation-
ships platform in the healthcare domain by provisioning an evidence
framework for physicians. Any website visitors verify easily a physi-
cian’s authority, experience, and competence. Registered patients can
receive treatment details and provide treatment reviews. Further-
more, physicians can create the treatments, upload their certificates,
accept hiring contracts and control the visibility of their data. Finally,
healthcare institutes verify physicians’ certificates, create hiring con-
tracts, verify patients’ identities, and manage the configuration of the
VerifyMed 2.0 network.

In the first subsection, we analyze the improvements of the VerifyMed
2.0 solution over the main limitations of the VerifyMed 1.0 solution.
Then we present the results of the tests performed on the new solution.
In the next subsection, we examine potential improvements that could
be implemented in VerifyMed 2.0. Then, we discuss the social impact
that VerifyMed 2.0 could potentially have. Finally, we present the
lessons we have learned during the development process.

7.1 Analysis of the Improvements

Back in section 3.2, we analyzed the VerifyMed 1.0 solution and
found some significant limitations that restrict the solution’s potential
usability and global distribution. Afterward, in the design chapter
in section 5.2, we explain the design decisions of the VerfiyMed 2.0
solution that help address the constraints of the old solution. Finally,
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in this section, we again refer to those limitations and evaluate how
the VerifyMed 2.0 solution deals with them.

7.1.1 Scalability and Fees

The scalability of the VerifyMed 1.0 solution is quite limited due
to the nature of the Ethereum public blockchain. The number of
transactions that fit into a single Ethereum block is limited, and
the blocks are generated in approximately 13-second intervals, thus
resulting in a theoretical maximum of around 1.7 treatments per
second. This proves to be insufficient for the requirements of the
modern healthcare domain.

On the contrary, the VeriyMed 2.0 solution is based on the Fabric
blockchain that is easily scalable by deploying additional peers in the
network. Furthermore, blocks do not require processing time and
are automatically created when a certain number of transactions is
reached or the maximum block wait time has passed. These block
parameters can also be fine-tuned by the network members to better
align with the network requirements. Therefore, in practice, the
VerifyMed 2.0 solution can always be upscaled to fit the needs for the
additional throughput. We can refer to [48] for Hyperledger Fabric’s
potential scalability to more than 3500 transactions per second. This
results in a potential 110 billion transactions per year, which should
suffice the global needs of the healthcare domain if we consider that
around 310 million surgeries were performed in 2012 [76].

Furthermore, the VerifyMed 1.0 solution, in addition to the potential
deployment costs of its frontend and backend server, suffers greatly
from inherent Ethereum transaction fees. These fees are highly
volatile and depend on the current gas price in the Ethereum network
and the current value of the Ether currency. This results in unstable
monetary costs for each submitted transaction in the network. For
example, the cost to submit a treatment and get it approved varies
from 1 USD to 405 USD.

On the other hand, the VerifyMed 2.0 solution leverages Hyperledger
Fabric blockchain that facilities zero transaction fees. This stems from
the permissioned nature of the Fabric blockchain and the consensus
mechanism it utilizes. Therefore, VerifyMed 2.0 is not limited by the
monetary costs that need for a transaction to run. The only costs are
the prices for the deployment of blockchain peers and WebApp.
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7.1.2 GDPR Compliance

In the VerifyMed 1.0 solution, most system data is stored directly on
the Ethereum blockchain. This is a privacy concern and results in
GDPR compatibly issues due to blockchain’s immutable nature. The
more confidential data, such as treatment data, is stored in plaintext
on H2 database 1 deployed as part of the backend server. Storage of
such privacy-compromising data in plaintext presents another privacy
concern.

VerifyMed 2.0 takes a different approach and stores all the data
inside Fabric private collections that are only accessible by the peers
of the blockchain network. The blockchain ledger stores hash values
of transactions and serves as proof of integrity for the data. This
enables the implementation of Art. 17 of GDPR - Right to be Forgotten .
For example, when a physician wishes to leave the VerifyMed 2.0
network, all their data will be deleted from all private collections,
leaving only unusable and unrevealing hash traces on the blockchain
ledger.

Furthermore, all confidential treatment data is encrypted using
ECDH secret generated from the physician and patient key-pair.
Therefore, it is made inaccessible to all users other than the desig-
nated patient and the treatment creator physician. Additionally, the
information about patients verified by a healthcare institute is stored
inside the institute’s private collection, thus making it inaccessible to
other blockchain network users.

In the VerifyMed 1.0 solution, physicians have no control over their
data once it has been added to the system. On the contrary, VerifyMed
2.0 enables physicians to temporarily hide or reveal their data to the
public, as well as to permanently remove the data if they opt to leave
the network.

7.1.3 Patient identity

The VerifyMed 1.0 solution does not implement patient identity
checks when treatment reviews are submitted. This job is delegated
to the real-world interaction between a Treatment Provider and a
patient. However, this enables the creation of fraudulent treatment
reviews from fake patient profiles that physicians themselves can
also create.

1https://www.h2database.com/html/main.html
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VerifyMed 2.0 addresses this issue by allowing healthcare institutes
to verify the identity of patients that they trust, thus restricting
reviews from all unverified patients. The list of verified patients is
highly confidential and stored inside the healthcare institute’s private
collection. Whenever a treatment review is submitted in the system,
the patient’s identity is checked inside the corresponding healthcare
institute’s private collection.

7.1.4 User Interface

The user interface of VerifyMed 1.0 is a proof-of-concept and is miss-
ing many essential features. VerifyMed 2.0 build an entirely new
interface and implements the missing features of access control, form
validation, log-in, and registration. Furthermore, the choice of plat-
form that users need to use to access the interface was carefully made
to fulfill the usability and accessibility requirements. Additionally,
the choice of a development framework reduces website loading times
and increases SEO.

7.2 Unit and Integration Tests

Back in section 4.2 we defined the list of functionalities that the
VerifyMed 2.0 solution needs to provide for its users. In order to
evaluate the implementation of these functionalities, we create unit
and integration tests for the used smart contract. These tests evaluate
each function regarding access control, validation checks, business-
logic checks, proper data storage, and appropriate return values. They
test the isolated behavior of functions, as well as their interoperability.

There is a total of 113 written tests, which result in the 100% test
coverage of the smart contract code. The test results can be seen
in Figures 7.1, 7.2, and 7.3. The tests are run inside Mocha test-
ing framework 2 and implemented using SinonJS 3 and Chai 4 testing
libraries.

2https://mochajs.org/
3https://sinonjs.org/
4https://www.chaijs.com/
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Figure 7.1: Functionality tests for the VerifyMed 2.0 solution (part 1/3).
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Figure 7.2: Functionality tests for the VerifyMed 2.0 solution (part 2/3).
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Figure 7.3: Functionality tests for the VerifyMed 2.0 solution (part 3/3).

7.3 Potential Improvements of the Current
Solution

The VerifyMed 2.0 solution represents an improvement of shortcom-
ings of the old VerifyMed 1.0 project. It provides a transparent look for
the public into trust relationships in the healthcare domain. However,
there is still space for potential improvements. During the design and
development phase, we identified some of the drawbacks of VerifyMed
2.0. We will now present these limitations and propose how they can
be solved.
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7.3.1 Storage of Users Private Keys

As we can see on figure 5.2, the identities and private keys of all the
VerfiyMed 2.0 network users are stored inside the WebApp server.
This enables the server to impersonate user identity when communi-
cating with the blockchain. However, this storage also represents the
system’s significant security and privacy vulnerability.

If an adversary, through some methods, gains access to the WebApp
server, the private keys of all users will be compromised. This then
enables the adversary to access all hidden data of the service, such as
treatment encrypted data and lists of verified patients by healthcare
institutes. Furthermore, the adversary could also use the private keys
to impersonate any network user and submit fraudulent transactions
to the blockchain. Additionally, even without an adversary present,
some users may find it concerning that VerifyMed’s WebApp server
has the potential to abuse user identities if it goes rogue.

The standard solution used in the industry to safely store certifi-
cates and private keys is Hardware Security Module (HSM). These
hardware devices safeguard private keys and on-demand perform
cryptographic operations, such as encryption, decryption, and signa-
ture creation. These devices are usually certified by internationally
recognized security standards, thus providing a high level of temper
resistance through the use of secure cryptoprocessor chips [80].

IBM Cloud[16] provides HSMs as a cloud service 5, thus easing the
potential integration of HSM into the current VerifyMed 2.0 archi-
tecture. When added into the VerfiyMed 2.0 system, HSM would
store identities and private keys of old network users, including all
blockchain peers. These keys can then be accessed only by authenti-
cated and authorized entities. Therefore, the same credentials users
use to log into the website could be leveraged to secure the private
keys in HSM. Therefore, the WebApp server would be able to im-
personate users only during their log-in session, as they provided
necessary credentials. Therefore, potential adversaries cannot access
private keys by breaking into the WebApp server.

The HSM integration was not part of this thesis project as it would
significantly increase the scope and cost of the project.

5https://cloud.ibm.com/catalog/infrastructure/hardware-security-module
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7.3.2 Execution Environments

As we mentioned in the previous section, the WebApp server, during
its runtime, has access to highly confidential data. Therefore, even
when HSMs are used, an adversary can read the confidential data if
it can access the WebApp’s execution environment.

The industry standard way to combat this issue is using Trusted
Execution Environment (TEE). TEEs guarantee confidentiality and
integrity of the code executed inside them. Therefore, no external
adversaries should be able to temper or access the execution process.
The Heroku platform[21] used by VerfiyMed 2.0 provides TEEs as
a service they call Heroku Private Spaces[ herokuprivatespace ].
These Private Spaces represent dedicated environments that run
dynos within an isolated network, thus limitings and securing access
to the running process. Therefore, usage of Heroku Private Spaces
represents a clear next step in the VerifyMed project development.

7.3.3 Authentication Service

The users of the VerifyMed 2.0 platform leverage their email and
password as credentials when logging into the VerfiyMed 2.0 network.
The password is hashed, and the hash value is compared with the
stored inside the blockchain private collections. Furthermore, before
hashing the password, a salt value from the private collections is
appended to it, thus preventing hash table attacks. However, storing
these password hash values inside the private collections that are ac-
cessible by all the peers of VerifyMed 2.0 exposes them to unnecessary
security risks.

One way to prevent this security drawback would be to store the
credential data inside the private collection of the VerifyMed orga-
nization, thus making it accessible only to VerfifyMed peers of the
network.

However, another issue of this solution would be the accessibility and
usability of such a log-in solution. Potential website users are not
usually keen on creating new profiles for every website they visit.
Therefore, a more accessible and secure solution would be the usage of
third-party Single Sign-On (SSO) solutions. SSO solutions are a type
of identity provider that provides a single digital identity for a user
that can be used across multiple different services. Such solutions
can be implemented as part of an existing, more extensive software
system by using the off-shelf available identity provider, such as
Google SSO [81]. On the other hand, governments of some countries
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implement their SSO system for all their citizens, which can be
used by government-approved applications, for example, Norwegian
electronic ID [82] or Finnish strong authentication [83]. Integration
of such systems inside the VerifyMed 2.0 platform would delegate
the log-in logic to a trusted third-party service, thus increasing the
security and usability of the VerifyMed 2.0 solution.

7.3.4 Testing Different Network Configurations

The current VerifyMed 2.0 blockchain network uses the default con-
figuration for the network parameters. Therefore, the network’s
performance, in terms of the potential maximum number of transac-
tions per second, could be increased by changing the parameters, such
as the maximum number of transactions per block or the maximum
block wait time. Furthermore, experimenting with different numbers
of orderers in the network could further affect the performance. In
order to measure and compare the performance, the Hyperledger
Caliper tool 6 can be used.

Additionally, the IBM Cloud platform allows for experimenting with
different Kubernetes constellations by varying the number of de-
ployed pods or the resource allocation of each pod. This way, the
potential performance of the solution can be increased; however, an
increase in the deployment cost would follow. Therefore, we leave
these experiments as an open research question for future work.

7.3.5 Other Minor Improvements

In addition to the aforementioned improvement points, some minor
changes can enhance the VerfyiMed 2.0 solution:

– Usage of CouchDB indexing 7 inside the private collection of the
blockchain can increase the performance of data queries

– Storing additional information about the system users, such
as profile pictures of physicians and healthcare institutes, can
increase the usability and appeal of the website

– As of now, physicians can only temporarily hide all of their data
at once. Giving them a more granular approach, where they
could choose which information to hide, would give them more
control of their privacy. However, physicians that hide their

6https://github.com/hyperledger/caliper
7https://hyperledger-fabric.readthedocs.io/en/release-2.2/couchdb_tutorial.html#create-an-

index
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data should not be allowed to manipulate their rating and public
approval.

– Adding confirm dialogues in the user interface can prevent many
unintentional user errors

– Adding pagination in the smart contract functions and the We-
bApp backend would increase the load times when significant
amounts of data are to be served.

– Integration of blockchain explorer tool, such as Hyperledger
Blockchain Explorer 8 would allow for a better overview of the
blockchain ledger compared to the current explorer provided by
the IBM Blockchain Platform[17]

7.4 Social Impact

The VerifyMed 2.0 platform facilities trust relationships inside the
healthcare domain through the leverage of the evidence framework.
As virtual healthcare environments have been gaining traction re-
cently, the VerifyMed 2.0 solution potentially has a significant social
impact in the new, virtualized healthcare domain. The goal of Veri-
fyMed 2.0 is to start as a small system comprising of a few healthcare
institutes and their physicians and slowly gain size and scale up as
more users join the network. The bigger the scale of the VerifyMed 2.0
network, the more information and usability the system provides. It
should be noted that one of the healthcare institutes of the VerifyMed
2.0 network can be owned by the VerifyMed project team. Such an
institute could enable the VerifyMed team to also verify certificates
of physicians, thus making it easier to expand the network when it is
small.

While the VerifyMed 2.0 network grows in size, new potential use-
cases for the platform may arise. Some examples of such use-cases
are:

– The integrity of the data saved in the blockchain provides non-
repudiation of data that has been submitted. Therefore, legis-
lation services may refer to data submitted in the VerifyMe 2.0
platform as proof of a physician’s negligence towards a patient.
The patient can decrypt the hidden instructions of the treat-
ment and the physician’s signature, thus proving the physician’s
malpractice.

8https://github.com/hyperledger/blockchain-explorer
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– As the VerifyMed 2.0 solution incorporates multiple separate
healthcare institutes, it eases the labor mobility for physicians.
Healthcare institutes will give more credibility to physicians
that have been part of the VerifyMed 2.0 network, as they can
quickly verify their authority, experience, and competence.

– The potential global scale of VerifyMed 2.0 would enable for eas-
ier comparison of physician performance and patient satisfaction
across different countries and regions, thus providing data useful
for study and analysis.

7.5 Lessons Learned

The research, design, and development process of the VerifyMed 2.0
project provided us with beneficial experience that should be used in
future work and research. Therefore, we will now list a few of the
lessons learned during the work on VerifyMed 2.0:

– As we state in section 3.2 during our analysis of the VerifyMed
1.0 solution, we found multiple limitations that could be im-
proved. We then opt to implement all the improvements inside
one solution - VerfiyMed 2.0. Therefore, we create a too exten-
sive scope for a single project. This results in a single project
covering many aspects, such as GDPR compatibility and user
interface, thus not allowing space to deeply analyze individual
improvements. If we had decided to focus only on one or two im-
provements, the project’s scope would be smaller, thus allowing
for less workload and more thorough research.

– The VerifyMed 2.0 solution development mostly followed the
waterfall development model [84]. Consequently, the implemen-
tation process started only after a long period of research and
development. This approach proved naive, as many details found
only during the implementation process affected the original de-
sign patterns. Therefore, if we had started the implementation
process earlier, we could have refined our design choices earlier,
thus saving time.

– Working on the VerifyMed 2.0 solution proved that actively seek-
ing contact from the experts of different fields can tremendously
reduce the research time required to resolve some design choices.
During the development process, we communicated with some
healthcare professionals and IBM developers working on Hyper-
ledger Fabric.
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– In contrast with the previous point, the platform’s development
process would have been more straightforward if there had been
even more interaction with the potential platform users. There-
fore, we argue that one direction for future work is surveying
the usability of the VerifyMed 2.0 platform by letting potential
users experiment with it is one direction for future work [71].





Chapter 8Conclusion

In this thesis, we have analyzed the old version of the VerifyMed
project, named VerifyMed 1.0, and discovered many limitations that
could be improved upon. Afterward, we designed and implemented an
improved solution - VerifyMed 2.0. This solution leverages blockchain
technology to facilitate a platform that provides transparent trust
relations between healthcare institutes, physicians, and patients.
This is achieved while ensuring the security and privacy of the data
of all users of the platform.

VerifyMed 2.0, as its predecessor, provides an evidence framework
for physicians’ qualifications that proves physicians’ authority, expe-
rience, and competence. The authority is justified through verified
physicians’ certificates, while the experience and competence are
proved through the history of physicians’ treatments and correspond-
ing patient reviews. Based on our field research, no similar blockchain
solutions exist that solve the same problems as VerifyMed.

During the analysis of VerifyMed 1.0, we embraced the four main
improvement points. These are the high transaction fees and scala-
bility issues, data privacy and GDPR compatibility, patient identity
solution, and user interface improvements. We then defined sets of
functional and non-functional requirements that the new solution
needs to satisfy to achieve the aforementioned improvements. We
then performed thorough background research to identify the best
potential solutions to overcome the old limitations. We compared the
potential solutions based on their fit to the requirements set, thus
choosing the most suitable ones.

Then, we created a detailed design and architecture of the new solu-
tion. We opted to construct an entirely new solution from the ground
up and switch from the public Ethereum blockchain to the private
permissioned Hyperledger Fabric blockchain. We addressed the old

97
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limitations with the following design choices. The high transaction
fees and scalability issues are inherently solved through the usage
of the Fabric blockchain. Data privacy and GDPR compatibility is
provided by storing data inside the private collections and using
the blockchain ledger only as proof of storage. Patient identity is
being verified by healthcare institutes, and a completely new, much-
improved user interface has been built.

Following the defined architecture, the new solution has been built
and deployed, thus enabling any potential platform users to freely
access the website. We then evaluated the platform by analyzing
the validity of its improvements from the old solution. Furthermore,
all solutions’ functionalities have been covered with automated tests,
thus affirming the implementation of all use-cases of the new platform.
The most significant improvements can be seen in the annulation of
the transaction fees, thus making the interaction with the system
costless. Furthermore, the solution’s scalability has been drastically
increased, from the theoretical maximum of around 1.7 treatments
per second to 3500 treatments per second, thus paving the ground for
the potential global scale of the VerifyMed project.

On balance, we can argue that VerifyMed 2.0 represents a success-
ful next step of the old proof-of-concept VerifyMed 1.0 solution. It
also demonstrates the usability of blockchain technology inside the
healthcare domain. Nonetheless, there is still space for future work
and improvements to the VerifyMed platform such as addressing the
storage and handling of users’ credentials and private keys.
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Appendix AUser Interface Overview

Here we present an overview of the VerfiyMed 2.0 user interface. The
application interface can also be accessed on the live deployment of
the solution 1. For the sake of readability, we first describe the user
interface while referring to the corresponding images, which are then
placed after the text.

Please note that we sometimes refer to the same image when different
users are logged-in. However, the navigation bar will be different
depending on the logged-in user. However, to reduce the length of this
appendix, we are not uploading a separate photo if the only difference
is in the navigation bar.

A.1 Website Visitor Interface

Website visitors coming to the page are welcomed by the landing page,
as can be seen on figure A.1. Clicking on Join us as a patient leads to
the patient registration page (figure A.2) containing the registration
form. Clicking on Join our physician network leads to the physi-
cian registration page (figure A.3) containing the registration form.
Clicking on Register as a healthcare institute leads to the healthcare
institute registration page(figure A.4 that only contains VerifyMed
team contact information, as the healthcare institute registration
requires interaction with the IBM Blockchain Platform.

Clicking on Physicians in the navigation bar as well as clicking on
Search our physician database button leads to physicians search page
as seen on figure A.5. Clicking on Login button in the navigation bar
leads to the login form as seen on figure A.6.

1The application is running on: https://verifymed.herokuapp.com/
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A.2 Patient Interface

After successfully logging-in, a patient is greeted with the patient
home page as seen on figure A.7. Clicking the Logout button in the
navigation bar logs out the current user and leads back to the landing
page. Clicking on the Change Password button leads to the page for
password change as seen on figure A.8.

Clicking on Physicians in the navigation bar as well as clicking on
Search our physician database button leads to physicians search page
as seen on figure A.5. Clicking on Treatments as well as clicking
on Check your treatments in the navigation bar leads to treatments
search page as seen on figure A.9. The treatment confidential data is
shown only for the treatments designated to the currently logged-in
patient.

A.3 Physician Interface

After successfully logging-in, a physician is greeted with the physician
home page as seen on figure A.10. Clicking the Logout button in
the navigation bar logs out the current user and leads back to the
landing page. Clicking on the Change Password button leads to
the page for password change as seen on figure A.8. Clicking the
Add new certification opens a dialog form for a new certification as
seen on figure A.11. When there is a hiring contract request from a
healthcare institute, it can be accepted by pressing the Accept this
contract button.

Clicking on Physicians in the navigation bar leads to physicians
search page as seen on figure A.5. Clicking on Treatments in the
navigation bar leads to treatments search page as seen on figure A.9.
The treatment confidential data is shown only for the treatments cre-
ated by the currently logged-in physician. Clicking on Patients in the
navigation bar leads to patients search page as seen on figure A.12.

Clicking on Create Treatment button in the navigation bar leads to
a treatment creation page as seen on figure A.13. Clicking on the
Hide my Data button in the navigation bar temporarily hides the
physician’s data. This can later be reversed by clicking on Publicize
my Data button located in the same place in the navigation bar.
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A.4 Healthcare Institute Interface

After successfully logging-in as, a healthcare institute is greeted with
the healthcare institute home page as seen on figure A.14. Clicking
the Logout button in the navigation bar logs out the current user and
leads back to the landing page. Clicking on the Change Password
button leads to the page for password change as seen on figure A.8.

Clicking on Physicians in the navigation bar leads to physicians
search page as seen on figure A.16. Writing a position name in the
Position description field and pressing a Send Hiring Request button
creates a hiring request for that position and sends it to the physician.
Clicking on Treatments in the navigation bar leads to treatments
search page as seen on figure A.15. The treatment confidential data is
always hidden from a healthcare institute. Clicking on Patients in the
navigation bar leads to patients search page as seen on figure A.17.
Clicking on the Verify button on the patient card verifies the patient’s
identity.

Furthermore, inside the IBM Blockchain platform, healthcare in-
stitutes can configure network parameters. Figure A.18 shows the
configurable list of organizations of the channel. Figure A.19 shows
configuration of different Fabric block parameters.
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