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Abstract
Real-world problems with multiple actors require them to coordinate while making
decisions independently from each other. Typically, the large dimensionality and high
unpredictability of the environment hinder the handcrafting or planning of effective
behaviors. Multi-agent Reinforcement Learning (MARL) provides a framework for
solving such problems by learning a parameterized policy for each agent that only
depends on the state. Common approaches factorize the joint value function of
into individual agent utilities enabling them to take independent decisions, or learn
complex interactions by modeling the utility or payoff functions of the underlying
coordination graph.

In this thesis, we discover the benefit of exploiting the connection between these two
approaches. We propose to leverage the modularity of the embedded coordination
graph by formulating the total utility as a sum of subteam mixings and prove that
our modular factorization is able to cover the Independent-Global-Max (IGM) class
of joint utility functions. We suggest finding the closest disjoint approximation of
non-divisible graphs via graph partitioning, the quality of which we evaluate with a
novel value-based partitioning distance measure. We derive theoretical and empirical
advantages of our method evincing its benefit over baselines in several one-shot games,
designed to highlight the promise of our modular factorization methods.

Keywords Multi-Agent Reinforcement Learning, Value Function Factorization,
Coordination Graphs
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Tiivistelmä
Todellisen maailman ongelmat, joissa on useita toimijoita, edellyttävät, että ne
koordinoivat toimintaansa ja tekevät päätöksiä toisistaan riippumatta. Tyypillisesti
ympäristön moniulotteisuus ja arvaamattomuus estävät tehokkaan käyttäytymisen
suunnittelun. Monitoimijainen vahvistusoppiminen tarjoaa kehyksen tällaisten ongel-
mien ratkaisemiseen oppimalla kullekin agentille parametrisoidun käytäntöfunktion,
joka riippuu vain ympäristön tilasta. Tyypillisiä lähestymistapoja ovat yhteisen arvo-
funktion faktorointi yksittäisten agenttien hyötyfunktioiksi, ja tehtävän hyötyfunktion
eksplisiittinen mallintaminen koordinaatiograafin avulla.

Tässä opinnäytetyössä tutkimme, kuinka yhdistää nämä kaksi tutkimussuuntaa ja
mitä hyötyä niiden yhdistämisestä on. Hyödynnämme tehtävän koordinaatiograafin
modulaarisuutta esittämällä kokonaishyötyfunktion alaryhmien hyötyfunktioiden
summaksi ja hajottamattomien graafien tapauksessa ehdotamme lähimmän hajote-
tun graafin löytämistä graafipartitiointimenetelmien avulla. Partitiointien laadun
mittaamiseksi esittelemme uuden mittafunktion. Näytämme empiirisesti kuinka
modulaarisuuden hyödyntäminen nopeuttaa oppimista suurien toimijamäärien ta-
pauksissa.

Avainsanat Multi-Agent Reinforcement Learning, Value Function Factorization,
Coordination Graphs
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Symbols and abbreviations

Symbols

S state space of an MDP
U action space of an MDP
A set of agents in a Multi-Agent MDP
N number of agents in a Multi-Agent MDP
∆|S| probability simplex over space S

Operators

∂

∂x
partial derivative with respect to variable x∑︁

i sum over index i

Abbreviations

CTDE Centralized Training Decentralized Execution
IGM Independent Global Maximization
CG Coordination Graph
MARL Multi-Agent Reinforcement Learning



1 Introduction

The ability to coordinate is often a crucial requirement for autonomous systems.
Real world environments contrast controlled single-agent laboratory settings or
simulated domains in that they usually feature multiple actors whose interactions
have implications on the environmental or task dynamics. Consider for example
the coordination requirements for an autonomous vehicle driving through a busy
intersection or a warehouse robot assisting a warehouse worker in moving heavy
objects.

As the complexity of the target task increase, programming desired behaviors by
hand becomes tedious and error-prone. In contrast to such behavioral hard coding,
reinforcement learning (RL) provides a flexible framework by requiring instead a
reward specification. Once the task is defined via a reward function, an autonomous
agent can distill this specification to an internal representation by learning a state-
action value function also referred to as the Q-function. To align its behavior with
the learned representation, the agent needs to be equipped with some strategy to
find the actions that maximize the Q-value. Our work deals with problems where
Q-function maximization is done over a small and discrete domain, so it is feasible
to simply enumerate the Q-value for all possible actions in a given state and take the
one with the highest value. This is in contrast to problems with continuous action
spaces, where instead of learning a value function that gets maximized, the agent
directly learns a policy with policy gradients, which we will not cover further in this
work.

When transitioning from single-agent to multi-agent environments, the variety of
problems significantly increases. As opposed to its single-agent counterpart, ap-
proaches in multi-agent reinforcement learning (MARL) vary in their assumptions
on e.g. which communication constraints exist or how the reward provided by the
environment is shared amongst the agents - is it shared globally or given locally
to individuals and if the latter is true, is the reward structure zero or general sum
which in turn determines the cooperativeness of the problem. In this work we are
interested in tasks which are purely cooperative - the joint behavior of the population
determines the reward, which then gets evenly distributed among all of the agents.
Furthermore, we require that the agents are unable to communicate explicitly dur-
ing deployment; the agents of the population are trained either in simulation or in
a laboratory setting, during which the desired behaviors are learned without any
constraints on the information exchange between the agents. This implies that after
the training phase, each agent needs to possess and adhere to a learned protocol that
determines what to do in each situation. This is widely-applied learning paradigm is
known as centralized training decentralized execution (CTDE) [Oliehoek et al., 2008].

As we require the ability for decentralized execution, the naive option of treating
the task as a single-agent RL problem with large joint action space gets effectively
excluded. Another simple and natural solution would be to train a population of
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agents independently i.e. treat the other agents as part of the environment [Tan, 1993].
This approach is however hindered by the multi-agent credit assignment problem:
given that the reward from the environment is shared equally between all agents,
assessing the contribution of each individual becomes hard. The recent introduction
of deep neural networks as function approximators has lead to large advances in
RL [Mnih et al., 2013; Silver et al., 2016] - in the field of cooperative MARL, this
has lead to a surge of research activity around value function factorization (VFF)
[Sunehag et al., 2017; Rashid et al., 2018, 2020; Son et al., 2019]. VFF approaches
train a centralized value function, which is some mixing of the individual agent
utilities. When the gradient signal originating from the environmental reward gets
backpropagated, said mixing acts as an implicit mechanism to distribute the credit
amongst the population of agents.

In parallel with VFFs, the coordination graph (CG) [Guestrin et al., 2001] has
proven to be a powerful concept in modeling cooperative multiagent systems. GGs
provide a graphical representation of the reward structure for a given state of the
problem: the edges between agent nodes describe the factors that compose the overall
value function. Thus they can viewed as a more explicit mechanism of multi-agent
credit assignment. Recent works have focused on investigating the representational
capacities of CG-based value functions [Castellini et al., 2019] and ways of scaling
them up to enable efficient coordination in complex environments [Böhmer et al.,
2020; Wang et al., 2021]. A typical assumption made by CG-based methods is that
agents of the population are able to communicate with the adjacent agents in the
underlying coordination graph during execution - this is in contrast to our learning
setting, where we assume agents to have no ability to share information to their
neighbors when selecting actions.

In this thesis we propose to leverage the formalism of CGs to provide structure to VFF
approaches. More specifically, in cases where the original problem is decomposable
to smaller constituents which require little to no information exchange, we argue
that learning should be modular i.e. behavior for each constituent is learned via a
local mixing function, which needs to consider a subset of agent utilities to form
the total value estimate. When the decomposability assumption holds, modular
approaches can provide improvements in terms of learning speed. Flat approaches
that do not exploit the locality of agent interactions have been shown to suffer
from growing population sizes [Phan et al., 2021] - we expect methods utilizing
the modularity principle to scale much more favorably due to a more structured
implicit credit assignment they provide to the actors. Simultaneously, compared to
direct CG modeling approaches [Castellini et al., 2019; Böhmer et al., 2020], modular
VFFs retain decentralizability and scale well even when the CG contains factors of
more than 2 agents - the joint utility function has commonly been assumed to be
a sum of pairwise factors to mitigate the combinatorial explosion in the number of
model factors, an assumption our approach does not share. To this end, as our main
contribution, we present two novel modular VFF algorithms, which we evaluate and
analyze extensively in simple matrix games. Succinctly, in our analysis we want to
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answer the following questions:

• If the task structure is known apriori, to what extent is it useful to leverage
this information in VFF learning?

• If the task structure is known apriori, but it cannot be used directly with VFF
methods, can we find the closest usable approximation for the task structure
and leverage that instead?

We organize the thesis as follows: Section 2 introduces the required background
knowledge to understand the ideas discussed in this thesis, Section 3 provides an
overview of the recent advances in the field of cooperative MARL to help the reader
grasp where the state-of-the-art currently lies, Section 4 presents the proposed
method, Section 5 explains the benchmarks used to evaluate our approach against
a carefully chosen set of baseline algorithms, Section 6 illustrates and analyses the
experimental results for the relevant benchmarks, and finally Section 7 concludes the
thesis with a look into future of VFFs and cooperative MARL in general.
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2 Background

In this section, we provide the fundamentals of the topics central to our work.
We assume the reader to be familiar with basic concepts of probability theory,
optimization, and deep learning.

2.1 Single-Agent Reinforcement Learning

2.1.1 Markov Decision Processes

Figure 1: Single Agent MDP

Markov Decision Processes (MDPs) [Puterman, 1990] offer a very flexible and widely
adopted framework for sequential decision making. An MDP can be summarized in
a tuple

M := ⟨S,U , d, T, r, γ⟩,

where S and U denote the state- and action-space of the MDP, respectively, d
the distribution of initial states, T : S × U → ∆|S| the transition kernel i.e. the
state-transition probabilities P (s′|s, u), r(s, u) = E[Rt|St−1 = st−1, Ut−1 = ut−1] the
associated reward function and finally γ ∈ [0, 1] the discount factor for future rewards.
Figure 1 visualizes the idea; an agent experiences some state s ∈ S, takes an action
u ∈ U , transitions to state s′ ∈ S and receives reward r(s, u).

2.1.2 Dynamic Programming

Central to the MDP framework and sequential decision making is the question of
optimality i.e. how should an agent act in each situation in order to maximize the
expected discounted future rewards. More specifically, one aims to find a solution
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π∗ : S → U to the program:

max
π

J(π) ≜ max
π

E
[︄ ∞∑︂

t=0
γtr(s)

⃓⃓⃓⃓
s0 ∼ d, π, T

]︄
=

max
π

∑︂
s0∈S

d(s0)
∞∑︂

t=0
γt

∑︂
ut∈A

π(ut|st)
∑︂

st+1∈S
T (st+1|st, ut)r(st+1)

s.t.
∑︂

u

π(u|s) = 1, π(u|s) ≥ 0, ∀s, u (1)

For any policy we call

V π(s) = E
[︄ ∞∑︂

t=0
γtr(s)

⃓⃓⃓⃓
s0 = s, π, T

]︄
Qπ(s, u) = Eu∼π(·|s)

[︂
r(s, u) + γEs′|s,uV π(s′)

]︂
its corresponding state-value and Q-value functions, respectively.

Now the solution to program (1) can be found via the Bellman equation [Bellman,
1952] which is the necessary optimality condition defined as:

Q∗(s, u) = Eu∼π(·|s)
[︂
r(s, u) + γEs′|s,uV ∗(s′)

]︂
V ∗(s) = max

a
Q∗(s, u)

Crucially, repeated application of the Bellman Optimality operator,

T V (s) ≜ max
π

Eu∼π(·|s)
[︂
r(s, u) + γEs′|s,uV (s′)

]︂
, (2)

on any value function V starting from an arbitrary value function will converge to the
unique point V ∗ due to the contraction property of the Bellman operator. In other
words, when the dynamics of the problem are known, we can find the optimal value
function and thus the optimal policy by iteratively applying the Bellman operator to
any value function V0 - this process is known as value iteration.

2.1.3 Model-free Reinforcement Learning and function approximation

Despite having strong global optimality guarantees, value iteration makes the strong
assumption that one has access to the full MDP description, i.e. T (·|s, a) and r(s, a)
are both known. In essence, model-free reinforcement learning aims to approximate
this process via interaction with the environment. This thesis builds on temporal-
difference learning, i.e. methods that learn their value estimates iteratively via
bootstrapping. One such boostrapping approach, on top of which our work also
builds, is Q-Learning [Watkins, 1989]. Q-Learning learns a state-value function
Q(s, u) applying Bellman Optimality operator on samples from the environment. Let
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(s, u, r, s′) be a training sample, where agent in state s has taken an action u, which
has resulted them ending up in state s′ and obtaining reward r from the environment.
Then the Q-Learning update is defined as:

Qt+1(s, u)← Qt(s, u) + α
(︃

r(s, u) + γ max
u′

Qt(s′, u′)−Qt(s, u)
)︃

.

For large or continuous state spaces, maintaining a Q-table that holds an entry for
each element in S ×U , becomes tedious. To mitigate this, Q-function approximation
is used. Since the introduction of DQN [Mnih et al., 2013], neural networks have
become the de facto standard as function approximators for RL.

2.2 Multi-Agent Reinforcement Learning

2.2.1 Multi-Agent MDPs

To extend the single-agent MDP formalism to multiple actors, we consider a multi-
agent MDP summarized by a tuple

M := ⟨S,U , d, T, r, γ⟩,

where the joint state and action spaces are the concatenations of individual state
and action spaces for each agent 1 . . . N , S := ⟨S1, . . . ,SN⟩ and U := ⟨U1, . . . ,UN⟩.
d, T and r are the multivariate extensions of their single-agent counterparts. As
we will argue in the subsequent paragraphs, the multi-agent extension of the MDP
framework has multiple dimensions of variability, each of which has an impact on
the feasibility of a given MARL algorithm.

2.2.2 Cooperative and Competitive Games

One central consideration in the multi-agent literature is the form of the reward
function r. By altering its precise formulation and factorization, one can describe
qualitatively very different problem settings. Extreme examples on this spectrum
are zero-sum and team games. The former corresponds to cases where

N∑︂
i=1

r(s, ui) = 0, ∀s,

i.e. one agent’s gain is the rest of the population’s loss and vice versa. In this thesis
however, we focus on problems which can be specified by a team reward i.e. the
reward r(s, u) caused by the joint action u in a state s is divided equally amongst
the population of agents.
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2.2.3 Decentralization

Another dimension according to which to divide the prior work on multi-agent
reinforcement learning is the level of decentralization assumed by the approach i.e.
which information is considered to be shared among the population and information
is considered to be private to an agent. A conceptually simple idea is to solve a team
(PO)MDP with single-agent techniques e.g. running DP/Q-learning in the joint
state-action space. However, this naive approach is not always feasible - consider the
example of a drone swarm carrying out a search and rescue mission or a group of
autonomous cars navigating a busy intersection. In both of these cases, there exists
physical constraints that limit the amount of coordination the agents can engage in.
More specifically, if we cannot assume that s is jointly observed, or that each agent
can communicate their actions ui at every time step, learning a set of decentralized
policies to maximize the joint expected return becomes infeasible. In practice, many
applications and methods allow for at least limited communication channels between
actors [Kok and Vlassis, 2004; Foerster et al., 2016; Zhang et al., 2018], but the focus
of this thesis is on totally decentralized execution.

In addition to the physical constraints, decentralization can sometimes be desirable
for computational reasons. Assuming uniform state and action spaces for each agent,
scaling the number of agents N linearly corresponds to scaling the joint state and
action spaces exponentially, increasing in O(|S|N ) and O(|U|N ) respectively. A trivial
idea to mitigate the exponential scaling of the computational requirements is to try
to find the solution to the multi-agent problem with a population of independent
Q-learners (IQL) [Tan, 1993]. Unfortunately, this approach suffers from the non-
stationarity of the learning signal. Independent training effectively ignores the actions
of other agents in the environments and instead considers their effect as part of
the transitional dynamics. When the training progresses, each agent experiences a
subjective shift in the environmental dynamics due to the change in the policies of
other agents. For this reason, and unlike the centralized Q-learning approach, IQL
does not have theoretical converge guarantees.

Formally, all the problem settings described above can be formulated in the framework
of Partially Observable Stochastic Games (POSGs) [Hansen et al., 2004]. When
decentralization is assumed only on the level of the action space, we say that the
problem in question is characterized by a Decentralized Markov Decision Process
(Dec-MDP) and when we extend the decentralization requirement to include also the
observation space, we are considering a Decentralized Partially Observably Markov
Decision Process (Dec-POMDP). The latter two frameworks are of primary interest
in this thesis.

In addition to the level of decentralization, one can consider different the timing
of decentralization. The lifespan of a reinforcement learning system can typically
be split into training and deployment phases. If the training phase is done in
simulation or in a controlled laboratory setting, one can utilize privileged information
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to improve the performance of the decentralized actors. We refer to the paradigm of
training decentralized agents with privileged information during the training phase
as Centralized Training with Decentralized Execution (CTDE) [Oliehoek et al., 2008]
and use this as our basic assumption for the problems considered in this work.

2.3 Graph theory

Figure 2: a) normal graph with 1 component and 4 edges of cardinality 2,
b) hypergraph with 1 component with edges of cardinalities 2 and 3, c)
normal graph with 2 independent components

Graphs are a flexible data structure that can used to accurately describe the com-
position of the utility function in terms of agent interactions. A graph G = ⟨V , E⟩,
where V are the vertices of the graph and E the edges define connections between
the vertices. In this work we will deal with the notion of a hypergraph H = ⟨V , E⟩
that extend the notion of graphs by allowing the connecting of more than 2 vertices
with hyperedges E . The cardinality c(e) of an (hyper)edge e tells how many vertices
e links together - in a normal graph c(e) = 2, e ∈ E. We will refer to a hyperedge as
c-edge, when we want to be specific about the cardinality of the connection. When
making the connection between graphs an Q-functions in Section 4, we will also refer
to c-edges as c-agent factors or simply c-factors.

Hypergraphs can be visualized by representing hyperedges as colored regions covering
several vertices or alternatively in their clique representation, where each hyperedge
is represented by making the vertices of the hyperdge fully-connected via normal
2-edges. The leftmost graph in figure 2 is clique representation for the hypergraph in
the center. Finally, a relevant concept to our work is that of graph connectivity. A
(hyper)graph is said to be disconnected, when it is a union of two or more inpendent
components or partitions. Concretely this means that there is no path one can take
from a vertex in partition i v ∈ Vi to reach another vertex in partition j u ∈ Vj when
i ̸= j.

Finding distinct partitions and substructures can be helpful for e.g. analysis as a
means of dimensionality reduction when the original graph is large, but finding a
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partitioning where each resulting component is approximately of the same size can
be shown to be an NP-complete problem [Andreev and Racke, 2006; Buluç et al.,
2016]. For this reason, many practical partitioning algorithms aim to optimize various
heuristics, such as the cut-size of the partitioning [Fiduccia and Mattheyses, 1982].
Cut-size is the number of cuts induced by a partitioning - an edge is said to be cut if
it connects two vertices belonging to different partitions. While we do not apply any
graph partitioning method in this thesis, we propose a theoretical graph distance to
measure the partitioning quality in Section 4.2, and we hope to develop to practical
partitioning heuristic based on this measure as follow-up work.



17

3 Related work

3.1 Value Function Factorization

As stated in Section 2.2.3, the decentralization requirement introduces a source
of non-stationary in the optimization process. In other words, when there exists
ambiguity in the credit assignment amongst the agents, the learning becomes more
difficult. [Sunehag et al., 2017] investigates the multi-agent credit assignment problem,
and proposes Value Decomposition Networks (VDN) as a middle-ground between
centralized and independent training. VDN formulates the total joint utility to be a
simple sum of individual agent utilities:

Qjt(τ, u) =
∑︂
i∈A

Qi(τi, ui)

To train the individual agent networks is, the Bellman residual is computed based on
Qjt, whose gradients flow through the sum back to individual agent networks. This
is a general principle that also the subsequent factorization methods use

While proven effective against the two extremes of pure centralization and pure
autonomy, the model of representable by VDN is rather limited - [Rashid et al.,
2018] argues that for decentralizability to hold, one needs to only consider that the
global arg max agrees with the local arg maxes computed by individual agents, a
requirement which is now known as the Individual-Global-Max (IGM) condition.
They propose QMIX, which allows the joint utility to be a monotonic mixing of the
individual utilities, yielding the connection:

∂Qjt

∂Qi

≥ 0

To represent the monotonic family of joint utilities, QMIX trains a two-layered neural
network as a mixing function. To allow for state-dependent and monotonic mixing,
the weights of the mixer network are generated by a hypernetwork with absolute
activation function at each time step.

While QMIX extends the family of representable utility functions, monotonicity is
once again sufficient but not necessary condition to ensure decentralizability. QTRAN
[Son et al., 2019] is the first method whose representational capacity theoretically
covers the entire IGM class of functions. It can be shown that:

∑︂
i∈A

Qi(τi, ui)−Qjt(τ , u) + Vjt(τ ) =
{︄

0 u = ū (3a)
≥ 0 u ̸= ū (3b)

implies
arg max

u
Qjt(τ , u) = ū,
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Agent 1
A B

Agent 2 A 1 2
B 2 4

Agent 1
A B

Agent 2 A 1 −5
B −5 5

Table 1: Monotonic and non-monotonic games

where Vjt(τ ) = maxu Qjt(τ , u) −∑︁
i∈A Qi(τi, ui) and ū = {arg maxui

Qi(τi, ui)}i∈A.
Practically, QTRAN solves a soft version of the above optimization problem by
introducing proposing training 3 separate functions Qjt, Q′

jt and Vjt, with the following
loss:

L(τ , u, r, τ ′; θ) = LT D(τ , u, r, τ ′; θ) + λoptLopt(τ ; θ) + λnoptLnopt(τ ; θ),

where

LT D = (Qjt(τ , u)− (r + max Qjt(τ ′, ·))2

Lopt = (Q′
jt(τ , ū)− stopgrad(Qjt (τ , ū))− Vjt(τ ))2

Lnopt =
(︂
min

[︂
Q′

jt(τ , u)− stopgrad(Qjt(τ , u))− Vjt(τ ), 0
]︂)︂2

The proposed scheme learns a Qjt that is not restricted to adhere to the IGM property
and thus learns the underlying total utility function with temporal difference learning1.
To learn policies taking the optimal actions learned by Qjt, Q′

jt and Vjt "track" the
maximum value of Qjt with losses Lopt and Lnopt. In this thesis, we will use the term
matching loss LM to refer to the weighted sum of Lopt and Lnopt:

LM(τ ; θ) = λoptLopt(τ ; θ) + λnoptLnopt(τ ; θ).

Figure 3 presents a visual interpretation for these two loss terms.

Table 1, demonstrates two very simple matrix games that highlight the representa-
tional capacity issue: in games where careful coordination is required, the learned
policy might suffer from relative overgeneralization [Panait et al., 2006]. When the
learnable function does not have the flexibility to model the value of coordinated
actions (e.g. action (B,B) in the table) accurately, the induced policies will quickly
get discouraged to take actions perceived as risky (e.g. policy converges to locally
optimal behavior (A, A)). Owing to its capability to model non-monotonic joint utili-
ties, QTRAN thus significantly outperforms VDN and QMIX in such non-monotonic
matrix games and grid worlds. Since the core focus in this thesis is also on simple
matrix games with interesting reward structure, we base our approach presented in
Section 4 on QTRAN, due to its strong results in similar domains.

Finally, as pointed out by [Mahajan et al., 2019], the L2 relaxation of the hard
constrained QTRAN objective leads to poor performance in more complex domains

1However, IGM is still required to hold in order to learn decentralized actors
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Figure 3: QTRAN is algorithmically realized by relaxing constraints
3a and 3b with L2 regularized losses Lopt and Lnopt. The former term
penalizes Q′

jt from overestimating Qjt for optimal actions (a), and the
latter term penalizes it from underestimating Qjt for non-optimal actions
(b). If the underlying utility is decomposable and hard constraints were
applied, the procedure would find the solution on the right, where the
joint utilities for the greedy action match exactly.

due to the deviation from the exact solution under hard constraints 3a and 3b.
More recently, various methods such as Weighted-QMIX [Rashid et al., 2020] and
QPLEX [Wang et al., 2020a] have tried to combine the requirement of scalability to
hard problems with the theoretical guarantees of covering the entire IGM class with
varying success. Figure 4 summarizes the representational capacity of the discussed
methods in this subsection.

3.2 Structure Leveraging

Multi-agent tasks exhibit complex structure in terms of agent interaction. Sometimes
there is knowledge readily discoverable or available apriori on the structure that can
be used to boost learning by the whole problem as a collection of smaller and isolated
problems. Throughout, we will refer to this notion as structure leveraging. Practical
application areas where such capability would be helpful are e.g. dynamic internet
routing or flexible manufacturing systems with automated guided vehicles [Boyan
and Littman, 1993; Li, 2004].

Seminal work presented in [Guestrin et al., 2001] introduces the notion of coordination
graphs (CG), in which the underlying joint value function is a linear combination
of local utility functions, each of which is dependent on a small number of agents.
Importantly, the framework lends itself well for modeling problems where interactions
between agents is relatively sparse and thus every agent can make decisions rather
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Figure 4: Joint utility space, and corresponding method required to
represent functions of that space

autonomously. Figure 5 presents a prototypical example of a coordination graph
for three states of a multi-agent MDP. In the center state, the total utility is just a
simple sum of the individual utilities, and is thus an uncoordinated state. Practically,
this would mean there that is no interaction among the agents and each actor can
perform their action selection autonomously. This is in contrast to the left- and
rightmost coordinative states, where the total utility has a term that depends on the
action of multiple agents.

Figure 5: Coordination graph depicts how the optimal state-action value
function is structured for each state. In uncoordinated states, the total
utility is a simple sum of individual utilities, whereas in coordinated states
the total utility has terms taking groups of agents as inputs. We use A−i

to denote the set of agents excluding agent i.

Relaxing the decentralization assumption, various methods have been proposed to find
the optimal value function of a given CG. [Kok and Vlassis, 2004] introduces sparse
cooperative Q-learning which stores the individual utilities and joint payoff functions
in tabular form, thus limiting the approach’s applicability to large state and action
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spaces. [Castellini et al., 2019] replaces the tabular representations by approximating
each utility and payoff function with a neural network in one-shot games. Deep
Coordination Graph [Böhmer et al., 2020] extends the work of [Castellini et al., 2019]
to multi-step games by employing parameter sharing and limiting the representational
capacity of the learned joint utility function to only consider pairwise interactions
in each state. The last two, represent the joint Q-function as a coordination graph
G = ⟨V , E⟩ with pairwise interactions. The induced factorization is then the sum of
all single agent utility functions f i and pairwise payoff functions f ij:

Q(τ , u) = 1
|V|

∑︂
i∈V

f i(ui|τ ) + 1
|E|

∑︂
(i,j)∈E

f i(ui, uj|τ )

Acting is done via belief propagation [Pearl, 1988], a message-passing algorithm
involving the functions {f i} and {f ij}, which iteratively finds the action with the
highest Q-value, as proposed by [Guestrin et al., 2001]. DCG will be used as a
baseline method for the experiments described in Section 5.

Finally, we mention that Deep Implicit Coordination Graph [Li et al., 2020] which
learns a dynamic coordination graph which can be used as a critic to learn decen-
tralized policies and GraphMIX [Naderializadeh et al., 2020], which proposes using
a Graph Neural Network as a monotonic mixer similarly to QMIX are similar in
nature to our work in trying to tie together the fields of coordination graphs and
value function factorization.

3.3 Hierarchical Multi-Agent Reinforcement Learning

A related area of research is Hierarchical Multi-Agent Reinforcement Learning, which
similarly to its single-agent counterpart, deals with temporal and/or structural
abstractions. Approaches that have influenced our approach out of this category are
multi-agent MAXQ and VAST, which we will quickly mention here.

Aiming to speed up the learning of complex coordinative multi-agent tasks, Makar
et al. [2001] combines the MAXQ framework [Dietterich, 2000] with multi-agent
learning. The notion of task hierarchy makes the approach appealing because it
provides meaning to the value function factors, in contrast to more recent methods
[Sunehag et al., 2017; Rashid et al., 2018; Son et al., 2019; Wang et al., 2020a].

More recently proposed Variable Agent Sub-Teams (VAST) framework [Phan et al.,
2021] considers agent abstraction to scale value function factorization methods to
handle large populations of agents. Their method consists of three phases:

1. Group agents into subteams at each step according to a learned or prespecified
strategy

2. Sum up the individual utilities to form subteam utilities
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3. Input the subteam utilities into a mixer network (e.g. QTRAN/QMIX/VDN)2.
The joint utility of will be the output of the subteam mixer

The paper shows rather strong results on multiple gridworld games, with large
number of agents. It is however not evident why should VAST help in general. Most
concerningly, if the individual subteams are solving a problem that is not linear in
utility, the VDN mixing might induce great inaccuracies in the computed total utility.
We include VAST as an ablation to analyze this issue on a simple environment in
Appendix A.

2It is noted here that widespread practice of calling QTRAN a mixing function is a misnomer -
instead QTRAN uses VDN mixing and trains the Qis to match the Qjt trained on state-actions.
Nevertheless, we will adhere to the common language employed within the community.
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4 Proposed method

In this Section we investigate how the learning speed of the current value function
factorization methods could be improved in the large population regime conditional
on the amount of prior information available. For our analysis, we discretize the
amount of prior information usage to three levels as described in Section 1:

1. Known Exact Structure Leveraging (KESL): in situations where we have access
to the underlying graph structure and the structure is modular, in that it is
composed of several independent components, we propose to group agents
according to them, mix the utilities group-wise and sum up the group utilities
to form the total utility.

2. Known Approximate Structure Leveraging (KASL): if we have access to
the underlying coordination graph but its structure is non-divisible, we can
sometimes approximate the closest divisible graph and apply the steps of KESL
on the approximated components.

We propose our structure leveraging VFF learner, and adapt its details to tackle
different requirements arising from varying amount of prior information available.

Figure 6: Example factorization types for 5 agent population - the un-
derlying coordination hypergraph can a) be empty, i.e. each agent utility
is its own component, b) have multiple multi-agent components, here
upper component consists of two 2-factors, whereas the lower component
consists of one 3-factor, c) be non-factorizable, i.e. consist of one single
component

4.1 Known Exact Structure Leveraging

Let us start with an illustrative example presented in Figure 6: the examples a-c
represent three different factorizations for the joint utility. Assuming IGM property
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holds for the task, a simple QTran is theoretically able to represent all the considered
factorizations. However, the Q∗

jt-function of graph b exhibits modularity; if the
optimality of e.g. agents 1-3 is not affected by the decisions made by agents 4-6, we
can avoid learning a single big component for the total utility by instead learning
a sum of 2 simpler components. In this way, we are regularizing the optimization
to consider joint utility functions, where the independence between the two groups
holds, thus limiting the overall search space and subsequently improving the resulting
learning speed. Based on the example, we argue that when there is task-dependent
structure in the underlying utility function that can help decompose the total utility
into several logical entities, utilizing it in the learning process is a useful inductive
bias that can increase the sample efficiency. We call this approach Known Exact
Structure Leveraging (KESL).

Formally, we are interested in problems whose Q∗
jt(s, a) is induced by a Disconnected

Hyper Coordination Graph (DHCG), which is a particular subclass of CGs [Guestrin
et al., 2001]:
Definition 4.1 (Disconnected Hyper Coordination Graph). A DHCG H is disjoint
set of K components or partitions, which themselves are hypergraphs. Denote V
as the total set of all agents/CG vertices, and E as the total hyperedge set of the
graph. Let each component Ci := ⟨Vi, Ei⟩, where Vi denotes the agents/vertices in
component Ci and Ei the set of hyperedges in Ci.

V =
K⋃︂

i=1
Vi

E =
K⋃︂

i=1
Ei

For disconnectivity, we further require that:

Vi ∩ Vj ̸= ∅ ⇐⇒ i = j

Ei ∩ Ej ̸= ∅ ⇐⇒ i = j

Then DHCG is given as the disjoint union of the disjoint components:

H =
C⋃︂

i=1
Ci

KESL exploits the independence between DHCG components and learns each one
with separate QTran. Figure 7 illustrates the main constituents of the approach:

• Component assigner K, which allocates each agent to their respective compo-
nents during learning. In this work, we assume that we are given access to the
coordination graph topology, and that we can design the ideal K, see Remark
4.1 for further discussion. Importantly, to guarantee IGM assumption, K must
map each agent exactly one component.
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• Component mixersMk, which take the assigned agents Vk as inputs and apply
the steps of QTran to learn a joint policies for their respective subpopulations

Figure 7: KESL pipeline: 1) Component assigner K maps each agent to
their corresponding components of the underlying DHCG, 2) followed by
a QTran mixer for each component. The outputs from each mixer get
aggregated to form the total utility estimate Qjt(τ , u)

In short, the total utility trained with the TD error is given by:

Qjt(τ , u) =
K∑︂

j=1
Mj(τ · K(j; τ ), u · K(j; τ )),

where K(j; τ ) ∈ RN×K maps each agent to a single task component.

The overall learning architecture is reminiscent of VAST framework [Phan et al.,
2021], with the key difference that we are proposing doing a sum of mixings instead
of a mixing of sums. When dealing with problems embedding a CG, the ordering of
operations is a key factor determining the representational capacity of the total utility.
The particular ordering proposed by VAST is rather limiting in the case of DHCGs:
each component is assumed to be representable as a linear mixing of the participating
individuals’ utilities. The risk is then that even when appending a QTran mixer
to the subteam level, the representational capacity is already bottlenecked by each
teams linear mixing. In the experiments we consider VAST as an ablation on the
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placement of the mixing function to understand how to design better hierarchical
VFFs.

Note that the proposed framework is agnostic to the choice of VFF approach. Here
we choose to use QTran for its ability to correctly factorize all joint utilities of the
IGM class as argued in 3.1. To verify that KESL does not violate the CTDE setting
by introducing a sequence of operations described above, we present the following
proposition, which is similar in nature with Theorem 1 of [Phan et al., 2021]:

Proposition 1. Let {Qi}N
i=1 denote the utility functions for each agent and Qjt the

joint utility computed by KESL, with IGM guaranteeing component mixers {Mj}C
j=1

and any component assigner K. For these quantities it holds that

arg max
u

Qjt(s, u) = {arg max
ui

Qi(s, ui)}N
i=1

Proof. Denote the component-specific actions with uCj
, component j’s agent i’s

action with uCj ,i, and subteam utilities with QCj
(s, uCj

). Now since Qjt(s, u) =∑︁C
j=1 QCj

(s, uCj
) and since additivity is a sufficient condition for IGM to hold [Son

et al., 2019], we see that

arg max
u

Qjt(s, u) = {arg max
uCj

QCj
(s, uCj

)}C
j=1

Next, because we assume that the IGM property holds for QCj
(s, uCj

) =Mj(s, uCj ,i),
we have that

arg max
uCj

QCj
(s, uCj

) = {arg max
ui

Qi(s, ui)}i∈Cj
,∀j ∈ [1, C]

Combining the two previous steps, we can conclude that KESL satisfies the IGM
property.

Remarks At a glance, assuming oracle access to the underlying coordination graph
seems strong and thus could limit the impact of methods relying on this assumption.
However, we argue that many interesting problems exist, where the coordination
graph structure is either available by construction or can be built without incurring
large computational burden. Sometimes the connectivity of the CG is explicit, i.e.
agents themselves know who they are interacting with - this is the case with e.g.
internet routing where each node has a routing table containing information about the
CG topology [Boyan and Littman, 1993], or power grid optimization where similarly
the agents can communicate only to their neighbors determined by the power grid
layout [Chen et al., 2021]. In cases where the agent connectivity is either implicit or
dynamic, prior knowledge can be used to build the CG. An example of the former
is multi-agent control of agents whose morphology consists of multiple limbs, and
thus CG structure is defined as part of the morphology specification [Huang et al.,
2020] while constructing a coordination graph for a vehicle fleet based on handcrafted
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Figure 8: Example of a non-decomposable hypegraph and its correspond-
ing clique representation. A balanced partitioning of the original graph
into three disjoint components would result in two edges to cross between
partitions, denoted by red lines

driving models [Si et al., 2022] would a case where the interaction structure is dynamic.
Motivated by these examples, we have confidence that investigating smarter ways of
utilizing given coordination graphs is in itself an interesting problem.

4.2 Known Approximate Structure Leveraging

An important assumption made in Section 4.1, is that of the optimality of the
component assigner K. When we are dealing with a known DHCG, optimality of K
is natural: an optimal mapper must recover the structure of the underlying CG by
assigning each components’ agents with the same label. However, in a case where
the ground truth graph has only a single component we can not use component-wise
learning directly.

Consider the graph on the left in Figure 9 - while it has only one non-decomposable
component, there are three distinct groups each bound by a hyperedge. We argue
that finding a partitioning minimizing the distance between the optimal joint util-
ity function Q∗

jt and the best possible estimation of it Q∗
jt,H′ representable with a

partitioned approximate hypergraph H′, optimizes the trade-off between accuracy
and sample-efficiency. That is to say, approximating the original graph with a set
of disjoint partitions induces bias due to the cutting of CG edges, while breaking
the original problem down to smaller chunks each of which can be handled with an
independent mixer with fewer parameters can enable faster learning as argued in
Section 4.1. When the partitions of the disjoint approximation are determined, we
can proceed similarly to KESL, by learning a separate VFF for each partition. Figure
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9 shows the main idea of the process, which we will refer to as Known Approximate
Structure Leveraging (KASL).

Figure 9: KASL first partitions the graph structure into approximate
components and mixes each partition to form component-wise utilities
which finally get summed to form the estimate of the total utility Qjt

While we leave the practical implementation of finding the closest disjoint partitioning
for future work, we still take the first step to evaluating the quality of partitionings.
A natural choice for a distance metric between the original and the partitioned graph
should be based on the difference they induce on the optimal joint utility functions.
To this end, we consider a partitioning distance measure that takes into account the
functional form of the factors that get broken by the partitioning.
Definition 4.2. Consider a hypergraph H = ⟨V , E⟩, and partitioning P . We define
the partitioning distance d(H,P) as the minimum estimation error achievable by
any joint utility function in the family of factorizations determined by P :

d(H,P) = min
H′∈P

||Q∗
jt −Q∗

jt,H′ ||∞ (4)

In the following, we will show that the proposed distance is upper bounded by the
sum of Maximum Mean Discrepancies (MMD) [Tolstikhin et al., 2016] over all broken
factors. Let us begin with two supporting Lemmas 1 and 2, before we present our
main result in Proposition 2.
Lemma 1. For any K function classes {Gk}K

k=1, it holds that:

min
g1...gK

⃓⃓⃓⃓
⃓
⃓⃓⃓⃓
⃓∑︂

k

gk

⃓⃓⃓⃓
⃓
⃓⃓⃓⃓
⃓
∞

≤
∑︂

k

min
gk
||gk||∞ (5)

Proof. The space of sum of functions gk, k ∈ [1, K] is defined as:

GK+1 =
{︄

GK

⃓⃓⃓⃓
GK =

K∑︂
k=1

gk, gk ∈ Gk

}︄
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We begin by stating that for any choice of {gk}K
k=1 it holds that:⃓⃓⃓⃓

⃓
⃓⃓⃓⃓
⃓∑︂

k

gk

⃓⃓⃓⃓
⃓
⃓⃓⃓⃓
⃓
∞

≤
∑︂

k

||gk||∞ (6)

which follows from the fact that ℓ∞ satisfies the triangle inequality. Additionally,
we note that the minimization of GK+1 considers all the elements in the Cartesian
product×K

k=1 Gk as opposed to the element-wise minimizers mingk
Gk. Now using

these two facts we argue the inequality as follows: if {g∗
k}K

k=1 = arg ming1..gK
GK+1 =

{arg mingk
Gk}K

k=1, the Equation 5 follows trivially by replacing {gk}K
k=1 with {g∗

k}K
k=1

in Equation 6; if {g∗,LHS
k }K

k=1 = arg ming1..gK
GK+1 ̸= {arg mingk

Gk}K
k=1 = {g∗,RHS

k }K
k=1,

we have that:

∑︂
k

⃓⃓⃓⃓⃓⃓
g∗,RHS

k

⃓⃓⃓⃓⃓⃓
∞
≥

⃓⃓⃓⃓
⃓
⃓⃓⃓⃓
⃓∑︂

k

g∗,RHS
k

⃓⃓⃓⃓
⃓
⃓⃓⃓⃓
⃓
∞

≥
⃓⃓⃓⃓
⃓
⃓⃓⃓⃓
⃓∑︂

k

g∗,LHS
k

⃓⃓⃓⃓
⃓
⃓⃓⃓⃓
⃓
∞

Lemma 2. For any function f : X d → R and a partial function class

G = {g | g : X b → R, b < d},

it holds that:
g∗ = arg min

g∈G
||f − g||∞ = 1

|X |
∑︂

x−∈X d−b

f(·, x−) (7)

Proof. For every value in x+ ∈ X b, function f takes |X |d−b values. To construct a
function g∗ that has the minimal ℓ∞ error on all its |X |b input values, we greedily
minimize the error on each of them. For an input value x+ ∈ X b, f(x+, ·) =
[f(x+, x−,1), . . . f(x+, x−,|X |d−b)]. Now to minimize the maximum absolute deviation
to f(x+, ·), g∗(x+) has to be the equally close to each point in f(x+, ·). Thus, we
have that

g∗(x+) = 1
|X |

∑︂
x−∈X d−b

f(x+, x−) =⇒

g∗(·) = 1
|X |

∑︂
x−∈X d−b

f(·, x−)

Proposition 2. Given a hypergraph H = ⟨V , E⟩ of a decentralizable joint utility,
let Ec ⊆ E denote the set of cut hyperedges3 by partitioning P and ˆ︂H = ⟨V, E ′⟩ be
the most accurate utility factorization within P that introduces new hyperedges
En = {e′ | ∃ e ∈ Ec s.t. e′ ⊂ e}. Further, given a hyperedge pair ⟨e, e′⟩, with e ∈ En

3An edge is said to be cut if a partitioning assigns vertices of the edge to different partitions.
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and e ∈ Ec, we denote V+ = {v | v ∈ e′, e′ ⊂ e} and V− = {v | v ∈ e′, e \ e′} and
q̃e,+ = 1

|U−|
∑︁

u′
−∈U− qe(·, u′

−). Then, the minimum estimation error achievable by any
utility function within the family of factorizations determined by P is upper bounded
by the sum of MMDs over all broken factors in the original hyper coordination graph:

min
H′∈P ′

||Q∗
jt −Q∗

jt,H′||∞ ≤
∑︂
e∈Ec

∑︂
e′∈En,e′⊂e

||qe − q̃e,+||∞.

Proof. To approximate the lowest estimation error between ||Q∗ −Q∗ˆ︁H||∞ we note
that in the new hyper coordination graph only hyperedges e′ ∈ En contribute to the
error – achieving the lowest estimation error requires that factors of the set E \ Ec are
estimated perfectly which is possible iff the factorization ˆ︂H satisfies E ′ \ En = E \ Ec.
Thus we have:

||Q∗ −Q∗
H′||∞ = min

qe′ ∈En

⃓⃓⃓⃓
⃓⃓
⃓⃓⃓⃓
⃓⃓ ∑︂
e∈Ec

qe −
∑︂

e′∈En

qe′

⃓⃓⃓⃓
⃓⃓
⃓⃓⃓⃓
⃓⃓
∞

Let m : En → Ec be a surjective mapping, which satisfies m(e′) = e =⇒ e′ ⊂ e.
With m we reorder the terms on RHS to have

min
qe′ ∈En

⃓⃓⃓⃓
⃓⃓
⃓⃓⃓⃓
⃓⃓ ∑︂
e∈Ec

qe −
∑︂

e′∈En

qe′

⃓⃓⃓⃓
⃓⃓
⃓⃓⃓⃓
⃓⃓
∞

= min
qe′ ∈En

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓
∑︂
e∈Ec

∑︂
e′∈En

m(e′)=e

qe − qe′

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓
∞

Applying Lemma 1, we can pull out the outer sum to have:

min
qe′ ∈En

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓
∑︂
e∈Ec

∑︂
e′∈En

m(e′)=e

qe − qe′

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓
∞

≤
∑︂
e∈Ec

min
qe′ ∈En

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

∑︂
e′∈En

m(e′)=e

qe − qe′

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓
∞

As the value RHS depends on the choice of m:

∑︂
e∈Ec

min
qe′ ∈En

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

∑︂
e′∈En

m(e′)=e

qe − qe′

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓
∞

≤
∑︂
e∈Ec

min
qe′ ∈En

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓⃓⃓⃓
⃓⃓⃓⃓ ∑︂
e′∈En
e′⊂e

qe − qe′

⃓⃓⃓⃓
⃓⃓⃓⃓
⃓⃓⃓⃓
⃓⃓⃓⃓
∞

≤
∑︂
e∈Ec

∑︂
e′∈En
e′⊂e

min
qe′
||qe − qe′ ||∞

Finally, we apply Lemma 2 to rewrite the RHS of the above inequality to eliminate
the minimum operator and obtain the final form:

min
H′∈P ′

||Q∗ −Q∗
H||∞ ≤

∑︂
e∈Ec

∑︂
e′∈En
e′⊂e

min
qe′
||qe − qe′ ||∞ =

∑︂
e∈Ec

∑︂
e′∈En
e′⊂e

||qe − q̃e,+||∞,
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This upper bound provides a convenient and easy-to-compute way to estimate the
quality of different graph partitionings. A nice property of the obtained bound is
that it not only considers the quantity and topology of cut hyperedges, as is common
in graph partitioning literature [Kernighan and Lin, 1970; Fiduccia and Mattheyses,
1982], but also considers the functional forms of the cut factors themselves: if a
factor whose deviation between the maximum and marginalized values is huge gets
cut by some partitioning, the corresponding bound term will be correspondingly be
large. In other words, the task criticality of a factor function and the distance the
corresponding cut induces should be proportional, which is true for our metric. We
demonstrate that the proposed metric is aligned with the in Section 6.2.

With the proposed distance metric, we are able to compare different partitionings
quantitatively. While it is an interesting theoretical tool, using this metric to find
good partitionings is not optimal - on top of requirement for access to the underlying
graph structure, it also requires knowing the best joint actions for each factor. In this
thesis we restrain our tests in Section 6 to several manually defined agent partitionings,
for which we compute the upper bound to study how closely the quantity is aligned
with the empirical performance of KASL applied with the corresponding partitioning.
As follow-up work for this thesis, we plan to investigate the formulation of a more
practical distance metric that can be used as a search heuristic for high-quality
partitionings.
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5 Experimental Setup

To test the proposed methods in Section 4, we compare structure leveraging methods
against a number of baseline algorithms on simple matrix games. The environments
are chosen for their simplicity as well as their ability to highlight the problems faced
by the current methods. We begin by describing the investigated environments and
conclude this Section by glancing over the most important implementational details.

5.1 Deadliest Catch

Figure 10: Example layout of the game, with T = 2 island groups, with
assigned fleets T1 = {1, 2} and T2 = {3, 4, 5} - each vessel is marked with
a "harbor" symbol. There are U = 3 fishing spots in each island group;
smaller fishing spots are marked with fish symbols and the whale with
whale tail symbol.

The first environment we present for benchmarking the algorithms is a modified
version of the popular Aloha game [Oliehoek, 2010] called Deadliest Catch. In the
game, a fishing company dispatches T fleets to T island groups. Each island group
hosts U known fishing hotspots. Each vessel thus makes a choice to which fishing
spot u it goes. The task of each vessel is to maximize the total profits from sold
catches for the company.
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It is known that one of the hotspots ūi in each island group i hosts a giant whale
that needs to be fished by all vessels j ∈ Ti of the island group’s fleet Ti to succeed,
otherwise the squid will destroy all the boats trying to catch it. Company can
sell each squid for R units, the smaller catches from other fishing spots for r units.
Company also has to pay P units for repairing wrecked vessels. Thus in summary
the total reward for the company after the campaign is:

rtot =
T∑︂

i=1
ri,

where

ri =

⎧⎪⎪⎨⎪⎪⎩
R if ū = uj ∀j ∈ Ti (8a)
−P if ∃j ∈ Ti s.t. ū ̸= uj (8b)
r otherwise (8c)

Game-theoretically each component plays the classical multi-agent generalization of
the stag-hunt game with shared rewards, also called the climbing game [Castellini
et al., 2019; Claus and Boutilier, 1998]. Each sub-game of the proposed environment
is testing the algorithms capability to avoid relative overgeneralization, and combining
multiple parallel sub-games for the total reward exacerbates the issue.

The game is designed such that each component in the underlying coordination
hypergraph is IGM-factorizable in their rewards. This implies that methods covering
the IGM class of functions should be able to solve the task. The total structure of the
CG is an instantiation of category c in Figure 6, with each component composing of
|Ti| vertices. In the experiments we vary the number of fleets and their corresponding
sizes to test how increasing number of agents and varying amount of sparsity in the
reward affects learning.

5.2 Generalized Firefighting

As a second set of benchmark environments, we introduce an modification of another
popular stateless multi-agent game Generalized Firefighting (GFF) [Oliehoek, 2010].
In the game there are N agents fighting fires in K houses - in general there are Kb

burning houses and Kn = K −Kb non-burning houses. Each agent is assigned to
a precinct with |U| houses, and thus can only fight fires in that area. Whereas in
the original game the reward from each building is subadditive in the number of
agents deployed to extinguish it, we impose a requirement for the minimum number
of agents for each building. The core challenge of the game is then to learn to
allocate the agents efficiently such that every burning house is extinguished with
minimum necessary number of agents. Our modification is motivated by our interest
in how our proposed partitioning distance works with CGs whose factors vary in
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Figure 11: a) GFF-Small buildings and agent precints, b) & c) hypergraph
and clique representations of the task’s CG

their importance to the total utility – the more agents a factor requires, the higher
the gap between the penalties and rewards is and the more it influences the total
reward, which is equal to the sum of individual house rewards:

rtot =
K∑︂

i=1
ri

where

ri =

⎧⎪⎪⎨⎪⎪⎩
m + max{#(i)− 1, 0}/c if i is burning and m ≤ #(i)
−m if i is burning and 0 < #(i) < m

0 otherwise

and #(i) denotes the number of agents that choose to go extinguish house i, m is the
minimum number of agents required for house i and c is the subadditivity coefficient.
Next, we describe two instantiations of GFF, GFF-Small and GFF-Big, which we
use to answer the following questions:

1. Can the disjoint component approximation VFF recover the optimal decentral-
ized policies while breaking the original CG structure?

2. How large impact does the partitioning have on the resulting performance?
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Figure 12: a) GFF-Big buildings and agent precints, b) & c) hypergraph
and clique representations of the task’s CG

3. Does the proposed partitioning distance upper bound have implications on the
empirical performance of a given partitioning?

4. How does KASL compare to flat VFFs and coordination graph modeling
approaches?

Figure 11 gives a visual explanation of the GFF-Small environment. The plot a) of
the figure highlights how the agents are positioned w.r.t. the buildings and what
is that state of each building – there are two burning with m = 1 and one larger
burning building with m = 2. The lightly colored ovals denote the precincts each
agent is responsible for. Note that here, for visualization purposes, each agent’s
precinct size |U| = 2, whereas in the experiments we set it to 4. Plots b) and c)
present hypergraph and clique representations for the coordination graph of the task.
We use this small environment, with population size N = 6, mainly to answer the
questions 1− 3. GFF-Big is shown in Figure 12. The environment features N = 12
agents, and m = 1 for all the burning buildings. In the tests conducted with this
environment, we are mostly looking to answer the questions 2− 4 posed above.
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5.3 Baselines

To understand the strengths and weaknesses of our approaches, we compare them
with a set of carefully chosen baselines. As a simple but naive approach for the tasks
discussed above, we test the Independent Q-Learners (IQL) [Tan, 1993] approach,
which trains a population of Deep Q-Network [Mnih et al., 2013] agents without
addressing the non-stationarity issue discussed in Section 3.1. To measure the benefit
of breaking the original problem into multiple smaller ones according to the DHCG
components, we test QTran [Son et al., 2019], which takes in the entire population.
Theoretically, QTran should be able to learn the optimal policy for the task but we
expect it to be slowed down as N grows. The reasoning is that QTran’s constraints 3a
and 3b to ensure IGM property are not exactly enforced but instead a soft relaxation
of the original problem is solved; when N grows, so does the number of relaxed
optimization constraints thus possibly hurting accuracy of the learned factorization.
In order to understand where our method stands w.r.t. to state-of-the-art VFF
methods, we test the performance of two versions of DCG [Böhmer et al., 2020]
on the proposed environments - with (DCG) and without (CG4) parameter sharing
between payoff and utility functions. We hope that our method is able gain some edge
to the method due to its inability to represent higher-level coordination - by design
it is learning only 2-edges between all pairs of agents. Intuitively, Deadliest Catch
with large component sizes should prove hard to learn with CG/DCG. It has to be
noted that our setup is only fair when comparing our ESL to DCG, both of which are
agnostic to the CG structure in contrast to KESL/KASL. Finally, we compare our
methods against VAST [Phan et al., 2021] which is similar in structure, but seems
limiting in terms of representational capacity as argued in Section 4.1 - specifically
for the DC environments testing the ability to deal with relative overgeneralization,
we expect VAST to be an exceptionally bad fit.

5.4 Implementational details and reporting

In all our experiments, we use ϵ-greedy policy, with ϵ = 1 for data gathering, which
we do for 20,000 environment steps. Each method is run for 10 seeds for every
environment. Evaluation is done every 500 environment steps and to obtain the
evaluation samples we use ϵ = 0. The evaluation samples are used to generate
the curves in Section 6. The shaded areas in the Section’s plots denote the 95%
confidence interval.

Attaching the one-hot encoded agent id the agent-specific input and sharing the
network weights between agents is common practice amongst MARL community to
reduce the number of learnable parameters [Rashid et al., 2018; Wang et al., 2020b;
Chenghao et al., 2021], which we adopt in our experiments. Motivated this idea, we

4we thus overload the CG abbrevation, when there is a chance for confusion, CG refers to the
method



37

further augment inputs to each component mixer with the one-hot encoded group ids
enabling parameter sharing between different component mixers to further increase
the sample-efficiency of our approach. The input dimension for each agent is thus N
and for each QTran mixer’s Qjt N + C.

The agent networks as well as the Qjt- and Vjt-networks of every QTran mixer are all
fully-connected neural networks with two hidden layers with hidden dimensionality
32. We use only ReLU activations [Nair and Hinton, 2010]. We use RMSProp as our
optimizer with learning rate 0.0005, α = 0.99 and ϵ = 0.00001, with gradient clip
with max ℓ2 = 10, as suggested by e.g. [Böhmer et al., 2020]. QTran and SL based
methods use λopt = λnopt = 1.

All our implementations are based the PyMARL [Samvelyan et al., 2019] framework.
Furthermore, for CG and DCG the original implementations from the authors we
used. 5.

5https://github.com/wendelinboehmer/dcg

https://github.com/wendelinboehmer/dcg
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6 Results & Analysis

In the following, we provide empirical evidence to the claims and hypotheses we
have presented in the two previous Sections. We compare the discussed baselines
and our methods based on the obtained test reward throughout training, visualize
some prototypical behavior learned by various methods, investigate the learning
dynamics between flat and modular approaches and perform the most meaningful
ablations on our method varying the underlying coordination graph structure and
reward monotonicity to understand the limitations of each approach.

6.1 Deadliest Catch

Name # agents Fleet sizes fleet target acts ū r-struct (see 8a-8c)
Small-Uniform (SUni) 6 {3,3} [0,1] r = 1, R = P = 5
Big-Uniform4 (BUni4) 12 {4,4,4} [0,1,2] r = 1, R = P = 5
Big-Uniform6 (BUni6) 12 {6,6} [0,1] r = 1, R = P = 5
Big-Diverse5 (BDiv5) 12 {2,5,5} [0,1,2] r = 1, R = P = 5
Big-Diverse6 (BDiv6) 12 {3,3,6} [0,1,2] r = 1, R = P = 5

Table 2: Specifications of the DC environments tested

Deadliest Catch, which we will refer to as DC for the rest of this Section, provides the
most favorable setup from our method’s perspective: the underlying CG has disjoint
components, the number of which is varied, meaning that we don’t need to resort to
component approximation. Our main interest in this particular game is to understand
where is the limit of current VFF methods in terms of population sizes, and whether
or not we can push those limits by utilizing the mutual independence between disjoint
components. Of secondary interest, we want to understand how well can methods
such as DCG approximate k-agent interactions with pairwise edges and how does this
ability deteriorate as k grows; if this is the case, we ask whether or not structured
VFF methods that have no limit in the edge cardinality can provide better results.
We additionally perform tests to probe the effect of varying component sizes on
the VFF approaches - this introduces variation to the difficulty in learning different
component mixers which we hope to be robust against. To test all the presented
questions, we instantiate several versions of DC by varying N and maximum fleet
sizes |Ti| and fleet homogeneity i.e. the difference between fleet sizes; Table 2 specifies
the parameters of each environment.

Figures 13-17 show the overall results on the listed environments. While KESL
demonstrates strong performance over all of the tasks, the unstructured QTran solves
only SUni which features fewer participating agents compared to the other tasks. IQL
quickly and consistenly converges to the performance of 2 in all of the environments,
a trend which is similar to DCG that achieves the performance of around 5-6 in all
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Figure 13: Performances on
SUni

Figure 14: Performances on
BUni4

Figure 15: Performances on
BUni6

Figure 16: Performances on
BDiv5

Figure 17: Performances on
BDiv6

of the environments. Out of the baselines, only CG beats KESL in SUNi and BUni4
but performs poorly on BUni6 and seems to converge prematurely in BDiv6. Let us
next unpack all of this information and try to understand what is going on.
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6.1.1 VFF based approaches

The results from QTran and IQL are consistent with the existing literature. Given
the inability to distinguish between coordinative and uncoordinative actions, IQL
converges to the simplest locally optimal behavior possible in these environments:
each agent learns to take actions that minimize the variance in the reward i.e. the
ones for which there is no penalty, but also the maximum rewards are low. The
matrix (c) in Figure 18 shows an prototypical joint policy learned with IQL in SUni
task - the y-coordinate specifies the agent id and the x-coordinate the greedy action
id. When comparing to the optimal joint policy of matrix (a), one can notice that
IQL seems indeed learns to avoid action 0 for agents 0-2 and action 1 for agent 3-5.
This is exactly a classical case of relative overgeneralization, which IQL is well known
to be prone to [Son et al., 2019; Böhmer et al., 2020]. QTran on the other hand seems
to make nontrivial progress on each of tasks which is to be expected as discussed
in 5.3, but clearly suffers from the increase in N - we will further analyze this issue
at the end of this chapter to understand why KESL improves so drastically upon
QTran.

Figure 18: A typical final greedy policy learned on SUni for all of the
tested methods. The x-coordinate of the matrix tells the agent id i, and
the y-coordinate tells the learned greedy action id u

With the exception of BUni6, KESL is able to fully learn each task in 20k training
steps. In BUni6, inspecting the final policies shows that most of the seeds learn the
task but with some unlucky seeds KESL converges to an early solution with only one
of the two task components solved, similar to the characteristic behavior learned by
DCG in these environments. Matrix (b) of Figure 19 exposes this anomaly. However,
we note that the particular environment proves to be difficult for each of the baselines
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as well due to the rapidly decreasing frequency of positive examples when component
sizes increase; the probability of observing optimal behavior for component Ci with
purely random joint policy, like used in data gathering, is 1/|U||Ci|. This

Figure 19: Representative final greedy policies for each tested baseline
in BUni6. For KESL the unlucky seeds typically learn only one of the
components as shown in matrix (b), which also corresponds to the behavior
of DCG.

KESL’s significant improvements upon flat QTran in all of the presented tasks are
related to its ability to provide higher quality learning signal to individual agents
thanks to the group-wise mixing. To see this, we compare the TD-error of Qjt
and the structure in the agent gradients between flat QTran and KESL throughout
learning. For the latter, we present a measure to quantify the distinguishability of
the underlying graph structure from the agent-wise learning signal. Denote hidden
activations of the last layer of agent network θi with h

(i)
−1, the last linear layer’s weight

matrix with W
(i)
−1, the output of the network with Qi and the matching loss between

Qjt and Q′
jt with LM

6. Then to form our distinguishability measure, we compute the
mean gradients for each agent over a batch of examples:

gi = ∂LM

∂W
(i)
−1

= ∂Qi

∂W
(i)
−1

∂LM

∂Qi

= ∂W
(i)
−1h

(i)
−1

∂W
(i)
−1

∂LM

∂Qi

= ∂LM

∂Qi

h
(i)
−1,

cluster the mean gradients with k-means clustering [Steinhaus et al., 1956]. We also
initially considered performing the clustering on the weights of the agent networks,

6refer to Section 3.1 for more in-depth explanation of this loss
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but found that to be non-trivial as the weights are shared across agents as explained
in Section 4.1. To evaluate the quality of the found clustering, we compute its
Normalized Mutual Information (NMI), given by

NMI(Y ; C) = I(Y ; C)
H(Y ) +H(C) ,

where I denotes the Shannon mutual information, H the Shannon entropy, Y the
ground truth group/graph component labels and C the predicted cluster labels.
Intuitively, NMI quantifies the amount of information that is gained about class
label Y given the knowledge of the cluster label C. The measure is also bounded
within [0, 1] thus making it easier to interpret compared to its unnormalized variant
I(Y ; C). In the case of DC-like games, where agents need to learn to perform the
same action within each group, maximum value of 1 for NMI has the interpretation
that the coordination graph components are fully recoverable from the learning
signals. Recoverability in turn implies that each group of agents receives similar
gradients and that the gradients between groups are dissimilar. On the other end
of the spectrum, value 0 means that the graph structure contains no information
about the distribution of gradients seen by the individual agents. We expect that by
embedding the graph to the architecture, the gradients of KESL will contain more
structural information thus aiding learning.

As motivated by the previous paragraph, the gradient NMI should provide valuable
information about how the learning signal gets distributed back to individual agents.
However, one has to note that as the learning is done via a matching loss, which tries
to fit the Q′

jt to match with Qjt at the maximum, the gradients are hinging on the
quality of the learned Qjt. This is to say that making conclusions just based on the
NMI measure provides an inconclusive image of the differences between QTran and
KESL. To supplement the analysis, Figure 20 illustrates the TD-loss of the Qjt for
both QTran and KESL on a log10 scale. Evidently, KESL structuring improves the
converge of the joint utility function noticeably thus providing more stable targets
for the decomposable joint utility function Q′

jt. This in turn leads KESL agents to
obtain more structured gradients as seen in Figure 21, which finally translates into
higher greedy evaluation performance compared to QTran, as shown in Figure 22.

While studying the TD error and NMI plots provide some insight into what are the
major differences in the learning dynamics between the two learning algorithms, the
latter quantity leaves room for improvement as an instrument for analysis - having
relatively high TD error and NMI values close to 1, a setting which corresponds to the
10k-20k environment step range with QTran, does not seem to translate into quick
learning. Thus interpreting NMI, when it is based on gradients of a matching loss, is
inconclusive on its own. We still include it due to its complementary role when used
in combination with the TD loss to compare different learning processes. Further,
we note that this analysis is enabled by the reward structure of the discussed games
- gradients within groups should be similar because agents need to take same actions
to obtain the maximum reward. Carrying similar analysis over to more complex
stateful games is non-trivial and poses an interesting opening for future work.
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Figure 20: Log10 of the TD
error for Qjt

Figure 21: NMI for the gradient
clusters

Figure 22: KESL vs QTran in
BUni4

6.1.2 Coordination graph based approaches

Compared to QTran, CG seems to be more robust to the increase in N , however this
is certainly not true with varying fleet sizes. A case for this can be made by observing
what happens to the performance of CG when transitioning from 3 uniform fleets of
size 4 in Figure 14 to 2 uniform fleets of size 6 in Figure 15. With smaller fleets, CG
finds the optimal behavior in about 2500 environment steps, whereas increasing the
fleet size to 6 causes CG to become stuck at the level IQL. As stated in 5.3, CG and
DCG represent the value function as a coordination graph with 2-edges, however in
each of the reward components of DC, the k component vertices are connected via
a single k-edge. Now as we increase k for each component we also should expect
the quality of the 2-edge approximation to decrease. Qualitative results for BDiv6
illustrated in Figure 23 also back up this claim: matrix (b) shows a representative
learned joint policy for CG, which successfully recovers the optimal behaviour for
two smaller groups, agents 0-2 and agents 3-5, but completely fails to learn the larger
coordination graph component with six agents. This is in contrast to KESL, which
successfully is able to learn all of the components as shown in matrix (a).
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Figure 23: A typical final greedy policy learned on BDiv6 for all of the
tested methods. The y-coordinate of the matrix tells the agent id i, and
the x-coordinate tells the action id u. Inspecting the behaviors of DCG,
we were able to see two modes of final behavior: those that learn the two
small component as shown in matrix (c) and those that fall victim to
relative overgeneralization and thus avoid the correct actions altogether
as shown in matrix (d). This is why the final confidence intervals are big
for DCG in Figure 17.

The results for DCG in the presented environments are intriguing. As stated in the
beginning of this chapter, the method rapidly converges to a performance of 5-6 in
all of the presented environments. While the method is indeed consistent, it also is
certainly suboptimal. This is somewhat striking due to the fact that CG still is able
to perform very well in the same tasks. Figure 24 gives a hint for the root cause
of this issue. In the plot we show sample variance of payoff function outputs as a
function of the environment steps in BUni4:

Var(f_ij) = 1
|E|

∑︂
(i,j)∈E

(f ij(ai, aj)− µE)2,

where µE denotes the average payoff function output. CG has significantly larger
values for this quantity throughout the learning process denoting larger diversity in
the communication between the agent nodes i.e. DCG has consistently lower variance
in values for each {fij} and {fi}, which leads to similar or even equivalent action
selection across agents when using belief propagation, approach mentioned in Section
3.2. All this is due to the parameter sharing scheme DCG employs and as a result, it
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is prone to getting stuck to a locally optimal behavior where only some components
of the DHCG are learned. This is further backed up by the visualization of DCG
joint policies for SUni and BDiv6 in Figures 18 and 23, respectively. We conclude
that DC presents an example of a task where the original motivation of [Böhmer
et al., 2020] for sharing parameters to gain sample-efficiency is actually harmful and
can lead the algorithm into a premature convergence to a local optimum.

Figure 24: Variance of payoff functions outputs in BUni4. As DCG uses
parameter sharing between learned payoff functions, the diversity in the
functions is smaller leading to more similar behaviours across agents.

To summarize the results and answers to the posed questions in the beginning of
this subsection:

• VFF approaches suffer dramatically from the degradation of sample-efficiency as
the number of participating. If the task structure allows for learning component-
wise mixing, KESL can significantly boost the learning speed over flat methods.

• The improvements in evaluation performance KESL demonstrates over QTran
are attributable to more sample efficient estimation of Qjt and more appropri-
ately structured learning signal.

• A generic trend seen in problems with heterogeneous coordination graph compo-
nents is that the learning of the task progresses sequentially with the smaller or
equivalently easier components learned first. In the experiments, learned compo-
nents seemed quite robust in further training - we did not observe catastrophic
forgetting of components with any of the tested methods.

• The performance of methods estimating the underlying coordination graph by
learning pairwise factors can deteriorate substantially the cardinality of the
underlying graph components increases. KESL provides robustness against
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this kind of variation due to its lack of assumptions on the edge cardinality.
However, KESL does indeed assume that optimal Q-function for the task fulfills
the IGM property.

6.2 Generalized Firefighting

In this subsection, we will investigate structure leveraging for VFF approaches in
environments which do not exhibit exact modularity. Here, due to the undecompos-
able nature of the tasks, we are for the first time forced to come up with a disjoint
approximation of the original CG to break the problem in smaller parts with KASL.
We will first analyse the quality of several different partitionings in GFF-Small with
our proposed partitioning distance upper bound, and then move on to GFF-Big to
verify the soundness of KASL when flat approaches fail due to large population sizes.
In both of instances of the GFF environments, we use subadditivity coefficient c = 2
for both GFF-Small and GFF-Big.

6.2.1 GFF-Small

Agent Precinct Reward Factors
0 {0,1,2,3} {3}
1 {3,4,5,6} {3}
2 {3,7,8,9} {3,9}
3 {9,10,11,12} {9,12}
4 {12,13,14,15} {12}
5 {12,16,17,18} {12}

Table 3: Precincts and reward factors agents belong to.

Figure 25: Ground truth hypergraph H and 3 closest factorizations
induced by partitionings P1,P2 and P3

In this smaller version of the considered GFF environments, the population size is
N = 6 and there are three burning buildings: 3, 9 & 12. For buildings 3 and 12, the
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u2 = 7 . . . 9/3
u1 = 6 u1 = 5 u1 = 4 u1 = 3

u0 = 0 0/1 0/1 0/1 1/1.5
u0 = 1 0/1 0/1 0/1 1/1.5
u0 = 2 0/1 0/1 0/1 1/1.5
u0 = 3 1/1.5 1/1.5 1/1.5 1.5/2

Table 4: Optimal factor function q012. Each action value here denotes the
house an agent chooses to extinguish. Here we visualize the 3-dimensional
table in slices: for agent 2 actions 7 . . . 9 the table slices are a shown in
red, for agent 2’s action 3 the table slice is as shown in blue.

u2 = 3 u2 = 7 u2 = 8 u2 = 9
u3 = 10 0 0 0 −2
u3 = 11 0 0 0 −2
u3 = 12 0 0 0 −2
u3 = 9 −2 −2 −2 2

Table 5: Optimal factor function q23. Each action value here denotes the
house an agent chooses to extinguish.

minimum agent requirement m = 1, whereas for building 9 it is 2. Table 3 shows
the building numbers each agent is responsible for i.e. their precincts, and which
reward factor of the underlying value function they belongs to. In this environment
our main motivation is to see whether or not our proposed partitioning distance
upper bound can predict the empirical performance achieved of KASL by given
partitioning – here we are considering three partitionings P1 = {{0, 1, 2}, {3, 4, 5}},
P2 = {{0, 1}, {2, 3, 4, 5}} and P3 = {{0, 1}, {2, 3}, {4, 5}}. The hypergraph H shown
on the left in Figure 25 depicts the CG of the task, and H′

1 −H′
3 depict 3 closest

disjoint approximations to H, induced by three different partitionings P1 − P3,
respectively. To compute the distance upper bound, given by:

d(H,P) ≤
∑︂
e∈Ec

∑︂
e′∈En,e′⊂e

||qe − q̃e,+||∞,

for each partitioning we first present the optimal factor functions of the original
H. Tables 4 and 5 show the values for factors q012 and q23. The values for q345 are
equivalent to those of q012 so we do not present them separately.

Next, for every broken hyperedge of the original graph e ∈ Ec we take the proper
subedge found in the new factoring e′ ∈ En, e′ ⊂ e and compute the marginal
factor q̃e,+ = 1

|U−|
∑︁

u′
−∈U− qe(·, u′

−). Partitioning P1 breaks edge e23 = {2, 3} into
an empty set, partitioning P2 breaks edge e012 = {0, 1, 2} into e01 = {0, 1} and
partitioning P3 breaks edges e012 = {0, 1, 2} and e345 = {3, 4, 5} into e01 = {0, 1} and
e45 = {4, 5}. We proceed by computing the marginal q̃01, which is shown in Table 6.
q̃∅ denotes an empty factor, which will contribute to the partitioning distance of P1
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u1 = 6 u1 = 5 u1 = 4 u1 = 3
u0 = 0 0.25 0.25 0.25 1.125
u0 = 1 0.25 0.25 0.25 1.125
u0 = 2 0.25 0.25 0.25 1.125
u0 = 3 1.125 1.125 1.125 1.625

Table 6: Marginal factor q̃01

by ||q23 − q̃∅||∞ = ||q23||∞ = 2 . Because factors q̃012 and q̃345 are equivalent, we note
that cutting them will simply double the error incurred by cutting only one of them,
which is why we omit the explicit computation of q̃45 here. With this information,
we compute the upper bounds:

d(H,P1) ≤ ||q23 − q̃∅||∞ = 2
d(H,P2) ≤ ||q012 − q̃01||∞ = 0.75
d(H,P3) ≤ ||q012 − q̃01||∞ + ||q345 − q̃45||∞ = 2 · 0.75 = 1.5

As the factor q23 can induce large errors for factorizations unable to represent the
value of coordinative action 1, partitioning P1 gets ranked as being the furthest
from the original H. This is in stark contrast to evaluating the best factorizations
of each partitioning with e.g. balanced net-cut criterion [Kernighan and Lin, 1970;
Fiduccia and Mattheyses, 1982], which would suggest that H′

1 is the most favorable
factorization: it is balanced in the partition sizes and the only cut edge is the factor
q23 – in contrast H′

2 is highly unbalanced with 2:4 agent ratio between the upper and
lower component and H′

3 breaks both factors q012 and q345.

Figure 26: Performance of
KASL with partitionings P1, P2
and P3

Figure 27: Performances of
KASL-P2 and QTran in GFF-
Small

Convincingly, in this example, the distance measure is aligned with the empirical
performance achieved by KASL – the lower it is, the higher the final evaluation
performance is. Figure 26 shows the performance plots for KASL with each of the



49

partitionings. KASL with P1 gets stuck into suboptimal behavior shown in Figure
28. This highlights the issue of cutting the important q23 edge in H, as the learning
processes of agents 2 and 3 are separated, they cannot learn to distinguish between co-
ordinative and uncoordinative actions and thus experience relative overgeneralization
and learn to fight fires in buildings 3 and 12, respectively.

In Figure 27, we show the performance comparison between KASL-P2 and QTran.
Surprisingly, QTran does not solve the problem perfectly, instead as can be seen
from Figure 28, it gets stuck to suboptimal behavior similar to that of KASL-P1.
We suspect that the reason for this is simply the learning speed: given that KASL is
able to learn on more compact set of agents, it is faster to learn the optimal policy,
provided a consistent value function to an optimal policy is representable by the
employed partitioning.

The two key takeaways from GFF-Small are:

1. The quality of the applied partitioning influences the empirical performance of
the algorithm – important factors, that are highly impactful to the total task
return, must be represented accurately to learn optimal decentralized policies.

2. Despite the non-divisibility of the original CG, we can find useful disjoint
approximations using which we can boost VFF learning.

Furthermore, we conclude the analysis on the partitioning distance metric by stating
that while we have tentatively shown correlation between distance upper bound
and the empirical performance of KASL for a particular partitioning, the evaluation
metric has three central issues:

1. It does not consider the balance of partitions, see next subsection for more
discussion on this.

2. To make any conclusions on the link between the evaluation metric and empirical
performance, we should perform tests on many more CGs and partitionings

3. The computation relies on the knowledge of the optimal factor functions which
can be considered highly privileged information

We nevertheless argue that this investigation provides an interesting starting point
for understanding how to develop a practical CG partitioning distance metrics and
algorithms for very large populations.



50

Figure 28: The y-coordinate is the agent id i, and the x-coordinate the
action id u - agent i taking u-th action corresponds to agent i going to the
u-th house in their precinct specified in Table 3. (Left) Optimal/typical
behaviors of KASL-P2/P3, (Right) Common suboptimal behavior demon-
strated by QTRAN/KASL-P1; agent 2 takes action 0 (goes to house 3)
and agent 3 takes action 3 (goes to house 12), which shows that the
methods avoid the house 9 that needs to be extinguished for the highest
reward.

6.2.2 GFF-Big

In the larger GFF environment we have N = 12 agents each with precinct size
|U| = 4. In this section we analyse several partitionings of the CG presented in
Figure 12 without computing the partitioning distance upper bound, by instead
looking at the number of cut hyperedges and resulting balance of the partitioning.
The number of cut edges of the original graph is proportional to our partitioning
distance, while balanced partitions are desirable because that way all the QTran
mixers of KASL are learning equally complex functions. Note that in the analysis
below, we are actually considering the cuts in the clique representation of the graph
– the motivation for this is to make the notion of hyperedge cut more continuous:
depending on the situation, we might want to have a metric that says that cutting
one agent from a 5-edge incurs less information loss than cutting two agent.

The considered partitionings for KASL are illustrated in Figure 29. By visual
inspection, it is apparent that some partitionings break the graph structure more
than others. The adversarial (ADV) partitioning is chosen to demonstrate the worst
possible way to group the agents - agents are grouped into 4 teams and during this



51

Figure 29: The partitionings considered in the experiments. Red lines
indicate edge cuts induced by the chosen partitioning.

process every edge in the original graph is cut. Intuitively, this should no better
option than independent learning as the mixed agents have no direct influence on
each others’ rewards. On the other hand, the In&Out partitioning (IO) keeps the
original CG mostly intact, while still reducing the burden of individual mixers - the
maximum population size dealt with individual mixer drops from 12 to 8 with IO.
However, IO is not by any means balanced - the outer group is double the size of
the inner group. Corner partitioning (CORNER), has balanced partitions but since
the edges are cut between the agents of the inner "diamond", the graph structure
gets violated to a larger extent. Cross partitioning (CROSS) cuts more edges than
IO but is much more balanced with 3 partitions each of size 4, which make it the
strongest candidate out of the 4.

The results between partitionings are shown in Figure 30. As expected, ADV
partitioning achieves the same performance as independent learning due to breaking
all the CG hyperedges. While the rest three of the partitionings achieve close
to optimal performance, CROSS seems to be the strongest. This matches our
expectation: it is also the one that is most balanced while breaking relatively few
edges.

To understand how KASL compares to flat approaches in the best case scenario, i.e.
when the partitioning enables learning a joint utility that can induce optimal policies
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Figure 30: Performance of
KASL with all partitionings

Figure 31: Performance of
KASL-CROSS compared to
baselines

Figure 32: The y-coordinate is the agent id i, and the x-coordinate the
action id u. KASL-CORNER typically finds the optimal behavior shown
in matrix a), but sometimes converges to a behavior shown in matrix b)
where one building does not get extinguished.

for the environment, we compare the results of KASL-CROSS to the other baselines.
Figure 31 shoes the results. The performances of IQL and QTran are similar to
what was observed in DC environments – the former suffers from non-stationarity
and the latter from the large number of agents. Interestingly, in this environment
DCG actually learns the optimal policy as shown in Figure 32, whereas CG gets
stuck to a suboptimal behavior. The analysis conducted in DC tasks pointed out
that parameter sharing of DCG might be harmful in cases where variable behaviors
between agents are necessary. In this environment, this is not the case: optimally,
most of the agents take the same action, either 0 or 3, and two agents of the "inner"
diamond extinguish the buildings on the inner vertical strip shown in plot a) of
Figure 12. Thus DCG, has initially a good policy and needs to adapt it only slightly
to solve the task. This is in contrast to CG which learns each factor individually.
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While KASL takes its time to reach the near optimal performance, it encouragingly
fares well w.r.t. the baseline approaches. Matrix b) in Figure 32 shows a typical
failure case for KASL. The learned policy is close to being ideal; if agent 4 would
take action 3 the population would achieve maximum reward. We suspect that
this behavior has something to do with fact that CROSS partitioning breaks the
hypergraph edge between agents 4, 5 and 12, the reward component corresponding
to burning building shared by them cannot be modeled accurately, which leads
to non-stationarity in the value of the action corresponding to extinguishing that
building which can cause the agents to ignore that particular reward factor. However,
we defer further investigation on the partitioning quality and their impact on the
learning dynamics to future work.

We conclude the GFF analysis with the following remarks:

• The conducted experiments show that when the underlying CG is undecompos-
able, we can find meaningful disjoint approximations to boost VFF learning.

• The quality of the cut edges has a large impact on the learned decentralized
policies: cutting non-monotonic factors or factors of large reward magnitudes
will cause large discrepancies between the optimal value function and its
factorized estimate, whereas cutting factors with lesser importance might be
even beneficial in terms of learning speed.

• In tentative testing, the proposed partitioning distance upper bound seems to
correlate with the empirical performance of KASL with a given partitioning.
It will serve as a starting point for finding optimal CG partitionings.
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7 Conclusion & Future Work

In this thesis, we have shown tentative results implying that, when possible, injecting
CG information to the value function factorization by learning component-wise
mixing is helpful in increasing the learning speed compared to flat approaches by
providing stabler learning signal. In cases where underlying CG is not decomposable
but still contains approximately separable partitions, we apply modularized VFF
on the partitioned graph retaining high performance. While this work focuses on
the evaluation of several hand-picked partitionings, we will extend the idea of the
partitioning distance metric to automatically finding optimal partitionings. Such
method opens the door for deploying KASL to realistic multi-agent environments
where flat approaches are unusable.

An exciting avenue for further research in this space would be to extend the methods
discussed in this thesis to stateful environments. In the best case, only the factor
functions become state-dependent while the CG topology remains constant. Consider
for example the case of a multi-joint robot, where each joint is modeled as a single
agent: the topology which defined by the agent morphology remains invariant through
time, but at different states of the robot, the value function looks different implying
state-dependence on the factors. We expect that such tasks are in the scope of
KASL-like approaches, and look to test this hypothesis in upcoming work.

Outside of VFF, we recognize the wider potential of methods exploiting CG structure
via e.g. learning hierarchical representations [Ying et al., 2018], which as a process is
similar to graph partitioning. If communication between agents is allowed, as is the
case with the previously mentioned multi-joint robot, an interesting idea would be
to develop a hierarchical message-passing scheme [Zhong et al., 2020] to distribute
information efficiently throughout the entire embodiment of the robot. Roughly
this would entail finding clusters of high-connectivity in the CG, then performing
intra-cluster message passing followed by inter-cluster message passing in order for
each agent to form their representation of the global state. The promise of such an
algorithm is that it would allow nodes far apart to communicate efficiently through
structural abstraction.

Stateful games where the CG topology varies from state to state would prove much
harder for structure leveraging methods. Whereas this thesis has solely focused
on how to leverage the known information about the problem, this class of tasks
would require on-the-fly estimation of the underlying CG. A naive idea would be to
apply once again KESL-like approach but with learned task assigner K. [Phan et al.,
2021] applies this idea by learning the state-dependent subteam assignment with
meta-gradients. However, it is not clear when learning structure is useful and does
not actually hinder the task learning and we leave this question for future work.
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A Ablation: VAST

Figure 33: Log10 of the TD
error for Qjt in BUni4

Figure 34: KASL vs VAST in
BUni4

Figure 35: Log10 of the TD
error for Qjt in GFF-Big

Figure 36: KASL vs VAST in
GFF-Big

As was discussed in Section 3.3, VAST [Phan et al., 2021] proposes a mixing of sums
as to learn a VFF operating on agent abstractions, thus hoping to speed up learning
by allowing the mixer to focus on a more compact input set. VAST can be seen as
our SL methods but with the key difference that the ordering between mixing and
summing is swapped. Thus it is natural to ask what is the best ordering of operations
for structured VFF methods in different environments. In this section, we provide
some guiding results on this question: we report the performances of KESL/KASL
against VAST in one DC environment, BUni4, and in one GFF environment, GFF-
Big. In GFF-BIG, we use the CORNER partitioning for both KASL and VAST.
Here we specifically compare against at the main setup proposed in [Phan et al.,
2021] and note that the authors also state that mixing could be done on subteam
level as well.

Figures 33 and 35 show the log10 of TD loss for the joint utility Qjt, which is massively
higher for VAST compared to KESL/KASL. For BUni4 this is natural; because each
task component is non-monotonic, VAST struggles to model the subteam utilities
accurately. QTran mixing on the team level does mitigate information loss incurred
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during subteam summing. This translates directly to bad performance of VAST
on BUni4. Similar logic applies to GFF-Big, but here VAST is unable to represent
the sub-additivity of each component. With these two simple examples we show
that the additive subteam mixing applied by VAST might become the bottleneck in
performance if the task contains non-monotonic components.
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