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Abstract
In the era of digital communication, reliability and security are established through
trust services such as digital signatures. This thesis explores how digital documents
are signed using public-key cryptography with a specific focus on PDF documents.

The requirements for the development of electronic identification and trust services
in the European Union are defined by the eIDAS Regulation. The PAdES standard by
the European Technical Standards Institute defines a PDF signature profile that meets
the advanced electronic signature level of the eIDAS regulation. This thesis describes
a case example of a software implementation that signs PDF files according to the
PAdES standard using smart cards as the signature creation device. The goal of the
implementation was to create PDF signatures in the highest signature level described
in the PAdES standard, without dependencies on third party PDF reader software.
As a consequence, the implementation described in this thesis is a low-abstraction
solution that can be used to generate the signature structure required by the PAdES
standard based on a raw cryptographic signature. The second focal point of the thesis
is how PDF signatures are inserted into the document structure in a manner that allows
the signatures to be recognized and verified by PDF readers conforming to the PDF
specification.

The PDF signatures created with the described solution were able to be detected and
validated by conforming PDF readers. Additionally, the signatures were recognized
as PDF signatures of the second level of the PAdES standard. The way in which
the PAdES standard was interpreted in this thesis resulted in a time gap between the
retrieval of certificate revocation information and the creation of the cryptographic
signature. This vulnerability prevents the signatures from being recognized as the two
highest-level signatures of the PAdES standard. This thesis suggests an alternative
solution that attempts to raise the signature strength to meet the requirements of the
highest PAdES signature levels.

Keywords PAdES, electronic signature, digital signature, PDF signature, eIDAS
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Tiivistelmä
Digitaalisen viestinnän aikakaudella tietoturvaa ja luotettavuutta vahvistetaan luotta-
muspalveluilla, kuten digitaalisilla allekirjoituksilla. Tässä opinnäytetyössä tutkitaan
miten julkisen avaimen kryptografiaa sovelletaan digitaalisten asiakirjojen allekirjoi-
tusprosesissa.

Työssä keskitytään erityisesti PDF dokumenttien sähköisiin allekirjoituksiin.
eIDAS-asetus määrittelee sähköisen tunnistautumisen ja luottamuspalveluiden vaa-
timukset Euroopan Unionissa. PAdES-allekirjoitus on Euroopan telealan instituutin
(ETSI) määrittämä PDF-allekirjoitusprofiili, joka täyttää eIDAS-asetuksen edistyneen
sähköisen allekirjoituksen vaatimukset. Tässä opinnäytetyössä kuvataan esimerkki oh-
jelmistototeutuksesta, joka allekirjoittaa PDF-tiedostoja PAdES-standardin mukaisesti
käyttäen älykortteja allekirjoituksen luontivälineenä. Tavoitteena oli luoda toteutus,
joka tekee PAdES-standardin korkeimman tason mukaisia PDF-allekirjoituksia ja on
riippumaton kolmannen osapuolen PDF-lukuohjelmistoista. Työssä kuvattu matalan
abstraktion ratkaisu kuvaa, kuinka PAdES-standardin mukainen allekirjoitusrakenne
voidaan luoda raa’an kryptografisen allekirjoituksen perusteella. Lisäksi opinnäy-
tetyö keskittyy kuvaamaan, miten allekirjoitus lisätään PDF-asiakirjan sisäiseen
rakenteeseen siten, että PDF-standardia noudattavat PDF-lukuohjelmat tunnistavat ja
varmentavat allekirjoituksen asianmukaisesti.

Työn kuvaaman toteutuksen tuottamat allekirjoitukset havaittiin ja validoitiin
onnistuneesti PDF-standardia noudattavilla lukijoilla. Allekirjoitukset tunnistettiin
PAdES-standardin toisen tason mukaisiksi allekirjoituksiksi. Tapa, jolla PAdES-
standardia tulkittiin tässä opinnäytetyössä johti lopputulokseen, jossa varmenteen
voimassaolotiedot haetaan ennen kryptografisen allekirjoituksen luomista. Tämä haa-
voittuvuus estää allekirjoitusten tunnistamisen PAdES-standardin kahdella korkeim-
malla allekirjoitustasolla. Tässä opinnäytetyössä ehdotetaan vaihtoehtoista ratkaisua,
jolla pyritään nostamaan allekirjoituksen vahvuutta vastaamaan PAdES-standardin
korkeimpien allekirjoitustasojen vaatimuksia.

Avainsanat PAdES, sähköinen allekirjoitus, digitaalinen allekirjoitus, PDF
allekirjoitus, eIDAS
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Symbols and abbreviations

Abbreviations
AdES Advanced Electronic Signature
APDU Application Protocol Data Unit
ASN.1 Abstract Syntax Notation One
CA Certificate Authority
CAdES CMS Advanced Electronic Signature
CMS Cryptographic Message Syntax
CRL Certificate Revocation List
CSR Certificate Signing Request
DER Distinguished Encoding Rules
DSA Digital Signature Algorithm
DSS Document Security Store
ECDSA Elliptic Curve Digital Signature Algorithm
eIDAS electronic Identification, Authentication, and Trust services
EOF End-Of-File
ETSI European Technical Standards Institute
JAdES JSON Advanced Electronic Signature
JSON JavaScript Object Notation
OCSP Online Certificate Status Protocol
PAdES PDF Advanced Electronic Signature
PDF Portable Document Format
PKCS 7 PKCS 7: Cryptographic Message Syntax
PKI Public Key Infrastructure
QES Qualified Electronic Signature
QSCD Qualified Signature Creation Device
RSA Rivest-Shamir-Adleman
TSA Time Stamping Authority
TST Timestamp Token
URL Uniform Resource Locator
XAdES XML Advanced Electronic Signature
XML Extensible Markup Language
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1 Introduction

The development of digital communication technologies has allowed electronic
documents to replace traditional paper documents across industries. With the increase
in digital communication, the demand for electronic trust services grows accordingly.
In the EU, the eIDAS regulation establishes a foundation for trust services such as
electronic identification and digital signatures. The eIDAS regulation defines the
requirements for signatures in the digital format, which, when met, give electronic
signatures the same legal status as handwritten signatures.

This thesis explores how public-key cryptography is applied in the signing of
digital documents, with a specific focus on electronic signatures for PDF documents.
Portable Document Format (PDF), is a popular file format that has the advantage of
preserving the original document formatting, allowing files to be displayed uniformly
across systems and devices. As a consequence, the versatile format has become the
standard for publishing, printing, archiving, and exchanging electronic documents.

In this thesis, the PDF advanced electronic signature (PAdES) profile based on the
eIDAS regulation provided by the European Technical Standards Institute is examined
through a case example. The highest signature level of the PAdES standard allows
signed PDF documents to be archived in a way that enables long-term validation of
signatures independent of external resources. Hence, the goal of the described case
example is to produce PAdES signatures of the highest strength, using smart cards as
the signature creation device. The implementation examines how a signature structure
can be added to a PDF document in a manner that is in accordance with the PDF
specification. The other focus of the case example is to determine how a signature
structure that complies with the PAdES standard can be formatted based on a raw
cryptographic signature. Additionally, the characteristics and requirements of each
PAdES signature level are explored.

The structure of the thesis is as follows: The relevant theory and applications of
digital signatures and public key cryptography are outlined in Chapter 2. Furthermore,
the eIDAS regulation and the types of electronic signatures defined in the directive are
discussed. Chapter 3 details the PDF document structure and the PDF signature defined
in ISO 32000-1, which serves as the basis for the PAdES signature. In addition, the
PAdES standard and its four consecutive signature levels are described in detail. The
requirements to which the case example was subject are outlined in Chapter 4. This is
followed by a description of the implementation of the case example, with the process
divided into three subtasks. Finally, the implementation and the resulting PAdES
signatures are evaluated, and possible improvements to the solution are discussed in
Chapter 5.



2 Background

Digital signatures are based on complex mathematical functions and cryptographic
keys that are used to create and verify signatures. This chapter covers the basics of
the cryptography behind digital signatures and introduces concepts related to public
key cryptography. The chapter also discusses Public Key Infrastructure (PKI), which
describes how cryptographic keys are associated with natural persons using certificates
to create trust between parties. Finally, the eIDAS regulation of the European Union is
discussed. eIDAS, short for electronic identification, authentication, and trust services,
creates a framework for standardizing digital signatures in the EU.

2.1 Digital Signatures

Signatures are used for authentication and as proof of intent in contracts, agreements,
and official documents. Traditionally, a signature is the signers handwritten personal
marking on a document that indicates approval of the contents. Additionally, a signature
allows for the identification of the signer. In the online world, digital signatures serve
the same purpose as their traditional counterparts and have gained legal validity in
many countries [20]. Digitalization, global e-commerce, and paper reduction for
environmental reasons are some of the driving factors behind the need for digital
signatures.

Digital signatures are based on cryptography. In cryptography, the term encryption
is used to describe the process of using an algorithm to convert plaintext into
ciphertext [6]. The ciphertext does not reveal any information about the plaintext,
so encrypted messages can be reliably delivered over insecure channels without
risking confidentiality. Unauthorized parties cannot derive the plaintext from the
ciphertext as they do not have the access to the secret key used by the encryption
algorithm [6]. The process of using a key to translate the ciphertext back into the
original data is called decryption [6]. The type of cryptography where the same secret
key is used for both encryption and decryption is called symmetric cryptography
[6]. In symmetric cryptography, the communicating parties can establish a secure
communication channel by agreeing on a shared secret [6]. However, establishing
such a trusted channel requires that the parties have a way to securely exchange the
secret key.

In contrast, asymmetric cryptography or public key cryptography does not require
communicating parties to perform key exchange in advance. In public key cryptography,
the subject has a pair of keys consisting of a public key, used for encryption and a
private key, which is used for decryption [6]. The keys depend on each other in such a
way that data encrypted with the public key, which can be freely distributed without
compromising the security of the key pair, can be decrypted with the private key [29].
As a result, anyone can encrypt data with the public key of the intended recipient,
so that only the recipient can decrypt the text with their own private key. Public
key cryptography is computationally more complex than symmetric cryptography,
which is why symmetric methods are preferred in situations where confidential data is
transmitted over networks [6]. It is common practice to employ public key cryptography
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in key exchange to establish the secret key for symmetric cryptography [6].
Digital signatures work analogously to handwritten ones in the sense that they

involve only one signer but many potential signature verifiers [20]. Hence, signatures
should be constructed using a system that does not expect prior knowledge of verifiers
at the time of signature creation [6]. Furthermore, digital signatures should ensure the
integrity and authentication of the signer but they do not require data confidentiality.
Therefore, public key cryptography is applied for digital signatures, as symmetric
cryptography is not suitable for the use case. Digital signatures are based on the
idea that the signer creates a digital signature by signing data with their private key.
This signing function seals the data so it cannot be altered and associates the signer’s
identity with the signed data. Then, anyone with the corresponding public key can
verify the signature without needing access to the private key of the signer [6].

Figure 1: Digital signature creation

The digital signature process, as described in Figure 1, attaches a signature structure
to an electronic document. The signature structure contains a unique set of bytes that
serves as the signature, as well as metadata required for verification [1]. The initial
step in the digital signing process is creating a digest value of the original document
content. A digest is generated using a cryptographic hash function, which takes an
input of arbitrary size and maps it to a fixed size value [29]. Cryptographic hash
functions are one-way functions, which means that it is computationally very hard to
derive the initial data from the digest [29]. Hash functions also guarantee collision
resistance, which ensures that modifying a message without changing the output
hash value is infeasible [29]. MD5, SHA-1 and SHA-2 are popular hash algorithms
[6]. However, weaknesses have been observed in MD5 and SHA-1 as well as its
predecessor SHA-0 and they are no longer considered collision resistant algorithms
[6]. SHA-2 includes SHA-256, SHA-384 and SHA-512, which are considered secure
algorithms with current technology [6]. Furthermore, SHA-3 is the latest addition to
the series of SHA algorithms, with its standard released in 2015 [22].

After computing the digest, the next phase consists of signing the value with the
signer’s private key. RSA, DSA and ECDSA are asymmetric signing algorithms that,
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with the private key, are able to transform the digest into ciphertext that acts as the
signature [1]. RSA, named after its developers Ron Rivest, Adi Shamir, and Len
Adleman, is the first public key algorithm [26], with its reliability depending on the
difficulty of factoring [1][6]. Digital Signature Algorithm (DSA) was designed for
the sole purpose of digital signatures [1][6]. The security of DSA is based on the
hardness of calculating logarithms in a finite field [1]. Elliptic Curve Digital Signature
Algorithm (ECDSA) in turn relies on the complexity of computing logarithms over
the group of elliptic curve points [1].

The last step in Figure 1 is to combine the original document content with a
signature structure to create the final signed document. The signature structure
contains the cryptographic signature and the public key corresponding to the private
key used by the signature algorithm. In addition, the signature structure holds metadata,
such as the algorithms used in the signing process.

Figure 2: Digital signature validation

The signature validation process is described in Figure 2. The first phase is to
extract the original document content, the signature, and the public key of the signer
from the signed document [29]. In addition, the correct digest and signature algorithms
are determined. Following this, the verifier can independently compute the digest of
the original content using the hash algorithm referenced in the signature structure.

In the following step, the verifier uses the public key of the signer to recover the
signed digest from the signature. The recovered value can be compared with the
independently derived digest [29]. Due to the collision-resistant nature of cryptographic
hash functions, any modification to the content of the signed file results in two distinctly
different digest values [29]. Thus, in the final stage of the validation process, the
acceptance of the signature is determined by the equivalence of the two digests.

Although digital signatures serve the same purpose as handwritten ones, they offer
greater protection [20][29]. The two signature methods can be compared in three areas
of information security: authentication, non-repudiation and integrity. Authentication
and non-repudiation in digital signatures are based on the fact that only the signer
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has access to their private key. Hence, when the keys are handled properly, only the
holder of the private key, i.e. the natural person to whom the key has been issued, can
digitally sign in their own name. In turn, anyone with the corresponding public key
can validate the signature, providing authentication of the signer.

In the case of handwritten signatures, validation is not as straightforward. First,
anyone can try to forge a signature, and verifying the authenticity of a signature
based solely on handwriting can be challenging [29]. Machine learning methods
for handwritten signature verification have been reviewed by Hashim et al. [12] and
Muzaffar et al. [11]. Incomplete authentication compromises non-repudiation of
handwritten signatures, as parties initially committed to the document can withdraw
consent, for example, claiming forgery. When it comes to digital signatures, non-
repudiation can be challenged by claiming that the cryptographic keys have been
leaked, but in this case the key holder may be liable for failure to keep the keys secure
[8][2].

Digital signatures mitigate threats towards non-repudiation and integrity by sealing
the content to be signed and the signature structure itself in the signing process [29].
This makes it more difficult for the signer to deny their consent, as the signed content,
the time of signing, and the identity of the signatory are recorded in the signed
document. Computationally linking the content of the document to the signature
also ensures integrity, as any malicious or accidental modification to the agreed upon
contents is detected at verification. The same does not apply to handwritten signatures,
as they are not similarly tied to the content, and the marking can be, for example,
photocopied onto a different document [29].

2.2 Public Key Infrastructure

Public key cryptography allows public keys to be shared across networks without
compromising the security of the key pair, as described in Section 2.1. However,
cryptographic keys themselves do not contain information about their holder or
intended purpose. For example, a valid digital signature is of little importance if there
is no trusted way to confirm the identity of the signer. Additionally, the integrity of
distributed keys must be protected in order for public key cryptography techniques
to be reliably applied on a large scale [1]. Therefore, a Public Key Infrastructure
(PKI) is essential for establishing a foundation of trust for asymmetric cryptography.
PKI provides mechanisms for distributing and managing public keys and defines
operational and security policies [30]. PKI allows users to retrieve public keys with
evidence of their authenticity, thus facilitating the assessment of the trustworthiness of
the keys [21].

In PKI, public keys are distributed in the form of certificates. Certificates are
signed structures that associate key pairs with specific subjects and allow attributes to
be bound to public keys [1]. Certificates are issued by Certificate Authorities (CA)
that are at the highest level of the trust hierarchy in PKI [30]. CAs act as trusted
third parties that, by signing a certificate, certify that the subject associated with the
certificate is indeed the holder of the key pair [29]. As a result, entities can base
their assessment of the trustworthiness of end-user certificates on the reliability of
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the signing CA. CAs use their own public key pair for signing, the corresponding
certificate of which is self-signed.

In theory, anyone with a self signed certificate can act as a CA, but in practice
large companies, organizations, and government agencies are generally considered
trusted CAs in PKI. The Web of Trust model is an alternative to the hierarchical PKI
structure [4]. In the Web of trust model, each user can choose the degree to which they
trust the authenticity of the keys of others [4]. The result is a network in which the
reliability of the path between the communicating parties can be estimated based on
the ratings provided by the users [4]. Compared to the strictly hierarchical model, the
Web of Trust has the advantage of being flexible and adapting to various organizational
structures [4].

In PKI, certificates are issued through Certificate Signing Requests (CSR). A CSR
contains proof of the identity of the applicant and the associated public key. The CSR
is also signed with the private key of the applicant, which proves that the key is indeed
in their possession. After receiving a CSR, the CA performs some authentication of
the subject based on their proof of identity [30]. Separate Registration Authorities
(RA) may also be in operation, in which case CSR verification is their responsibility
[1].

If a private key is compromised or the essential information of a subject changes,
the respective certificate should be revoked [3]. Certificate Revocation Lists (CRL)
and the Online Certificate Status Protocol (OCSP) are common methods to provide
revocation information [3]. A CRL is a signed list of revoked certificates [1], maintained
by the CA or other trusted authority [3]. One drawback of CRLs is that they are
updated periodically, so in cases where up-to-date information is necessary, OCSP or
a combination of CRLs and OCSP is used [10]. OCSP allows the revocation status
of a specific certificate to be queried [10] rather than comparing the certificate with
a CRL. Both CRLs and OCSP status are requested through distribution points that
are maintained by a trusted entity. Long-term archiving of signed documents requires
that signature verification and certificate validation can be achieved independently of
external resources, such as distribution points. Hence, long-term validation (LTV)
requires both the complete CRL and OCSP responses at a certain moment to be present
in a signed document.

CAs are in charge of issuing and managing certificates and revocation information
in PKI. Therefore, in order to prevent overloading one CA and creating significant
bottlenecks, responsibility is often delegated to intermediate CAs. In a strict hierarchy
of CAs, the root CA acts as a trusted root for all entities in the domain under it [1]. In
the strict model, the root CA certifies the first level of intermediate CAs, which in turn
can continue to certify new levels of authorities [1]. Finally, the outermost level of
CAs certifies end-user certificates [1]. In Figure 3, the identity certificate is signed
by an intermediate CA whose certificate is in turn signed by the trusted Root CA.
Certificate validation requires all references and signatures in the certification chain
to be intact. Figure 3 depicts a simple model with only one intermediate CA but in
practice there can be multiple levels in the hierarchy, as long as the references and
signatures in the chain remain whole. Alternatives to the strict hierarchy model in PKI
are described by Adams and Lloyd [1] and Perlman [24].
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Figure 3: Certificate chain

The Internet Engineering Task Force (IETF) X.509 v3 public-key certificates are
the industry standard in modern PKI. IETF standard RFC 5280 [3] defines the latest
version of a profile for X.509 Public Key Infrastructure. Since X.509 certificates are
the most commonly used format for digital certificates [30], the term certificate will
henceforth refer to an X.509 v3 certificate in this thesis. A certificate may contain a lot
of information through different extensions, but certain basic fields are always present
in the structure. Some of the mandatory data found in a certificate are certificate
validity period, subject name and public key, issuer name and signature, and intended
key usage [3]. The certificate structure follows Abstract Syntax Notation One (ASN.1),
which allows serialization and deserialization. During the certificate signing process,
the structure is encoded according to the distinguished encoding rules (DER) of ASN.1
[3].

Digital timestamps are used to record time in PKI, as reliable sources of time
support non-repudiation [1] and LTV. Time Stamping Authorities (TSA) issue Time
Stamp Tokens (TST) that prove that specific data existed at a certain moment. In
practice TSTs are requested from a TSA with time-stamping requests. The requests
include the digest of the content to be timestamped that is attached to the TST. The
token is then signed by the TSA and delivered to the requester via time-stamping
response [31]. The detailed requirements for a TSA as well as time-stamping request
and response formats are defined in RFC 3161 [31].

Even if the components of PKI are implemented according to standards, trust is
not promised. The first prerequisite of PKI is that private keys remain protected from
outside parties. Digital signature laws might hold the owner of a key responsible
for actions committed with it, even if another person or a malicious program was
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using the computer [8]. Therefore, the private key should be protected with strong
passwords on attack resistant devices [8]. Another aspect to consider is the reliability
of the CA. First, the CA must be a trusted entity that can guarantee the information in
the issued certificate and its intended use. Secondly, the CA must implement secure
certificate practices. Improper identification of certificate applicants and incomplete
management of certificate lifetime are factors that threaten trustworthiness [8].

2.3 eIDAS Regulation

The eIDAS Regulation [23] is a legal act of the EU regarding electronic identification,
authentication and trust services. The regulation was passed in 2014 and revised in
2024, replacing the European Union Electronic Signatures Directive of 1999. eIDAS
builds on its predecessor to construct a cross-border and cross-industry framework
for secure electronic transactions. By establishing a uniform foundation for digital
identity and authentication across EU, eIDAS aims to promote digital services and
increase confidence in electronic identification.

Trust services related to electronic signatures, electronic seals and electronic
timestamps are subject to the eIDAS regulation [23]. Electronic signatures and
electronic seals differ from each other on the basis of the creator of the signature or
seal. The creator of an electronic signature is a natural person, whereas an electric
seal is created by a legal person. Otherwise, similar requirements and definitions are
applied to both electronic signatures and seals.

The eIDAS Regulation defines three signature levels that build on top of each
other: electronic signature, Advanced Electronic Signature (AdES), and Qualified
Electronic Signature (QES) [23]. Electronic signature refers to any signature in digital
format. Advanced electronic signature is subject to further requirements. First, the
signatory must be identifiable by being unambiguously linked to the signature. The
signed data must also be tied to the signature in such a way that any modification to
the data is detected. Finally, it should be trusted that the private key used to create the
signature is only in the possession of the signatory.

The final level of signature, the qualified electronic signature, has the same legal
status as a handwritten signature [23]. A QES is an advanced electronic signature
that has been generated using an eIDAS qualified certificate on a Qualified Signature
Creation Device (QSCD). A qualified certificate is issued by a qualified trust service
provider. EU member states are responsible for maintaining lists of trusted providers
and distributing them to the European Commission. Qualified signature creation
devices, such as chip cards, are similarly granted and managed only by qualified trust
service providers. In Finland, qualified electronic signatures can be created using
signing certificates on smart cards issued by the Digital and Population Data Services
Agency [7]. The detailed requirements for qualified certificates and signature creation
devices are described in Annexes 1 and 2 of the eIDAS Regulation [23].
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3 PDF Advanced Electronic Signature

PDF Advanced Electronic Signature (PAdES) is a signature profile [9] published by
the European Technical Standards Institute (ETSI) that describes an eIDAS compliant
electronic signature for PDF documents. This chapter will first describe the basic
syntax and structure of the PDF file. This is followed by a description of the PDF
signature defined in the ISO 32000-1 standard [18] that serves as the basis for the
PAdES signature. Finally, the PAdES standard and the four consecutive PAdES
signature levels are described. The signature levels build on each other to create an
increasingly secure signature that can be validated by third parties and archived for
long-term use.

3.1 Portable Document Format

Portable Document Format (PDF) is a file format first specified by Adobe Systems in
1993, and later standardized as ISO 32000 in 2008 [18]. PDF files are popular for
electronic publishing, printing, and document exchange due to their ability to preserve
original page layout and typographic design regardless of system environment, allowing
files to be displayed consistently across devices and time. The PostScript-based file
format allows text, images, fonts and other types of data to be placed into a fixed
layout, which appears uniformly in different environments.

In its simplest form, a PDF file consists of four basic elements: header indicating
the PDF version, body, cross-reference table, and trailer. From PDF version 1.5
onward, it has been possible to represent the cross reference table and the trailer as a
cross reference stream, causing the trailer and xref keywords to be completely emitted
[18]. These structures are described in Figure 4.

Figure 4: PDF file structure

The content of a PDF document is represented by a sequence of indirect objects
stored in the body of the file. Each object is assigned a unique object number that
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allows it to be referenced by other elements of the file [18]. The latest PDF version,
PDF-1.7, allows eight possible types of objects: Boolean, String, Integer or Real
number, Name, Array, Stream, Dictionary and the null object [18]. PDF objects are
either direct or indirect. Direct objects are embedded in other objects, while indirect
objects have a generation number and an object number. The PDF files in depicted
Figure 4 contain only indirect objects that are enclosed in the obj and endobj keywords.

The cross-reference table or stream stores byte offsets from the start of the file
for each indirect object, which enables them to be accessed randomly through their
respective object number. In turn, the trailer points to the beginning of the cross-
reference table, marked with the startxref keyword [18]. In addition, the trailer
contains general information about the file, for example the number of indirect objects,
stored in the Size entry in Figure 4. In the case of cross reference streams, both byte
offsets and the metadata usually found in the trailer are stored in a single object. The
end of a PDF file is indicated with End-of-file (EOF) character.

PDF/A is a format standardized in ISO 19005 [17], which uses the PDF format
to enable long-term archiving of electronic documents. Another objective of the
PDF/A format is to preserve context and history in the metadata of PDF/A compliant
files. PDF/A restricts some features of the PDF format e.g. font linking, to achieve a
stand-alone document independent of external resources. Thus, a PDF/A conforming
document is especially suitable for long-term preservation. Currently, the PDF/A
standard exists in four generations, with various levels of conformance for PDF files.

3.2 PDF Signature

ISO 32000-1 describes how digital signatures are presented within the PDF structure
[18]. The standard describes an embedded signature as opposed to a signature stored
in a separate document. The PDF signature structure is a dictionary object called the
signature dictionary. The signature dictionary consists of entries that are mandatory
or optional, depending on the characteristics of the signature. Contents is a required
entry that holds the signature value. As described in Figure 1, the signature value is
computed from a digest value. Because the signature structure is embedded in the
file being signed, the signature value itself must be excluded from the bytes from
which the digest is generated. ByteRange entry in the signature dictionary represents
the bytes to be included in the digest. ByteRange is a list that contains the starting
and ending points of the byte intervals covered by the signature. The complete list of
possible signature dictionary entries is defined in Section 12.6. in ISO 32000-1.

Appending a signature to a PDF document requires the internal structure of the
document to be modified [18]. Adding a signature demands not only creating a new
object, the signature dictionary, but also modifying the cross-reference table and
the trailer to complement the changes in the PDF structure. This becomes an issue,
especially when multiple signatures are considered. A signature covers the whole
document, except for the signature value, which means that any modification to the
content invalidates the signature. Thus, if a second signature is added to a signed file,
the modifications demanded by this second signature would invalidate any previous
signatures. Incremental updates serve as a solution to this problem. According to ISO
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32000-1: "If a signed document is modified and saved by incremental update, the data
corresponding to the byte range of the original signature is preserved. Therefore, if
the signature is valid, it is possible to recreate the state of the document as it existed at
the time of signing." [18]. So, incremental updates allow the state of the document to
be preserved at each increment and allow signatures to be validated independently of
each other.

Incremental updates allow new objects, such as signature dictionaries, to be
inserted into a PDF file without corrupting the internal structure. Incremental updates
are appended after the last EOF-character in the PDF document [18]. The update
follows the PDF structure: new objects are contained in the body, which is followed
by a cross-reference table, a trailer, and a new EOF character. It does not duplicate the
objects already defined in the previous structure, but only defines the new and modified
components. The objects in the increment are assigned object numbers that start after
the largest object number in the previous section. Hence, all objects in the entire
document have unique object numbers, and ambiguities are avoided. Respectively, the
cross-reference table of the increment only defines byte offsets for the objects defined
in the incremental update. Instead of generating a new cross-reference table for the
entire document and repeating previously defined offsets, the trailer of the incremental
update references the previous cross-reference table with the Prev keyword. Thus,
conforming PDF readers can resolve references to all objects in a file by iterating
through all cross-reference tables within a document. Figure 5 depicts a simplified
structure of an incrementally updated PDF document. The Prev entry points to the
start of the cross-reference table of the original document, while the xref table of the
incremental update defines the byte offsets of the two new objects.

Adding signatures through incremental updates requires redefining some existing
objects. PDF documents have a global interactive form or Acroform that spans the
entire file and gathers references to all interactive components in the document [18].
Thus, Acroform allows conforming readers to locate interactive components such
as signatures. Acroform needs to be updated whenever interactive components are
appended to a PDF document. In the case of incremental updates, any update to
Acroform replaces previous versions, and each incremental update that adds new
interactive components to the document is required to update the Acroform as well.
Acroform is located in the active root of the file, so editing the Acroform also results in
the need to redefine the root object in the increment.

3.3 PAdES Standard

The eIDAS regulation establishes general requirements for Advanced Electronic
Signature (AdES) but disregards technical details. The European Technical Standards
Institute (ETSI) publishes technical standards that comply with the eIDAS regulation.
The PDF Advanced Electronic Signatures (PAdES) standard describes a signature
profile for PDF documents [9]. The technical standard complies with the requirements
of the AdES signature level defined by the eIDAS regulation. The PAdES signature
is based on the PDF signature in ISO 32000-1 [18]. However, the signature scheme
implements additional attributes that make it consistent with other formats in the AdES

18



Figure 5: The structure of a PDF document updated with an incremental update

signature family.
ETSI has published profiles for various file formats, extending established signa-

ture specifications to make them compatible with ADES-level requirements. XML
Advanced Electronic Signatures (XAdES) [5] and JSON Advanced Electronic Signa-
tures (JAdES) [16] produce signatures in JSON and XML format. CMS Advanced
Electronic Signature (CAdES) signature differs from other signatures in the AdES
family as it can be applied for all types of documents and messages. CAdES is built on
the Cryptographic Message Syntax (CMS) defined in RFC 5652 [14] and the Enhanced
Security Services for S/MIME (ESS) documented in RFC 2634 [13]. Furthermore, the
PAdES standard is based on the CAdES signature [9]. The difference between CAdES
and PAdES signatures for PDF documents is that a plain CAdES signature is stored
in a separate file, where as the PAdES standard defines how the CAdES signature is
embedded into the PDF structure. As a result, a document signed with PAdES adheres
to common practices for PDF files, making signed files compatible with established
PDF tools such as Adobe Acrobat.
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The PAdES standard defines four consecutive levels of signatures: B-B, B-T, B-LT
and B-LTA [9]. As described in Figure 6, the signature at the B-B level consists of
two main elements: the outer structure called the signature dictionary, and the inner
signature structure that is placed into the Contents entry of the signature dictionary [9].
The PAdES standard states the following about the content of a Contents entry: "The
Content key shall contain a DER-encoded SignedData object as specified in CMS
(IETF RFC 5652) as the PDF signature. This CMS object forms a CAdES signature
described in ETSI EN 319 122-1" [9].

The Crytographic Message Syntax describes an encapsulation syntax for digital
signatures. CMS provides data protection for the signed message and enables
information to be associated with the signature using the encapsulating structure
[14]. The CMS object has a nested model, as shown in Figure 6. SignedData
is the outermost CMS structure that, in the case of PDF signatures, references at
most one SignerInfo object [9]. SignedInfo also contains a list of certificates, which
includes at least the signing certificate, although it is good practice to include the
entire certificate chain from the leaf node to the root CA [9]. The SignerInfo object
within the SignedData structure holds the cryptographically computed signature in the
encryptedDigest attribute [14]. The digestAlgorithm and digestEncryptionAlgorithm
properties store the hash and signature algorithms used in the signing process [14].
Finally, authenticatedAttributes is a set that, when DER encoded, forms the data to be
signed [9]. The mandatory signed attributes and their descriptions are summarized in
Table 1. It should be noted that unlike the CMS and CAdES standards, the PAdES
standard requires that the signing-time attribute is not included in authenticated
attributes [9].

The B-T level extends the B-B level by including a trusted time stamp token (TST)
that serves as proof that the signature existed at a certain moment [9]. The TST is
appended to the unAuthenticatedAttributes set in the SignerInfo object, as shown in
Figure 6. The TST is requested from a Time Stamping Authority (TSA). According to
the eIDAS Regulation TSAs are trust service providers, for which member states must
maintain a trusted list [23].

Signed attribute Semantics
message-digest The message-digest attribute specifies the message digest

of the content being signed
signing-certificate-v2 The ESS signing-certificate-v2 attribute is a signing certifi-

cate attribute using a hash algorithm different from SHA-1
content-type The content-type attribute indicates the type of the signed

content

Table 1: Semantics of the PAdES-B-B level signed attributes in a CAdES signature
[27]

The next level signature B-LT incorporates elements that are the prerequisite
for long-term validation [9]. Long-term validation enables long-term archiving,
preserving certificate validation data in case the services providing them are no longer
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Figure 6: Structure of PDF files signed with PAdES-B-B (left) and PAdES-B-T (right)
level signatures

operational in the future. The information required by long-term validation is stored
in a Document Security Store (DSS), which is a separate object from the signature
dictionary [9]. The DSS contains certificate validation information for all signatures
in a signed document, meaning it is cumulative and updated with each new signature
added to the file. The DSS comprises of the Certs entry, which is a list of all signing
certificates used in the document, and CRL and OCSP responses corresponding to
each signature recorded in the CRLs and OCSPs entries [9]. The entire structure of
the B-LT level signature is depicted in Figure 7.

Finally, the B-LTA level is the highest signature level defined in the PAdES
standard, with its structure described in detail in Figure 7. The B-LTA level adds a
document timestamp, which provides a reliable time for the existence of validation
data in the DSS [9]. The document timestamp is an independent signature dictionary,
with a trusted TST as the signature value [9]. A document timestamp acts as proof that
the document, including all signature values, existed in its exact form at the time the
timestamp was applied [9]. The document time stamp is independent of the identities
of any signatories, which means that the contents of the document remain valid even
if the certificates of individual signers expire or are revoked.
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Figure 7: Structure of PDF files signed with PAdES-B-LT (left) and PAdES-B-LTA
(right) level signatures
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4 Implementation

The objective of this thesis is to construct a software tool that allows PDF files to be
signed according to the ETSI PAdES standard described in Chapter 3. This chapter
describes the starting point for development as well as the requirements for the case
example and the resulting signed files. The implementation is examined from the
perspective of three consecutive tasks, the first of which is implementing the CMS
signature. The CMS signature is followed by the creation of the PDF signature and
finally the PAdES signature. The implementation of the PAdES signature is described
for all four signature levels.

4.1 Starting Point and Requirements

The implementation is built as part of the Atostek ID smart card reader application.
Smart cards are suitable for electronic identification and signing because they can
securely store data such as private keys and public key certificates. Smart card
systems ensure data security, so that unauthorized entities cannot access the data or
computational capabilities of smart cards [19]. Furthermore, smart cards provide
data integrity, ensuring that stored data cannot be modified and remains available
to authorized entities [19]. The body of a smart card contains an embedded circuit
that allows data to be stored in a manner that guarantees that it cannot be read from
outside the card [25]. Hence, the saved information can only be processed on the
card’s internal processing unit [25]. The cardholder is authenticated using a PIN code,
and the data stored on the card and its computing capabilities can only be accessed if
the code entered by the user matches the code saved on the smart card [19].

The Atostek ID smart card reader application implements an Application Protocol
Data Unit (APDU) interface, which serves as the starting point for development.
APDUs are designed to carry requests and responses between a smart card and a smart
card reader [25]. The APDU interface, which is responsible for card communication,
has been tested and is actively in production. The APDU API implements an endpoint
for creating raw signatures on a smart card for data chosen by the user. Smart cards
can store multiple private keys and the corresponding public key certificates, so the
signing process includes prompting the user to choose one of the certificates to be used
for signing. The intended use of a key is indicated through the key usage extension of a
public key certificate [15]. In the case of digital signatures, only certificates that have
the nonRepudiation bit set are suitable for signing [15] and thereby are only available
to the user for selection. After choosing a singing certificate, the user is asked for the
PIN code corresponding to the chosen certificate. The code is validated, after which
the raw signature is returned to the user. The singing functionality is compatible with
smart cards that support the RSA or ECDSA signing algorithms, while the application
supports hash algorithms from the SHA-2 family.

Since the application already has a working interface for creating raw signatures,
development focuses on formatting the signatures according to the PAdES standard.
Both the PDF signing process and the resulting signed files are subject to various
requirements. The baseline requirement for development is that the application should
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allow users to sign PDF files from the local file system using a smart card. The signing
process should strive to embed the highest PAdES level signature whenever possible in
such a way that the original document content remains unchanged. Another important
requirement for the implementation is that signed files should be able to be signed
multiple times while maintaining the validity of any previous signatures. The case
example should be able to handle all PDF files regardless of the PDF version or the
application with which the PDF document was created. The signed files are also
required to remain compatible with the most common PDF software, and signatures
are expected to be verifiable with several tools. Additionally, the implementation is
required to be compatible with the PDF/A format.

The Atostek ID smart card reader application is implemented in C++ and Qt, so
the case example uses the same technologies to align with the existing code base and
ensure consistency. In addition, the implementation uses third-party libraries that are
required to support cross-platform compatibility and allow proprietary use. OpenSSL1

is used to create and process signature structures, and the qpdf library2 is used to
preprocess the PDF files to be signed. A signature verifier software by the Digital and
Population Data Services Agency in Finland (DVV) 3 and a validation tool based on
the European Commissions Digital Signature Services (DSS) framework 4 are used to
evaluate the implementation. The development is divided into three subsequent tasks:
implementing the CMS signature, embedding signatures into PDF files according to
the ISO 32000-1 standard, and increasing the embedded signature strength to meet
PAdES signature levels described in Section 3.3.

4.2 Cryptographic Message Syntax

The Crytographic Message Syntax (CMS) details a signature structure that allows
attributes to be signed along with the payload. The CMS signature serves as the basis
for the CAdES and PAdES signatures, for which the first task in the development
process is to implement the CMS signature using the existing APDU interface. The
library selection process focused on OpenSSL1 , which implements basic cryptographic
functions and definitions and has a CMS API to create and verify CMS signatures.
The CMS API implements singing functionality with CMS_sign() that creates a
CMS signature using the certificate and key given as reference parameters. However,
combining the high-level CMS_sign() function with the APDU interface is not
straightforward and does not offer enough control over the intermediate steps of the
signature process. Thus, it was observed that the chosen library should allow low-level
manipulation of the CMS object and its substructures so that the CMS signing process
can be adapted to the existing flow of the APDU interface. The chosen method
should also allow the CMS signature structure to be further refined to meet the PAdES
specifications.

1https://openssl-library.org/
2https://qpdf.sourceforge.io/
3https://dvv.fineid.fi/en/validation
4https://ec.europa.eu/digital-building-blocks/DSS/webapp-demo/validation
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The OpenSSL CMS API implements high-level functionality and does not expose
the internal details of the CMS object. This prevents CMS objects from being
directly accessed or manipulated. The CMS API also does not implement an endpoint
to retrieve the data to be signed, which is a collection of authenticated attributes.
Therefore, the CMS object and API are found to be unsuitable for the use case. Instead,
PKCS 7 objects have a public model in OpenSSL that allows the PKCS 7 object
and its components to be directly accessed and modified. The development plan is
to use the structures defined in the PKCS 7 library together with the ASN.1 library
to incrementally build a CMS signature. Consequently, the resulting CMS signing
process has four phases: creating the authenticated attributes, singing the DER encoded
authenticated attributes on the smart card, creating the SignerInfo structure using
the PKCS 7 library, and enveloping SignerInfo into the outermost SignedData object
defined in PKCS 7. The chosen implementation method requires special attention to
memory management, as the lower abstraction provided by PKCS 7 leaves memory
management as the responsibility of the implementation.

Attribute Definition CMS [14] CAdES [27] PAdES [9]
content-type clause 11.1,

RFC 5652
[14]

Mandatory Mandatory Mandatory

message-
digest

clause 11.2,
RFC 5652
[14]

Mandatory Mandatory Mandatory

signing-time clause 11.3,
RFC 5652
[14]

Optional Mandatory Not Allowed

signing-
certificate

clause 5.4,
RFC 2634
[13]

Optional Conditional Conditional

signing-
certificate-v2

clause 4, RFC
5035 [28]

Optional Conditional Conditional

Table 2: CMS, CAdES and PAdES signature authenticated attributes

The authenticated attributes required by CMS, CAdES and PAdES signatures are
presented in Table 2. The content-type and message-digest attributes are mandatory
in each of the signature types. The CAdES signature, which corresponds to the
CMS signature in terms of its use case, also requires signing-time to be present.
The signing-time attribute describes the time at which the signing process has been
initiated. This differs from timestamp tokens in that TSTs are used to prove the
existence of a signature after it has been created. The signing-time attribute in the
CAdES signature is a representation of a specific moment derived from the internal
clock of the system, while TSTs are signed structures requested from time stamping
authorities. PAdES signature standard explicitly prohibits the use of the signing-time
attribute in the authenticated attributes. Both CAdES and PAdES signatures require
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either signing-certificate or signing-certificate-v2 to be incorporated into the signed
attributes. The signing-certificate attribute represents the signing certificate using the
SHA-1 algorithm [27]. In contrast, signing-certificate-v2 contains the representation
of the signing certificate using a hash algorithm other than SHA-1 [27]. As discussed
in Section 2.1, SHA-1 has been found to have weaknesses, so naturally development
focuses on the signing-certificate-v2 attribute.

The contentType and messageDigest authenticated attributes are created and added
to the stack of attributes in Listing 1. The type and values of the attributes have been
interpreted from the relevant standards and converted to the corresponding ASN.1
representation using the ASN.1 library of OpenSSL.

1 #include "openssl/x509.h"

2 #include "openssl/asn1.h"

3 #include "openssl/x509v3.h"

4 #include "openssl/asn1t.h"

5 #include "openssl/stack.h"

6

7 // Initialize authenticated attributes

8 STACK_OF(X509_ATTRIBUTE)* auth_attrs = sk_X509_ATTRIBUTE_new_null();

9

10 // Create contentType attribute

11 ASN1_OBJECT *obj = OBJ_nid2obj(NID_pkcs7_data);

12 X509_ATTRIBUTE *contentAttr = X509_ATTRIBUTE_create(NID_pkcs9_contentType,

V_ASN1_OBJECT, obj);

13 if(!contentAttr) {

14 ASN1_OBJECT_free(obj);

15 // Log error message and throw exception

16 }

17 sk_X509_ATTRIBUTE_push(auth_attrs, contentAttr);

18

19 // Create messageDigest attribute, cmsDigest contains digest computed over the

bytes to be signed

20 ASN1_OCTET_STRING *octet_str = ASN1_OCTET_STRING_new();

21 const unsigned char *data = reinterpret_cast<const unsigned char *>(cmsDigest.

constData());

22 ASN1_OCTET_STRING_set(octet_str, data, cmsDigest.length());

23 X509_ATTRIBUTE *digestAttr = X509_ATTRIBUTE_create(NID_pkcs9_messageDigest,

V_ASN1_OCTET_STRING, octet_str);

24 if(!digestAttr) {

25 ASN1_OCTET_STRING_free(octet_str);

26 sk_X509_ATTRIBUTE_pop_free(auth_attrs, X509_ATTRIBUTE_free);

27 // Log error message and throw exception

28 }

29 sk_X509_ATTRIBUTE_push(auth_attrs, digestAttr);

Listing 1: Creating the contentType and messageDigest authenticated attributes

However, the signingCertificateV2 attribute has a more complex structure. The
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attribute consists of a collection of signingCertificateV2 objects that in turn, encapsulate
information about the signing certificates. The digest of the certificate data and an
identifier for the hash algorithm used to compute the digest are mandatory information
in a signingCertificateV2 structure. Issuer and serial is an optional attribute, which can
be omitted without sacrificing the integrity of the attribute: "The information in the
IssuerSerial element is only a hint that can help to identify the certificate whose digest
matches the value present in the reference. But the binding information is the digest of
the certificate" [27]. Ultimately, to maintain low-level control of the CMS structure
and its elements, the ASN.1 representation of the signingCertificateV2 attribute is
defined manually, as shown in Listing 2.

1 #include "openssl/x509.h"

2 #include "openssl/asn1.h"

3 #include "openssl/x509v3.h"

4 #include "openssl/asn1t.h"

5 #include "openssl/stack.h"

6

7 // Defining SigningCertificateV2 structure

8 typedef struct {

9 X509_ALGOR *hashAlgorithm;

10 ASN1_OCTET_STRING *certHash;

11 PKCS7_ISSUER_AND_SERIAL *issuerSerial; // OPTIONAL, not used here

12 } ESSCertIDv2;

13

14 ASN1_SEQUENCE(ESSCertIDv2) = {

15 ASN1_SIMPLE(ESSCertIDv2, hashAlgorithm, X509_ALGOR),

16 ASN1_SIMPLE(ESSCertIDv2, certHash, ASN1_OCTET_STRING),

17 ASN1_OPT(ESSCertIDv2, issuerSerial, PKCS7_ISSUER_AND_SERIAL) // OPTIONAL, not

used here

18 } ASN1_SEQUENCE_END(ESSCertIDv2);

19

20 IMPLEMENT_ASN1_FUNCTIONS(ESSCertIDv2)

21

22 DEFINE_STACK_OF(ESSCertIDv2)

23

24 typedef struct {

25 STACK_OF(ESSCertIDv2) *certs;

26 } SigningCertificateV2;

27

28 ASN1_SEQUENCE(SigningCertificateV2) = {

29 ASN1_SEQUENCE_OF(SigningCertificateV2, certs, ESSCertIDv2),

30 } ASN1_SEQUENCE_END(SigningCertificateV2);

31

32 IMPLEMENT_ASN1_FUNCTIONS(SigningCertificateV2)

Listing 2: Definitions for signingCertificateV2 attribute

Listing 3 shows how the definitions for the signingCertificateV2 attribute were
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used to convert the object to an X.509 attribute that is added to the collection of
authenticated attributes. For simplicity, it has been decided that the SHA256 algorithm
is always used to create the digest of the certificate data. An alternative implementation
utilizing the definitions from the ESS library in OpenSSL is presented in Listing 4.
This solution is not tested, as the approach using the definitions shown in Listing 2 has
been found to produce accurate representations of the signingCertificateV2 attribute,
and the alternative has not been taken into production.

1 QCryptographicHash::Algorithm hashAlgo = QCryptographicHash::Sha256; // always

SHA256 for certDigest

2 QByteArray certDigest = QCryptographicHash::hash(cert.GetCertificateData(),

hashAlgo);

3

4 // Create signingCertificatev2 attribute

5 ESSCertIDv2 *essCertIDv2 = ESSCertIDv2_new();

6 essCertIDv2->hashAlgorithm = X509_ALGOR_new();

7 X509_ALGOR_set_md(essCertIDv2->hashAlgorithm, EVP_sha256()); // always SHA256 for

certDigest

8 essCertIDv2->certHash = ASN1_OCTET_STRING_new();

9 const unsigned char *certdata = reinterpret_cast<const unsigned char *>(

certDigest.constData());

10 ASN1_OCTET_STRING_set(essCertIDv2->certHash, certdata, certDigest.length());

11

12 SigningCertificateV2* signingCertv2 = SigningCertificateV2_new();

13 sk_ESSCertIDv2_push(signingCertv2->certs, essCertIDv2);

14

15 unsigned char *der_datanew = nullptr;

16 int der_length2 = i2d_SigningCertificateV2(signingCertv2, &der_datanew);

17 if (der_length2 < 0) {

18 SigningCertificateV2_free(signingCertv2);

19 X509_ATTRIBUTE_free(digestAttr);

20 X509_ATTRIBUTE_free(contentAttr);

21 // Log error message and throw exception

22 }

23

24 X509_ATTRIBUTE *certAttr = X509_ATTRIBUTE_new();

25 X509_ATTRIBUTE_set1_object(certAttr, OBJ_nid2obj(

NID_id_smime_aa_signingCertificateV2));

26 X509_ATTRIBUTE_set1_data(certAttr, V_ASN1_SEQUENCE, der_datanew, der_length2);

27 if(!certAttr) {

28 X509_ATTRIBUTE_free(contentAttr);

29 X509_ATTRIBUTE_free(digestAttr);

30 // Log error message and throw exception

31 }

32 sk_X509_ATTRIBUTE_push(auth_attrs, certAttr);

Listing 3: Creating the signingCertificateV2 authenticated attribute
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1 #include <openssl/ess.h>

2

3 // Create signingCertificateV2 attribute

4

5 // Get the signing certificate as X509*

6 QByteArray certData = cert.GetCertificateData();

7 const unsigned char* p = reinterpret_cast<const unsigned char*>(certData.

constData());

8 X509* userCert = d2i_X509(NULL, &p, certData.size());

9

10 STACK_OF(X509) *cert_stack = sk_X509_new_null();

11

12 // Last parameter is a boolean that defines if issuer and serial is added

13 ESS_SIGNING_CERT_V2 *essCertv2 = OSSL_ESS_signing_cert_v2_new_init(EVP_sha256(),

userCert, cert_stack, 0);

14 if (!essCertv2) {

15 sk_X509_pop_free(cert_stack, X509_free); // Free cert stack

16 sk_X509_ATTRIBUTE_pop_free(auth_attrs, X509_ATTRIBUTE_free); // Free other

authenticated attributes

17 // Log error message and throw exception

18 }

19

20 unsigned char *der_datanew = nullptr;

21 int der_length2 = i2d_ESS_SIGNING_CERT_V2(essCertv2, &der_datanew);

22 if (der_length2 < 0) {

23 ESS_SIGNING_CERT_V2_free(essCertv2);

24 sk_X509_ATTRIBUTE_pop_free(auth_attrs, X509_ATTRIBUTE_free); // Free other

authenticated attributes

25 // Log error message and throw exception

26 }

27

28 // Convert ESS_SIGNING_CERT_V2 to an X509_ATTRIBUTE

29 X509_ATTRIBUTE *certAttr = X509_ATTRIBUTE_new();

30 X509_ATTRIBUTE_set1_object(certAttr, OBJ_nid2obj(

NID_id_smime_aa_signingCertificateV2));

31 X509_ATTRIBUTE_set1_data(certAttr, V_ASN1_SEQUENCE, der_datanew, der_length2);

32 if(!certAttr) {

33 sk_X509_ATTRIBUTE_pop_free(auth_attrs, X509_ATTRIBUTE_free); // Free other

authenticated attributes

34 // Log error message and throw exception

35 }

36

37 sk_X509_ATTRIBUTE_push(auth_attrs, certAttr);

Listing 4: Creating the signingCertificateV2 authenticated attribute using definitions
form the OpenSSL ESS library

The finalized authenticated attributes are placed into the surrounding object called
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SignerInfo. The DER encoded format of the attributes forms the data to be signed,
which is sent to the smart card for signing. The SignerInfo object is created using the
OpenSSL PKCS 7 definitions, as shown in Listing 5. In the case of the CMS signature,
the authenticated attributes are left undefined. However, PAdES-B-T level signature
requires a timestamp token to be added as an unsigned attribute, which is described in
Section 4.4.

1 // Create the signer info structure

2 PKCS7_SIGNER_INFO* signerInfo = PKCS7_SIGNER_INFO_new();

3

4 signerInfo->version = CMSHandler::QStringToASN1Integer("1");

5 signerInfo->issuer_and_serial = issuerAndSerial;

6 signerInfo->digest_alg = digestAlgo;

7 signerInfo->auth_attr = auth_attrs;

8 signerInfo->digest_enc_alg = signAlgo;

9 // Signature is added in the final step

10 signerInfo->enc_digest = NULL;

11 // No additional attributes or key required

12 signerInfo->unauth_attr = NULL;

13 signerInfo->pkey = NULL;

Listing 5: Populating the SignerInfo object

According to the CMS standard, the SignerInfo object must contain a signerIden-
tifier attribute, which can be either an issuerAndSerial or a subjectKeyIdentifier object
[14]. The PKCS 7 library implements definitions for the issuerAndSerial attribute, for
which it is chosen as the signerIdentifier. Hence, the value of the version attribute
must be set to 1: "version is the syntax version number. If the SignerIdentifier is the
CHOICE issuerAndSerialNumber, then the version MUST be 1. If the SignerIdentifier
is subjectKeyIdentifier, then the version MUST be 3" [14].

Furthermore, the algorithm used to create the digest of the signed data and the
signing algorithm are converted to ASN.1 structures and added to the SignerInfo
object. In Listing 6 the digestAlgo always targets the SHA256 hash algorithm as the
user interface does not allow users to specify which hash function to employ. The
signatureAlgorithm attribute depends on the signing certificate chosen by the user.
For certificates supporting the RSA algorithm, the value of signAlgo is always the
RSA encryption object identifier. The object identifier of the ECDSA algorithm is
dependent on the hash algorithm used. As discussed, in the case of PDF signatures,
the digest algorithm is constant due to limitation of the user interface, so the choice of
the algorithm object identifier is unambiguous.

1 // Get digest algorithm as ASN1 object

2 // Always SHA256 for PDF signatures

3 ASN1_OBJECT* algObject = OBJ_nid2obj(NID_sha256);

4 X509_ALGOR *digestAlgo = X509_ALGOR_new();

5 if(1 != X509_ALGOR_set0(digestAlgo, algObject, V_ASN1_NULL, NULL)){

6 X509_ALGOR_free(digestAlgo);

7 ASN1_OBJECT_free(algObject);
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8 X509_free(userCert);

9 PKCS7_ISSUER_AND_SERIAL_free(issuerAndSerial);

10 sk_X509_ATTRIBUTE_pop_free(auth_attrs, X509_ATTRIBUTE_free);

11 // Log error message and throw exception

12 }

13

14 // Get signing algorithm as ASN1 object

15 // For cms use PKCS#1 rsaEncryption object identifier for

digestEncryptionAlgorithm

16 X509_ALGOR *signAlgo = X509_ALGOR_new();

17 ASN1_OBJECT *signObject;

18 if(cert.getSignatureAlgorithm() == QSsl::KeyAlgorithm::Rsa){

19 signObject = OBJ_nid2obj(NID_rsaEncryption);

20 }

21 else {

22 // Always SHA256 for PDF signatures

23 signObject = OBJ_nid2obj(NID_ecdsa_with_SHA256);

24 }

25 if(1 != X509_ALGOR_set0(signAlgo, signObject, V_ASN1_NULL, NULL)){

26 X509_ALGOR_free(signAlgo);

27 X509_ALGOR_free(digestAlgo);

28 X509_free(userCert);

29 PKCS7_ISSUER_AND_SERIAL_free(issuerAndSerial);

30 sk_X509_ATTRIBUTE_pop_free(auth_attrs, X509_ATTRIBUTE_free);

31 // Log error message and throw exception

32 }

Listing 6: Creating the digestAlgorithm and the signatureAlgorithm attributes

The SignerInfo is encapsulated in the outermost SignedData object. Listing 7
demonstrates how the SignedData object is populated with the SignerInfo structure
and the signing certificate, which is placed into the certificates entry using a function
of the PKCS 7 library rather than manually manipulating the structure. The PKCS 7
object is set as detached, which means that the bytes to be signed are not included in the
CMS signature structure. In the case of PDF files, attaching the original signed bytes
into the signature structure is not necessary as the signature is embedded in the PDF
and hence the signed bytes can be independently read by the verifier. Including the
signed bytes to the signature structure would also result in arbitrarily sized signatures,
which poses a serious challenge to file size management. Finally, the cryptographic
signature is positioned in the signerInfo object. This completes the PKCS 7 structure,
which, when encoded by DER, acts as the CMS signature.

1 // Create the final cms signature structure

2 PKCS7* response = PKCS7_new();

3 if (!PKCS7_set_type(response, NID_pkcs7_signed)) {

4 X509_free(userCert);

5 PKCS7_SIGNER_INFO_free(signerInfo);

6 // Log error message and throw exception
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7 }

8

9 if (!PKCS7_content_new(response, NID_pkcs7_data)) {

10 X509_free(userCert);

11 PKCS7_SIGNER_INFO_free(signerInfo);

12 PKCS7_free(response);

13 // Log error message and throw exception

14 }

15

16 // PDF signatures are detached

17 PKCS7_set_detached(response, 1);

18

19 // Set signerInfo into signedData

20 if(1 != PKCS7_add_signer(response, signerInfo)){

21 PKCS7_SIGNER_INFO_free(signerInfo);

22 PKCS7_free(response);

23 // Log error message and throw exception

24 }

25

26 // Add signing certificate

27 if( 1 != PKCS7_add_certificate(response, userCert)){

28 X509_free(userCert);

29 PKCS7_SIGNER_INFO_free(signerInfo);

30 PKCS7_free(response);

31 // Log error message and throw exception

32 }

33

34 // Add certificate chain using PKCS7_add_certificate()

35 /* REDACTED */

36

37 // Get signed data as ASN1 string

38 ASN1_OCTET_STRING *sig = ASN1_OCTET_STRING_new();

39 const unsigned char *sigData = reinterpret_cast<const unsigned char *>(

hashedSignedData.constData());

40 ASN1_OCTET_STRING_set(sig, sigData, hashedSignedData.length());

41

42 // signerInfo->enc_digest is overwritten by PKCS7_add_signer so adding the

signature value manually

43 STACK_OF(PKCS7_SIGNER_INFO) *signers = PKCS7_get_signer_info(response);

44 PKCS7_SIGNER_INFO *signer_info = sk_PKCS7_SIGNER_INFO_value(signers, 0);

45 signer_info->enc_digest = sig;

Listing 7: Constructing the CMS signature object
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4.3 PDF Signature

The following task is to embed the CMS signature in the PDF file to be signed
according to the ISO 32000-1 specifications. One of the key requirements for the
implementation is that a PDF file should be able to be signed multiple times while
still preserving the previous state of the document, as well as the validity of any
signatures. Thus, the only suitable solution for attaching signatures to the document is
through incremental updates, as discussed in Section 3.2. Creating an incremental
update to an existing PDF in C++ requires a library or other solution that supports
low-level manipulation of the PDF structure. PoDoFo5 is a C++ library that supports
incremental updates and PAdES-B level signatures. However, the license of the library
does not meet the implementation requirements. Eventually, manual manipulation
of PDF files by writing raw data to the byte stream of the file was chosen as the
implementation method in the absence of suitable libraries. This method is error-prone,
so the development requires precision to preserve the integrity of the PDF structure.
Therefore, the qpdf library 2 is used to preprocess the PDF document to be signed.
Preprocessing the file is essential to maintain the validity of the PDF, and execution of
the signing process is terminated if the PDF document chosen for signing is corrupted
and therefore cannot be handled further.

The preprocessing of the PDF file with the qpdf library is initiated by calling the
processFile() function. The function returns an element tree representing the PDF
structure, or throws an error if the file does not adhere to PDF standards. Listing
8 demonstrates how the root object of the file to be signed is parsed to recover the
values of the cumulative components of the Acroform entry. Signatures are interactive
components that need to be referenced by Acroform so that PDF readers can locate them
accurately, as described in Section 3.2. More specifically, all interactive components
must be referenced by the Fields entry of the Acroform. Therefore, as Listing 8 shows,
the previous value of Fields is determined with the qpdf library and saved as a string,
after which the attribute is dropped from the Acroform sub tree. The same procedure
is applied to the SigFlags entry. Then, the remaining entries of Acroform are stored in
acroFormStr, before dropping the Acroform from the root object of the element tree
and proceeding to read other entries from the root into rootStr.

1 #include <qpdf/QPDF.hh>

2

3 QPDF qpdf;

4 std::string pdfID, prevfields, infoStr, rootStr, acroFormStr;

5

6 // Use QPDF to parse values that need to be referenced in the incremental update

7 try{

8 qpdf.processFile(fileName.toStdString().c_str());

9

10 QPDFObjectHandle root = qpdf.getRoot();

11 if (root.hasKey("/AcroForm")){

12 QPDFObjectHandle acroform = root.getKey("/AcroForm");

5https://github.com/podofo/podofo
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13

14 if (acroform.hasKey("/Fields")){

15 prevfields = acroform.getKey("/Fields").unparse();

16 trim(prevfields);

17 if(prevfields[0] == ’[’){

18 prevfields.erase(0,1);

19 }

20 if(prevfields.back() == ’]’){

21 prevfields.pop_back();

22 }

23 trim(prevfields);

24 acroform.removeKey("/Fields");

25 }

26

27 if (acroform.hasKey("/SigFlags")){

28 acroform.removeKey("/SigFlags");

29 }

30

31 if(acroform.isIndirect()){

32 acroFormStr = acroform.unparseResolved();

33 }

34 else{

35 acroFormStr = acroform.unparse();

36 }

37 trim(acroFormStr);

38 if (acroFormStr.rfind("<<", 0) == 0) { // rfind with position 0 will

check the start of the string

39 acroFormStr.erase(0, 2); // Erase the first two characters

40 }

41 if (acroFormStr.size() >= 2 && acroFormStr.substr(acroFormStr.size() - 2)

== ">>") {

42 acroFormStr.erase(acroFormStr.size() - 2, 2); // Erase the last two

characters

43 }

44 root.removeKey("/AcroForm");

45 }

46 std::map<std::string, QPDFObjectHandle> dictMap = root.getDictAsMap();

47

48 for (const auto& entry : dictMap) {

49 const std::string& key = entry.first;

50 QPDFObjectHandle value = entry.second;

51 rootStr += key + " " + value.unparse();

52 }

53 }

54 catch(...){

55 // Log error message and throw exception

56 }
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Listing 8: Processing the file to be signed with qpdf

Removing the attributes to be manipulated makes redefining them easier, as the
modified entries can be completely rewritten. Again, entries other than those modified
by the incremental update must be recovered to preserve the file structure and ensure
PDF/A compatibility after the incremental update. The order of the entries in a PDF
library object like AcroForm or the signature dictionary is irrelevant, which allows
the modified entries to be declared first, followed by the rest of the original attributes,
as demonstrated in Listing 9. The value 3 of the SigFlags entry indicates that there
are signatures in the file and incremental updates are the only allowed way to modify
the content [18]. The SigFlags value alerts readers that modifications that are not
performed via incremental update will invalidate any signatures.

1 // Parse new root containing /AcroForm, references signature field

2 std::string acroForm = "\n" + std::to_string(acroFormID) + " 0 obj\n<</AcroForm<<

";

3 if(prevfields.empty()){

4 acroForm += "/Fields[" + std::to_string(fieldsID) + " 0 R]";

5 }

6 else{

7 acroForm += "/Fields[" + prevfields + " " + std::to_string(fieldsID) + " 0 R]

";

8 }

9 acroForm += "/SigFlags 3" + acroFormStr + ">>" + rootStr + ">>\nendobj";

Listing 9: Defining the AcroForm entry of the incremental update

The qpdf library is also used to find the first page in the PDF to be signed, as shown
in Listing 10. The signature is an interactive component of type Widget. Widgets
are a subtype of Annotations, which are associated with a specific location in a PDF
document [18]. Therefore, although the signatures do not create a visible notation on
the PDF document, the signature Widget must reference a page object so that PDF
readers are able to locate and display the signatures appropriately.

1 // Function to recursively traverse the PDF page tree

2 QPDFObjectHandle findFirstPage(QPDFObjectHandle& node) {

3 if (node.isDictionary() && node.getKey("/Type").isName() && node.getKey("/

Type").getName() == "/Page") {

4 // Found a page

5 return node;

6 } else if (node.isDictionary() && node.getKey("/Type").isName() && node.

getKey("/Type").getName() == "/Pages") {

7 // Traverse the Pages node

8 QPDFObjectHandle kids = node.getKey("/Kids");

9 if (kids.isArray()) {

10 for (int i = 0; i < kids.getArrayNItems(); ++i) {

11 QPDFObjectHandle next = kids.getArrayItem(i);

12 QPDFObjectHandle page = findFirstPage(next);

35



13 if (!page.isNull()) {

14 // Found a page

15 return page;

16 }

17 }

18 }

19 }

20 // Return a null object handle if not found

21 return QPDFObjectHandle();

22 }

23

24 QPDFObjectHandle pages = root.getKey("/Pages");

25 QPDFObjectHandle firstPage = findFirstPage(pages);

26 std::string firstPageStr = firstPage.unparse();

Listing 10: Searching for a page object to place the signature

With the necessary preprocessing complete, the incremental update and the
signature dictionary can be parsed into the format that is then written into the PDF
file stream. As discussed in Section 3.2, Contents and ByteRange are components
of the signature dictionary that concern the positioning of the CMS signature. The
signature placed in the Contents entry covers the entire document, only excluding the
signature itself, as shown in Figure 8. This means that even the other entries of the
signature dictionary are protected and they must not be altered after signing on the
card has been invoked. In practice, this means that the document to be signed and all
its components, except for the Contents entry, have to be finalized and written into
the file stream before the CMS signing process can begin. This poses an issue for
development, as the values stored in the ByteRange entry depend on the size of the
signature. The length of the CMS signature is not constant as the encoded structure
contains information of varying lengths, such as the certificate chain. Therefore, a
placeholder is used in place of the signature to allow the byte range to be calculated
accurately before computing the actual signature. The placeholder must be longer
than the expected string, otherwise writing the signature beyond the allocated space
corrupts the PDF document.

The size chosen for the placeholder is a constant of 32 kilobytes, so 32768 zero
characters are written in place of the signature in between the ’<’ and ’>’ characters
in the Contents entry. Padding a signature with zeros is common practice and does
not interfere with PDF readers’ ability to detect or validate the signature. In this
way, ByteRange can be calculated without knowing the actual length of the signature
beforehand. The 32 kilobyte value has been selected by trial and error. The initial
value of the placeholder was 16 KB, but after including the time stamp token required
by the PAdES-B-LT level, some signatures were observed to slightly exceed the 16 KB
limit. Therefore, a substantially larger placeholder of 32 KB has been chosen for the
implementation. In most cases, the 32 KB placeholder is much larger than the signature,
which naturally causes unnecessary overhead in the signed PDF. Furthermore, the
document time stamp required by the PAdES-B-LTA level is positioned in the PDF
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Figure 8: Demonstration of the bytes covered by the ByteRange entry of the signature
dictionary

similarly using a 16 KB placeholder, as a result of which the size of a signed file
increases by more than 48 kilobytes in the signing process. The overhead caused
by the placeholder and the possibilities of optimizing the size of the signed file are
discussed in Section 5.3.

Listing 11 shows how the signature dictionary and the signature field are formatted.
The signature field object defines the interactive signature component and references
the signature dictionary in the V entry. The T entry contains the name of the signature
widget, which is displayed in PDF readers such as Adobe Acrobat. The value of
T should be unique, so the ordinal number of the signature is determined in the
preprocessing phase and used to distinguish signatures. In addition, the code defines
the M entry of the signature dictionary. The M entry describes the signing time, more
specifically, the starting time of the signing process. The M entry corresponds to
the signingTime CMS authenticated attribute, the use of which is disallowed by the
PAdES standard. Instead, the M entry ensures that PDF readers can read and display
the signing time correctly.

Placeholders are also used for the ByteRange entry. To ensure accuracy, it has
been decided that the byte range is not calculated at the same time as creating the
incremental update. Rather, a sufficient space is reserved for the byte range values
that are updated after the byte offset of the Contents entry can be determined from the
PDF stream. Thus, the resulting process flow is as follows: First, the file to be signed
is preprocessed, after which the incremental update is parsed and written to a copy
of the PDF to be signed. Next, the ByteRange values are updated to be accurate, the
bytes to be signed corresponding to the ByteRange are read and forwarded to the CMS
signing process. Finally, the DER and Base64 encoded CMS signature is positioned
in the Contents entry. Moreover, the PDF signature process is described as a sequence
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diagram in Figure 9.
1 // Parse signature field references signature dictionary

2 std::string fields = "\n" + std::to_string(fieldsID) + " 0 obj\n<</F 132/FT/Sig/P

" + firstPageStr + "/Rect[0 0 0 0]/Subtype/Widget/T(Signature-" + std::

to_string(sigCount + 1) + ": " + commonName + ")/TU(Digital Signature)/Type/

Annot/V " + std::to_string(sigDictID) + " 0 R>>\nendobj";

3

4 // Create placeholder for signature

5 std::string placeholder(32768, ’0’);

6

7 QDateTime currentDateTime = QDateTime::currentDateTimeUtc();

8 QString timestamp = currentDateTime.toString("yyyyMMddHHmmss");

9 int offset = currentDateTime.offsetFromUtc(); // Offset in seconds from UTC

10 int hoursOffset = offset / 3600;

11 int minutesOffset = (offset % 3600) / 60;

12 QString timezoneOffset = QString::asprintf("%+03d’%02d’", hoursOffset,

minutesOffset);

13

14 // Parse signature dictionary with placeholders for /ByteRange and /Contents

15 std::string sigDict = "\n" + std::to_string(sigDictID) + " 0 obj\n<</ByteRange[0

0 0 0] /Contents<" + placeholder + ">/Filter/Adobe.PPKLite

/M(D:" + (timestamp + timezoneOffset).toStdString() + ")/Name(" + commonName

+ ")/SubFilter/ETSI.CAdES.detached/Type/Sig>>\nendobj";

Listing 11: Parsing the signature field and signature dictionary using placeholders

4.4 PAdES Signature

The PDF signature described in Section 3.2 corresponds to the PAdES basic signature
level PAdES-B-B. The following PAdES level, B-T, requires a timestamp to be added
as an unauthenticated attribute to the CMS structure. Figure 10 describes the B-T
signature process, with changes compared to the previous level marked in the color
blue. The B-T level involves retrieving a timestamp from a time stamping authority
using the HTTP protocol. TSAs act as trusted third parties that sign requested data
along with the current time to prove that the data existed before that certain point in
time [31]. Information about the existence of the signature is crucial for the signature
verifier when investigating the validity or revocation status of the signing certificate.
The address of the TSA is defined by the user through the settings of the application.

The time stamping requests sent to the TSA must be formatted in the ASN.1 format
as described in RFC 3161 [31]. According to the PAdES standard [9], the timestamp
token placed in the unAuthenticateAttributes of the CMS signature structure should be
requested for the cryptographically derived signature. Listing 12 demonstrates how
OpenSSL is used to construct the time stamping request. The digest of the data to
be timestamped is passed as parameter and set to the TS_MSG_IMPRINT structure
with the identifier of the digest algorithm used. TS_MSG_IMPRINT object is then
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Figure 9: The PDF signing process

incorporated into the outer TS_REQ structure, and the DER-encoded form of TS_REQ
makes up the request to be sent to the TSA.

1 #include <openssl/ts.h>

2 #include <openssl/asn1.h>

3 #include <openssl/x509.h>

4 #include <openssl/asn1t.h>

5

6 QByteArray TimeStampHandler::getFormattedData(QByteArray data, int algNID)

7 {

8 TS_REQ* tsReq = TS_REQ_new();

9

10 // Set version to 1

11 TS_REQ_set_version(tsReq, 1);

12

13 // Set certReq to true

14 TS_REQ_set_cert_req(tsReq, 1);

39



15

16 // Set hash algorithm

17 X509_ALGOR *algo = X509_ALGOR_new();

18 if(1 != X509_ALGOR_set0(algo, OBJ_nid2obj(algNID), V_ASN1_NULL, NULL)){

19 TS_REQ_free(tsReq);

20 // Log error

21 return QByteArray();

22 }

23

24 TS_MSG_IMPRINT* imprint = TS_MSG_IMPRINT_new();

25 if(1 != TS_MSG_IMPRINT_set_algo(imprint, algo)){

26 TS_MSG_IMPRINT_free(imprint);

27 X509_ALGOR_free(algo);

28 TS_REQ_free(tsReq);

29 // Log error

30 return QByteArray();

31 }

32

33 // Set message imprint

34 if(1 != TS_MSG_IMPRINT_set_msg(imprint, reinterpret_cast<unsigned char*>(data

.data()), data.length())){

35 TS_MSG_IMPRINT_free(imprint);

36 TS_REQ_free(tsReq);

37 // Log error

38 return QByteArray();

39 }

40

41 if(1 != TS_REQ_set_msg_imprint(tsReq, imprint)){

42 TS_MSG_IMPRINT_free(imprint);

43 TS_REQ_free(tsReq);

44 // Log error

45 return QByteArray();

46 }

47

48 // Return the der encoded time stamp request

49 unsigned char *der_data = nullptr;

50 int der_length = i2d_TS_REQ(tsReq, &der_data);

51 if (der_length < 0) {

52 TS_REQ_free(tsReq);

53 // Log error

54 return QByteArray();

55 }

56

57 QByteArray byteArray(reinterpret_cast<const char*>(der_data), der_length);

58 TS_REQ_free(tsReq);

59 return byteArray;

60 }
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Listing 12: Constructing the time stamping request

Figure 10: The PAdES-B-T signing process

The response from the TSA is a DER encoded TS_RESP object, which is decoded
using OpenSSL d2i_TS_RESP(), as shown in Listing 13. The status of the response is
checked to be equal to zero, which implies a successful time stamping process. The
validity of the signing certificate chain of the TSA is then ensured using the OpenSSL
X.509 library and the QSslCertificate Qt class. The timeStampToken variable is set to
null by default, but is updated to contain the validated token on line 45.

1 QByteArray responseBytes = networkReply->readAll();

2 const unsigned char *p = reinterpret_cast<const unsigned char *>(responseBytes.

constData());

3 TS_RESP *response = d2i_TS_RESP(nullptr, &p, responseBytes.length());

4 if(!response){

5 // Log error

6 emit timeStampReady();

7 }

8 else
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9 {

10 TS_STATUS_INFO *statusInfo = TS_RESP_get_status_info(response);

11 long value = ASN1_INTEGER_get(TS_STATUS_INFO_get0_status(statusInfo));

12 if(value == 0)

13 {

14 PKCS7 *token = TS_RESP_get_token(response);

15 if (token != nullptr)

16 {

17 bool valid = true;

18 STACK_OF(X509) *certs = NULL;

19 if (PKCS7_type_is_signed(token)) {

20 certs = token->d.sign->cert;

21 } else if (PKCS7_type_is_signedAndEnveloped(token)) {

22 certs = token->d.signed_and_enveloped->cert;

23 }

24

25 // Convert each X509* to QSslCertificate and check for expiration

26 if (certs != NULL) {

27 for (int i = 0; i < sk_X509_num(certs); i++) {

28 X509 *x509 = sk_X509_value(certs, i);

29 unsigned char *derData = NULL;

30 int len = i2d_X509(x509, &derData);

31

32 if (len > 0 && derData != NULL) {

33 QByteArray certificateData(reinterpret_cast<const char*>(

derData), len);

34 QSslCertificate cert(certificateData, QSsl::Der);

35

36 // Check if the certificate has expired

37 if(cert.expiryDate() < QDateTime::currentDateTimeUtc()){

38 valid = false;

39 }

40 }

41 OPENSSL_free(derData);

42 }

43 }

44 if(valid){

45 timeStampToken = token;

46 emit timeStampReady();

47 }

48 else{

49 PKCS7_free(token);

50 // Certificate is expired, Log error

51 emit timeStampReady();

52 }

53 }

54 else
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55 {

56 // Status was success, but token is null, Log error

57 emit timeStampReady();

58 }

59 }

60 else

61 {

62 // Status is not 0, request failed, Log error

63 emit timeStampReady();

64 }

65 }

Listing 13: Checking the validity of the TST

Finally, the ASN.1 representation of the token is returned and embedded into the
unauthenticated attributes of the CMS structure, which is demonstrated in Listing
14. If the time stamp token is not equal to the null object, the token which is a DER
encoded PKCS 7 object, is decoded. The token is then converted into an X.509
attribute in the same manner as the authenticated attributes in Section 4.2. If the
null object is returned in place of the time stamp token, there has been an issue in
connecting to the TSA. An example of a situation in which the timestamp cannot be
retrieved is when the computer is not connected to the Internet. If the address of the
TSA is specified through the settings of the application, the user expects to create the
highest possible level PAdES signature. Therefore, if the timestamp retrieval fails, the
user is asked if they want to continue the signing process even though the resulting
signature is not of the highest implemented PAdES level. In some cases, it is essential
to create the highest possible level PAdES signature, so it is important to notify the
user if the resulting signature does not meet the expected requirements.

1 if(tstoken)

2 {

3 unsigned char *der_token = nullptr;

4 int der_token_length = i2d_PKCS7(tstoken, &der_token);

5 if (der_token_length < 0) {

6 PKCS7_free(tstoken);

7 // Log error message and throw exception

8 }

9 X509_ATTRIBUTE* time_attr = X509_ATTRIBUTE_new();

10 X509_ATTRIBUTE_set1_object(time_attr, OBJ_nid2obj(

NID_id_smime_aa_timeStampToken));

11 X509_ATTRIBUTE_set1_data(time_attr, V_ASN1_SEQUENCE, der_token,

der_token_length);

12 if(time_attr == NULL) {

13 PKCS7_free(tstoken);

14 // Log error message and throw exception

15 }

16 STACK_OF(X509_ATTRIBUTE)* un_auth_attrs = sk_X509_ATTRIBUTE_new_null();

17 sk_X509_ATTRIBUTE_push(un_auth_attrs, time_attr);
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18 STACK_OF(PKCS7_SIGNER_INFO) *signers = PKCS7_get_signer_info(p7);

19 PKCS7_SIGNER_INFO *signer_info = sk_PKCS7_SIGNER_INFO_value(signers, 0);

20 signer_info->unauth_attr = un_auth_attrs;

21 }

22 else

23 {

24 QString promptText = QObject::tr("%1 did not return a timestamp token. Do you

want to continue the signing process?").arg(timeStampHandler->

getTimeStampServerAddress());

25 proceedWithoutTs = UIHelper::AskOkOrCancel(promptText);

26 if(!proceedWithoutTs){

27 // Log error message and throw exception

28 }

29 }

Listing 14: Creating unauthenticated attributes with the time stamp token

The third signature level, B-LT, stores revocation information in the signed
document so that the data is available to verifiers even if the document is archived
and the resources providing the revocation information may not be operational. In a
PDF, revocation information is stored in the Document Security Store (DSS) object,
which holds validation information corresponding to all signatures in the document.
The DSS object includes Certs, CRLs and OCSPs entries, which hold references to
object streams containing validation information. The entries are cumulative, so new
references must be added to the lists along with new signatures, while preserving
the original references. Therefore, the previous values of the DSS entries need to be
determined and saved in the preprocessing phase. The DSS object is located at the root
of the PDF document, so parsing the object and its values is implemented similarly
using qpdf as with Acroform in Section 4.3. Listing 15 demonstrates how the values
of Certs, CRLs and OCSPs are recovered from the PDF to be signed, before removing
the DSS object from the element tree. Moreover, Listing 16 shows how the DSS object
of the incremental update is constructed and placed in the new root object.

1 std::string prevCerts, prevCRLs, prevOCSPs;

2

3 if (root.hasKey("/DSS")){

4 QPDFObjectHandle prevDSS = root.getKey("/DSS");

5

6 prevCerts = prevDSS.getKey("/Certs").unparse();

7 trim(prevCerts);

8 if(prevCerts[0] == ’[’){

9 prevCerts.erase(0,1);

10 }

11 if(prevCerts.back() == ’]’){

12 prevCerts.pop_back();

13 }

14 trim(prevCerts);

15

44



16 prevCRLs = prevDSS.getKey("/CRLs").unparse();

17 trim(prevCRLs);

18 if(prevCRLs[0] == ’[’){

19 prevCRLs.erase(0,1);

20 }

21 if(prevCRLs.back() == ’]’){

22 prevCRLs.pop_back();

23 }

24 trim(prevCRLs);

25

26 prevOCSPs = prevDSS.getKey("/OCSPs").unparse();

27 trim(prevOCSPs);

28 if(prevOCSPs[0] == ’[’){

29 prevOCSPs.erase(0,1);

30 }

31 if(prevOCSPs.back() == ’]’){

32 prevOCSPs.pop_back();

33 }

34 trim(prevOCSPs);

35 root.removeKey("/DSS");

36 }

Listing 15: Parsing the values of previous DSS entries

1 // Parse DSS

2 dssDict = "\n" + std::to_string(dssID) + " 0 obj\n<</CRLs[" + std::to_string(

crlID) + " 0 R " + prevCRLs + "]/OCSPs[" + std::to_string(ocspID) +

3 " 0 R " + prevOCSPs + "]/Certs[" + std::to_string(certID) + " 0

R " + std::to_string(middleCertID) + " 0 R " + std::

to_string(rootCertID) + " 0 R " + prevCerts + "]>>\nendobj"

;

4

5 // Parse new root containing /AcroForm, references signature field

6 /* REDACTED */

7 acroForm += "/SigFlags 3" + acroFormStr + ">>/DSS " + std::to_string(dssID) + " 0

R" + rootStr + ">>\nendobj";

Listing 16: Creating the DSS object and placing it in the root of the incremental
update

The object streams referenced by the CRLs and OCSPs entries hold CRL and OCSP
responses. The data is requested via HTTP requests to distribution points defined in
X.509 certificates. Figure 11 represents the B-LT signing process, which involves
requests to the CRL distribution points before the CMS authenticated attributes are
constructed. Thus, the DSS can be formulated before the signing process is initiated as
a result of which the DSS is secured by the signature. Listing 17 shows how the URL
of the CRL distribution point is determined from an X.509 certificate. The address for
OCSP distribution is discovered similarly, only targeting the search to attributes of
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type ACCESS_DESCRIPTION instead of type DIST_POINT. The PAdES-B-LT level
signing process is similarly dependent on an internet connection as the previous B-T
level. Therefore, the user is again asked if they want to continue the signing process if
the validation information cannot be retrieved successfully. If the user decides to stop
the signing process, the copy of the file to be signed with the incremental update is
deleted, and the code execution is terminated.

1 QString getCrlDistributionUrl(X509* cert) {

2 std::string crlUrl;

3 auto crldp_ext = static_cast<STACK_OF(DIST_POINT)*>(

4 X509_get_ext_d2i(cert, NID_crl_distribution_points, NULL, NULL));

5

6 if (crldp_ext) {

7 for (int i = 0; i < sk_DIST_POINT_num(crldp_ext); i++) {

8 DIST_POINT* dp = sk_DIST_POINT_value(crldp_ext, i);

9 if (dp->distpoint && dp->distpoint->type == 0) {

10 for (int j = 0; j < sk_GENERAL_NAME_num(dp->distpoint->name.

fullname); j++) {

11 GENERAL_NAME* genname = sk_GENERAL_NAME_value(dp->distpoint->

name.fullname, j);

12 if (genname->type == GEN_URI) {

13 ASN1_IA5STRING* uri = genname->d.

uniformResourceIdentifier;

14 crlUrl.assign(reinterpret_cast<char*>(ASN1_STRING_data(

uri)), ASN1_STRING_length(uri));

15 break;

16 }

17 }

18 }

19 if (!crlUrl.empty()) {

20 break;

21 }

22 }

23 sk_DIST_POINT_pop_free(crldp_ext, DIST_POINT_free);

24 }

25 return QString::fromStdString(crlUrl);

26 }

27

28 QString getOcspResponderUrl(X509* cert) {

29 std::string ocspUrl;

30 auto aia = static_cast<STACK_OF(ACCESS_DESCRIPTION)*>(

31 X509_get_ext_d2i(cert, NID_info_access, NULL, NULL));

32

33 if (aia) {

34 for (int i = 0; i < sk_ACCESS_DESCRIPTION_num(aia); i++) {

35 ACCESS_DESCRIPTION* ad = sk_ACCESS_DESCRIPTION_value(aia, i);

36 if (ad->method && OBJ_obj2nid(ad->method) == NID_ad_OCSP) {

37 GENERAL_NAME* genname = ad->location;
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38 if (genname->type == GEN_URI) {

39 ASN1_IA5STRING* uri = genname->d.uniformResourceIdentifier;

40 ocspUrl.assign(reinterpret_cast<char*>(ASN1_STRING_data(uri))

, ASN1_STRING_length(uri));

41 break;

42 }

43 }

44 }

45 sk_ACCESS_DESCRIPTION_pop_free(aia, ACCESS_DESCRIPTION_free);

46 }

47 return QString::fromStdString(ocspUrl);

48 }

Listing 17: Finding CRL and OCSP distribution points from a certificate

Figure 11: The PAdES-B-LT signing process

Finally, the B-LTA level is the highest signature level defined in the PAdES
standard. The B-LTA signature involves a document time stamp, which is applied
after the CMS signature is positioned in the signature dictionary. Figure 12 shows the
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document time stamp being fetched after the B-LT level signature is finalized. The
document timestamp is retrieved using the same logic as the time stamp required by the
B-T level, except the data to be time stamped is the content of the signed file, including
the DER encoded CMS signature in the Contents entry. Due to the B-LT signature
covering the file bytes in a way that does not allow alterations, an incremental update
is again the only solution to append a timestamp to the file structure. According to
the ISO 32000-1 PDF specification [18], the timestamp token should be placed into
a signature dictionary object. Thus, the document time stamp can be added to the
signed file using the same logic as with the PDF signature. The differences between
the signature dictionary objects are found in the Type and SubFilter entries, as shown
in Listing 18.

Figure 12: The PAdES-B-LTA signing process

1 // Parse signature dictionary with placeholders for /ByteRange and /Contents

2 std::string timeStampDict = "\n" + std::to_string(timeStampDictID) + " 0 obj\n<</

ByteRange[0 0 0 0] /Contents<" + placeholder + ">/Type/

DocTimeStamp/Filter/Adobe.PPKLite/SubFilter/ETSI.RFC3161>>\nendobj";
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Listing 18: Parsing the signature dictionary object for a document time stamp
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5 Evaluation and Discussion

This chapter evaluates the case example described in Chapter 4. First, the compatibility
of the signatures generated by the implementation with PDF reader software is assessed.
Additionally, the compliance of the signatures with the PAdES standard is evaluated
using a tool designed to verify PAdES signatures. This is followed by a discussion
on the implementation method and chosen libraries. The potential of optimizing the
signature process is examined through a proposed improvement to the user interface.
Finally, the compliance of the signatures created in the case example with the PAdES
standard is examined, and an improved solution is described to meet the requirements
of the two highest PAdES signature levels.

5.1 External Interoperability

The implementation is required to be compatible with PDF readers that comply with
the PDF specification. The evaluation focuses on two commonly used PDF software,
Adobe Acrobat and PDF-XChange. It is observed that the PAdES signatures created
with the case example are correctly detected and displayed in the signature panel of
both applications. The document time stamp required by the B-LTA level is also
interpreted as expected by both of the PDF readers. The PDF software is able to
confirm integrity of the signed documents, which means that the bytes corresponding
to the ByteRange entry of the signature dictionary can be hashed and matched to the
digest in the signature structure. Additionally, both tools can verify the signatures with
the public key attached to the signature structure if the certificate chain is intact to a
trusted root CA.

Figure 13 shows how a PAdES-B-LTA level signature is presented in Adobe
Acrobat. The identity of the signer is usually shown on the first line, but in this
case it is redacted because a test certificate for the AtostekID application is used for
signing. Figure 14 demonstrates how the signatures are displayed after validation.
The integrity of both the signature and document timestamp are stated to be intact.
The test certificate used as the signing certificate is not inherited from a trusted CA,
but from a test root, which is why the identity of the signer can not be confirmed.
Certificates issued by trusted CAs can be validated correctly.

The PAdES signatures are verified with a validation tool provided by the Digital
and Population Data Services Agency in Finland1. The same signed file as validated
above with Adobe containing a B-LTA level signature receives a response as shown in
Figure 15. The validator cannot build the certificate chain up to a trusted root, because
the certificate chain is based on a test CA. Another noteworthy observation is, that the
tool only recognizes the signature up to the PAdES-B-T level and does not take into
account the revocation information in the DSS object or the document time stamp.

1Fineid - validate document. https://dvv.fineid.fi/en/validation
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Figure 13: PAdES-B-LTA level signature displayed in the signature panel of Adobe
Acrobat

Figure 14: PAdES-B-LTA level signature validated by Adobe Acrobat
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Figure 15: PAdES-B-LTA level signature validated by Fineid validator

5.2 Evaluation of Selected Libraries

In the absence of suitable libraries, both the CMS signature and the PAdES signature
are implemented by manually manipulating the CMS and PDF structures. On the one
hand, the low-level approach allows for control over the structures, which enables
maintainability of the code base. However, the chosen approach is error-prone and
the learning curve is steep for new developers. The qpdf library used in the PDF
preprocessing phase did not, at the time of development, directly support incremental
updates. However, the library is maintained and has good documentation, so in the
future, PDF document parsing could possibly be outsourced to the library. OpenSSL
is a popular library that is maintained constantly, but its documentation is occasionally
poor. Newer libraries like OpenSSL CMS allow the signature structures to be modified
only through high-level functions, which are not compatible with the smart card APDU
API. The loss of support for older lower-level libraries, such as PKCS 7 which is used as
the basis for the CMS signature, is a threat to the maintainability of the implementation.
Due to the imperfect quality of OpenSSL documentation, Azure AI was used to guide
the implementation of the CMS signature. AI performed poorly in generating code,
but it was successful in providing an outline for the necessary development steps and
summarizing library documentation and signature specifications.

5.3 User Interface and User Experience

As stated previously and shown in Figure 16, the user interface of the application does
not allow users to specify the desired digest algorithm or the PAdES signature level to be
targeted. Additionally, the application does not return specific error messages, making
it challenging for the user to troubleshoot and fix errors. Figure 17 demonstrates how
the user interface could be developed further. The improved design allows the user to
choose the digest algorithm to be used from the SHA-2 algorithm family. Moreover,
the user must specify the PAdES signature level to target, which allows the signing
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process to be optimized.
As described in Section 4.3, in many cases the signatures generated by the

implementation increase the size of the signed file disproportionately. The constant
value of 32 kilobytes for the placeholder was chosen so that signatures containing a
timestamp token would not corrupt the file, even if variables such as the certificate
chain are larger in size. With the improved user interface, the necessary size of
the placeholder can be estimated based on the chosen digest algorithm and PAdES
signature level. However, while the improved user interface offers opportunities to
optimize the signing process, it makes the user experience more complex. The PAdES
standard and its signature levels are not familiar to all users, so if the levels are added
as user-selectable options in the user interface, they should be accompanied by short
descriptions of the features and purpose of each signature.

Figure 16: User interface of the PDF signing tool

In the case of the basic PAdES signature, the new user interface allows the
implementation to opt for a smaller placeholder, e.g. 16 KB of zeros. Additionally, if
the B-B level is chosen by the user, there is no need to check the Internet connection
or to determine whether an address is defined for the timestamp authority. The
following level, B-T, requires the timestamp token to be added, which demands a larger
placeholder. The execution of the signing process can be terminated if the address
of the timestamping authority is not defined in the settings of the application. In this
situation, a specific error message is displayed to direct the user to either specify the
address of the TSA or to choose the lowest PAdES signature level. If the address
of the TSA cannot be reached or the authority returns a null value, the execution of
the signing process is stopped, and the user is notified about the phase in which the
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Figure 17: An improved user interface for the PDF signing tool

execution came to a halt and which the steps to take in order to fix the issue. A similar
procedure can be applied at the PAdES-B-LT level. If the revocation information
distribution points do not respond with a successful status, the signing process is
canceled, unlike in the current implementation, where the user is asked if they want to
continue without the necessary information. The current implementation that asks,
if the user wants to continue even if the needed information cannot be retrieved, can
result in confusion about the PAdES level of the final signature. In critical applications,
it is unacceptable that the PAdES level of the resulting signature does not correspond
to the expectation of the user and cannot be guaranteed by the application.

The improved user interface allows the optimization of the placeholder size to be
developed further. Listing 19 describes a function to roughly categorize the placeholder
size based on the chosen SHA-2 algorithm, the desired PAdES level and the length of
the signing certificate chain. The code outlines the logic to choose the placeholder size
from three predefined values instead of relying on one constant value for all signatures.
In theory, the algorithm for evaluating the placeholder size could be refined to be more
accurate or a machine learning model could be utilized for the task, which, however, is
outside the scope of this work.

1

2 // Function to estimate palceholder size
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3 int estimatePlaceholderSize(int digestLength, bool hasTimeStamp, int chainLength)

{

4

5 // If the PAdES level does not require a time stamp token use the smallest

placeholder value of 16 KB

6 if(digestLength < 512 && !hasTimeStamp && chainLength < 4) return 16384;

7

8 // If there are no more than 3 certificates in the certificate chain the

intermediate size can be used

9 else if(chainLength < 4) return 24576;

10

11 // Use the largest value of 32 KB

12 else return 32768;

13 }

Listing 19: A simple solution to optimize the placeholder size

5.4 Proposed Approach for B-LTA Signatures

The implementation fetches revocation information required by the PAdES-B-LT level
and creates the Document Security Store PDF object before the bytes to be signed are
read and the cryptographic signature is created. In this way, the DSS is covered by
the byte range corresponding to the signature. The decision to create the DSS before
computing the signature was based on the idea that the DSS should be covered by the
signed bytes, in order to protect the integrity of the object. Additionally, the PAdES
specification does not directly comment on the order in which the elements of the
PDF document should be implemented. However, this method results in a small time
gap between retrieving the revocation information and using the signing certificates.
Therefore, even though the time window is small, at most only a few seconds, DSS
does not prove that the certificates were valid at the time of signing.

The sequence diagram depicted in Figure 18 describes an improved solution for
the B-LT and B-LTA signature levels, where the DSS is constructed only after the
signature is finalized. This option allows the DSS to be placed in the same incremental
update as the document timestamp, which is appended to the signed file after the
increment containing the B-T level signature. This order allows the DSS to be finalized
along with the other objects of the second incremental update, which are then covered
by the document time stamp. The improved solution defines an explicit time window
for the retrieved revocation information: The data is retrieved after the time described
by the time stamp token contained in the unauthenticated attributes of the signature but
before the moment described by the document time stamp. In addition, this method
allows for the revocation info of the timestamp authority certificate to be added to the
DSS, whereas the previous solution only considered the chain of the signing certificate
selected by the user. The resulting improved PAdES-B-LTA level signature provides
more precise revocation information of all certificates used in the signing process and
thus permits long-term validation of archived PDF files.
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Figure 18: Improved PAdES-B-LTA signing process
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6 Conclusion

This thesis investigates how digital documents are signed using public-key cryp-
tography. The thesis focuses specifically on the PAdES standard, which meets the
requirements of the advanced electronic signature level defined in the eIDAS regula-
tion. The PAdES signature is explored through a case example that signs PDF files
according to the PAdES standard using smart cards as the signature creation device.
The implementation describes how CMS signatures can be constructed based on a raw
cryptographic signature. The case example details how the CMS signature is included
in the PDF structure in accordance with the PDF specification. Both the signature
structure and the PDF document are modified by using a low-abstraction approach,
resulting in an implementation that can respond to changes in specifications in an agile
manner. The implementation strives to meet the requirements of the highest PAdES
signature level.

PDF documents signed with the implementation can be processed by commonly
used PDF reader software. PDF readers display the signatures correctly and allow
cryptographic verification of the signature, which indicates that the manual manipula-
tion of the PDF structure succeeded in following the PDF specification. The signatures
are also successfully recognized as PAdES-B-T level signatures.

The two highest PAdES signature levels, B-LT and B-LTA are implemented
according to an initial interpretation of the PAdES specification, but can only be
recognized as B-T level signatures due to a vulnerability in the signing process.
The implementation does not take into account the order in which the revocation
information is fetched in relation to the other steps of the signing process. The revocation
information is collected before the cryptographic signing process is initiated. This
creates a small time window between the collection of the revocation information and
the signing time. Therefore, the revocation information does not prove the validity of
the signing certificate chain at the time of signing.

The suggested improvement includes transferring the PDF object containing the
revocation information to the same incremental update as the document time stamp. As
a result, the revocation information is fetched after creating the cryptographic signature
but before requesting the document time stamp. Time stamping authorities are trusted
third parties, independent of the identities of individual signers. Therefore, revocation
information covered by the document time stamp allows the validity of signing
certificates to be reviewed reliably even if the certificates are revoked. Additionally,
improvements to the user interface are proposed. The refined user interface would
allow for the signing process to be streamlined by optimizing the size of the signature
placeholder and customizing error messages to improve the user experience.
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