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Human-robot collaboration (HRC) is essential for improving productivity and safety across various industries.
While reactive motion re-planning strategies are useful, there is a growing demand for proactive methods that
predict human intentions to enable more efficient collaboration. This study addresses this need by introducing a
framework that combines deep learning-based human hand trajectory forecasting with heuristic optimization
for robotic task sequencing. The deep learning model advances real-time hand position forecasting using a
multi-task learning loss to account for both hand positions and contact delay regression, achieving state-
of-the-art performance on the Ego4D Future Hand Prediction benchmark. By integrating hand trajectory
predictions into task planning, the framework offers a cohesive solution for HRC. To optimize task sequencing,
the framework incorporates a Dynamic Variable Neighborhood Search (DynamicVNS) heuristic algorithm,
which allows robots to pre-plan task sequences and avoid potential collisions with human hand positions.
DynamicVNS provides significant computational advantages over the generalized VNS method. The framework
was validated on a UR10e robot performing a visual inspection task in a HRC scenario, where the robot
effectively anticipated and responded to human hand movements in a shared workspace. Experimental results
highlight the system’s effectiveness and potential to enhance HRC in industrial settings by combining predictive
accuracy and task planning efficiency.

1. Introduction enabling smoother and more efficient collaboration. Specifically, fore-
casting human hand trajectories offers vital information for optimizing
The need for automation has grown in recent years, making human-

robot collaboration (HRC) increasingly crucial. Robots working with

robot motion planning and task sequencing. The human hand is a
natural and commonly used tool for expression and communication in

people can improve safety, efficiency, and productivity in manufactur-
ing environments [1]. However, in dynamic contexts, it is difficult for
robots to comprehend and react to human intentions and behaviors,
which is necessary for successful HRC [2]. The majority of recent
HRC research has concentrated on creating reactive motion re-planning
techniques that adjust to changing circumstances [3]. Although these
reactive approaches have proven useful in a variety of settings, in-
cluding industrial and domestic ones [4], they are unable to foresee
and prepare for future changes in human-present environments. Re-
searchers have stressed the necessity for proactive control using human
intention prediction to solve these constraints [2,5]. Accurate predic-
tion of human intentions allows robots to plan actions in advance,
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interactions between humans and robots [6].

Hand motion prediction has seen significant advancements in recent
years, driven by the development of sophisticated video understanding
models and learning frameworks. For example, EgoPCA proposed by Xu
et al. [7] introduced a novel framework to understand egocentric hand—
object interactions, effectively capturing the dynamics of hand motions
in complex environments. Similarly, Lin et al. [8] proposed HandCLR,
a contrastive learning-based pretraining method that enhances the
robustness and generalization of 3D hand pose estimators. These ap-
proaches underline the growing recognition of hand motion prediction
as a cornerstone for improving HRC.

Received 21 September 2024; Received in revised form 22 January 2025; Accepted 4 February 2025

Available online 15 February 2025

0262-8856,/© 2025 The Authors. Published by Elsevier B.V. This is an open access article under the CC BY license (http://creativecommons.org/licenses/by/4.0/).


https://www.elsevier.com/locate/imavis
https://www.elsevier.com/locate/imavis
mailto:mirela.popa@maastrichtuniversity.nl
https://doi.org/10.1016/j.imavis.2025.105443
https://doi.org/10.1016/j.imavis.2025.105443
http://crossmark.crossref.org/dialog/?doi=10.1016/j.imavis.2025.105443&domain=pdf
http://creativecommons.org/licenses/by/4.0/

S. Abilkassov et al.

Although numerous studies have explored human hand trajectory
estimation to augment robot planning, many of these approaches are
designed for specific applications, lack diverse datasets [9,10], or as-
sume static and predictable human behavior [11].

Furthermore, the complexity of hand movements, characterized by
high degrees of freedom and intricate dynamics, requires advanced pre-
dictive models capable of addressing these challenges. Recent diffusion-
based models, such as those in [12,13], have shown promise in forecast-
ing human motion by leveraging stochastic processes, but challenges
remain in computational efficiency and scalability.

To create an effective proactive robot motion planner, it is essential
to combine accurate human hand trajectory forecasting with efficient
robot task sequencing modules.

Robotic task sequencing aims to optimize the order of task execution
to enhance overall system performance in industrial settings. Although
many research efforts focus on trajectory optimization [14], efficient
control, and end-effector path planning [15], a common approach
models the task sequencing problem as a Traveling Salesman Problem
(TSP) [16]. Given that the TSP is an NP-hard problem, solving large
instances is computationally challenging, requiring efficient algorithms
to quickly find optimal solutions. Furthermore, temporal constraints
have not been widely addressed in the Robotic Traveling Salesman
Problem (RTSP).

To address these challenges, this work advances real-time future
hand position forecasting by proposing a multi-task learning loss that
compensates for the hand positions and the contact delay regression
task, achieving state-of-the-art results on the existing benchmark. Our
previous work, introduced in [17], presented a state-of-the-art deep
learning model trained on diverse human hand motion data to predict
future hand trajectories. While earlier methods attempted to address
hand position prediction [18,19], our model achieves superior results
by refining the training process, providing better evaluation outcomes
with similar memory requirements.

The predicted hand trajectories are then utilized by the robot task
sequencer to optimize the task execution order. The adaptive task
sequencing module employs a Dynamic Variable Neighborhood Search
(DynamicVNS) heuristic algorithm to plan the most efficient sequence
of tasks. By forecasting future human hand positions, the robot can
proactively adjust its plan to avoid disrupting human actions, en-
suring seamless and efficient collaboration. Building on our previous
work [17], this paper provides a complete DynamicVNS implemen-
tation, formulation, and visualization of unrolled problems in time,
and extensive real-world experiments to validate the feasibility and
effectiveness of the proposed framework.

This work presents the following contributions:

+ State-Of-The-Art Real-Time Hand Motion Prediction: We pro-
pose a multi-task learning framework that jointly predicts future
hand positions and compensates for the contact delay regression
task. This approach achieves state-of-the-art results on existing
benchmarks, significantly improving prediction accuracy.
Forecasting and Task Planning Integrated Framework: We
bridge the gap between forecasting and task planning by inte-
grating deep learning model predictions into a formalized task
sequencing problem. This is achieved by defining the Dynamic
Traveling Salesman Problem with Time Windows and proposing
a novel heuristic DynamicVNS algorithm solver for collaborative
human-robot tasks.

2. Related work

Video Understanding Architectures. Video understanding, the task
of comprehending the content and extracting meaningful information
from videos, has gained significant attention in recent years.

An early approach to video understanding involves augmenting 2D
Convolutional Neural Networks (CNNs) with long-short-term memory
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(LSTM) networks to capture long-range dependencies [20,21]. How-
ever, one limitation of this method lies in its computational expense,
particularly when processing long videos with high spatial resolution
frames. A notable alternative employs 3D CNNs to address the lim-
itations of 2D CNNs with LSTM, Taylor et al. [22], Ji et al. [23],
Tran et al. [24] and Varol et al. [25]. Furthermore, two-stream CNN
architectures, employing one stream for spatial information and the
other for temporal information using optical flow, have been proposed
for action recognition in videos [26,27]. In addition to the approaches
mentioned earlier, other advancements in video understanding have
explored the use of spatiotemporal transformers [28,29]. Bertasius
et al. introduced a spatiotemporal transformer model that operates on
3D spatiotemporal feature maps [28], capturing long-range dependen-
cies and relationships between video frames by applying self-attention
mechanisms across both spatial and temporal dimensions. Arnab et al.
proposed the Video Vision Transformer (ViViT) architecture, a trans-
former variant specifically designed for video understanding [29]. More
recent approaches, such as OmniViD by Wang et al. [30] introduced a
generative framework for universal video understanding by unifying
various tasks, including action recognition and object tracking, within
a shared encoder-decoder architecture. By formulating these tasks as
video-grounded token generation problems, OmniViD addresses the
fragmentation of video understanding models and demonstrates state-
of-the-art results across seven video benchmarks. Furthermore, Zeng
et al. [31] explored multimodal large language models (MLLMs) that
integrate text, image, and video data to enhance understanding. By
leveraging multimodal pretraining, these models improve performance
on video captioning, action recognition, and multimodal reasoning
tasks, offering a more holistic approach to video analysis. Deniz et al.
[32] proposed a transformer-based framework for action prediction
using event-based vision data. The model processes asynchronous neu-
romorphic visual data, achieving real-time classification and paving
the way for faster, more efficient video understanding systems. More-
over, emerging techniques prioritize scalability without compromising
accuracy. Adaptive Memory Selection [33] and Dynamic Token Allo-
cation [34] addressed the computational bottlenecks of spatiotemporal
transformers by adaptively processing video frames, enabling efficient
real-time inference. Although models like OmniViD addressed temporal
coherence across tasks, none explicitly targeted the problem of delay
regression in conjunction with future state prediction. Furthermore,
existing models are typically optimized for a single primary task,
leaving a gap in exploiting cross-task synergies to improve performance
holistically.

Future Hand Position Forecasting. Predicting human hand trajecto-
ries is a challenging task that requires understanding the complex and
dynamic nature of human movement. The integration of deep learning
techniques in hand motion prediction has led to significant progress,
particularly in egocentric vision and action recognition. However, chal-
lenges remain in developing hand-specific models, capturing temporal
dynamics, ensuring generalization, and reducing data dependency [35-
37]. Fan et al. [35] introduced a two-stream convolutional neural
network that predicts future hand and object positions in video frames
based on previous ones. Their contribution is forecasting precise object
locations in videos, a task not previously optimized. However, their
evaluation was limited to a specific dataset of human interactions,
which may not fully capture everyday hand interactions. Liu et al. [36]
developed a deep-learning model to anticipate human-object interac-
tions in egocentric videos, introducing the concept of motor attention
to capture intentional hand movements. This model jointly predicts
hand trajectories, interaction hotspots, and action labels, outperforming
prior methods on benchmark datasets. However, it relies on manual
annotations and may encounter scalability issues with other datasets.
Liu et al. [37] later presented the Object-Centric Transformer (OCT)
model to forecast future hand-object interactions in egocentric videos.
This model captures object-centric interactions and hand-object mo-
tion dependencies, demonstrating improved performance on a newly
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generated dataset from existing ones. This work’s limitations include
the dataset size and the assumption that objects are static during
interactions. EgoPCA [7] introduced a framework for understanding
egocentric hand-object interactions, leveraging principal component
analysis to model complex hand motions. Similarly, Mucha and Kampel
[38] focused on 2D hand pose estimation from egocentric videos,
demonstrating the utility of skeletal data in action recognition. This
method offers a less resource-intensive alternative to 3D pose esti-
mation, making it more accessible for real-time applications. These
approaches highlight the potential of egocentric vision for real-time
HRC applications but are constrained by their reliance on specific
datasets. Advances in pretraining methods, such as HandCLR [8], im-
proved 3D hand pose estimation by leveraging contrastive learning on
large-scale, in-the-wild data. Meanwhile, generative models like the
hierarchical temporal transformer introduced by Wen et al. [39] shown
promise in forecasting hand motions while accounting for semantic de-
pendencies. Furthermore, diffusion-based frameworks were also used to
handle the stochasticity of hand motion in egocentric settings [12,13].

Despite these developments, key challenges persist in modeling
the high degrees of freedom inherent in hand movements, general-
izing across diverse environments, and addressing the computational
demands of real-time applications.

Robotics Task Sequencing. The development of a proactive and dy-
namic task sequencer poses its own challenges. Several works tackled
the robotic task sequencing optimization problem using the Travel-
ing Salesman Problem (TSP) formulation [40-43]. However, these
approaches did not address the dynamic time windows introduced
through forecasting of human intentions. Dubowsky and Blubaugh
[40] introduced an ATSP-based method to plan time-optimal robotic
manipulator motions for point-to-point tasks. They used dynamic pro-
gramming to minimize task completion time but did not consider
multiple inverse kinematics solutions, limiting the amount of opti-
mal solutions. Edan et al. [41] aimed to reduce robot cycle time
while considering kinematics and dynamics. Their approach involved
a TSP formulation and neural network solution but faced extensive
computational time due to frequent cost matrix recalculations.

Zacharia and Aspragathos [42] proposed a TSP optimization solu-
tion using Genetic Algorithms that considered multiple inverse kine-
matics solutions. While efficient, it is heuristic in nature, meaning
optimal solutions are not guaranteed.

Recent work by Kolakowska et al. [43] employed mathematical con-
straints and a corresponding solver for up to ten points. However, the
exponential computational growth with the number of points restricts
its use in large-scale scenarios. One line of works focuses on finding the
optimal allocation of tasks for both the robot and the human in human—
robot collaboration. Alirezazadeh and Alexandre [44] introduced an
architecture, in which the tasks are first grouped by precedence con-
straints and then assigned to either the human or the robot through
a quality metric describing the expected performance of either agent.
Due to high-performance requirements and dynamics in the task, we
argue it is likely more efficient for the human to lead and the robot to
follow. Recent studies support this claim, that the human might prefer
to rather lead the collaboration than follow the robot [45]. Djogdom
et al. [46] also took a two-stage approach, wherein first the predicted
human behavior is used to find the optimal sequence for the robot,
minimizing operation and idle time. Therein a combination of TSP and
Knapsack formulation is used. The plan can then be adjusted online
depending on the human’s performance. Noormohammadi-Asl et al.
[47] proposed a framework for task sequencing, which can also take
humans’ leading or following preferences into account. The sequencing
problem is decomposed into the first task assignment and then task
sequencing to simplify the overall optimization problem. FABRIC [48]
used a POMDP to anticipate the human’s characteristics and behaviors
on the lower level, while a novel Adaptive Bayesian Policy Selection is
employed to select the best low-level policy given the characteristics of
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the use case. Pupa et al. [49] proposed an online framework for human—
robot collaboration using AND/OR graphs. However, the nominal task
sequence for both human and robot need to be given a priori. Most
of these approaches however might not produce near-optimal results
and do not process the responsiveness for close and dynamic collab-
oration. Another line of works focused on the robotic TSP, which is
mostly used for multi-goal scenarios or when the task itself is of minor
relevance compared to the overall scheduling problem. Touzani et al.
[50] proposed an approach to solve the multi-robotic task sequencing
problem. A Multiple Generalized Traveling Salesman Problem formu-
lation is used to find a near-optimal solution, which minimizes cycle
time and is solved using a non-deterministic GA. Touzani et al. [51]
extended the previous work by incorporating accessibility constraints
and coordination. Kroneman et al. [52] used a similar formulation as
a TSPN for multi-goal planning in fruit trees. The problem is separated
into planning local approach paths and connecting those paths with a
global planner. This is then used to populate a cost matrix for the TSP.
Suérez-Ruiz et al. [53] formulated the multi-target motion planning
problem as TSP and proposed a fast near-optimal algorithm to solve
it. The key difference is that first a solution in task space is found,
which is lower dimensional than the configuration space, and then
the configurations are computed minimizing the overall path given the
previously obtained order. Li et al. [54] solved the RTSP by decoupling
the problem even further into task-space sequencing, configuration
filtering, configuration optimization, and motion planning. Thus, even
large instances of RTSP become tractable. Enomoto et al. [55] focused
on planning near-optimal sequences for assemblies, wherein disassem-
bly analysis creates a disassembly task tree, and Dijkstra ultimately
found the shortest path. While the robotic TSP has received attention,
temporal information about the environment is rarely included, lim-
iting its applicability in collaborative scenarios. The Time-dependent
TSP with Time Windows (TD-TSPTW), a more generalized version of
the Dynamic TSP with Time Windows (D-TSPTW), assumes that travel
times between customers are also time-dependent. Fontaine et al. [56]
introduced a novel dynamic-programming (DP) based approach for the
TD-TSPTW using anytime columns search to widen the exploration of
the DP state-transition-graph. Pralet [57] adapted large neighborhood
search (LNS) for solving TSPs with Time Windows (TSPTWs) and
TDTSPTWs, which is related to variable neighborhood search (VNS),
but has not been extended to the DTSPTW setting. The dynamic TSP
with Time Windows is quite similar to the Dynamic Vehicle Routing
Problem with Time Windows (DVRPTW), wherein the time windows for
customers are becoming available in batches. Ghannam and Gleixner
[58] adapted hybrid genetic search for DVRPTW, which is then exe-
cuted at the beginning of each epoch. Baty et al. [59] used a machine
learning pipeline to initialize a successive combinatorial optimization
problem. Through good initialization the downstream optimization
becomes tractable. The DTSPTW has not received as much attention as
other formulations. Furthermore, they have rarely been considered in
the context of robotics applications. Scalability and computation time
for usage on a real robotic system remain open challenges.

Human-robot collaboration using human hand position predic-
tion. Mainprice and Berenson [9] introduced a framework for safe
human-robot collaboration in shared workspaces. They used a predic-
tion algorithm to construct a 3D workspace occupancy map, improving
safety and efficiency. However, limited class and trajectory diversity
reduce its applicability in real-world scenarios. Pérez-D’Arpino and
Shah [60] employed a data-driven approach to predict human hand
target positions. Their method involved statistical models of human-
reaching movements, although the small training set size and reliance
on the same person for demonstrations pose limitations. Landi et al.
[61] combined model-based and data-driven methods to predict human
arm movements. They tracked hand positions with a Kinect camera,
fitting them to a model and using neural networks. However, the focus
on detecting reaching motions toward the robot and the computational
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complexity are key limitations. Cheng and Tomizuka [11] proposed a
hierarchical framework for long-term human hand trajectory prediction
and action duration estimation. They used a sigma-lognormal function
with an online algorithm for parameter adjustment. However, their
assumption of deterministic human actions may not hold in real-world
environments. Lyu et al. [10] presented an efficient HRC pipeline that
includes trajectory prediction, target estimation, and robot trajectory
generation. Although this pipeline ensures safe collaboration, it re-
quires testing on more complex tasks and assumes a static environment,
limiting its real-world applicability.

The reviewed advancements in video understanding architectures,
future hand position forecasting, robotics task sequencing, and human-
robot collaboration underscore significant strides in their respective
domains. Yet, a common thread among these innovations reveals persis-
tent challenges in scalability, adaptability, and real-world applicability.
By integrating cross-domain insights, such as leveraging multimodal
video understanding for more precise hand position forecasting and
integrating the model predictions into the formalized task sequencing
problem, we aim to not only advance individual domains but also set
the stage for transformative applications in human-robot interaction,
enabling safer, more intuitive, and efficient collaboration across diverse
scenarios.

3. Framework overview

The multi-component framework for enabling efficient robot task
planning in human-present environments is presented. The framework
forecasts human hand positions into the future and uses those pre-
dictions to optimize robot task planning. Human hand positions are
forecasted using the deep learning model trained on thousands of
hours of human interactions in the real world. DynamicVNS heuristic
optimization algorithm then uses the predictions made by the deep
learning model to plan optimal task sequences. The architecture of the
framework used in this work is presented in this section.

3.1. Forecasting algorithm and integration with DynamicVNS

Algorithm 1 Forecast_And_Plan Function for Hand Position Forecasting
and DynamicVNS Integration

Require: Incoming message data containing prediction data
1: function Forecast AND_PLAN(data)

2: Calculate predictions preds from the model

3: Assign time availabilities to corresponding nodes based on preds
and regions

4: Call the DynamicVNS solver with iteration limits and availabil-
ities

5: Flatten the resulting plan into a one-dimensional list plan_list

6: Publish the plan_list message to the robot planner

7: end function

In Algorithm 1, the Forecast_And_Plan function performs the
following steps to integrate the outputs of the UniFormer-based predic-
tion model with the DynamicVNS solver:

+ Calculate Predictions: We feed formatted videos as data to the
UniFormer model, which predicts future hand positions and con-
tact delay time c¢,. The preds contains the predicted x and y
coordinates for both hands across the five key frames, as well as
the contact delay time c,.

» Window Availability Calculation: We process the prediction
array preds to generate hand squares representing the predicted
future positions of the human hands. The workspace is divided
into regions called inspection spaces. By checking for intersec-
tions between the hand squares and the inspection spaces, we
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identify regions that will be occupied by the human hands. For
each region, we create a node with a specific availability time
window:

— Occupied Regions: If a region intersects with a predicted
hand position, we assign a later availability time window
to the corresponding node. This delays the robot’s task in
that region to avoid interference with the human.

— Unoccupied Regions: If a region does not intersect with any
predicted hand positions, we assign an earlier availability
time window. This allows the robot to perform tasks in these
regions sooner.

» Invoke DynamicVNS Solver: Using obtained availabilities, we
invoke the DynamicVNS solver. The solver incorporates the cal-
culated values into the task sequencing problem, adjusting time
windows and constraints to account for the human’s future ac-
tions. This ensures that the robot plans its tasks while avoiding
potential conflicts with the predicted human hand positions.

+ Flatten the Plan: The resulting plan from the DynamicVNS solver
is a structured data object representing the sequence of tasks and
their scheduling. We flatten this plan into a one-dimensional list
plan_list to be processed by other system components.

» Publish Message: The message with plan_list is published to the
appropriate communication channel. This allows the robot’s exe-
cution controller to receive and act upon the updated plan.

The UniFormer model effectively captures spatiotemporal features
from the input video sequence, providing accurate predictions of future
hand positions. By incorporating these predictions into the Dynam-
icVNS algorithm, we enable the robot to proactively plan its tasks,
considering the dynamic nature of human movements. The UniFormer
model architecture, loss modifications, and training parameters are cov-
ered in Section 4, and the implementation details of the DynamicVNS
algorithms are covered in Section 5.

In summary, the final proposed framework for human hand forecast-
ing in the human-robot collaboration scenario consists of the following
steps: video sequence acquisition, processing through the inference
script to generate modified regressed values and existence labels, and
utilization of the DynamicVNS planner node to allocate hand positions
in a time-unrolled problem formulation. The computed sequence is then
sent to the robot planner.

4. Future hand position forecasting

This section introduces and evaluates the deep learning model used
to predict future hand positions from a video sequence. The model
was trained and tested on the Ego4D dataset, achieving state-of-the-art
results on the Future Hand Position Forecasting benchmark.

4.1. Ego4D dataset

Training deep learning models requires a diverse dataset with an-
notations of human hands in natural daily interactions. The Ego4D
dataset presented by Grauman et al. [18] is a large-scale egocentric
video dataset and benchmark suite suited for this task. It contains
3670 h of recordings capturing daily activities across 74 locations
worldwide. The dataset covers various occupational backgrounds and
hand-object interactions in different environments. It provides hand
annotations and a hand position forecasting benchmark for evaluation.
The benchmark focuses on predicting future hand positions in key
frames based on two seconds of consecutive hand recordings. Five key
frames are defined: the contact frame (x.), the pre-condition frame
(x,), and three frames occurring 0.5 s, 1.0 s, and 1.5 s before the

pre-condition frame, labeled x,,;, x,,, and x5, respectively.
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4.2. Evaluation metric

The evaluation metric is based on the Future Hand Prediction
(FHP) benchmark from the Ego4D dataset. Two error metrics are used:
Mean Key Frame Displacement Error (M.Disp.) and Contact Key Frame
Displacement Error (C.Disp.).

Mean Key Frame Displacement Error is defined in Eq. (1).

D=1 Y n -k 1
n ",-;L”’ il eh)
H, denotes a set of visible hand positions in key frames, n denotes the
size of the set H,, h; refers to the predicted hand position, while the A
refers to the ground truth hand location. It should be noted that if the
hand is not present in the annotation, zeros are padded into the h,.
The Contact Key Frame Displacement Error is defined in Eq. (2).

= |lh, = I |l ®)

refers to the ground truth hand position in the contact frame.
It should be noted that the presented evaluation metric does not
penalize the model for making predictions in frames without hands.

DC
h, refers to the predicted hand position in the contact frame, while the
h,

4.3. UniFormer model

The UniFormer model is employed to forecast future hand positions.
UniFormer is a unified transformer architecture designed for efficient
spatiotemporal representation learning from high-dimensional videos
presented by Li et al. [62]. It addresses spatiotemporal redundancy and
dependency issues by combining the strengths of 3D CNNs and vision
transformers. In all experiments in this work, UniFormer serves as the
feature extraction backbone, followed by a linear mapping function for
regression.

4.4. Multitask learning loss

This work employs a multi-task learning loss to predict future hand
positions and occupancy representations. The regression task involves
predicting the spatial coordinates of both hands across five key frames,
as well as the contact delay time c,.

Specifically, the model predicts the x and y coordinates for the left
and right hands at each of the five key frames. The key frames include
the contact frame (x,), the pre-condition frame (xp), and three frames
occurring 0.5 s, 1.0 s, and 1.5 s before the pre-condition frame, denoted
as x,;, X,p, and x,3, respectively. For each key frame, there are four
coordinate values corresponding to the x and y positions of the left
and right hands. This results in a total of 20 values (four coordinates
multiplied by five key frames). The additional value is the contact delay
time ¢,, calculated as the difference between the contact frame and the
first key frame. This enables the model to learn and predict the time
delay between the pre-condition and contact frames.

In summary, the target representation vector for the regression task
consists of 21 values: 20 values for the hand positions and one value
for the contact delay time c,.

The regression component measures the Smooth L1 loss between
the predicted and ground truth values. The losses for all 21 points are
summed and divided by the sum of the mask values m;. m; defines the
existence mask, which is defined as 1 in case the hand annotation is
present for the sample i and 0 otherwise. This loss encourages accurate
predictions while tolerating false positives, as defined in Egs. (3) and

4.

(05 =R if (] <1 -
' |h; — h;| = 0.5, otherwise
N
Ny
RLoss = ZI’V*' ! @

i=1"Mi
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The classification component adds a branch to the model output that
predicts the existence of the hand in future key frames or contact with
an object. This branch outputs a probability between 0 and 1 for the
hand’s presence. The ground truth is binary, with 1 indicating hand
presence and O indicating absence. The binary cross-entropy loss is
computed by comparing the predicted existence probability with the

ground truth existence label, as shown in Eq. (5).
N

CLoss = — Y ri; log(m;) (5)
i=1
The total loss is a weighted combination of the regression loss and
binary cross-entropy loss, as shown in Eq. (6):

TotalLoss = a - RLoss + f# - CLoss (6)

In Eq. (6), the weights a and g are assigned to balance the contri-
butions of the regression and classification losses, respectively.

4.5. EgoVLP pretraining

In this work, clip-level annotations from EgoVLP are used for model
pretraining. Specifically, verb-filtered clip-level annotations from [19]
are employed. The authors highlight that video-language pretraining
on the entire Ego4D dataset significantly enhances model performance
on downstream tasks. They also note that directly using pretrained
backbones leads to inferior performance due to distribution differences
between egocentric and exocentric data.

5. Dynamic task sequencing

This section presents the formulation of the Dynamic Traveling
Salesman Problem with Time Windows (D-TSPTW) and the heuristic
optimization algorithm used to solve it. The deep learning model’s
trajectory predictions are utilized by the Dynamic Variable Neigh-
borhood Search (DynamicVNS) algorithm to plan the most efficient
task sequence. By predicting future human hand positions, the robot
can adapt its plans proactively, avoiding interruptions and enhancing
collaboration efficiency.

5.1. Dynamic traveling salesman problem with time windows formulation

This work formulates the Dynamic Traveling Salesman Problem
with Time Windows (D-TSPTW), modifying the traditional TSPTW
by incorporating time variability into node parameters. Unlike the
Time-Dependent TSPTW (TD-TSPTW), which assumes changes in travel
times, D-TSPTW assumes changes in node configurations as shown
by Vu et al. [63].

Specific restrictions are applied: the graph structure and node pa-
rameters remain constant during each cycle. A cycle is defined as a
sequence of actions, including servicing a node, traveling to another,
and waiting for the next start time. In D-TSPTW, only parameters
like the number of present nodes, their start times, and due times
can change between cycles, while node coordinates and service times
remain unchanged.

The D-TSPTW task is formalized as a tour on a time-expanded
network denoted as D = (N, .A). The time in this notation is split
into discretized cycles, as described earlier. The node set N consists of
nodes (i, 1), where i € N and ¢ € [q;, b;], representing the time window
for node i. The travel arc set .A comprises travel arcs represented as
(1), (. D), where i # j, (i,j) € A, t > a;, and max(a;, + 7;;(1)) <7 < b;.

The binary variable x, is equal to 1 if and only if the arc a =
((i,1),(j, D) is visited. Furthermore, ¢, = ¢; () denotes the non-negative
travel cost of arc a. Thus, the optimization task can be defined as an
integer programming problem, as shown in Eq. (7).
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min anxa
aeA
s.t. Zxa=l
aeA @
i>t+c,—M(1-x,) VaeA
a; <t<b; VieV

x,€{0,1} Vae A

The objective function in Eq. (7) aims to minimize the total cost of
the tour. The first constraint ensures that each arc in the set A is visited
exactly once. The second constraint enforces the requirement that the
visiting time of node j must be greater than or equal to the sum of the
visiting time of node i and the associated arc cost.

This work assumes that the number of cycles is 5, where each cycle
corresponds to a particular time in the future as denoted in each key
frame definition in Section 4.1.

5.2. Dynamic variable neighborhood search heuristic algorithm

A heuristic solver for the Dynamic Traveling Salesman Problem
with Time Windows (D-TSPTW) is presented, building on the two-stage
heuristic by Da Silva and Urrutia [64] for the static TSPTW problem.
Their method combines Variable Neighborhood Search (VNS) to gen-
erate feasible solutions and Variable Neighborhood Descent (VND) to
optimize local solutions. This approach demonstrated computational
efficiency and superior execution times on benchmark instances.

Although their approach is limited to static TSPTW, it can be applied
to the D-TSPTW problem by handling each cycle individually. This
approach will serve as a baseline in the experiments.

To improve the optimization performance, this work proposes an
extension of the GVNS optimization algorithm to solve the D-TSPTW
problem called DynamicVNS. The proposed DynamicVNS algorithm,
shown in Algorithm 2, is designed to tackle the dynamic nature of the
problem and adapt to changing node parameters.

Algorithm 2 DynamicVNS

Data: f(-), n, cycle,,,., iter,,,.

Result: x

X < None previousSolution «— None cycle «— 1 while cycle < cycle,,,,

do

iter — 1 while iter < iter,,,, do
x «  GetFeasibleSolution(f(-), n, previousSolution) x* <«
GV NS(x) if f(x*) < f(x) then
[ x < x*
end
iter + +
end
previousSolution < x
end

The DynamicVNS algorithm takes as input an objective function
f(-), the number of nodes present in the task n, the maximum number
of cycles cycle,,,,, and the maximum number of iterations for the main
loop iter,,,. The algorithm initializes the solution x and the previous
solution previousSolution to None and sets the cycle number cycle to 1.
The algorithm then enters the main loop, iterating over a total number
of cycles defined for the problem. Within each cycle, the algorithm
runs the iterative optimization process represented by the iteration
loop. In each iteration, the algorithm conducts a construction phase by
obtaining a feasible solution based on the previous solution using the
GetFeasibleSolution() function and performs the optimization
phase by a guided search using the GVNS() function. Finally, the
current solution x is updated if the new solution has a lower objective
function value.
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5.2.1. Construction phase

The GetFeasibleSolution() algorithm, shown in Algorithm
3, is responsible for obtaining a feasible solution for the D-TSPTW
problem. It takes the objective function f(-) and the number of nodes
n as inputs, and optionally, a previous solution previousSolution. The
algorithm repeatedly searches for feasible solutions, employing per-
turbation and local search operation using Local1Shift () function
until a feasible solution is found. If previousSolution is provided, the
algorithm starts with this solution. Otherwise, it begins with a new
solution using the NewSolution () function, which generates a path
depending on an initialization strategy. The initialized path can be
sorted by nodes’ ready or due times or randomly shuffled. The pertur-
bation is controlled by the variable k, which is increased iteratively
to explore different neighborhoods until a feasible solution is found or

until k,,,, is reached.

Algorithm 3 GetFeasibleSolution() algorithm.

Data: f(-), n, previousSolution = None
Result: x
repeat

k < 1 if previousSolution # None then
| x « previousSolution

else
| x « NewSolution(n)
end
x < LocallShift(x) while x is unfeasible and k < k,,,, do
x' « Shake(x,k) x* « LocallShift(x') if f(x*) < f(x) then
| x<x* k<1

else
| k++

end
end
until x is feasible;

The Local1Shift () function performs local shift operations to
construct a feasible solution. The function begins by getting the current
path and calculating the initial cost of the solution using the objective
function. It then identifies two subsets of nodes: violated nodes and
non-violated nodes. Violated nodes are those whose constraints are
currently violated in the current solution, while non-violated nodes
are those with satisfied constraints. The function then performs three
different sets of 1-shift movements: For violated nodes, it tries to move
them backward in the path to improve feasibility and cost. For non-
violated nodes, it tries to move them forward in the path to achieve
better feasibility and cost. Again, for non-violated nodes, it tries to
move them backward in the path for further improvements. After
each set of movements, the function calculates the total cost of the
new path using the objective function and checks if the new cost is
lower than the current cost. If so, it updates the current path and cost
accordingly. The function repeats these three sets of 1-shift movements,
exploring different possibilities to find better feasible solutions. Finally,
the function returns the path of the best feasible solution found.

The objective function for construction phase f(x) = Y max
(0, x;(t; — b)) is defined as the positive sum of all differences between
the time taken to reach each node and their due times. Here, x; is equal
to 1 if and only if the agent visits node i and equal to O otherwise.

5.2.2. Optimization phase

The GVNS () function, represented in Algorithm 4, aims to improve
the initial solution x through Variable Neighborhood Descent (VND).
It uses two different local search operators to explore different neigh-
borhoods and improve the solution iteratively. The algorithm starts by
applying the VND() function to x and then enters a loop where it
shakes the solution x to explore different neighborhoods and improve
it further using VND. If a better solution is found, the loop restarts
from the first neighborhood level; otherwise, it proceeds to the next
neighborhood level. This process continues until the maximum number
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of iterations k,,,, is reached, and the final improved solution is returned
as the output.

Algorithm 4 GeneralVNS
Data: x, k
Result: x
k<1 x « VND(x) while k <k, do
x" « Shake(x,k) x* « VND(') if f(x*) < f(x) then
| xex* ke1

else
| k++

end

max

end

The VND() function, shown in Algorithm 5, takes an initial so-
lution x and employs local search operators to optimize the solution
iteratively. It starts by initializing a temporary variable x’ as None
and enters a repeat-until loop. In each iteration, the algorithm applies
the LocallShift operator to the current solution x, followed by
the Local20pt operator to the modified solution x’. The process
continues until the current solution x is equal to the modified solution
x’, indicating that no further improvement can be achieved. The final
improved solution is returned as the output.

Algorithm 5 VND
Data: x
Result: x

x' < None repeat
| x" « LocallShift(x) x < Local20pt(x")
until x = x’;

The Local20pt function iterates through the nodes in the path
(except the last two and the first one) and examines each subsequent
node to find possible edge swaps that could lead to a shorter path. The
2-opt swap is applied by reversing the section of the path between
node i and node j. This involves removing the edges (i,i + 1) and
(j — 1,j) and replacing them with the edges (i,j — 1) and (i + 1, ). The
algorithm calculates the total distance of the new path and the current
best path using the optimization objective function. If the new path is
shorter than the current best path, it updates it accordingly. The process
continues until no improvement is made in a full iteration of the 2-opt
loop, i.e., when no better swap is found.

6. Implementation and experiments

This section first presents the results of the experiments involving
the training and evaluation of the UniFormer model. Afterwards, this
section explains the implementation details of input and output data
modification for further processing by the DynamicVNS algorithm. It
then explains the evaluation experiments conducted with the Dynam-
icVNS heuristic optimization algorithm. Finally, the section covers the
HRC setup, including both simulation and real robot experiments.

6.1. UniFormer model training

The UniFormer model was initially pretrained on the video-
language EgoClip dataset and then fine-tuned for the future hand
prediction task. For fine-tuning, the UniFormer model was trained with
a batch size of 16 and 8 segments per sample. The input and short side
sizes were set to 320, and each input consisted of 4 frames. AdamW was
used as the optimizer, with a learning rate of 1e—3 and beta values of
0.9 and 0.999. The weight decay was set to 0.05. The training lasted for
30 epochs, including 5 warm-up epochs. For testing, 2 segments were
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Table 1

Evaluation of the best-performing models on the test set and comparison with
previously presented state-of-the-art [17]. In this comparison, lower values indicate
better performance.

Set Method Left hand Right hand
M.Disp.  C.Disp. M.Disp.  C.Disp.
13D [18] 52.98 56.37 53.69 56.17
Test  UniFormer [19] 43.85 53.33 46.25 53.38

UniFormer + Multi-Task Loss  43.00 53.47 44.36 53.42

used, and 3 crops were taken per segment. The sampling strategy in-
volved selecting 8 frames across 30 temporal views, which showed the
best performance across multiple experiments. Furthermore, reducing
the learning rate to 10e—4, removing abnormal videos, and using early
stopping led to improved validation results.

Finally, the model was trained using a multi-task learning approach,
incorporating the best learning parameters and sampling strategy. The
learning task employed the multi-task loss defined in Egs. (3), (4), (5),
and (6).

The model achieved state-of-the-art results on the FHP benchmark,
even though the evaluation benchmark did not directly account for the
multi-task output. The final performance of the model is compared with
previous state-of-the-art methods in Table 1, showing superior results
on the closed test data. All reported UniFormer-based results used the
(320, 8, 30) sampling strategy for consistent evaluation.

6.2. Qualitative results

Fig. 1 presents qualitative results from the final model, applied to
sample video snippets from the validation set. The figure shows the
predictions for five key frames (xp35 X2, Xp15 X, X.) in sequence. Green
dots represent ground truth hand positions, while blue dots indicate the
model’s predictions. This visualization highlights the model’s capability
to predict future human hand positions across various people, environ-
ments, and lighting conditions, with the predicted trajectory closely fol-
lowing the actual trajectory with minimal deviation. Although there are
minor discrepancies, the overall performance demonstrates the model’s
ability to accurately forecast hand positions in diverse scenarios.

6.3. Video sequence acquisition and processing

The initial step in the framework involves acquiring video sequences
from the continuous image stream. The video generator node reads
every frame and generates a stream of video snippets. Each video
snippet lasts 2 s and is sampled at a rate of 30 frames per second.
To ensure a continuous flow of information, the video snippets are
sampled in an overlapping manner, resulting in a new video snippet
being generated every 1 s.

6.4. Inference and label modification

The deep learning model inference script continuously processes
the acquired video snippets. This script performs prediction tasks on
each incoming video snippet and generates two vectors: a 21-element
vector of regressed values and a 21-element vector of existence labels.
The existence masks are generated to create a binary representation
of existence labels. Any value greater than 0.6 is set to 1, and any
value lower than that is set to 0. This modification allows for the
distinction between relevant and irrelevant regressed values. Each re-
gressed value is then multiplied by the corresponding existence mask,
ensuring that only the relevant regressed values are considered in
the subsequent steps. The resulting 21-element vector represents the
modified regressed values, which are then sent to the DynamicVNS
planner node.
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Fig. 1. Qualitative results showing predictions made by the final model on the 5 key frames in sequential order (x,, x5, X,;, X,, x.). Ground truth hand positions are represented
in green dots, and predictions made by the model are represented in blue dots [17]. (For interpretation of the references to color in this figure legend, the reader is referred to

the web version of this article.)

Table 2
Comparison experiments of the DynamicVNS (DVNS) and GVNS algorithm on time
unrolled sequencing tasks using different initial path generation strategies [17].

# Random Due time Ready time

DVNS GVNS DVNS GVNS DVNS GVNS
Mean 0.326 4.814 0.563 28.200 0.341 0.346
Std 0.00179 0.56678 0.00976 0.24479 0.00846 0.00406

6.5. DynamicVNS implementation and evaluation

The DynamicVNS algorithm, as described in the methodology sec-
tion, was implemented in Python 3.10 and evaluated with three differ-
ent route initialization strategies: random shuffling (Random), sorting
by node due time b, (Due Time), and sorting by node ready time
a; (Ready Time). The execution time of the DynamicVNS algorithm
was recorded for each initialization strategy and compared to the
GVNS presented by Da Silva and Urrutia [64]. Table 2 presents the
performance differences for each strategy. Each strategy-algorithm pair
was evaluated ten times on the same benchmark instance, and the
execution time was recorded. The table provides the mean and standard
deviation of computational times across all runs.

The results clearly indicate that DynamicVNS outperforms the GVNS
algorithm across all task instances while producing solutions with
equivalent travel costs. The algorithm demonstrates a significant
speedup with random and due time initialization strategies, though
the speedup is less pronounced with the ready time strategy. Dy-
namicVNS’s superior performance can be attributed to its ability to
preserve and leverage temporal information from previous runs. Al-
though the random shuffling method had the fastest execution time in
the table, it failed to find optimal solutions in some instances, making
the ready-time initialization strategy the best balance of speed and
robustness.

6.6. DynamicVNS integration

The DynamicVNS planner node receives the modified regressed
values and allocates them in a time-unrolled problem formulation. This
formulation enables efficient planning and coordination of robot se-
quences over time. In the conducted experiments, the problem formula-
tion consists of 5 nodes, including the home position. The DynamicVNS
planner node utilizes this problem formulation to determine optimal
sequences for the robotic manipulator in the collaboration scenario.
The route initialization strategy is based on the Ready Time sorting

strategy, as it provides suitable performance and robustness.

A time-unrolled visualization of the DynamicVNS problem formu-
lation is shown in Fig. 2. The visualization is divided into sections
separated by black lines, representing specific key frames in the follow-
ing order: x3, X, X, X, and x.. Each frame consists of 4 points that
need to be visited, with the points in green indicating free positions
and the points in red indicating occupied positions at that particular
time in the future. Forecasted future hand positions are depicted as
blue boxes. The node occupancy is computed as binary based on the
intersection over union (IoU) between node rectangles and predicted
hand positions. A node is marked as occupied for every hand-node pair
where IoU # 0. The occupancy information is then used to construct an
unrolled D-TSPTW problem formulation.

The robot task planner node receives an updated task sequence
every second. A node is marked as visited after the robot visits it.
Subsequently, the route is modified in every cycle as defined in the
methodology section.

6.7. HRC experiments

Robotic task sequencing experiments were conducted on a real
robot setup. The testing environment consists of a UR10e robot with a
mounted end-effector and a table with four objects on top. In this sec-
tion, we analyze and discuss the performance of our robotic task plan-
ning algorithm, which aims to improve the robot’s efficiency in touch-
ing objects while predicting and reacting to human hand movements
within the workspace.

The primary goal of the robot in our experiments is to touch
four objects placed on the table. We simplified the task to avoid the
complexities of pick-and-place logic. The robot is required to move
between the objects while reacting to the presence of human hands in
the workspace. Two approaches were compared:

» Naive Approach: The robot moves between the objects in a linear
order and halts execution if a human hand appears, resuming only
when the workspace is “safe”.

+ Our Approach: The robot uses a DynamicVNS planner to optimize
its movement based on the predicted human hand movements.

To simulate human interference, slow hand movements toward one
of the objects were made, and similar motions were repeated for each
experiment. Hands were removed within five seconds of entering the
workspace. Two scenarios were tested:

+ Pick to Box: The robot always returns to a common home pose
before moving to the next object.
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Fig. 2. Time-unrolled visualization of the D-TSPTW instance. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this

article.)
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Fig. 3. Example involving N = 4 nodes. Availability time window constraints are represented as horizontal black lines. The task plan produced by our approach is shown in bold
red and the plan produced by the naive algorithm is shown in dashed gray color. (For interpretation of the references to color in this figure legend, the reader is referred to the

web version of this article.)

Table 3
Comparison experiments of the naive approach and proposed task planning
framework.

Method Pick to box Block to block
Naive Our method Naive Our method
Mean 45.43 41.00 17.57 13.94
Std 4.14 0.04 4.46 0.69
Min 40.98 40.97 13.94 13.49
Max 54.07 41.08 26.94 15.69

+ Block to Block: The robot moves directly from one object to
another without returning to a home pose.

The results were recorded as the time taken by the robot to complete
its tasks under different conditions and hand movements. The final
recorded results are shown in Table 3.

The results show that the proposed planner approach significantly
reduces the execution time compared to the naive approach in both
scenarios.

For the “Pick to Box” scenario, the naive approach leads to in-
creased execution times due to the robot frequently stopping when
detecting human hands. In contrast, our planner allows the robot to
efficiently navigate between objects, minimizing the impact of human
interference.

In the “Block to Block” scenario, the naive approach again results in
higher execution times, particularly in instances where multiple hand
interferences occur. A visualization of the “Block to Block” scenario
example is shown in Fig. 3. The home position and node availability
time constraints are shown as horizontal lines, with indicated start and
end times. The shown constraints are the final ones, as predictions

into the future are calculated constantly and change over time, due
to constant hand movements. As it can be seen from the figure, our
method was able to achieve a faster visit time compared to the naive
approach.

Our proposed planner demonstrates more robust performance,
maintaining lower and more consistent execution times even in the
presence of human hands.

7. Discussion

This work aimed to improve the performance of existing approaches
for future hand position forecasting. By employing data cleaning, pa-
rameter optimization, sampling strategy optimization, and multi-task
learning, the resulting UniFormer model outperformed previous meth-
ods, achieving state-of-the-art results on the existing benchmark.

Additionally, the investigation into the optimal design of the loss
function for accurate and robust forecasting of future hand positions
yielded significant insights. By employing a multi-task learning loss
that compensates for the hand positions and the contact delay regres-
sion task, along with the corresponding existence mask task, the deep
learning model demonstrated improved performance in predicting hand
positions during human-robot collaboration scenarios. The explicit goal
of learning the contact delay time allowed the model to establish tem-
poral anchors for hand position forecasts, contributing to its enhanced
predictive capabilities. Furthermore, the simultaneous computation of
information for regression and classification tasks likely contributed to
improved model generalization capabilities, leading to more accurate
and reliable predictions.

Addressing the challenge of real-time inference in forecasting future
hand positions during human-robot collaboration required the explo-
ration of various sampling strategies. The experiments showed that
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adopting an 8-frame per clip and 8-temporal view strategy struck an
optimal balance between performance and computational efficiency for
real-time applications. This finding is crucial for deploying forecast-
ing models in time-critical scenarios, ensuring smooth and responsive
human-robot interactions.

Integrating deep learning model predictions into a formalized task
sequencing problem was achieved by defining the Dynamic Traveling
Salesman Problem with Time Windows. By unrolling forecasted hand
positions in time and formulating them as instances of the D-TSPTW
problem, the framework enabled coordinated robotic actions based
on anticipated future hand positions. This approach bridges the gap
between forecasting and task planning, providing a cohesive solution
for collaborative human-robot tasks.

In the context of solving the task sequencing problem in dynamic
human-robot collaboration scenarios, the DynamicVNS solver demon-
strated its superiority over the GVNS heuristic algorithm on D-TSPTW
problem instances. By formulating the problem in a time-unrolled rep-
resentation, the DynamicVNS solver provided an efficient and adaptive
solution for robotic task planning. It was observed that the ready-
time initialization has enabled the best execution time performance for
both GNVS and DynamicVNS algorithms. Even though the DynamicVNS
clearly outperforms GVNS on random-time and due-time initialization
strategies, due to the advantages of the ready-time initialization strat-
egy, the GVNS approach was only marginally slower than the proposed
DynamicVNS.

8. Conclusions

This paper introduced a comprehensive framework for developing
a proactive robotic planner. The performed experiments demonstrated
improved future hand position forecasting for human-robot collabora-
tion by optimizing deep learning techniques, achieving state-of-the-art
results with the UniFormer model and a multi-task learning approach.
This study also proved effective real-time inference and seamlessly
integrated predictions into robotic task planning using the Dynam-
icVNS algorithm. These advancements provide a cohesive framework
for safer and more efficient human-robot interactions in real-world
applications. Future work could focus on further refining and opti-
mizing the framework, including developing more advanced travel
cost estimations based on robot motion profiles, incorporating obstacle
avoidance modules, and conducting additional use-case experiments.
Additionally, exploring end-to-end approaches for forecasting human
intentions in robot task sequencing could offer valuable improvements.
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