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Abstract
This thesis looks into the state-of-the-art (SOTA) methods for document information
extraction and experiments on a multi-lingual receipt dataset. First, the task of
document information extraction is split into manageable subtasks on which recent
research exists. Each subtask is discussed in more detail, and recent advancements are
presented. The key information extraction (KIE) task is the primary focus for most
of the thesis and, therefore, is discussed more extensively. Three separate models
attempting to tackle KIE with different methods and architectures are presented in
detail. The most influential aspects of exploring the models are their ability to handle
multi-lingual data and incorporate task-specific multi-modal information into the
training process. Two out of three models perform comparably to the current SOTA
models, namely LayoutLMv2 and PICK. While LayoutLMv2 uses a Transformer-
based model, PICK uses a graph convolutional network as its backbone. Both of these
turn out to be effective ways of learning document structures. Finally, experiments
are done on a collective dataset consisting of the publicly available SROIE dataset
and manually collected Finnish receipts. A pre-trained LayoutXLM, a multi-lingual
variation of LayoutLMv2, is used to evaluate its performance on multi-lingual data.
The results are mostly comparable to what the authors of the most notable papers
have got, but the most severe limiting factor is the lack of data. The performance
varies considerably based on which set of labels is used. Nevertheless, it is concluded
that, given enough data, the models can perform well even on multi-lingual complex
data, as was demonstrated by the authors of the original paper by evaluating them
on more complex document types.
Keywords Information extraction, deep learning, SROIE, receipt
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Tiivistelmä
Tämän diplomityön päällimmäisenä tavoitteena on tutustua tällä hetkellä parhaiten
suoriutuviin syväoppimista käyttäviin neuroverkkomalleihin, jotka on koulutettu
löytämään keskeiset tiedot erilaisista dokumenteista kuten kuiteista. Tämän lisäksi
työn lopussa tutkitaan erään mallin toimivuutta monikielisten dokumenttien kanssa.
Aluksi keskeisen tiedon löytäminen dokumenteista jaetaan osaongelmiin, joista jokai-
nen käsitellään erikseen. Osaongelmien kuvaamisen lisäksi käsitellään kirjallisuuden
pohjalta viimeaikaisia edistysaskelia. Työn päätavoite on kuitenkin tutkia erilaisia
lähestymistapoja keskeisen tiedon löytämiseen dokumenteista, ja tätä käsitellään pe-
rusteellisemmin. Kolme erilaista neuroverkkomallia esitellään kirjallisuuden pohjalta
ja jokaisen yksityiskohdat käydään tarkemmin läpi. Kaikkein tärkeimmät näkökulmat
mallien tarkasteluun ovat niiden tehokkuus monikielisillä dokumenteilla ja miten
kyseiset mallit ottavat huomioon dokumenttien erityispiirteet, kuten tekstin sijainnin
ja tyylin, koulutusvaiheessa. Kaksi kolmesta esitetystä mallista suoriutuu hyvin
tämän hetken parhaiten suoriutuviin malleihin verrattuina. LayoutLMv2 käyttää
Transformer-arkkitehtuuria, kun taas PICK käyttää graafipohjaista arkkitehtuuria.
Molemmat arkkitehtuurit suoriutuvat hyvin, sillä molempien vahvuuksina on mahdol-
lisuus löytää yhteyksiä dokumenteissa esiintyvien tekstikappaleiden välillä. Lopuksi
esikoulutettu LayoutXLM, joka on LayoutLMv2:n monikielinen versio, koulutetaan
käyttämällä kollektiivista SROIE-tietokannan ja itse kerätyn suomalaisia kuitteja
sisältävän tietojoukon yhdistelmää. Saadut tulokset ovat suurelta osin verrattavissa
alkuperäisen tutkimuksen tuloksiin, mutta joiltain osin jäävät kuitenkin merkittävästi
huonommiksi. Pääsyy tähän luultavasti on datan puute, sillä tulokset vaihtelevat
merkittävästi riippuen siitä, mitä alijoukkoa dokumenteista etsityistä tiedoista tarkas-
tellaan. Suurin ero on arvonlisäveroihin liittyvät luokat, joita esiintyy tietojoukossa
merkittävästi vähiten. Riippumatta tästä, voidaan kuitenkin todeta, että kyseiset
mallit ovat tehokkaita ja tulisivat suoriutumaan hyvin myös kyseisen alijoukon luo-
kissa. Alkuperäisissä julkaisuissa malleja on tutkittu monenlaisilla tietojoukoilla,
joiden pohjalta voidaan todeta, että mallit ovat varsin kyvykkäitä toimimaan myös
erittäin kompleksisen datan kanssa, mikäli tarpeeksi koulutusdataa on tarjolla.
Avainsanat Tiedon eristäminen, syväoppiminen, SROIE, kuitti
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1 Introduction
The world is rapidly moving towards being more digital, with ever-increasing oppor-
tunities to harness structured data from various sources for several different purposes.
Take invoices or receipts as an example, they usually contain the same essential
information, but the layout is highly non-standard. The variation in the layout
and format of these documents makes it hard to build systems for automatically
extracting information, such as the date of purchase or the total amount, from any
non-standard documents. However, almost all businesses’ bookkeeping is managed
in a digital format with some accounting software. Hence, in order to be able to
store the required details of every purchase, a human must extract the information
from the physical receipt and input it into the accounting software.

Even though the scope of this thesis will be limited to only working with receipts,
the same problems and methods apply to almost any other document type. Generally,
the task of trying to understand documents in any way is often referred to as
"document understanding". It may, for example, be desirable to extract tabular data
from research papers, understand legal documents, or be able to perform question
answering based on the content of a document. Regardless of the specific task, the
approaches discussed in this thesis will be highly relevant.

This thesis focuses on the entire pipeline of receiving a physical receipt resulting
from a purchase at a store and automatically extracting a particular set of pre-
defined fields from the said receipt. The whole processing pipeline requires many
steps; localizing the document from an image, unwarping the document’s perspective,
performing optical character recognition, and extracting the required fields. These
can be considered subtasks of the umbrella task of document understanding, and
their necessity depends on the specific problem setting. To further limit the scope of
this thesis, the primary focus will be the last Key Information Extraction (KIE) task.
However, each listed subtask’s current state-of-the-art techniques will be discussed
and explored independently while spending most of the thesis on the KIE task.

Building a robust receipt parsing system is undoubtedly challenging with many
likely issues. The receipts may have wrinkles, captured receipts with a phone
camera are inconsistent with respect to lighting and perspective, receipts have
numerous different layouts and formats, a single receipt may contain a mix of
multiple languages, and so on. One of the most promising solutions specifically for
document understanding is incorporating multiple modalities of data into the model.
By only considering the text, much crucial information is lost. For example, the
visual features (e.g., boldness or size of a piece of text) or positional information
can provide context for the model. Hence, different ways of effectively learning from
multi-modal data will be explored in this thesis.

1.1 Research Questions
This thesis aims to provide a comprehensive overview of the entire information
extraction pipeline from an image of a document. However, the goal is not to provide
a ready-made recipe for performing the said task from start to finish, but the reader
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will be given general understanding and starting points for further research for the
individual subtasks of the pipeline. In addition to a general overview, more specific
research questions are the following:

1. How can we extract values for a set of pre-defined fields from receipts?

2. How can we use multiple modalities for better contextual document under-
standing?

3. Can the model support multi-lingual data without training language-specific
models?

1.2 Structure of the Thesis
The thesis’ content can roughly be split into three primary sections. The entire
pipeline of extracting key information from an image of a receipt consists of various
subtasks. While the thesis will primarily focus on the KIE task, other subtasks
will be explored on a high level. Therefore, the thesis begins by giving an overview
and highlighting the currently well-performing methods for independently solving
each subtask. Such subtasks are Document Localization, Document Unwarping, and
Optical Character Recognition (OCR). Then, the primary focus of the thesis, the
KIE task, will be discussed and explored thoroughly. Also, three distinct approaches
will be discussed from recent literature, including using the Transformer and a
Graph Convolutional Network (GCN) to solve the problem. In the third part, a
custom Finnish receipt dataset will be used jointly with an English dataset to train
a Transformer-based model to perform the KIE task on multi-lingual data. Finally,
the results will be presented and discussed, conclusions are drawn, and further
considerations and improvements are presented.
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2 Background
Before finding and applying potential solutions to a problem, a thorough understand-
ing of the problem’s intricacies is required. This chapter will split the receipt’s key
information extraction task into smaller sub-tasks and go through commonly used
approaches in solving each of them separately. Finally, a problem scope for the rest
of the thesis is defined, which will be explored more thoroughly in the following
chapters.

2.1 Receipt Localization
Receipt, or more generally, document localization, refers to the problem of finding
a rectangular contour from an image that can be classified as a receipt. Naturally,
this task is a very complex problem in itself. This section will explore commonly
used methods in solving document localization. In addition to document localization,
document unwarping will be briefly discussed. While sometimes document localization
and a straightforward transformation are enough, it is not uncommon to have more
disruptive wrinkles or other artifacts in the images. For these scenarios, document
unwarping aims to provide a more scanner-like output of the documents.

2.1.1 Traditional Computer Vision Approaches

In traditional computer vision, approaches usually revolve around detecting straight
edges forming specific shapes (i.e., planar rectangular shapes) or detecting feature
points from the image, such as the corners of the document. These methods often
require strict heuristics, such as finding near-horizontal or near-vertical lines that
can then be interpreted as the edges of a document. In addition to edge or corner
detection, the algorithms may use other hints, such as the presence of text fields, to
classify detected shapes to be a document of a particular type or not. [1]

Popular computer vision toolkits (e.g., OpenCV) often provide easy-to-use meth-
ods to use algorithms like Canny Edge Detection for edge detection [2]. The Canny
Edge Detection algorithm filters the image with a Sobel kernel in horizontal and
vertical directions to find the gradients in a Gaussian-filtered input image. The
gradient direction is then rounded to one of four directions before non-maximum
suppression to have only the thin edges in the output. The final step is to classify
each edge point as either being on edge with a high likelihood, possibly on edge
with a medium likelihood, or discarded from being on edge. This process uses two
threshold values which classify each point to one of the three classes. Finally, the
points in the medium likelihood group are assigned to an edge if they are connected
to points with a high likelihood of being on edge. [3]

The second approach, sometimes used in combination with edge detection, is to
use feature points to either detect pre-defined features (e.g., corners) or to match an
image to a template based on a set of similar feature points [1]. One such method is
the Harris corner detector which locates interest points from an image. The idea
is to locate points with strong intensity variations in its local neighborhood which
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Figure 1: An example output from the Canny Edge Detection algorithm. [3]

can then be compared between two independent images. If enough points can be
matched, the image’s transformation can be computed and applied so that only the
document is visible in the output. [4, 1]

Regardless of what features, or combination of features, are used, they often are
sensitive to small changes in the image. Lighting, orientation, noise, or differences in
the background are all potential sources of variation in the performance. Different
machine learning approaches have been applied to many computer vision problems
with solid performance. Next, deep learning-based approaches to this problem will
be discussed.

2.1.2 Deep-Learning Document Localization

Deep learning models have achieved state-of-the-art results in many machine vision
tasks, such as YOLO [5] for object detection and DALL-E 2 [6] for generating images
based on a text input. Thus, deep learning might perform well on the document
localization task as the images are far from being taken in a controlled environment
with similar characteristics. Many factors contribute to the noise in the input, such
as lighting, document orientation, and differences in the background.

Deep learning models commonly take one of two approaches to document lo-
calization; detecting the four corners of the document or masking the contour of
the document. The first approach is quite similar to the classical computer vision
methods, the output being the locations of the four corners from which the document
contour can be recognized. The second approach is commonly used in semantic
segmentation tasks where, for example, the task is to segment the foreground and
background from the image.

Detecting the Document’s Corners
With the corner detection approach, the model receives a still image of the document,
and the task is to output the coordinates of its four corners. A paper [7] from
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the National University of Sciences and Technology in Pakistan explored using two
convolutional neural networks (CNN) for this task, called SEECS-NUST2. In this
paper, the document localization was split into two subsequent parts; coarse detection
of all four corners at once and recursive refinement for each corner. The first part was
done using a CNN based on the AlexNet [8] model with a total of eight layers. The
output from this model was eight regressed coordinate points for the four corners.
Next, for each corner in the output of the first model, they crop the input image
around the predicted corner location and pass the cropped image through a second
CNN, which outputs the coordinates of a single corner. This process is done for each
corner independently and recursively to refine the corner’s location. In each iteration,
the image is cropped further to allow the model to locate the corner more precisely.
[7]

Figure 2: Architecture of the joint corner detection model with an example output.
[7]

Figures 2 and 3 present the architectures of the two models and their example
outputs. In the paper, they describe two reasons for using the two-model approach.
First, they mention that standard deep CNN models lack precise features in the last
layers where the regression for the corner points is calculated. They argue that deep
CNNs are great for classification because of these high-level features but are not
optimal for spatial localization tasks. The second mentioned reason for this design
choice is the issue with upsampling. The input images for the model are 32 × 32
which means that a prediction made in the 32 × 32 coordinates can introduce an
error of ±10 pixels in the original 640 × 640 dimensions. Hence, they perform better
by recursively cropping the image and refining the location. [7]



13

Figure 3: Architecture of the corner refiner model with an example output. [7]

Finally, they compare the results to the ICDAR 2015 SmartDoc Challenge 1, in
which participants were asked to locate documents in short video clips [9]. Their
model performed exceptionally well against the original participants in the ICDAR
2015 challenge. They achieved a final overall score of 0.9743, while the second-best
model achieved a score of 0.9716. The third-best approach got a score of 0.9658.
Their model performed incredibly well on complex backgrounds getting a score of
0.9478, improving the previous state-of-the-art score by 0.0865. [7]

Other similar approaches have been reported with a strong performance on the
same ICDAR 2015 SmartDoc dataset. For example, in a paper [10] published in 2019
in the International Journal on Document Analysis and Recognition (IJDAR), they
take a similar approach to SEECS-NUST2 but introduce an attention mechanism for
the first joint corner detection model, improving the coarse corner detection phase.
The produced attention map acts as a segmentation map enabling the model to
pay more attention to the pixels belonging to the document. They apply a similar
two-phase process with a recursive corner location refinement phase. [10]

Figures 4 and 5 present the high-level architecture of both the Joint Corner
Detector (JCD) and the Corner-specific Refiner (CSR) modules. They report an
overall score of 0.9823 on the ICDAR 2015 SmartDoc challenge, while SEECS-NUST2
achieved a score of 0.9743. Overall, the corner detecting approach produces strong
performance even on complex background datasets, increasing the confidence of deep
learning-based approaches. [10]
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Figure 4: The Joint Corner Detector (JCD) and the Corner-specific Refiner (CSR)
modules. [10]

Figure 5: Architecture of the JCD module. [10]

Document Segmentation
Another commonly used approach is casting the document localization problem into
a semantic segmentation task. In semantic segmentation, the model’s goal is to
produce a pixel-wise segmentation map categorizing each pixel in the image to belong
to one of the pre-defined categories. Semantic segmentation is widely used in image
and video analysis tasks, such as object detection or human pose estimation. [11]

Figure 6 presents some experiments done by a research paper published by the
School of Computer Science and Technology in Wuhan [12]. They trained models
based on the Mask R-CNN [11] and SOLO [13] models and compared them to their
model. The results here are not immediately comparable to the SmartDoc challenge
[9], but they can be compared to each other. It is worth noting that the left-most
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Figure 6: Comparison of results from different models. [12]

column is the same model that was described in the previous section [10].
Table 1 presents the recall (R) and precision (P ) results of each model presented

in Figure 6 on the SmartDoc dataset. The Hmean scores are not strictly comparable
to the results from the previous section, but they can be compared to each other.
In the previous section, it was concluded that the coarse-to-fine approach produced
excellent results compared to the current state-of-the-art. However, here it can be
seen that the semantic segmentation-based methods produce equal, if not better,
results.

Table 1: Results comparing different models from Figure 6. [12]

Additionally, Mask R-CNN demonstrated its use for human pose detection by mod-
eling each keypoint’s (e.g., left shoulder) location as a one-hot mask. That is, for
each of the K keypoints, the training segmentation target was a foreground of only
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the size of one pixel. Thus, Mask R-CNN was trained to predict K masks, one for
each of the K keypoint types with the aim of the foreground being only one pixel
from which the location of the specific keypoint can be determined.

Figure 7: Human pose detection results. [11]

Figure 7 shows results from Mask R-CNN’s human pose detection experiment.
Similar approaches could be used jointly with semantic segmentation to help docu-
ment localization by predicting the document’s orientation, making the perspective
correction and document extraction more straightforward.

2.1.3 Document Unwarping

Sometimes document localization may not be enough, but a more comprehensive
normalization step is required. The previously discussed methods mostly assume the
document (e.g., a receipt) to be of a planar rectangular shape without distortion.
However, the reality is often much more complex; there may be shadows, the receipt
may have wrinkles, or the receipt has been bent somehow. For these scenarios, a
simple document localization and perspective correction might not provide the best
possible starting point for the next steps, including OCR.

Attempts have been made to predict a 3D coordinate map from the document
image, which can unwarp the document and produce a rectified image with minimal
distortions. Most notably, DewarpNet is one of the current state-of-the-art methods
for unwarping documents [14]. In addition to DewarpNet, DocTr is a Transformer-
based model for geometric distortion and illumination correction [15]. Even though
DocTr produces better results in comparison to DewarpNet, DewarpNet seems to be
the model that other models are compared against. Hence, DewarpNet will be the
focus of this chapter.

Figure 8 shows a visual representation of the DewarpNet model’s architecture. The
full model consists of three parts; the Shape Network for regressing the pixel-wise 3D
coordinates, the Texture Mapping Network for pixel-wise coordinate transformation
based on the 3D coordinate map from the Shape Network and the original input image,
and the Refinement Network for post-processing the rectified image for correcting
illumination inconsistencies. The Shape Network used a U-Net style encoder-decoder
architecture with skip connections, whereas the Texture Mapping Network is a stack
of DenseNet blocks in a similar encoder-decoder architecture. [14]
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Figure 8: The flow of the DewarpNet model. [14]

Figure 9: Results from the DewarpNet model. Row 1: Original images, Row 2:
Results of DewarpNet, Row 3: Results of DewarpNet after illumination correction,
Row 4: Flatbed scanned images. [14]

In Figure 9, experiments using the DewarpNet model are presented. Overall,
comparing the bottom-most two rows, the results are excellent. Most illumination
inconsistencies have been corrected, and the geometric distortions are mostly rectified.
For the key information extraction task, consistent and high-quality OCR results
significantly help achieve excellent performance. A deep learning-based document
unwarping model could help with pre-processing the images and with the overall
performance of the downstream models. However, the task of document unwarping is
an entirely different problem, and due to the scope of this thesis, further explorations
will be left out.
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2.1.4 Conclusions

Traditionally, computer vision algorithms for document localization have been de-
signed to work similarly to feature point detection and line detection tasks. However,
the most significant issue with using such algorithms is minimal generalization power.
The ICDAR 2015 SmartDoc challenge provided an excellent benchmark dataset for
comparing different methods. The original participants in the competition used more
traditional methods achieving initial state-of-the-art results.

However, new state-of-the-art results were achieved with deep learning-based
methods, outperforming the original techniques. Different deep learning-based
approaches were explored by casting the problem to either a corner detection or a
semantic segmentation task. Further, a coarse-to-fine CNN model with an attention
mechanism outperformed almost all of the original participants in the SmartDoc
competition.

Deep CNNs seem to have the robustness and invariance to different variations in
lighting, background, and perspective to provide a reliable method for implementing
powerful document localization applications. Regardless of document localization
being a relevant and exciting task, this problem space will not be explored further in
the remaining thesis. The scope will be limited to the named entity recognition task
and, going forward, a scanner-level image of receipts will be assumed to be available.

2.2 Optical Character Recognition
Optical Character Recognition (OCR) refers to converting images of scanned doc-
uments, photos of documents, photos of scenery, or any other images with textual
content in it to only the text representations detected from the image. OCR is
typically done in two phases; text detection and recognition. Text detection tries to
localize all the text blocks in the image, while text recognition aims to understand
and transcribe the text content from within each recognized text block. [16]

While OCR will be treated as a solved task with an off-the-shelf solution in this
thesis, it is interesting to understand the required steps for performing OCR on an
image. For the rest of this thesis, Google’s Cloud Vision API will be used to perform
all OCR-related steps [17].

2.2.1 Off-the-shelf Solutions

For most tasks, the user is better off choosing an off-the-shelf solution for performing
OCR. OCR is one of the most widely researched problems in computer vision, with
various affordable ready-made solutions available. Hence, it was decided to keep
OCR out of the scope of this thesis as it is a relatively separate and standoff problem
to solve. The use cases that would benefit from a custom-built OCR engine are
relatively rare unless the problem space happens to be extremely specific.

However, some of the available solutions will be discussed for context. To begin,
let us look at mobile platforms. The top two most used mobile operating systems
are Android and iOS. For iOS, Apple provides APIs to perform on-device OCR
for images from the camera roll or straight from the camera feed. By using their
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VNRecognizeTextRequest class, the user can let Apple’s OCR engine process an
image and gets the recognized text as the output [18]. VNRecognizeTextRequest
uses a built-in computer vision pipeline with either a more traditional approach for
character-level recognition for speed or a neural network approach for accuracy [18].
Google offers a similar easy-to-use library for Android, ML Kit. ML Kit allows the
app developers to pass in an image from the camera roll or camera feed and get the
text blocks with their bounding boxes as the output. Both Apple’s and Google’s
libraries work in a very similar fashion. [19]

There are generally two options for projects requiring support for performing
OCR on the backend: cloud-based solutions or language libraries. Cloud-based OCR
engines provide an API for any language to call with similar functionality to the iOS
Vision platform or Android ML Kit; an image is sent to the API, and the recognized
text blocks are given as the response. A few of the most popular cloud APIs are GCP
Cloud Vision [17], Azure Computer Vision Read API [20], and Amazon Textract
[21]. Each of these offers a complete OCR pipeline as a service at a low cost.

The last option is to use a programming language library. Possibly the most
used library for OCR is Tesseract which Google developed until 2018. The library
is written in C++, but there are many ports available for other languages, such as
PyTesseract for Python [22, 23]. The main difference between using a cloud-based
API and a language library is that while the cloud-based API usually provides the
OCR engine through some HTTP API, the language library gets bundled into the
program’s source code itself. Both options have upsides and downsides, and choosing
between them is usually an application-specific decision. Cloud-based APIs can
provide a simple solution available to any programming language with little setup,
but they may cost money and not be as fast as a bundled library. On the other
hand, a bundled library can be more overhead to maintain, to update, and it may
require some dependencies from the runtime environment. Bundled libraries might
also require more computing resources to be performant.

2.2.2 Pre-Processing the Images

While some cloud APIs provide a truly end-to-end service where one can send a
raw image to and get the detected text blocks as an output, pre-processing is still
necessary for optimal outcomes. For example, Tesseract suggests applying some
pre-processing steps before passing the image to the OCR engine. It usually performs
the steps internally without the user having to do anything, but in some edge cases,
they might have to be done by the user. [24]

Usually, the first step is to resize the image to a specific size that the model can
process. The same is typically valid for custom models as they often are trained
with a specifically sized input image. The following steps are processing the image
so that it is black and white with binary values for the pixels, either wholly white
or black, without any grayscale values in between. Finally, after the binarisation,
additional steps are performed to make the characters as recognizable as possible.
These steps can be morphological noise removal, dilation, and erosion. Dilation and
erosion refer to trying to either dilate (i.e., grow) the characters’ black areas or shrink
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them, depending on the document and noise being processed. [24]
Finally, if needed, the perspective or rotation of the document can be corrected

before applying OCR. Different models require different steps, and therefore, it is
not beneficial to go through each step thoroughly here. The important thing is to
understand that some pre-processing steps are needed even before passing the image
to any model.

2.2.3 Deep-Learning Approaches

Hundreds, if not thousands, of papers have been released attempting to solve the OCR
task. It is not practical to go over every possible attempted method here, and therefore,
the focus will be on two relatively recent and exceptionally well-performing models
called TrOCR [16] and CRNN [25]. While TrOCR is an end-to-end Transformer-based
auto-encoder model, CRNN combines a deep convolutional neural network (DCNN)
and a recurrent neural network (RNN) to form the full pipeline for the model.

High-level Model Architectures
As the models are based on very different architectures, it is easier to go through
the details one by one. First, let us start with the TrOCR model from Microsoft’s
research group.

TrOCR is based on an end-to-end Transformer encoder-decoder architecture. It
uses a Transformer model for both processing the input image containing the text
and generating the output text itself. Additionally, the model was trained in two
parts; pre-training and fine-tuning. It is essential to note that TrOCR only focuses on
the text recognition task and does not include a model or method for text detection.
Text recognition means producing the text from a localized text block, as shown in
Figure 10, while text detection refers to the task of localizing the text blocks from
the image. Text detection is usually considered an object detection problem where
conventional object detection models could be applied. [16]

Figure 10: Architecture and operation of the TrOCR model. [16]
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Figure 10 presents the high-level model architecture and operation of the TrOCR
model. One can see the encoder model on the left, which gets in a sequence of
16 × 16 patches of the detected text blocks. The input is passed through a standard
Transformer architecture, producing hidden states for each patch. In a standard
encoder-decoder Transformer fashion, the hidden states are next processed by the
decoder model (on the right) alongside the shifted outputs. The decoder produces
a text token one by one on each iteration until the end-of-sentence (EOS) token is
generated. [16]

While the TrOCR decoder is identical to the original Transformer decoder, the
encoder has to deal with images instead of text token sequences. The input to the
encoder is an image of size 3 × H0 × W0, which is first resized to a fixed size of
H × W . To make the image a sequence of input tokens, the encoder splits the image
into a batch of N = HW/P 2 square patches with a fixed size of P × P . The patches
are then flattened into vectors which are further projected to D-dimensional patch
embeddings, where D is the hidden layer size of the Transformer. Finally, each patch
is given a 1-dimensional learnable positional embedding before passing them through
a stack of identical encoder layers, producing the final hidden states. [16]

Table 2: Ablation study on the SROIE dataset with different initialization weights.
[16]

Another fascinating aspect of the TrOCR model is the model initialization and
pre-training phase. Table 2 shows an ablation study where both the encoder and
decoder have been initialized with different weights from other pre-trained image
Transformer models [16]. Both DeiT and BEiT are image Transformers, where DeiT
has been trained solely with ImageNet, and BEiT used a Masked Image Modeling
task as the pre-training objective [26, 27]. RoBERTa is a language model based
on the widely used BERT [28] model. The model itself is identical to BERT, but
its hyper-parameter choices were carefully studied and improved on. Therefore,
RoBERTa is an improvement over BERT purely due to the optimizations made
especially to its hyper-parameters, producing better results in comparison to the
original BERT model. [29]
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The ablation study in Table 2 shows a significant difference between the models
depending on the used initialization weights, demonstrating the significance of the
pre-training phase. All of these combinations have been trained using the SROIE
dataset [30] only. It can be seen that the combination of BEiT and the large variant of
RoBERTa produced an F1-score of 79.36 %, which is roughly 42.5 % higher than when
the model was trained from scratch and 24.8 % higher than the off-the-shelf solution
Tesseract. For further experiments in the paper, the best-performing combination
from Table 2 was used. [16]

Next, let us look at the Convolutional Recurrent Neural Network (CRNN) model
[25]. The backbone of the model consists of three parts; convolutional layers, recurrent
layers, and a transcription layer. The first component, the convolutional layers,
extracts feature sequences from every input image by passing them through a stack
of standard convolutional layers. The recurrent layers then take in the output feature
sequences from the convolutional layers and classify each feature to one of the text
token classes. Finally, the transcription layer produces the final output by processing
the per-frame predictions from the RNN component. [25]

Figure 11: The CRNN model architecture. [25]

Figure 11 presents the architecture of the CRNN model. At the bottom, the input
image of a text block is first passed through standard convolutional and max-pooling
layers to obtain a set of feature maps from the image. As the convolution operation
is translation invariant (i.e., each column from the feature maps correspond to a
rectangular region, its receptive field, in the original image from left to right), the
feature sequence vectors are extracted from the feature maps by taking the i-th
column of each map and concatenating them to a single feature vector. [25]

Next, the feature sequence vectors are passed through RNN layers in the reading
order, usually left to right. The use of RNN has multiple benefits. Firstly, RNNs can
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Figure 12: The mapping between each feature sequence vector and the original image.
[25]

capture contextual information within a sequence that is more stable and helpful
than treating each character in the sequence independently. Secondly, RNNs can
operate on sequences of arbitrary lengths, which is naturally a desirable characteristic
to have as the sequences may have vastly different lengths. Now, the output from the
RNN component is a predicted label, or text token, distribution yt for each frame xt

in the input feature sequence x1, ..., xT . [25]
The final transcription step is to mitigate the issue of labeling each feature

sequence vector one by one; more than one consecutive feature vector may map to
the same text token even though they represent a single character in the input image.
Transcription is the process of converting these per-frame predictions to the final
label sequence, or words. Thus, transcription means finding the most probable label
sequence conditioned on the per-frame predictions. It can either be done with the
help of a lexicon or in a lexicon-free mode. Regardless, the output is the final label
sequence, the predicted word(s). [25]

TrOCR and CRNN are not the only attempts at solving OCR by any means.
However, they represent two vastly different modern approaches with competitive
performance. As was mentioned before, Google’s Cloud Vision will be used for all
OCR-related tasks for the rest of this thesis.

Results
When comparing the OCR models, it is essential to use a benchmark dataset with the
same performance metric to compare the results between models. One widely used
dataset for benchmarking OCR models is the SROIE (Scanned Receipts OCR and
Information Extraction) dataset from the ICDAR 2019 competition [31]. Mainly, Task
2 is explicitly concerned with OCR performance. The authors of the TrOCR paper
[16] had done experiments for both TrOCR and CRNN models, making comparing
them convenient.
Table 3 presents the results as shown by the authors of the TrOCR paper [16]. It
is important to note that H&H Lab stands for the CRNN model [25]. Based on
the reported results, it can be seen that TrOCRBASE, CRNN, and TrOCRLARGE all
report nearly identical performance on this specific task. Comparing the results to
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Table 3: Results for the ICDAR 2019 SROIE Task 2 competition [16, 25].

the other models on the SROIE Task 2 leaderboard shows that the top-performing
non-proprietary openly published model (BreSee OCR) reported an F1-score of 96.85
%, only slightly better than the TrOCRLARGE model [31]. It is safe to say that both
TrOCR and CRNN perform at the current state-of-the-art level.

While it was not possible to obtain directly comparable results for Tesseract
and Google’s Cloud Vision, some results were available in the literature. The best
performing configuration for Tesseract reportedly achieved 79.73 % word accuracy
while Cloud Vision achieved 86.08 % word accuracy. It is important to note that these
are word accuracies and not F1-scores. Word accuracy means the percentage of words
correctly identified from the images. The comparison was made in a case-insensitive
way [32]. In other work, Tesseract’s F1-score on the SROIE dataset was reported to
be higher at 84 % [33]. Thus, it is unclear how well the latest versions of these OCR
engines perform in a comparable benchmark.
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3 Existing Approaches for Key Information Ex-
traction

Most of the information extraction subtasks have now been covered until this thesis’s
primary task: extracting key information from documents. In order to understand
the strengths and weaknesses of different approaches, it is essential to look into
existing research on the topic. In this chapter, several research papers attempting to
solve the key information extraction task in the context of receipts will be explored.
Additionally, the papers’ contributions will be discussed in the context of our goals
and compared to each other.

There are numerous attempts at tackling the vast set of problems in the docu-
ment understanding space. Papers using relatively traditional Convolutional Neural
Networks (CNN), more modern Transformer-based models, and attempts at using
Graph Neural Networks (GNN) to extract information from receipts will be presented
to help understand different approaches as comprehensively as possible. The goal
is to explain the potential benefits of using different categories of architectures and
potentially spark new ideas in the future.

3.1 Overview of Named Entity Recognition
Named Entity Recognition (NER) refers to finding and classifying named entities
from unstructured text into pre-defined categories of known entity types. Such entity
classes could be, for example, person names, medical codes, monetary values, or
organization names. NER can be considered a subtask of information extraction
usually performed on natural language sentences. Another way of defining NER is
to say that NER seeks to classify every text token as one of the N + 1 classes, where
N is the number of pre-defined entity classes.

It is common to use a format called inside-outside-beginning (IOB) tagging [34] for
the classes. The need for such tagging arises from the scenario where two independent
entities are next to each other. Instead of assigning the absolute tag (e.g., ORG),
two tag variations are assigned: B-ORG and I-ORG. The B prefix means that the
text token is the beginning of a new named entity instance, and the I prefix means
that the text token is within a named entity instance. If a token does not have any
NER label (i.e., it is outside of any recognized label), it will be assigned the O label.
Without the B-tag, there would be no way of knowing where the first entity ends
and the second begins.

To demonstrate IOB tagging, consider the following example sentence: "My name
is Jack, and I work at Aalto University in Espoo, Finland." Furthermore, consider
that the pre-defined classes include person name (PER), organization name (ORG), and
location (LOC). By splitting the sentence into word-level tokens, the tagged sentence
would be as follows: "O O O B-PER O O O O B-ORG I-ORG O B-LOC B-LOC."
Therefore, it can be seen that the person’s name consists of a single word, but the
organization’s name is the combination of two words forming a single entity, Aalto
University. Additionally, there are two location entities right next to each other, and
therefore, both are indicated with the B-tag.
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Applying NER to key information extraction from receipts has two main differ-
ences. First, receipts are not regular one-dimensional natural language sentences,
but the words are scattered in a two-dimensional space. Second, the document’s
content does not produce coherent sentences as they do in regular text. Both of
these differences can be considered in the model’s design choices (e.g., how the layout
information is included) and do not require any changes to how the NER can be
performed in this context. All models presented in the following chapters use this
way of framing the problem.

3.2 CUTIE: Learning to Understand Documents with Con-
volutional Universal Text Information Extractor

It is common for existing approaches to combine more traditional natural language
processing (NLP) models with a method to include the layout and other contextual
information to the textual information. In a regular Named Entity Recognition
(NER) setting, the order of words can be considered to represent the layout. Models
such as RNNs inherently use the order of the words to understand the relationships
between them. However, receipts and other documents contain much more usable
layout information than just the reading order of the words.

On the other hand, most convolutional models implicitly process the two-dimen-
sional layout information by applying the convolution operation to neighboring pixels.
Convolutional Universal Text Information Extractor (CUTIE) [35] combines these
two approaches by constructing a grid of text embedding vectors and formulating
the problem similar to a computer vision segmentation task; to classify every grid
cell, or text token, with a label. However, unlike images, the grid cells do not contain
pixel values but rather word embedding vectors. [35]

CUTIE does not try to perform OCR but instead treats it as a separate task with
an off-the-shelf solution. Hence, the input to CUTIE is the grid of word embeddings
obtained from a pre-processing algorithm, and the output will be a label for each cell.
CUTIE uses a two-dimensional grid to include the most crucial layout information into
the model to learn spatial relationships between specific keywords in the documents.
Without OCR or word embeddings, the core of CUTIE is a rather conventional
Convolutional Neural Network (CNN) model with the image pixels replaced by word
embedding vectors. [35]

Intuitively, pre-processing the layout into a grid makes sense since the information
on receipts is usually quite tabular. Thus, considering receipt layouts as rigid tables is
a relatively good heuristic for reducing the original layout to a more straightforward
one. Unfortunately, CUTIE does not publish the exact pre-processing algorithm
used in their paper, and therefore, it is hard to analyze how well the hand-crafted
algorithm performs in different real-world conditions. The pre-processing step may
turn out to be a weakness of this approach.
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3.2.1 Grid Positional Mapping

As mentioned, CUTIE does not perform the OCR step itself, but an off-the-shelf
solution was used. Regardless of the used OCR engine, the output usually contains
the recognized words with bounding boxes. Before mapping the words onto the grid,
they must be tokenized. For this, a greedy longest-match-first algorithm was used
with a pre-defined dictionary, similar to WordPiece used by BERT [28]. Given the
tokens with bounding boxes, CUTIE then applies "grid positional mapping" to place
the recognized words onto a two-dimensional grid. [35]

The goal of grid positional mapping is to generate a grid of words so that the
spatial relationships of the words in the original receipt are preserved as well as
possible while enforcing the words to be positioned to grid cells. In other words,
CUTIE’s pre-processing step maps every word’s bounding box from the image of
shape (w, h) to a grid of size (cgm , rgm) so that each cell (ci

gm
, ri

gm
) has zero or one

word. [35]

Figure 13: An illustration of how grid positional mapping works. [35]

Figure 13 visualizes the process of grid positional mapping for one receipt. Essen-
tially, the idea of the mapping process G is to map the absolute center location of a
word si’s bounding box (ci

x, ci
y) to a cell by (cgm · ci

x/w, rgm · ci
y/h) where (cgm , rgm) is

the grid size. To further help the model to generalize to different layouts, CUTIE’s
pre-processing step augments the target grid size (cgm , rgm) by randomly sampling
the row and column counts from a Gaussian distribution. This causes the target grid
size to somewhat vary even for similar receipt layouts helping the model to generalize
to unseen layouts in the future. It is possible that two words map to the same cell
in the target grid. If this happens, CUTIE’s pre-processing algorithm shifts the
already placed tokens so that each cell still contains only one token. Unfortunately,
the specifics of how this is done is not explained in the paper. [35]

3.2.2 Model Architecture

As was already mentioned, CUTIE itself is a relatively standard CNN model. Com-
monly, CNNs are employed for computer vision tasks where the input is a dense grid
of pixels. Here, the constructed grid is relatively sparse, and the model must learn
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relations between text tokens with both short and long distances in between. To
increase the model’s capability to learn relations of multiple scales, two versions for
the network architecture were explored. From these two versions, CUTIE-B performs
better by using dilated convolutional layers and an Atrous Spatial Pyramid Pooling
(ASPP) module to help with learning long-distance connections. [35]

The first layer of the network is an embedding layer with an embedding size of
128. In other words, the text tokens are converted to 128-dimensional learnable
word embedding vectors. After the embedding layer, CUTIE essentially has a
matrix of size (cgm , rgm , ed), where (cgm , rgm) is the size of the target grid and ed

is the word embedding dimensionality of 128. Then, the following four layers are
regular convolutional layers followed by four dilated convolutional layers. After the
convolutional layers, CUTIE has the ASPP module to fuse multi-resolution features
together. The final output after all layers will be of the size (cgm , rgm , l) where l is the
number of classes [35]. Figure 14 displays the output where the classes are marked
by the color of the cell.

Figure 14: Example output from CUTIE. [35]

3.2.3 Results

CUTIE’s paper presents results from running experiments with ICDAR 2019 Robust
Reading Challenge on SROIE dataset [30]. In addition to this widely used dataset, the
authors built their own dataset of three types of scanned document images containing
eight key information classes. In total, the authors have collected and labeled 4484
samples with roughly equal split across taxi, hotel, and meals entertainment receipts.
[35]

The overall performance of the model is reported as strict average precision (AP)
and as soft average precision (softAP). The difference between these metric is that
AP is measured in terms of per-class accuracy across the nine classes (eight key
information classes, one for a "do not care" -class). For AP, one class is determined
as correct only and only if every token in the class are classified correctly. On the
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other hand, softAP is determined correct even if there are additional false positive
predictions. [35]

In addition to the authors’ own dataset, CUTIE was evaluated against the SROIE
dataset. However, no comparisons to other models were shown with an evaluation
metric comparable to the official competition. On a class level, CUTIE achieved
a 86.7 % AP and 92.7 % softAP. [35] The leaderboard of the SROIE competition
reports a roughly 93 % or higher recall and precision for the top 20 models [30].
Therefore, CUTIE does seem to not perform quite as well as the top candidates from
the competition.

3.2.4 Conclusions

CUTIE’s approach has similarities to both traditional NLP and vision-related tasks,
such as image classification and semantic segmentation. While traditional NLP
models are usually built to process a one-dimensional sequence of tokens, CUTIE
combines it with a computer vision approach to incorporate two-dimensional spatial
information into the textual information. This combination seems to be the main
contributor to CUTIE’s relatively successful results with the SROIE dataset.

On the other hand, CUTIE learns the word embeddings without a large NLP
dataset or pre-training. The lack of NLP pre-training is probably one of the areas
where a more traditional NLP-focused approach would have proved beneficial. It was
not studied in depth in the paper, but it is likely that the learned word embeddings
are not optimal compared to other well-performing NLP models. The lack of robust
word embeddings or a proper pre-training step is a significant limitation for applying
CUTIE to multi-lingual datasets. In order to work in a multi-lingual setting, the
word embeddings must be consistent across languages.

Another potential limitation is the manual pre-processing step for mapping the
OCR output onto the grid, preventing CUTIE from being an end-to-end model. The
process is relatively simple and robust in an experimental setting but may prove to
be an issue in a real-world setting with, for example, perspective distortions in the
input images. Additionally, the simple process of mapping text tokens to grid cells
discards necessary contextual data, such as text size, font weight, or other visual
features such as lines or colors. Adding another modality could improve the results,
especially for more complex document types with more structural elements.

3.3 LayoutLMv2: Multi-modal Pre-training for Visually-
Rich Document Understanding

LayoutLM is a family of Transformer-based multi-modal models heavily inspired by
BERT [28]. This family of models has three variations: LayoutLM, LayoutLMv2,
and LayoutXLM. The primary focus will be on the LayoutLMv2 variant as it is the
more advanced version of LayoutLM, including the visual information already in the
pre-training phase. Also, the only difference between LayoutLMv2 and LayoutXLM
is that LayoutXLM is trained with multi-lingual data. The core idea is still very
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similar between these variants, and they all perform well on the SROIE dataset,
which will be used as the benchmark. [36, 37, 38]

BERT [28] is a Transformer-based NLP model developed by Google. Transformer-
based models use an attention mechanism for understanding the context for the tokens
in a sentence. Similarly, Long Short-Term Memory (LSTM) [39] or other Recurrent
Neural Network (RNN) models use the history of the sequence to "remember" some
of the contextual information from the past, combining it with the token currently
being processed. In BERT, the Transformer-based model applies "attention" to
other words in a given sequence of tokens, giving it a much more powerful tool for
understanding the context. In theory, this gives Transformers an infinite memory
because they can attend to any token in the sequence with equal weight. [28, 40]

Now, BERT still uses just a one-dimensional sequence of tokens [28]. For key
information extraction from receipts, spatial information is vital in understanding
the relationships between the different pieces of text. LayoutLMv2 applies a clever
extension to BERT’s mechanism for encoding the positional information of the tokens
in the given sequence of text. For BERT, this positional encoding is one-dimensional.
However, for LayoutLMv2, it becomes two-dimensional and, therefore, can encode
much more information for the model to take into account. [37]

Before describing the specific methods used for LayoutLMv2, Transformers will
be briefly explained at a high level. Additionally, the core concepts of BERT will be
discussed as LayoutLMv2 is highly inspired by the design choices made for BERT.

3.3.1 Transformer Architecture

Understanding the basics of the Transformer architecture is crucial for understanding
the domain-specific improvements made for LayoutLMv2’s architecture. Google
first introduced the Transformer in 2017, where it was applied to a machine transla-
tion problem. BERT achieved state-of-the-art BLEU scores for multiple machine
translation tasks. Before the Transformer-based models, the best-performing models
were recurrent neural networks with an attention mechanism connecting the encoder
and decoder components. RNNs are naturally sequential, making them slow to
train on large datasets because there is very little to parallelize. On the other
hand, Transformer eliminates the sequential aspect of the preceding RNN models
and processes the entire sequence of text tokens in a single pass. Their machine
translation model was trained in only 3.5 days with eight GPUs, much faster than
the previous state-of-the-art models. [40]

Natural language’s meaning is highly related to the sequence order. RNN models
can implicitly take the sequence order into account because of their design choices;
they are trained by processing text tokens one by one, producing a context vector
from the previously seen text tokens to be used as the context with the next token
in the sequence. Therefore, each text token requires processing all previous text
tokens first, making the training slow without many opportunities to parallelize.
Transformer eliminates the need for recurrence by utilizing positional embeddings
for the input. In other words, the Transformer encodes the positional information to
the input data making the recurrent nature of RNNs redundant. [40]



31

In addition to encoding positional information to the text tokens to replace the
requirement of sequential computing of RNNs, a significant part of the Transformer’s
representation power comes from a multi-head self-attention mechanism. The idea is
that the Transformer learns to relate, or pay attention to, different positions in a
single sequence to learn and produce hidden representations for the text tokens. The
self-attention mechanism effectively replaces the hidden state vectors from RNNs
while allowing the network to attend to any text token in the sequence regardless of
its distance from the current position. The equal possibility to attend to any position
in the sequence is a significant benefit over RNNs, which tend to have a hard time
encoding contextual information for long sequences. [40]

Even though the original paper applied the Transformer to a machine transla-
tion model, Transformer-based models have been successfully used for other NLP
tasks. Due to the sequence-to-sequence nature of machine translation, the original
architecture had an encoder and decoder component. In the machine translation
problem, the encoder takes the text sequence in the original language and computes
the hidden states by stacking multiple similar layer blocks together. Finally, the
decoder auto-regressively produces the target sentence using the encoder output and
the already generated text tokens from the target language as its input. [40]

The idea of positional encoding is highly relevant for LayoutLMv2, so let us cover
it more thoroughly before moving on. RNNs inherently take the positional relations
between text tokens into account in computation time because of the architecture
itself. At time step t, RNNs generate a hidden state ht as a function of the hidden
state ht−1 and the input at position t. The Transformer does its computations in
a single pass without any dependency on hidden states from the previous steps.
Because of this, the Transformer does not implicitly know the order of the text
tokens in the sequence. Hence, the positional information must be added to the
input embeddings before passing them to the model [40]. This idea will be extended
for LayoutLMv2 to include more information, such as the two-dimensional position
and the text token’s bounding box size [37].

Figure 15 shows the architectural components of the original Transformer model.
On the left, there is the encoder component which takes the text tokens and positional
embeddings as the input. On the right, there is the auto-regressive decoder component
which uses the already generated text tokens and the encoder outputs as its inputs,
generating one text token at a time.

3.3.2 BERT

Bidirectional Encoder Representations from Transformers, or BERT [28], was pub-
lished in 2019 by Google, and it builds on the original Transformer architecture. As
the name suggests, the goal was to train a language model to produce meaning-
ful text sequence- and token-level embeddings usable in various downstream tasks.
A pre-trained BERT model has been applied to many standard NLP tasks with
state-of-the-art results. [28]

One of the core improvements from BERT is the two-phase training strategy;
pre-training and fine-tuning. The pre-training phase uses a large dataset of unlabeled
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Figure 15: The original Transformer architecture with an encoder and decoder
component. [40]

text with carefully picked pre-training objectives to build language understanding.
Then, depending on the downstream task, the pre-trained BERT model is fine-tuned
with a task-specific, often much smaller dataset to extend the model. [28]

In contrast to the original Transformer paper, BERT only has the encoder
component. When fine-tuning to a specific task, a new layer is often added on top of
the final output layer. In this way, BERT has successfully been fine-tuned to perform
remarkably well on various downstream tasks, such as question answering, language
inference, and named entity recognition. [28]

The most significant contribution of BERT is the pre-training strategy. For
pre-training, two objectives were defined; masked language model (MLM) and next
sentence prediction (NSP) tasks. For MLM, random text tokens are masked in the
input sequence, and the model needs to predict the correct token in the place of the
masked tokens. The masked tokens can be at any position in the sequence allowing
the model to be genuinely bidirectional. For NSP, the task is to predict whether
two sentences precede each other or not. Remarkably, the seemingly unrelated
pre-training objectives allow the model to learn strong sentence- and token-level
representations usable in many downstream tasks after fine-tuning the model. [28]

BERT’s architecture is almost identical to the original Transformer encoder
architecture; therefore, it will not be described here extensively. BERT was trained
in two configurations: base and large. The base variant has 12 stacked Transformer
blocks, a hidden size of 768, and 12 self-attention heads. On the other hand, the large
variant has 24 stacked Transformer blocks, a hidden size of 1024, and 16 self-attention
heads [28]. LayoutLMv2 will also be trained in similar base and large variations
following BERT [37].
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3.3.3 Extending BERT with Layout Information

After discussing some of the earlier developments in the Transformer space, the focus
can move on to how LayoutLMv2 extends these advancements for the document
understanding tasks. Like BERT extending the original Transformer architecture,
LayoutLMv2 extends BERT’s concepts. Specifically, LayoutLMv2 extends BERT in
three key ways:
Layout Embeddings: The original Transformer and BERT had a concept of either a
constant or learnable one-dimensional positional embedding. Now that LayoutLMv2
is working with two-dimensional data, it is vital to allow the model to understand the
spatial relationships between the text tokens. Therefore, LayoutLMv2 extends the
one-dimensional positional embedding with a new, two-dimensional layout embedding.
[37]
Visual Embeddings: In the same way as the layout embeddings extend the original
positional embedding by encoding more relevant information to the input, visual
embeddings do the same for visual context. In receipts and other documents, the
visual features (e.g., font size and weight, color, and tables) contribute a lot to how
the information is understood. [37]
Pre-Training Objectives: Extending the ideas of BERT’s pre-training objectives,
LayoutLMv2 uses more suitable objectives. There are two core ideas that are included
in the pre-training of LayoutLMv2; masking information in two-dimensional space
and incorporating the visual modality into the pre-training. [37]
The high-level architecture of LayoutLMv2 is shown in Figure 16. The visual
tokens are shown on the left colored with a purple color, the new 2D positional
embeddings are the second bottom-most input embedding layer, and the new pre-
training objectives are shown at the top. Next, each distinctive characteristic of the
LayoutLMv2 model will be independently discussed more thoroughly.

3.3.4 Layout Embeddings

In natural language, the order of words can be considered the "layout" of the input.
Depending on the language, the reading order is either from left to right or from
right to left. In traditional RNN models, the reading order (i.e., layout) is implicitly
considered, due to the nature of the recurrent layers, based on the input tokens’
order in which they are fed to the model. For Transformer-based models, there is no
such implicit order because all tokens are passed through the model in a single pass.
Thus, a new method was proposed when the Transformer was introduced; positional
encoding [40].

Positional encoding can be implemented in many ways; it can be learned by an
embedding layer or fixed by an arbitrary pre-defined algorithm. Regardless of the
method, positional encoding adds the missing word order information to the model’s
input embeddings [40]. The original Transformer paper proposed a simple fixed
positional encoding method based on sine and cosine functions, as
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Figure 16: High-level architecture of LayoutLMv2. [37]

PE(pos,2i) = sin(pos/1000002i/dmodel)
PE(pos,2i+1) = cos(pos/1000002i/dmodel).

(1)

A one-dimensional positional encoding is enough for natural language to include
the word order information. However, in the context of documents, both horizontal
and vertical positions have to be encoded into the inputs. Additionally, it might be
helpful to encode the text token’s bounding box size information. LayoutLMv2 uses
two learnable embedding layers for positional encoding; one for horizontal and one
for vertical features [37]. The left-top and bottom-right bounding box corner points
are encoded using their absolute positions, as

li = Concat(PosEmb2Dx(x0, x1, w), PosEmb2Dy(y0, y1, h)), (2)

where x0, x1, y0, and y1 are the coordinates of the top-left and bottom-right corners,
and w and h are the width and height of the bounding box. It is worth noting that
there are minor differences in computing the layout embeddings between the earlier
LayoutLM and the newer LayoutLMv2 versions. The first version used the top-left
and bottom-right bounding box coordinates (x0, y0, x1, y1) to compute four separate
embedding vectors added together with the text token embedding vector. However,
the second version takes a slightly different approach by computing lower-dimensional
embedding vectors for (x0, y0, x1, y1, w, h) and concatenating them to construct a
single layout embedding vector, according to Equation 2. [37]

Regardless of the method, the layout embeddings extend positional encoding to
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provide more information about the document’s two-dimensional layout. Still, the
core idea is precisely the same as how other Transformer models are implemented.

3.3.5 Visual Embeddings

The second interesting task-specific addition is the visual embeddings. There is no
need to include any visual information in a traditional text sequence model as none
is available; all the information is within the text sequence. However, in the context
of visually-rich documents (VRD), visual clues are crucial for understanding the
meaning of different pieces of information and their relationships to each other. As
an example, a table usually contains much visual information; the column headings
might be in bold font, borders split the text into rows and columns, and other visual
clues to even detect a particular area to be a table. The key takeaway is that visual
information is as crucial as textual information in understanding VRDs effectively.

LayoutLMv2 includes a visual backbone CNN model for encoding visual informa-
tion into input sequence tokens. To produce the visual tokens, the input image of
the document page is first resized to 224 × 224 and then fed into the CNN model.
The output from that model is then average-pooled into a fixed size of W × H and
flattened to a sequence of length WH. Finally, a linear projection layer is applied to
match the dimensionality of the visual tokens to that of the text tokens. The same
one- and two-dimensional positional embeddings are added to the visual tokens the
same way as they are added for text tokens. [37]

According to the paper, the motivation behind producing multiple visual tokens
instead of a single information-rich visual representation is that the model has
difficulties capturing detailed features in such a single rich representation. In other
words, the low-level features of the document page (e.g., the boldness of the text)
would be mostly lost. For the CNN encoder backbone, a ResNeXt-FPN architecture
was used and trained alongside the other parts of the model. [37]

The encoding of the i-th (0 ≤ i < WH) visual embedding can be formulated
mathematically as

vi = Proj(VisTokEmb(I)i) + PosEmb1D(i) + SegEmb([C]), (3)

where I is the image of the document page, Proj(VisTokEmb(I)i) is a single visual
token embedding, PosEmb1D(i) is the one-dimensional position embedding, and
SegEmb([C]) is the segment embedding.

3.3.6 Pre-Training Objectives

Following BERT’s success, pre-training has proven a compelling method, especially
for training large language models requiring vast amounts of data. The key idea is to
perform the training in two parts; pre-training and fine-tuning [28]. As high-quality
task-specific labeled data is often highly laborious to acquire, pre-training takes
a more general self-supervised approach. By using different kinds of pre-training
objectives, the language model is trained on unlabeled data to learn general language
representations [28]. Given that the pre-trained model is often used for diverse
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downstream tasks, the pre-training objectives are explicitly generic without any
task-specificity. The hope is that by teaching the model to understand the language
at a high and general level, it is easier to learn the specific tasks if it already has
robust underlying language representations. Essentially, in the fine-tuning phase, the
model would only have to learn the task-specific rules on top of the already acquired
language understanding. Fine-tuning can also be understood as transfer learning
from the generic language understanding model to a downstream task-specific model.

Before looking into how LayoutLM uses pre-training to its advantage, let us
understand the pre-training objectives used for BERT first. BERT uses two pre-
training objectives; masked language model (MLM) and next sentence prediction
(NSP). [28]
Masked Language Model: For MLM, the training objective is simple. Some
percentage of input tokens are masked (i.e., replaced with zeros) at random, and
then the model is asked to predict those masked tokens. Thus, the model learns
to predict words (or tokens) based on the bidirectional context around the masked
words. [28]
Next Sentence Prediction: Usually, the masked words can be predicted with
limited context (i.e., within a single sentence) around the masked word. Hence,
the model does not have to learn strong sentence-level understanding purely from
MLM. As this is an apparent downside for many downstream tasks, NSP attempts
to provide a sentence-level pre-training objective. For NSP, the task is to predict
whether two input sentences are consecutive or not. [28]
Both BERT’s pre-training objectives require no labeled data, which is crucial [28].
The model can be pre-trained with massive amounts of data scraped from multiple
sources. The possibility to train on unlabeled data is vital for receipt understanding
as there are very limited high-quality datasets available, but there is no shortage of
scanned or PDF documents available online.

LayoutLMv2 takes strong inspiration from BERT’s pre-training objectives. It
is worth noting that LayoutLM and LayoutLMv2 use slightly different pre-training
objectives [36, 37]. Here, only the more recent LayoutLMv2 will be discussed. Three
pre-training objectives are used for LayoutLMv2; masked visual-language model
(MVLM), Text-Image Alignment (TIA), and Text-Image Matching (TIM). [37]
Masked Visual-Language Model: Similarly to BERT’s MLM, LayoutLMv2 masks
random input tokens in both the text and visual modalities. However, the layout
information is preserved to let the model know the exact location of the masked
token within a page. [37]
Text-Image Alignment: TIA is used to help the model learn the spatial location
correspondence between the image and text token bounding box’s coordinates. Here,
some lines of text are covered in the document, and the model is asked to predict
whether each text token is covered or not. This pre-training objective aims to allow
the model to learn fine-grained cross-modality information. [37]
Text-Image Matching: TIM is similar to TIA, but it aims to learn more coarse-
grained cross-modality information by asking the model to predict whether the image
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and text are from the same document page or not. The sentence-level token [CLS]
was used from the encoder’s output and fed into a classifier to make the prediction.
[37]
Overall, LayoutLMv2 takes the fundamental ideas from BERT’s pre-training objec-
tives and applies them to a cross-modal setting. The model learns to relate the visual
and textual information with the layout information by including the image and text
modalities in the pre-training phase. It is also wildly critical that pre-training does
not require hand-labeled data because there are no openly accessible datasets that
are even nearly the required size. Indeed, LayoutLMv2 managed to use a pre-training
dataset of a total of roughly 11 million documents [37].

3.3.7 Results

By purely looking at the SROIE competition leaderboard, LayoutLMv2 seems to
perform exceptionally well. Its F1-score of 97.81 % is only 0.89 % away from the
best-performing model, and overall it is the eighth model from the top [30]. In the
LayoutLMv2 paper, experiments were performed on multiple datasets, but only the
SROIE scores will be discussed here as it is the dataset that can be used to compare
LayoutLMv2 to other models.

Table 4: Results for LayoutLMv2. [37]

The SROIE results are shown in Table 4. The results are also compared to some
other models of which PICK will be discussed in Section 3.4. The large version of
LayoutLMv2 was the best-performing variant which improved over 2.5 % compared
to the corresponding previous generation LayoutLM model.

Finally, LayoutLMv2’s results can be compared to CUTIE’s 86.7 % score, which
LayoutLMv2 exceeded by over 10 % [35, 37]. However, it is worth reiterating that
CUTIE’s performance metric was not the same as the other models in the SROIE
competition, and therefore, they are not strictly comparable [35]. Nevertheless, it is
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still proof that using multi-modal inputs with pre-trained Transformer-based models
seems to be effective in document understanding tasks.

3.3.8 Conclusions

Based on LayoutLMv2’s results, using Transformers for document understanding
tasks proves to be an effective strategy. In particular, pre-training proves to be
especially beneficial for this type of task with a lack of high-quality labeled data.
As pre-training can use data from almost any source without any human labeling
required, the model can be trained to have generic document understanding with
massively more data than what would reasonably be possible if labeled data was a
requirement. This method is very similar to how the current state-of-the-art models
are achieving their performance in the NLP field. In addition to requiring less
labeled data, pre-training enables multi-lingual models to be trained where the lack
of high-quality data in specific languages is even more pressing. Such pre-training
can even enable reasonably good zero- or few-shot cross-lingual performance, as was
shown for LayoutXLM [38].

In addition to taking advantage of the increase in available data for pre-training,
LayoutLMv2’s spatial-awareness enabled by the new types of layout embeddings
improve the model’s accuracy. Furthermore, the layout embeddings are merged
with visual embeddings for more contextual awareness. By combining these three
improvements over BERT, LayoutLMv2 achieved one of the best scores on the SROIE
challenge, proving its effectiveness.

3.4 PICK: Processing Key Information Extraction from Doc-
uments using Improved Graph Learning-Convolutional
Networks

PICK [41] is a deep-learning model for information extraction that combines graph
learning with graph convolution operation capable of learning rich, combined infor-
mation from multi-modal textual, spatial, and visual features. Like LayoutLMv2 [37],
the fundamental improvement over regular sequence-based NER solutions is com-
bining textual information with visual and layout information. While LayoutLMv2
included the layout information by encoding the two-dimensional location into the
input embeddings, PICK uses graph learning to learn the latent relationships between
the text segments in the document. The graph learning module is used to learn soft
adjacency matrices, defining the graph structure of the text segments. [41]

3.4.1 Graph Convolutional Networks

PICK utilizes a new type of neural network architecture that has not been covered
yet: a Graph Convolutional Network (GCN) [42]. Before discussing the specific
choices made regarding how PICK approaches the information extraction task, it
is necessary to understand the core principles of GCNs. Thus, this section will
introduce the relevant parts of GCNs for understanding PICK’s design choices.
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Figure 17: A regular 2D convolution (left) and a graph convolution (right). [43]

In regular convolutional neural networks (CNN), the input is a rigid grid of
pixel values on which the convolution operation is applied. The grid of pixels (i.e.,
an image) can be imagined as a graph with a strict structure where every pixel is
connected to all neighboring pixels only. If the convolution is applied with a kernel
of size 3 × 3 and a stride of one, it essentially means that every pixel’s value becomes
an aggregate of the neighboring pixels’ values, depending on the weights in the
kernel. GCNs expand this idea to work with graphs of any shape. In Figure 17,
the regular two-dimensional convolution is shown on the left, and the corresponding
graph convolution is shown on the right. The idea is the same, for every node, the
convolutional operation is applied to the neighboring nodes, and the aggregated node
value is passed through a non-linearity. While images can be seen as a particular
type of graph with a rigid structure, in a regular graph, a single node may have
any number of connections to other nodes in a more relaxed manner. However, the
idea is still precisely the same, to apply some non-linear kernel to the neighboring
set of nodes for every node [43]. The GCN layer-wise propagation operation can be
formalized as

H(l+1) = σ(D̃− 1
2 ÃD̃

− 1
2 H(l)W (l)), (4)

where Ã is the adjacency matrix of the undirected graph G with self-connections
(i.e., Ã = A + IN), D̃ is the degree matrix (i.e., Dii

˜ = ∑︁
j Ãij), and W (l) is the

current layer’s trainable weight matrix. The c(·) is the activation function, such as
ReLU(·) = max(0, ·). Finally, H(l) denotes the output of the previous hidden layer,
the input X of the network being H(0), and H(l+1) is the output of the current layer.
[42]

Consider the following example to understand the graph propagation rule intu-
itively. Let us first define Â = D̃

− 1
2 ÃD̃

− 1
2 , where the adjacency matrix Ã has been

normalized by the degree matrix D̃. Now, consider the first layer of the GCN where
H(0) = X and the propagation rule becomes H(1) = σ(ÂXW (l)). Therefore, the
matrix multiplication ÂX is computed first, which effectively sums the immediate
neighbors of every node into a new node embedding. Then, the resulting matrix
is multiplied by the layer-wise weight matrix W (l) and finally passed through the
non-linear function [42]. This process can be thought of in three steps. First, for
every node, the node is passed through an aggregation function with its neighbors,
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producing the average of the node embedding vectors. Secondly, the aggregate node
embedding vectors are multiplied by the layer-wise weight matrix, producing new
embeddings for every node. Finally, the node embedding vectors are passed through
the non-linearity function.

From its inputs to its outputs, a GCN architecture can be seen in Figure 18.
The input to the GCN is a tuple of (X, A), and the outputs are the node-wise
embeddings (Z, A). For a downstream task, such as node classification, the output
node embeddings Z can be passed through a soft-max function to obtain a probability
distribution over a set of labels. Such a two-layer node classification architecture can
be formalized as [42]

Z = f(X, A) = softmax(Â · ReLU(ÂXW (0))W (1)). (5)

Figure 18: High-level architecture of a GCN. [43]

3.4.2 Architecture

As was mentioned, PICK’s core architecture is based on producing a graph repre-
sentation of the text segments on the document on which further classification is
performed. However, to perform graph convolution described in Section 3.4.1, the
graph structure (i.e., the edges between the nodes) must be defined. In the case of re-
ceipts, there is no simple heuristic to produce an optimal graph structure. PICK uses
a graph module that combines graph learning with graph convolution to overcome
this issue. Further, PICK uses an encoder module for producing node embeddings.
The encoder uses a Transformer for producing text embeddings and a CNN for image
embeddings that are then combined into a single node embedding. Once the node
embeddings are put through the graph learning-convolutional operation, a decoder
component performs sequence tagging at the character level using BiLSTM [44]
and Conditional Random Fields (CRF) [45]. Essentially, PICK transforms the key
information extraction task into a sequence tagging task by incorporating the learned
graph representation of the document. [41] To clarify the architecture, Figure 19
shows a visual presentation of the encoder, graph module, and decoder components.
Next, each of the components is discussed more in-depth.
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Figure 19: Overview of PICK’s architecture. [41]

Encoder
The encoder is shown in Figure 19 in the top-left corner. The encoder’s job is to
take the text and image segments as the inputs and produce modality-dependent
embeddings for the text and image individually. The text embeddings are done at
the character level, and image embeddings are produced from the text segment’s
bounding box area. Finally, the individual text and image embeddings are added
together element-wise to produce the combined node embeddings, which will be used
as the input for the graph module in the following. [41]

For text embeddings, PICK uses a standard Transformer encoder architecture, as
introduced in [40]. Each sentence (i.e., text segment) is encoded independently and
the document D text embedding is defined as

TE = [te(1)
1:T ; ...; te(N)

1:T ] ∈ RN×T ×dmodel , (6)

where T is the length of the sentence, te(i)
1:T = [te(i)

1 , ..., te(i)
T ]T ∈ RT ×dmodel is a single

text segment’s embedding, N is the number of text segments in the document, and
dmodel is the dimension of the model. The embedding te(i)

1:T of the text segment si is
defined as

te(i)
1:T = TransformerEncoder(c(i)

1:T ; θtenc), (7)

where c
(i)
t ∈ Rdmodel is a token embedding (e.g., Word2Vec [46]) of each character

in the input sequence c
(i)
1:T ∈ RT ×dmodel , and θtenc represents the encoder parameters

of the Transformer. Further, given an image segment sis
i corresponding to the text

segment si, image embedding is defined as follows

ie(i) = CNN(sis
i ; θcnn), (8)

where sis
i ∈ RH′×W ′×3 is the input image segment, H ′ and W ′ represent the height and

width of the image segment, and ie(i) ∈ RH×W ×dmodel represents the image embedding
for image segment sis

i . The image segment is resized under the condition H × W = T
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in order to match the dimensionality to the text segment embeddings TE. The image
embeddings for document D is then defined as

IE = [ie(1); ...; ie(N)] ∈ RN×T ×dmodel . (9)
Finally, the document text embedding TE is added to the document image embedding
IE element-wise, producing the fusion embedding X, defined as

X = TE + IE, (10)
where X ∈ RN×T ×dmodel represent the nodes of the graph, which will be used as the
input to the graph module. [41]

Graph Module
The graph module aims to catch the latent relationships between the graph’s nodes X.
As mentioned earlier, the graph module essentially has two tasks; to learn to produce
a soft adjacency matrix A (i.e., the graph’s edges) and to perform graph convolution
on the graph. Some earlier methods have used pre-defined graph structures by, for
example, defining the edges to be between either horizontally or vertically connected
text segments. However, using any such heuristic is quite limited and does not allow
full use of all the nodes’ information and learning latent connected nodes that are
far apart. Thus, PICK uses a graph learning-convolution module inspired by [47],
which performs both tasks simultaneously. [41]

For graph learning, a single-layer MLP is used to learn the soft adjacency matrix
A. Given an input V = [v1, ..., vN ]T ∈ RN×dmodel of graph nodes, of which initial value
is equal to X, the graph module generates the soft adjacency matrix A representing
the pair-wise relationships between nodes as⎧⎨⎩Ai = softmax(ei), i = 1, ..., N,

eij = LeakRelu(wT
i |vi − vj|), j = 1, ..., N,

(11)

where wi is a learnable weight vector. In other words, eij represents the strongness
of the connection between the nodes vi and vj, or more precisely, the connection
specifically from node vi to node vj. However, the order does not matter as the
constructed graph is undirected. To obtain the soft adjacency matrix A, the output
matrix is passed row-wise through a softmax function because adjacency matrices
must satisfy the following condition

N∑︂
j=1

Aij = 1, Aij ≥ 0. (12)

PICK performs graph convolution on the node-edge-node triplets (vi, αij, vj). As was
mentioned already, the input to the initial layer V 0 is the document node embedding
X ∈ RN×dmodel . Now, the initial relation embedding α0

ij between the nodes vi and vj

is defined as

α0
ij = W 0

α[xij, yij,
wi

hi

,
hj

hi

,
wj

hi

,
Tj

Ti

]T , (13)
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where W 0
α is a learnable weight matrix, xij and yij are horizontal and vertical distances

between the node vi and vj , wi, hi, wj , and hj are the width and height of the nodes
vi and vj. Given the relation embedding between nodes vi and vj, layer-wise hidden
features hl

ij are then computed using the node-edge-node triplets, defined as

hl
ij = σ(W l

vih
vl

i + W l
vjhvl

j + αl
ij + bl), (14)

where W l
vih

, W l
vjh ∈ Rdmodel×dmodel are the learnable layer-wise weight matrices, and

bl is a bias term. Now, to perform the convolution step, the learned soft adjacency
matrix A is used in combination with the hidden features hl. The convolution step
(i.e., aggregating the neighbouring nodes to node vi) for node vi is defined as

v
(l+1)
i = σ(Aih

l
iW

l), (15)

where W l ∈ Rdmodel×dmodel is a layer-specific learnable weight matrix. Finally, the
next layer’s relation embedding α

(l+1)
ij is computed by

α
(l+1)
ij = σ(W l

αhl
ij), (16)

where W l
α ∈ Rdmodel×dmodel is a layer-wise learnable weight matrix. This process is

continued for all the L convolutional layers, always using the previous layer’s output
as the next layer’s input. [41]

Decoder
Finally, the decoder component performs sequence tagging at the character level, using
both the input X ∈ RN×T ×dmodel and the graph embeddings from the graph module.
First, the union layer packs the padded input sequence by flattening the matrix X
and moving the padding to the end, yielding packed sequence X̂ ∈ R(N×T )×dmodel . The
node embeddings from the graph module are then concatenated to packed sequence
X̂ at each timestep. The output from the union layer is then fed into the BiLSTM
[44] model

Z = BiLSTM(X̂; 0, θlstm)Wz, (17)

where Z = [z1, ..., zN×T ] ∈ R(N×T )×dlabel is the output of the BiLSTM model, doutput is
the number of different entities, and Wz ∈ Rdmodel×doutput is a learnable weight matrix.
The final step is then to pass the BiLSTM output through a CRF layer, producing
the character-level classification probabilities.

The entire model is trained end-to-end with a training objective to minimize the
sum of two losses, defined as

Ltotal = Lcrf + λLGL, (18)

where Lcrf refers to the CRF layer’s loss and LGL refers to the graph learning loss.
[41]
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3.4.3 Results

PICK’s authors did experiments on multiple datasets, but to keep the results compa-
rable to other models presented earlier, the focus will be on the already-mentioned
SROIE dataset. It is worth mentioning that PICK does not do any pre-training, and
all the results shown are trained only on the officially provided data. The absence of
pre-training is significantly different from LayoutLMv2 and LayoutXLM, which used
a massive dataset to pre-train the model before fine-tuning it on the task-specific
dataset. Table 5 presents the results on the SROIE dataset. As can be seen, PICK
achieved an F1-score of 96.1 %, which is only slightly worse than LayoutLMv2’s F1
score of 97.81 %.

Table 5: Results for PICK. [41]

In addition to running experiments on the SROIE dataset, PICK’s authors did tests
on multiple other datasets, comparing the results to a baseline method of a two-layer
BiLSTM + CRF tagger model. According to the authors, the baseline model is
extensively proved and demonstrated as a competitive architecture in previous works.
The results show that PICK’s graph-based architecture outperforms the baseline
method’s F1-score by an average of 14.7 % over multiple datasets.

3.4.4 Conclusions

Given that PICK was able to achieve comparable results with the current state-
of-the-art information extraction methods, such as LayoutLMv2 [37], without any
pre-training, it is safe to say that graph-based architectures seem to thrive in the
context of document information extraction. Intuitively, graphs are representations
of relations between text segments in the document, which is not far from how
humans parse documents. In addition to learning the graph representations, PICK
incorporates visual information as an additional modality that enables the model to
use morphological information alongside textual information.

Regardless of the impressive results, PICK does not attempt to work on multi-
lingual data and, therefore, it is not clear what the performance would be. However,
PICK uses the Transformer as the backbone model for producing text embeddings.
Transformers have proven to work exceptionally well on multi-lingual data (e.g.,
LayoutXLM [38]), and it is a relatively safe assumption that PICK could be extended
to be a multi-lingual model given enough high-quality multi-lingual data. The authors
did not discuss initializing the Transformer with weights from a pre-trained model
but using a pre-trained multi-lingual Transformer model as the starting point with
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multi-lingual training data could be an effective method to achieve high performance
in a multi-lingual setting. Additionally, the authors have published the model as an
open-source project making it available to everyone. Given the proven performance of
LayoutXLM on multi-lingual data and the overall better performance of LayoutLMv2,
LayoutXLM was chosen over PICK for the experiments presented in Chapter 4. It is
left for further research to experiment with PICK on multi-lingual data.
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4 Experiments
This chapter will go through experiments for performing key information extraction
on a multi-lingual receipt dataset containing both English and Finnish receipts. First,
the joint receipt dataset, containing English receipts from the publicly available
SROIE dataset and manually collected Finnish receipts, is described with the pre-
and post-processing steps. Then, a publicly available pre-trained LayoutXLM model
is fine-tuned for the dataset. Finally, the results will be analyzed and discussed to
find answers to the initial research questions.

4.1 Building the Dataset
The goal was to train a model to extract several pieces of key information from
receipts. Such information could be the business name, date of purchase, or the total
amount of the purchase. In addition to these basic details, some real-world use cases
require more detailed information to be extracted. Accounting is a great example; it
is often required to know how much was paid in each value-added tax (VAT) bracket
to be later reported in the correct format for bookkeeping purposes.

In this section, before training the actual model, both the SROIE dataset and
the manually collected Finnish receipt datasets are described in detail. The required
pre-processing steps and the methods used for collecting and labeling the Finnish
receipt dataset are presented.

4.1.1 Data from ICDAR 2019 Challenge

One of the most widely used and extensive datasets for benchmarking existing
attempts on extracting key information from receipts comes from the ICDAR 2019
Scanned Receipts OCR and Information Extraction (SROIE) challenge [30]. This
dataset is split into training and evaluation datasets which consist of 626 and 347
receipts, respectively.

Each receipt in the training dataset has three files; the image of the receipt, OCR
output with bounding boxes, and the ground-truth annotations for each label. The
evaluation dataset format is identical, but does not contain the OCR output files.

Pre-processing the SROIE Dataset
Unfortunately, the data provided for the SROIE challenge do not contain any
information regarding matching the ground-truth label values to the OCR output
text segments. However, a label must be assigned to each word in the OCR output
file to obtain proper training samples. Therefore, the goal of the pre-processing
is to match the provided ground-truth annotations to the provided OCR outputs.
Such pre-processing was performed as part of this thesis. The output from the
pre-processing step is a single CSV file where each detected word is assigned a label.
Figure 20 presents an example of a receipt’s image alongside with its annotations in
the SROIE dataset.

It can be seen in Figure 20 that, for example, the business name consists of
essentially five parts; MR, D.I.Y., (JOHOR), SDN, and BHD. The OCR output is a



47

Figure 20: An example of a receipt and its annotation in the SROIE dataset. [30]

CSV file of words and the matching bounding boxes in roughly the natural reading
order. Output from the pre-processing step is similar to the OCR output with each
line, or word, assigned to a label. IOB tagging will be used for labeling the SROIE
dataset, as was discussed in Section 3.1.

Figure 21 presents a snippet of a pre-processed output file showcasing the tokens
constructing the value for the business name field for the receipt in Figure 20. Here,
the first eight columns represent the bounding box of a detected word, and the last
two columns are the text representation of the word and its IOB tag. The bounding
box is represented by four coordinate points, starting from the left-top corner and
continuing clockwise. That is, the i-th corner is represented by the coordinates
(xi, yi). Given the provided image of the receipt and the pre-processed output file,
the combination of the two can be used for training the model.

The method that was used to arrive at the pre-processed output file is not of
much importance as it is essentially the same as if a human would label the correct
words for each label from the receipt images. It is a concern for collecting the data.
However, matching the labels to words is one of the critical parts where the used
SROIE dataset most likely is worse than what the authors of the LayoutLMv2 [37]
had. For LayoutLMv2, they did not disclose the pre-processing steps or provide the
already pre-processed dataset. Pre-processing was a step left for the downstream
users to do independently. The authors likely used human labelers to, at least, verify
the OCR output matches to create as a high-quality dataset as possible. For this
thesis, such resources or time was not available to label the images manually, and
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Figure 21: A snippet of a pre-processed output file.

therefore, the pre-processed training dataset contained some noise, especially for the
total amount label. The total amount label was the most challenging to match. It
usually appears in multiple locations on the receipt, and there is no simple heuristic
to decide which one, or which ones, are the correct instances to label as the total
amount.

For the OCR output matching, the dataset was small enough to allow a brute-force
approach by looping through all possible consecutive word sequences and finding the
one that contains the annotation value. The fact that the OCR outputs were given
in a natural reading order was beneficial.

4.1.2 Custom Dataset of Finnish Receipts

The SROIE dataset is a good start and gives a robust metric for comparing the
trained model to other existing models to ensure it is roughly in the same performance
bucket as the other ones. However, there are a few limitations in using SROIE as
the only dataset for training.

The most significant issue is the limited set of labels. In addition to the basic
information labeled by SROIE, the gross amounts paid under each VAT bracket
are interesting. These details are country-specific, and therefore it is natural to
include them in the Finnish dataset. The VAT information is arguably one of the
most challenging data fields to extract because the model needs to capture multi-
dimensional relationships (e.g., tabular relationships) between pieces of text in the
receipt. Also, the VAT amounts are presented in several locations, visual formats,
and styles in various receipt layouts. For example, the VAT information may be
presented as the net VAT amount paid (i.e., only the taxes) or the total gross amount
falling under a certain VAT bracket.

In order to keep things relatively simple and the labeling workload reasonable, the
labels provided by SROIE will be expanded with the following three labels: VAT_10,
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VAT_14, VAT_24. Each of the VAT labels corresponds to the total gross amount paid
under a certain VAT bracket, and therefore, the receipt’s total amount should be the
sum of each of the VAT bracket amounts.

The second significant motivation for the Finnish dataset was to test the model’s
performance on multi-lingual data. SROIE only has receipts in English, but in this
thesis, multi-lingual performance was an area of interest. Therefore, it was decided
to build a Finnish dataset to extend the receipts in the SROIE dataset to include
Finnish receipt samples.

Finally, it is vital to note that the Finnish receipt dataset is relatively biased and
overweight by certain similar groups of receipts. The reason for the bias is that the
receipts had to be manually collected and labeled given the available receipts from
self-made purchases. For example, regular Finnish grocery stores such as Prisma,
S-Market, and K-Market are heavily overpopulated in the dataset simply because a
relatively large proportion of the collected receipts came from day-to-day grocery
purchases.

The Finnish dataset consists of 375 labeled Finnish receipts, of which 51 were
assigned to the evaluation split. Combining the SROIE and the Finnish dataset
brings the total number of training samples to 950 receipts. Table 6 shows the data
distribution between the SROIE and Finnish datasets.

Table 6: Data distribution between the SROIE and Finnish datasets.

Training Evaluation Total
SROIE 626 347 973
Finnish 324 51 375
Combined 950 398 1348

Labeling Pipeline for the Data
Collecting the receipts for the Finnish dataset meant taking pictures of receipts,
preferably right after the purchase was made. Then, the image was cropped to consist
of only the receipt in a vertical orientation. Figure 22 presents an example of a
typical receipt in the Finnish dataset.

After the images were taken, the next step was to run them through an OCR
engine resulting in the raw detected words with their bounding boxes. The OCR
engine of choice was Google’s Cloud Vision API, an off-the-shelf OCR API [17]. Once
the detected words were obtained, a custom-built labeling tool was used, shown in
Figure 23, for assigning the words to the desired labels.

The Format of Finnish Data Samples
The goal was to use the Finnish dataset to extend the provided samples in the SROIE
dataset, and therefore, the aim was to have them in a similar format. For SROIE,
there are two files for every sample; the image of the receipt and the words with
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Figure 22: An example of a receipt in the Finnish dataset.

Figure 23: An example of the usage of the custom-built labeling tool.

their bounding boxes and IOB tags. The custom-built labeling tool, presented in
Figure 23, outputs a similarly formatted CSV file.

Figure 24 shows an example of a receipt’s annotations in the Finnish dataset.
The format is the same as the SROIE dataset, except for a slightly different bounding
box representation. The images were captured using a smartphone’s camera in a
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high-resolution format. When labeling them, the word bounding boxes were in the
coordinate space of the high-resolution image. Therefore, when the images were
resized for use in training, the words’ bounding boxes would have also had to be
resized accordingly. To avoid resizing the coordinates, they were stored as relative
values. There was no similar need for SROIE, and therefore, they were kept in their
original absolute format. In the relative format, the first two columns are the relative
coordinates for the bounding box’s top-left corner w.r.t. the image’s width and
height. The following two columns from the left are the relative width and height of
the bounding box.

Figure 24: A receipt’s annotations in the Finnish dataset.

4.1.3 Limitations of the Data

In addition to the rather obvious limitation of having a relatively small dataset for
such a complex document format, it was explicitly chosen not to try to work on the
problem of document localization. Document localization means, in this context,
the task of localizing the corners (or the contour) of the receipt and normalizing
the image automatically. In both SROIE and the Finnish dataset, the images were
normalized beforehand, ready to be run through an OCR engine. This decision was
made to limit the scope of the thesis to only the key information extraction task.

One possible option for further exploration could be augmenting the data by
applying affine transformations to the cropped images to change the rotation, scale,
and orientation of the receipt. Nevertheless, doing such augmentations is left to be
done in future work.

There is also some discrepancy between the SROIE and the Finnish dataset.
There were no tags for the VAT brackets in the SROIE dataset, which means that
some of the receipts may contain VAT amounts that have not been labeled. Finding
unlabeled VAT amounts would have required manual labor to go through the receipts
one by one and manually label any found VAT values. Additionally, as the SROIE
receipts were not Finnish, the VAT brackets could have differed and not fit into
the pre-defined VAT labels for the three different VAT brackets in Finland. If the
SROIE receipts contain VAT amounts, training the model jointly with both datasets
might be confusing if there should be a VAT tag in a SROIE receipt, but there is
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not. Regardless, the data does not distribute equally for every tag, as can be seen in
Table 7. For some tags, such as VAT 24 %, there are only 181 training samples out
of the total of 950 training samples, and for VAT 10 % even less. Nonetheless, this is
a significant issue with the limited amount of data and not an issue with the model
per se.

Table 7: Sample count distribution by tag.

SROIE Finnish
Training Evaluation Training Evaluation

Business name 626 341 321 50
Address 625 343 200 29
Date of purchase 626 323 320 49
Total amount 625 334 323 51
VAT 24 % amount 0 0 181 26
VAT 14 % amount 0 0 210 30
VAT 10 % amount 0 0 5 1

4.2 Training the Key Information Extraction Model
Now that there is a reasonably extensive set of data, next step is to move on to
building and training the deep learning model and evaluating its performance. Most
of the state-of-the-art models that ranked well in the SROIE challenge are language
models trained in two parts; pre-training and fine-tuning [30]. This usually means
that the pre-training part consists of a massive set of data samples with a somewhat
generic training objectives. Once the model has built its base knowledge from the
vast amount of data, it is fine-tuned with the task-specific, significantly smaller
dataset.

Because of the massive scale of the pre-training phase, it was necessary to seek to
find a pre-trained model which could be used to only fine-tune for the joint dataset.
It would not have been feasible to collect the required data and train a large model
on a GPU cluster within the time frame or the budget of the thesis.

4.2.1 Choosing the Base Model

There was a set of requirements for the model, of which being multi-lingual was
probably the most challenging one to fulfill. Consequently, the pre-training data must
be multi-lingual, which is uncommon because few high-quality document datasets
are available, to begin with.

Hugging Face [48] has become one of the most used tools for working with deep
learning NLP models. They have a popular PyTorch library called Transformers,
which has many pre-built tools for working with Transformer-based models. In
addition to the Transformers library, Hugging Face has a product called Hugging
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Face Hub, which lets people download, upload, and test different Transformer NLP
models quickly. [48]

Microsoft’s LayoutLMv2 ranked 8th in the SROIE competition, making it a
promising candidate [30] [37]. It was also one of the publicly available models from
the list as Microsoft had made all the source code available in a GitHub repository
[49]. In addition to the repository, they had uploaded a pre-trained LayoutLMv2
model to Hugging Face Hub. Still, LayoutLMv2 is not a multi-lingual model and most
likely would not perform optimally on the Finnish dataset because the pre-training
data is only in English.

In late 2021, Microsoft’s research team released a new version of their model called
LayoutXLM, which was built on top of the already well-performing LayoutLMv2 [38].
The main difference between these two versions is the data used for the pre-training.
LayoutLMv2 used the IIT-CDIP Test Collection, which consists of roughly 1.5 TB
of English document images [50, 37]. However, for LayoutXLM, they extended
the IIT-CDIP dataset by crawling the internet for multi-lingual PDF documents
from a total of 53 different languages. They then constructed a distribution of the
documents per language and sampled 22 million documents from the distribution.
The 22 million documents were then extended with a sample of 8 million documents
from the IIT-CDIP dataset bringing the total count of documents for pre-training up
to 30 million. The final language distribution of the pre-training dataset can be seen
in Figure 25. The pre-training was then executed on 64 Nvidia V100 GPUs. [38]

Figure 25: The language distribution of the LayoutXLM pre-training dataset. [38]

Because of the LayoutXLM model’s performance, multi-lingual capabilities, and
the open-source availability of the pre-trained model, LayoutXLM was chosen as the
model of choice for experiments on the joint multi-lingual dataset.

4.2.2 Fine-tuning LayoutXLM

As was mentioned in the previous section, the excellent tools built by Hugging Face
were leveraged to help with the setup and training of the model. Most notably, the
Hugging Face Hub was used to download the pre-trained LayoutXLM model and
their Transformers library to pre-process the data samples to the model’s required
input format, wrap the actual model to an easy-to-use class, and train the model
with their Trainer class. [51]



54

For the pre-processing, the Hugging Face Transformers library provides ready-
built classes for tokenizing the inputs and pre-processing the images to a format
required by the LayoutXLM model. LayoutLMv2FeatureExtractor class was used
for extracting the features from the receipt images and LayoutXLMTokenizerFast for
tokenizing the words. The Transformers library also provides a LayoutXLMProcessor
class that uses the feature extractor and tokenizer to combine the entire pre-processing
pipeline in a single place.

The Transformers library makes it easy to load the model from the Hugging Face
Hub, and the LayoutLMv2ForTokenClassification.from_pretrained method was
used for doing that. The Trainer class was also used for the actual training, which
wraps the typical PyTorch training loop into an easy-to-use class. Using the Trainer
was especially helpful because the model had a relatively large number of parameters,
and only a single 16 GB GPU was available during the training. The limited access
to computing resources meant having to limit the batch size to preserve memory
dramatically. The Trainer class made gradient accumulation over batches easy to set
up, which meant that the model could be trained on a single GPU. The arguments
for the Hugging Face Trainer class are shown in Figure 26.

Figure 26: The used training arguments.

Training was done with a batch size of 6 with 8 gradient accumulation steps.
Therefore, the effective batch size was 48. Training was continued for 16 epochs
for the entire combined dataset described in the previous section. Google Cloud
Platform’s managed Jupyter Notebook environment called Vertex AI Workbench
was used for the actual training setup [52]. Because of the model’s large size, a single
Nvidia Tesla T4 GPU was used for training along with 4 vCPUs and 15 GB of RAM.

4.3 Post-processing
Often it is straightforward to produce the final output values from the model’s raw
outputs. For example, if the goal was to classify an image into two categories, the
most likely category could be selected and compared to the ground truth. However,
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in the case of extracting semi-structured information, some extra post-processing
steps are required.

The model’s output classifies every token into either no label or one of the pre-
defined labels. Therefore, if we have four classes (i.e., three real labels and one null
label), the model’s output for every token in the input is a probability distribution
over the four classes. Then, every token’s probability distribution will be reduced to
a single label associated with the token which has the highest probability given by
the model.

Using IOB tagging, the output label will be O or prefixed with either B or I. In
theory, only the label with the B prefix starts a sequence of tokens belonging to the
same label and every immediately subsequent label with the prefix I extends the
sequence. However, this rule will be relaxed to deal with possible noise. A new
sequence will be started whenever a label with the prefix B is detected. The started
sequence is then extended with every subsequent label with either the B or I prefix.
Therefore, the sequence is finished only once encountered by a different label or an
empty label.

Figure 27: Comparison between strict and relaxed tagging interpretation.

Figure 27 shows the difference between the strict IOB tagging interpretation and
the relaxed modification. By running the model’s output through the IOB tag parser,
a list of possible token sequence candidates for every label is obtained.
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With the sequence of candidates, they will passed to a label-specific post-processing
function to produce a single value based on the list of candidates. Label-specific
means that different rules are applied based on the label that is being processed. For
example, when parsing the date of purchase, a specific regular expression is applied
to extract only the date value from the candidates by removing any noise tokens
from the output. Table 8 shows the list of post-processing rules applied for every tag.

Table 8: A list of applied post-processing rules per label.

Tag type Post-processing rules
Business name Select the longest candidate
Address Select the longest candidate
Date of purchase Map and filter candidates with a date regular expression.

Sort the candidates in a descending order.
Select the first candidate.

Monetary values Map and filter candidates with a numeric regular expression.
Sort the candidates in a descending order.
Select the first candidate.

Finally, Figure 28 visualizes a post-processing pipeline from the raw token sequences
parsed from the IOB tags to the label output values. This example has explicitly
added noise to demonstrate how post-processing deals with such inputs; after all,
some noise will always be present in a real-world use case.

4.4 Evaluation Results
The last step of the experiment is perhaps the most important one: evaluating the
results. The training was done jointly over both SROIE and the custom Finnish
receipt datasets, but the performance of the model will be evaluated one dataset at
a time. This is done to compare the model’s performance to other models in the
literature.

4.4.1 Evaluation Metric

First, the metric used for evaluating the model’s performance is defined. The metric
that is selected must be comparable to what the literature uses for other similar
models. The most widely used metric in the literature is the F1-score which is a
harmonic mean of precision and recall.

Precision is the ratio between true positives and all retrieved values. In other
words, precision answers to the question of how many retrieved items are relevant.
Precision of one means that all positive labeled tokens were correct ones. On the
other hand, recall defines the ratio between how large of a portion of the relevant
items did the model tag as positive. A ratio of one means that the model retrieved
100 % of the relevant items. Precision and recall can be formalised as:
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Figure 28: Post-processing pipeline from candidates to outputs.

precision = tp
tp + fp

recall = tp
tp + fn,

(19)

where tp means true positives, fp means false positives, and fn means false negatives.
The F1-score can now be computed by taking the harmonic mean of precision and
recall:

F1 = 2 · precision · recall
precision + recall . (20)

In addition to defining how the F1-score is calculated, defining how to calculate the
true positives, false positives, and false negatives is needed. More precisely, to define
how to determine if a model’s output is a match or not. In the previous section,
extracting the label values from the model’s output was discussed. Once extracted,
the model’s outputs need to be compared to the ground-truth values.

The company name and address are straightforward as they are free-form text;
they can strictly be compared to the outputs and verified that they match. However,
the date of purchase and the total numeric amounts can be tricky because they are
structured data. Take the date of purchase as an example; dates can be represented
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in multiple formats, but for example, 01.01.2022, 1.1.2022, and 2022-01-01 are
all equivalent. Hence, when matching the model’s output to ground-truth values,
the parsed values will be used for comparisons rather than the raw text values.

4.4.2 Evaluating the Model on SROIE

SROIE is mostly used as a benchmark to evaluate the model’s performance against
the original results in the LayoutLMv2 paper [37]. It acts as a sanity check to verify
that the model is performing on a similar level as to what the authors of the paper
got.

Challenges with the Dataset
Before moving on to the results, it is important to describe how they were obtained
because the used method significantly affects the performance. There are at least
two core issues specifically with the SROIE evaluation dataset, which are hard to
solve programmatically without extensive manual labor.

The first issue originates from the training dataset. The provided data contains
no matches between the OCR output and the ground-truth label values, as was
described previously. In other words, it is unknown which word in the OCR output
corresponds to being part of which label’s ground-truth value. This missing data
is not a big problem with values that have a single instance (e.g., company name
most of the time), but it is a significant source of error for the total amount which
might appear in multiple locations. For example, think of a case where one item
was bought, precisely matching the receipt’s total amount. When matching the
ground-truth annotations to the OCR output, this value will be found in many
locations with no way of knowing which one is the correct one. This missing link
introduces considerable noise, especially for the total amount. The only proper
solution would be manually matching the OCR outputs to the annotations.

The second notable issue is that the SROIE evaluation dataset does not provide
the ground-truth OCR outputs at all, and therefore, GCP’s Cloud Vision API was
used to obtain them [17]. Some of the receipt images are too low quality, resulting
in errors in the OCR output. Hence, even if the model would output the correct
value for a label (i.e., from the correct location), it may still not be an exact match
because of single-letter errors resulting from using a third-party OCR engine.

To overcome the issue with third-party OCR results having errors, some additional
light post-processing was applied to both the model output and the ground-truth
annotations when comparing whether the model’s output was correct or not. There
are two kinds of fields; free-form text fields (business name and address) and structured
data fields (date and total amount). For the free-form text fields, some uninteresting
characters (,, ., :, and space) were first removed and the Levenshtein distance [53]
was computed between the prediction and the ground-truth value. The difference
was allowed to be 0.75 edits per every 10 characters, or otherwise, it was considered
not to be a match. The regular expression post-processing described in the previous
section was applied for the date of purchase and total amount fields.
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Results
In Table 9, it can be seen that the overall F1-score across all labels is roughly 92.9 %.
Based on the LayoutLMv2 submission to the SROIE challenge, the original authors
reported a 96.25 % F1-score [37]. Therefore, the fine-tuned model did not perform
quite as well as the original submission. However, the difference is most likely due
to the previously described issues with the data. The authors of the LayoutLMv2
model did not disclose how they pre- and post-processed their data, but they likely
used human labelers to verify the matched entities.

Table 9: Evaluation results for the SROIE dataset.

Label Precision Recall F1-score
Business name 0.947 0.934 0.941
Address 0.968 0.963 0.965
Date of purchase 0.942 0.937 0.939
Total amount 0.889 0.853 0.871
All combined 0.937 0.922 0.929

Regardless of the model performing slightly worse than the original LayoutLMv2, the
results give confidence that there are not any significant issues with the fine-tuning
process and the focus can move on to the custom Finnish dataset.

4.4.3 Evaluating the Model on the Finnish Dataset

The custom-built Finnish receipt dataset is significantly smaller in comparison to
SROIE. When split into training and evaluation sets, they have 324 and 51 samples,
respectively.

Results
In Table 10, it can be seen that the results are highly similar for the same set of
labels (exc. VAT) as was for SROIE. However, it is worth noting that the total
amount label has an almost 10 % higher F1-score than in SROIE. This increase is
likely due to the quality of the labels as this dataset was labeled manually. Therefore,
the same issue with noise is not visible when matching the annotations to locations
on the receipt.

It can also be seen that the VAT labels have significantly lower F1-scores than
any other labels. The decrease in performance is most likely because of two reasons:
VAT amounts have much variety in how they are presented on the receipts, and
the dataset is too small for the model to generalize well. By increasing the Finnish
dataset’s size, the VAT label scores would likely increase to comparable levels with
respect to the other labels. Unfortunately, collecting a large enough Finnish dataset
was not feasible within the limitations of this thesis.
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Table 10: Evaluation results for the Finnish dataset.

Label Precision Recall F1-score
Business name 0.900 0.900 0.900
Address 0.900 0.931 0.915
Date of purchase 0.960 0.980 0.970
Total amount 0.980 0.941 0.960
All combined (exc. VAT) 0.939 0.939 0.939
VAT 24 % amount 0.464 0.500 0.482
VAT 14 % amount 0.378 0.467 0.419
VAT 10 % amount 0.000 0.000 0.000
All combined (inc. VAT) 0.799 0.826 0.813

Visualizing the Attention
An interesting, distinctive characteristic of the Transformer architecture is the self-
attention mechanism. The concept of self-attention was described in more detail
in Section 3.3.1, but essentially the Transformer learns to "pay attention" to a set
of tokens for every token in the input. The expression "to pay attention" means
that the Transformer learns to apply more weight to specific tokens relevant to the
current token. In other words, the Transformer learns the relevancy of tokens w.r.t.
any other tokens.

This mechanism is quite similar to how we humans parse a document, such as a
receipt. For example, when trying to find the total amount, we would look for the
words "total" or "yhteensä", depending on the language. Based on the experience
from the past, it can be assumed that the total amount is most likely on the same
line.

In Figure 29, three cherry-picked attention heads are shown for two different
receipts, and the self-attention is visualized with respect to the total amount tag.
In other words, the words that the model pays attention to when finding the total
amount are highlighted. Regardless of the cherry-picking of fitting attention heads,
it is interesting to see that the model pays attention to words such as "yhteensä",
"EUR", and "luottokortti," similar to how humans would scan the receipt.

4.4.4 Conclusions

Based on the results, it is evident that the model learned complex relationships from
the data and successfully extracted key information from the receipts. The presented
results were slightly worse than those by the LayoutLMv2 authors, but the used
pre- and post-processing methods were likely suboptimal. By improving on these,
possibly by employing humans for labeling, the results on SROIE would most likely
have been comparable to the original paper.

It was also shown that the LayoutXLM model generalized well to multi-lingual
data, even with a tiny dataset and without a noticeable difference in performance
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Figure 29: Three cherry-picked attention heads visualized on two receipts w.r.t. the
TOTAL tag.

across languages. Regardless of a robust end-to-end deep learning model, the necessity
of domain-specific post-processing to obtain state-of-the-art results was highlighted.

Finally, the self-attention mechanism was qualitatively compared to the natural
way humans would parse the document to find key information. Relatively intuitive
attention patterns were discovered, even though the attention heads had to be
cherry-picked. Regardless, it is interesting to find such human-like patterns from an
end-to-end model’s internal layers.

The most limiting factor for the model’s performance is the scarce availability
of high-quality data for receipts. No such Finnish receipt dataset could be found,
and there were not many in English either. Even the SROIE benchmark dataset,
often used in literature and research papers, is missing essential links between the
provided pieces of data and would require manual work to be used properly. Due to
the presented performance on such a limited dataset and previously shown results
from the NLP field, one can conclude that the used model would most likely perform
very well with a large enough, high-quality dataset.
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5 Conclusions
First, the problem of extracting key information from receipts was broken down into
multiple subtasks. Each subtask was discussed in more detail, and relevant recent
advancements in the literature were presented. The subtasks included document
localization, document unwarping, and performing OCR. Document localization
refers to finding the document in the image and applying a transformation so that only
the document is visible in a straight perspective. A simple transformation might not
be enough in some cases, but the document may contain lighting artifacts, wrinkles, or
other imperfections. In these cases, an end-to-end model for unwarping the document
might be necessary to obtain a scanner-like image of the document. Finally, after
the document is clearly visible, OCR must be performed. Many commercial and
open-source solutions are available that are most likely good enough, but some
recent attempts at solving OCR were also discussed. For the later experiments, it
was decided that the need for document localization or unwarping steps would be
eliminated by taking the photos in a controlled environment. For OCR, a commercial
solution from the Google Cloud Platform was decided to be used. Both of these
decisions were made to limit the scope of the thesis. Typically, the need for performing
these steps vary depending on the context where information extraction is performed.
Generally available solutions are already available in some environments, such as
performing OCR on iOS using the native SDKs.

Next, various methods for achieving the current state-of-the-art performance in
document information extraction were discussed. CUTIE [35] employed a rather
traditional convolutional neural network model, replicating the methods used for the
semantic segmentation task by tagging each text segment in a two-dimensional grid.
LayoutLMv2 [37], and its other variations, employed a big Transformer-based model
with a task-specific pre-training strategy for performing named entity recognition.
The authors of LayoutLMv2 extended the Transformer’s standard one-dimensional
positional encoding method into two-dimensional space, effectively encoding the
document’s layout into the input embeddings. Further, LayoutXLM [38] extended
LayoutLMv2 into multi-lingual data by performing the pre-training step on a dataset
with a diverse language distribution. Finally, PICK [41] used a graph neural network
architecture to learn the relations between text segments in the document (i.e., the
graph’s edges) and perform graph convolution on the learned graph structure. Like
LayoutLMv2, PICK used a Transformer encoder for text segment embeddings and
a CNN backbone network based on ResNet for image segment embeddings. PICK
transformed the information extraction task into a sequence tagging task using a
decoder module consisting of a BiLSTM and CRF layers by tagging the input text
segments at the character level. PICK achieved comparable results to LayoutLMv2
without having to do any pre-training, but it had not been applied on multi-lingual
data as LayoutXLM has been.

Overall, the most significant collective improvements made for adapting standard
NER tasks from the NLP domain to document information extraction can be
summarized as follows:

1. Using large language models, possibly with a pre-training strategy, demon-
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strated excellent performance on multi-lingual data.

2. Incorporating multiple modalities (e.g., layout and morphological information)
into the input increases the performance of document information extraction.

3. Using models, such as Transformer-based or GCNs, capable of learning relational
patterns between text segments, demonstrated exceptional performance in
document information extraction.

After discussing current state-of-the-art methods in the literature, a pre-trained
LayoutXLM was fine-tuned on a combined dataset based on SROIE and a manually
collected Finnish receipt dataset. The Finnish receipt dataset consisted of 375 hand-
labeled receipts, of which 51 were assigned for evaluation. In addition to the labels
in SROIE (i.e., business name, address, date of purchase, and total amount), value-
added tax labels (i.e., VAT 24 %, VAT 14 %, and VAT 10 %) were added to the
Finnish dataset. The average F1-score of 92.92 % on SROIE was not quite as good
compared to the reported performance by the authors of LayoutLMv2. However,
the difference in performance was most likely due to difficulties with labeling the
SROIE data, which was not labeled by default. The authors of LayoutLMv2 did
not disclose the labeled dataset they used, but they most likely had to verify the
labeling quality manually. Regardless of the difference in SROIE performance, the
performance on the Finnish dataset was highly similar to SROIE, average F1-score
of the common labels of 93.9 %. However, the average F1-score of the VAT-related
labels was only 45.0 %. The significant drop in performance is most likely due to
two reasons: VAT-related total amounts are particularly challenging due to how
they are usually presented in a tabular format in many different ways (e.g., net or
gross sum of a VAT bracket), and the severe lack of data. However, the authors
of LayoutLMv2 demonstrated excellent performance on various datasets, and the
VAT-related performance would likely be on par with other labels given enough data.
More importantly, this experiment demonstrated similar performance on multi-lingual
data, which was one of the research goals laid out in the beginning.

In general, it is promising to see that the methods used in the NLP field are
effective in the context of information extraction (IE) from documents. For example,
pre-training is a relatively new strategy for large language models, and it seemed
to be beneficial in document IE as well. Given that NLP is one of the most active
research fields, one can expect future achievements in NLP to transfer to document
IE relatively efficiently. Thus, to improve the status quo in document IE, resources
should be focused on improving the utilization of document-specific features, such
as layout or visual information. In addition to advancements in model architecture,
making more data available for research is crucial for enabling more research to
happen. At the moment, it is hard to find high-quality multi-lingual datasets for any
specific document type. With more data available and constant improvements in
model architecture, information extraction from documents has a strong foundation
for removing labor-intensive work from regular business admin processes, such as
bookkeeping and releasing resources for more valuable tasks.
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