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Epilepsy is one of the most common neurological disorders. In epilepsy, some parts
of the cortex are hyperexcitable, causing pathologic hypersynchronous bursts of
electrical activity called spikes, which can be detected with the electroencephalogram
(EEG). Repetitive transcranial magnetic stimulation (rTMS) can decrease cortical
excitability, making it a promising approach for treating epilepsy. Consistent
delivery of TMS pulses at a specific excitability state, e.g., during or at a fixed
latency after an epileptic spike, might lead to effective suppression of the epileptic
activity.

This Thesis presents a real-time EEG-guided pipeline for spike-time-controlled TMS.
A convolutional neural network algorithm, LF-CNN, was trained to classify 120-ms
segments of EEG as spike or non-spike activity. The training data set was an EEG
recording with 292 spikes, measured from a patient with self-limited epilepsy with
centrotemporal spikes (SeLECTS). The trained LF-CNN model was integrated into
an in-house real-time EEG-guided TMS software. The implementation classifies
the on-going EEG every 10 ms: if the data segment is classified as a spike, a TMS
trigger is sent. The real-time implementation was tested with an EEG recording
containing 282 spikes from the same patient. Additionally, localization of the
epileptogenic locus with dipole fitting was investigated offline.

The real-time implementation was able to detect 52% of the spikes, resulting in
6% erroneously sent triggers, i.e., false positives. In offline testing mimicking the
real-time behaviour, 99% of the spikes were detected and 11% of the triggers were
erroneous. The source localization found an accurate estimate for the epileptogenic
locus with only 5 real-time-detected spikes.

The presented pipeline allows targeting TMS in a spike-time-controlled fashion
with high specificity. The sensitivity of the real-time implementation, as well as the
consistency of the TMS trigger latency should still be improved. The investigated
source localization should also be included in the implementation. The pipeline is
likely to enable EEG-triggered stimulation experiments in epilepsy patients, and
provide means to modify epileptogenic activity with TMS.

Keywords: epilepsy, electroencephalography, transcranial magnetic stimulation,
convolutional neural networks, closed-loop stimulation
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Epilepsia on yksi yleisimmisté neurologisista sairauksista. Epilepsiaa sairastavil-
la tietyt aivokuoren osat ovat aktivaatioyliherkkié aiheuttaen hypersynkronisia,
piikeiksi kutsuttuja sdhkoisen toiminnan purkauksia, jotka voidaan havaita aivo-
sahkokéayrissd (EEG). Sarjassa annettava transkraniaalinen magneettistimulaatio
(rTMS) voi madaltaa aivokuoren aktivaatioherkkyytta tehden siitd lupaavan epi-
lepsian hoitokeinon. Jos TMS-pulsseja annetaan aina tietyn aivotilan kohdalla,
esimerkiksi piikin aikana, epileptinen aivotoiminta saattaa vaimentua.

Tassd diplomityosséa esitellidn menetelmé reaaliaikaiseen EEG-ohjattuun piik-
kiperustaiseen TMS:n ajoittamiseen. Konvoluutioneuroverkkoalgoritmi LF-CNN
opetettiin luokittelemaan 120 millisekunnin pituisia EEG-osioita joko piikeiksi
tai ei-piikeiksi. Opetusdata rakennettiin 292 piikkia sisdltavastda EEG-datasta,
joka oli mitattu rolandista epilepsiaa sairastavalta potilaalta. Opetettu LF-CNN-
malli integroitiin tutkimusryhmassamme kehitettyyn reaaliaikaiseen EEG-TMS-
ohjelmistoon. Toteutus luokittelee EEG-dataa 10 millisekunnin vélein, ja mikali
data luokitellaan piikiksi, lahettdé ohjelma sidhkoisen TMS-liipaisinsignaalin. Reaa-
liaikaista toteutusta testattiin 282 piikkia sisdltavélla, samalta potilaalta mitatulla
EEG-datalla. Liséksi tutkittiin epileptogeenisen alueen paikannusta dipolisovituk-
sen avulla ei-reaaliaikaisesti.

Reaaliaikaisen toteutuksen lahettdmien liipaisinsignaalien perusteella se havaitsi 52
% piikeistd ja vain 6 % sen lahettamista signaaleista oli virheellisia eli ei liittynyt
piikkeihin. Ei-reaaliaikainen versio toteutuksesta havaitsi 99 % piikeista ja 11 %
sen lahettamisté signaaleista oli virheellisia. Paikannus 10ysi luotettavan arvion
epileptogeeniselle alueelle jo 5 piikin datan avulla.

Tyossé esitelty menetelma mahdollistaa TMS-pulssien antamisen tarkasti piikeisté
riippuvina ajankohtina. Toteutuksen herkkyytta piikkien havaitsemiselle on vielé
parannettava, kuten myos liipaisinsignaalin lahetysajan yhtendisyytta suhteessa
piikkiin. Lisdksi tutkittu paikannusmenetelmé tulisi toteuttaa reaaliaikaiseksi.
Menetelmé mahdollistanee EEG-ohjattuja TMS-kokeita epilepsiapotilailla, ja siten
tarjonnee keinoja epileptisen aivotoiminnan muokkaamiseen TMS:n avulla.

Avainsanat: epilepsia, aivosdhkokéyra, transkraniaalinen magneettistimulaatio,
konvoluutioneuroverkot, takaisinkytketty stimulaatio
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dl  vector along the TMS coil winding or along the path between two electrodes
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E, induced primary electric field
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J. primary current produced by neurons
J, return volume current
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1 Introduction

Epilepsy is one of the most common neurological disorders, affecting over 65 million
people globally, including over 10 million children [80, 42]. Epilepsy is characterized
by repeated seizures related to pathological neuroelectrical activity, but entails a wide
spectrum of symptoms [42]. Electroencephalography (EEG) non-invasively measures
the electrical activity of cortical neurons with electrodes placed on the scalp, and it
is an important tool in studying epilepsy with good accessibility worldwide. If visible
in EEG, the pathologic, epileptogenic activity can be detected during seizures, but
often also between seizures, i.e., interictally.

One of the most common childhood epilepsy syndromes is self-limited epilepsy
with centrotemporal spikes (SeLECTS). Its main symptoms are short seizures
that typically occur during sleep or drowsiness, and only before adolescence [104].
SeLECTS is also characterized by its namesake spikes present in interictal EEG.
These spikes are high-amplitude sharp waves caused by hypersynchronous bursts of
electrical activity arising from centrotemporal brain regions [104]. SeLECTS patients
may develop cognitive deficits that have been associated with spikes [58, 103].

Decreasing the excitability of the epileptogenic cortical area can lead to a reduction
in seizure and spike burden [115, 5]. A promising non-invasive tool for altering cortical
excitability is transcranial magnetic stimulation (TMS), which directly activates
cortical neurons with electromagnetic pulses. Delivering TMS in trains of pulses, so-
called repetitive TMS (rTMS), can decrease or increase cortical excitability depending
on the frequency of repetition [72]. Thus, directly targeting an epileptogenic area
with r'TMS could counteract its hyperexcitability [115]. The potential of rTMS in
reducing spikes in SeLECTS patients is currently under investigation [7].

TMS can be combined with EEG to simultaneously measure the cortical responses
to stimulation [43]. TMS-EEG has been safely applied in SeLECTS patients for
studying plasticity of the motor cortex [8]. Recently, there has been an emergence of
EEG-guided TMS protocols, in which TMS is triggered by EEG-derived information
in real time to achieve response specificity [9]. In epilepsy, a related hypothesis is
that suppressing the spiking activity may be most effective if TMS is applied during
or at a fixed latency after the spike. However, EEG-guided TMS for epilepsy has not
been extensively applied.

The aim of this Thesis work was to prepare an EEG-guided TMS pipeline for
suppressing interictal spikes in patients with SeLECTS. The pipeline recognizes
the spiking activity from EEG in real time, and applies TMS at a desired latency
after detecting the spike. Concurrent localization of the epileptogenic source in the
brain, which may result in more accurate placing of the TMS coil, is investigated
offline. The pipeline will likely enable a wide variety of TMS-EEG and EEG-guided
TMS experiments to be conducted in epilepsy patients, with the goal of reducing the
spikes and seizures and related cognitive decline.

This Thesis begins with an overview of EEG-TMS, SeLECTS, the applications of
EEG and TMS in epilepsy, and machine learning as a method of detecting epileptic
spikes from EEG data. Next, the methods of the study are presented, including
the machine-learning model for spike detection, implementation into a real-time
EEG-TMS system, and source localization. Finally, the performance of the pipeline
is assessed and discussed.



2 Background

This section introduces EEG and TMS as neuroimaging and -stimulation methods,
respectively, the clinical background of epilepsy, and how EEG and TMS are utilized
in the detection and treatment of epilepsy. The basics of machine learning are also
covered, with emphasis on convolutional neural networks and their application on
epileptic spike detection.

2.1 Electroencephalography (EEG)-informed transcranial
magnetic stimulation (TMS)

2.1.1 Electroencephalography

Electroencephalography (EEG) is a tool for measuring the electrical activity of
cortical neurons with electrodes placed on the scalp (Fig. 1a). Each channel of the
EEG signal measures the potential difference between two electrodes. Neural EEG
signal reflects mostly postsynaptic currents in the dendrites of cortical neurons [82,
pp. 92]. This is a consequence of postsynaptic currents having more spatial and
temporal overlap compared to action potentials, which are much faster. In addition,
the electric fields of action potentials decay faster with distance from the source
than fields from postsynaptic currents, leading to a smaller electric field on the scalp
surface [97]. For a measurable EEG signal, simultaneous postsynaptic currents in
tens of thousands of neurons are probably required [82, pp. 85].

Mathematically, the genesis of the EEG signal can be expressed as follows. The
simultaneous postsynaptic currents form a primary current J,(r), which creates an
electric field field E(r), driving a return current J,(r). The return current is also
known as the volume current, since it spreads over the head volume, including the
brain, cerebrospinal fluid, skull, and scalp, which have varying electric conductivities
o(r). The volume current can be expressed as

Ji(r) =o(r)E(r). (1)

The EEG signal is a time series of the potential differences Vap, caused by E(r),
between electrodes A and B:

Vap = /B E(r') - dl(r'), 2)

where dI(r’) is a differential vector element along the path between electrodes A and
B.

There are different reference montages, dictating which electrodes are compared
with each other when forming the signal. In the common reference montage, a
reference electrode is typically placed in an area further from the electrodes of
interest, and each channel corresponds to the potential difference between the so-
called active electrode and the reference [82, pp. 142]. In the average-reference
montage, the potential difference is calculated between each electrode and the average
of all electrodes. In addition, a so-called bipolar montage is common in clinical EEG
analysis. In the bipolar montage, each channel measures the potential difference



between two nearby electrodes, such as F4-C4 and P4-02 (see Fig. 8) [77, pp. 128,
130]. This montage is often considered useful by clinicians for visually detecting local
epileptogenic activity.

In practice, an EEG measurement requires scraping the scalp under each electrode
and applying conductive paste for a good electrical contact between the scalp and the
electrode. The potential-difference signals from the electrodes must be amplified due
to their small amplitude, as well as anti-aliasing-filtered and sampled for digitization.
The hardware in the EEG device performs these steps (Fig. 1a).

2.1.2 Source estimation

Often, we wish to know where the signals measured with EEG originate in the cortex.
However, due to the widely spread return current J,(r), the spatial resolution of
EEG is quite poor. Thus, a given voltage pattern in the electrodes can be formed by
various sets of cortical sources. Different source estimation techniques that vary in
their underlying assumptions attempt to localize the brain activity generating the
measured signal on the scalp.

Key information for source estimation is how cortical electrical activity is trans-
lated into potential differences on the scalp. This is represented by the forward
model, which describes the amount of activity measured by each channel from each
discretized cortical source. The forward model requires knowledge of the conductivity
profile of the head and the locations of possible sources, as well as the electrode
locations on the scalp.

The conductivity profile of the head can be modelled, for example, with a simple
3-layer model with concentric spheres representing the brain, the skull, and the
scalp [96], or a more realistic model based on magnetic-resonance images (MRI)
[106]. The electrical activity of groups of cortical neurons can be modelled by placing
thousands of current dipoles in the cortex of the head model. Then, the forward
problem, i.e., how activity in individual current dipoles are shown as voltage patterns
on the scalp, is solved with electromagnetic field theory [106]. The forward model
is often presented as a so-called lead-field matrix. The rows and columns of the
matrix represent the channels and the discretized cortical sources, respectively, and
the values of the matrix indicate the weight with which each source is seen in each
channel.

The source estimate, also known as the inverse solution, can be calculated with the
help of the lead-field matrix, by searching a combination of activated cortical current
sources that would lead to the measured EEG voltage patterns [106]. There is no
unique solution to the inverse problem, and constraints, such as a priori information
or choosing the solution with the smallest norm (minimum-norm estimation; MNE),
are required [47, pp. 90]. If the measured EEG is assumed to arise mostly from
a small focal cortical area, the source estimate can be constrained to one current
dipole, known as the equivalent-dipole model or simply dipole fit [47, pp. 91-92].
The equivalent-dipole solution minimizes the difference between the topographical
patterns caused by the measurement data and the single dipole.



2.1.3 Transcranial magnetic stimulation

Transcranial magnetic stimulation (TMS) is a tool for non-invasively and directly
activating cortical neurons with electromagnetic pulses (Fig. 1b) [6]. A brief pulse
of electric current I(t) is driven through a stimulating coil by rapidly discharging a
capacitor through the coil.

According to the Biot—Savart law, this current pulse causes a time-varying
magnetic field around the coil:

B(r,t) = M 1(1) 550 difr) x(r—r) (3)

47 lr—r 3

where B(r,t) is the magnetic flux density of the induced field, pg is the vacuum
permeability, r is the observation point for the magnetic field, and dl(r’) is the
differential length vector of the current element along path C', describing the shape
of the TMS coil winding.

According to Faraday’s law, a time-varying magnetic field induces a primary

electric field Ey:
0B

V x Epy(r,t) = 5 (4)
Thus, as the magnetic field produced by the coil penetrates the outer layers of the
head, a primary electric field E, is induced also in the cortex. The shape of E, is
determined by the shape of the coil. A commonly used figure-of-eight coil produces a
focal maximum field, which decays fast with distance to the scalp surface [10, pp. 3].
The head tissues have non-uniform conductivity, and thus the charges in the
tissues accumulate at the tissue boundaries in response to the primary electric field
E,. This leads to the emergence of a secondary electric field as per Gauss’s law:

V-E =L, (5)

€o
where p is the charge density, and ¢; is vacuum permittivity. The total TMS-induced
electric field E in the head tissues is thus a sum of the primary and secondary fields:

E=E, +E,. (6)

The total electric field causes movement of charged particles in head tissues, further
leading to accumulation of charge on tissue interfaces. This also leads to a polarization
of the neuronal membrane, which causes an action potential, if the local depolarization
is sufficient. The action potential can lead to activation of a larger network of neurons.

TMS is applied in both research and clinical applications, such as major depressive
disorder and pain treatment, presurgical mapping, and spinal-cord injury rehabili-
tation [95, 10]. The causal relation between the stimulation location and the brain
response makes TMS appealing in research [95]. Since TMS is repeatable in terms
of precise spatial target and timing, we can test the causal effects of stimulation.
A typical example of this is the combination of TMS to the motor cortex and elec-
tromyography (EMG), which measures muscle activation by recording voltages from
the skin across a muscle. When a target in the primary motor cortex is stimulated



with an appropriate intensity, the activation of the corresponding muscle is seen in
the EMG signal as a motor-evoked potential (MEP).

TMS can be applied, e.g., in single-pulse, paired-pulse, or repetitive (rTMS) mode,
the third meaning delivery of trains of pulses in a typical frequency range from 0.5
to 10 Hz [86, 113]. Low-frequency (1 Hz or less) rTMS typically leads to decreased
cortical excitability, whereas high-frequency rTMS (more than 5 Hz) is associated
with increased excitability [72]. This is exploited, for example, when treating major
depressive disorder, which is associated with an imbalance in activation between the
hemispheres. The less active hemisphere can be excited with high-frequency rTMS
to achieve interhemispheric balance and thus relieve symptoms [36]. Applications of
TMS in epilepsy are introduced in Section 2.3.2.

Measured voltages

between each Magnetic
Electrode electrode and field
EEG cap reference TS coi

Electric current

Skull
°

;

Reference Amplifier
electrode

a b

Figure 1: a. Diagram of an EEG recording setup (modified from [81] with permission).
The electrodes are connected to a cap to facilitate placement, and the measured potential
differences for each electrode-reference-electrode pair are amplified, filtered and digitized
to produce the signal. The naming of the electrodes is shown in Fig. 8. b. The working
principle of TMS (modified from [90] with permission). The coil produces a magnetic
field, which penetrates the skull and induces an electric field in the cortex. This leads to
activation of cortical neurons.

2.1.4 TMS-EEG

TMS and EEG can be combined in two main ways: TMS-EEG, i.e., measuring the
cortical responses to stimulation [48, 46], or EEG-TMS, i.e., stimulation based on
information derived from EEG in real or near-real time. The latter is described in
Section 2.1.5.

TMS-EEG has enabled studying the dynamics of the brain as well as cortical
effective connectivity [112]. The most important markers obtained from TMS-EEG
are the TMS-evoked potentials (TEP), series of signal deflections up to 300 ms



after the pulse. TEPs are sensitive [18] and reproducible [69] markers of cortical
reactivity and connectivity, as they represent the activity directly and indirectly
caused by the stimulation [43]. TEPs are also utilized as biomarkers for psychiatric
disorders [16, 53, 59]. TMS-EEG has been applied for studying, e.g., stroke [112],
cortical connectivity during sleep [74], and epilepsy (Section 2.3.2), and it is especially
accurate and efficient when performed with neuronavigation [70].

2.1.5 EEG-triggered TMS

EEG-TMS, specifically EEG-triggered TMS, is an example of brain-state-dependent
brain stimulation, in which we aim to stimulate the brain at desired states [9]. The
current brain state has been shown to have an influence on the effects of TMS
[125, 102, 45]. In this work, the brain state of interest is the epileptic spike.
EEG-triggered TMS is closely related to closed-loop brain stimulation, in which
the stimulation contributes to the measured brain state, which is in turn utilized to
constantly adjust the stimulation [9]. Closed-loop stimulation is predicted to have a
great impact in research and treatment of the healthy and diseased brain, since it
allows studying the effects of interfering with a specific brain state, and produces
stronger plastic responses that may also modulate specific neuronal pathways [124, 43].
The work in this Thesis has been conducted within the frame of the ConnectToBrain
project [123], which aims at building a closed-loop EEG-TMS framework and practical
setup with multi-locus TMS (mTMS) [66, 84] and machine-learning algorithms. The
pipeline developed in this work will thus be compatible with the mTMS system.

2.2 Epilepsy

Epilepsy refers to a group of neurological disorders characterized by seizures related
to pathological neuroelectrical activity [80]. Abnormal activity can also be present
between seizures, i.e., interictally. This type of events are termed interictal epilepti-
form discharges (IEDs). Epilepsy has a wide etiology [80], and affects both children
and adults.

The neurobiological background of epilepsy is complex, ranging from genetic
to acquired conditions, and not completely understood. Seizures and interictal
epileptiform activity may be caused by a multitude of reasons, even in the same patient
[98]. However, an underlying state of cortical hyperexcitability, or a disturbance in
the balance between excitation and inhibition, is a shared feature across all epilepsy
disorders [98].

Epilepsy is commonly treated with antiepileptic drugs that decrease cortical
excitability [80, 5]. However, ca. 30% of epilepsy patients do not achieve seizure
control with drugs [52]. Thus, surgical resection of the focal epileptogenic area may
be the only successful treatment for some patients [80].

Interictal spikes are a common form of IEDs in epilepsy patients. Spikes arise from
the synchronous firing of hyperexcitable neurons at the epileptogenic cortical area
[109]. The spikes are revealed in EEG as high-amplitude sharp waves (Section 2.3.1)
[104]. The cortical origin of spikes can be localized with magnetoencephalography
(MEG), which is a non-invasive functional neuroimaging method similar to EEG, but
based on measuring the magnetic fields produced by neuronal activity [65]. Since



magnetic fields are not attenuated nor distorted by the head tissues like electric
fields, MEG has a higher spatial resolution and is thus more suitable for localizing
epileptogenic areas than EEG. However, MEG is very expensive compared to EEG
and only rarely available worldwide, making EEG a more applicable option.

The relation of spikes and seizures is still unclear, but it has been proposed that
spikes could contribute to epileptogenesis, i.e., the brain becoming prone to seizures
[105]. As spikes affect entire cortical networks, they may eventually impair cognitive
functions [64, 37, 44], thus emphasizing the need for anti-spike treatments [105].
Spikes play an important role in a common epilepsy syndrome called self-limited
epilepsy with centrotemporal spikes, which is described in the following section.

2.2.1 Self-limited epilepsy with centrotemporal spikes (SeLECTS)

In this work, the focus is on self-limited epilepsy with centrotemporal spikes (Se-
LECTS), previously known as childhood epilepsy with centrotemporal spikes, and
(benign) rolandic epilepsy. This childhood epilepsy typically begins between 4 and
10 years of age, and the symptoms end by puberty (thus the term self-limited)
[13]. SeLECTS is one of the most common pediatric epilepsies, totaling 7% of the
childhood epilepsy cases [120, 15]. Seizures associated with SeLECTS are focal and
typically brief in length [104].

Most SeLECTS patients only experience less than ten seizures during their
childhood [104]. However, the epilepsy syndrome has a clear namesake sign visible in
the interictal EEG, i.e., centrotemporal spikes. The spikes typically activate, or their
frequency is increased, during drowsiness or sleep, which is also when most seizures
occur [22]. The spikes arise from a focal area in the sensorimotor cortex (Fig. 2),
either in one or both hemispheres [104, 28, 68].

The spikes, or SeLECTS in general, are typically not considered to have effects
lasting until adulthood [14, 104]. However, patients may develop impairments
in language, fine motor, and cognitive tasks during the course of the syndrome
[39, 103, 117, 116, 4]. These problems might even continue after the epileptic
symptoms have ended [79, 78]. Some of these difficulties have been correlated with
spike frequency, suggesting that the spiking activity may disrupt the normal function
of the brain [71, 27, 91].

SeLECTS patients with a higher seizure frequency might be treated with antiepilep-
tic medication, which usually terminates the seizures well, and drug resistance is
uncommon [104]. However, prescribing strong antiepileptic drugs to young children
should always be taken cautiously, since the medication itself can induce cognitive
and psychiatric side effects [49]. For these reasons, non-pharmacological treatment
options for SeLECTS and other pediatric epilepsies should be considered.

SeLECTS was chosen as a "model epilepsy" for this study, since the centrotemporal
spikes measured from SeLECTS patients can be very frequent, originate often from
only one focal source, and are typically clearly visible in the EEG. These qualities
make SeLECTS EEG a good starting point for developing spike-detection and
-localization applications.



Figure 2: Localization of spikes in nine SeLECTS patients measured with magnetoen-
cephalography (MEG) by Lin et al. (2003) [68]. (Left and right upper) Source localization
of centrotemporal spikes (red dots), SI (primary somatosensory cortex; black dots), and
SII responses (second somatosensory cortex; white squares) superimposed on patients’ own
magnetic-resonance images (MRI). R, right; L, left; A, anterior; P, posterior. (Right
lower) Mean locations (mean + standard deviations) of centrotemporal spikes, SI, and SII
responses shown in the schematic coordinate system of a spherical head model. Reprinted
with permission from [68].



2.3 EEG and TMS in epilepsy
2.3.1 EEG in epilepsy

Since epilepsy is a disorder of neuroelectrical activity, EEG is a highly valuable tool
for studying the epileptic brain. In fact, the most important clinical application
of EEG is diagnostics of epilepsy disorders and seizures [77, pp. 150]. Scalp EEG
measurements are conducted in various clinical settings, such as routine laboratory
measurements lasting up to 60 minutes with typically up to 64 electrodes, continuous
EEG monitoring with a few electrodes in an intensive care unit, and multi-day
video-EEG measurements for differential diagnostics of epilepsy [77, pp. 127]. During
routine EEG measurements, activation with blinking lights of different frequencies
and/or hyperventilation is often applied for provoking possible seizures and defining
the epilepsy syndrome [77, pp. 139].

Although seizures are diagnostically the most important feature of epilepsy [77,
pp- 152], IEDs pose a more potential opportunity for intervention as they are often
present in the resting-state EEG signal. Thus, the focus of this work is on IEDs
instead of seizure EEG. IEDs in the EEG time series include local slow waves, spikes,
sharp waves, and polyspikes (Table 1) [108, pp. 480-486]. It is important to note that
some of these phenomena are also a part of normal EEG in some people, and clinical
neurophysiological expertise is required to separate the normal and abnormal EEG
variants [77, pp. 140-142]. Some of the abnormalities are visible mainly during sleep,
and many are increased when the patient is sleep-deprived or drowsy [77, pp. 152].

In clinical settings, EEG is usually analyzed visually by an expert as a time
series in the sensor space (commonly in the bipolar montage, see Section 2.1.1)
[77, pp. 130]. Fully automatic analysis methods for epileptogenic events are still
rare in clinical settings; thus, analyzing EEG signals is highly time-consuming for
clinicians [77, pp. 38-40]. In the present work, the aim was to automatize the
detection of epileptiform activity in a SeLECTS patient, with specific interest on the
centrotemporal spikes.

2.3.2 TMS in epilepsy

Both TMS and TMS-EEG have been applied in epilepsy research. The hypothesis on
the effect of low-frequency r'TMS in epilepsy has been that it decreases the cortical
excitability of the hyperexcitable epileptogenic area and thus reduces the epileptic
symptoms [115]. Epilepsy patients have indeed been found to have an increased
cortical excitability compared to healthy individuals, measured in TMS studies [24, 5].

A concern with applying TMS to epilepsy patients is the potential induction of
seizures, which remains the most serious risk of TMS [93, 19]. However, the risk
is small even in patients with epilepsy, and not significantly elevated compared to
other conditions [87]. In any case, expert TMS guidelines presented in [93] should
be followed to minimize the risk.

rTMS has been applied for many epilepsy syndromes, with small sham-controlled
studies reporting promising results in terms of decreasing seizure and spike frequency
in patients with only one neocortical seizure focus and TMS targeted there [115, 107,
17]. On the other hand, studies on patients with deep, diffuse or multiple epileptic
loci have not shown large benefits from TMS [115, 118]. Since the study cohorts have
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Table 1: Types of interictal epileptiform discharges in EEG. All figures are modified
from [108, pp. 480-486], except the one of centrotemporal spikes, which is based on data
analyzed in the present work.

\ Event \ Example in EEG (bipolar channels) Description \
Wave with a pointed
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stzizp fﬁ&;'\\f_\f\.~\v,fvv""\,__.h__,‘--l-.v,.ﬂu,,\-—\,_\w,-g_- ration 70-200 ws [77,
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’ YNNI MWL 3 g 1108, pp. 484].
A close sequence of
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0p-Tg ) I sec I 150 uV pp. 482].
AN _ﬂ-ﬂ-,\};“w "M Ao wwﬁnfwm,_u;.

been small, the reliability of evidence is still low [118]. The effects of rTMS seem to
be transient, meaning that repeated sessions are required for long-term effects [17].

In focal epilepsies, TMS has been shown to terminate spikes prematurely or
abort a series of spikes, but the studies have so far been small in size [67, 61]. On
the contrary, in generalized epilepsies, TMS can generate epileptiform discharges,
especially when applied during states of high excitability [60].

In some cases, severe epileptic seizures have been aborted with rTMS. In patients
with drug-resistant epilepsia partialis continua, a severe state of nearly continuous
seizures, a 20-30-minute pause in seizures was achieved in 3/7 patients and a pause
over one day in 2/7 patients, when rTMS was administered [94]. In addition, life-
threatening status epilepticus was terminated after delivering 0.5 Hz r'TMS for 8
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days [111]. Presurgical mapping of functionally important cortical areas can also be
performed with TMS for drug-resistant epilepsy patients who will undergo surgical
resection of the epileptogenic area [115].

In addition to TMS, TMS-EEG has been applied for epilepsy diagnostics and
studying the neural basis of epilepsy [114, 62]. For example, TMS-EEG responses
can differentiate between epilepsy patients and healthy controls, as well as between
responders and non-responders to antiepileptic medication in certain epilepsy syn-
dromes [62].

TMS and TMS-EEG have been applied only very little in pediatric epilepsy
patients. Baumer et al. (2020) conducted pilot TMS-EEG studies in SeLECTS
patients, with outcomes suggesting that the method is safe in this patient population
[8, 7]. Thus, TMS is a promising method for studying and potentially treating also
SeLECTS patients.

Here, the aim is to develop a real-time tool to enable epileptic spike suppression
with spike-time-controlled TMS. Suppressing the spikes with TMS might lead to a
decrease in epilepsy symptoms, thus alleviating harmful long-term effects. Suppression
of spikes would be important also for patients who experience local spikes that spread,
leading to more generalized epileptogenic activity.

2.4 Machine learning for epileptic spike detection

A critical component for successful spike-time-controlled TMS is the reliable detection
of spikes from EEG in real time. For this purpose, machine learning is a promising
tool. This section presents the basic principles of machine learning, with emphasis on
neural networks and its two subtypes relevant for this work: multi-layer perceptrons
(MLP) and convolutional neural networks (CNN). The type of CNN applied in this
Thesis, linear-filter CNN (LF-CNN) by Zubarev et al. (2019), is then presented, along
with considerations on applying machine learning in neuroimaging. Finally, existing
strategies and algorithms for epileptic spike detection from EEG are discussed.

2.4.1 Basic principles of machine learning

Machine learning (ML) is a subfield of artificial intelligence, in which an algorithm
learns to perform a task without explicitly being told how it should be completed.
ML is useful in tasks that are either too complex for humans to solve, or difficult
for humans to formally describe, such as recognizing faces from images [40, pp. 1].
Common tasks for ML algorithms include classification, regression, anomaly detection,
and machine translation [40, pp. 98-101]. Classification into exactly two classes,
often referred to as positive and negative, is called binary classification.

ML can be roughly split into two categories: supervised and unsupervised learning.
In the former, the examples (such as data points or segments) given to the algorithm
are associated with labels or targets. In the latter, the algorithm learns the useful
properties in the structure of the data without labels. The focus in this work is on
supervised learning: here the examples given to the algorithm are first labelled by a
human, which may result in more accurate predictions than unsupervised learning.

The performance of ML algorithms is measured with metrics chosen according to
the task. A common metric for classification tasks is accuracy, which is simply the
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proportion of correctly classified examples. The error rate, also known as the loss, is in
turn the proportion of incorrectly classified examples [40, pp. 102]. Common metrics
for binary classification are also precision, sensitivity and specificity. Precision reports
the proportion of correctly classified positive examples from all examples classified
as positive. Sensitivity, i.e., true positive rate or recall, tells which proportion of
the positive examples the model classifies correctly as positive. Specificity, i.e., true
negative rate, is the proportion of the negative examples the model classifies correctly
as negative. These metrics are useful especially in tasks in which the number of
positive and negative examples is unbalanced [40, pp. 418]. The F1 score reports the
precision and sensitivity in one metric with a value from 0 to 1, the latter denoting
perfect precision and sensitivity. F1 is calculated as follows:

recision - sensitivit
F1—2.7F Y

(7)

precision + sensitivity -

A supervised ML model learns the task in a process called training. The model
finds the most important features of the examples for the outcome and produces
a function f(x), which can perform the given task on an input example x. The
function is learned by trying to maximize the performance measured by the chosen
metric(s). For example, when given snippets of EEG signal annotated as spikes, the
model would learn a function that extracts the most distinct features of the spikes
and classifies the snippets into the spike class based on the values of the features.

A key characteristic of ML is its ability to generalize to examples it has not
been trained with. This is evaluated in the testing process, where the trained model
performs the task on examples that have not been used in training. A ML algorithm
will perform well if both the training error and the gap between training and test
error are small [40, pp. 109].

If the test set is small, the test error is associated with a large uncertainty. In
that case, the error can be estimated more reliably by using the whole data with
cross-validation [40, pp. 120]. K-fold cross-validation, in which the data set is split
into k nonoverlapping subsets, is commonly performed. The training and testing
procedure is repeated k times, with each subset as the test set once. The total test
error can be estimated as the average of the k test errors [40, pp. 120].

An important feature of a ML model is its capacity. The capacity represents
the complexity of functions that the model can learn, and the model should always
be chosen according to the complexity of the task and the size of the data set [40,
pp. 110]. Trying to estimate thousands of model parameters with only hundreds of
examples will not produce a generalizable model.

Concepts related to the performance of ML algorithms are under- and overfitting.
Underfitting is seen as a large training error, and it happens when the model cannot
capture the relevant features in the data. Overfitting is seen as a small training error
but a large test error. Typically overfitting happens when the model capacity is too
high, and the model fits a very complex function also to the noise in the training data,
hampering its generalization to the unseen test data. The more complex the model
is, the more training data are typically needed to achieve a good test performance.

Regularization and hyperparameter tuning affect the performance of the ML
model. Regularization can be any method with the goal of decreasing the test error,
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but not increasing the training error [40, pp. 117]. Regularization is useful, since it
adds constraints to solving the model parameters, which is often an ill-posed problem.
An example of regularization is minimizing the L? norm of the weights of the function
(L? regularization). It can be tuned with a scalar \, which sets the balance between
fitting well to the training data and decreasing the complexity of the function, 7.e.,
generalizing well. The larger A is, the simpler is the model and thus underfitting is
more likely to occur.

Hyperparameters are values relating to the model that are set by the user be-
fore the training process. They are often user-defined, since they are difficult to
optimize, or not appropriate to learn on the training set [40, pp. 119]. Examples of
hyperparameters for artificial neural networks are given in the following section.

2.4.2 Artificial neural networks

Artificial neural networks, often called simply neural networks, are a common type of
machine-learning models. They have been inspired by neurons in the brain, since the
units of the network, neurons, combine inputs in a corresponding way [40, pp. 165].
An artificial neuron and its operating principle are shown in Fig. 3 [11, pp. 227].

Inputs
X1 —»le
Xy —’sz activation function  output
X3 —>Wj3 h(Zwjix; +W;o) = Yi
Xn —»Wj

Figure 3: Operating principle of an artificial neuron. Each input z is multiplied by
a weight w, and weighted inputs are added together with a bias coefficient wg and put
through an activation function h to produce the output y for neuron j. The weights
w = [wg, w1, w2, ..., w,| are learned during training.

A neuron can represent a nonlinear function of a linear combination of inputs.
There are many types of activation functions h(x) (Fig. 3), which bring nonlinearity
into the model, thus increasing its capacity. Common activation functions include

1
sigmoid S(z) = 1o e rectified linear units (ReLU) R(z) = max(0,z), and
e x

hyperbolic tangent tanh(z) [40, pp. 189-191]. In the output layer, the softmax
function is often applied to represent a probability distribution over classes [40,
pp. 180-181]. Softmax is defined as

T

(8)

ft (x); = S
softmax(x);
boXen]

where x; is the input vector, and C' is the number of classes.
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A neural network is composed when artificial neurons are combined in many
layers, so that the outputs of the first layer of neurons are the inputs to the second
layer of neurons. The network is called fully connected if all the neurons are connected
to each other (Fig. 4). Thus, the number of weights for each neuron is equal to
the number of neurons in the previous layer. The layers between the first layer and
output layer are called hidden layers, since they do not directly get the training data
as input nor produce the output [40, pp. 165].

The concept of deep learning is based on the layer structure: the number of
layers in the network is the depth of the model. A deep-learning algorithm can
learn complex concepts by building them from simpler ones [40, pp. 1]. According to
the universal approximation theorem, a neural network with only one hidden layer
containing a finite number of neurons can approximate any well-behaved function
with arbitrary accuracy [20].

input layer hidden layers output layer

Figure 4: Schematic example of a fully-connected neural network with two hidden layers.
Each circle represents an artificial neuron (see Fig. 3).

The neural network learns the weights w (Fig. 3) in an iterative optimization
process, which typically includes backpropagation and stochastic-gradient-descent
steps [40, pp. 200]. In machine learning, the goal of optimization is to minimize a
cost function, which represents the error between the model classification and true
class, with the hope that it improves the model performance measured by the chosen
metric(s) [40, pp. 272].

Before the first optimization iteration, the network weights w as well as the bias
coefficients w are set to small random values. The information from the inputs then
propagates through the network to produce an output. Based on this, the value of
the cost function can be calculated. The information then flows back through the
network with the backpropagation function, which calculates the gradient of the cost
function with the chain rule of derivatives [40, pp. 200]. After this, the weights w
are updated to the direction of the negative gradient to decrease the value of the cost
function: this is called stochastic gradient descent. The magnitude of the update in
one iteration is called the learning rate, which is a very important hyperparameter
in the model training [40, pp. 424].

Learning can be performed at various stages of the training process. Optimization
after every new input example is called online learning, whereas optimizing after the
model has seen the entire training data is batch or full-batch learning [40, pp. 275].
Most often, the chosen method is somewhere in between: this is called minibatch
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learning, in which optimization is performed every time after a small set of examples
have been used as input.

In addition to L! and L? regularization, early stopping and dropout regularization
can be implemented in neural networks. In early stopping, the training is forced to
end after a pre-determined number of iterations counted from the time the model
performance on a validation set stops increasing [40, pp. 243]. In dropout, the output
of some non-output neurons is multiplied by zero during the training process, which
keeps the network from fitting to the noise in the training data [40, pp. 255].

2.4.2.1 Multi-layer perceptron (MLP)

The multi-layer perceptron (MLP), also called a deep feedforward network, is one
of the first deep-learning models, and a precursor to other types of artificial neural
networks. An example of an MLP with two hidden layers is shown in Fig. 4. The
simplest form is a three-layer MLP, which thus has only one hidden layer.

2.4.2.2 Convolutional neural networks (CNN)

Convolutional neural networks (CNN) are a type of feedforward neural networks
utilizing convolution to process data with a grid-like topology [40, pp. 326]. Convolu-
tion is a useful operation in a neural network, since it introduces sparsity, parameter
sharing, and translation invariance [40, pp. 329], characteristics not present in a fully-
connected network such as MLP. In addition, convolution reduces the computational
load, since fewer parameters and multiplication operations are needed.

The multiplication operations with the weights w in a fully-connected network
can be represented as multiplying the input with a matrix of the same size, with a
separate parameter for each input unit [40, pp. 330]. In convolutional networks, the
multiplying matrix (also known as the convolutional kernel or filter) is smaller than
the input, sometimes by many orders of magnitude. Applying the small filter for
the entire input (Fig. 5) ensures that similar patterns can be found from different
parts of the input [40, pp. 331]: convolution can be viewed as a template-matching
operation for pattern detection. If we consider the convolutional filter in Fig. 5 to
have values w = (1,2, 1), the output will be larger for parts of the input that follow
the similar shape. For example, s = (1,2,2,1) will return an output of (4,7,7,4)
whereas s = (2,2, 1, 1) will return (6,7,4, 3).

Applying the convolutional filter results in an output smaller than the input, which
limits the depth of the network as the layer size decreases after each convolutional
layer [40, pp. 343]. In addition, information from the edges of the input is lost or
underrepresented. These issues can be resolved by padding the input, i.e., lengthening
it by adding zeros (Fig. 5). A common form of padding is same padding, in which
the input is padded so that the output size is equal to the input size [40, pp. 343].

The translation invariance and computational efficiency of a CNN can be further
enhanced with increasing the stride and/or adding a pooling layer. Setting the stride
to n means that the convolution operation is only performed for the neighborhood
surrounding every n:th sample of the grid-shaped example, such as an EEG time series
[40, pp. 343]. However, this will result in coarser feature extraction. Pooling replaces
the output of a convolution layer with a statistic, e.g., its maximum (max-pooling),
within a certain neighborhood [40, 122, pp. 335]. This helps to both downsample the
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output and make it resistant against small translations in the input. The pooling
operation is typically also given a stride of larger than 1 to reduce computational
requirements [40, pp. 337]. The final hidden layers of a CNN are often fully connected,
since they can detect different patterns than convolutional layers. With stride and
pooling, the size of input to the fully-connected layers can be kept moderate, which
saves computational time.

padding Input signal of length 4

o s s s s 0
I N N Coolutional filter of length 3
( )
Y

Y
Figure 5: Schematic example of a 1-dimensional convolutional layer with padding. The

convolutional filter is shorter than the input and is applied with a stride of 1. The input is
padded with zeros to achieve equal input and output length (same padding).

Output signal of length 4

2.4.3 Artificial neural networks in neuroimaging

Machine learning is a promising tool in neuroimaging, since it can potentially detect
patterns of clinical importance from the multidimensional measurement data — a
task that is time-consuming or even impossible for humans in some cases. Deep-
learning methods such as artificial neural networks can learn relevant features of the
data without expert-composed features, which are required for many other machine-
learning models such as commonly used support-vector machines [23]. However,
the application of machine learning in neuroscience is governed by characteristics
of neurophysiological measurements: often low signal-to-noise ratio, large inter-
individual variability, and limited amount of data, e.g., for deep-learning approaches
[127]. Overfitting is a large risk; increasing the model complexity seldom improves the
performance [23, 127]. In addition, deep-learning models are often not interpretable
due to their complexity, which is a pitfall especially when applying the model for
clinical decision support.

Luckily, there have been efforts to overcome these challenges. The next sec-
tion presents LF-CNN [127], an artificial neural network specifically designed for
neurophysiological measurement data.
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2.4.3.1 LF-CNN: machine-learning model for EEG data

LF-CNN is a convolutional neural network presented by Zubarev et al. in 2019,
designed for classifying MEG and EEG data [127]. The architecture and interpretation
of the model is depicted in Fig. 6. The model has only a few layers and few trainable
parameters compared to many other CNN classifiers. This serves many purposes:
the risk of overfitting to the noisy M/EEG data is reduced, the required amount of
training data is relatively small, and the model is trainable and testable in real time,
such as in brain-computer interface experiments [127].

Extract spatial

properties of each latent

component k from EEG

segments with t time

points and n channels

with the spatial de-

mixing filter spatial
Estimate temporal de-mixing
properties of each latent

component k with the

temporal convolution

filter of length |

Introduce invariance to shifts along the time axis
Define weights of each latent component and
corresponding spatial and temporal features

Classify based on features: allow extraction of
features with maximum contribution to each

class

Figure 6: The architecture of LF-CNN, describing the shape and function of each layer.
Modified from [127] with permission.

The main layers of the model are a linear spatial-filtering input layer and a
convolutional layer operating in the time dimension. The spatial-filtering, also
called spatial de-mixing layer learns spatial filters that employ across-sensor spatial
correlations. Essentially, this layer performs dimensionality reduction by extracting
time courses of uncorrelated latent statistical sources that are most important for
discriminating between the classes.

The temporal convolution layer detects temporal patterns that are important for
the classification with a set of 1-dimensional convolution filters and a pooling layer.
As discussed in Section 2.4.2.2, these operations introduce invariance to translation,
here meaning that the temporal patterns of importance can occur at different time
points. This layer can also be interpreted as applying linear finite-impulse-response
filters for each spatial pattern detected by the previous layer — thus the name LF.
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2.4.4 Spike-detection algorithms for EEG

A trained person can detect epileptic spikes in interictal EEG. However, manual
detection of spikes from long recordings of many patients is laborious. In addition,
experts do not always reach a consensus in spike annotation [100]. Thus, dozens of
algorithms for automatic spike detection have been proposed [2]. Here, some recent
approaches are reviewed. Most of the presented methods are developed for post-hoc
spike detection — only a few articles on real-time spike detection from non-invasive
EEG have been published, all more than 20 years ago.

Many algorithms have exploited EEG-derived features from time, frequency, or
wavelet domains [2]. Time-domain features allow near-real-time applications, but the
simplest and fastest features to detect, e.g., signal amplitude, lead to low classification
accuracies [2]. Also matched filtering and template methods are common. In a review
on spike-detection algorithms [2], El-Samie et al. (2018) suggest restricting the
number of EEG channels for extracting the features, having the signal derivative as
one feature, and combining it with a matched-filtering approach.

Many recent spike-detection pipelines employ machine-learning classifiers, es-
pecially neural networks, either on their own or in conjunction with feature-based
methods. Xu et al. (2021) introduced a model combining time-domain EEG features
to a long short-term memory (LSTM) neural network reaching an F1 score of 0.89
[121]. Wang et al. (2020) found spike candidates with a template, calculated time-
domain features, and then classified spikes with a random forest classifier, reaching
0.97 specificity and sensitivity [119]. Mera-Gaona et al. (2020) combined a matched
filter with a neural network and reached sensitivity and specificity of over 0.99, but the
solution required manually constructing a spike template for the matched filter [76].

A commercial software for spike detection, Persyst (Persyst Development Cor-
poration, USA), uses a six-half-wave model to describe the spike morphology [100].
A spike is defined with ca. 20 expert-derived characteristics, which are formulated
into feedforward neural network rules and combined into a classifier. Persyst was
found statistically noninferior to skilled humans. Prasanth et al. (2020) trained a
CNN to classify 500-ms EEG snippets with both raw EEG and frequency subbands
extracted from the preprocessed EEG [88]. They evaluated the performance on over
500 30-minute EEG recordings with more than 14000 spikes, with a false-positive
rate of 0.23 per minute and a precision of 0.79 at 0.90 sensitivity.

Fukumori et al. separated epileptic spikes from non-epileptic discharges in the
EEG channel with the most prominent spikes [33, 35, 34]. In their first application
(2019), they decomposed the signal into frequency subbands with discrete wavelet
transform before feeding it into various types of machine-learning models, many
producing similar results [33]. Later (2022), they improved their method with a
larger data set of over 15000 spikes from 50 patients and proposed a neural network
with a bank of linear-phase finite-impulse-response filters in the first layer [35]. They
also presented a recurrent neural network-based model which could detect spikes
from EEG segments that are not temporally aligned with the spike peak [34]. The
latter models reached F1 scores of 0.88 and 0.89, respectively.

Jing et al. (2020) had 8 experts annotating over 1000 EEG recordings, and trained
a CNN to classify EEG snippets into 8 classes, corresponding to the proportion
of experts agreeing on the presence of a spike [50]. The entire recording was then
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classified by obtaining a time series of spike probabilities and extracting features for
final classification. The resulting network, SpikeNet, detected spikes more accurately
than the experts [50].

Real-time spike detection has been performed with neural networks in a few old
studies. Ozdaa et al. (1992) [85] and Kalayci et al. (1995) [51] implemented simple
feedforward neural networks into custom real-time EEG systems, reaching an F1
score of 0.86 and a 91% classification accuracy, respectively. Black et al. (2000)
implemented real-time spike detection with human-defined features, reaching a 78%
agreement with expert annotations [12].

Many of the post-hoc methods still include time-consuming preprocessing or
feature computations, since they are not meant for real-time applications. For
accurate real-time spike detection, simplicity is crucial. Some neural networks are
easy to apply in real time after they have been trained, as long as the preprocessing
is kept minimal. The downside of neural networks is that they typically require large
quantities of annotated training data. Methods based on time-series EEG features
such as amplitude are simple and real-time applicable, but appear to produce a large
amount of false positives due to artifacts. Minimizing the amount of false positives,
i.e., maximizing the specificity, would be important in the present work to ensure
that the brain is stimulated only at spikes.

The real-time system in this work aims to classify spikes from short segments
of EEG. The algorithm should recognize the spike from a given time window,
independent of how the spike is positioned within the window. For this purpose,
CNN-based models are useful due to their translation invariance. In this work, the
LF-CNN model [127] by Zubarev et al. (2019) (Section 2.4.3.1) was trained to detect
spikes. LF-CNN was chosen since it can operate in real time, it does not require
enormous amounts of training data due to its relatively simple structure, and it is
fast to train even on a regular laptop computer [127].
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3 Methods and materials

3.1 Overview

The aim of this Thesis work was to build a pipeline for EEG-guided TMS for
suppressing centrotemporal spikes. The pipeline detects spikes from EEG in real
time, enabling spike-time-controlled TMS administration. The placing of the TMS
coil can be supported with concurrent localization of the cortical spike origin, which
was also investigated. Fig. 7 describes the methods of this study, which can be
roughly divided into spike-detection and spike-localization tasks.

Spike detection Spike localization
EEG preprocessing & spike annotation Constructing head model and
AV 2 lead-field matrix

Constructing training data: segmenting,
labeling N 7

— <7 : Implementing dipole-fit method
Optimizing machine-learning models for localizing spikes

base model: multi-layer | final model:
perceptron (MLP) LF-CNN iy

i; & Calculating “ground-truth”

Implementing detection with spike source on the cortex
LF-CNN in real-time software iy

\Z

Testing detection with streamed EEG

Studying accuracy of localization
with bootstrapping, utilizing EEG

in o ine setting in real-time segments from
software

<7 spike o ine real-time
annotation detection detection

Analyzing real-time and 0 ine
detection performance

Figure 7: Overview of the methods applied in the present study. Detailed explanations of
each step are given in Sections 3.2-3.4.

3.2 Data

The data used in this study were 63-channel EEG recorded from an 11-year-old
patient with SeLECTS, kindly provided by the research group of Prof. Fiona Baumer.
The study protocol was approved by the Stanford University Institutional Review
Board. Assent and written consent were obtained from the patient and the parents,
respectively. The patient had centrotemporal spikes originating from one locus in
the right hemisphere, and was on two antiepileptic medications at the time of the
recordings: oxcarbazepine (level 33) and levetiracetam (level 15). The representative
data were chosen for this study due to the high prevalence of spikes in EEG, leading
to a better balance between the spike- and non-spike-classes in the training data for
the machine-learning model.
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The data were collected at the Stanford University Wu Tsai Neurosciences Institute
with an actiCHamp EEG device (Brain Products GmbH, Germany) with a sampling
frequency of 25 kHz. The impedances of the electrodes were kept below 10 k(2. The
total data consisted of two data sets measured in the same session. The first set
was resting-state EEG, and in the second set, 1-Hz r'TMS was applied on the left
motor cortex. Table 2 denotes the recordings used in this work, and Fig. 8 shows
the electrode layout.

Table 2: Properties of the EEG recordings used in this work.

Data type Channels | Length (s) | Annotated spikes
Resting-state EEG 63 218 282
TMS-EEG 63 297 292

Figure 8: Layout of electrodes for the EEG data analyzed in this work. The graphic
presents the head from above, with the nose and ears marked on the top and sides,
respectively. The electrode locations are projected to a surface above the head; thus, some
electrodes are marked outside the head circle. The letters in the channel names refer to
corresponding brain areas: prefrontal (Fp), between prefrontal and frontal (A), frontal
(F), central (C), parietal (P), temporal (T), and occipital (O). The numbers refer to the
distance from the midline (z): odd and even numbers to the left and right hemisphere,
respectively.
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3.2.1 Spike annotation

All centrotemporal spikes were annotated from the continuous EEG in the bipolar
montage. The patient had a slow wave following each spike (Fig. 9 and Table 1),
but the slow waves were left out of the annotations for simplicity. The start and
end of each spike were manually annotated as shown in Fig. 9 by the author of the
present study with the built-in annotation tool of the MNE-Python software [41]
version 1.2. The data were transformed to the clinically used bipolar montage, but
not downsampled nor otherwise preprocessed before annotation.

300

Figure 9: Centrotemporal spike annotations marked in blue on the raw resting-state EEG.
Each graph is the signal in one bipolar channel, 7.e., the potential difference between the
two channels denoted on the vertical axis. The amplitude scale of the signals is shown with
the magenta bar in the upper left corner.

The pediatric epileptologist Prof. Fiona Baumer instructed the author on how
to annotate the spikes and checked some of the annotations. The spikes of the
patient in this data set were very distinct and high in amplitude, with little noise or
artifacts. Since the patient had spikes only at the right hemisphere, they were seen
most prominently in bipolar channels F4-C4 and F8-T8, but also in other channels
such as C4-P4 (Fig. 9). The duration of the spike annotations ranged from 66 to
153 ms (mean 101 ms, median 100 ms). The number of spikes annotated in each
data set is shown in Table 2.
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3.3 Spike-detection algorithm

For training the spike-detection algorithm, the epochs and corresponding labels were
constructed from the annotated continuous EEG. The spike detection was first
tested by optimizing a base model, 3-layer MLP. Then, the LF-CNN model [127]
was trained and tested with the same data.

These steps were performed in Python with the MNEflow package by Zubarev et
al. (2022) [126], which utilizes the MNE-Python [41] and TensorFlow [1] packages.
The binary classification with the optimized and trained model was implemented
into an in-house real-time EEG-TMS system. This section describes the above steps
in detail.

3.3.1 Constructing training data

The TMS-EEG data (Table 2) were used as the training data in the common-
reference montage. As a first preprocessing step, the TMS pulse artifacts were
removed by zeroing the EEG signal from 2 ms before to 20 ms after the pulse onset
and replacing it with a cubic interpolation of the surrounding signal. Then, the data
were downsampled to 1 kHz. These steps were performed with the TESA plugin [92]
of EEGLAB [25] in Matlab 2022b (The Mathworks, Inc., MA, USA).

After this, the data were imported into Python and formatted into the TFRecord
format of the TensorFlow package, using the produce_tfrecords function in MNE-
flow. The function cut the continuous 63-channel data into 120-sample segments
(here 120 ms) with 50% overlap to increase the quantity of the training data. The
length of the segment was chosen so that one entire spike would fit in a segment.
The resulting number of segments was 4900. The data were separated into 5 folds of
980 segments each, one of which was chosen as a validation set.

Since the spike detection was here defined as binary classification, the EEG
segments were labeled as either containing a spike or not. The segment was labeled
as a spike if more than 45% of its duration was annotated as a spike. This boundary
was found to produce at least one spike-labeled segment per spike.

The segments that included at least one sample from 5 ms before to 50 ms after
a TMS pulse were labeled as artifactual, to make the data resemble resting-state
EEG as well as possible. The spikes very near or overlapping with the TMS pulses
were not annotated to prevent confusion about the number of spikes in the analysis
phase. Of the total 4900 segments, 144 (2.9%) were artifactual TMS pulse segments
removed before training.

11.4% of the remaining 4756 non-artifactual segments (542 segments) were labeled
as spikes. Hence, there was a large class imbalance between the spike- and non-
spike classes. Imbalance hinders the training of neural networks, since an excellent
classification accuracy can be reached already by classifying all examples into the
same class. Consequently, the training data in each fold were balanced with rejection
resampling (TensorFlow function rejection_resample), i.e., randomly rejecting
examples from the non-spike class until there were as many spike and non-spike
examples.
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3.3.2 Base model: multi-layer perceptron (MLP)

As a simple base model for comparing the LF-CNN performance to, a three-layer
MLP was trained. The first two layers were chosen to have 1024 units each, to fully
capture the dimensionality in the input data of size 120x63. L' regularization was
omitted for simplicity, and only L? regularization of the weights as well as dropout
regularization with a coefficient of 0.1 were included in the first two layers.

For model development, two hyperparameters were tuned: the L? regularization
tuning scalar A (1072, 107%, 107>, and 10® were tested: the optimal value was
107°), and the activation function type (tanh, sigmoid, and ReLLU were compared:
the optimal function was sigmoid). The activation function in the output layer
was softmax. The model was tested with a combination of these parameters in a
single-fold layout with a class-balanced test set of 100 EEG segments. The test set
was extracted from the balanced validation set before training, since testing on an
imbalanced test set would lead to a skewed estimate of the performance.

For the model performance, precision, sensitivity, specificity, and F1 score were
calculated on the test set. The optimal hyperparameters were chosen so that they
maximized the F1 score. The Adam optimization algorithm [63] was applied with
a batch size of 100 EEG segments to optimize validation loss (multinomial cross-
entropy) between the model predictions and segment labels. One training iteration
went through one batch of examples from the single class-balanced fold of examples.
To prevent overfitting, an early stopping criterion was included: iterations were
stopped when the validation loss did not change over 10 consecutive iterations. This
typically limited the iterations to less than 20. The performance was evaluated on
the validation set after every iteration.

3.3.3 Final model: LF-CNN

The LF-CNN model (Section 2.4.3.1) parameters were chosen based on characteristics
of the spike EEG, which include stable and local topography, a frequency of ca. 10-20
Hz, free timing within the segment, and visibility in the majority of EEG channels
in the common-reference montage. Due to the free timing, the pooling factor should
be large enough to account for the different timings of the spike waveform inside the
segment. The length of the convolutional filter should be large enough to capture
the majority of the spike. Since the segment length was chosen to be approximately
the maximum length of the spike, optimal filter length was hypothesized to be close
to the segment length 120.

To discriminate noise from the spike, high regularization is needed. This can
be accomplished with L' regularization, which assigns non-zero weights only to the
features relevant for classification [127]. In the study that introduced LF-CNN [127],
L' regularization to all filter weights in combination with dropout regularization for
the output layer was found to perform the best and was thus applied. L? regularization
was not applied here. The convolutional layer input was padded with same padding,
and the nonlinearity in the output layer was softmax. The number of latent sources
was 32, as deemed optimal for M/EEG data in [127].

Hyperparameter optimization was performed with parameters and values pre-
sented in Table 3. The model was tested with a combination of these parameters in
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a single-fold layout with a class-balanced test set of 100 EEG segments, similarly
to the base model. The optimal hyperparameters were chosen so that they would
maximize the F1 score. The Adam optimization algorithm [63] was applied to opti-
mize validation loss (multinomial cross-entropy). To prevent overfitting, iterations
were stopped when the validation loss did not change over 10 consecutive iterations.
This typically limited the iterations to less than 60, resulting in a training time of
only a few minutes on a laptop computer with a quad-core Intel Core i5-1135G7
processor and 16 GB of RAM. The performance was evaluated on the validation
set after every iteration. For the performance of the fully trained model, precision,
sensitivity, specificity, and F1 score were calculated.

Table 3: All tested hyperparameter values for LF-CNN (optimal values in bold).

| Parameter | Tested values (optimal value) |
Temporal (convolutional) filter length | 32, 64, 80, 128
Learning rate 5-107%, 5-1073,3-107*
L' regularization scalar \ 1072,1073, 1074, 107>, 107
Pooling factor (max-pooling) 32, 64
Pooling stride 16, 32, 64
Dropout coefficient 0.1, 0.25,0.4
Hidden layer activation function tanh, sigmoid, ReLU
Train-batch size 25, 50, 100

3.3.4 Implementation of spike detection into real-time software

Classification was implemented and the optimally performing LF-CNN model im-
ported into an in-house software [3], which was based on Robot Operating System
(ROS) [89]. The classification with the model was implemented as a Python script as
a part of "EEG processor': a pipeline that receives every streaming sample from the
EEG hardware and produces events to an mTMS device when an event of interest
occurs in the EEG.

The script (Appendix A) was loaded into the software when the system was
turned on. The script loaded the trained LF-CNN model, accumulated a buffer of
EEG samples, scaled it to baseline, and classified the segment. If the classification
found a spike, the script immediately sent a trigger event to the mTMS device.

3.3.5 Testing and analysis of real-time spike detection

The spike detection was tested both in the real-time software as well as in an offline
setting mimicking the real-time setup. The real-time software testing was conducted
by classifying streamed continuous EEG data and sending trigger events as soon
as the model detected a spike, as described in Section 3.3.4. An EEG simulator in
the software streamed the prerecorded EEG data one sample at a time to mimic
real-time acquisition. The classification was tested in three scenarios:
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1. TMS-EEG (training data), classification interval 60 samples (60 ms)
2. TMS-EEG (training data), classification interval 10 samples (10 ms)
3. Resting-state EEG (test data), classification interval 10 samples.

The timings of the events sent by the software were synchronized with the EEG
sample times and saved into a text file for analysis. The training data were included
in the tests as a sanity check to compare with the performance obtained when training
the model.

The offline testing was performed by dividing the continuous EEG into 120-ms
segments with 110-ms overlap, i.e., a 10-ms shift between segments. The exactly same
preprocessing (scaling to baseline) and classification with the model was performed
as in the real-time test. If the model classified a segment as a spike, the timing of
the last sample of the segment was saved as a "trigger" timing. The offline testing
was conducted for both the training and test data.

The offline and real-time spike detection were analyzed by comparing the timing of
the TMS trigger events to the beginnings of individual spikes in the EEG. Detecting
the spike was defined as a TMS trigger no longer than 300 ms after the start of the
spike. Detecting a false positive was defined as a trigger event at any other time.
The proportions of detected and missed spikes and detected false positives were then
calculated. For the detected spikes, the latency of the trigger event from the start of
the spike was calculated.

If the pipeline detected a spike from consecutive segments such that the distance
of the triggers was at most 20 ms, only the first trigger of this trigger "burst" was
considered for analysis. In the TMS-EEG training data, the interpolated TMS pulse
artifacts were a part of the continuous data streamed in tests. All trigger events sent
up to 300 ms after the TMS pulse timing were discarded from analysis to prevent
the interpolated EEG signal from contributing to the results.

3.4 Source localization
3.4.1 Constructing head model and lead-field matrix

A three-layer head-conductivity model, consisting of scalp, skull, and gray matter,
was formed to build the lead fields. An individual MRI of the patient was not
available, so an average T1-weighted MRI template of 11-year-old children [32, 29]
was used to segment the surfaces between the aforementioned layers.

The segmentation was performed with the FreeSurfer software [21, 31]. The
brain volume was segmented for the head-conductor model, and the cortical surface
was segmented with the watershed algorithm [101] for visualization and forming
the source space. The resulting surfaces were corrected with the Blender software
(Blender Foundation, The Netherlands), since the inner skull surface surpassed the
outer skull surface in some areas.

The electrode locations were digitized as part of the EEG measurement and
utilized to build the lead fields. The electrode locations were manually coregistered to
the template MRI with MNE-Python (function coreg). The function also downscaled
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the FreeSurfer segmentations to align their size with the size of the patient’s head
defined by the electrode locations.

The resulting, corrected surfaces were imported from FreeSurfer to Matlab 2022b
with the SimNIBS software [110] and processed with the iso2mesh toolbox [30],
which smoothed and corrected possible anomalies in the surfaces. The lead fields
were calculated from the surfaces with the boundary-element method (BEM), and
the calculations were performed with the BEM Matlab toolbox [106]. The relative
conductivities of the scalp, skull, and gray matter were 1, 0.03, and 1, respectively,
taking into account the larger skull conductivity in children compared to adults [75].
The previously coregistered electrode locations were projected to the scalp surface.

The source space was discretized as current dipoles, which were equally spread
on the surface between gray and white matter. The source space included ca. 37000
dipole locations with free orientations. The free-orientation model was used instead
of the constrained model, since the head model was not from the individual MRI
of the patient: with individual head models, the dipole orientations are typically
constrained normal to the surface.

3.4.2 Defining dipole-fit source localization

Since the epileptogenic area in SeLECTS is focal (Fig. 2), dipole fitting [57] was
chosen as the most suitable simple source-localization method [47, pp. 89]. 120-ms
spike-EEG segments were transformed into average reference, baseline-corrected,
and concatenated. The lead-field matrix was also transformed into the average
reference. The concatenated data were decomposed into 63 singular components with
singular-value decomposition (SVD), and the most dominant singular component
was used for the dipole fit. A goodness-of-fit (GOF) value [57] was calculated for
each discretized cortical source as follows:

Iy — 912
GOF=1—- ———, 9
ik ©)

in which y is here the most dominant singular component and ¥ is the data generated
by the inverse-estimated y. The cortical source with the highest GOF value was
assigned as the source dipole.

3.4.3 Testing and analysis of source localization

The source localization was tested to quantify the number of spikes needed for a
good dipole fit, which is essential to know for real-time application. A good dipole
fit was here defined as a small physical distance to the "ground-truth" epileptogenic
location, which was in turn defined as the dipole fit obtained from all annotated
spikes in both training and test data. Fig. 10 describes the testing and analysis
process, for which the spike-detection results from both training and test data (with
10-ms classification interval) were utilized (see Section 3.3.5). Only the first triggers
of each trigger burst were considered.
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Figure 10: Testing and analysis steps for the source localization in the present study.
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4 Results

The performance metrics of the optimal machine-learning models (3-layer MLP and
LF-CNN) are listed in Table 4. LF-CNN performed better than the base model MLP
by all metrics. The MLP did not reach a good F1 score (0.646) partly due to the low
precision value (0.552), since it classified many non-spikes as spikes. The LF-CNN,
instead, reached very good specificity (0.988) and precision (0.938) as well as a high
sensitivity (0.833), contributing to a high F1 score (0.882).

Table 4: Performance metric values of the two machine-learning models implemented in
the present study: the base model multi-layer perceptron (MLP) with three layers, and
the linear-filter convolutional neural network (LF-CNN). The metrics are calculated for
the models with optimized hyperparameters (see Table 3).

’Metric \ MLP \ LF-CNN ‘
Precision 0.552 0.938
Sensitivity 0.780 0.833
Specificity 0.559 0.988
F1 score 0.646 0.882

The spike-detection statistics from the offline and real-time tests are denoted in
Table 5, and Fig. 11 presents examples of the TMS trigger timing relative to the
spikes. As seen in Fig. 11, the offline test mimicking the real-time detection led to
100-200-ms bursts of trigger events with 10-ms trigger intervals. This did not occur
in the real-time software test, where a maximum of one trigger event was sent for
each spike. Classification inside the software took ca. 5 ms per EEG segment with
no graphics-processing units (GPU).

Table 5: Results from offline and real-time measurements of spike detection with the
LF-CNN model.

Offline, ﬁrer?(i- Offline, ﬁfrii_ gﬁi_
Test method and data test > | train . .
Metric data test data train | train

data data | data

Time between classifications (ms) 10 10 10 10 60
Number of annotated spikes in 989 982 992 999 992
data
Number of triggers sent 314 156 336 170 167
Detected spikes (% of all spikes) 99 52 100 52 53
Erroneously sent (false-positive)
triggers (% of all triggers) 1 0 13 12 8
Mean of trigger latencies (ms) 56 115 59 112 115
Median of trigger latencies (ms) 55 117 58 113 116
Stagdard deviation of trigger la- 19 m 10 28 39
tencies (ms)
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Figure 11: Example of the timing of the TMS trigger events relative to the spikes in
EEG, when they were detected from the test data (resting-state EEG) in the real-time
(topmost plot) or offline (middle plot) test. The bottom plot shows only the first trigger of
each offline trigger burst. A 10-ms classification interval was used in both the real-time
and offline tests. The same EEG snippet with signals from the common-reference EEG
channels P5 and PO7 is shown in all plots. The amplitude scale of the signals is denoted
with the magenta bar in the upper left corner.

The real-time application was able to correctly detect 52% of the spikes in both
the training and test data either during or shortly after the spike (Fig. 11). The
offline implementation sent approximately twice the amount of triggers compared
to the real-time implementation (314 vs. 156 for the test data), and also detected
almost twice the amount of the spikes (99% vs. 52%). The offline implementation
detected most of the spikes before the end of the spike; only the first trigger of each
trigger burst in the offline measurement was taken into account in this analysis.

The spike-detection percentages in real-time tests were vastly different from
the model training results on the same data (Table 4) or the corresponding offline
results. Although the real-time spike-detection had only a moderate detection rate,
the proportion of erroneously sent, i.e., false-positive triggers was small for the test
data (6%). For the training data, there was a larger proportion of erroneous triggers
in both the real-time (12%) and offline (13%) tests. In addition, the classification
interval (10 or 60 ms) did not seem to have major effects on the spike-detection
performance: the spike-detection percentages (52% vs. 53%) were very close to
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each other. However, the longer classification interval decreased the proportion of
erroneous triggers (8% vs. 12%).

The offline mean trigger latencies were approximately half of the real-time mean
latencies (56 vs. 115 ms for test data and 59 vs. 112 ms for training data), and
the standard deviation of the offline triggers was less than half of the corresponding
real-time value. The latencies were very similar for the test and training data (56 vs.
59 ms in offline tests, 115 vs. 112 ms in real-time tests).

Fig. 12 presents the results of the source-localization tests. The "ground-truth"
locations (green dots) found with all three methods (annotation, offline, and real-
time) were very close to each other. In the bootstrapping tests, the locations of
the best GOF for each iteration dispersed spatially as fewer segments were used for
localization. However, the localization seemed to converge after feeding 50 segments
or more to the dipole-fitting algorithm. The real-time-detected data produced a more
consistent localization result with only one segment compared to the offline-detection-
or annotation-based source-localization solutions.

The GOF values were high (over 0.8) in a large cortical area for all results with
10 segments or more (Fig. 12). In addition, the offline-detected segments led to large
high-GOF areas also with 1 or 5 segments, especially the former. The centers of mass
of the highest-GOF locations over iterations (red dots in Fig. 12) were very similar
across almost all tests. Exceptions were the 1-segment tests for the annotations and
offline-detected segments, which resulted in a more medial location for the center of
mass.

The 90th percentiles of distances between the "ground-truth" and the best GOF
location for each iteration (purple numbers in Fig. 12) were aligned with the dispersion
of the dipole-fit results. The distances were the smallest for the real-time segments,
and there was a large difference between the distances based on 5 or 1 segment(s):
9.5 mm — 49.5 mm for the annotations, 10.2 — 42.1 mm for the offline tests, and
8.4 — 24.2 mm for the real-time tests.
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Figure 12: Goodness-of-fit (GOF) values of dipole-fit source localization performed with
a different number of EEG segments classified as spikes with three different methods.
Leftmost column: Visual annotation. Middle column: Automatic offline classification.
Rightmost column: Automatic real-time classification. The topmost row shows the GOF
values over the cortex with the maximum GOF location marked with green. The other
rows show the mode of GOF values over 100 iterations, the location of the maximum GOF
from each iteration marked in cyan, and the center of mass of the maximum GOF locations
marked in red. The numbers in purple denote the 90th percentile of the distances (mm)
between the annotation-based "ground truth" and the location of the best GOF of each
iteration.
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5 Discussion

In this Thesis, a pipeline for real-time EEG-guided spike-time-controlled TMS was
developed for clinical applications in epilepsy treatment. The pipeline, trained and
tested with EEG data from the same patient, was able to recognize 52% of the spikes
with a latency of ca. 115 ms from spike start and had a false-positive rate of only
6%. The spike-detection sensitivity of the pipeline was much better in offline testing
than when implemented into a real-time software (99% vs. 52% of spikes detected).

The great performance of the optimized LF-CNN model in offline tests proved that
the model is indeed suitable for the task. The difference in spike-detection sensitivity
between the offline and real-time tests was likely due to issues in EEG buffer updating
inside the in-house real-time software. Apparently, the EEG buffer occasionally failed
to include the latest samples or even consecutive samples, introducing problems
for the classifier. Data preprocessing was exactly the same in the two tests, and
the data segmentation with 10-ms steps should be highly similar as well. However,
given the great offline performance, a similar sensitivity should be achievable in real
time after investigating and fixing the buffer problems, or after re-implementing
the classification as a faster or completely parallel process that ensures constant
updating of the buffer without disturbances (for details, see function data_received
in Appendix A).

Additional factors highlighting the difference between the real-time and offline
implementations were the low real-time performance also on the training data, and
the existence of trigger bursts in the offline but not in the real-time test. The model
was thus able to correctly recognize the spike from 10-20 consecutive segments near
the spike offline. This behaviour should extend to the real-time implementation, if
the data buffer in the software operated as expected.

In addition to the moderate sensitivity, the trigger latencies with regard to spike
start were larger and more variable in the real-time than in offline tests. This
is partly due to the classification duration in the real-time setting, which was on
average 5 ms. In the offline tests, the trigger was marked directly at the end point of
the spike-classified segment, giving it 5 ms of advantage compared to the real-time
trigger. However, this does not completely explain the nearly 60-ms difference in
the average latency between offline and real-time tests, or the 30-ms difference in
standard deviation. The reason for these is likely also in the internal data processing
issues of the in-house real-time software, which need to be investigated further.

The base model MLP did not reach high performance in detecting the spikes,
which indicates that it was not a sufficiently complex model for the task. Since
the number of layers in the MLP and LF-CNN was quite similar, the convolution
layer introduced in LF-CNN must be crucial for achieving a high performance on
a spike-detection task. The translation invariance introduced by the convolutional
layer is likely one of the most important attributes increasing the performance of the
CNN with regard to a feedforward neural network in this task.

An interesting result from the model itself was the optimal convolutional filter
length (128) of the LF-CNN model, which was longer than the length of an EEG
segment (120 samples). The segment was, however, padded with zeros to preserve
the information from the segment edges; thus, the filter was actually not longer than
the input. In addition, the optimal pooling factor was large (64), counteracting
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the long filter by pooling a large group of convolution outputs and thus increasing
sparsity. Nevertheless, it seems like a long filter is necessary for recognizing the spike
from the EEG segment.

The model and implementation demonstrated in this work is the first working
version of a real-time TMS-guiding spike detection, and it should be continued and
improved from many viewpoints. First, data from more patients should be included in
the training phase to optimize model parameters, even though the model would still
need to be trained separately for each patient. Obtaining data from more than one
SeLECTS patient with a high prevalence of spikes was difficult for this study due to
data sharing regulations. Second, the pipeline should be tested with data streaming
directly from the EEG hardware instead of using pre-recorded EEG. Third, filtering
or similar fast preprocessing could be added to the pipeline before classification of
the EEG segment to optimize spike detection.

The model performance could be compared with a baseline, i.e., an existing
spike-detection algorithm. Since no real-time baseline model was found for this study
and the amount of available spike EEG was very small, no such comparison was
performed either in real time or offline. In the future, an existing spike-detection
algorithm could be implemented for real-time applications, allowing comparison
between methods.

In experiments with patients, we want to trigger TMS consistently at a specific
phase of the spike. The variability of the trigger latency with regard to the start of
the spike should thus be minimized. This is a difficult problem, since the machine-
learning model will detect the spike with translation invariance, not providing the
exact time point of, e.g., the peak of the spike. One way to reach more specific
targeting is to analyze the segment freshly detected as a spike with a conventional
and fast peak-search method to find the timing of the spike peak. Then, the TMS
trigger could be timed accordingly for accurate spike-time-dependency. However, this
approach would work only with latencies long enough to account for the duration of
the peak search.

The model was trained on EEG segments with a 60-ms overlap, whereas a 110-
ms overlap was used in offline and real-time tests. Training the model with the
same overlap as in tests might make it perform better due to the increased number
of training examples for both spike and non-spike classes. In addition, the 45%
threshold for labeling a segment as a spike in the training data was here chosen
as a compromise between class balancing and correct classification. Increasing the
threshold could produce spike-labeled segments with less variation in spike timing,
probably decreasing the variability in the trigger latency.

The variability of the trigger timing could also be reduced by teaching the model
to detect only the beginning of the spike. However, this was not attempted, since
it would have led to fewer spike examples, causing an even worse class imbalance.
With a larger data set, more classes could be included in the classification, such as
the beginning, peak, and end of a spike, or artifacts that resemble a spike.

Predicting spikes in addition to detecting them would broaden the research and
treatment possibilities of spike-time-controlled TMS. Prediction could be attempted
with LF-CNN by labeling the data segments preceding spikes. Another approach to
predict spikes could be based on the finding that frontrocentral connectivity increases
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focally before a spike [38]. Existing real-time connectivity-estimation methods [73]
could be implemented for the purpose.

Multiple EEG-channel-related changes could also improve the model. The most
prominent improvement would be to spatially interpolate between channels so that
the model would not have to be retrained for a different number and/or layout
of channels in the EEG recording. For example, if the model has been originally
trained with a 63-channel recording and should be applied to 32-channel EEG, the 32
channels can be interpolated into 63 with the help of the head model. This method
is utilized in the commercial BESA software (BESA GmbH, Germany)[99].

The bipolar montage exploited in spike annotation could be beneficial for the
model as well. The bipolar channels can have a larger signal-to-noise ratio for the
spike activity, as the spike features are more prominent in relevant bipolar channels
than in common- or average-reference channels. However, the spatial-filtering layer
in LF-CNN should find the optimal spatial de-mixing to extract the corresponding
features from common-reference EEG. Nevertheless, the bipolar montage could be
exploited in other models than LF-CNN, which might only need input from the
bipolar channels in which the spikes are most prominent (Section 3.2.1).

The source localization in the present work aimed to estimate the performance
of dipole fit with a small amount of spike data. The estimated "ground-truth"
epileptogenic locus was aligned with the existing information about SeLECTS (Fig.
2). The 90th percentiles of the distances between the source-localization results and
the estimated ground-truth epileptogenic area give a good estimate of the accuracy
of the source localization with a given amount of spikes. The results suggest that
already a few spike segments might produce an accurate spike localization.

The 90th-percentile distances can be analyzed by comparing them with the focal
area of a TMS coil. For example, a Nexstim figure-of-eight cooled coil produces an
approximately 50x32-mm area in which the electric field induced by the TMS coil is
over 70% of its maximum strength [83]. The 90th percentiles of the "error" distances
with only one segment as the input data were approximately the same size as this
focal area, suggesting that already one spike segment might lead to a good source
estimate for the purposes of TMS targeting with 90% probability. A more accurate
result can be obtained with 5 segments.

Interestingly, the real-time-detected segments seemed to produce a more consistent
localization than the offline-detected or annotated segments (Fig. 12). The difference
between the real-time and offline detection is easy to explain, since the first offline
trigger was typically sent in the middle of the spike, whereas the real-time trigger
was most often sent after the spike (Fig. 11). This led to the offline-detected
segments mostly including the start of the spike, whereas the real-time-detected
segments included a larger part of the spike, probably leading to a more accurate
source-localization result. In addition, the offline-detected segments included a larger
proportion of erroneous triggers and thus more non-spike segments (Table 5). Hence,
the high specificity and low sensitivity of the real-time implementation may even be
beneficial for the source localization.

The difference between localization of the annotated spikes and real-time-detected
segments is more difficult to explain. One reason could be that the total number of
segments in the real-time case (156 + 170 = 326) was smaller than for the annotations
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(282 + 292 = 574) (Table 5): the same real-time-detected segments were chosen with
a higher probability in the bootstrapping process, potentially resulting in a more
stable source localization. However, this argument holds only for the tests with a
large number of segments.

The areas with high GOF values were quite large in all source-localization results
based on 10 or more segments, as well as the result based on one offline-detected
segment (Fig. 12). This can be due to the free dipole orientation, which constrains
the source localization less than the fixed dipole orientations applied in individual
head models. The latter would likely lead to results with a more focal high-GOF
area. In results based on 5 segments or less, the size of the high-GOF area likely
depends on the set of iterations, since a greatly non-overlapping subset of spikes can
theoretically be chosen on different sets of iterations, leading to different GOF values.

The analysis of the source-localization performance in this work suffers from the
lack of an individual head model and the true ground-truth epileptogenic location.
The latter could be tackled with simulations, in which spike waveforms are added
into the resting-state EEG of a healthy volunteer on the source level. With this
method, for example the location-dependent sensitivity of the source localization can
be studied by varying the location to which spike waveforms are added. The method
also allows comparison between source-localization methods.

A clear next step is implementing the tested source localization into the real-time
pipeline. This could be done, for example, as follows. Whenever the spike detection
labels an EEG segment as a spike, the segment is saved into a file. For analysis
purposes, also the number of the current EEG sample as well as the amount of spikes
detected so far are saved. In a parallel process, the source localization then calculates
the cortical activation based on all the spike data in the file. This location is at least
visualized to the user, or directly exported to the neuronavigation software, where it
can guide the placement of the TMS coil.

In addition to the technical improvements specified above, application of the
pipeline to clinical experiments and treatment should be discussed. Ethical permis-
sions for spike-time-controlled TMS should be obtained before experiments with
patients, and the compatibility of hospital EEG and TMS devices with the in-house
real-time software should be ensured. From the clinical point of view, one of the
limitations of this work is that the spike annotations were performed by the author
without a comprehensive check by a specialist. This has possibly led to errors in the
training data labels and subsequent analysis results. However, even experts do not
completely agree with each other on the annotations [100]. Thus, when training the
model on more data in the future, the mutual agreement on annotations of at least
two experts could be the basis of the training data labels.

Developing a model that would generalize across patients is outside the scope of
this work. The current model can be quite easily trained on annotated EEG from
the same patient (which typically exists for epilepsy patients), and applied in real
time during the EEG-TMS treatment. LF-CNN assumes a stable topography of
activation and it is thus not very well suited for generalizing across subjects with
different epileptogenic loci. Generalizability across patients might, however, be an
important feature for easy translation of the method to clinical applications. It might
also increase the overall performance of the model.
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In the present work, the localization of a single epileptogenic area was studied.
However, many epilepsy patients have spikes originating from multiple locations.
For those cases, the spike detection with LF-CNN should be updated to include
separate classes for spikes from different locations. LF-CNN will likely be able to
distinguish between these with its spatial-filtering layer (Fig. 6). The same dipole-fit
source-localization pipeline could be joined with this approach by separately localizing
the spikes of different classes. However, the existence of multiple epileptogenic loci
will lead to challenges in TMS coil placement. The mTMS system [84, 66] could
alleviate these challenges as soon as it is accepted for use in patients.

This Thesis provides tools for performing EEG-guided TMS for epilepsy patients
with spikes. However, it does not answer the question how the TMS treatment should
be performed. Future work should thus investigate the timing, frequency, and other
TMS parameters in epilepsy treatment. It would be interesting to see, for example,
the effect of coil orientation while staying in the location provided by the real-time
pipeline.

In practice, the spike-time-controlled TMS treatment or experiment sessions could
start with running the real-time spike-detection pipeline on streaming EEG to gather
enough spikes for the source localization to converge. Then, TMS pulses would be
applied to the location specified by the pipeline with a chosen intensity, orientation,
and latency after each detected spike. One session could last for ca. 15 to 60 minutes,
and the sessions could be repeated even multiple times per week. The effects of the
treatment could be studied with resting-state EEG measurements right before and
after the TMS session, as well as with follow-up measurements. The number and
frequency of spikes could be then calculated from these measurements to analyze the
spike-suppression capabilities of the treatment.

Safety should be the most important factor when planning and administering
spike-time-controlled TMS. The safety guidelines for TMS [93] should be always
adhered to. In the pipeline developed in this work, the most relevant guideline is
limiting the frequency of the TMS triggers. This can be implemented easily by
blocking the trigger transmission on detected spikes for at least 1 s after each trigger,
resulting in maximally 1-Hz rTMS.

External factors that may play a role in the efficacy of spike-time-controlled TMS
treatment include the type of epilepsy, age of the patient, and the overall role of
spikes in epilepsy, which is still not entirely known. From a technical perspective,
the treatment could be applied to any epilepsy patient with interictal spikes. Focal
epilepsies, such as SeLECTS, are good candidates for TMS treatment according to
sham-controlled studies [115]. Clinical expertise must, however, be applied to select
the patients that could benefit the most. Children’s brains are generally more plastic
than those of adults, which might affect the response to spike-time-controlled TMS
treatment.

The primary mechanism of low-frequency r'TMS applied on spikes is to counteract
the hyperexcitability of the epileptogenic cortex by suppressing the hypersynchronous
spikes. In some studies, however, spikes have been suggested to actively inhibit
seizures [55]. Thus, suppressing spikes might even have negative effects on the
patient’s symptoms. In such cases, spike-time-controlled TMS could potentially be
applied to enhance the effects of spikes when applied at a suitable phase of the spike.
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In addition, the depth of the epileptogenic locus will likely affect the success of the
method, as TMS cannot directly activate neurons very far from the skull. However,
this can be somewhat modified with the choice of TMS coil, since the shape of the
coil affects the depth of the induced electric field [26].

It has been suggested that epileptogenic activity occurs in cycles over multiple
time scales, for example daily and yearly [56]. Critical phases of these time scales
denote the highest seizure risk, which could be exploited to find optimal times for
EEG recordings and TMS treatment.
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6 Conclusions

A real-time EEG-based epileptic spike detector for controlling TMS was developed
and implemented with a convolutional neural network classifier. The spike detection
was tested on EEG measured from an epilepsy patient, and offline tests showed
high specificity and sensitivity of the implementation. In real-time tests with an
in-house software for EEG-guided TMS, the specificity of the spike detection was
high, but sensitivity was low, probably due to data-handling issues inside the software.
Source-localization tests showed that accurate spike localization in the boundaries
defined by the TMS coil focality was possible with only a few real-time-detected
spikes with dipole fitting. The presented pipeline is a good first suggestion for a real-
time spike detection for EEG-guided TMS, and after refinements it has potential in
research on brain-state-dependent TMS treatment of epilepsy. The next development
steps include implementing source localization into the real-time pipeline, as well as
improving the sensitivity of the real-time spike-detection.
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A Appendix: Real-time classification script

Code sample 1 shows the script with which the spike classification was implemented
as part of the in-house real-time software.

Code sample 1: Python script that implements real-time spike detection in the real-time
software.

from .base_python_processor import BaseProcessor
from .events import Pulse, SignalOut

from .execution_condition import ExecutionCondition
from .utils import analyze eeg, get _default _waveform
import mneflow

import numpy as np

import tensorflow as tf

from tensorflow.python.framework.ops import
disable_eager_execution
disable_eager_execution()

class Processor(BaseProcessor):
def __init__(self):
super().__init__(auto_enqueue=True, window_size=240,
channels=63)
self._event_index =1
self.max_data_length = 240 # samples
self.overlap = 10 # samples
self._sample_index = 0
self.enough_data = False

print("in init")

path = */home/mtms/matilda/’
out_name = ’“restingstate EEG~’

# Load a metadatafile
meta = mneflow.utils.load_meta(path, out_name)

# Initialize the model and load trained weights
self.model = mneflow.models.LFCNN(meta=meta, specs={"
model _path™: path})

self.model .restore()
def init_experiment(self):

super().init_experiment()
return []
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def end_experiment(self):
super () .end_experiment()
return []

# This Tfunction is automatically called every time
# a new sample is received from the EEG hardware
def data_received(self, sample, time,
first_sample_of_experiment):
super().data_received(sample, time,
first_sample_of_experiment)

self._sample_index += 1
self.enough_data = self.sample_index >= self.

max_data_length

# Check that there is enough data accumulated in the
# buffer and that enough samples have been collected
# since the latest prediction

if self.enough_data and self.sample_index >= self.

overlap:
self_sample_index = 0

is_spiking = self.analyze_eeg()

# If no spike is detected, do not do anything
ifT not is_spiking:
return []

# If spike is detected, send SignalOut (trigger)
event

event = {
"id": self.event_index,
"execution_condition"™: ExecutionCondition.
INSTANT .value,
"time": time}
self.event_index += 1

event = SignalOut(port=1, duration_us=1000, event

zevent)
return [event]

return []
def analyze_eeg(self):

# take latest 120 samples of the buffer
X = self.samples.get _buffer()[-120:]
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# Preprocess EEG with global scaling to baseline:

# Subtract the mean and divide by the standard

# deviation of the amplitude of all channels

interval = np.arange(X.shape[-1])

X0m = X[..., interval].mean(axis=0, keepdims=True)
X0sd = X[..., interval].std(axis=(0,1),keepdims=True)

is_spiking = self.model.predict_sample(X)[O0]

return i1s_spiking
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