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WebRTC is a multi-purpose technology, enabling low-latency peer-to-peer con-
nections to be formed between clients over the internet. In addition to low latency,
it provides signaling, and transmission of both binary data messages and multi-
media, making it a powerful tool for streaming extended reality (XR) content.

This thesis measured the latency of WebRTC streaming of remotely rendered
XR content. The latency is broken down into components, and the feasibility of
reducing each component is studied, optimizing the stream for as low latency as
possible, without compromising stream quality. Measurements were conducted
in a local network, and network conditions were adjusted using a software utility.

The server-client delay is found to consist of encoding, decoding, rendering, net-
working, and buffering delays. Movement-to-photon latency also includes display
latency as well as control delay consisting of the time it takes to register the
controls, time it takes to transmit the controls to the server, and time it takes to
render the effect.

After jitter buffering, video encoding and decoding delay are minimized, the
biggest causes of latency are rendering rate bound delay components. The pri-
mary method of further reducing the latency is therefore found to be increasing
the rendering rate. This can also help counteract skipping frames in non-optimal
network conditions. Limiting jitter buffering to a short duration can also stabilize
the stream, while keeping latency limited.
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WebRTC on monikéyttoinen teknologia, joka mahdollistaa pieniviiveisten suorien
yhteyksien muodostamisen paételaitteiden véalille internetisséd. Matalan viiveensa
lisdksi se toteuttaa signaloinnin yhteyden aloittamisesta, sekéd bindédridatan ja
multimedian ldhettdmisen, tehden siitd voimakkaan tyokalun laajennetun todel-
lisuuden (XR) suoratoistoon.

Tamé diplomityo mittasi viivettd etdpalvelimelta WebRTC:114 suoratoistetussa
XR sovelluksessa. Viive puretaan osiin, ja osien lyhentdmistd tutkitaan, jotta
saavutetaan mahdollisimman pieni viive, horjuttamatta ldhetyksen laatua. Mit-
taukset suoritettiin paikallisessa verkossa, jonka olosuhteita séédettiin ohjelma-
pohjaisesti.

Viive palvelimelta kayttolaitteelle koostuu enkoodauksesta, dekoodauksesta, ren-
derdinnisté, verkkoviiveestd ja puskuroinnista. Viive ohjaimen liikuttamisesta
muutokseen naytolld sisdltéa lisdksi ndyttoviiveen sekd ohjausviiveen, joka koos-
tuu ohjauksen rekisterdintiin kuluvasta ajasta, ohjauksen toimittamisesta palve-
limelle, ja vaikutusten renderdintiin kuluvasta ajasta.

Puskuroinnista, enkoodauksesta ja dekoodauksesta johtuvien viiveiden mini-
moinnin jilkeen, viivettd aiheuttavat enimmékseen renderdintitaajuuteen sido-
tut viiveen osat. Siksi viiveen laskemiseksi entisestdédn tulee ensisijaisesti nos-
taa renderdintitaajuutta. Tama voi myos vahentdd ohitettujen kuvien maaraa
epéoptimaalisissa verkko-olosuhteissa. Myos puskuroinnin rajoittaminen pieneen
kestoon voi pitdd médrdn pienend, rajoittaen samalla viivetta.

Asiasanat: WebRTC, viive, laajennettu todellisuus, pilvi, etdrenderéinti
Kieli: Englanti
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Abbreviations and Acronyms

API
AR
ICE
IP
MR
NAT
RTT
SDK
SDP
STUN
TURN
VR
XR

Application Programming Interface
Augmented Reality

Interactive Connectivity Establishment
Internet Protocol

Mixed Reality

Network Address Translation
Round Trip Time

Software Development Kit

Session Description Protocol
Session Traversal Utilities for NAT
Traversal Using Relays around NAT
Virtual Reality

Extended Reality
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Chapter 1

Introduction

Extended Reality (XR) is a rapidly growing field, with a projected market
share growth of 1000% between the years 2021 and 2024, according to Statista
[1]. Cloud gaming is similarly thriving, with an expected growth of over 100%
in 2021 over the previous year[9]. At the cross-section of these two fields
resides cloud XR, where cloud rendered XR content is streamed to client
devices over the internet, similar to cloud gaming. Some game streaming
platforms have already enabled users to stream Virtual Reality (VR) content
to their devices[12], and one game streaming platform provider, Nvidia, has
released a CloudXR Software Development Kit (SDK)[30].

Latency plays a big role in providing an immersive XR experience, as well
as avoiding motion sickness when using it[20, 22]. Therefore, streaming XR
should be done using a low latency method. This is where WebRTC comes
in.

WebRTC [19] is a streaming technology, capable of forming a peer-to-
peer connection between endpoints. It is characterized by its remarkably low
latency in comparison to many other streaming solutions[40], which makes it
well suited for streaming XR content. It forms channels for both multimedia
and data transmission between the peers, which is beneficial for the use-case,
as one of the channels can be used for sending the rendered video, and the
other for sending controls and pose information from the client to the server.
Using WebRTC for cloud XR has only recently emerged [6], with many VR
streaming solutions opting to use TCP-based streaming instead[22, 34]. This,
however, is expected to change[6], making WebRTC streaming of XR an
increasingly relevant topic.
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1.1 Problem Statement

As having low latency is critical for XR applications, measuring and lowering
latency is the primary problem tackled in this thesis. WebRTC is designed
to be used through its Application Programming Interface (API) [17], with-
out a deep knowledge of the underlying code required. While this makes
it versatile for many use-cases, it is not by default optimized for any single
one. This thesis measures the performance of WebRTC specifically in XR
streaming, optimizes its latency for the use-case, and measures the effect of
these optimizations on the stream quality.

The latency is measured from the frames being encoded on the server,
to being rendered on the client. A detailed breakdown of this latency is
conducted to determine improvement potential. In addition, full motion-to-
photon latency is estimated based on the streaming architecture. Lowering
the latency is achieved by reducing the buffers used in the media trans-
portation, as well as reducing the stream resolution for lower encoding and
decoding times.

These improvements should not come at the expense of user experience
due to an unreliable stream, so the number of skipped frames in compari-
son to the streaming frame rate is measured. Finally, the resilience of the
optimizations to non-optimal network conditions is measured by simulating
network phenomena encountered in the commercial internet.

1.2 Structure of the Thesis

The thesis is organized as follows. Chapter 2 contains background informa-
tion for the thesis and explains WebRTC and Cloud XR streaming in more
detail. Chapter 3 presents the environment and tools used for the measure-
ments. Chapter 4 describes the methods used for measuring latency of the
stream and quality metrics. Chapter 5 presents the experiments as well as
their results. The findings are brought together and evaluated in chapter 6,
and suggestions for future improvements are discussed. Finally, chapter 7
contains a summary of the results, and concluding remarks.



Chapter 2

Background

This chapter explains terminology and concepts discussed in the thesis. First,
a short description of video streaming and related concepts is given. Then,
cloud XR streaming is explained, and the architecture of a cloud XR system
is presented. Finally, WebRTC terminology is explained, and the process of
forming a WebRTC connection is described.

2.1 Video Streaming

Video streaming is the act of transferring a stream of 2D images as binary
data over an internet connection. The basic concepts have remained the same
since a 2002 breakdown of video streaming, conducted by Apostolopoulos et
al.[3]. In short, the video, instead of being transferred as raw video frames
consisting of integers presenting the colour of each pixel, is encoded both
intra-frame and inter-frame to reduce the amount of data required to repre-
sent the frames. This reduces the bandwidth required to transmit the video
significantly.

The video stream consists of 3 types of video frames: I-frames, P-frames,
and B-frames[3]. I-frames, or intra-coded frames are compressed in a way,
where a decoder can decompress the encoded frame into a video frame based
on the data contained in the I-frame. P-frames are predictively coded, mean-
ing that they require information about a previously occurred frame to de-
code into a video frame. B-frames are bi-directionally predicted, meaning
that the frames require both previous and future frames to decode. The
usage of P-frames and B-frames allows for further compression of the video
stream, as not all data required to decode a frame needs to be included with
each frame. In intuitive terms, only the difference to other frames needs to
be transmitted, and redundant data can be omitted. In the H.264 video

10
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compression standard used in this thesis, the frames are further split into
slices, allowing for more granularity in the encoding of frames[37].

The compression of the video frames does not need to be lossless. Instead,
a desired bitrate for the stream can be defined, and the encoder strives to
encode the video with minimal distortion, while adhering to the bitrate lim-
itation to the best of its abilities[37]. This enables the use of rate control
algorithms, which dynamically change the bitrate of the video stream in
accordance with the available bandwidth[3].

2.2 Cloud XR Streaming

Extended Reality comprises Virtual Reality (VR), Augmented Reality (AR)
and Mixed Reality (MR)[27]. VR refers to a system, where a virtual world
is rendered and displayed to the user, typically using a head mounted dis-
play. AR overlays real world environments with computer generated imagery.
Mixed Reality also overlays virtual imagery over real world, but the real world
is able to interact with the virtual content in some way. All three contain
a computer-generated component, which may be computationally heavy to
render. In Cloud XR streaming, this computation is transferred to a remote
server.

Cloud streaming of XR is strikingly similar game streaming[33] in many
respects, such as the requirement for low latency, and the high computational
cost of rendering the scene. Therefore the basic architecture, shown in figure
2.1, is the same, consisting of a server and a client. The server handles
the XR-environment logic, renders the output, encodes it as a video stream,
and transmits it to the client. The client decodes the output, displays it to
the user, and transmits the user’s interactions to the server. In the case of
AR and MR, it may also be necessary to transmit the video stream of the
real world to the server, adding an encoder on the client and a decoder on
the server. In some instances, part of the rendering can also be done on the
client-side, to counteract latency [22], or to cut down on unnecessary network
traffic in AR and MR applications, from transmitting the real-world video
from the client to the server and then back to the client.

2.3 WebRTC

WebRTC [19] is an open-source project implementing low-latency messag-
ing between devices over the Internet. It achieves this by connecting the
two endpoints directly when possible, and via a message relaying server|[3§]
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Figure 2.1: XR streaming service architecture. Adapted from [22, 33]

when direct communication is not possible. While there is also a possibility
to use multiple relay servers for increased scalability[11], this case is not
considered in this thesis. Instead, the thesis examines the communication
between a server machine and a client machine in a shared local network,
thereby making direct communication most viable for low latency. This sec-
tion first explains low-level WebRTC terminology, to better understand the
concepts, and then describes an example WebRTC connection in the case of
an XR streaming system, combining the low-level concepts into higher level
terminology, which explains why WebRTC is suited for the use-case.
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2.3.1 WebRTC Terminology

2.3.1.1 NAT - Network Address Translation

Network Address Translation (NAT) [36] is a method of mapping IP ad-
dresses between realms, such as local and global networks. In the case of
WebRTC, this often means mapping done by an internet router, from a local
IP to a public IP. As a router is generally used by multiple client devices at
once, and the amount of global IP addresses available to the router is smaller
than the amount of local IP addresses, often one global and multiple local
addresses, the mapping does not assign a global IP address to each local
machine. Instead, the global IP address is shared between multiple clients,
and external ports are mapped to internal ports of the clients.

The mapping of ports can be done in three different ways: endpoint-
independently, address-dependently, or address and port dependently[4]. In
the first case, the NAT assigns an external port for a client’s internal port, and
that external port can be used to communicate to that client port regardless
of the remote endpoint. In the second case, the local client’s port is mapped
to the same external port, as long as the remote IP remains constant. From
the remote endpoint’s perspective this means that it can use the same port
to communicate to the client’s port from all of its ports. In the third case,
the NAT restrict this further, by mapping a client’s port to an external port,
but requiring both the remote IP and port to remain constant. This means
that for each port of the client, and each port of each external IP that wants
to communicate to the client on that port, there needs to be a mapping.

2.3.1.2 STUN - Session Traversal Utilities for NAT

Session Traversal Utilities for NAT (STUN) [32] is a protocol used by an
endpoint to determine the external IP address and the port allocated to it
by a NAT. The endpoint knows its local internal IP address, but not its
external address. To find out the external IP address, it can send a packet to
a STUN server, requesting a response packet containing the IP address and
port the request was sent from. As the server is outside the NAT network
of the client, the source IP address seen by it is the external address. If a
client uses multiple STUN servers and ports, it can also determine the NAT
type it is behind. If the port allocated by NAT is the same regardless of
the STUN server IP address, the NAT mapping is endpoint independent. If
the port is different for different servers, but same for different ports on the
same server, the NAT mapping is address-dependent. If the port changes
for different ports on the same server, the NAT mapping is address and port
dependent.
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2.3.1.3 TURN - Traversal Using Relays around NAT

Traversal Using Relays around NAT (TURN) [38] is a protocol used for
relaying messages between endpoints if direct peer-to-peer communication
is not possible. This can occur when both peers are behind an endpoint-
dependent NAT, and therefore cannot send each other messages, as neither
knows the port for the other endpoint. Messages are sent to a TURN server,
which relays the messages to the other party. The server does not need to
understand the contents of the messages, so it can be rather simplistic. How-
ever, it does need a network speed capable of relaying both clients’ messages,
which makes this solution relatively expensive. In addition, the solution adds
latency, when compared to direct communication. Therefore, TURN is only
used when necessary.

2.3.1.4 ICE - Interactive Connectivity Establishment

Interactive Connectivity Establishment (ICE) [21] is a NAT traversal tech-
nique used in WebRTC to find the most direct connection between the peers.
It uses a combination of multiple protocols such as TURN [38] and STUN
[32] in addition to techniques such as hole punching[35]. The peers collect a
list of IP addresses and ports that can potentially be used to communicate
to them, the local IP-addresses being known to them, while the public IP-
addresses are queried from a STUN server. If a TURN server is available
for relaying messages, a connection through it can also be added to the list.
These lists are then exchanged between the peers, and the candidates are
tested for peer-to-peer connectivity. Once the fastest working link between
the peers has been determined, the connection can be established.

2.3.1.5 SDP - Session Description Protocol

Session Description Protocol (SDP) [5] is a standardised representation for
communication session information, used in WebRTC. It includes e.g., the
type and attributes of media being sent, data exchange channels, and security
related fields, such as encryption keys. It also includes the ICE candidates
known at the time of sending the SDP. These can be later complemented
with further candidates, such as ones collected from a STUN and a TURN
server through a technique called trickle ICE[16], which decreases the time
required to form the connection.
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2.3.1.6 RTCPeerConnection

RTCPeerConnection [16, 24] is an API representation of a WebRTC con-
nection. It holds within it the different channels used to transfer messages
between the peers, as well as SDP representations of both peers. The SDP
representations contain the ICE candidates within them. Once both local
and remote description are set for both endpoints, ICE connectivity checks
commence. If they succeed, the communication channels between the server
and the client are opened.

2.3.2 Forming a WebRTC Connection

For the server and the client to be able to communicate over a WebRTC
connection, the following steps are required:

1. RTCPeerConnections are created on the peers.

2. One party collects its ICE candidates, and sends an offer of what media
it can accept or send.

3. The other party receives the offer, collects ICE candidates, and sends
an answer.

4. Connectivity checks between the ICE candidates are performed.

5. Communication channels are opened.

This constitutes the signaling phase of the connection forming. After that,
the formed communication channels are used to transmit the data required by
the use-case, in this case cloud XR. Finally, WebRTC also provides congestion
control, including jitter buffering, for the connections.

2.3.2.1 Signaling

WebRTC uses a standardised representation for session information: SDP.
Before the SDP offer can be created, the endpoint needs to collect all the
required information for it. This includes the different channels of commu-
nication, and what kind of media is to be transmitted, as well as the ICE
candidates. The local IP address is known and can be included. For getting
additional ICE candidates, the endpoint can query a STUN server to retrieve
its external IP address and port. It can also include available TURN servers.

Transmitting this information to the other endpoint is left up to the
developer. A common method is using a signaling server[25] to transmit the
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SDP information between the peers. The server does not have to understand
the contents of the information, just relay it to the other party. Once the
signaling is complete, the peers can begin connecting to each other.

Connection checks are performed for each of the IP:port -pairs in relation
to one another. This process is led by one of the peers[26]. Once the leading
peer decides on which candidate pair to use, it transmits the information to
the other party, and communication is started over that channel. At the end
of the process, the peers are connected via a direct channel to one-another,
resulting in the lowest achievable latency.

2.3.2.2 Connection Channels

WebRTC creates two kinds of connections between the endpoints: data
channels[14] and multimedia channels[15]. The data channels can be used to
transmit arbitrary binary messages between the peers. This is suitable for
transmitting control messages such as pose and controls from the client to the
server. The multimedia channels are suitable for transmitting the rendered
XR content from the server to the client, and real-world video feed from the
client to the server.

2.3.2.3 Congestion Control

In addition to handling signaling and containing the channels required for
XR streaming, WebRTC implements rate control for the streaming. Google
Congestion Control (GCC) [7] is the de-facto congestion control algorithm
used with WebRTC for communication over UDP. The algorithm estimates
the network bandwidth between the clients and adjusts the bitrate of the
video stream in accordance. Its drawback, as noted by Wu et al.[45], are
its frequent rollbacks in bitrate, when they would be unnecessary in relation
to the network conditions. Also bundled with WebRTC comes Performance-
oriented Congestion Control (PCC) [10] which aims to improve similar poor
performance in TCP congestion control.

In addition to rate control, WebRTC implements jitter buffering for deal-
ing with network jitter and as a secondary means of congestion control. While
the primary purpose of jitter buffering is the combination of network pack-
ets into video frames|[2|, high jitter buffering can smooth out sudden bursts
of network usage by allowing the packets delayed by the congestion to be
transmitted to the client before being skipped. Configuring a high constant
buffer length can therefore result in lower need for bitrate reductions.



Chapter 3

Environment

Few software related measurements are fully independent from the environ-
ment in which the measurements are done. Due to countless factors, a pro-
gram may perform very differently on different platforms. To reduce the
effect of these environmental factors, the environment should not be need-
lessly changed during the experiments, and the effects of the environment
should be considered when evaluating the results. This chapter describes the
environment where the experiments in this thesis were run.

As described in section 2.2, a cloud based XR streaming system consists
of a server, a client, and the network in between. In addition to these,
a WebRTC stream needs a signaling solution to establish connection, as
discussed in section 2.3.2.1. The software used for the measurements are
covered in section 3.1.

Multiple components of the measured latency are directly impacted by the
computational capabilities of the hardware that is used for the measurements.
To measure the magnitude of the impact, two servers and two clients are used
for the measurements. These are documented in section 3.2, along with the
network environment.

3.1 Measurement Software

The measurements were conducted in a VR system consisting of a server
and a client. The server renders a virtual world, which is captured and
transmitted to the client to be displayed. The client in turn transmits controls
from the user to the server, allowing the user to interact with the world.
The server and the client both run a program developed using Unity Game
Engine[44], version 2019.4.0f1. The server uses Unity Render Streaming -
plugin[42] version 2.2.2 for streaming the rendered world to the client over

17
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WebRTC. The plugin is built on Unity WebRTC -plugin[41] version 2.0.2.
The server encodes the rendered frames into a H.264 video stream[37] using
NVENC hardware encoder[28]. The client uses a WebRTC java library to
connect to the server, to receive the video stream. The client then decodes
the video stream into video frames and renders the frames on a 2D canvas
covering the screen. In addition, the client transmits movement commands
and pose information to the server over the WebRTC connection’s data chan-
nel.

The signaling server used for the connection establishment is a node.js
server, capable of transmitting messages between peers. The server and the
client connect to the signaling server and transmit their SDP-information to
one another. After that, a peer-to-peer connection between the server and
the client is established, and the signaling server is no longer required. The
signaling server was run on the same computer as the server software.

In addition, network conditions between the server and the client were
altered for some measurements. This was done using a network control utility
called clumsy([8]. The utility is capable of capturing and re-injecting network
packets to induce latency or drop packets. Clumsy was run on the server
and was configured to intercept communication between the server and the
client.

3.2 Hardware Environment

Two server and client machines were used for the measurements, to measure
the effect of hardware choices on the stream. The servers and clients were
connected to each other over a local wireless network.

The servers used for the experiment were a laptop and a desktop com-
puter. Both servers used an Intel AX200 Wi-Fi adapter for networking,
and both were running 64-bit Windows 10 operating system. The laptop
contained an Intel i7-9750H processor and an Nvidia RTX 2060 graphics
card. The desktop contained an AMD Ryzen 5950x processor and an Nvidia
RTX 3090 graphics card, capable of considerably faster computation than
the laptop. Both graphics cards contain the same encoder version[29], but
the clock speed on the RTX 3090 is higher.

The client machines were an ASUS ROG Phone 2 -smartphone and an
Oculus Quest 2 All-In-One VR system, both running Android operating sys-
tem. The smartphone had a Snapdragon 855 Plus processor, and the Oculus
Quest 2 had a Snapdragon XR2 processor. The smartphone’s screen was ca-
pable of switching between 60 Hz, 90 Hz and 120 Hz modes, and the Oculus
Quest 2’s screen was running at 90 Hz for the experiments. This limited
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the rendering frame rate on the clients, as the frame rate on mobile Unity
programs is restrained by the client device’s screen refresh rate[43].

The network router used for the experiments was an Arris TG2492S wire-
less router. The machines were connected to it using either 5 GHz or 2.4 GHz
WiFi.



Chapter 4

Measurement Methods

To measure and optimize the latency of the video stream from the server to
the client, without reducing the stream’s reliability, the latency components
and stream quality needed to be measured. This chapter outlines the mea-
sured parameters and the methods used for the measurements conducted on
the streaming system.

4.1 Latency Measurement

The latency of the stream is evaluated using multiple methods. The primary
method was measuring the server-client delay, which provides an estimate of
the total delay even if all the components cannot be measured. In addition,
the components that were estimated to make up the server-client latency
were measured.

The server-client delay is measured by the client requesting a timestamp
from the server over the data channel. This timestamp is delivered to the
client over both the data channel as well as in a NAL unit[37] embedded
into the video stream. As the data channel delivers the timestamp faster
than the video stream, the client starts waiting for the embedded timestamp
in the video stream after receiving it on the data channel. In the case of a
dropped or a skipped frame, a higher timestamp is also accepted. Once the
timestamp is received over the video stream, the client calculates the delay
from the server receiving the request to the time the timestamp arrives in
the video stream. The time the request arrives to the server is assumed to
be the halfway point from the request to the response over the data channel.
The formula is broken down in figure 4.1.

Components forming the latency were collected on both the server and
the client-side. On the server-side, the encoding delay for the frames was
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Server-Client delay from B to E is calculated by client as follows:

1. Times A, C and E are logged by the client.

2. Time B is estimated by client as middlepocint between A and C: (C-A)/2
3. Delay is thus E-(C-A)/2 = E+(A-C)/2

Figure 4.1: Server-Client delay calculation.

collected by measuring the encoding time for multiple frames in the encoder
and calculating the average value. On the client-side, WebRTC statistics
dictionaries [2] are collected to determine the jitter buffer delay and decoding
delay. The Round Trip Time (RTT) between the server and the client was
measured to be 2 ms, unless artificially increased, and the one-way networking
delay is half of that. Rendering delay was calculated from the rendering rate
of the client. In addition, analysis based on measurements was done to
evaluate any additional effect of rendering delay on the end-to-end latency
of the system.

The delay is thus broken down into the following: encoding, network,
jitter buffering, decoding, and rendering delay.

The encoding and decoding delays are tied to the encoding and decoding
methods used, and the speed of the hardware being used. It is beyond
the scope of this thesis to edit the encoding and decoding methods, but a
comparison between different hardware on both client and server-side is done,
to see the potential for reducing overall latency.

The network delay is dependent on the environment where the streaming
is done, and as such it is difficult to reduce in a real-world environment.
WebRTC uses UDP to send packets peer-to-peer on the lowest latency link
between them, which already minimizes the network delay. This thesis com-
pares the streaming latency in an unrestricted local wireless network and
artificially slowed network conditions to measure the effect of network delay
on the rest of the system.

On both the server and the client, the rendering rate of the program is
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limited to a certain value. Because of this, frames can only be produced
and consumed at a certain rate, resulting in a delay from both rendering a
frame on the server and rendering it on the client after decoding. As both the
server and client hardware can alter the rendering rate, latency measurements
can be conducted, to evaluate potential latency reduction from increasing
rendering rate.

The size of the jitter buffer on the client-side can be adjusted to affect
the latency. Typically, the size of the jitter buffer is automatically adjusted
by WebRTC, but the length can be reduced to cut down the overall latency
of the stream. In this thesis, the maximum playout delay[18] of the stream
is adjusted to limit the length of the buffer. The jitter buffer allows for
reorganizing network packets that arrive out of order. In an ideal network, the
packets would arrive instantly and in correct order, so the need for buffering
would be reduced to the size of a single video frame. The effects of a network,
where packets are dropped or delayed, is simulated to see the effect of the
buffer reduction to the stream quality.

4.2 Quality Parameters

Reducing the latency of the stream by decreasing the length of the jitter
buffer can lead to an increase in skipped frames. Frames are skipped, if they
arrive after their display deadline, such as if the next frame has already been
rendered. Having a longer buffer allows for reordering packets that arrive
in the wrong order. However, for XR applications, where low latency is
crucial and the frame rate is high, it can be beneficial to skip frames instead.
Single skipped frames will not be noticed by the user, and the decrease in
latency can lead to a better user experience. The number of skipped frames is
calculated on the client, by calculating the amount of rendering cycles when
a new frame is not available to be displayed.

Due to the complicated nature of the encoding and decoding process of
video streaming, bitrate is not a perfect measurement for the quality of a
video stream. Required bitrate to represent a scene changes depending on
what is visible on the screen at different times, and the encoding method
used. The desired resolution also affects the number of bits required to accu-
rately represent a picture. On the other hand, bitrate reduction is a common
method of congestion control, also used in WebRTC, so measuring bitrate can
be used to estimate when the streaming system reacts to increased latency.
The stream’s bitrate was retrieved from a WebRTC statistics library[2] on
the client.



Chapter 5

Measurements

The purpose of the measurements was to give a cross-section of how the
latency in WebRTC streaming of XR content is formed and determine what
the quality of the stream is in different conditions, based on the measured
metrics. The measurements were designed in a way, where only the minimum
number of variables were changed at a time. This way, the effect of the
changes on the latency could be measured, and latency optimizations can be
suggested based on the measurements.

Based on these principles, unless otherwise stated, the measurements were
run using the following parameters: The server software was run on the
desktop server with RTX 3090 graphics card, and the client was run on
the mobile phone client. The server and client were both set to render at
120 frames per second, at the native resolution of the phone, 2340 by 1080
pixels. The client and the server were connected to each other using a 5 GHz
WiFi connection via the router, and the network conditions were not altered.
The maximum playout delay of the stream was set to 0 ms, restricting the
maximum length of jitter buffering.

As outlined in the previous chapter, the measured and calculated delays
are server-client, encoding, network, jitter buffering, decoding, and rendering
delay. The measurement of latency components was conducted every 10
seconds, so as not to cause unnecessary strain on the server or the client.
In addition, the number of skipped frames on the client, and the bitrate of
the stream were collected. The skipped frames were logged once per second,
and the bitrate was measured along with the latency components every 10
seconds.

There was a measurement to affect each of the delay components individ-
ually: encoding, network, buffering, decoding, and rendering delay. These
are presented in section 5.1. The network was induced with dropping and
throttling of network packets to measure the impact of non-optimal network

23
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conditions the stream, and to analyse whether these can be counteracted.
Additionally, one measurement studied the effect of changing the radio ac-
cess band of the client from 5 GHz WiFi to 2.4 GHz WiFi on the stream
quality. These measurements are documented in section 5.2.

5.1 Delay Components

5.1.1 Encoding Delay

The server uses a hardware encoder[29], which does the encoding of the
video stream on the graphics card. To measure whether the encoding delay
could be decreased by increasing the processing power of the graphics card,
the server software was run on two significantly different levels of graphics
hardware, RTX 2060 and RTX 3090, while the client remained constant.
The hypothesis was that the encoding delay would decrease slightly, when
switching from one server to the other, but there would still be a limit to how
much the encoding delay can be decreased. This change should not affect
the stream quality metrics in any negative way, as the encoding still outputs
the frames in the same format and at the same frame rate.

Another way of reducing encoding delay is reducing the resolution of the
video stream. It stands to reason that reducing the number of pixels to
be encoded, which would reduce the amount of computation needed, would
cut down on the time it takes to do the calculation. Thus, the horizontal
and vertical pixel count was cut in half, reducing the total resolution to
a quarter of the original, and the effect on encoding time was measured.
The assumption is that the encoding time would be reduced by a noticeable
amount.

Increasing the processing power of the server reduced the measured en-
coding time from an average of 8.8 ms to 5 ms. The encoding times on the
more powerful server were also more consistent, staying at 5 ms for the entire
duration of the measurement, while on the slower server, the encoding times
varied between 12 ms and 8 ms, with most of the values being either 8 ms
or 9 ms. These measurements are shown in figure 5.1(a).

Reducing the resolution of the stream further cut down on the encoding
delay, from 8.8 ms average to 4.4 ms average on the slower server, and from
constant 5 ms delay to constant 2 ms delay on the faster one. It should be
noted that the encoding delay is measured as an integer value of milliseconds,
so the values are not exact. These values are also shown in figure 5.1(a).

This reduction in delay is also measurable in the server-client delay, shown
in figure 5.1(b). When comparing to the RTX 2060 server on full resolution,
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Figure 5.1: Measurements for two servers with full and half resolution.

halving the resolution lowered the server-client delay by 6.5 ms on average,
switching to RTX 3090 reduced the delay by 7.4 ms, and halving the reso-
lution on that server further reduced the delay by 3.3 ms. The server-client
delay measurement has fluctuations of tens of milliseconds, so these values
are not to be taken as precise values, but the downward trend is noticeable
in the averages. The reduction is not only from encoding delay, as the re-
duced resolution also reduces the time it takes to decode the frames. This
is further explored in section 5.1.4. For these measurements, the decoding
delay is shown in figure 5.1(c).

When increasing the processing power of the streaming server, the stream
quality was not affected negatively. All streams had an average of less than
10 skipped frames per second, with the RTX 2060 server having a slightly
higher average than the RTX 3090 server. Further, the RTX 3090 server had
a more stable stream with less spikes in the number of skipped frames than
the RTX 2060 server. Halving the resolution did not decrease the stream
quality, apart from the obvious reduction in visual quality from the reduced
number of pixels. The number of skipped frames is plotted in figure 5.1(d).
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Figure 5.2: Measurements with and without latency increase.

5.1.2 Network Delay

As the measurements are done in a local network, there is minimal network
delay between the server and the client. The effect of network delay on the
stream is studied by applying a constant delay of 20 ms to messages sent be-
tween the server and the client. The expected outcome for this measurement
is that the stream quality should be unchanged, as the packets still arrive in
the same order as before. However, the server-client delay observed in the
stream should be increased by an average of 20 ms.

As predicted, the measured server-client delay increased by approximately
20 ms during the measurement, compared to a baseline measurement without
latency increase. The measured values are shown in figure 5.2(a). This
resulted in no large increase in skipped frames, with the value remaining
below 10 skipped frames per second on average for both streams, although
there was an increase of a few skipped frames per second when the latency
was increased. The measured values are shown in figure 5.2(b). This was
consistent over multiple measurements, but was not present, when conducting
a measurement with a latency increase of 50 ms, so it may be an anomaly
caused by the network control utility. There was also a spike in skipped
frames for the baseline measurement, coinciding with the high outlier delay
shown in figure 5.2(a). This is likely a result of a spike in resource usage
caused by the operating system, or other such uncontrolled variable, on one
of the devices, and not a result of the latency increase.

The measurement was conducted with maximum playout delay set to 0
ms, resulting in usage of minimal jitter buffering. This demonstrates that
network latency alone is not a reason to increase the latency further by adding
jitter buffering on the receiver-side. As long as the latency remains constant,
the system can still be operated without buffering.
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5.1.3 Client-Side Buffering

To study the effect of client-side buffering on the stream, the jitter buffer
delay suggested by WebRTC was logged every 10 seconds. This is the buffer-
ing time the system would use if it was not limited by other settings. The
jitter buffering on the client-side was enabled and disabled by adjusting the
maximum playout delay of the frames. The following values were chosen for
maximum playout delay: 0 ms, 20 ms, 30 ms and 1000 ms. These values were
selected with preliminary measurements that determined they would result
in jitter buffering of approximately 0 ms, 10 ms, 20 ms and one that follows
the suggested length. The minimum playout delay was set to 0 ms for the
first case, and 10 ms for the other three measurements, as it was measured
that no buffering would occur if the minimum was set to 0 ms. The minimum
value of 10 ms does not however affect the minimum buffering done by the
client, as the suggested buffer length never reaches a value so low. The
expected outcome of the measurements was that in a near optimal network,
such as a local network, limiting the buffer size would have minimal impact
on the stream quality, while reducing the server-client delay by the amount
of the jitter buffering. Measurements in non-optimal network settings are
documented in section 5.2.

The suggested jitter buffer delay started in all measurements with a high
value, and gradually converged towards 18 ms. This is shown in figure 5.3(a).
For the case where the maximum playout delay is set to 1000 ms, the mea-
sured server-client delay follows this pattern, converging toward a value of
60 ms, which is approximately 20 ms higher than the average server-client
delay without jitter buffering. When the maximum playout delay was set to
20 ms and 30 ms, the server-client delay was approximately 10 ms and 20
ms higher than the non-buffered case, as expected based on the preliminary
measurements. These results are shown in figure 5.3(b).

The number of skipped frames did not increase by a lot, when completely
disabling the jitter buffer. This is shown in figure 5.3(c), where the number
of skipped frames is comparable between all cases. There was however a
measurable increase of 2 skipped frames per second on average, when the
jitter buffer was disabled, as highlighted in figure 5.3(d). This would likely
not be noticeable to the end user, and the reduction in latency is arguably
worth the trade-off in this use-case. Limiting the jitter buffer to a low value
or disabling it completely also reaches a low server-client delay faster, when
starting up a stream.
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Figure 5.3: Measurements for unlimited network with altered playout delay.

5.1.4 Decoding Delay

Decoding the video stream is done on the client-side. To measure the effect
of changing the client on the decoding delay, the same setup was run on
two different client devices with different performance of hardware: an ROG
Phone 2 and an Oculus Quest 2. The phone was also overclocked, by enabling
a proprietary technology called X Mode, to measure difference in decoding
delay on the same client with different performance. The assumption was
that one of the clients would do the decoding faster than the other, and that
the overclocked client would be faster than non-overclocked version of the
same client. Similar to encoding delay, decoding delay can also be reduced
by reducing the number of pixels to be decoded. This case was covered in
section 5.1.1, and the measurement for the phone is included in this section
for comparison. The stream quality metrics are not considered, as both
clients are assumed to be able to support a steady stream.

Contrary to the hypothesis, the measured average decoding delay of both
clients, as well as the overclocked version of one client, was very compara-
ble, with no reliably measurable difference, as seen in figure 5.4(a). Only
the measurement with halved resolution had a noticeably reduced decoding
delay. There was however a difference in the maximum decoding delay, with
the Oculus Quest 2 having a higher value than the ROG Phone 2, and the
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Figure 5.4: Decoding delay measurements with varying client and stream
settings.

overclocked version of the phone, as well as the phone when the resolution
was halved, having lower values than the phone by default. This is seen in
figure 5.4(b). This may indicate a smoother experience overall, although the
difference is small, 4 ms from one extreme to the other, so an end user will
likely not notice any difference.

5.1.5 Rendering Delay

Rendering delay is dependent on the rendering frequency of the server or
the client. On the server-side, the image must be rendered before it can be
encoded and transmitted to the client. On the client-side, once the frame is
decoded, it still needs to be rendered on the screen, which is done only at
certain intervals. The server-client delay in the program is measured from
the encoder on the server-side to the client fetching a decoded image ready
to be rendered from the decoder. The encoding and transmission on the
server-side is done asynchronously after the image is rendered, so changing
the rendering frequency on the server should not increase the latency of the
stream, assuming there is no additional buffering on the server. This is
measured by rendering the stream at 60 Hz and 120 Hz frequencies on the
server and measuring the server-client delay. On the client-side, the delay
should increase by at least the amount the rendering time increases. This is
measured by rendering the stream on the client-side at 60 Hz, 90 Hz and 120
Hz, resulting in rendering delays of 16.7 ms, 11.1 ms and 8.3 ms respectively.

The measured delays for the three client settings are shown in figure 5.5,
in addition to the results from rendering the stream at 60 Hz on the server,
which can be compared to the 120 Hz client result, as the measurement is
otherwise identical. Comparing the results between the different rendering
frequencies on the client-side, the average server-client delays are 38 ms, 46
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Figure 5.5: Server-client delay with altering rendering frequencies.

ms and 58 ms for 120 Hz, 90 Hz and 60 Hz respectively. The measured
increase is approximately double the increase of the rendering interval. This
may be explained by the client having a buffer of one video frame on average
in addition to the one being displayed next, resulting in a latency increase
that is double the increase of a single frame. When decreasing the server’s
rendering frequency, an increase of approximately 6.5 ms is seen in server-
client delay. This would similarly be explained by the server having a buffer
of one rendered frame before transmitting the frames, increasing the delay
by the time it takes to render a frame. Another potential explanation for
this finding is that the response to the server-client delay request is only sent
by the server once per rendering cycle, meaning that an increase in rendering
interval results in longer deviation from actual server-client delay.

5.2 Simulated Network Conditions

To measure the robustness of the stream to network fluctuations, the network
packets between the client and server were affected with three different phe-
nomena: dropping packets, throttling the network, and changing the network
delay mid-stream. As the jitter buffer is designed to counteract network fluc-
tuations, four different maximum lengths of buffering were forced by changing
the maximum playout delay to 0 ms, 20 ms, 30 ms and 1000 ms.

5.2.1 Dropped Packets

The effect of dropped packets was measured by dropping 5% of the packets
sent between the endpoints, not differentiating between the type of packet.
Video streaming reduces required bandwidth by transmitting I-frames, which
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Figure 5.6: Measurements with network dropping packets.

contain the information to produce an entire frame, as well as P-frames and
B-frames, which can only be decoded with information from other decoded
frames. Dropping an I-frame would therefore affect not only a single frame,
so the expected outcome is that the number of frames dropped on the client is
larger than 5% of the frame rate on average, spiking when multiple I-frames
are dropped at random. Further, having a sufficiently long buffering delay
would allow for re-transmitting dropped frames, so with increased buffering
delay, the number of skipped frames is expected to decrease.

As predicted, when dropping network packets, the number of skipped
frames is relatively higher than 5% of the frame rate of the client. Shown in
figure 5.6(a), the number of skipped frames varies throughout the streaming,
from O dropped frames at some measurement times and over 40 dropped
frames per second regularly during all of the measurements. The averages
are 10-20 dropped frames per second. Contrary to the hypothesis, allowing
for more jitter buffering did not reduce the number of skipped frames by a
lot. This is explained by the jitter buffering having been rather minimal in
all of the measurements, because the suggested jitter buffer length calculated
by WebRTC, shown in figure 5.6(b), started low and quickly converged to
around 20 ms, despite the low stream quality. This gives no result on whether
jitter buffering would help with a network that regularly drops packets, but
it may point out a flaw in how the suggested length of the jitter buffer is
calculated.

5.2.2 Network Throttling

Throttling the network is different from dropping packets in that the packets
arrive to the client eventually. Buffering enough of the video would allow the
delayed frames to arrive before the buffer runs out of stored frames, resulting
in fewer skipped frames. The throttling is done by stopping the sending of
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Figure 5.7: Measurements with throttled network.

network packets for 30 ms at a time, then transmitting the packets that were
stored, all at once, then storing the next 30 ms of packets. The assumption
is that without jitter buffering, the client player plays out the last frame that
arrives, skipping the others, resulting in skipped frames. With longer jitter
buffering, the frames are first stored, and then played out in order, resulting
in fewer skipped frames.

Throttling the network without jitter buffering leads to a high number
of skipped frames per second. This is shown as a plotted graph in figure
5.7(a), along with a comparison to cases where jitter buffering is enabled.
The number of skipped frames can be reduced to near zero by enabling
even a minimal amount of jitter buffering. If WebRTC is allowed to freely
determine the buffer length, it can result in very high delay, as this kind
of network conditions result in the suggested jitter buffer delay being high.
This is shown in figure 5.7(c).

Another way of countering skipped frames caused by throttling is streaming
at a higher framerate than the client displays. This was tested by streaming
at 120 frames per second, while the client only displayed at 60 frames per
second and jitter buffer was disabled. As seen in figure 5.7(b), the skipped
frames of the 60 Hz stream remain close to zero per second for the duration
of the streaming. A possible explanation for the behaviour could have been
that the frame rate is closer to the throttling rate, so to disprove this theory,
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Figure 5.8: Measurements for alternating network latency.

the stream was also streamed at 60 frames per second to match the client’s
60 Hz refresh rate, which resulted in skipped frames, as seen in the plotted
graph.

5.2.3 Alternating Latency

Altering the network delay at a low frequency shows how the system will
react to longer-term changes in network latency. These could be the result of
moving from one network router’s area of influence to another’s, or a sudden
increase in network usage resulting in increased buffering at one of the links.
This is simulated by increasing the network latency by 20 ms in 1-minute
intervals. The expected outcome is that latency increases should result in
some skipped frames, a decrease in bitrate due to congestion control, and
an increase in jitter buffering due to skipped frames, for a short duration.
Latency decreases should not have such negative impacts.

When alternating the network latency in 1-minute intervals, the increases
resulted in the expected spikes in skipped frames, seen in figure 5.8(a). The
times when the latency was increased occurred at the same time as the first
and second spikes in skipped frames, and between the spikes there is a reduc-
tion in latency at the midway point, which did not create a noticeable spike
in skipped frames. The first spike is noticeable in the server-client delay, as
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Figure 5.9: Measurements for 2.4 GHz WiFi connection.

it resulted in an increase in the suggested jitter buffer length, seen in figure
5.8(c). Curiously, it did not result in a similar spike on the second increase.
It also created a temporary spike in measured server-client delay in cases
where the jitter buffer was limited, seen for the 0 ms and 20 ms max delay
measurements in figure 5.8(b). It likely also happened for the 30 ms max
delay measurement, but was not recorded due to the 10 second measurement
interval of server-client delay.

Contrary to the assumption, the bitrate was not reduced noticeably as
a response to the latency increases. The bitrate, shown in figure 5.8(d),
fluctuates during the measurements, but does not have noticeable drops dis-
tinguishable from the fluctuation. The congestion control algorithm may
only react to longer-term instabilities.

5.2.4 2.4 GHz WiFi

Using 2.4 GHz WiFi connection is often not recommended for low latency
applications, as 5 GHz connection provides both higher bandwidth and lower
latency. It can however result in a steadier network connection in some cases,
when the line of sight between the client and the wireless router is obstructed.
Thus, the feasibility of using 2.4 GHz connection was measured with and
without jitter buffering. The server-client latency is expected to be higher
than with 5 GHz connection, and the number of dropped frames is expected
to be higher. Jitter buffering is expected to reduce the frame skipping but
increase the latency further.

As expected, the number of skipped frames is high during the non-buffered
measurement, averaging 35 skipped frames every second, shown in figure
5.9(a). The number is dropped to 11 skipped frames per second on average
with 20 ms maximum delay, and 9 skipped frames per second on average with
30 ms maximum delay. With the jitter buffer set to unlimited length, the
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number of skipped frames is comparable to an unrestricted 5 GHz network
measurement. The server-client delay, shown in figure 5.9(b), fluctuates a lot
and is higher on the 2.4 GHz connection than on 5 GHz connection, by 10 ms
on average. All of the jitter buffered measurements converge toward a similar
latency in the end, and given the high number of skipped frames without jitter
buffering, selecting the jitter buffering version with least skipped frames may
give the best user experience on 2.4 GHz WiFi, once the latency reaches a
low value.



Chapter 6

Evaluation

This chapter contains an evaluation of the measurement results, combining
what was learned about the latency components into a breakdown of the
server-client latency, and analysing the measurements about the stream’s
reliability in non-optimal network conditions. Then, the measurement meth-
ods are critically assessed to point out potential errors in the results, and to
suggest improvements to increase their accuracy. After that, the findings of
the thesis are evaluated in relation to other publications in the field. Finally,
future improvements are suggested based on the findings of the thesis.

6.1 Latency Breakdown

The lowest server-client latency was measured with no jitter buffering en-
abled, no network throttling, RTX 3090 server and halved resolution, in
section 5.1.1. The measured server-client latency from the encoder to being
rendered on the client was 34 ms on average. Measured components for that
delay are encoding delay of 2 ms, decoding delay of 4 ms and network delay
of 1 ms. In addition, frames are retrieved on the client from the decoder at
a frame rate of 120 Hz, resulting in a rendering delay of 8.3 ms. This leaves
an unexplained delay of 18.7 ms. Most of this delay could be explained by
a buffering of one frame on average on both the server and the client at the
used frame rate of 120 Hz. This theory is backed up by measured changes
in server-client delay when frames are rendered at different frequencies, in
section 5.1.5. These components add up to 32 ms, which is withing mea-
suring error of the average server-client delay of 34 ms, leaving only 2 ms
unexplained. This latency breakdown is visualised in figure 6.1.

To verify the validity of the method, a similar breakdown of latency was
conducted on another measurement. In the same measurement series, the
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Figure 6.1: Server-client delay broken down into its components for two
measurements.

average server-client latency for the RTX 2060 server with full resolution
stream was 45 ms. Encoding delay constituted 9 ms on average, decoding
delay 7 ms on average, and network delay 1 ms on average. Adding on top
the same rendering and buffering delays brings the total to 42 ms, which is
within 3 ms of the average server-client delay. This is also visualised in figure
6.1.

In both breakdowns, there is a difference of a few milliseconds between
the server-client delay, and the sum of the components. Both the server-client
delay and the components that make it up are averages of measured values
gathered over several minutes. There are fluctuations in the measured values
during the span of the measurements, and some of the variables are rounded
to integers instead of being presented as decimal numbers, causing inaccura-
cies in the measurements, which could adequately explain the discrepancy.
These inaccuracies are examined in more detail in section 6.3. They can also
be caused by an unaccounted-for latency component, such as packetizing the
encoded frames for network transmission, or an error in the measurement of
the server-client delay, as the control messages may only be reacted to at
rendering times. Nevertheless, the difference is small, when compared to the
total latency, so focusing on the known components should be prioritized.

This latency breakdown does not cover the entire span from movement of
the controllers to action happening on screen, the motion-to-photon latency.
Instead, it measures the latency from after the frame is rendered on the server,
to when it is rendered on the client. Motion-to-photon latency additionally
includes control latency and display latency. The control latency would add
the time from when the controller is moved to when the client registers said
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movement, the network delay of transmitting the controls to the server, and
the time it takes for the controls to impact the rendered scene. This adds
two rendering times to the delay: on the client-side, the time to capture and
transmit the control, and on the server-side, the time to register and render
the change. Based on this, an approximation of the motion-to-photon latency
would be the above breakdown of server-client delay + the server’s rendering
time + the client’s rendering time + the network delay + the display time
of the screen.

6.2 Stream Reliability

A series of measurements was conducted to evaluate the stream’s reliability
in non-optimal network conditions. These consisted of dropping network
packets, throttling the network, alternating the network latency, and using
a 2.4 GHz WiFi connection. All measurements without jitter buffering had
an increase in skipped frames, when compared to baseline measurements in
optimal network conditions. Enabling jitter buffering was able to counteract
this effect to a certain degree. However, buffering results in increased la-
tency, which should be avoided, if possible. The primary method of handling
non-optimal network conditions should therefore be improving the network
between the server and the client.

The jitter buffering can be limited to a low value, setting an upper limit
to the delay increase, and avoiding the high latency, when starting a stream.
The reduction in skipped frames was comparable between the three different
jitter buffer lengths in all simulated network conditions, so adding additional
latency did not further improve the stream quality. In the throttled network
scenario, the unlimited buffer did not reach a value as low as the capped
jitter buffers even after multiple minutes, which further emphasizes the need
for limiting the jitter buffer length.

A promising alternative method for reducing skipped frames was discov-
ered when measuring in throttled network conditions. Increasing the frame
rate of the server beyond what was displayed on the client reduced the num-
ber of skipped frames as much as enabling jitter buffering. It also decreases
the server-client delay instead of increasing it, as discovered in section 5.1.5.
This method should take precedence over jitter buffering if the used hardware
is able to support it.
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6.3 Evaluation of Used Methods

The measurements in the thesis are conducted over multiple minutes, and
values are presented either as lines over time axis, or as box and whiskers
plots, showing the average and deviation of the value of the measured param-
eter over the span of the measurement. In some measurements, these plots
are chosen because the measured values are expected to change over a period
of time, as is the case with the suggested jitter buffer delay for example.
However, another reason for choosing these plots is the unreliability and the
variance of the measurements. Average values are easy to read from these
plots, despite fluctuations in the values. In the case of server-client delay for
example, it is assumed that the travel time over the data channel from the
server to the client is similar in both directions, but there is no guarantee of
this. Additionally, variance in the time it takes for the server and the client
to react to the messages affects the reliability of the measurement. Averag-
ing over a longer period of time is expected to give a more reliable value.
However, it would be preferable if the latency could be reliably measured
at any single time, to an accuracy of a millisecond. This could be achieved
using a USB-based latency measurement tool [23], instead of relying on the
streaming application to do the measurement.

Another source of error in the measurements is rounding of values. All
of the latency components, as well as server-client delay, are measured in
milliseconds, rather than fractions of milliseconds. This is not an issue in
this case, as an accuracy of a few milliseconds is sufficient for this use-case.
Nevertheless, adding up multiple components can multiply the error in a
worst-case scenario, instead of the deviations cancelling each other out, re-
sulting in a combined error of a few milliseconds, which is added on top of
other measuring errors.

The latency component measurements were conducted once every 10 sec-
onds. This can be sufficient for some measurements, like the development of
jitter buffer over time, but it does not accurately capture short-term changes,
such as spikes caused by sudden changes in network conditions. A low mea-
surement frequency was picked to not create unnecessary network traffic and
resource drain in the measurement environment, but the measurement in-
terval could be reduced significantly without this presenting an issue. The
increased number of measurements could give more reliable results, as more
data is captured, and more values can also be averaged to counteract fluctu-
ations.

The measurements were done streaming the same scene in all cases. How-
ever, the flight path of the camera, or the duration of the measurements was
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not the same for all the measurements. This is a relatively easy improvement
to implement, and it would make measurements more consistent over multiple
runs.

6.4 Results in Relation to Other Publications

The latency evaluation and optimization of WebRTC for low latency is not a
new topic of study. In fact, some methods for both are offered in the WebRT'C
API[2, 18]. In a recently published Master’s Thesis, Tanskanen studies the
glass-to-glass latency of a WebRTC stream using a hardware solution, which
captures the time it takes from a LED being turned on to it being displayed in
a WebRTC live stream of the event[39]. The measured latency is comparable
to the server-client delay measured in this thesis, with the addition of the
rendering time on the server. Tanskanen estimates that the stream latency
consists mostly of encoding, jitter buffering, decoding, and capturing delay,
with jitter buffering and encoding constituting a combined delay of 92 ms in
some measurements. These delay components are minimized in this thesis,
which considerably lowers the latency. Both Tanskanen, and Garcia et al.
in an earlier study[13], reported a latency of 145 ms for a WebRTC video
stream. This thesis achieves a comparable latency of 42 ms (server-client
latency + server’s rendering latency), which is better suited for a low latency
use case such as XR streaming. The latency is reduced by an average of 100
ms, when compared to a stock WebRTC video stream latency.

Another meaningful point of reference is a previous study on Cloud VR
streaming by Kéméréinen et al.[22], where the streaming architecture was the
same, consisting of a Unity server and client, but the video was streamed over
TCP. They reported a movement-to-photon latency of 140 ms when moving
a controller, and 90 ms for head movement. This would be comparable to
server-client delay + the server’s render time + the client’s render time +
the network delay + the display time of the frame, resulting in a delay of
approximately 60 ms, if the display delay is assumed to be <10 ms[31]. This
is a considerable improvement of 30-80 ms to the previous streaming method.

6.5 Future Suggestions

Based on the findings of the thesis, several improvements can be suggested for
further refining the measurement methods, as well as improving the achieved
results by decreasing the latency further.

As was discussed in section 6.1, the measured latency does not include
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control delay. It is however an integral part of the user experience, as the
low latency requirement of XR refers to motion-to-photon latency instead of
encoding to rendering latency[22]. This measurement could be implemented
by tracking the transmission of movement commands from the client to the
server and adding those components on top of the already measured ones. A
complete motion-to-photon latency approximation could be measured from
a high frame rate video captured of a user using the system. In its simplest
form, the press of a button on a controller could result in a noticeable move-
ment on the screen. Some difficulty arises from capturing the screen inside a
head mounted display, but when using a phone client device, this should be
relatively easy.

The server-client latency in the best case scenario, broken down in section
6.1, consists largely of rendering interval dependent components. These are
the buffers and the rendering delay of the client. The motion-to-photon la-
tency measurement adds more rendering interval bound delay: the capturing
of the controls on the client and the rendering of the image on the server.
This suggests that the primary method for further reducing the latency is
increasing the rendering rate on both the server and the client. Reducing
the resolution of the stream to the minimum value that is required supports
this, as rendering at a lower resolution assists in reaching higher frame rates.
The rendering rate is this thesis was limited by the screen refresh rate of the
client[43], rather than the capabilities of the computing hardware, so this
should be considered in selecting the hardware for this improvement. If the
screen refresh rate can be increased arbitrarily high, the next reached limit
may be the computing capabilities related to encoding, decoding or frame
rate. Just doubling the rendering rate on both the server and the client
would reduce the calculated motion-to-photon latency from 60 ms to 38 ms,
reducing the delay by a further third by halving all rendering delay bound
components of the latency.

Multiplying the frame rate would intuitively also multiply the bandwidth
requirement for the stream. This is however not the case, as encoding the
video also compresses it, by presenting frames by the change to preceding or
future frames[37]. When the frame rate is increased, the difference between
two consecutive frames will be smaller, as the camera moves a shorter dis-
tance, so the amount of required bandwidth will not increase at the same
rate as the frame rate.

The measurement accuracy of the latency components can be improved
by a better synchronization of the server’s and client’s timers. In this thesis,
the client receives a timestamp from the server over two channels, and the
transmission time is estimated to be the halfway point between the client re-
questing the timestamp and receiving it on one of the channels. USB-based
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synchronization of clocks has been measured to achieve a sub-millisecond dif-
ference in two synchronized clocks[23]. This would allow the server to simply
embed a timestamp into the video stream, and the client could compare the
received timestamp to its own internal synchronized clock, and calculate the
difference, to get a precise measurement of the server-client latency.

The measurements in non-optimal network conditions can be made more
meaningful by conducting them in a real network rather than a simulated
environment. Measurements in a commercial environment, such as rented
edge cloud resources, will give a more realistic picture of what problems may
be faced at times of high network usage for example, if any. This can then be
expanded upon by optimizing the network conditions or stream parameters
for a smooth transmission of the stream regardless of competing traffic or
other faced issues.

Finally, a detailed analysis of the streaming program’s source code can
verify findings presented in the thesis, such as the assumed buffering on the
server and the client. Both WebRTC’s and the server plugins’ source code is
freely available as open-source projects[19, 41, 42].



Chapter 7

Conclusions

This thesis conducts a detailed breakdown of WebRTC stream latency be-
tween a server and a client in a cloud XR streaming architecture. The aim of
the thesis was to measure the components that constitute the latency, and to
optimize the streaming method for low latency without compromising stream
quality.

The server-client latency was found to consist of encoding delay, server-
side buffering, network delay, client-side buffering, decoding delay and ren-
dering delay. Measuring all of these components separately and adding them
together falls within few milliseconds of a separately measured server-client
delay from encoding on the server-side to being rendered on the client-side.

Optimizing for low latency, this server-client delay reached an average of
34 ms. Adding server-side rendering to this value increases it to 42 ms. This
is a considerable improvement over a previously measured 145 ms server-
client latency of WebRTC with stock settings[13, 39]. Adding control delay
and display time to this value to estimate motion-to-photon latency takes it
up to 60 ms, which is an improvement of 30-80 ms over a previous comparable
cloud VR streaming latency|[22].

The thesis identifies increasing rendering rate as the most effective method
of further reducing the streaming delay, after the stream resolution has been
reduced to a minimum value required by the use-case. This will affect not
just the rendering delay on both the server and the client, but also reduce
buffering as well as control delay, due to the rendering rate tied nature of
those delays. Doubling the rendering rate on the server and client can re-
duce the motion-to-photon latency of the stream by a thirt, to a value of 40
ms. Increasing rendering rate was also found to be a potential solution for
increasing the stream quality in non-optimal network conditions. Increas-
ing the streaming frame rate beyond what can be displayed by the client
reduced the amount of skipped frames in a measurement, where the network
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was throttled in 30 ms intervals.
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