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Abstract 
This thesis provides a study of vega and gamma risks in S&P 500 index options. Most financial assets 

have non-constant volatility, which gives rise to volatility risk premium. There is a branch in finance 

literature that distinguishes between pricing shocks to realized volatility i.e. large discrete outcomes 

(or jumps) and conditional volatility i.e. fluctuating distribution of asset’s expected future outcomes. 

In the Black & Scholes they are known as gamma and vega, respectively. If these risks are seen as bad 

by market participants, the portfolio returns that measure these premiums should be negative.  

I extract the premiums using at-the-money straddle portfolios due to their sensitivity to volatility 

shocks. Vega premium is measured with delta-gamma hedged options portfolio and gamma premium 

is measured with delta-vega hedged options portfolio. I find that both premiums are negative on 

average during the sample period 2014-2021, which is consistent with prior research and economic 

theory. Portfolios that use options for hedging must pay these implicit negative premiums, which can 

result in sub-optimal performance from portfolio management perspective. Therefore, it is vega and 

gamma sellers who benefit from trading volatility. The premiums also exhibit stylized facts that are 

common to financial time series such as skewness, leptokurtic return distribution and clustering. 

Because realized and conditional volatilities are jointly estimated in most models (e.g. GARCH), I 

study if the volatility premiums exhibit similar reciprocal dynamic in multiple econometric tests. The 

findings suggest that variation in the premiums is strongly linked to each other and statistically 

significant. Portfolios that exclusively trade vega or gamma are therefore likely to improve risk 

management by considering the dynamic between the premiums and its effect on portfolio hedging. 

 I further study how shocks to realized volatility (RV) and conditional volatility (CV) estimates affect 

the premiums in short-term. Both volatility premiums respond positively to RV shocks, but gamma’s 

cumulative response then turns negative momentarily, suggesting a possible overreaction to the initial 

shock. CV shocks induce positive response in gamma premium. Surprisingly, vega premium responds 

negatively to CV shocks, which poses a puzzle. This can be related to markets perception that CV risks 

in relation to vega premium incorporate net positive scenarios. Other explanation is that vega hedging 

decreases when CV risks increase if vega is already too expensive. Therefore, distinguishing between 

shocks to RV and CV when pricing vega and gamma should be considered when assessing risk 

management for long or short options portfolios. 

 Keywords  option pricing, volatility risk premium, vega, gamma, straddle, Black & Scholes, hedging, 

GARCH, VAR, impulse response functions, Granger causality, FEVD 
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Tiivistelmä 
Tämä tutkielma käsittelee S&P 500 indeksioptioiden vega ja gamma -riskejä. Useimpien 

rahoitusinstrumenttien volatiliteetti ei ole vakio, mistä seuraa instrumenteille hinnoiteltu volatiliteetti-

riskipreemio. Rahoituksen akateemisessa tutkimuksessa on alahaara, joka erottelee realisoituneen 

volatiliteetin ja implisiittisen volatiliteetin shokkien vaikutuksen instrumenttien hinnoittelussa. Black 

& Scholes -optiohinnoittelumallissa nämä tunnetaan termeillä gamma ja vega. Mikäli 

johdannaismarkkinat hinnoittelevat vega ja gamma -riskit epäsuotuisiksi, pitäisi niitä mittaavien 

synteettisten optioportfolioiden tuottojen olla keskimäärin negatiivisia. 

Vega ja gamma -preemioiden mittaamiseksi muodostan optioilla erilliset ATM straddle-positiot, 

jotka ovat sensitiivisiä vegan ja gamman muutoksille. Vega-preemiota mittaava optioportfolio on 

suojattu deltan ja gamman muutoksilta ja vastaavasti gamma-preemiota mittaava optioportfolio on 

suojattu deltan ja vegan muutoksilta. Tulokset osoittavat, että molemmat preemiot ovat keskimäärin 

negatiivisia mitattavalla aikavälillä 2014-2021, mikä on johdonmukaista aikaisemman tutkimuksen 

sekä teorian kanssa. Optioita ostavat portfoliot joutuvat siten keskimäärin maksamaan implisiittisiä 

negativiisia preemioita suojastaan, mikä voi johtaa epätehokkuuksien muodoustumiseen portfolion 

hallinnan näkökulmasta. Vastaavasti vega ja gamma -riskiä myyvät portfoliot keskimäärin hyötyvät 

kaupankäynnistä volatiliteetilla. Preemiot myös osoittavat rahoitusinstrumenttien aikasarjoille 

tyypillisiä piirteitä, kuten vinoumaa, kurtoosisuutta ja klusterointia.   

Useimmat volatiliteettimallit (esim. GARCH) estimoivat realisoitunutta ja implisiittistä volatiliteettia 

dynaamisesti toisiinsa kytkeytyen, joten testaan mikäli niiden suojautumiselta maksettavavat vega ja 

gamma -preemiot osoittavat samanlaista keskinäistä dynamiikkaa. Impulssivastefunktiot, Granger-

kausaliteetti ja ennustepoikkeamien varianssin dekomponointi (FEVD) osoittavat, että preemiot ovat 

vahvasti linkittyneitä toisiinsa ja tämä yhteys on tilastollisesti merkitsevä. Vega tai gamma -riskeillä 

kauppaa käyvät portfoliot pystyvät siten todennäköisesti hyödyntämään tätä preemioiden välistä 

dynamiikkaa riskienhallinnallisena elementtinä.  

Lopuksi tutkin, miten shokit realisoituneen (RV) ja implisiittisen volatiliteetin (IV) estimaatteihin 

vaikuttavat vega ja gamma -preemioihin lyhyellä aikavälillä. Estimoin S&P 500 indeksituottojen 

volatiliteetin TGARCH -mallilla, joka mahdollistaa RV ja IV estimaattien erottamisen toisistaan. 

Impulssivastefunktiot osoittavat, että molemmat preemiot vastaavat positiivisesti RV shokkeihin. IV 

shokki johtaa positiiviseen gamman vasteeseen, mutta odotusten vastaisesti negatiiviseen vegan 

vasteeseen. Mikäli kyseessä ei ole mallinnusvirhe, tulos saattaa liittyä johdannaismarkkinoiden 

arvioon, että IV shokit suhteessa vegaan sisältävät keskimäärin nettopositiivisia skenaarioita. Toinen 

mahdollinen vaihtoehto on vega-suojaukseen tarkoitettujen rahoitusinstrumenttien ylihinnoittelu. 

Tulokset havainnollistavat volatiliteetin mallinnuksen vaikutusta optioportfolion riskienhallinnassa. 

 Avainsanat  optiohinnoittelu, volatiliteetti-riskipreemio, vega, gamma, straddle, Black & Scholes, 

portfolion suojaus, GARCH, VAR, impulssivastefunktio, Granger-kausaliteetti, FEVD  
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1. INTRODUCTION 
1.1 MOTIVATION AND BACKGROUND 
Financial instruments are priced according to risks they are exposed to. An extensive collection of asset 
pricing research has focused on equity risk i.e. the variation in equity returns. Nonetheless, volatility of 
returns has also been shown to exhibit time-varying properties. Because volatility is not constant for 
most assets, it gives rise to volatility risk premium. This means volatility is a separate risk factor and 
assets are priced according to their exposure to volatility. Investors can use derivatives to hedge their 
portfolios against volatility and buying put options is a common approach for fund managers to limit 
their downside risks. A common observation in options data is that options’ implied volatilities tend to 
be higher than realized volatilities. Because this spread is easy to measure, it has been widely used as a 
proxy for the volatility risk premium. Although there is an ample body of research that documents the 
existence of this spread, it is also argued it’s not sufficient method. Because investors and assets are 
exposed to changes in realized volatility and conditional volatility, the premiums for the two risks 
should also be measured separately.  
Realized volatility refers to occurrence of actual outcomes (discrete jumps), while conditional volatility 
is the distribution of asset’s possible future outcomes. Therefore, realized volatility measures exposure 
to squared returns and contemporaneous sample variance, whereas conditional volatility is forward-
looking and its risk is embedded in the fluctuating shape of the asset’s expected outcomes i.e. 
conditional variance. In the Black & Scholes they are known as gamma and vega, respectively. For a 
shock ε, with vart (εt+1) = σt2, vega (conditional volatility) is σt2, while gamma (realized volatility) is εt2. 
Distinguishing between these two risk components and premiums is rooted in economic theory but also 
derivatives modelling. If future uncertainty or occurrence of jumps are seen as bad by investors, they 
should have negative risk premiums. If this is the case, then investors perceive the two risks to rise in 
high marginal utility states. If the premiums are positive, then investors perceive the risks to rise in low 
marginal utility states. Historically, investors have been willing to pay negative premiums to hedge 
against realized volatility and conditional volatility risks. The premiums are not observed as such and 
need to be extracted from options data with synthetic portfolio formation and derivatives mathematics. 
It is common for institutional investors such as mutual and pension funds to hedge their portfolios via 
simply buying put options but having separate vega or gamma positions is rare. By contrast, it is very 
common for proprietary trading firms to run separate portfolios that are either long or short in vega or 
gamma. 
This thesis attempts to provide a comprehensive time series study of pricing vega and gamma risks in 
S&P 500 index options. Although realized and conditional volatility estimates have been shown to 
exhibit time-varying properties, are the premiums also time-varying? If they are, is there a reciprocal 
dynamic between the two premiums where shocks to the process of one affect the other? Furthermore, 



2 
 

how the two premiums are related to the underlying risks i.e. estimates of realized and conditional 
volatility? Therefore, the empirical section consists of three main parts, in which I try to address i) if 
the volatility premiums are negative on average during 2014-2021 to confirm if investors pay implicit 
option premiums to hedge against realized and conditional volatility risks, ii) if the premiums exhibit 
reciprocal and statistically significant dynamic in econometric tests, which would be intuitive 
considering that realized and conditional volatility are jointly estimated in several volatility models (e.g. 
GARCH) and iii) if shocks to realized and conditional volatility estimates i.e. the underlying risks 
induce responses in the volatility premiums. The methods I use include vector autoregression 
applications and GARCH models that are suitable for econometric time series and volatility modelling, 
in addition to extracting the volatility premiums from options data. Section 1.3 covers the research 
questions in more detail.  
Here I briefly remind the reader of the difference between vega and gamma sensitivities and vega and 
gamma premiums. The sensitivities refer to the approximated change in the option price with respect to 
changes in delta (gamma sensitivity) and implied volatility (vega sensitivity), while the premiums refer 
to option returns that are extracted according to the sensitivities. Vega premium refers to an 
approximation on how much markets pay to hedge against changes in conditional volatility / implied 
volatility risks. Gamma premium is the approximation on hedging against realized volatility / discrete 
jump risks. Volatility risk premium in general refers to the concept that non-constant volatility is a 
separate risk factor in asset pricing. This is a rough breakdown, but it gives the reader a reasonable 
framework for the later sections, chapter 2.3 covers theoretical background in more detail. 
There is an extensive body of research that documents the existence of volatility risk premium in equity 
derivatives markets. Carr and Wu (2009) find that quoted variance swap rates have been consistently 
higher than realized variance in S&P 500 and Dow indexes. According to their study there exists a 
distinct variance risk factor that is associated with negative risk premium. Bollerslev and Todorov 
(2011) suggest that majority of volatility risk premium is attributable to jump risks implicit in option 
prices. They further remark that investors’ perception of jump risks seems to be time-varying. Cremers, 
Halling and Weinbaum (2015) use option straddle returns to extract volatility and jump risk premiums 
from S&P 500 stocks. They find that the two components are separately priced risk factors in the cross 
section of stock returns. Stocks that are highly sensitive to volatility and jump risk have low expected 
returns. The negative sign of the premiums indicates that investors are willing to pay extra for assets 
that give them insurance against realized and implied volatility, resulting in higher prices and 
subsequent lower returns. While majority of the research on volatility risk premium tends to focus on 
US and S&P 500, there are also studies that cover global perspective with similar findings on negative 
variance premiums e.g. Bollerslev, Marrone, Xu and Zhou (2014). It is also noteworthy that the 
premiums cannot be explained by traditional asset pricing models or risk factors such as CAPM or FF3 
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(Carr and Wu, 2009) indicating that investors consider volatility a separate risk and are willing to pay 
a premium to avoid it, whether it is related to realized or conditional volatility risks. 
There are a couple of different approaches to measuring and extracting the volatility risk premium(s). 
The method I use is option returns and synthetic portfolio formation. More specifically straddles, that 
comprise going long at-the-money calls and at-the-money puts with the same underlying asset, strike 
price and expiry date. Straddles are essentially delta neutral and insensitive to market movements but 
very sensitive to changes in volatility, which makes them suitable for studying volatility driven returns. 
However, this would only work if the underlying’s price process would follow small diffusive shocks. 

Because stock prices are known to occasionally exhibit large discrete jumps, the delta neutrality may 
not be enough to compensate the change in straddle’s value. This hedging error caused by gamma 
highlights how straddle returns are not only driven by changes in stochastic volatility i.e. vega, but also 
realized discrete jumps i.e. gamma. 
1.2 LIMITATIONS AND RELATED RESEARCH 
There are studies with similar elements to my research setting i.e. studies that focus on stochastic 
volatility and jump risk premiums, but these studies differ from my approach in a couple of key aspects. 
The main difference is that some of these studies follow ‘arbitrage-free’ or ‘model free’ approach in 
estimating the risk premiums, which requires somewhat tedious mathematical measures of the 
stochastic processes and jump intensities in the underlying’s price process and some further 
assumptions about the representative agent’s utility function. Therefore, developing or following the 

arbitrage-free or model-free approach is not the goal of my thesis. Sometimes these studies also try to 
address the ‘pricing kernel’ puzzle, which refers to the pricing mechanism that relates the risk-neutral 
densities (which incorporate representative agent’s risk preferences) to objective ‘true’ densities. 

Modelling the pricing kernel is outside the scope of this thesis. By contrast, for extracting vega and 
gamma premiums I follow the convenient method of Cremers et. al. (2015), which is based on options 
data and Black & Scholes model. 
Dew-Becker, Giglio and Kelly (2021) also study the pricing of conditional and realized volatility 
premiums. They set up straddle portfolios for different maturities and use the returns as inputs in factor 
models that then approximate the costs for hedging vega and gamma risks. It is notable that they do not 
re-hedge the option portfolios, which can have significant effect on the results, considering that option 
sensitivities can change substantially. By contrast, my approach is to first set up separate options 
portfolios that extract the risk premiums. This is done by daily re-hedging the portfolios that measure 
either vega risk (delta-gamma hedged options portfolio) or gamma risk (delta-vega hedged options 
portfolio) according to Black & Scholes sensitivities. Having separate portfolios to measure each risk 
and then daily re-hedging the option sensitivities should produce more robust premiums.  
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I approach this topic first and foremost from the perspective of hedging, risk management and pricing 
volatility. By contrast, if I simply wanted to focus on the trading strategy performance, I could use 
different option expiries, strikes, rolling periods, call/put combinations etc. and then report how to 
maximize the vega and gamma premiums’ performance. While this approach would perhaps add some 
value to research on measuring option returns, I believe that such study would not be as comprehensive, 
and it would not attempt to offer any explanation as to why the premiums behave the way they do in 
relation to each other or volatility estimates. Therefore, the approach I use should be more versatile 
from academic but also practical perspective. For example, mutual and pension funds can use 
derivatives to hedge against downside risks and basically buy volatility to protect their portfolios, while 
quantitative hedge funds or proprietary trading firms can try to benefit from selling volatility. Similarly, 
market makers for options need to know what bid-ask spreads to quote (basically implied volatility 
quotes for options). Decision making in those situations preferably requires dealing with volatility 
estimates, volatility premiums and their reciprocal dynamic. Essentially, choosing this approach instead 
of simply measuring strategy performance should provide much more thorough and comprehensive 
view on the topic. 
1.3 RESEARCH QUESTIONS  
Q1: Are the volatility premiums negative and what properties their return series exhibit during 2014-
2021?  
The first main contribution of this thesis is to uncover if the premiums for hedging against realized 
volatility and conditional volatility risks (gamma and vega premiums) are negative in S&P 500 index 
options. This would confirm whether investors are on average willing to pay for protection against 
realized and conditional volatility risks. The (implied) premiums are not observed as such and need to 
be extracted from options data with synthetic portfolio formation and some derivatives mathematics. 
Section 2.3 covers this in more detail. 
For extracting the implied vega and gamma premiums I follow the methodology of Cremers et. al. 
(2015). They measure vega risk by creating a straddle return series that is delta and gamma neutral but 
exposed to changes in vega. Similarly, they measure gamma risk with a straddle series that is delta and 
vega neutral but sensitive to gamma. The option greeks are calculated according to Black & Scholes 
option pricing model. The synthetic portfolio formation and premium extraction in my research setting 
requires three portfolio components: A long at-the-money straddle, short at-the-money straddles (with 
different maturity to offset vega or gamma) and long/short underlying asset (to offset delta). I re-hedge 
the option portfolios daily. Although I use the same method as Cremers et. al. (2015) to extract vega 
and gamma premiums from option prices, the similarities between my research and theirs ends there. 
After extracting the risk components, Cremers et. al. (2015) conduct a more traditional asset pricing 
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research where they sort stocks to portfolios based on vega and gamma exposures and measure their 
returns, similar to how Fama and French (1993) sort stocks based on HML and SMB factors.  
The prior research on volatility risk premium is mostly consistent in reporting negative premiums. 
Hence, the expectation is that both volatility premiums are negative here as well.  
Hypothesis 1: Vega and gamma premiums are negative on average during 2014-2021 
The other aspects of Q1 address the return distribution of the volatility premiums. I study if the volatility 
premiums and the underlying index S&P 500 returns and ΔVIX behave according to stylized facts that 
are common to financial return series. These include:  
No autocorrelation: Stock return series have low autocorrelations. In the case of the volatility premiums 
the assumption is that there is autocorrelation to some degree, driven by volatility clustering (both 
premiums should increase when volatility is high and decrease when volatility is low).  
Leptokurtic return distribution: Stock returns tend to have fat tails i.e. proportionally more extreme 
observations than indicated by normal distribution (higher kurtosis). Large jumps in the underlying can 
result in high kurtosis for the volatility premiums. 
Skewness: Stock returns usually exhibit negative skewness and intuitively such behaviour in the 
underlying can affect the skewness for the volatility premiums. 
Slow decay of autocorrelation: If today’s shock has a large effect on future volatility several periods in 

the future, the autocorrelation decays slowly. This is also known as volatility persistence. The absolute 
values of stock returns show persistence to some degree, but for the volatility premiums the decay of 
autocorrelation can be very different. Because gamma corresponds to the jump risk, its behaviour is 
likely more erratic than vega and can possibly have much faster decay and smaller half-life, whereas 
vega likely has longer persistence. 
Clustering: Stock return volatility has been shown to exhibit clustering, in which large shocks follow 
large shocks and small shocks follow small shocks (of either sign). Intuitively, this should also affect 
the volatility premiums because they are driven by changes in the underlying’s realized jumps and 
conditional volatility.  
Stationarity: If time series exhibit trends, seasonality or non-constant variance then the series is non-
stationary. Volatility has been shown to exhibit mean reversion and VIX for example has been shown 
to have a unit root (implying non-stationarity), but the hypothesis here is that vega and gamma 
premiums are stationary like most financial return series. 
Hypothesis 2: Vega and gamma premiums behave according to stylized facts that are common to 
financial time series 
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Q2: Do the volatility premiums exhibit statistically significant reciprocal dynamic in econometric tests? 
The second contribution is to address the dynamics between the vega and gamma premiums. The 
emphasis is on uncovering if the volatility premiums exhibit reciprocal dynamic or concurrent variation 
that is commonly seen in most volatility models that jointly estimate realized and conditional volatility. 
When a large shock εt2 occurs, intuitively it should have effect on the distribution of expected future 
outcomes i.e. σt2. Correspondingly, high conditional volatility should increase the probability of large 
jumps (realized volatility). Intuitively, when these risks covary, then the premiums on those risks should 
also covary to some degree. I use impulse response functions, Granger causality tests and forecast error 
variance decomposition (FEVD) to test whether this dynamic between the premiums exists. Note that I 
only test if this cross-premium dynamic holds in econometric tests. Whether it is driven by investors 
beliefs, risk aversion, or changes in underlying risks is outside the scope of this study. Such approach 
would require highly robust proof of causality and is very likely to suffer from post hoc ergo propter 
hoc fallacy of assuming that if x precedes y in econometric tests then x also causes y. 
According to prior studies such as Todorov (2010), estimating volatility risk premium requires two-
factor structure to model its dynamic dependencies. The preliminary assumption is that the variation in 
the premiums should exhibit at least some level of interrelated dependency and reciprocal shock 
transmission. The particular focus here is to document how shocks to vega and gamma premiums affect 
the other component. For example, does a shock to gamma premium automatically transmit to increased 
vega premium or vice versa? Furthermore, is this effect only temporary or does it persist in the future 
periods? This dynamic can be tested with impulse response functions. Granger causality tests can 
address if the lagged values of vega and gamma premiums decrease the forecast accuracy of the other 
premium. FEVD tests can address how much vega (gamma) premium’s variation is proportionally 
driven by shocks to gamma (vega) premium. I include the underlying S&P 500 returns and ΔVIX as 
control variables in the vector autoregression.  
Hypothesis 3: Vega and gamma premiums exhibit statistically significant reciprocal dynamic in 
impulse response functions, Granger causality and FEVD tests 
Q3: How shocks to realized and conditional volatility estimates affect the volatility premiums?  
The third contribution of this thesis is to explore the dynamic between volatility estimates and volatility 
premiums. If the underlying risks change, then intuitively this should affect the premiums. For this 
purpose, I first test different GARCH extensions to model the underlying S&P 500 return volatility. I 
then use impulse response functions to study if shocks to the volatility estimates induce responses in 
the volatility premiums. This would indicate whether investors update their pricing of vega and gamma 
premiums when there are shocks to the underlying risks i.e. realized and conditional volatility estimates. 
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I also run a simple linear OLS regressions separately for the volatility premiums, where gamma (vega) 
premium is regressed on lagged value of gamma (vega) premium and contemporaneous value of vega 
(gamma) premium, conditional volatility estimate, realized volatility estimate and ΔVIX. Lastly, I use 
forecast error variance decomposition tests to study what components have the largest proportional 
effect on the premiums. 
Most volatility models impose the assumption that positive and negative shocks affect the conditional 
volatility symmetrically. The sign of the innovation i.e. negative or positive shock in the underlying’s 

price process has been shown to have asymmetric effect on volatility. In many cases the negative shocks 
affect the subsequent volatility process more than positive shocks. Because volatility has been shown 
to exhibit clustering and persistence, it is plausible to assume that vega and gamma premiums are driven 
by these stylized facts at least to some extent. Therefore, a model is required that captures the 
heteroscedasticity and clustering effects in the time series. Furthermore, the model needs to capture the 
difference between asymmetric shocks. For modelling the underlying S&P 500 returns I test different 
GARCH specifications and choose the best model based on log-likelihood maximization.  
Hypothesis 4: Shocks to volatility estimates induce statistically significant responses in vega and 
gamma premiums 
1.4 SUMMARY OF FINDINGS 
I find that annualized vega (-12%) and gamma (-5.3%) premiums are negative on average, which is 
consistent with prior research. The premiums are slightly smaller than what prior studies suggest, but 
this can be related to different data period or how the option returns are scaled. The premiums also 
exhibit stylized facts that are common to financial time series such as skewness, leptokurtic return 
distribution and clustering. Vega premium’s cumulative trajectory throughout the sample period is 

almost linear, whereas gamma premium is more volatile. It is notable that both premiums’ performance 

remained mostly negative throughout the highly volatile period of early 2020. This likely results from 
the portfolios’ daily re-hedging, which can constantly measure newly perceived risks via daily option 
prices, which again tends to benefit shorting vega and gamma if the risks are overestimated.  
I further confirm that the volatility premiums exhibit a statistically significant reciprocal dynamic in 
multiple econometric tests. Impulse response function tests reveal that a shock to gamma premium 
induces spike in vega premium, by contrast a shock to vega premium results in lower gamma premium. 
Granger causality tests show that both premiums’ lagged values reduce each other’s forecast errors in 

time series. Forecast error variance decomposition, that includes the volatility premiums and volatility 
estimates (realized and conditional), reveals that both premiums are proportionally mainly driven by 
their own lagged errors. For gamma premium the second highest variation inducing component is 
realized volatility, whereas for vega premium it is gamma premium. These test results suggest that 
pricing of vega and gamma risks follows at least to some degree a similar dynamic to how realized and 
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conditional volatility are jointly estimated in GARCH models. If the underlying risks covary, it is then 
intuitive that the pricing of those risks follows similar concurrent dynamic.  
Lastly, I study how shocks to volatility estimates affect the volatility premiums. I find that both volatility 
premiums respond positively to realized volatility (RV) shocks and gamma premium responds 
positively also to conditional volatility (CV) shocks. Hence, gamma long investor benefits when RV or 
CV shocks occur and vega long investor benefits when RV shocks occur. It is notable that after the 
initial positive response to RV shock gamma premium turns momentarily negative below its long-run 
mean, whereas vega premium’s response converges to zero. Because both premiums are negative on 
average, gamma becoming momentarily even more negative is a possible sign of markets overreacting 
to the initial RV shock. By contrast, CV shocks induce negative response in vega premium, which poses 
a puzzle. This negative response is not intuitive and suggests that markets become less concerned of 
conditional volatility risks when CV shocks occur. In this case vega long investors would lose when 
CV shocks occur. If this finding is valid and not model misspecification, it could be related to markets 
perception that CV risks in relation to vega premium incorporate both positive and negative scenarios, 
and that on net the positive outweigh the negative. Other possible explanation is that vega hedging 
decreases after CV shocks if vega is already too expensive.  
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2. THEORETICAL BACKGROUND 
2.1 DIFFUSIVE SHOCKS AND JUMP RISKS 
Implicit information in option prices has been shown to be a robust predictor of returns, but also 
incorporate investors’ perceptions of expected risks. In general, investors dislike volatility. Out-of-the-
money puts have been constantly priced higher than suggested by the Black & Scholes since the turmoil 
preceding the stock market crash of 1987, reflecting investors’ risk-aversion and willingness to pay a 
premium to avoid unwanted volatile market states. Implied volatility of the option contracts has been 
consistently higher than the subsequent realized volatility. Options (and derivatives in general) are 
convenient as they enable investors to create tailormade hedging strategies in accordance with their risk 
preferences. Consequently, studying option returns reveals what risks are priced in the financial 
markets. 
Although there is a vast literature that documents the existence of volatility risk premium, the drivers 
and dynamics behind it have received less attention. There is a branch in finance and macroeconomic 
literature that separates the pricing of realized and conditional volatility risks. Todorov (2010) argues 
that there are two reasons why volatility changes over time. The first is the expected (ex-ante) changes 
in volatility i.e. diffusive stochastic volatility. This is basically the same as fluctuating uncertainty over 
the asset’s future return distribution. This is referred to as vega in the Black & Scholes option pricing 
framework. The second is the unexpected jumps, that are discrete price changes in contrast to diffusive 
shocks. These are the realized volatility shocks and referred to as gamma in the Black & Scholes.  
According to Bates (2008) jumps and diffusive risks are priced differently. He formalizes a model where 
representative agent can separate jumps and diffusive shocks ex-ante and finds, that the pricing 
difference between the two risks is very pronounced. Furthermore, his findings suggest that index 
options tend to overpredict both realized volatility and jump risks. Santa-Clara and Yan (2010) use 
options to study the ex-ante expectation of jumps and volatility of diffusion shocks. They find that the 
two risk processes have low correlation with each other, but both are negatively correlated with stock 
returns. Their results also indicate that jumps and diffusion shocks are highly time-varying and exhibit 
different degrees of persistence. Moreover, Santa-Clara and Yan (2010) decompose ex-ante equity 
premium into the two risk components and find that on average the jump risk is more than half and 
during crash periods close to 100% of the total premium. The ex-ante equity premium they estimate at 
average implied diffusive volatility and jump levels is considerably higher (11.8%) than ex-post equity 
premium estimated from realized volatility (6.8%). This finding is similar to Bates (2008) above. Both 
indicate that options tend to incorporate pricing of possible crash scenarios, which then usually fail to 
materialize even if the implied jump probability is high, highlighting how the ex-ante perceived risks 
are quite different from the realized ex-post variation. Santa-Clara and Yan (2010) further document 
that both risk components exhibit persistence and the effects are felt at longer time frames. They find 
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that jump risk affects prices of all short-term options, especially out-of-the-money puts. Diffusive 
volatility has largest impact on at-the-money option prices. Nonetheless, both components exhibit mean 
reversion, indicated by flatter volatility smiles for longer maturities.  
Todorov (2010) also finds that volatility risk premium is substantially time-varying, emphasizing the 
role of jumps in explaining its variation. He also suggests that when jumps take place, the stochastic 
volatility also tends to spike, though this effect doesn’t appear to last long. Jump volatility seems to 
have a swift mean reversion (half-life 0.5 days), whereas the stochastic volatility component exhibits 
longer lasting persistence (half-life 21 days). Larger price jumps are usually associated with 
simultaneously increasing volatility risk premium, which then slowly reverts to its long-term average. 
Todorov (2010) further finds that jump risk’s effect on volatility risk premium is also time-varying, 
which is related to investors time-varying risk aversion, which itself is caused by realized larger jumps 
or crashes. Therefore, it’s important for volatility traders to understand not only how to model and 
forecast volatility, but also how the jump and diffusive shocks affect the time-varying volatility risk 
premium. Bollerslev and Todorov (2011) study the pricing of tail risks i.e. how the perception and 
realization of extreme market movements affect asset valuations. They suggest that large portion of the 
equity and variance risk premiums over time could be attributed to the perception of tail risks. In their 
estimation negative jumps are associated with significantly higher risk compensation than positive 
jumps.  
Dew-Becker, Giglio and Kelly (2021) study the pricing of future uncertainty and realized volatility 
across different asset classes and find that the premiums associated with uncertainty are usually zero or 
slightly positive, whereas the premiums for realized volatility are negative. It is a common finding that 
investors are willing to pay a premium to avoid realized volatility, but the non-negative premium for 
conditional volatility is unusual. This would basically mean that investors are indifferent if the future 
return distribution of the asset changes. Dew-Becker et. al. argue that future uncertainty is driven by 
both good and bad states and that on net the good states (e.g. technological advancements) outweigh 
the bad states (e.g. financial crises). Other explanation could be that if the uncertainty affects all the 
assets equally much simultaneously, then the investors would be indifferent to changes in uncertainty, 
though this is more of a theoretical consideration than a practical scenario (apart from some extreme 
market events where return correlations temporarily can approach 1 across assets). Berger, Dew-Becker 
and Giglio (2020) find that, in the context of macroeconomics, shocks to realized stock market volatility 
leads to economic contractions whereas shocks to uncertainty of future returns does not.  
2.2 OPTIONS AND VOLATILITY RISK PREMIUM 
This thesis follows closely the methods of previous studies in extracting the volatility risk premium 
components from options data, namely using at-the-money straddles. Broadie, Chernov and Johannes 
(2009) motivate the using of straddles by emphasizing that on average the straddle returns are highly 
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significant, as opposed to models without a diffusive volatility risk premium. Straddle’s premium comes 

from the difference between the at-the-money straddle’s implied volatility and the subsequent realized 

volatility, though Broadie, Chernov and Johannes (2007) argue that it’s highly unlikely that the 

difference would be driven by diffusive stochastic volatility alone, because stochastic volatility tends 
to impact options with longer maturities. Huang, Schlag, Shaliastovich and Thimme (2019) find that 
delta neutral index and VIX options generate negative returns on average, indicating negative market 
price for volatility and volatility-of-volatility. Furthermore, volatility and volatility-of-volatility predict 
the delta hedged option payoffs. Importantly, they find that the returns are more negative for positions 
that are more exposed to volatility. Their results suggest that the negative returns to volatility and 
volatility-of-volatility strategies are driven by different dynamics and are not at least directly related to 
each other. They also document that risk-neutral volatilities implicit in VIX and VVIX are constantly 
higher than realized volatilities.  
Bakshi and Kapadia (2003) form a portfolio of call option and then delta hedge it dynamically with the 
underlying asset and find that the portfolio returns are negative across most strikes and maturities. At-
the-money options tend to have the most negative returns, which are known to be most sensitive to 
changes in volatility. They replicate the study for delta hedged puts and find similar results. The delta 
hedged portfolios generate even lover returns during periods of higher volatility, indicating that there 
is a negative correlation between realized volatility and returns on the delta hedged option portfolios. 
Importantly, they find that the results are robust to controlling for jump risk, indicating that diffusion 
risk is a separate factor that requires its own premium. Cremers et. al. (2015) document that stocks that 
load positively on vega (diffusion risk) and gamma (jump risk) earn lower returns than stocks with low 
loadings. Importantly, the two risks are separately priced in the cross section and don’t subsume each 

other.  
Cowal and Shumway (2001) motivate using straddles for studying stochastic volatility due to their high 
sensitivity to volatility, while at the same time they are insensitive to market returns. Nonetheless, this 
insensitivity only holds for small diffusive shocks. If the underlying asset experiences a larger jump 
than what the delta hedging can account for, the straddle will earn a positive return due to the options’ 
positive gamma, highlighting how changes in straddle’s value are driven by both vega and gamma risks. 
Therefore, the realized vega and gamma risks can be considered as hedging errors in the context of 
Black & Scholes option pricing framework.  
2.3 BLACK & SCHOLES 
I use the Black & Scholes option pricing model in this thesis to calculate the option sensitivities (or 
greeks), which is the basis for constructing the portfolios that are driven by vega and gamma risks. This 
section briefly addresses the theory and relevant concepts behind the Black & Scholes model and covers 
how a portfolio of options and the underlying asset can be constructed to extract vega premium (delta-
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gamma hedged options portfolio) and gamma premium (delta-vega hedged options portfolio). If the 
reader is not familiar with derivatives mathematics, this section can be slightly tedious. Regardless, I 
believe it is necessary to present the theory on which the portfolio formation and premium extraction is 
based on. 
This section follows the works of Paul Wilmott (2007) in presenting the theory behind the Black & 
Scholes option pricing model. The most widely used asset price model in continuous time limit can be 
written using Wiener process notation as  

𝑑𝑆𝑡 = µ𝑆 𝑑𝑡 +  𝜎𝑆 𝑑𝑋𝑡      (1) 
where S is the asset price, µ is the drift, σ is volatility, t is time and X is Brownian motion. The first part 
is the drift part and the second is the stochastic part. This can be written in integral notation as 

∫ 𝑑𝑆𝑠 = ∫ 𝑆𝑠µ 𝑑𝑠
𝑡

0

+∫ 𝑆𝑠𝜎 𝑑𝑋𝑠

𝑡

0

𝑡

0

     (2) 
The first part can be integrated with ordinary Riemann integral, but the second part involving the 
Brownian motion is smooth nowhere and not differentiable. Hence, the stochastic part requires using 
Ito’s Lemma, which is an identity used in stochastic calculus to find the differential of a time-dependent 
function of a stochastic process. I do not cover the derivation of Ito’s Lemma here, but the intuition is 

the following: Use Taylor expansion for a function f = f (t, St) to the second order and substitute dSt = 
µ(t, St)dt + σ(t, St)dXt, where X is a Brownian motion with a drift of zero and volatility of one. Also 
apply the following: (dt)2 = 0, dtdXt = 0 and (dXt)2 = dt. Ito’s Lemma in general form is  

𝑑𝑓(𝑡, 𝑆𝑡) =  
𝜕𝑓

𝜕𝑡
𝑑𝑡 +

𝜕𝑓

𝜕𝑆
𝑑𝑆𝑡 +

1

2

𝜕2𝑓

𝜕𝑆2
𝑑𝑆𝑡

2     (3) 
When applying Ito’s Lemma in (3) to the asset price process in (1), the equation then becomes 

𝑑𝑓(𝑡, 𝑆𝑡) = (
𝜕𝑓

𝜕𝑡
+ µ𝑆𝑡

𝜕𝑓

𝜕𝑆
+
1

2
𝜎2𝑆𝑡

2
𝜕2𝑓

𝜕𝑆2
)𝑑𝑡 +  𝜎𝑆𝑡

𝜕𝑓

𝜕𝑆
𝑑𝑋𝑡      (4)  

Now, use П to denote the value of a portfolio consisting of one long option V(S, t) and short underlying 
asset S of quantity Δ (delta). Also assume that the underlying follows a lognormal random walk. The 
portfolio value is then 

П = 𝑉(𝑆, 𝑡) −  𝛥𝑆     (5) 
Using Ito’s Lemma from (4), the change in the portfolio’s value is 

𝑑П =  
𝜕𝑉

𝜕𝑡
𝑑𝑡 +

𝜕𝑉

𝜕𝑆
𝑑𝑆 +

1

2
𝜎2𝑆2

𝜕2𝑉

𝜕𝑆2
𝑑𝑡 −  𝛥𝑑𝑆     (6) 
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The dt terms are now deterministic but the dS terms are random and represent risk in the portfolio. 
Theoretically, the risk can be eliminated with delta hedging i.e. choosing the Δ so that the changes in 
the underlying affect the long and short positions approximately as much. Because the randomness 
comes from (𝜕𝑉/𝜕𝑆 − Δ) = dS, the delta is then set at Δ = 𝜕𝑉/𝜕𝑆 to eliminate the risk from dS. The 
change in portfolio value is then only driven by the deterministic dt: 

𝑑П = (
𝜕𝑉

𝜕𝑡
+
1

2
𝜎2𝑆2

𝜕2𝑉

𝜕𝑆2
)𝑑𝑡     (7) 

Now the П should be riskless because there are no random dS variables affecting the portfolio value. 
Consequently, the П should earn risk-free rate i.e.  

𝑑П = 𝑟П 𝑑𝑡     (8) 
This is the basic no-arbitrage argument that results from the Black & Scholes model. If the portfolio 
earned more than the risk-free rate, then the investor could borrow at the risk-free rate (questionable 
assumption) and invest in the delta-hedged portfolio to make arbitrage return. Correspondingly, if the 
portfolio earned less than the risk-free rate, the investor could short the portfolio and invest the 
proceedings at the risk-free rate. In both cases the investor makes arbitrage return that exceeds the risk-
free rate. Substituting (5), Δ = 𝜕𝑉/𝜕𝑆 and (7) into (8) then results in 

(
𝜕𝑉

𝜕𝑡
+
1

2
𝜎2𝑆2

𝜕2𝑉

𝜕𝑆2
)𝑑𝑡 = 𝑟 (𝑉 − 𝑆

𝜕𝑉

𝜕𝑆
)𝑑𝑡     (9) 

Rearranging and dropping the dt terms from both sides in (9) results in the following linear parabolic 
partial differential equation that is known as the Black & Scholes equation 

𝜕𝑉

𝜕𝑡
+
1

2
𝜎2𝑆2

𝜕2𝑉

𝜕𝑆2
+ 𝑟𝑆

𝜕𝑉

𝜕𝑆
− 𝑟𝑉 = 0     (10) 

Note that the drift term µ in (1), (2), and (4) has now dropped from the final derivation in (10). From 
derivatives pricing perspective this means that the drift doesn’t affect the valuation of derivatives 
contracts. Economic intuition is that because the option can be delta hedged with the underlying asset, 
there should be no extra return for taking more risk. This means that if two persons agree on the level 
of asset’s volatility, then they also agree on the price of the derivative contract, although they might 
have completely different view on what the drift of the underlying asset is. The steps that are required 
to go from the Black & Scholes equation in (10) to the call and put pricing formulae are somewhat 
tedious to present, so I skip most of those parts here. Ultimately, it can be shown that any option with a 
payoff that depends on the underlying asset price at the expiry can be written as 
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𝑉(𝑆, 𝑡) =
𝑒−𝑟(𝑇−𝑡)

𝜎√2𝜋(𝑇 − 𝑡)
∫ 𝑒

−

(log(
𝑆
𝑆′
)+(𝑟−

1
2
𝜎2)(𝑇−𝑡))

2

2𝜎2(𝑇−𝑡) 𝑃𝑎𝑦𝑜𝑓𝑓(𝑆′)
𝜕𝑆′

𝑆′

∞

0

     (11) 

For a call option that has payoff (S) = Max (S-E, 0) and marking x’ = log S’, the equation in (11) can 
then be written as  

𝑉(𝑆, 𝑡) =
𝑒−𝑟(𝑇−𝑡)

𝜎√2𝜋(𝑇 − 𝑡)
∫ 𝑒

−

(−x′+ log 𝑆+(𝑟−
1
2
𝜎2)(𝑇−𝑡))

2

2𝜎2(𝑇−𝑡) 𝑒𝑥
′
𝑑𝑥′

∞

log 𝐸

− 𝐸
𝑒−𝑟(𝑇−𝑡)

𝜎√2𝜋(𝑇 − 𝑡)
∫ 𝑒

−

(−x′+ log 𝑆+(𝑟−
1
2
𝜎2)(𝑇−𝑡))

2

2𝜎2(𝑇−𝑡) 𝑑𝑥′
∞

log𝐸

     (12)   

After rearranging, both integrals in (12) can be written as 
∫ 𝑒−

1
2
𝑥′2𝑑𝑥′

∞

𝑑

     (13) 
The expression in (13) is very close to the normal distribution with zero mean and unit standard 
deviation that is commonly expressed as  

𝑁(𝑥) =
1

√2𝜋
∫ 𝑒−

1
2
𝜙2𝑑𝜙

𝑥

−∞

     (14) 
The Black & Scholes option pricing formulae for call and put options can then be written using the 
normal distribution function as 

𝐶𝑎𝑙𝑙 = 𝑆𝑒−𝐷(𝑇−𝑡)𝑁(𝑑1) − 𝐸𝑒−𝑟(𝑇−𝑡)𝑁(𝑑2)     (15)  
𝑃𝑢𝑡 = −𝑆𝑒−𝐷(𝑇−𝑡)𝑁(−𝑑1) + 𝐸𝑒−𝑟(𝑇−𝑡)𝑁(−𝑑2)     (16)  

where 

𝑑1 =
log (

𝑆
𝐸
)+ (𝑟 − 𝐷 +

1
2𝜎

2)(𝑇 − 𝑡)

𝜎√(𝑇 − 𝑡)
     (17) 

𝑑2 = 𝑑1 − 𝜎√(𝑇 − 𝑡)     (18) 
and S is the underlying spot price, E is the option strike price, r is the risk-free rate, D is the dividend 
yield, sigma is volatility of the underlying asset, T is the expiry date and t is the date when the position 
is entered. Deltas for the call and put equations are the first partial derivatives with respect to the 
underlying spot price S 
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𝐶𝑎𝑙𝑙 𝑑𝑒𝑙𝑡𝑎 𝛥 =
𝜕𝐶

𝜕𝑆
= 𝑒−𝐷(𝑇−𝑡)𝑁(𝑑1)     (19) 

𝑃𝑢𝑡 𝑑𝑒𝑙𝑡𝑎 𝛥 =
𝜕𝑃

𝜕𝑆
= 𝑒−𝐷(𝑇−𝑡)𝑁((𝑑1) − 1)     (20) 

The theory up to this point would be sufficient for delta hedging, but in this thesis I also need vega and 
gamma sensitivities to extract the vega and gamma risk premiums from the option prices. Option’s 

gamma Γ is the second partial derivative of the call and put price with respect to the underlying, note 
that they are the same for both call and put 

𝐶𝑎𝑙𝑙 𝑔𝑎𝑚𝑚𝑎 𝛤 =
𝜕2𝐶

𝜕𝑆2
=
𝑒−𝐷(𝑇−𝑡)𝑁′(𝑑1)

𝜎𝑆√𝑆(𝑇 − 𝑡)
     (21) 

𝑃𝑢𝑡 𝑔𝑎𝑚𝑚𝑎 𝛤 =
𝜕2𝑃

𝜕𝑆2
=
𝑒−𝐷(𝑇−𝑡)𝑁′(𝑑1)

𝜎𝑆√𝑆(𝑇 − 𝑡)
     (22) 

Note that there is no gamma in the underlying asset S. In delta hedging the option is hedged with the 
underlying asset S of delta units, but in gamma hedging the hedging is done by taking the opposing 
position in other option. Most of the time shorter maturity options have larger gammas than longer 
maturity options, so for example going long in call option C with maturity T2 can be gamma hedged 
with a short position in replicating call option Crep with maturity T1 < T2. Note, that the replicating 
short option needs to have the same underlying asset and strike price as the hedged long option. 
Although the position is gamma hedged with the replicating option, it is likely that the position is not 
delta neutral. Recall, that I need a position that is delta and gamma neutral to measure the vega risk 
premium and respectively a position that is delta and vega neutral to measure the gamma risk premium. 
If the gamma hedged portfolio is not delta neutral, it can be delta hedged with the underlying asset. 
Recall further, that I use straddles instead of single call or put options to measure the vega and gamma 
premiums. Straddle is a combination of call and put on the same underlying with the same strike price 
and same maturity. I use straddles because they are more sensitive to changes in implied and realized 
volatility (i.e. vega and gamma) than single options. This approach is common among researchers and 
practitioners. Straddle’s delta and gamma can be calculated just by adding the deltas and gammas of 

the call and put that form the straddle. Similar to the example above where gamma of the long call is 
hedged with the short position in the replicating call, a long straddle is now hedged with a replicating 
short straddle. The logic is otherwise the same. If there is delta remaining, it is hedged with the 
underlying asset.  
Now the vega risk premium (delta-gamma hedged portfolio) can be extracted in the following way: 
First short the replicating straddle that hedges the long straddle’s gamma by the amount 
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ⴄ (𝛤) =

(
𝜕2𝐶𝑇2
𝜕𝑆2

+
𝜕2𝑃𝑇2
𝜕𝑆2

)

(
𝜕2𝐶𝑇1

𝑅𝑒𝑝

𝜕𝑆2
+
𝜕2𝑃𝑇1

𝑅𝑒𝑝

𝜕𝑆2
)

    (23) 

Note that this is just adding the gammas from the long straddle’s call and put and dividing by the sum 

of the replicating call and put gammas. Recall, that the straddles are formed at-the-money (ATM), which 
means that strike prices are the same for all options in the portfolio i.e. the call and put in the long 
straddle and the call and put in the replicating short straddle. The only difference is that the call and put 
in the replicating straddle need to have a shorter maturity T1 than the call and put in the long straddle, 
because shorter maturity options usually have higher gammas. This ensures that if the portfolio is one 
unit long in the straddle, then the amount of replicating straddles ⴄ(Γ) to short is usually less than one. 
The equation (23) hedges the gamma and if there is delta remaining in the portfolio i.e. it’s not zero, 

then the amount of the underlying to hold is 

𝛼(𝛤) = (
𝜕𝐶𝑇2
𝜕𝑆

+
𝜕𝑃𝑇2
𝜕𝑆
) −

(

 
 
𝜕2𝐶𝑇2
𝜕𝑆2

+
𝜕2𝑃𝑇2
𝜕𝑆2

𝜕2𝐶𝑇1
𝑅𝑒𝑝

𝜕𝑆2
+
𝜕2𝑃𝑇1

𝑅𝑒𝑝

𝜕𝑆2 )

 
 
(
𝜕𝐶𝑇1

𝑅𝑒𝑝

𝜕𝑆
+
𝜕𝑃𝑇1

𝑅𝑒𝑝

𝜕𝑆
)     (24) 

Substituting the (23) into (24), the equation can be written as 

𝛼(𝛤) = (
𝜕𝐶𝑇2
𝜕𝑆

+
𝜕𝑃𝑇2
𝜕𝑆
) − ⴄ (𝛤) (

𝜕𝐶𝑇1
𝑅𝑒𝑝

𝜕𝑆
+
𝜕𝑃𝑇1

𝑅𝑒𝑝

𝜕𝑆
)     (25) 

This is simply adding the long call and put deltas to get the straddle delta, then deducting the replicating 
straddle’s put and call delta scaled by the unit amount ⴄ(Γ). To recap the delta-gamma hedging: Hold 
1 unit of long ATM straddle with maturity T2, then ⴄ(Γ) units of the replicating ATM straddle in (23) 
with maturity T1 and α(Γ) units of the underlying asset in (25). Re-hedge the portfolio daily. This 
portfolio is delta-gamma hedged and only sensitive to changes in vega. Consequently, this portfolio 
generates returns that are driven by the vega risk.  
To measure the gamma risk, the portfolio needs to be delta-vega hedged, and only sensitive to changes 
in gamma. This hedging is done otherwise similarly as delta-gamma hedging above in (23) and (25), 
but now the replicating straddle needs to be calculated with respect to vega i.e. implied volatility.  Vega 
is calculated by taking partial derivative of the call and put price formulas with respect to sigma σ 

𝐶𝑎𝑙𝑙 𝑣𝑒𝑔𝑎 =
𝜕𝐶

𝜕𝜎
= 𝑆√(𝑇 − 𝑡)𝑒−𝐷(𝑇−𝑡)𝑁′(𝑑1)     (26) 
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𝑃𝑢𝑡 𝑣𝑒𝑔𝑎 =
𝜕𝑃

𝜕𝜎
= 𝑆√(𝑇 − 𝑡)𝑒−𝐷(𝑇−𝑡)𝑁′(𝑑1)     (27) 

The vega formula is the same for calls and puts. Note that there is no vega in the underlying asset S. In 
delta hedging the option is hedged with the underlying asset S of delta units, but in vega hedging the 
hedging is done by taking the opposing position in other option. Most of the time longer maturity 
options have higher vegas than shorter maturity options, so for example going long in call option C with 
maturity T1 can be vega hedged with a short position in replicating call option Crep with maturity T2 > 
T1. Note, that the replicating short option needs to have the same underlying asset and strike price as 
the hedged long option. Although the position is vega hedged with the replicating option, it is likely 
that the position is not delta neutral. Recall, that I need a position that is delta and vega neutral to 
measure the gamma risk premium. If the vega hedged portfolio is not delta neutral, it can be delta 
hedged with the underlying asset. 
Now the gamma risk premium (delta-vega hedged portfolio) can be extracted in the following way: 
First short the replicating straddle that hedges the long straddle’s vega by the amount 

ⴄ (𝜎) =  
(
𝜕𝐶𝑇1
𝜕𝜎 +

𝜕𝑃𝑇1
𝜕𝜎 )

(
𝜕𝐶𝑇2

𝑅𝑒𝑝

𝜕𝜎 +
𝜕𝑃𝑇2

𝑅𝑒𝑝

𝜕𝜎
)

   (28) 

Note that this is just adding the vegas from the long straddle’s call and put and dividing by the sum of 

the replicating call and put vegas. Recall, that the straddles are formed at-the-money (ATM), which 
means that strike prices are the same for all options in the portfolio i.e. the call and put in the long 
straddle and the call and put in the replicating short straddle. The only difference is that the call and put 
in the replicating straddle need to have a longer maturity T2 than the call and put in the long straddle, 
because longer maturity options usually have higher vegas. This ensures that if the portfolio is one unit 
long in the straddle, then the amount of replicating straddles ⴄ(σ) to short is usually less than one. The 
equation (28) hedges the vega and if there is delta remaining in the portfolio i.e. it’s not zero, then the 

amount of the underlying to hold is 

𝛼(𝜎) = (
𝜕𝐶𝑇1
𝜕𝑆

+
𝜕𝑃𝑇1
𝜕𝑆
) −

(

 
 
𝜕𝐶𝑇1
𝜕𝜎 +

𝜕𝑃𝑇1
𝜕𝜎

𝜕𝐶𝑇2
𝑅𝑒𝑝

𝜕𝜎 +
𝜕𝑃𝑇2

𝑅𝑒𝑝

𝜕𝜎 )

 
 
(
𝜕𝐶𝑇2

𝑅𝑒𝑝

𝜕𝑆
+
𝜕𝑃𝑇2

𝑅𝑒𝑝

𝜕𝑆
)     (29) 

Substituting the (28) into (29), the equation can be written as 

𝛼(𝜎) = (
𝜕𝐶𝑇1
𝜕𝑆

+
𝜕𝑃𝑇1
𝜕𝑆
) − ⴄ (𝜎)(

𝜕𝐶𝑇2
𝑅𝑒𝑝

𝜕𝑆
+
𝜕𝑃𝑇2

𝑅𝑒𝑝

𝜕𝑆
)     (30) 
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This is simply adding the long call and put deltas to get the straddle delta, then deducting the replicating 
straddle’s put and call delta scaled by the unit amount ⴄ(σ). To recap the delta-vega hedging: Hold 1 
unit of long ATM straddle with maturity T1, then ⴄ(σ) units of the replicating ATM straddle in (28) 
with maturity T2 and α(σ) units of the underlying asset in (30). Re-hedge the portfolio daily. This 
portfolio is delta-vega hedged and only sensitive to changes in gamma. Consequently, this portfolio 
generates returns that are driven by the gamma risk.  
There are some assumptions in the Black & Scholes model, which I briefly mention next.  
The underlying follows a lognormal random walk: This is not absolutely required, but the random term 
in stochastic differential equation for S needs to be proportional to S. The sigma σ doesn’t need to be 

constant, but it needs to only depend on time t. Theoretically, the sigma can also depend on the asset 
price, but in many cases the solutions then become very complex to solve, or they don’t have solutions 

at all. The drift term µS must be chosen as such that the underlying asset price is not restricted to lie 
within some predefined boundaries, and it must be able to fluctuate between zero and infinity.  
The risk-free rate is a known function of time: In reality, the risk-free rate is stochastic and not known 
in advance. In practice though, interest rates are usually considered as time dependent and known 
beforehand. From the model’s perspective assuming a constant risk-free rate would be even easier. It is 
also noteworthy that borrowing and lending rates are usually considered to be the same within the 
models, which rarely is the case.  
Continuous hedging: Although the differential equations above assume that hedging is done 
continuously, this is obviously not technically possible in practice, and it wouldn’t even be reasonable 

due to the transaction costs. Hence the hedging is always done in discrete time, but whether that’s X 
times a day or more scarcely depends on how expensive it is. It is also noteworthy that bid-offer spreads 
of the underlying asset across different markets and asset classes can vary considerably, further affecting 
the hedging frequency. 
No arbitrage opportunities: According to Wilmott (2007) there are arbitrage opportunities in the market 
and some people are paid quite handsomely to find them. It is important to draw a distinction between 
model-dependent and model-independent arbitrage. The model-independent means that the calculations 
do not rely on any specific model’s assumptions. It assumes that the model is calibrated to market prices 
of liquidly traded assets. By contrast, the model-dependent arbitrage can result in a situation where two 
identical cash flows have different values due to the different model specifications, which obviously 
sounds questionable. Furthermore, the model-dependent arbitrage relies on having the correct model in 
the first place, which is a highly unlikely scenario. The research on arbitrage is not quite as binary 
though, and there are definitions of weaker arbitrage where certain assumptions are relaxed, and they 
are positioned somewhere between model-independent and model-dependent approaches.  
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2.4 OPTION IMPLICIT RISK NEUTRAL DENSITIES 
This section briefly covers the concept of risk neutral densities (RND). Although I don’t directly study 
the RNDs in this thesis, they are inherently linked to option pricing and hence deserve a brief 
description. 
Options contain information about investors’ expectations about the underlying asset’s future variation. 

This information is not directly observable but rather implicit and it is possible to extract it assuming 
that option prices are quoted for sufficient number of strikes. The name ‘risk-neutral densities’ refers to 

physical (or ‘true’) probabilities investors have about the underlying assets return distribution, which 

are then merged with investors risk-preferences and the resulting densities become ‘risk-neutral’. Other 
way to look at it is to recall that Black & Scholes option pricing formula is based on the arbitrage 
between the option and its underlying asset, where all risk has been hedged away. The model and any 
parameters implied from it must then be independent of investors risk preferences (Figlewski, 2018). 
Theoretical option pricing models tend to omit variables that in real life are barriers to arbitrage, such 
as changes in volatility, hedging transaction costs or margin requirements. It is these barriers that 
according to Figlewski (2018) allow the often-documented mispricing to exist in the context of the 
given option pricing model. Figlewski (2018) continues that the barriers to arbitrage allow the extracted 
RNDs to reveal information about the true probabilities and correspondingly risks that can’t be hedged 

away which require a premium and then result in the risk-neutral probabilities.  
The reason that the physical probabilities and risk-neutral densities deviate from each other is due to 
the commonly documented investors’ risk aversion. The mechanism that relates the RNDs to the 
physical probabilities is usually referred to as ‘pricing kernel’ in the literature. The research on the 

pricing kernel is usually concerned with modelling the representative agent’s utility function and trying 
to fit the observed RNDs to the physical probabilities via the utility function. A commonly observed 
pricing kernel puzzle refers to the increasing risk-aversion as a function of wealth in the middle part of 
the curve, contrary to general utility theory (Ait-Sahalia & Lo, 2000; Jackwerth 2000; Rosenberg & 
Engle, 2002). A standard economic theory would suggest that the pricing kernel should be 
monotonically decreasing in wealth.  
Because the RNDs implicitly contain investors embedded risk premiums, it is convenient to use the 
RNDs in studying how investors perception of ex-ante risks change over time and how different realized 
shocks affect these perceptions. In similar vein, Feldman (2015) suggests that understanding the RNDs 
is more important than the physical probabilities when trying to understand investors behaviour. The 
shape of the density is what provides the information about the perceived ex-ante risks.  
 

https://www.tandfonline.com/doi/full/10.1080/23322039.2019.1684609
https://www.tandfonline.com/doi/full/10.1080/23322039.2019.1684609
https://www.tandfonline.com/doi/full/10.1080/23322039.2019.1684609
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2.5 GARCH MODELS 
This section briefly covers the basic idea behind the generalized autoregressive conditional 
heteroscedasticity (GARCH) models. The role of GARCH in my thesis is related to the third research 
question, in which I first model the volatility of the underlying S&P 500 returns and then study the 
dynamic between the volatility estimates and the volatility premiums. 
Time series modelling of volatility has received much attention in econometric research after Engle’s 

influential paper (1982) introducing autoregressive conditional heteroscedasticity (ARCH) model. It 
was instrumental in capturing two stylized facts that are prevalent in return series: Volatility clustering 
and heteroscedasticity. The return series of stocks are generally considered to be unpredictable, by 
contrast however, the volatility of the series is highly predictable (Andersen et. al. 2001). Small and 
large shocks tend to be ‘clustered’ i.e. small shocks follow small shocks and similarly large shocks 
follow large shocks. The implication is that a shock’s magnitude can affect the volatility process several 
periods in the future. Variance of the error term is hence increasing in lagged errors magnitude. In 
ARCH the error terms are also squared, which means that sign of the shock doesn’t have an impact on 

the process. Large shocks are clustered regardless of the sign and similarly small shocks are clustered 
whether positive or negative. ARCH model’s big impact was to capture the non-constant conditional 
volatility of the return series. Bollerslev (1986) generalized the ARCH model to GARCH, which implies 
that unconditional variance is finite, but conditional variance fluctuates over time and is driven by 
squared lagged error terms and lagged variance terms. A high value for the lagged error coefficient 
indicates that the conditional variance is sensitive to market movements, whereas a high value for the 
lagged variance indicates that the previous shock affects the conditional variance significantly and 
causes the volatility to persist. The GARCH process is defined by GARCH(p,q), where p refers to a 
number of lagged variance terms and q refers to a number of squared error terms. If p and q are set to 
zero, the process reduces to white noise process. GARCH still can’t account for leverage effects though 

and treats positive and negative shocks equally, but this has been fixed in subsequent specifications 
such as EGARCH that recognizes the asymmetric effects.  
It is now commonly recognized that volatilities of different assets covary together over time (Bauwens, 
Laurent, and Rombouts 2006). Using a regime-switching model which allows the shock sensitivities to 
be time-varying, Baele (2005) shows that the magnitude of volatility spillovers changes over time in 13 
European equity markets. Such studies need a model that can account for the relations between 
volatilities and co-volatilities of different return series. Multivariate GARCH models, or MGARCH 
models, have been developed to capture these dynamic effects between return series. It can answer to 
questions such as does high volatility in asset x lead to increased volatility in other assets, does the 
transmission happen through conditional variance or conditional co-variance, is the shocks’ 
transmission magnitude time-varying from asset x to other assets or are there leverage effects in 
volatility spillovers. A concept that is also closely related is the possibly time-varying correlation 
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between return series. A basic portfolio management recommends choosing assets that have negative 
correlations between each other, but are these correlations time-varying, and especially are they similar 
during financial crises. Another application is dynamic and time-varying hedge ratios. The constant 
hedge ratio of spot returns on futures returns can be estimated as the OLS slope. By contrast, MGARCH 
allows to dynamically calculate the conditional covariance-variance ratio, which then gives time-
varying hedge ratio estimates. MGARCH can also be used to study the time-varying risk premiums. In 
traditional asset pricing models such as CAPM the beta coefficient is the slope of the OLS and it is 
assumed to be constant. By contrast, MGARCH can be used to study the time-varying dynamics of the 
covariance-variance ratio and then estimate the conditional beta coefficients. Similarly in value-at-risk 
estimates, Bauwens et al. (2006, p.2) suggest that by fitting the MGARCH there is no need to re-
calculate the weight vectors of different assets if they change and “the multivariate distribution of the 

returns can be used to directly compute the implied distribution of any portfolio.”  
GARCH models allow researcher to extract separate time series for the estimated realized volatility (or 
shocks) and conditional volatility. This can be highly useful in situations where the two time series are 
studied as such or in relation to some other variables. This is exactly what I do later in the third research 
question when I first model S&P 500 return volatility with TGARCH to extract the separate realized 
and conditional volatility estimates and then study their dynamic with the volatility premiums. 
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3. DATA 
For modelling purposes and hypothesis testing, I need six different daily time series: Gamma premium, 
vega premium, S&P 500 returns, ΔVIX, realized volatility estimate and conditional volatility estimate. 
Gamma and vega premiums are not observed as such or available in any database, so they need to be 
separately extracted from S&P 500 index options data. By contrast, S&P 500 returns and ΔVIX are 
easily obtained. I first retrieve daily closing prices of the S&P 500 index and daily closing prices of the 
VIX index. I then take the daily first differences (returns) of the both series and log-transform the return 
series. Realized and conditional volatility estimates are obtained by using the S&P 500 returns as inputs 
in GARCH model. Best GARCH fit is chosen based on log-likelihood maximization. All preliminary 
data is retrieved from Datastream and the sample data extends from 1.1.2014 to 10.1.2022 using daily 
observations for each time series. Data for the vega and gamma premiums is more complicated and 
described below. See section 2.3 for theory-based explanation for the premium extraction methodology.  
The options data for extracting the implied vega and gamma premiums consists of 78 call and 78 put 
time series, totalling 156 time series of S&P 500 index options for the period between 1.1.2014 and 
10.1.2022 using daily data. Beginning in 1.1.2014, I retrieve daily closing prices of at-the-money calls 
and puts of the S&P 500 index options that expire in the next month (T1) and the following month (T2). 
For the next ~30 days i.e. time period 1.1.2014 – 31.1.2014 I set up the separate delta-vega hedged and 
delta-gamma hedged straddle portfolios according to Black & Scholes sensitivities covered in section 
2.3. The ATM strike price is based on the underlying price on 1.1.2014 and that same strike price series 
is used for the first month 1.1.2014 - 31.1.2014. I re-hedge the portfolios daily to maintain the delta-
gamma neutrality and delta-vega neutrality. When one month has passed from the original starting point 
i.e. when it’s 1.2.2014, I once again retrieve the daily closing prices of ATM calls and puts that expire 
in the subsequent month (T3) and the month after that (T4). The ATM strike price for the new 30-day 
period is now based on the underlying price on 1.2.2014 i.e. the first day of the new 30-day period. The 
position with the chosen expiries again runs around 30 days with daily re-hedging to maintain delta-
gamma neutrality and delta-vega neutrality. There are some months during the 8-year period where its 
more convenient to use slightly shorter or longer positions (e.g. 20 or 50 days) due to the expiry dates. 
The average position length is 37 days. Below is a small recap from the section 2.3 on how extract the 
implied premiums from the data. Both portfolios consist of three main parts: A long straddle, short 
straddles (different maturity to offset vega or gamma) and the underlying asset (to offset delta). 
To recap the delta-gamma hedging: Hold 1 unit of long ATM straddle with maturity T2, then short ⴄ(Γ) 

units of the replicating ATM straddle in equation (23) with maturity T1 and α(Γ) units of the underlying 

asset in equation (25). Re-hedge the portfolio daily. This portfolio is delta-gamma hedged and only 
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sensitive to changes in vega. Consequently, this portfolio generates returns that are driven by the vega 
risk. 
To recap the delta-vega hedging: Hold 1 unit of long ATM straddle with maturity T1, then short ⴄ(σ) 

units of the replicating ATM straddle in equation (28) with maturity T2 and α(σ) units of the underlying 

asset in equation (30). Re-hedge the portfolio daily. This portfolio is delta-vega hedged and only 
sensitive to changes in gamma. Consequently, this portfolio generates returns that are driven by the 
gamma risk. 
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4. EMPIRICAL FINDINGS  
4.1 NEGATIVE VOLATILITY PREMIUMS 
This section addresses the first research question i.e. are the volatility premiums negative and how their 
return series behave. This would confirm whether investors are on average willing to pay to hedge 
against volatility risks. Recall that gamma premium approximates realized volatility risk premium and 
vega premium approximates conditional volatility risk premium. Table 1 presents the return series 
statistics. In addition to the premiums, the table also includes statistics for the underlying asset S&P 
500 index returns and ΔVIX, which is return series on the S&P 500 implied volatility index VIX. The 
first major observation is that both vega and gamma premiums are negative. The annualized premiums 
are -5.3% for gamma and -12% for vega. The cumulative premiums throughout the sample data period 
are -43% for gamma and -96% for vega. Because the premiums are insensitive to market movements 
i.e. delta neutral and also insensitive to the other risk premium i.e. gamma premium is delta-vega neutral 
and vega premium is delta-gamma neutral, the negative premiums indicate how much markets are 
willing to pay on average to avoid these risks. The negative premiums are consistent with finance and 
macroeconomic theory, indicating that investors are ready to pay higher prices for options 
(overestimated implied volatilities) because they are risk-averse and want to avoid volatile market states 
with hedging. Note that there is variation in the premiums, the annualized standard deviations are 0.1179 
for vega and 0.1357 for gamma. Because the premiums vary, it means that, by definition, the pricing of 
realized and conditional volatility risks also vary. This would indicate that there are time periods where 
investors consider the marginal utility to hedge against realized or implied volatility risks to be higher 
than other periods. As an example, during market crashes the realized and implied volatilities spike 
very fast, but when the realized volatility eventually decreases, the implied volatilities tend to stay 
elevated much longer. One explanation could be that the risk-averse investors perceive the risks that 
caused the crash to still be present and hence overestimate the future uncertainty risks and then overpay 
the options with higher implied volatilities. It is notable that the underlying S&P 500 index returns have 
higher standard deviation (0.1736) than the volatility premiums. This would indicate that while the 
premiums on realized and conditional volatility risks vary in S&P 500 index-options, they don’t vary 

as much as the S&P 500 equity premium itself. Moreover, ΔVIX has significantly higher standard 
deviation (1.3184) than the volatility premiums or the underlying index returns. This is not surprising 
given that VIX-index is constructed from options implied volatilities and therefore incorporates mainly 
future volatility estimates, instead of volatility premiums, although Martin (2013) does show that VIX 
is a biased measure of volatility to some degree in the presence of jumps. Regardless, it seems that there 
is less variation in the volatility premiums than in implied volatility changes (ΔVIX). 
The negative premiums are consistent with prior research, though some studies find the magnitude of 
the premiums to be different. For example, Cremers et. al. (2015) find the annualized gamma premium 
to be -42%, which is much larger (in absolute terms) than the -5.3% that I report in Table 1. By contrast, 
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Cremers (2015) report vega premium that is very close to the -12% that I report. There are a couple of 
possible explanations for the large difference in gamma premium. The most obvious source of 
difference can be the different period for the data set. Macroeconomic situations fluctuate and the 
pricing of volatility risks can change over different time periods. The second possible explanation are 
the margin requirements at which the option returns are scaled. This is especially relevant for option 
portfolios that comprise both long and short straddles, which can have different collateral requirements 
based on brokerage firms. The third possible source of difference can be the option maturities used. It 
is possible to set up an ATM straddle for the next 30 days with options that expire in the next month, 
but the same position can be replicated with options that mature in two months instead. The difference 
is that deltas, vegas and gammas are different for the different option maturities and are likely to affect 
the 30-day returns and risks based on which option maturity is used.  
Sharpe value in absolute terms is higher for vega (-0.88) than for the underlying S&P 500 index (0.67) 
but slightly lower for gamma (-0.45). Recall that because Sharpe ratio depends on the mean, it is also 
affected by the same three sources of difference as the mean above when comparing to prior studies. 
Cremers et. al. (2015) report Sharpe ratios of -0.55 for vega premium and -0.93 for gamma premium.  
Figure 1 presents daily return histograms and cumulative return graphs on the four components. The 
difference between vega and gamma premiums cumulative trajectory throughout the sample period is 
very notable. Gamma premium’s cumulative return first swayed between -10% and 10% during the 
years 2014-2019, but then crashed significantly in the beginning of 2020, and then kept decreasing 
throughout the 2020-2021, eventually ending at -42%. By contrast, vega premium’s cumulative return 
slowly but surely decreased throughout the whole sample period, eventually ending at -96%.  
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Table 1 
Summary Statistics for Vega and Gamma Premiums 

This table presents summary statistics (Panel A) and pairwise correlations (Panel B) for the vega and gamma premiums, S&P 500 returns and first differences in VIX. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. Gamma premium is the return on delta-vega hedged but gamma sensitive index options portfolio and vega premium is the return on delta-gamma hedged but vega sensitive index options portfolio. Section 2.3 covers how to construct the portfolios and extract the premiums. S&P 500 is return the underlying asset in the index options and ΔVIX is the first difference in the S&P 500 implied volatility index VIX. All return series are log-transformed. 

 
 
 
 
 
  

Panel A. Descriptive Statistics  
   Gamma premium Vega premium S&P 500 ΔVIX  

   
Mean -0.0002 -0.0005 0.0005 0.0002  
Mean, annualized -0.0533 -0.1199 0.1156 0.0432  
SD 0.0074 0.0085 0.0109 0.0831  
SD, annualized 0.1179 0.1357 0.1736 1.3184  
Sharpe ratio -0.4522 -0.8838 0.6662 0.0328  
Median -0.0005 -0.0005 0.0007 -0.0071  
Maximum 0.0826 0.1380 0.0897 0.7682  
Minimum -0.1582 -0.1224 -0.1277 -0.2998  
Skewness -4.8159 -0.1530 -1.0367 1.2753  
Kurtosis 133.48 77.15 21.64 6.90  
           
      Jarque-Bera 1507482.99 500981.52 39790.48 4557.91  
p-value < 0.01 < 0.01 < 0.01 < 0.01  
Ljung-Box Q (40) 300.97 157.60 476.32 46.92  
p-value < 0.01 < 0.01 < 0.01 < 0.01  
McLeod-Li QS (40)        
p-value < 0.01 < 0.01 < 0.01 < 0.01  
Dickey-Fuller (12) -12.66 -15.88 -12.59 -14.58  
p-value < 0.01 < 0.01 < 0.01 < 0.01  
ARCH (20) 385.05 586.54 877.11 86.59  
p-value < 0.01 < 0.01 < 0.01 < 0.01  
           

 
While the vega and gamma premiums are negative, they are also negatively skewed and highly 
leptokurtic. The return distributions have fatter tails and proportionally more observations on the left 
than what normal distribution would indicate. The excess kurtosis and negative skew of the premiums 
are also evident with the Jarque-Bera test, which follows Chi-Square distribution and is a goodness-of-
fit test that measures if the sample data has kurtosis or skewness that matches the normal distribution. 
The test values and p-values in Table 1 reject the null hypothesis of normal distribution for both 
premiums. The Ljung-Box test is applied to test if there is autocorrelation in the time series. The null 
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hypothesis is that the data observations are independently distributed. Test values and p-values for both 
premiums reject the null hypothesis, indicating that both vega and gamma premiums exhibit 
autocorrelation. The McLeod-Li test is otherwise like the Ljung-Box test, but it uses squared returns 
instead. The null hypothesis is that the squared returns are independently distributed, which is rejected 
for both premiums. Most of the financial return series are stationary and this is also confirmed for the 
premiums by Dickey-Fuller test that rejects the null hypothesis of a unit root and non-stationarity. The 
ARCH tests the null hypothesis that a time series exhibits conditional homoscedasticity, which is 
rejected for both premiums, confirming that the time series exhibit conditional heteroscedasticity.  
These tests confirm that vega and gamma premiums exhibit the same stylized facts that are commonly 
observed in stock returns. I perform the same distributional tests on the underlying asset S&P 500 index 
returns and ΔVIX. Stock returns are known to exhibit these stylized facts, which is further confirmed 
in the Table 1 column for S&P 500 distributional tests. ΔVIX on the other hand can be used as a proxy 
for changes in volatility risk, though it is not perfect estimate. Recall that the VIX index is constructed 
from implied volatilities on S&P 500 index options. As mentioned earlier, and indicated by the negative 
vega and gamma premiums, options tend to be ‘overpriced’ in the sense that the implied volatilities are 
most of the time higher than the realized volatilities (investors are risk-averse on average). Therefore, 
this implies that VIX not only contains the expectations on volatility, but also the volatility risk 
premium. Regardless, time series of the ΔVIX seems to exhibit the same distributional stylized facts 

that also apply to vega and gamma premiums and the underlying S&P 500 index returns.  
Pairwise correlations in Panel B indicate how the premiums’ daily observations are uncorrelated. S&P 

500 returns also has low correlation with the premiums, while ΔVIX has slightly higher correlation with 

the premiums, possibly reflecting how ΔVIX not only embeds information on volatility expectations, 
but also volatility premium expectations. The higher correlation between ΔVIX and vega premium 
(0.43) than ΔVIX and gamma premium (0.22) is intuitive, considering that vega premium approximates 
risk premium on conditional/implied volatility risks, which VIX-index estimates, whereas gamma 
premium approximates the risk premium on realized volatility or jump risks.  

Panel B. Pairwise Correlations   
  Gamma premium Vega premium S&P 500 ΔVIX  
   

Gamma premium 1.0000        
Vega premium -0.0267 1.0000      
S&P 500 0.1178 -0.1900 1.0000    
ΔVIX 0.2243 0.4267 -0.7350 1.0000  
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Figure 1 
Return Histograms and Cumulative Graphs 

This figure presents histograms and cumulative returns for vega premium, gamma premium, S&P 500 returns and ΔVIX. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. Gamma premium is the return on delta-vega hedged but gamma sensitive index options portfolio and vega premium is the return on delta-gamma hedged but vega sensitive index options portfolio. Section 2.3 covers how to construct the portfolios and extract the premiums. S&P 500 is the underlying asset in the 
index options and ΔVIX is the first difference in the S&P 500 implied volatility index VIX. All return series are log-transformed. 
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4.2 RECIPROCAL PREMIUM DYNAMIC 
This section addresses the second research question. I explore the time series relations between the four 
components, focusing on the reciprocal dynamic between the volatility premiums. Because the 
underlying risks i.e. realized and conditional volatilities largely covary and are jointly estimated in most 
volatility models (e.g. GARCH), it would be intuitive that the pricing of these risks, that is the 
premiums, follows similar dynamic at least to some extent. Vector autoregression is useful for this 
purpose and structural analysis in general, as it can investigate the response to shocks in several 
variables’ lagged values. It can capture how a variable responds to its own lagged values, but also how 
it responds to other variables’ lagged values. The findings in prior section 4.1 confirm that all four 
components’ time series exhibit autocorrelation, but it is possible that the variables are not only affected 
by their own lagged values, but also the lagged or contemporaneous values of other variables. This is 
also supported by economic intuition. Furthermore, if the premiums are driven by the underlying asset 
S&P 500 index returns or ΔVIX, this is captured in the vector autoregression estimates. Before running 
the vector autoregression model and its applications, I perform lag selection and diagnostic tests. 

Figure 2 Structural Stability of VAR(13) Model 
This figure presents tests of structural stability of each component in the VAR(13) model. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. Gamma premium is the return on delta-vega hedged but gamma sensitive index options portfolio and vega premium is the return on delta-gamma hedged but vega sensitive index options portfolio. Section 2.3 covers how to construct the portfolios and extract the premiums. S&P 500 are returns on the underlying asset in the index options and ΔVIX is the first difference in the S&P 500 implied volatility index VIX. All return series are log-transformed. The red lines indicate threshold for rejecting the null hypothesis of no structural breaks. The test measures the cumulative sum of residuals for each time series after fitting the VAR(13). 
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I first conduct the diagnostic tests for the lag selection with AIC (13), HQ(9), SC(6) and FPE(13) 
methods. Of the four possible values I choose 13 lags because it is recommended by both AIC and FPE 
I also test for the presence of structural breaks in Figure 2. It basically tests if there is such a large 
variation in some point of the data that it could potentially distort all the model estimates. In Figure 2 
the red lines indicate the threshold for structural breaks. There is one point in the gamma premium’s 

time series where the threshold is slightly breached. This would be around the 2020 March when the 
global sell-off in financial assets was driven by the COVID-19. Because the breach is barely above the 
threshold and it instantly reverts below the line, I don’t consider this a major violation. 
I now proceed to estimating the vector autoregression model and its applications. The actual coefficients 
of the vector autoregression are seldom interpreted as such, but rather the applications of the model. In 
this section, I do the two major application tests, which are the Granger causality tests and impulse 
response functions. A variable is said to ‘Granger cause’ other variables if it improves the forecasting 

accuracy of other variables and reduces the forecasting error of the model. If the lagged values of 
variable X are statistically significant in predicting another variable Y, then the Granger causality exists. 
The lagged values of X would therefore improve the forecast accuracy of Y. I first test the Granger 
causality in multivariate setting with all four components i.e. does a given variable Granger cause all 
the variables simultaneously in the VAR model. If there are variables that don’t Granger cause other 
variables in the multivariate model, I then move to bivariate tests to see if there are variable-to-variable 
effects that the multivariate model cannot capture. A four-component multivariate VAR(13) model can 
be written as 

𝑥𝑡 = 𝑐1 +∑𝛼1,𝑖𝑥𝑡−𝑖 +

13

𝑖=1

∑𝛽1,𝑖𝑦𝑡−𝑖 +

13

𝑖=1

∑𝛿1,𝑖𝑧𝑡−𝑖∑𝜃1,𝑖𝑤𝑡−𝑖 +

13

𝑖=1

𝜀𝑥,𝑡

13

𝑖=1

  

𝑦𝑡 = 𝑐2 +∑𝛼2,𝑖𝑥𝑡−𝑖 +

13

𝑖=1

∑𝛽2,𝑖𝑦𝑡−𝑖 +

13

𝑖=1

∑𝛿2,𝑖𝑧𝑡−𝑖∑𝜃2,𝑖𝑤𝑡−𝑖 +

13

𝑖=1

𝜀𝑦,𝑡

13

𝑖=1

  

𝑧𝑡 = 𝑐3 +∑𝛼3,𝑖𝑥𝑡−𝑖 +

13

𝑖=1

∑𝛽3,𝑖𝑦𝑡−𝑖 +

13

𝑖=1

∑𝛿3,𝑖𝑧𝑡−𝑖∑𝜃3,𝑖𝑤𝑡−𝑖 +

13

𝑖=1

𝜀𝑧,𝑡

13

𝑖=1

  

𝑤𝑡 = 𝑐4 +∑𝛼4,𝑖𝑥𝑡−𝑖 +

13

𝑖=1

∑𝛽4,𝑖𝑦𝑡−𝑖 +

13

𝑖=1

∑𝛿4,𝑖𝑧𝑡−𝑖∑𝜃4,𝑖𝑤𝑡−𝑖 +

13

𝑖=1

𝜀𝑤,𝑡

13

𝑖=1

  
Granger causality test is then performed by running a joint F test for all the time series coefficients 
separately with a null hypothesis that the coefficients are zero. For example, testing if x Granger causes 
y, z or w the null hypothesis is that the coefficients α2,i or α3,i or α4,i are zero for all i={1,2,3…13}. If 
adding the lagged values of x in a forecast of y, z or w reduce the forecasting error, then the null 
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hypothesis is rejected. Table 2 reports the Granger causality tests. All four test values confirm that each 
time series’ lagged values affect the other time series by reducing their forecast error compared to 
restricted models.  
 

Table 2 Granger Causality Tests  This table presents Granger causality tests for the VAR(13) model. Variables are vega premium, gamma premium, S&P 500 returns and ΔVIX. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. Gamma premium is the return on delta-vega hedged but gamma sensitive index options portfolio and vega premium is the return on delta-gamma hedged but vega sensitive index options portfolio. Section 2.3 covers how to construct the portfolios and extract the premiums. S&P 500 is the underlying asset in the index options and ΔVIX is the first difference in the S&P 500 implied volatility index VIX. All return series are log-transformed. The lag selection of 13 is recommended by AIC and FPE. The test values are joint F-tests for a null hypothesis that a given variable's lagged values do not reduce the forecast errors of the other variables. P-values are in the parenthesis.    

 
 
 
 
 
 
      Vega premium Gamma premium Vega premium Vega premium  

     S&P 500 S&P 500 Gamma premium Gamma premium  
    ΔVIX ΔVIX ΔVIX S&P 500  
             
Gamma premium 8.6554  (2.2e-16)      
             
Vega  premium   5.7588  (2.2e-16)    
             
S&P 500       6.4343  (2.2e-16)  
             
ΔVIX         2.6213  (1.63e-17)  
             

 
This indicates that there are statistically significant effects between each of the four components, 
suggesting that there is an underlying pricing mechanism that affects vega and gamma risks jointly. The 
lagged values of both components affect each other at least to some degree. If one fluctuates, the other 
is likely to do so as well. This is also evident in the ΔVIX F-test, which confirms that it improves the 
forecast accuracy of every other variable. As mentioned earlier, VIX and ΔVIX are not perfect measures 
of expected volatility because it embeds expectations on volatility but also volatility risk premium. On 
the other hand, it is rather logical that ΔVIX, vega premium and gamma premium would Granger cause 
each other. While the premiums embed volatility risks, ΔVIX embeds same underlying risk factors that 

also drive the vega and gamma premiums. This implies similar findings as Du and Kapadia (2011) and 
Martin (2013) who suggest that VIX is a biased measure of volatility in the presence of jumps. Because 



32 
 

VIX tends to overestimate volatility risks (implied volatilities are usually higher than subsequent 
realized volatilities), Du and Kapadia’s (2011) and Martin’s (2013) suggestion together with the 
Granger causality tests in Table 2 would indicate that VIX and ΔVIX not only reflect the expectations 

on volatility, but also premiums on realized and conditional volatility risks. Table 2 confirms that there 
is Granger causality effects also between the underlying S&P 500 returns and the other three 
components. When returns of the S&P 500 fluctuate, this ultimately affects the premiums via fluctuating 
option prices. Intuitively, when returns (or variation in returns) are either high or low, it should 
potentially affect how markets perceive volatility related risks. It should be stressed though, that the 
true causalities in financial data are often challenging (if not impossible) to discover. Hence, the results 
here do not depict pure causality, but rather the decreased forecast error. 
I then estimate impulse response functions for the VAR(13) model. Figure 3 presents the impulse 
response functions for the four components. Note that the computed coefficients graphs are cumulative 
and the red lines indicate 5% statistical significance. The most important shock transmissions are in the 
top-right corner of Panel A and Panel B, which present the shocks between vega and gamma premiums. 
The responses show that gamma premium shocks increase vega premium. By contrast, shocks to vega 
premium lead to a decrease in gamma premium. Both responses are statistically significant. This 
impulse-response dynamic is somewhat similar to how the underlying risks i.e. realized and conditional 
volatilities are jointly estimated in GARCH models, in which conditional volatility estimate increases 
as a response to realized volatility shock. In similar vein, after periods of higher volatility, options’ 

implied volatilities generally tend to stay elevated for much longer than the actual realized volatilities. 
This impulse-response dynamic between the volatility premiums would suggest that there is an 
underlying pricing mechanism according to which vega and gamma risks are priced jointly at least to 
some degree and follow similar dynamic to how realized and conditional volatility are jointly estimated 
in most volatility models.  
I don’t comment on shocks from vega and gamma to S&P500 returns and ΔVIX because the 
endogenous effects in that direction are harder to justify here. Vega premium’s own autocorrelated 

shocks first start high but decrease over time, though remaining statistically significant. Gamma 
premium’s own autocorrelated shocks stay positive and statistically significant. Shocks from S&P 500 
returns to gamma premium are first negative and statistically significant, but overtime the effect 
approaches zero and becomes insignificant. Shocks from S&P 500 returns to vega premium are positive 
and significant in the first few days, then approach zero, but later again become positive and significant. 
By contrast, vega premium’s response to shocks from ΔVIX are not statistically significant. Gamma 
premium’s response to ΔVIX shock is positive and statistically significant.  
The statistically significant impulse-response dynamic and Granger causality effects between the 
volatility premiums indicate that pricing of vega and gamma risks are inherently linked to each other at 
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least to some extent. If the underlying risks (realized and conditional volatility estimates) covary 
according to a certain pattern, it is intuitive that the premiums on those risks exhibit similar dynamic. 
 
 

Figure 3 VAR(13) Impulse Response Functions   This figure presents impulse response functions for the four-component multivariate VAR(13) model of gamma premium, vega premium, S&P 500 returns and ΔVIX. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. Gamma premium is the return on delta-vega hedged but gamma sensitive index options portfolio and vega premium is the return on delta-gamma hedged but vega sensitive index options portfolio. Section 2.3 covers how to construct the portfolios and extract the premiums. S&P 500 is the underlying asset in the index options and ΔVIX is the first difference in the S&P 500 implied volatility index VIX. All return series are log-transformed. The lag selection of 13 is recommended by AIC and FPE. The computed impulse response coefficients are cumulative. Panel A. presents gamma premium's shocks, Panel B. presents vega premium's shocks, Panel C. presents S&P 500 return shocks and Panel D. presents ΔVIX shocks.  

 
 
 
 

 
Panel A. Gamma Premium Shocks  
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Panel B. Vega Premium Shocks 
 

 

Panel C. S&P 500 Return Shocks 
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Panel D. ΔVIX Shocks 
 

 
 

 
 
4.3 VOLATILITY ESTIMATES AND VOLATILITY PREMIUMS 
This section addresses the third research question i.e. how shocks to volatility estimates affect the 
volatility premiums. Intuition would dictate that higher underlying risks would affect the pricing of 
these risks and therefore reflect in the premiums. While I have so far measured the premiums for 
realized volatility risks (gamma) and conditional volatility risks (vega), I have not actually modelled 
the volatility of the underlying asset returns, which in this case is S&P 500 index. The method is to first 
use GARCH for volatility modelling, as it can separate realized and conditional volatility estimates for 
given return series. I then run linear OLS regressions separately for the volatility premiums, where 
gamma (vega) premium is regressed on lagged value of the gamma (vega) premium and 
contemporaneous value of vega (gamma) premium, conditional volatility estimate, realized volatility 
estimate and ΔVIX. This should give some rough indication on what drives the actual pricing of the 
premiums. After this I run vector autoregression to study how shocks to the volatility estimates induce 
responses in the volatility premiums. The preliminary assumption is that conditional volatility estimates 
are strongly linked to the vega premium, whereas realized volatility estimates should be linked to the 
gamma premium. Lastly, I perform forecast error variance decomposition to study how much each of 
the components is proportionally driven by other components. 
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4.3.1 GARCH FITTING 
I first test different GARCH specifications to find the best model fit. The different specifications are 
reported in the Table 3. The data period is the same as in the previous sections i.e. extending from 
1.1.2014 to 10.1.2022 using daily observations. The main idea of the GARCH family is that the models 
can separate the effects of conditional volatility and realized volatility shocks in the time series and 
measure how much either of the two factors contribute to the persistence of volatility. The TGARCH 
specification can further separate between positive and negative shocks (also referred to as ‘leverage 

effects’ in the research). Usually, the model is chosen by using the maximum likelihood estimation. The 
distribution of error terms can also be specified. As commonly observed, financial time series data is 
seldom normally distributed, especially for stocks. This is also the case for my data (see the earlier 
section 4.1, Table 1 and Figure 1). For this reason, I test the error terms separately for normal 
distribution and skewed students t-distribution. After testing five different specifications that are 
reported in Table 3, the best fit is the model in the first column, AR(1) TGARCH(1,1) with skewed 
student’s t-distribution. This specification gives the best fit based on log-likelihood maximization and 
some further distributional tests (Jarque-Bera, Jarque-Bera squared and Pearson goodness-of-fit) that I 
don’t report here for the sake of brevity. Note that in Table 3 almost all coefficients are statistically 
significant regardless of the model. This is normal when using different GARCH specifications for 
financial time series data, especially for stocks. The statistically significant coefficients only highlight 
the earlier noted observation and general finding in prior research that stock data is heteroscedastic and 
that return volatility exhibits persistence and clustering. Therefore, the main interest in Table 3 is the 
log-likelihood score which estimates the best fit for volatility modelling.  
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Table 3 GARCH Tests 
This table presents estimates for different GARCH specifications when modelling the options’ underlying asset i.e. S&P 500 index returns. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. AR term refers to the number of autoregressive lags when modelling the mean. AR values larger than 1 were statistically insignificant and not included in the table. GARCH(p,q) refers to conditional autoregressive heteroscedasticity, where p is the number of lagged squared errors terms and q the number of lagged conditional variance terms. All GARCH models in the table are (1,1) specifications due to its prevalence in the prior research. Table coefficients comprise; µ is the long-run mean and ar(1) is the lagged value coefficient. For volatility modelling the ω is unconditional variance, α is lagged squared error and β is lagged conditional variance. TGARCH has the additional coefficient ⴄ, which can capture the effects of negative shocks. Log-likelihood estimates the model fit. Statistical significance levels at 1%, 5% and 10% are marked at ***, ** and * respectively.   

 
 
 
 

 

 Model AR(1) TGARCH(1,1) AR(1) TGARCH(1,1) AR(1) GARCH(1,1) AR(1) GARCH(1,1) AR(0) TGARCH(1,1) 
 
 

Residual distribution Skewed student-t Normal Skewed student-t Normal Skewed student-t 
 
 

       µ 0.000279** 0.000454*** 0.000667*** 0.000818*** 0.000192  
ar (1) -0.059234** -0.061709*** -0.09511*** -0.078557***   

ω 0.000405*** 0.000591*** 0.000003** 0.000005*** 0.000436***  
α 0.145781*** 0.190787*** 0.209582*** 0.226916*** 0.148824***  
β 0.848864*** 0.789546***  0.7754 0.732506*** 0.844651***  
ⴄ 0.92078*** 0.64216***   0.988162***  

skew 0.808773***  0.842797***  0.809269***  
shape 6.263238***  5.725772***  6.347147***  

Log-Likelihood 7042.194 6938.118 6988.322 6889.126 7039.08  
 

 
Now that the best fit is known based on log-likelihood maximization, I briefly introduce the chosen 
model dynamics. AR(1) TGARCH(1,1) models conditional variance vt2 according to process 

𝑣𝑡
2 = 𝜔 + 𝛼𝑒𝑡−1

2 + ⴄ 𝑒𝑡−1
2 𝐼(𝑒𝑡−1 < 0) + 𝛽𝑣𝑡−1

2  
𝑒𝑡
2 = 𝑣𝑡

2 + 𝑢𝑡  
where ω is the unconditional variance, α is the coefficient on the lagged squared residual, ⴄ is the 
coefficient on a lagged squared residual if the actual residual is negative and β is the coefficient on the 

lagged conditional variance. The residual et2 is realized variance and it is a sum of conditional variance 
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vt2 and variance of variance ut. The α and β are often referred to as ‘ARCH’ and ‘GARCH’ terms, 

respectively. The interpretation of the two coefficients is simple yet powerful. They tell how much of 
the lagged squared residual or the lagged conditional variance is carried forward to the next observation 
of the conditional variance. The higher the coefficients are, the longer impact they have on the 
conditional variance. This is what the persistence refers to. This results in the commonly observed 
‘volatility clustering’, where small shocks tend to follow small shocks and large shocks follow large 
shocks. Note that the α and β coefficients’ sum must stay below 1 in normal GARCH models, otherwise 
the process becomes non-stationary. The chosen TGARCH model has the additional term ⴄ which 
captures the effect of negative shocks. In this case the sum of β and ⴄ doesn’t have to stay below 1, 

because negative residuals cannot occur indefinitely and the eventual positive residuals will revert the 
process back towards the long run mean. Figure 4 presents the fitted estimates of the conditional 
volatility (green line) and realized volatility shocks (black line). 
 

Figure 4 Fitted Conditional and Realized Volatility Estimates This figure presents the fitted conditional volatility and realized volatility estimates for the underlying S&P 500 index returns. The model is AR(1) TGARCH (1,1) with skewed t-distribution for the error terms and chosen based on log-likelihood maximizing in Table 3. The sample data extends from 1.1.2014 to 10.1.2022 using log-transformed daily observations. The black line represents the realized volatility shock estimate and the green line represents the conditional volatility estimate. The daily values are scaled to annual estimates. 

     

   
It is evident that the realized volatility shocks are more erratic than the conditional volatility. Regardless, 
the shocks clearly have large effect on the conditional volatility, given how the conditional volatility 
tends to follow the realized shocks, although its process is much smoother. This is also confirmed by 
the α and ⴄ coefficient terms (Table 3), which represent the positive and negative shock persistence on 
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the conditional volatility process. Exploring the dynamic between conditional volatility and realized 
shocks is one of the advantages of GARCH models.  
4.3.2 OLS REGRESSION 
Now that I have the estimates for realized and conditional volatility, I run linear OLS regressions for 
vega and gamma premiums to study if their pricing is related to realized volatility estimate, conditional 
volatility estimate, the premiums themselves or ΔVIX. Intuition would dictate that there should be 
explanatory power in the variables. The regression results are reported in Table 4.  
 

Table 4 OLS Regressions  This table presents separate OLS regressions for the volatility premiums. Gamma premium is the return on delta-vega hedged but gamma sensitive index options portfolio and vega premium is the return on delta-gamma hedged but vega sensitive index options portfolio. Section 2.3 covers how to construct the portfolios and extract the premiums. CV and RV are fitted conditional volatility and realized volatility estimates for S&P 500 returns from the AR(1) TGARCH (1,1) model with skewed t-distribution for the error terms. ΔVIX is the first difference in the S&P 500 implied volatility index VIX. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. All series are log-transformed. Statistical significance levels at 1%, 5% and 10% are marked at ***, ** and * respectively. Separate regression equations and respective estimates are given below.  
𝑔𝑎𝑚𝑚𝑎𝑡 = 𝛼 + 𝛽1𝑔𝑎𝑚𝑚𝑎𝑡−1 + 𝛽2𝑣𝑒𝑔𝑎𝑡 + 𝛽3𝑅𝑉𝑡 + 𝛽4𝐶𝑉𝑡 + 𝛽5𝛥𝑉𝐼𝑋𝑡 + 𝜀𝑡   

 
 
 
 

 
 α β1 β2 β3 β4 β5  

 Coefficient 0.0010*** -0.1569*** -0.1457*** 0.3254*** -0.3847*** 0.0162***  
S.E 0.0003 0.0205 0.0196 0.0244 0.0304 0.0021  

Adjusted R-Squared: 0.1676     
 

𝑣𝑒𝑔𝑎𝑡 = 𝛼 + 𝛽1𝑣𝑒𝑔𝑎𝑡−1 + 𝛽2𝑔𝑎𝑚𝑚𝑎𝑡 + 𝛽3𝑅𝑉𝑡 + 𝛽4𝐶𝑉𝑡 + 𝛽5𝛥𝑉𝐼𝑋𝑡 + 𝜀𝑡  
 α β1 β2 β3 β4 β5  

 
Coefficient 0.00010 -0.04147** -0.19849*** 0.15884*** -0.19055*** 0.04271***  

S.E 0.00028 0.02026 0.02481 0.02812 0.03477 0.00220  
Adjusted R-Squared: 0.2116    

 
Because the explanatory variables either estimate volatility risk premiums (vega and gamma), volatility 
itself (RV and CV) and to some degree both (ΔVIX), I assume that there is at least some overlapping 

information in the variables. The highly significant coefficients further suggest that this could be the 
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case. This can skew the coefficient estimates and should always be considered when assessing the 
model’s robustness and applicability. Despite this, the regression results suggest that the premiums’ 
own lagged values and contemporaneous variation in the other premium affect the pricing of both 
premiums (significant β1 and β2 in both regressions). Furthermore, both coefficients β3 and β4 are also 
significant in both regressions, suggesting that the actual level of realized and conditional volatility 
estimates are also relevant pricing factors when hedging against realized volatility and conditional 
volatility, which is economically intuitive. It is notable that RV and CV estimates have different signs 
on the volatility premiums. RV affects the premiums positively, while CV affects them negatively. The 
intuition is that during periods of high realized volatility (RV), the option values increase, and the option 
buyers benefit from hedging, contrary to the commonly observed negative premiums. Correspondingly, 
when conditional volatility (CV) is high the option sellers benefit. The problem here is that because RV 
and CV estimates are dependent on each other, these observations should be considered cautiously. It 
is possible that the positive RV and negative CV signs for both premiums are driven by the built-in 
GARCH model dynamic: When RV spikes, CV also increases but with delay and lesser magnitude. 
Option prices then react to the spiked RV levels, which turns both vega and gamma premiums positive. 
Later when CV reacts to the initial spike in RV, it is possible that current RV and option prices have 
already decreased from the initial spike. Now the CV is higher because it reacts with delay, which would 
then make the premiums negative (negative coefficient) if the option prices have already decreased as 
a response to lower RV levels. While it could be questioned that why RV drives the option prices (and 
hence the premiums) instead of CV, I believe that RV’s role is more intuitive: When there are market 
crashes or even increased intra-day volatility, the option prices react to these changes immediately, and 
not with delay, as CV reacts to RV with delay. On the other hand, in previous research we have seen 
that options’ implied volatilities (e.g. VIX) tend to stay higher than realized volatilities i.e. the spread 
is negative from buyer’s perspective (compared to how CV also affects the premiums negatively in 
Table 4). While VIX is not a perfect estimate of conditional volatility as discussed earlier, the commonly 
observed negative spread (for the buyer) between VIX and realized volatility would support the notion 
that CV affects the premiums negatively.  These findings would suggest that when using options to 
hedge against volatility, realized volatility (or jumps) affects the premiums positively whereas 
conditional volatility affects the premiums negatively.  
Finally, in Table 4 the first differences in VIX i.e. ΔVIX is also significant in explaining the premiums. 
As mentioned earlier, VIX is not a perfect measure of expected volatility, because it also embeds 
expectations on volatility risk premium. For this same reason, it is likely that ΔVIX embeds some 

overlapping information that is also present in the premiums and the estimates of RV and CV. 
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4.3.3 IMPULSE-RESPONSE DYNAMIC  
Because most of the p-values are basically zero in Table 4 regressions, and section 4.2 vector 
autoregression suggests that the premiums exhibit a high order autocorrelation as well as shock 
transmission between different variables’ lagged values, I run new vector autoregression where the 
estimates of realized volatility RV and conditional volatility CV are included in the model instead of 
S&P 500 returns and ΔVIX. The purpose is to investigate if shocks to RV and CV estimates induce 
responses in the volatility premiums. Vector autoregression should give more comprehensive findings 
than the OLS above. In Table 4 regressions it is evident that the levels of RV and CV estimates are 
highly significant in explaining the contemporaneous premium levels but considering that the premiums 
exhibit autocorrelation and we know that volatility in general exhibits clustering and persistence, it is 
more meaningful to investigate if there are persistence effects from the RV and CV shocks to vega and 
gamma premiums using vector autoregression. For this purpose, I use impulse response functions and 
forecast variance error decomposition.  
The vector autoregression model now includes the following four variables: Vega premium, gamma 
premium, estimate of realized volatility RV and estimate of conditional volatility CV. Like section 4.2, 
I do not report the actual vector autoregression coefficients, but rather the application results. I first 
perform the same diagnostic tests as previously in section 4.2. The lag selection tests suggest the 
following number of lags: AIC (16), HQ (6), SC (6) and FPE (16). I choose lag length 16 based on AIC 
and FPE tests. I then test structural stability of the new VAR(16) model. Figure 5 presents the 
cumulative residuals of the model for each component. Like the stability test earlier in section 4.2 for 
the VAR(13) model, here the model VAR(16) also experiences slight structural breaks. While estimates 
of RV and CV do break the null hypothesis threshold, CV reverts below immediately and RV also 
eventually. As discussed earlier, the behaviour of RV estimate is very erratic by nature as it represents 
the shock deviations from conditional volatility estimate. Moreover, the TGARCH model from which 
the RV and CV estimates are extracted uses skewed t-student distribution for the error terms, which can 
also affect the structural breaks when the estimates are tested in the VAR(16) model. Hereby, it’s 

important to address that the model estimates can be distorted if the structural breaks occur. Vega and 
gamma premiums do not experience structural breaks in the model.  
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Figure 5 
Structural Stability of VAR(16) 

This figure presents tests of structural stability of the four component VAR(16) model. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. RV and CV are realized volatility and conditional volatility estimates extracted from AR(1) TGARCH(1,1) model with skewed t-distribution for residuals. Table 3 presents the model specifications. Gamma premium is the return on delta-vega hedged but gamma sensitive index options portfolio and vega premium is the return on delta-gamma hedged but vega sensitive index options portfolio. Section 2.3 covers how to construct the portfolios and extract the premiums. Vega and gamma return series are log-transformed. The red lines indicate threshold for rejecting the null hypothesis of no structural breaks. The test measures the cumulative sum of residuals for each time series after fitting the VAR(16).   

        

   
I now proceed to estimating the VAR(16) model’s applications. The actual coefficients of the vector 

autoregression are seldom interpreted as such, instead the different applications of the model are 
reported and used for analysis. I conduct two major application tests, which are the impulse response 
functions (IRF) and forecast error variance decomposition (FEVD). The role of IRF is to investigate 
how shocks from realized volatility RV and conditional volatility CV estimates induce responses in the 
volatility premiums. Recall that vega and gamma premiums are approximations of premiums on 
realized and conditional volatility risks. If there are shocks to volatility estimates, it would be intuitive 
that the premiums would respond to these changes. For example, if markets are highly volatile, it would 
be intuitive from the perspective of risk management that risk-averse investors are ready to pay higher 
premiums to hedge their exposure against volatility. Therefore, basic economic intuition dictates that 
there should be response on the premiums when RV and CV estimates fluctuate. It is worth noting that 
I make here the simple (and unrealistic) assumption that the RV and CV estimates from the TGARCH 
model are ‘true’ or ‘perfect’ estimates of realized and conditional volatilities. In reality, we don’t 

observe volatility as such, but it always has to be estimated with some model. Similar to how the RV 
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and CV estimates rely on the TGARCH model, the estimated vega and gamma premiums rely on the 
Black & Scholes option pricing model. It’s important to emphasize that the results are always dependent 

on the model that is being used for the estimates. Considering that I run vector autoregression with 4 
different time series that are estimated with two different models (TGARCH for RV and CV estimates; 
Black & Scholes for vega and gamma premiums), the VAR estimates themselves are now dependent 
on two different models. Therefore, recognizing that we are dealing with model-dependent estimates 
instead of absolute ‘true’ description of the data generating process is worth mentioning before 
analysing the findings. 
Figure 6 presents the VAR(16) impulse response functions. The purpose is to investigate how shocks 
to RV and CV induce responses in the premiums. By contrast, I don’t report how shocks to the 
premiums induce responses in RV and CV, because that direction of causality and endogeneity would 
be harder to intuitively justify. Note that the IRF coefficients are cumulative in Figure 6. The red lines 
indicate statistical significance at 5% level. Panel A presents shocks from RV to all variables. RV’s 

response to its own autocorrelated shocks are positive and cumulatively increasing. This is not 
necessarily surprising, given that realized volatilities tend to exhibit clustering and persistence i.e. large 
jumps are clustered around each other and similarly small changes around each other. RV’s shock to 

CV induces similar response, CV increases over time. This isn’t surprising either. From the TGARCH 
model we know that the conditional volatility estimate CV is dependent on its own lagged value, but 
also the lagged value of realized volatility shocks. While realized volatility estimates are more erratic, 
the conditional volatility estimates are smoother, although they do react to the changes in RV. This is 
also evident in the Panel A, where RV’s shock induces an increasing cumulative response in CV over 
time. The main interest here is the premiums’ response to RV shocks. From theory and practice we 
know that when volatility increases, the option prices also increase, ceteris paribus. Therefore, the 
intuition dictates that RV’s shock should initially induce positive responses in vega and gamma 
premiums. From Panel A. we can see that this is exactly what happens, but only initially. For gamma 
premium the response to RV shock is positive and statistically significant for the first few days. After 
around day 5 though, the cumulative response becomes negative, and it stays negative and statistically 
significant during the 20-day look-ahead period. From section 4.1 and previous research we know that 
the volatility premiums are negative on average over longer time horizons. Therefore, gamma becoming 
even more negative temporarily is a possible sign of markets overreacting to the RV shock. This effect 
could also be explained from the perspective of how markets readjust and ‘price in’ the realized 

volatility shock RV into options after the initial shocks. We know from practice and prior research that 
option prices and implied volatilities increase when there are realized volatility shocks, but similarly 
that selling volatility after the shocks at higher implied volatilities is often highly profitable. 
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Figure 6 
VAR(16) Impulse Response Functions  This table presents the impulse response functions for the four-component multivariate VAR(16) model. Variables comprise realized volatility estimate RV, conditional volatility estimate CV, vega premium and gamma premium. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. RV and CV are realized volatility and conditional volatility estimates on S&P 500 index returns extracted from AR(1) TGARCH(1,1) model with skewed t-distribution for residuals. Table 3 presents the model specifications. Gamma premium is the return on delta-vega hedged but gamma sensitive S&P 500 index options portfolio and vega premium is the return on delta-gamma hedged but vega sensitive S&P 500 index options portfolio. Section 2.3 covers how to construct the portfolios and extract the premiums. Delta and gamma premiums are log-transformed. The lag selection of 16 is recommended by AIC and FPE. The computed impulse response coefficients are cumulative. Panel A. presents RV shocks and Panel B. presents CV shocks. The red lines indicate statistical significance at 5% level.   

        

 
Panel A. Realized Volatility Shocks  
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Panel B. Conditional Volatility Shocks  

   
 
This is because options implied volatilities tend to stay higher than the realized volatility shock. Similar 
behaviour can be seen in gamma premium’s response to RV shock. The cumulative response is first 
positive, but it turns negative after 5 days or so. This would suggest that RV shocks are ‘priced in’ rather 

quickly into the gamma premium and RV’s effect on selling gamma becomes profitable after the first 
few days of the RV shock, and similarly negative for the buyer. Recall that the premiums inherently 
reflect the option prices i.e. when prices increase the premiums also increase and vice versa. Therefore, 
from sellers’ perspective the most advantageous point to sell volatility is when the option prices are 
high i.e. the premiums are high, because we know from section 4.1 findings and prior research that 
gamma and vega premiums are negative on average. Therefore, we can expect the premiums to mean 
revert to negative levels over time. In the context of gamma’s response to RV shocks, selling gamma is 
the most profitable after the initial RV shock, because at that point the seller can capture the largest 
expected spread at which gamma is sold while ultimately the premium is expected to decrease to 
negative level. Correspondingly, the most expensive point to gamma hedge (in the context of RV 
shocks) is the same point i.e. immediately after the RV shock. Notice that although the cumulative 
response of gamma is positive during the first few days, the slope of the response is actually negative 
from the beginning. Gamma’s response starts decreasing immediately after the initial positive shock, 
indicating that the realized volatility shocks RV are priced into the gamma premium after the first day. 
This likely reflects risk-averse investors’ reaction to immediately adjust their hedging and risk 
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management against realized volatility risks and pay more for options (higher implied volatilities) when 
RV shocks occur. It is also notable that the cumulative response of gamma to RV shocks becomes 
negative over time. This would indicate that although the gamma premium is negative on average, it 
becomes momentarily even more negative as a response to the RV shock over time (after the initial 
positive response). This can also be the result of risk-averse investors overreacting to the RV shock and 
consequently overpaying the options with overestimated gamma risks, while gamma sellers then collect 
the negative premium spreads over longer time period.  
How then does vega premium respond to RV shock? Recall that vega premium is approximation of 
premium on hedging against conditional volatility risks. Therefore, the purpose is to uncover how 
realized volatility shocks affect the hedging premium on conditional volatility. We know from the 
TGARCH model’s built-in dynamic that estimates on RV and CV depend on each other (RV is more 
volatile while CV is smoother). But does RV also affect the premium on hedging against conditional 
volatility i.e. vega premium? In Panel A. we can observe how vega responds to RV shocks. Vega 
premium’s initial response to RV shock is similar to gamma i.e. positive. Vega’s cumulative response 
stays positive and statistically significant somewhat longer though, around 7 or 8 days. After this, the 
response reverts to zero and it becomes statistically insignificant. It is notable that in contrast to gamma 
premium, which has a decreasing response to RV after the first day, vega’s cumulative response to RV 
is increasing in the first 4 days. This would indicate that realized volatility shocks increase the price of 
hedging against conditional volatility for the first 4 days i.e. those who are long vega benefit. After this, 
the cumulative effect starts to decrease, and eventually disappears on day 9. If an investor is long vega 
at t=0 before the shock, she can benefit from increasing vega premium for the first 4 days after the RV 
shock. After this the effect starts to decrease. Similarly, if the investor is not vega hedged at t=0 when 
the RV shock occurs, vega hedging then becomes increasingly expensive during the first 4 days. 
Correspondingly from seller’s perspective, the most advantageous point to sell vega premium after the 
RV shock is on day 4 when the cumulative effect is at its peak. At this point the seller can capture the 
best expected negative spread, with the assumption that the premium eventually mean reverts to 
negative levels.  
Notice that unlike gamma premium’s response to RV, vega premium doesn’t respond negatively to RV 
shocks in the long run. The response is first positive, but it cumulatively reduces to zero in 9 days. This 
would indicate that while vega premium is negative on average, it doesn’t become more negative 

because of RV shocks. This contrasts with how gamma premium becomes momentarily even more 
negative after RV shocks. Vega premium’s non-negative response to RV shocks over time would 
suggest that markets don’t overreact to RV shocks when pricing vega premium. If the markets did 

overreact, the vega premium that is extracted from option prices would then momentarily become even 
more negative after RV shocks. But such response is not observed in vega premium’s response to RV. 

Therefore, it could be suggested that risk-averse investors/markets overreact in pricing gamma risks 
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after RV shocks. By contrast however, such overreaction doesn’t seem happen when pricing vega risks 
after RV shocks. What is also contrasting between vega and gamma premiums is how fast the observed 
risks are priced into the premiums after the RV shocks. Gamma premium’s response is positive on the 

first day, but it starts to decrease after that. By contrast, vega premium’s response is positive and 

cumulatively increasing during the first 4 days. Therefore, it could be suggested that new gamma risks 
are ‘priced in’ to option prices much faster than new vega risks after RV shocks. This indicates that RV 
shocks increase vega risks for longer time periods than gamma risks. Regardless, both vega and gamma 
long investors benefit when RV shocks occur. 
Above discussion addressed how realized volatility (RV) shocks induce responses in the VAR model’s 

variables in Panel A. By contrast, Panel B presents how shocks to conditional volatility (CV) induce 
responses in the VAR model’s variables. As mentioned earlier, RV and CV estimates, which are 
extracted from the TGARCH model, are dynamically dependent on each other. Therefore, although I 
investigate how RV and CV separately induce responses in the volatility premiums, it’s worth 

recognizing that RV and CV estimates inherently affect each other as well. They are dynamically related 
to each other in TGARCH, and this is evident when examining the responses to shocks in Panel A and 
Panel B. Therefore, if practitioner needs to estimate or forecast RV and CV, they are jointly determined 
by the same TGARCH estimation. By contrast, in the impulse response function we expect that only 
RV or CV produce shocks at a time. While this doesn’t affect the model estimates, it can give distorted 
view of causality links if not assessed with caution. 
Panel B presents how conditional volatility CV shocks induce responses in the VAR model’s variables. 

CV’s autocorrelated shocks are positive, which is not surprising. We know from prior research that 

volatility exhibits clustering and persistence i.e. small changes follow each other and large changes 
follow each other. While its intuitive, the CV’s autocorrelated shocks confirms that volatility clustering 

also affects the conditional volatility estimates. Usually, volatility clustering refers to realized volatility 
estimates when daily movements are discussed. Regardless, it seems that CV also exhibits clustering, 
although it’s not exactly surprising, given that CV reacts to changes in RV, which exhibits strong 

clustering in TGARCH model and in prior research. The next impulse-response dynamic is slightly 
problematic to comment on, which is shocks from CV to RV. In Panel B we observe that CV shocks 
induce positive and cumulatively increasing response in RV. From practical perspective it can be 
challenging to justify the chain of causality that conditional volatility precedes realized volatility. The 
dynamic of TGARCH dictates that CV reacts to changes in RV. Therefore, more cautious interpretation 
of RV’s positive response to CV shocks would be that RV and CV are jointly determined and they 
fluctuate relative to each other’s level. More importantly though, how do the volatility premiums 
respond to CV shocks? Gamma’s cumulative response is positive throughout the 20-day look-ahead 
period. The cumulative effect is statistically significant on day 1, between days 3-6, on day 8 and 
between days 10-13. After this, the effect becomes statistically insignificant. The response indicates 
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that CV shocks lead to higher pricing of realized volatility risks. Markets readjust option prices to reflect 
these new risks i.e. option prices increase and hedging against realized volatility risks becomes 
momentarily more expensive. Recall from earlier discussion, that gamma premium’s response to RV 
shocks in Panel A is first positive but then turns negative momentarily. By contrast, gamma premium’s 

cumulative response to CV shocks is positive (and statistically significant) on most of the first 13 days. 
This would suggest that the new risks brought about by CV shocks are incorporated to the option prices 
over longer period of time than risks from RV shocks. It seems though that gamma risks from CV 
shocks are not overestimated, because gamma premium’s cumulative response to CV doesn’t turn 

negative over time. This would suggest, that although gamma premium is negative on average as 
confirmed in section 4.1 and prior research, CV shocks do increase gamma risks which are priced into 
the options, but these perceived risks are not overestimated, indicated by gamma premium’s non-
negative response to CV shocks over time. This contrasts with markets overestimation of gamma risks 
after RV shocks, indicated by gamma premium’s momentary negative response to RV. Regardless, 
gamma long investors benefit from RV and CV shocks. 
In Panel B we can also observe vega premium’s response to CV shocks. In finance research there are 
findings or topics that are labelled as ‘puzzles’ or ‘anomalies’ due to their unintuitive nature or inability 

to fit any model. In the context of my thesis, vega premium’s response to CV shocks seems like an 
anomaly, or at the very least an unexpected result, assuming it is not a model misspecification. Vega 
premium’s response to CV shock is negative from the beginning. The initial negative response would 
suggest that when unexpected CV shocks occur, the premium on hedging against conditional volatility 
risks decreases i.e. long vega investors lose. This finding is not intuitive. Previously I showed that all 3 
other major responses are initially positive i.e. both volatility premiums react positively to RV shocks 
and gamma premium reacts positively also to CV shocks. By contrast however, vega premium reacts 
negatively to CV shocks initially. The cumulative response is negative and statistically significant on 
days 1-5 and days 9-12. Ultimately, the cumulative effect converges to zero. However, the initial 
negative response would suggest that markets initially become less concerned of conditional volatility 
risks i.e. vega risks after the unexpected CV shocks. If we assume that this finding is valid and not 
model misspecification, it could be related to markets perception that conditional volatility risks in 
relation to vega premium incorporate both positive and negative scenarios, and that on net the positive 
outweigh the negative.  
Van Tassel and Smith (2021) had similarly puzzling findings but with largely different methods. They 
measure realized volatility term premia (RVTP) with variance swaps and implied volatility term premia 
(IVTP) with VIX futures, whereas I extracted the premiums from options data. They find that the RVTP 
responds positively to VIX shocks in impulse response functions, which is basically the same as gamma 
premium’s positive response to CV shocks in my thesis. By contrast, they also find that the IVTP 
responds negatively to VIX shocks, which is the same as vega premium’s negative response to CV 
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shocks in my thesis, which is not intuitive and poses a puzzle. They propose that one possible 
explanation for IVTP’s / vega premium’s negative response to VIX / CV shock could be that demand 

for hedging against volatility falls when risks increase. According to them, this is supported by the 
observation that dealer net positions in VIX futures (long-short) decrease when risks increase. It is also 
possible that vega hedging decreases after CV shocks if it is already too expensive. Although Van Tassel 
and Smith distinguish between realized and implied volatility premiums, which correspond to gamma 
and vega premiums in my thesis, by contrast they don’t distinguish between realized and conditional 

volatility shocks, but rather only study how the premiums respond to VIX shocks, which basically 
corresponds to the premiums’ response to CV shocks in my thesis. Therefore, they don’t have equivalent 
results on how their premiums respond to realized volatility shocks, which I measure with vega and 
gamma premiums response to RV shocks.  
4.3.4 FEVD AND PROPORTIONAL EFFECTS 
Above I have studied the impulse-response dynamic between the volatility premiums and volatility 
estimates. The focus was in covering how the volatility premiums respond to RV and CV shocks. Lastly, 
I perform forecast error variance decomposition (FEVD) for the same VAR(16) model. The purpose is 
to find out how much each variable contributes to one variable’s forecast error variance in the vector 
autoregression. Although I have investigated above how the VAR(16) model’s variables respond to RV 
and CV shocks, the impulse-response dynamic does not explain how much of each variable’s response 

is proportionally driven by other variables.  FEVD provides information on the relative importance of 
each variable’s innovation in affecting the forecast error variance of all response variables in the model. 
This can be useful because it shows how much proportionally an exogenous shock explains of the 
forecast error variation in a variable. Moreover, it shows how the dynamic changes over time. It is 
possible that some variable’s shocks affect the forecast error variance in the short-run, while other 
variables’ shocks cause the error terms to fluctuate in the long run. Table 5 presents the FEVD estimates. 
The main interest is in decomposing the volatility premiums’ forecast errors on the VAR(16) model’s 

four components, but the table also lists FEVD estimates for RV and CV. 
Although I have above investigated how the premiums respond to RV and CV shocks, FEVD uncovers 
that most of the forecast error variation in the premiums is explained by their own lagged errors. In the 
20-day look-ahead period gamma premium’s FEVD on its own shocks gradually declines from 0.85 to 

0.68, while for vega premium’s FEVD on its own shocks declines from 0.92 to 0.75. These figures are 
interpreted as percentages and imply that in the first period 85% of the variation in gamma premium is 
explained by its own lagged shocks and similarly 92% of vega premium’s variation in the first day is 

explained by its own lagged shocks. Therefore, the premiums are heavily affected by their own lagged 
errors. By contrast, the premiums do not respond nearly as much to the other premium’s shocks in 
proportional terms, though the responses increase slightly throughout the 20-day period. Gamma 
premium’s response to vega premium’s shocks increases from 0.00 to 0.03. Correspondingly, vega 
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premium’s response to gamma premium’s shocks increases from 0.02 to 0.11. But how much of the 
premiums’ variation is explained by RV and CV? The findings suggest that gamma premium’s variation 
is proportionally more sensitive than vega premium’s variation to RV and CV. In the first period, 0.14 
of the variation in gamma premium is driven by RV shocks and this figure increases to 0.19 in the 20th 
day. This would suggest that RV has a distinct proportional effect on gamma premium’s variation. 

Considering that gamma premium measures how much markets pay to hedge against realized volatility 
risks, it is rather intuitive that RV has a distinct effect on gamma premium’s variation. On the other 
hand, CV’s effect on gamma premium’s variation is not as high, 0.01 in the first period and then it 
increases to 0.10 in the 20th period. It is not surprising that a premium that measures hedging against 
realized volatility risks is more sensitive proportionally to realized volatility estimate RV than 
conditional volatility estimate CV. By contrast, vega premium’s variation is proportionally less 

sensitive to both RV and CV, indicated by lower FEVD estimates. In the first period 0.04 of the variation 
in vega premium is from RV shocks, and this figure increases to 0.08 in the 20th period. 
Correspondingly, in the first period 0.02 of vega premium’s variation comes from CV and this increases 

to 0.06 in the 20th period.  
Therefore, the FEVD estimates suggest that, proportionally speaking, the volatility premiums’ variation 
is heavily driven by their own lagged errors. What is notable though, is that for both premiums their 
own lagged errors’ effect decreases over time in explaining the variation. For gamma premium the 
second most important explanatory component is RV, which accounts for 19% of its variation in the 
20th period, whereas for vega premium the second most important variable is gamma premium, which 
accounts for 11% of its variation in the 20th period. This would suggest that when pricing hedging 
against realized and conditional volatility risks i.e. gamma and vega premiums, markets first and 
foremost emphasize the level of lagged premiums. For gamma premium RV shocks also have 
proportionally distinct effect, which is intuitive. By contrast, for vega premium the second most 
important variable proportionally is gamma premium, which would suggest that markets price vega 
premium in accordance with gamma premium to some extent.  
Lastly, in Table 5 we can also observe how RV and CV estimates’ forecast error variances are 

decomposed on the VAR model’s variables. I have previously discussed the dynamic between RV and 
CV estimates which come from the same TGARCH model. This dynamic is also evident in the FEVD 
estimates. In the first period RV is exclusively driven by its own shocks with estimate 1.00 and the 
figure decreases to 0.85 in the 20th period. By contrast, CV’s FEVD on its own shocks is 0.97 in the 
first period, but it drops to 0.49 already in the second period, where RV already has proportionally more 
impact on CV than CV itself. Furthermore, in the 20th period CV’s own shocks FEVD has dropped to 

0.20, whereas RV’s proportional effect on CV is 0.72. Therefore, in the 20-period time horizon, almost 
three quarters of CV’s forecast error variation is driven by RV. This is not exactly surprising given the 
previously discussed built-in GARCH dynamic between RV and CV. 
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Table 5 
Forecast Error Variance Decomposition 

This table presents forecast error variance decomposition (FEVD) for the four-component VAR(16) model. The FEVD estimates are proportional and interpreted as percentages, where each row sums to 1. RV and CV are realized volatility and conditional volatility estimates on S&P 500 index returns extracted from AR(1) TGARCH(1,1) model with skewed t-distribution for residuals. Table 3 presents the model specifications. Gamma premium is the return on delta-vega hedged but gamma sensitive index options portfolio and vega premium is the return on delta-gamma hedged but vega sensitive index options portfolio. S&P 500 is the underlying asset in the index options. Section 2.3 covers how to construct the portfolios and extract the premiums. Delta and gamma premiums are log-transformed. The sample data extends from 1.1.2014 to 10.1.2022 using daily observations. VAR model's lag selection of 16 is recommended by AIC and FPE. 

 
 
 
 

 
Dependent variable:  Gamma premium     Dependent variable:  Vega premium   

 
  Explanatory variable: RV CV Gamma premium Vega premium   

  Explanatory variable: RV CV Gamma premium Vega premium 
 

       
[1] 0.1352 0.0146 0.8502 0.0000   [1] 0.0447 0.0167 0.0217 0.9169  
[2] 0.1284 0.0162 0.8312 0.0242   [2] 0.0488 0.0247 0.0287 0.8978  
[3] 0.1483 0.0484 0.7816 0.0217   [3] 0.0485 0.0252 0.0285 0.8978  
[4] 0.1478 0.0490 0.7794 0.0238   [4] 0.0489 0.0334 0.0527 0.8650  
[5] 0.1698 0.0492 0.7529 0.0281   [5] 0.0475 0.0390 0.0687 0.8448  
[6] 0.1825 0.0483 0.7362 0.0330   [6] 0.0656 0.0471 0.0908 0.7964  
[7] 0.1775 0.0554 0.7353 0.0317   [7] 0.0655 0.0474 0.0918 0.7953  
[8] 0.1839 0.0628 0.7220 0.0313   [8] 0.0697 0.0483 0.0950 0.7870  
[9] 0.1852 0.0670 0.7166 0.0311   [9] 0.0749 0.0481 0.0945 0.7825  
[10] 0.1852 0.0721 0.7109 0.0317   [10] 0.0744 0.0492 0.1009 0.7754  
[11] 0.1843 0.0743 0.7091 0.0323   [11] 0.0789 0.0488 0.1037 0.7685  
[12] 0.1824 0.0768 0.7088 0.0320   [12] 0.0790 0.0506 0.1043 0.7661  
[13] 0.1871 0.0762 0.7049 0.0318   [13] 0.0788 0.0537 0.1075 0.7600  
[14] 0.1891 0.0823 0.6962 0.0324   [14] 0.0795 0.0546 0.1071 0.7588  
[15] 0.1944 0.0817 0.6907 0.0332   [15] 0.0798 0.0544 0.1098 0.7560  
[16] 0.1916 0.0935 0.6817 0.0332   [16] 0.0797 0.0543 0.1110 0.7550  
[17] 0.1938 0.0940 0.6789 0.0333   [17] 0.0833 0.0561 0.1113 0.7493  
[18] 0.1937 0.0939 0.6791 0.0333   [18] 0.0833 0.0562 0.1116 0.7489  
[19] 0.1946 0.0938 0.6782 0.0335   [19] 0.0833 0.0563 0.1125 0.7479  
[20] 0.1944 0.0951 0.6771 0.0334   [20] 0.0833 0.0566 0.1128 0.7473  
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Dependent variable: RV       Dependent variable: CV     
 

  Explanatory variable: RV CV Gamma premium Vega premium   

  Explanatory variable: RV CV Gamma premium Vega premium 
 

       
[1] 1.0000 0.0000 0.0000 0.0000   [1] 0.0295 0.9705 0.0000 0.0000  
[2] 0.9643 0.0349 0.0002 0.0006   [2] 0.4974 0.4889 0.0011 0.0126  
[3] 0.9576 0.0405 0.0011 0.0008   [3] 0.5626 0.4179 0.0007 0.0188  
[4] 0.9306 0.0572 0.0054 0.0068   [4] 0.6195 0.3582 0.0015 0.0208  
[5] 0.9246 0.0560 0.0052 0.0142   [5] 0.6480 0.3215 0.0012 0.0294  
[6] 0.9065 0.0569 0.0121 0.0246   [6] 0.6713 0.2930 0.0010 0.0347  
[7] 0.8994 0.0576 0.0155 0.0275   [7] 0.6912 0.2698 0.0010 0.0380  
[8] 0.8936 0.0577 0.0173 0.0315   [8] 0.6959 0.2614 0.0011 0.0416  
[9] 0.8912 0.0578 0.0170 0.0340   [9] 0.7050 0.2498 0.0027 0.0425  
[10] 0.8898 0.0588 0.0168 0.0345   [10] 0.7019 0.2475 0.0050 0.0457  
[11] 0.8768 0.0700 0.0194 0.0338   [11] 0.7058 0.2418 0.0053 0.0472  
[12] 0.8703 0.0753 0.0190 0.0355   [12] 0.7075 0.2377 0.0070 0.0478  
[13] 0.8677 0.0765 0.0210 0.0348   [13] 0.7058 0.2356 0.0074 0.0512  
[14] 0.8671 0.0761 0.0207 0.0361   [14] 0.7100 0.2290 0.0081 0.0528  
[15] 0.8600 0.0760 0.0252 0.0388   [15] 0.7121 0.2236 0.0094 0.0549  
[16] 0.8561 0.0779 0.0273 0.0387   [16] 0.7160 0.2172 0.0106 0.0561  
[17] 0.8526 0.0791 0.0296 0.0388   [17] 0.7180 0.2117 0.0119 0.0583  
[18] 0.8527 0.0787 0.0294 0.0392   [18] 0.7207 0.2068 0.0135 0.0589  
[19] 0.8518 0.0786 0.0303 0.0393   [19] 0.7214 0.2032 0.0157 0.0597  
[20] 0.8495 0.0799 0.0310 0.0396   [20] 0.7216 0.2004 0.0174 0.0606  
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6. CONCLUSION 
Synthetic portfolio returns that measure vega and gamma risk premiums in S&P 500 index options are 
negative on average during the 2014-2021 period. Considering that it is common for large institutional 
investors (e.g. mutual and pension funds) to use options for hedging downside risks, the negative 
premiums indicate that on average it is vega and gamma sellers who benefit from trading volatility. 
Furthermore, multiple econometric tests suggest that vega and gamma premiums are inherently linked 
to each other, recognizing of which should be beneficial for risk management and hedging purposes of 
market participants who exclusively trade vega or gamma. Moreover, the risk premiums have largely 
different responses to volatility shocks when distinguishing between realized and conditional volatility, 
highlighting the importance of volatility modelling when pricing vega and gamma related risks. Vega 
premium’s negative response to conditional volatility shock poses a puzzle, though a similar finding 
has been confirmed at least once before but with largely different data and methodology (Van Tassel 
and Smith, 2021). 
It is notable that the findings in this thesis are subject to chosen option pricing, volatility and VAR 
models. Regardless of its pioneering status Black & Scholes is seldom used as such in the industry and 
usually modified at least to some extent. Similarly, there are several volatility models beyond the 
GARCH family. VAR models also have many different extensions and are generally affected by the 
identification problem and assumptions. Therefore, a possible future research step would be to use 
similar options data but different models for option pricing, volatility and econometric testing to study 
if the same findings can be confirmed or if they are only subject to the chosen models in this thesis. A 
further conceptual research idea would be to construct term structures for vega and gamma premiums. 
Although it is generally known that vega dominates longer maturity options and gamma dominates 
shorter maturity options, separate term structures would address this more concretely and then further 
studying how volatility shocks affect different maturities of both premiums should provide valuable 
findings on risk management of options portfolios. 
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