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The emergence of deep learning algorithms in natural language processing has boosted the
development of intelligent medical information systems. Firstly, this dissertation explores effective
text encoding for clinical text. We propose a dilated convolutional attention network with dilated
convolutions to capture complex medical patterns in long clinical notes by exponentially increasing
the receptive field with the dilation size. Furthermore, we propose to utilize embedding injection
and gated information propagation in the medical note encoding module for better representation
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notes. We further study the effect of pretraining in different domains and with different strategies.
The comprehensive quantitative analysis shows that hierarchical encoding can capture interactions
between distant words to some extent.

Then, this dissertation investigates the multitask learning paradigm and its applications to
healthcare. Multitask learning, motivated by human learning from previous tasks to help with a
new task, makes full use of the information contained in each task and shares information between
related tasks through common parameters. We adopt multitask learning for medical code
prediction and demonstrate the benefits of leveraging multiple coding schemes. We design a
recalibrated aggregation module to generate clinical document features with better quality and less
noise in the shared modules of multitask networks.

Finally, we consider the task context to improve multitask learning for healthcare. We propose
to use a domain-adaptive pretrained model and hypernetwork-guided multitask heads to learn
shared representation modules and task-specific predictors. Specifically, the domain-adaptive
pretrained model is directly pretrained in the target domain of clinical applications. Task
embeddings as task context are used to generate task-specific parameters with
hypernetworks. Experiments show that the proposed hypernetwork-guided multitask learning
method can achieve better predictive performance and semantic task information can improve the
generalizability of the task-conditioned multitask model.
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Abstract

The emergence of deep learning algorithms in natural language processing
has boosted the development of intelligent medical information systems.
Firstly, this dissertation explores effective text encoding for clinical text. We
propose a dilated convolutional attention network with dilated convolutions
to capture complex medical patterns in long clinical notes by exponentially
increasing the receptive field with the dilation size. Furthermore, we propose
to utilize embedding injection and gated information propagation in the
medical note encoding module for better representation learning of the
lengthy clinical text. To capture the interaction between notes and codes, we
explicitly model the underlying dependency between notes and codes and
utilize textual descriptions of medical codes as external knowledge. We also
adopt the contextualized graph embeddings to learn contextual information
and causal relationships between text mentions such as drugs taken and
adverse reactions.

We also conduct an empirical analysis on the effectiveness of transfer
learning with language model pretraining to clinical text encoding and
medical code prediction. We develop a hierarchical encoding model to equip
the pretrained language models with the capacity to encode long clinical
notes. We further study the effect of pretraining in different domains and
with different strategies. The comprehensive quantitative analysis shows
that hierarchical encoding can capture interactions between distant words
to some extent.

Then, this dissertation investigates the multitask learning paradigm and
its applications to healthcare. Multitask learning, motivated by human
learning from previous tasks to help with a new task, makes full use of
the information contained in each task and shares information between
related tasks through common parameters. We adopt multitask learning for
medical code prediction and demonstrate the benefits of leveraging multiple
coding schemes. We design a recalibrated aggregation module to generate
clinical document features with better quality and less noise in the shared
modules of multitask networks.

Finally, we consider the task context to improve multitask learning for
healthcare. We propose to use a domain-adaptive pretrained model and
hypernetwork-guided multitask heads to learn shared representation mod-
ules and task-specific predictors. Specifically, the domain-adaptive pre-
trained model is directly pretrained in the target domain of clinical ap-
plications. Task embeddings as task context are used to generate task-
specific parameters with hypernetworks. Experiments show that the pro-
posed hypernetwork-guided multitask learning method can achieve better
predictive performance and semantic task information can improve the
generalizability of the task-conditioned multitask model.
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1. Introduction

In Natural Language Processing (NLP), deep learning that builds deep
neural networks for representation learning has attracted significant at-
tention from the research community and achieved superior performance
in various applications such as automatic extraction of useful information
and answer generation from human queries [48,61]. NLP allows the ma-
chine to process human languages automatically. However, there remain
several challenges in the healthcare domain [13,33,36]. The information in
diagnosis notes is sophisticated and includes a lot of professional medical
terminology and noisy information such as non-standard synonyms and
misspellings [45]. Clinical notes with discharge information are lengthy
documents due to complex diagnosis procedures [46]. They usually contain
hundreds to thousands of tokens. Moreover, clinical notes are associ-
ated with multiple many-class diagnoses. For example, ICD9 and ICD10
include more than 14,000 and 68,000 different codes in the MIMIC-III
datasets [32], respectively. Thus, comprehending medical language necessi-
tates sophisticated cognitive processes and effective feature representation
learning.

Positioned in the medical domain, this dissertation focuses on deep
neural network-based NLP techniques for clinical text processing with
applications on medical coding with medical ontologies (Sec. 1.2), patient
outcome prediction for program-assisted early healthcare alerting and
healthcare resource allocation (Sec. 1.3), and adverse drug event detection
(Sec. 1.4). Medical code assignment uses all types of clinical notes to predict
medical codes in a supervised manner with human-annotated codes [49],
formulated as a multi-class multi-label text classification problem in the
medical domain [31]. Patient outcome prediction involves multiple tasks,
such as readmission and diagnosis prediction. It is usually formulated as a
multitask learning problem [10,25,73]. Adverse drug event detection aims
to identify adverse and safety issues for drug safety monitoring through
post-market assessment of drug development. This dissertation develops
novel models to solve those domain-specific tasks in healthcare.

Specific methods such as neural text embedding and multitask learn-
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ing paradigm are investigated and applied to infer medical codes from
clinical notes and predict patient outcomes. This dissertation conducts
structured prediction of large-scale medical ontologies such as the Inter-
national Classification of Diseases (ICD) code hierarchy. This task is also
known as medical coding, medical code assignment, or prediction. Med-
ical code assignment automatically assigns numerous medical codes to
clinical notes and transforms unstructured clinical notes into structured in-
sights [31]. Furthermore, it promotes patient information management by
transforming noisy unstructured text (in Sec. 2.1) to categorized insights.
Medical coding requires efficient matching between textual mentions and
specific diagnosed codes. It exploits the dependencies between input and
output variables by learning structured output representation with neu-
ral networks. However, the space of target classes is exponential to the
number of output classes making it extremely challenging when facing
high-dimensional medical ontologies (in Sec. 2.2). In real-world applica-
tions, there are several clinical classification systems. Moreover, healthcare
systems have many risk indicators to monitor, and clinicians must pay
attention to different patient outcomes. These multiple targets of interest
naturally lead to the need for multitask learning in health information
systems (in Sec. 2.3). translates professionally written medical reports into
standardized codes

This section introduces background information and briefly describes
related work about clinical notes, medical codes, patient outcomes, and
adverse drug events.

1.1 Clinical Notes

To support further diagnosis decision-making, healthcare professionals
record their observations and insights in clinical notes on a patient’s health
status. Clinical notes are a crucial component of Electronic Health Records
(EHRs), which include patient medical histories, symptom descriptions, lab
test results summaries, diagnoses, and daily activities. Human coders give
clinical documentation standardized medical codes. The diseases, problems,
symptoms, and particular causes of a patient’s hospital visit are identified
by diagnosis codes in typical medical classification systems [56]. In con-
trast, procedural codes or intervention codes identify surgical, medical, or
diagnostic interventions.

Recent studies apply natural language processing techniques to auto-
matically process clinical notes in various applications such as clinical
relation extraction [2], automated clinical coding [16], and clinical text
summarization [21]. Machine learning methods are widely used, especially
supervised learning [11] and representation learning methods [5]. Text
representation learning models such as distributed word embeddings [54]
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and contextualized text representations [52] are essential for clinical note
representation.

1.2 Medical Codes

Diagnosis codes assigned by a trained health professional act as the stan-
dard translation of written patient descriptions. Diagnostic coding in
health information management is integral to the clinical coding process.
One of the most often used coding systems is the International Classifi-
cation of Diseases (ICD) coding system, which is managed by the World
Health Organization (WHO) and utilized in many different nations world-
wide. Most ICD-9 codes have one or two digits to the right of the decimal
point and three digits to the left. The letters "V" or "E" in front of the
numbers of some ICD-9 codes stand for preventative health services and
environmental causes of health issues, respectively.

To guarantee that patients receive appropriate care, are fairly charged,
avoid pointless tests and treatments, and maintain accurate hospital
records, medical charts, visit summaries, and bills, accurate medical code
assignment is essential [8,31]. It aids in the collection of statistics on things
like health and death reasons. Additionally, medical coding provides pa-
tients with standardized care that is in line with particular insurance
codes to assist patients in receiving insurance payments for medical ex-
penses. A trained human coder manually assigns codes, which is labor-
and error-intensive [18,26]. Manual medical coding in practice coding is
not always accurate; for example, the average accuracy of coding in the UK
is 83%, with a wide range of results (50-98%) [7]. Inadequate coding can
have negative effects, such as incorrect billing and mistreatment.

To enable human coders to assign the proper medical codes to clinical
notes, intelligent automated coding methods are developed as recommen-
dation systems. Deep learning techniques are intensively studied for
automated medical coding, for example, the convolutional attention model
(CAML) [46] and the multi-channel residual convolutional neural network
(MultiResCNN) [39] treat ICD coding as a general text classification prob-
lem and develop complex neural encoders, but they do not consider medical
knowledge explicitly. On the other hand, another recent model, Hyper-
Core [9], proposes hyperbolic embedding and co-graph representation to
capture information about code hierarchy and co-occurrence.

1.3 Patient Outcome

Critical aspects of patient outcomes in healthcare include the length of
hospital stay, development of heart failure, life expectancy, and the likeli-
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hood of readmission after discharge [4,4]. Multitask learning strategies
can better process medical notes and improve patient outcome prediction.
Many existing articles use structured information for multitask patient
outcome prediction. For example, Reddy et al. [563] utilized RNN-LSTM to
predict hospital readmission for lupus patients. Multitask learning was
adopted to solve to problem of multiple prediction tasks. Xue et al. [67]
proposed a method for automatically choosing from a vast list of auxiliary
tasks, such that the learned representations are as helpful as possible for
the target task.

This study mainly focuses on using unstructured clinical notes to predict
patient outcomes. The multitask deep learning model inputs clinical
notes, including patient health profiles, clinical synopsis, and laboratory
test reports. It produces several patient outcomes, including the number
of days spent in the hospital, potential diagnoses, and the likelihood of
readmission following hospitalization.

1.4 Adverse Drug Events

Injuries brought on by medication-related medical intervention are known
as adverse drug events (ADEs) [15]. Clinical trials are frequently used
to find ADEs. However, there are a variety of circumstances in which
medicine might be applied, and we cannot test them all during the clinical
trial. Additionally, certain ADEs have significant latency, making it diffi-
cult for a routine clinical trial to find them [58]. Post-marketing medication
safety surveillance, often known as pharmacovigilance, is carried out to
address these issues. Most pharmacovigilance efforts rely on spontaneous
reporting systems, which gather voluntary ADE reports from users [38].
However, few people are prepared to share their experiences via the proper
channels. Inadequate and biased reports also constrain these systems.

Recent publications collect documents from social media, biomedical
articles, and medical forums, and detect ADEs automatically using NLP
techniques and machine learning algorithms. Using bidirectional long
short-term memory networks and conditional random fields to identify
entities relevant to ADEs, Dandala et al. [12] developed a pipeline-based
method to determine relationships between various entities using an at-
tention network. Kayesh et al. [35] proposed a neural network with a
multi-head self-attention mechanism to learn word-to-word interactions.
Zhang et al. [72] presented a model with a sentiment-aware attention
mechanism and adversarial training.

Those methods provide automatic feature learning with deep learning
techniques or text processing with manual feature engineering, enabling
automated ADE detection from social media or biomedical material. How-
ever, there are two drawbacks to the current methods and models: (1) The
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rich context information in some works cannot be fully captured. (2) Some
people fail to consider the dependencies and causal connections between
various items in a document. Effective text encoding should be considered
for the ADE detection task to capture rich semantic and contextualized
information. This dissertation aims to employ graph representation and
graph neural networks to represent and learn the interaction between text
mentions about drugs and adverse effects and improve the performance of
adverse drug event detection.

25






2. Goals

This section describes research goals: 1) Effective text representation, 2)
Learning with high-dimensional and imbalanced medical codes, 3) Solving
multiple prediction tasks in healthcare, and discusses challenges in health
text representation learning and healthcare prediction. We also outline
the most important research questions corresponding to these challenges.
More detailed research questions can be found in the component articles.

2.1 Effective Text Representation

Clinical notes contain jargon, such as uncommon synonyms, misspellings,
and professional medical vocabulary. They are typically lengthy documents
with various clinical data, including health profiles, lab results, radiological
reports, operation reports, and prescription information. Long-term hospi-
tal patients may have substantially longer written records. Thus, novel
neural architectures are required for efficient representation learning to
overcome the difficulty of noisy and lengthy clinical notes. First, due to the
lengthy and intricate semantic information in the discharge documents,
medical note representation - a crucial step in comprehending medical
notes - is complicated. A medical note generally contains thousands of
tokens due to the patient’s many diagnoses and treatments. For example,
the average length of discharge summaries in the MIMIC-III database is
1,485 [46]. Standard recurrent neural networks often struggle with long
documents, for example, because of the problem of vanishing gradients.
Hence, the lengthy nature of clinical notes requires neural networks to
capture long-term dependencies and efficiently encode long sequences at
scale. Clinical notes also contain many professional words and phrases.
Furthermore, many typos and informal abbreviations exist in clinical notes.
The representation learned by the neural network needs to be robust to
the noise in clinical notes, which leads to our first research question:

RQ1: Which neural network architectures can learn robust representa-
tions for lengthy clinical notes?
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Sections 3.1 and 3.2 address this research question through the study
of convolutional neural networks and transformer networks on lengthy
clinical note representation learning and medical code prediction.

Graphs are frequently employed for various data representations, includ-
ing texts, because of their strong expressivity. Many NLP solutions for
healthcare need to use text graphs and graph neural networks. Graph
Neural Networks (GNNSs) [66] can reflect the causal links and the reliance
between items and be applied to the adverse drug event detection task.
This dissertation aims to employ graph neural network-based graph text
representation for ADE detection. Moreover, to enable more effective text
representation, it adopts contextualized text representations that sim-
plify numerous NLP applications and improve NLP system performance
with minimum architecture innovation. Contextualized embeddings with
domain knowledge are also required in the medical domain.

RQ2: Does bringing in problem-specific knowledge or using domain-specific
pretraining improve the text representation in different applications?

Studies in the clinical, biomedical, and social domains in Sections 3.1, 3.2
& 3.3 answer this research question.

2.2 Learning with High-dimensional and Imbalanced Medical Codes

Multiple diagnoses are linked to medical notes. The label space for the
medical code classification system is extremely high and sparse, which
makes it extremely challenging to predict codes. There are hundreds of
codes in the high-dimensional label space. For example, the ICD9 and
ICD10 coding systems, which include more than 14,000 and 68,000 codes,
respectively, have a large number of labels. The existence of common
and rare diseases makes the medical codes in an EHR system suffer from
imbalanced distribution, which is also known as the long-tail phenomenon.
A patient typically is diagnosed with only a couple of codes over the whole
coding space, while patients with complicated diseases are associated
with dozens of codes. Efficient structured learning is needed to learn the
accurate mapping between free-text clinical notes and structured medi-
cal classification systems with high-dimensional and imbalanced classes,
which corresponds to our third main research question.

RQ3: Does leveraging auxiliary information about code descriptions or
related tasks through note-code interaction or multitask learning
improve medical coding with high-dimensional and imbalanced data?

We answer this research question through the following studies. Sec-
tion 3.1 investigates representation augmentation for high-dimensional
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medical codes via modeling the interaction between clinical notes and
code description. Section 3.4 adopts multitask learning and an auxiliary
coarse-grained medical code system to study this research question.

2.3 Solving Multiple Prediction Tasks in Healthcare

Prediction tasks of healthcare systems studied in this dissertation include
two categories containing multiple prediction targets. They are 1) many
standards of medical classification systems and 2) different types of patient
outcomes. Multitask training will be utilized by treating each classification
system or a type of patient outcome as a subtask. Multitask learning
jointly trains multiple related tasks to improve the performance of each
task and the generalization of the model [10]. Effective joint learning
and information sharing across multiple learning tasks are challenging.
Besides, handling the scenario with limited information and improving
zero-shot prediction’! on unseen diagnosis categories are difficult. These
challenges are investigated in our fourth main research question:

RQ4: Does incorporation of semantic task information improve multitask
learning for patient outcome and zero-shot diagnosis prediction?

In particular, in Section 3.4 we formulate a hyper-network to encode the
semantic task information to study this question.

1Zero-shot prediction is a setting to train a model for predicting classes that were
not present in the training data.
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3. Research Methods

Conventional methods are based on feature engineering techniques and
machine learning-based predictors. The popularization of NLP with deep
neural networks leads to neural classifiers with word embedding and
representation learning. This dissertation aims to solve the research
problems of learning robust representations and improving the predictive
performance. To approach to the research goals, it devises novel neural
network architectures, adopts emerging learning paradigms, and improves
the learning model for domain-specific applications.

This chapter is outlined as follows. Section 3.1 presents two novel con-
volutional neural networks for clinical text encoding and medical code
prediction. Section 3.2 investigates language models pretrained in differ-
ent domains and hierarchical text encoding for length clinical documents.
Section 3.3 presents contextualized graph embeddings for effective text
representation and ADE detection. Section 3.4 focuses on the multitask
learning paradigm. Specifically, it studies multitask medical coding on
two different coding systems and proposes a novel multitask recalibrated
aggregation model, and explores patient outcome and zero-shot diagnosis
prediction and proposes a task-conditioned multitask learning method
based on hypernetworks. Section 3.5 introduces the scientific approach.

3.1 Efficient Convolutional Text Encoding

Medical notes are typically lengthy and noisy, making efficient text repre-
sentation challenging. This dissertation proposes a dilated convolutional
attention network with dilated convolutions, residual connections, and
label attention. It adopts dilated convolutions to capture complex medical
patterns with a receptive field, increasing exponentially with dilation size.
Moreover, gated convolutional neural networks are proposed to capture the
rich semantic information of the lengthy clinical text for better representa-
tion by utilizing embedding injection and gated information propagation
in the medical note encoding module. A note-code interaction mechanism
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is further developed for automatic medical code assignment to overcome
the challenge of high-dimensional medical code prediction. We explicitly
capture the underlying dependency between notes and codes with a novel
note-code interaction design and a graph message passing mechanism.
The note-code interaction also utilizes textual descriptions of medical codes
as external knowledge and enables effective learning to predict over a
combinatorial structure. These two models are published in Publication I
and Publication II.

3.2 Hierarchical Encoding with Language Models

Understanding medical text is a long-lasting research problem. Through
unsupervised pretraining, contextualized language models acquire general-
ized language representation. Many natural language processing systems
then apply transfer learning with language models to downstream tasks
and obtain outstanding results. In clinical NLP, the effect of pretraining in
different domains has not been well-studied. When it comes to lengthy clin-
ical notes such as hospital discharge summaries, contextualized language
models that are pretrained with a relatively short text (128 tokens) become
limited in processing long clinical notes. We adopt two fine-tuning solutions
to handle this, one based on the straightforward truncation and the other
with hierarchical architecture. Besides, we conduct a comprehensive quan-
titative analysis of various contextualized language models’ performances
for medical code assignment from clinical notes. Those language models
are pretrained in different domains and corpora. Here, a distribution over
a subject area, such as biological documents and clinical notes, is referred
to as a linguistic domain. The methods, results, and findings are published
in Publication III.

3.3 Contextualized Graph Text Encoding

This section presents a contextualized graph embedding model for ADE de-
tection, published in Publication VIII. We construct a contextualized graph
embedding model (CGEM) that incorporates text graphs to represent the
cause-and-effect relationship to detect adverse drug events. To represent
the words and documents in the entire dataset, we create a heterogeneous
graph, following TextGCN [68], and use pre-trained language models,
specifically BERT [14] and its domain-specific variants, to obtain the con-
textualized text representation. We follow the BertGCN model [42] that
combines contextualized language embeddings and graph neural networks.
We use a variety of GNN-based models and contextualized embeddings
that have already been trained. We also build an attention classification
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layer to enable more vital content to contribute more to predictions. The
details of this model are available in Publication VIII.

3.4 Multitask Learning

This dissertation proposes to deploy multitask learning to share informa-
tion across different coding schemes and capture the dependencies between
different medical codes (Publication IV and Publication V), and conduct
task-conditioned multitask learning (Publication VI).

Multitask Medical Coding This section considers multitask medical cod-
ing with different medical code classification systems. We propose the

Recalibrated Aggregation Module (RAM) (Publication IV) and the Multitask
bAalanced and Recalibrated Network (MARN) (Publication V). In coding

multiple clinical classification systems, we adopt a coarse-grained classifi-
cation coding system to exploit the medical code relationship knowledge

between two coding systems. The Clinical Classifications Software (CCS)

system! condenses the large ICD code space into a small label space for

CCS codes. The two branches of medical coding are jointly learned using

the multitask learning (MTL) method. The coarse-grained CCS branch

also helps with the learning of high-dimensional ICD codes. The RAM

module enhances feature learning from the clinical documents. RAM re-
duces the noise in the clinical notes by injecting contextually enhanced

document features. We use the focal loss [41] to dynamically redistribute

the loss weight between low- and high-frequency medical codes and provide

label-balanced training.

Task-Conditioned Multitask Learning This section proposes a novel multi-
task learning method for patient outcome and zero-shot diagnosis predic-
tion from clinical notes, which is published in Publication VI. We propose
to incorporate task information to enable task-specific prediction in multi-
task learning. Inspired by the hypernetworks [22] that use a small neural
network to generate parameters for a larger neural network, we gener-
ate the task-specific parameters of prediction heads for various tasks by
encoding the semantic task information as the task context and using
the encoded task embeddings as shared meta knowledge. Our proposed
approach efficiently uses the task information, resulting in task-aware
multitask prediction heads. By maintaining the shared meta knowledge
embodied as semantic task embeddings, our method is also generalizable
to diagnoses that have not yet been seen in the training data. To balance
the learning from various clinical tasks, we propose dynamically updating
the weight coefficients of the multitask learning objective function.

1https ://www.hcup-us.ahrg.gov/toolssoftware/ccsl®@/ccsl0.jsp
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Research Methods
3.5 Overarching Scientific Approach

The scientific philosophy of this dissertation follows the principle of sci-
entific method?. The dissertation studies deep learning-based natural
language processing techniques for healthcare applications, proposes re-
search questions, develops new deep learning models, conducts experi-
ments in real-world datasets to verify the performance of the proposed
methods, compares those with alternative methods, analyzes the results,
and concludes the findings.

The dissertation investigates several important healthcare applications
and develops various deep learning architectures and learning algorithms.
We find out research tasks, research questions and challenges through a
thorough literature review, and attempt to propose novel methods to solve
those research tasks.

As application-oriented research, this dissertation conducts experiments
in real-world datasets using similar settings to previous works and evalu-
ates the experimental performance using standard evaluation metrics. We
firstly evaluate the performance of the proposed methods using aggregated
evaluation metrics. For example, we use F1 and AUCROC scores to evalu-
ate the performance of automated medical coding models. This dissertation
further conducts ablation studies [44] to verify the effectiveness of each
building component of the proposed methods.

The proposed methods have the potential to be applied to real-world
scenarios. However, as the core research questions of this work are related
to the neural network methodology, the dissertation did not perform hu-
man evaluation or consider the Great Misalignment Problem in human
evaluation [23], which will still be needed in further application-oriented
research before the deployment of the methods in practice. Instead, we
conduct case studies to investigate the model predictions using a small
portion of randomly sampled data instances. Further investigation would
also be needed to avoid some potential adverse issues such as model bi-
ases [6]. Computing efficiency and energy consumption [57] should also be
considered in real-world deployment.

2ht‘cps ://en.wikipedia.org/wiki/Scientific_method
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4. Results

This chapter presents and analyzes the results and compares the perfor-
mance of the proposed methods with existing baseline methods.

4.1 Automated Medical Coding

Automated medical coding focuses on textual discharge summaries from
a hospital stay. It is a multi-label multi-class classification problem in
a standard supervised learning setting. We conduct experiments on two
public clinical datasets, i.e., MIMIC-II and MIMIC-III'.

Effective Convolutional Encoding We consider the following baseline
models: CNN [46], BiGRU [46], C-MemNN [51], AttentiveLSTM [55],
CAML [46], LEAM [64], MultiResCNN [37], and HyperCore [9]. When
the macro score computes the label-wise average by considering all codes
equally, our DCAN model exhibits a noticeable improvement in the macro
F1 score. Our model slightly outperforms other metrics with a more minor
or equivalent standard deviation. More detailed results are published in
Publication I.

Our GatedCNN-NCI model consistently outperforms the competitors for
frequent labels. First, using top-50 codes, it outperforms every model in the
MIMIC-III subset. Our algorithm also provides the best predictive metrics
for the micro scores that prioritize frequent labels. Besides, our model is
more parameter-efficient than most baselines. More detailed results are
published in Publication II.

Hierarchical Encoding and Domain-Specific Language Models Previous
work has considered the use of pretrained models for medical coding [17,37],
however these studies have not provided the details of their analyses. Here
we extend their work by considering two fine-tuning architectures, namely
simple truncation and hierarchical encoding, are used in tests with var-
ious pretrained BERT models on various domains. To determine which

1h‘c‘cps ://mimic.physionet.org

35


https://mimic.physionet.org

Results

pretraining scheme works best for medical coding in the clinical domain,
pretraining in several domains is examined. Overall, pretraining in mixed
domains outperforms BERT-base pretrained in general domains regarding
predictive performance. These findings demonstrate how transfer learning
might improve learning capacity for subsequent tasks. PubMedBERT,
trained entirely from scratch on biomedical article corpora, performs better
than other pretrained models from other domains. In addition to a compre-
hensive quantitative study on the pretraining domain and fine-tuning ar-
chitectures, we also compared BERT-based models with convolution-based
approaches. The detailed quantitative study is published in Publication
III. We note that since the publication of our article, an improved model
with a more advanced hierarchical embedding method and model ensemble
has shown promising performance to improve BERT-based long medical
document representation [70].

Multitask Medical Coding This section evaluates the performance of mul-
titask medical coding for ICD and CCS codes. The HCUP project main-
tains the ICD-CCS mapping scheme. We utilize this existing mapping to
project the ICD codes into lower-dimensional CCS codes. The full ICD
codes (8,921) and top-50 ICD codes are converted into full CCS codes (295)
and top-38 CCS codes. Our method, MARN, outperforms the baseline mod-
els, including CNN [46], BiGRU [46], CAML [46], MultiResCNN [37], and
LAAT [63], clearly across all evaluation metrics on the MIMIC-III-50 (ICD
code) dataset. The MARN also shows competitive performance on other
metrics when compared with more recent advances (MultiResCNN and
LAAT) in the full code dataset. More detailed results are presented in
Publication V.

4.2 Patient Outcome Prediction

For our experiments, we utilize the MIMIC-III dataset’s admission-level
patient information. We choose the free-text patient notes as the testbed
for our research in natural language processing from a large amount
of data in this database. We take into account four classification tasks:
readmission prediction, classification of diagnoses, prediction of length of
stay, and classification of admission type. Our problem definition considers
readmission as a binary classification problem, while the rest of the tasks
are defined as multi-class classification problems. This binary classification
task aims to predict whether the patient will be readmitted within 30
days of discharge. The MIMIC-III dataset has a total of 15,691 classes
of diagnoses in the “ADMISSIONS” table. We extract the clinical notes
from the “NOTEEVENTS" table and get a total of 2,715 diagnoses in the
extracted datasets of discharge and early notes. Following Harutyunyan et
al. [25], we define the length-of-stay prediction as a 10-class classification
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problem. Specifically, the duration of stay is divided into ten buckets, i.e.,
one class for stays less than a day, seven classes for one-to-seven-day stays,
one for stays longer than a week but shorter than two, and the last one
class for stays over two weeks. Admission type classification is a proxy
task that categorizes the clinical notes into “emergency”, “elective" and
“urgent".

We compare our method, dubbed MT-Hyper, with several multitask learn-
ing algorithms on electronic health records and clinical natural language
processing, i.e., MT-LSTM [25], MT-BERT [47], and MT-RAM [59]. This
section presents the main results on prediction at discharge and early pre-
diction. In most circumstances, our proposed method performs better than
the three baselines in both progressive and final prediction. When there
are fewer classes in a task, the baseline models perform comparatively
better. For example, MT-BERT and MT-RAM offer a fairly accurate read-
mission prediction, but their multi-class diagnostic prediction performance
is much worse than our proposed method. Additionally, in most cases,
our proposed approach can produce more reliable predictions according to
the standard deviation. In terms of the average scores of three prediction
tasks, our method outperforms the baselines by a sizable margin. Then,
while maintaining a setup that is otherwise similar to the early forecast,
we investigate prediction at discharge. Discharge summaries offer a fair
amount of detail regarding patients’ hospital stays.

Compared to the baselines listed above, our method outperforms them in
terms of readmission prediction performance, diagnostic prediction perfor-
mance, length of stay prediction performance, and overall performance as
judged by the average score. In addition, our method typically produces
predictions at discharge that are more stable and have a smaller standard
deviation. More detailed results are published in Publication VI.

4.3 Adverse Drug Event Detection

Experimental studies used three datasets from the social media and

biomedical domain to test the performance of baselines and our model.
The first TwiMed dataset [3] includes TwiMed-Twitter and TwiMed-Pub

from Twitter and PubMed, respectively. The second one is the SMM4H

dataset [43]. We consider the following baseline models: CNN-Transfer [40],
HTR-MSA [65], ATL [40], MSAM [71], IAN [1], BERT-LSTM [69], RoBERTa-
aug [50], and BERTweet-LSTM [34].

In most cases, our model improves the detection accuracy when compared
with the other powerful ADE detection models. TwiMed-Pub produces
its best results when using Clinical BERT embeddings and a GAT encoder.
The ideal building blocks for SMM4H and TwiMed-Twitter are RoBERTa
embeddings and GCN encoder. On the two TwiMed datasets, the majority
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of models perform very differently. Due to the casual nature of tweets and
their abundant colloquial language, it might be challenging to identify
ADEs in them. However, the results on the TwiMed-Twitter dataset
demonstrate that our model is effective at encoding information from
informal writing and is superior at capturing entity relationships in a
document.

We continue our analysis of the contextualized graph embedding model,
discuss the selection of various building components, and carry out a case
study. We also conduct ablation research to examine how the attention
classifier affects the results. For all three datasets, the values of F1
scores decline after the attentive classification layer is removed. The
attentive classification layer can boost the model’s ability to prioritize
information in the heterogeneous text graph. More meaningful content,
such as describing symptoms and medications, medical words, and other
pertinent information connected to ADEs, can contribute more to final
predictions by adopting the attention mechanism in the classifier. Detailed
results are reported and discussed in Publication VIII.
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5. Conclusions and Future Work

Recent years have witnessed increasing attention to research on natural
language processing for health. In the era of deep learning, researchers
build deep neural networks for representation learning from text and
apply deep learning-powered models to various health applications such as
health outcome research [62], symptoms from electronic health records [36]
and medical information extraction from free-text clinical notes [24]. NLP
models with deep learning encode text meanings, mine knowledge from
unstructured text, and achieve superior performance in several health-
related tasks.

This dissertation investigates essential tasks in healthcare with deep
learning-based natural language processing techniques. It studies text rep-
resentation learning and multitask learning, proposes novel methods, and
applies them to various healthcare applications. This chapter summarizes
the main contributions, draws conclusions, and discusses future research
directions.

5.1 Contributions and Conclusions

First, this dissertation studies text representation learning for long clinical
notes, automated medical coding, and detection of adverse drug events.
Deep learning-based medical coding can be viewed from a perspective
that unifies existing deep learning-based models into an encoder-decoder
framework [31]. We propose a dilated convolutional attention network that
consists of dilated convolution layers, residual connections, and a label
attention layer (Publication I). To further learn rich representation from
clinical notes and model the interaction between clinical notes and medical
codes by incorporating external medical knowledge sources, we propose
a novel neural architecture called Gated Convolutional Neural Network
with Note-Code Interaction (GatedCNN-NCI) (Publication II). It designs
novel information propagation approaches to capturing the long sequential
history of clinical documents. The interaction module formulates textual
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notes and medical codes as a complete bipartite graph to tackle the large
labeling space. It captures the explicit interaction between codes and notes
via a simple yet effective graph message passing mechanism. To preserve
ICD codes’ semantics, we utilize the ICD code description as an external
medical knowledge source. DCAN and GatedCNN-NCI show better predic-
tive performance than strong baseline methods through experiments on
the MIMIC-III dataset. Besides, they offer a smaller computational cost.

Pretrained language models in both general and specific domains have
effectively captured contextual information. However, they encounter
limitations in encoding long clinical text. Self-attention-based models
suffer from quadratic complexity. The pretrained BERT model and its
variants with hierarchical fine-tuning architecture are studied to tackle
long clinical document encoding. Experiments observe a good performance
in the medical coding dataset with top-50 frequent codes by fine-tuning
with pretrained models; however, the PTM fine-tuning does not work well
for high-dimensional structured prediction on a full-label dataset with
more than 8,000 labels. The study in Publication III suggests focusing on
less frequent codes.

Two studies on convolutional neural networks and one study on pre-
trained language models answer the first research question in Sec. 2.1.

Answer to RQ1: The lengthy nature of clinical notes, especially discharge
summaries, requires neural networks to be effective in capturing
long-term dependencies when learning robust representations. Two
studies on convolutional text encoding models (Publication I and
Publication II) show that carefully designed convolutional neural
networks can learn robust representations for lengthy clinical notes.
The study on hierarchical transformer-based model (Publication III)
demonstrates that the utilization of chunked representations from
pretrained language models can also help with the modeling with long
sequences and lead to better prediction performance than the model
with truncated representations. Moreover, we can build more robust
neural networks with external knowledge sources and utilize label-
wise attention or other more advanced neural decoders to improve
the representation learning and predictive performance.

Then, this dissertation investigates contextualized language models and
heterogeneous graph representations for adverse drug event detection from
text. A good model must effectively encode text information and capture
the causal relation to detecting adverse drug events from social media or
biological publications. We use pre-trained contextualized embeddings and
various convolutional graph neural networks as our building blocks. We
build a contextualized graph embedding model (CGEM) that incorporates
text graphs to represent the cause-and-effect relationship to detect pharma-
cological adverse events (Publication VIII). Convolutional GNNs are used
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in the CGEM model for text graph encoding, contextualized embeddings
are used to capture context information, and an attention classifier is used
to categorize ADEs. The experimental results demonstrate that graph-
based embeddings can more accurately capture the causal linkages and
dependencies between various elements in documents, improving detection
performance.

The study on representation augmentation with external problem-specific
knowledge and two studies on domain-specific application of pretrained
language models answer the second research question in Sec. 2.1.

Answer to RQ2: The study on note-code interaction (Publication IT) shows
that an external knowledge-enhanced module can leverage problem-
specific knowledge and augment the text representation for medical
coding. In addition, considering domain-specific requirements of vari-
ous applications is essential. For example, the ADE detection task
requires our model to capture the relation between drug mentions
and adverse reactions, which makes a graph-based model a better
choice for relational representation learning. The two studies on
medical coding with pretrained language models in different domains
(Publication IIT) and adverse drug event detection in biomedical and
social domains (Publication VIII) show that pretraining a language
model in the appropriate application-specific domain and the strat-
egy of pretraining are also essential to consider as ways to optimize
performance.

In the medical coding system with multiple types of codes, we propose
a novel multitask framework that improves feature learning for clinical
documents and accounts for the dependencies between different medical
coding systems (Publication IV and Publication V). We design a Recali-
brated Aggregation Module (RAM) to enrich document features and reduce
noisy information. Furthermore, we leverage multitask learning to share
information across different medical codes. The experimental results on
the real-world clinical database with ICD and CCS codes show that our
framework outperformed previous strong baselines.

Our studies on knowledge-augmented and multitask medical coding
answer the third research question in Sec. 2.2.

Answer to RQ3: By encoding code descriptions via a note-code interac-
tion module (Publication II), we show that auxiliary information
can help with representation learning and improve medical coding
with high-dimensional and imbalanced medical codes. We further
demonstrate that the combination of multitask learning and recal-
ibrated aggregation module can improve automatic medical coding
considerably, multitask learning can learn the connection between
different coding systems and enable both fine-grained and coarse-
grained code prediction, and a focal loss can better optimize the model
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learning to balance low- and high-frequency codes (Publication IV
and Publication V). These studies show that multitask learning com-
bined with carefully designed neural modules and an appropriate
loss function improve the prediction accuracy with high-dimensional
and imbalanced medical codes.

Lastly, this dissertation investigates multitask patient outcome predic-
tion. The conventional joint learning scheme for multiple tasks cannot
effectively deal with inter-task interference and utilize task context. In
healthcare applications, it is essential to generalize on rare diseases or
unseen diagnoses. Existing methods are easy to overfit on seen training
examples. We propose a hypernetwork-based multitask learning method to
effectively utilize the task information and produce task-aware multitask
prediction heads (Publication VI). Experiments on two datasets extracted
from a real-world clinical database show that our proposed method out-
performs strong multitask learning baselines. Experimental results on
zero-shot diagnosis prediction show that our method is also generalizable
on unseen diagnoses.

The study on task-conditioned multitask learning answers the fourth
research question presented in Sec 2.3.

Answer to RQ4: We study a hypernetwork to incorporate semantic task
information into deep neural networks (Publication VI) and show
that parameter generation with task-specific information can im-
prove multitask learning for patient outcome and zero-shot diagnosis
prediction. The proposed hypernetwork-guided multitask learning is
conditioned on the task information and the hypernetwork maintains
the shared meta knowledge encoded as semantic task embeddings.
The task-specific parameter generation and shared meta knowledge
can effectively improve multitask learning and achieve good predic-
tive performance in healthcare applications.

The contributions of this dissertation are summarized in Table 5.1.

5.2 Future Work

The following issues should also be carefully considered when improving
predictive performance.

Clinical Relatedness For given input texts, modern neural networks can
successfully learn textual features. We can typically obtain satisfactory
performance with a powerful classifier and the appropriate training. How-
ever, uncertainty persists regarding the encoding model’s ability to capture
the clinical similarity between text and code. Dense embedding vectors
represent word meanings, but further research is necessary to see whether
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Table 5.1. A summary of the contributions of this dissertation. The column of goals is
linked to goals introduced in Chapter 2.

Research Methods Models Goals Contributions
DCAN [27] (Publication I)|2.1 Dilated convolution for clinical
text encoding
Convo}utwnal Text GatedCNN [30] 2.1 Dilation information propaga-
Encoding (Publication IT) tion component with a forgetting
mechanism

2.1& 2.2 Captures the explicit interaction

NCI [30] (Publication TT) between codes and notes

Hierarchical Text BERT-hier [28] 2.1 Hierarchical text encoding with
Encoding (Publication III) pretrained language models

) L 2.1 Contextualized graph embed-
Contextualized CGEM [20] (Publication

dings and attention classifier for
adverse drug event detection

2.1, 2.2 & 2.3|Enriches document features and

Graph Embeddings | VIII)

RAM [59] (Publication IV)

Multitask Medical reduces noisy information
Coding MARN [60] (Publication [2.1, 2.2 & 2.3|Enables balanced learning on im-
V) balanced classes
2.3 Hypernetwork for task-specific

Task-conditioned MT-Hyper [29]

K B parameter generation to share in-
Multitask (Publication VI)

formation among different tasks

encoding models can accurately represent clinical knowledge or concepts
when used in a clinical setting. Future research may include, for example,
injecting clinical knowledge into the neural encoders and intrinsically eval-
uating how the encoders learn the clinical relationships between different
medical concepts.

Interpretability Existing models with some level of explanation are post-
hoc investigations, for example, by interpreting the predictions through the
attention weights visualization [19]. Understanding the model’s prediction
and the model’s prioritized features is crucial. However, the current deep
learning-based medical coding model is still a black box. Therefore, future
research should place a higher priority on interpretability, which can
increase the transparency of neural medical coding models.

Effective and Efficient Multitask Learning Multitask learning works with
many machine learning settings in a supervised manner. In the appli-
cations to healthcare tasks, several problems remain unsolved. When
training a shared network, for example, the medical knowledge, such as
factual triples involved in various healthcare tasks, is not investigated.
Formal descriptions of medical codes or healthcare prediction tasks such
as diagnoses provide descriptive domain knowledge for learning to perform
corresponding prediction tasks, which acts as a way of explicit knowledge
injection or enhanced feature learning. How to effectively integrate domain
knowledge into task sharing in a structured manner is a promising direc-
tion in multitask healthcare systems. Additionally, many multitask learn-
ing methods share neural backbones, which leads to over-parameterization.
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Efficient multitask learning with sparse or parameter-efficient sharing
should be the main focus of future research.

Knowledge-augmented Text Representation Learning Healthcare profes-
sionals must complete years of training in medical school before they
begin clinical practice. A vast amount of knowledge has been produced
through the advancement of medicine. Embeddings of external medical
knowledge bases like the unified medical language system (UMLS) might
be further utilized to learn rich knowledge-aware representation to help
medical text understanding. Knowledge-aware reasoning can also improve
interpretability in medical prediction. Thus, knowledge-augmented text
representation learning is a promising direction that deserves further
investigation.

5.3 Societal Impacts and Ethics

This dissertation works towards the UN Sustainable Development Goal 3'.
The medical coding models can help with better health information man-
agement. The multitask patient outcome prediction model can empower
doctors with better healthcare service delivery. The adverse drug event
detection method promotes post-market drug safety.

This dissertation does not conduct research that requires interaction with
human beings. We use the de-identified MIMIC database under the data
use agreement and treat electronic health records with appropriate care
and respect. We use public datasets for adverse drug reaction detection
and do not interact with the people who reported their adverse drug events.
We do not collect their personal data. The algorithms developed in this
dissertation are only tested with the research datasets. The real-world
usage needs to be further validated by clinical professionals.

1h‘c‘cps://sdgs .un.org/goals/goal3
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