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Abstract

The Cosmos blockchain ecosystem is a decentralized network of interconnected blockchains
designed for interoperability and scalability. This thesis aims to optimize the data engineering
process for blockchain data analytics in the Cosmos ecosystem, focusing specifically on
Osmosis, a decentralized exchange built on the Cosmos network. The existing data ingestion
and storage process utilized by Numia Data, a subsidiary of Binary Builders AG, presents
challenges in filtering irrelevant information, processing large volumes of data, and developing
complex queries. The primary objective of this thesis is to improve the data engineering
process by generating more suitable data structures for efficient data analytics. The approach
consists of three main steps. Firstly, a thorough analysis of the Cosmos and Osmosis messages
will be conducted to identify the essential data fields needed for analytics. This analysis will
involve examining the raw data generated by the blockchain and utilizing exploration tools
and documentation. Secondly, based on the identified data fields, new data structures will be
defined to store the information and facilitate efficient data analytics. These structures will be
designed to align with the capabilities of Numia Data’s data warehouse in BigQuery. Lastly,
pipelines will be developed to enable the creation of these new data structures and ensure the
cost-effective and efficient ingestion of new data. The development of these pipelines will
leverage Numia Data’s existing ETL tools, DBT and BigQuery. By following this approach,
this thesis aims to streamline the data engineering process and enable the extraction of valuable
insights from blockchain data in a more efficient and automated manner.

Keywords Blockchain, data engineering, optimization, databases, data processing, view
materialization, data ingestion, Cosmos
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1 Introduction

1.1 Background

The blockchain [1] industry generates vast amounts of data that can provide valuable insights
into market trends, user behavior, and other important aspects of the industry [2] [3]. However,
accessing and analyzing this data can be challenging due to the decentralized and complex
nature of the blockchain networks.

Binary Builders AG is a blockchain software development company that provides services
such as consulting, smart contract development, DApp development, and blockchain integration.
They have also contributed to the development of blockchain projects, such as the build out of
services in the Cosmos ecosystem [4], a project that focuses in the interconnection of different
blockchains. Additionally, they offer data analytics services through their subsidiary Numia
Data.

One of Numia Data’s key clients is Osmosis [5], a decentralized exchange built on the
Cosmos ecosystem. Osmosis requires detailed data analytics services to better understand the
behavior of its users and to make informed decisions regarding its platform’s development.
However, they are facing a significant challenge in accessing and analyzing the data generated
by the blockchain, which is why they contacted Numia.

1.2 Problem statement

Numia Data currently indexes data from more than eight blockchains from the Cosmos
ecosystem. To save this data they use four large tables stored in BigQuery [6], two focused
in blockchain metadata and another two that register all the transactional information. The
approach allows for a really efficient ingestion of the information, but it is not the best approach
for data science / analytics tasks. The inclusion of all the transactional data in immense tables
derives in the development of really complex queries to filter all the information that is not
relevant for the particular task, a high cost of resources due to the processing of vast amounts
of data, and the consequential loss of time in development and processing. In addition, to work
with the raw data it is required to have a high knowledge about the information generated by
blockchains.

1.3 Objectives

This thesis belongs to the scope of data engineering optimization, which aims to improve the
process of collecting, storing, processing, and structuring large amounts of data. However, it
will not only focus on technical aspects such as the optimization of data structures or pipelines.
Contrary to other more established fields, most of the blockchains have been created recently,
and are in constant development. Furthermore, depending on the services they provide, they
also have their own particularities. This means that, while there are extensive documentations
on how each of the chains operates, there is not a consensus on what fields of the generated
data are relevant for study depending on the data analytics/science problem. Therefore, the
thesis will also require a previous investigation about the Cosmos ecosystem and the Osmosis
blockchain to understand how they provide their services, which data is relevant for analysis,
and to design the future engineering accordingly.



1.3.1 Research Questions

As such, three research and engineering questions have been defined:

R.Q.1. What are the key data fields required for analytics in the Cosmos ecosystem, specifically
for Osmosis?

R.Q.2. What are the most cost-effective and efficient storage structures for storing and analyzing
blockchain data in the Cosmos ecosystem, specifically for Osmosis?

R.Q.3. How can the data engineering process be optimized to create the structures mentioned
in R.Q.2 out of the original data and to extract specific data fields required for analytics
in a more efficient and automated manner?

1.3.2 Expected Outcomes
There are two main expected outcomes of the project:

E.O.1. Improved data structures in BigQuery (tables, views, etc.) for analyzing blockchain data
in the Cosmos ecosystem, specifically for Osmosis. Ideally an individual structure will
be built for every relevant service Osmosis provides.

E.O.2. An optimized data engineering process that will enable Numia to provide better data
analytics services. This process will: i) reduce the existing costs resulting from the
data analytics services, ii) automate the creation of the structures in E.O.1 with the
pertinent testing, iii) be replicable for other new clients Numia may have and iv) allow
for rapid changes in accessibility to the data based on Numia’s relationship with the
clients. The system will be based on BigQuery as Data Warehouse and DBT [7] for the
transformation, ingestion and structuring of the data.

To measure the improvement achieved by the new data engineering process and data
structures we will use the data analytics report conducted for Osmosis. We will mainly assess
the resources (money, processed data, time, etc.) spent with the previous structures and queries
and compare it with the new approaches, but other factors, such as the complexity of the
queries or the replicability for other chains, will also be addressed.

1.4 Significance of the Study

This study holds significant importance as it contributes to the field of data engineering
optimization in the context of blockchain analytics. As the blockchain industry continues
to grow and evolve, the need for efficient methods of collecting, storing, processing, and
structuring blockchain data becomes increasingly relevant.

From a practical perspective, the improved data structures in BigQuery and the optimized
data engineering process will benefit Numia Data by providing them with more efficient and
automated ways to analyze their blockchain data and to expand their existing services for other
clients. Moreover, the acquired knowledge about key data fields and the new structures may
allow for new business opportunities.

Additionally, by focusing on the Cosmos ecosystem (although the main focus lies on the
Osmosis blockchain), this study addresses the challenges associated with: i) analyzing data
from interconnected blockchains (finding what individual and common fields of interest they
have) and ii) developing structures and data engineering processes which can be used for all



the chains in the network. This could be relevant for other ecosystems less advanced than
Cosmos that may have an interest on analyzing their data following the same approaches or
using the same tools.

The remaining sections of this thesis are organized as follows:

Section 2 provides the background of the project and presents a literature review on the
management of semi-structured data and its relationship with blockchain. In Section 3, the
breakdown of the approach to the challenge is provided, along with a discussion of the tools
and technologies used in the process. Section 4 covers the investigation and definition of the
relevant fields of study. Section 5 focuses on the design of data structures that will optimize the
analysis process by leveraging the acquired knowledge in the key fields. The implementation
of these structures in the existing system and the creation of an optimized, automated, scalable,
and robust ETL (Extract, Transform, Load) process are described in Section 6. In Section 7, the
new approach is evaluated against the previous one based on both qualitative and quantitative
metrics to determine whether the change aligns with the goals set in point 1.3.2. Finally,
Sections 8 and 9 respectively include the discussion of the results, any limitations encountered,
possible future work, and the concluding remarks of the project.
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2 Background and Literature Review

2.1 Blockchain and the Cosmos Ecosystem

Blockchains are decentralized digital ledgers that record and verify transactions across different
nodes which together form a network. Instead of relying on a central authority in charge of
controlling the management of the ledger, such as a bank, a subset of the members of the
network is in charge of collectively validating and confirming the transactions that occur
between the members of the network. As transactions are validated, they are grouped into
blocks, which are then concatenated chronologically, creating an immutable record of all the
transactions that have occurred, the blockchain. When a new block has been added and all the
members of the network acknowledge the new state of the blockchain it is said that consensus
was reached. The number of members confirming transactions can vary significantly, ranging
from a limited sample of users to the entire network, depending on whether the blockchain
utilizes proof of stake or proof of work algorithms [8].

Proof of work (PoW) permits all users to validate transactions. It does it by creating a
complex math problem and allowing the user who solves it first to add the new block to the
chain, rewarding him with assets for doing it. On the other hand, proof of stake (PoS) restricts
the number of validators, selecting as such only users who are willing to put at stake their
assets (an amount over a certain threshold) for the proper functionment of the chain. For each
block, a validator is selected with a probability proportional to the amount of assets they have
staked relative to the total staked amount across all validators, who is the one that will add the
block and receive the reward. Obviously, the more users participate in this process, the higher
the decentralization and security, but there is also a higher consumption of resources, as they
all need to work on the validation.

There is also another difference between these approaches, which is the way governance
(decision making for changes in the chain) is managed. Similarly to the validation process, in
PoW all users can vote proposals and their votes are valued equally, while in PoS the weight
of users’ votes will depend on the amount of assets of the chain they hold. It can be seen
that PoW focuses on general consensus and individuals power, while PoS is oriented towards
giving users who are more involved with the chain (and have more to lose if things do not go
well) a more relevant role.

All chains in the Cosmos ecosystem are proof of stake, but they include a particularity,
which is the use of delegations. When users delegate assets it means that they are giving
custody of those assets to another user that acts as a validator. This solves a problem that
surges from proof-of-stake, since the requirement of a certain amount of assets staked to be a
validator could result in only users with a lot of assets having access to these positions, or
having a higher impact in governance decisions. Like in politics, delegation makes it possible
for users to select another user or organization of their choice to be a validator and have a
higher voting impact.

This decentralized approach, and the publicity of the chain of blocks, ensures a shared
authority and allows every user of the network to know the current state of the blockchain,
making the system resistant to fraud, censorship or unilateral decision making. While the use
of blockchains is commonly associated with financial transactions, it is important to remember
that transactions are just exchanges of information between parties, and that this technology
has numerous potential uses in industries such as healthcare, supply chain management or
voting, among others. In fact, there are already multiple applications that have been developed
on top of blockchains, called decentralized applications or DApps.
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Considering that different blockchains and DApps provide different services, it makes
sense to allow the communication between them, granting the users of a service an easy access
to a different one. There are different projects working on blockchain intercommunication
[9][10], and one of the most successful ones is Cosmos.

The Cosmos blockchain ecosystem is a network of interconnected blockchains designed to
enable interoperability and scalability across them. Its modular architecture allows developers
to create and customize their decentralized applications while maintaining compatibility with
all the chains in the ecosystem. The principal characteristics of this ecosystem are the use of
the Tendermint consensus engine [11][12], which is responsible for ensuring consensus and
security across blockchains, and the Inter-Blockchain Communication (IBC) protocol [13][14],
which enables communication between the different chains. Although it is a decentralized
network of blockchains, Cosmos has a central hub responsible for guaranteeing consensus
across chains and registering all transactions, called the Cosmos Hub blockchain [15].

In addition to Cosmos Hub, other blockchains that belong to the Cosmos ecosystem are
Osmosis, decentralized exchange and principal target or the thesis, Evmos [16], which focuses
on the implementation of Ethereum smart-contracts in Cosmos, Stride [17], which aims to
provide a platform for the development of DApps, etc.

2.2 Blockchain Semi-structured Data

As previously mentioned, the Cosmos ecosystem prioritizes compatibility among its various
blockchains, all of which utilize the Tendermint consensus engine and the IBC protocol.
Consequently, to facilitate the intercommunication these chains organize transactional data in
a consistent hierarchical structure: blocks, transactions, messages, events and attributes.

Blocks, which are collections of grouped transactions, serve as the fundamental units of
information in all blockchains, composing the blockchain itself. The transactions included
in the different blocks capture all the data generated by modifications or updates in the
blockchain’s state, and they can be formed by one or more messages. Each of these messages
are the different actions that are executed within a transaction, and they trigger the necessary
events that will actually make the changes in the network. Finally, to define which changes are
made, the different events require a series of attributes that define the impact they will have in
the network. These elements and their structure are described in Figure 1 and its explanation
below, which outline the transactional information generated when a block is added to the
chain.

0] o

f‘i Registered balances: X - 30 0OSMO Y - 0 OSMO Z-00SMO
L
Blocks Transactions Messages Events Attributes
[1] [2] [3] [4] [5]
N ¢
+ ." — > Xsent 10 0SMOtoYandZ — @ Xsent 10 0SMOtoY — ! coinreceived — il amount: 10 0sMO
| coinspent I fver:
— . [L1f receiver: Y
-Xsent 10 0SMOto Y and Z S Jsent5USDCtoA @ X sent 10 OSMO to Z *
-Jsent5USDCto A — I .
- = - _ ot
[0] P
&', Registered balances: X-100SMO ~ Y-100SMO  Z- 10 OSMO

Lo

$

Figure 1: Cosmos blockchains transactional data structure.
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0. Let’s say that a user X has successfully sent to two other users Y and Z a total of 10
OSMO each in Osmosis (OSMO is the criptocurrency used in the Osmosis blockchain).
This means that the blockchain has successfully added the block where that transaction
has been included.

1 & 2. Since the block does not only contain that transaction, many other transactions will have
also taken place, modifying the previous state of the blockchain. But for the sake of
simplicity, we just focus in the transaction in question.

3. In this case it can be seen that X made two actions inside the same transaction. He sent
10 OSMO to Y, and then he sent another 10 OSMO to Z. Each of these actions are the
messages, and they describe what happened inside the transaction.

4. However, to send 10 OSMO to Y, 10 OSMO had to be subtracted from X’s balance
and then added to user Y’s. Each of these sub-actions are the events triggered by the
messages.

5. Finally, the events need to know the amount of assets that are being sent, the address that
sends them, the receiver, and even the kind of asset that is being sent. This information
constitutes the event’s attributes, which define what will be the impact of the event in
the blockchain.

However, although all chains follow the previous structure, the data received by validators
can vary significantly. Validators not only receive transactional data but also metadata about
blocks or registered validators, which have a different structure. Moreover, it is important to
note that each blockchain provides its own services, meaning that while they share a common
structure and some actions to enable communication within the ecosystem, each chain also
implements its own messages, events, and attributes.

Data that follows a similar schema but has variations within it is often regarded as semi-
structured data [18][19]. This kind of data is complicated to deal with because relational
databases are not specifically built to represent it. In this case, for example, it is not viable
to properly represent a transaction as a row in a table, as they have a varying number of
messages, each of them with a varying number of events, each of them with a varying number
of attributes that may have different typing in their value (strings, numbers, key-value pairs,
etc.). Actually, this data could be represented in a relational database - using 1 to N relations
between tables - as long as every single attribute type, event and message had their own tables,
but the large number of attribute categories that exist on a blockchain (exponentially higher if
we are considering a network of blockchains like Cosmos) would complicate the usage and
ingestion of the data to many degrees.

2.3 Existing Approach

At the moment Numia Data is ingesting data from more than eight different blockchains from
the Cosmos ecosystem. This ingestion is done through the development and implementation of
validators in each of these chains, which will then be able to access all the relevant information
from it in real-time. All the data that is obtained is saved into Numia’s data warehouse, hosted
in BigQuery.

The company separates all the incoming information in four different tables for each
blockchain, which can be seen in figure 3. The first two, blocks and transactions, store metadata

13



Figure 2: Simple schema of Numia’s data ingestion process.

about the blocks and transactions, which always follows the same structure in all chains to
allow the intercommunication, and can be represented accurately in a structured database.

As such, the blocks table, for instance, contains information such as the block height,
timestamp, and the validators who approved it. In the case of the transactions table, we can
observe all the non-transactional details related to transactions, including the index within the
block, fees and gas (i.e. the amount that users pay to validators to process their transactions)
spent, whether the transaction was successful or not (code), etc.

m TRANSACTIONS EVENT ATTRIBUTES MSG EVENT ATTRS.

* Belonging chain Belonging chain Belonging chain * Belonging chain
* Block height Block height Block height « Block height
* Block timestamp * Txhash + Txhash * Txhash
* Proposer address « Tx status, code & index + Eventindex and type * Message index
+ Validators hash + Fees and gas « Atribute key, value and index * Eventindex and type
« Ingestion timestamp + Ingestion timestamp * Atribute key, value and index

* Ingestion timestamp

Figure 3: Numia’s data structures.

On the other hand, event_attributes and message_event_attributes, are used to store all the
transactional information. To deal with the problem of storing the transactional semi-structured
data in a relational database Numia uses the following approach. Knowing that the smallest
unit of data used in transactions are the attributes, as shown in the previous sections, every
transaction that is registered in the table will be composed of as many rows as the total number
of attributes it has. Every row includes:

i) the value of the attribute (e.g. "0"),
ii) the key of the attribute, which gives meaning to the value in i) (e.g. "amount"),

iii) the index of the attribute, which sets its order among all the attributes within the
associated event,

iv) the type of event that required the attributes,

14



v) the index of the event, determining its order among all the events that were also triggered
by the message it belongs to,

vi) the index of the message, that defines its order among all the messages that compose the
transaction it belongs to,

vii) the transaction identifier,
viii) the identifier of the block the transaction was encapsulated in,

ix) and the exact moment when the transaction was registered in the database.

Although this approach repeats pieces of data in all the rows that represent a transaction, it
significantly simplifies the representation of the data in the relational database and the data
ingestion process. In addition, it provides the necessary fields to filter by block, transaction, or
even other fields of interest such as the type of events.

Both event_attributes and message_event_attributes contain this information, but the first
one does not include the index of the message in its rows. Thus, in this table the index of
the event will determine the order of the event within the whole transaction. This difference
makes event_attributes better if all the data within a transaction is required for a task, but
message_event_attributes allows to differentiate the events that belong to different messages if
we are only interested in using a subset of them.

2.3.1 Challenges of the current approach

The current structures deal quite efficiently with the semi-structured data storage complications,
but they are not designed towards data analytics or data consumption purposes. While including
all transactional data in a single table may not result in excessive expenses for occasional
analysis, it becomes exponentially more expensive when there is a constant need for analytics
or access to filtered information. This is particularly noticeable for real-time dashboards or
API services. In addition, the extensive variety in types of messages, events and attributes in a
blockchain together in a single table makes it burdensome to develop new queries or services
that only require a subset of the data. These factors hinder Numia’s opportunity to expand its
business offerings and may deter potential customers from acquiring their services due to the
high cost associated with working with the existing data structures.

Nonetheless, it is not viable to adapt the existing tables and ingestion processes to a
new schema with more specific tables. Any exceptions found while filtering the information
from the validators could cause the loss of information and require a second ingestion round,
resulting in additional expenses. It could be argued that a robust system should be error-free,
but blockchains are in constant development. Therefore, data for which the system has not
been prepared can appear periodically. Indeed, one of the major advantages of the current
generic approach is its ability to handle any changes in the transactional data generated by the
blockchain, as long as it follows the "block, message, event, attribute" pattern established in
the Cosmos ecosystem.

2.4 Related Work in Optimizing Semi-Structured Data Engineering Pro-
cesses
The study of data engineering processes for semi-structured has been a relevant area since

the appearance of the Internet. Abiteboul et Al. explored a common dilemma related to
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flexible data. Specifically, they evaluated the choice between lightweight, flexible models
and heavyweight, complex models. Lightweight models, like Numia’s existing tables, are
preferable when dealing with data sources that may introduce new and unknown structures or
when standardizing the entire database is unfeasible. However, heavyweight models offer clear
performance advantages in processes that specifically require their information. Abiteboul
explores the possibility of using a model that balances both flexibility and complexity, and
proposes the use of a graph based structure where nodes are objects and edges define the
relation between the nodes through the use of labels [20]. An example on how this could be
applied to blockchain data can be seen in Figure 4.

Osmosis
block O block
height height
9640390 @)+ ) () @ 9640390
transaction ‘ ._transaction
6604...80D7 J« > 6F60...93B2
O hash O O hash O
message
event / \_event attribute
- O O key ~_ value

index

attribute AN attribute O O
Figure 4: Example of a possible graph-based representation of Osmosis’ transactional data.

Also proposed by other authors [21][22], graph databases provide an excellent means of
representing semi-structured data. However, they have certain limitations when it comes to
managing large-scale data growth, which is particularly relevant in the context of blockchain
applications. Scalability becomes a challenge as the size of the graphs increases, resulting in
extended processing times and higher resource consumption compared to structured tables.
Achieving efficient graph parallelization and sharding remains an active area of research.
Moreover, the intricate interconnected nature of graphs can introduce complexities in querying,
especially when handling diverse node types and applying filters. Furthermore, effectively
working with graph data necessitates the use of specialized algorithms tailored to exploit the
unique characteristics of these structures.

On the other hand, Yue et al. argue in favor of utilizing SQL databases for representing,
accessing, and analyzing blockchain data. They highlight several key advantages associated
with using SQL databases in this context. The familiarity and widespread adoption of SQL
make it easier for individuals to learn and work with the language when dealing with blockchain
data, contrary to the complex nature of graphs. Additionally, SQL databases have shown
adaptability in representing non-relational structures, allowing for efficient storage and retrieval
of data in a structured manner. Compatibility with big data technologies such as Spark, Hive,
and cloud platforms like BigQuery, enable the processing of large-scale data in a distributed
and scalable manner. These advantages support the utilization of SQL databases for effectively
handling and leveraging blockchain data [23]. While it is not mentioned in the article, the
ACID (atomicity, consistency, isolation and durability) properties of SQL databases are also a
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clear advantage in a field like blockchain, where the integrity and traceability of the data is key.

In fact, there have been significant developments in regards to SQL interaction with
blockchain. Li et al. [24] introduced EtherQL, a query layer which enabled SQL-based queries
on the Ethereum blockchain [25] through smart contracts. Following a different approach,
Han et al. [26] proposed an external SQL database for querying Ethereum data, similar to
Numia’s strategy. However, their primary focus lies outside data analytics and they do not
delve into optimizing structures to facilitate such tasks.

An approach that leverages the properties of SQL databases, allowing the use of generic
models and building specific models on top, is the use of materialized views. Chirkova et Al.
[27] define materialize views as the "natural embodiment of the ideas of precomputation and
caching in databases". This functionality consists on saving the result of queries as tables in
a database, which allows accessing the already computed data without needing to execute
the query every time the data is required. When the underlying data changes, materialized
views can be refreshed to reflect the updated information. They serve as optimized snapshots,
reducing the need for repetitive and resource-intensive computations during query execution.
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3 Methodology

3.1 Approximation Breakdown

Considering the existing system that Numia uses (SQL database in BigQuery), we will
try to address the existing problems using materialized views, explained in the previous
section. The end goal will be to create new data structures on top of event_attributes and
message_event_attributes that improve the performance of the data analytics processes. To do
s0, the thesis will follow a four step process.

Analysis of the Cosmos Ecosystem and Osmosis

To gather information about Osmosis and identify the key fields required for analytics,
various sources will be utilized. This includes referring to the documentation provided by
Osmosis and Cosmos, as well as using web-based blockchain explorers such as Mintscan [28].
Once the assumptions on key fields are established, the raw data from Numia’s BigQuery
tables will be used to validate them and observe any possible exceptions.

Design and Development of Optimized Data Structures

As mentioned, the proposed data engineering approach revolves around the usage of
materialized views. This step will leverage the information about key fields required for
analytics to define the queries to build the new tables and their structure, always bearing in
mind Numia’s existing infrastructure in BigQuery.

Implementation of Processing Pipelines and Automation

Once the views have been defined, the objective of this third step will be the development of
the required processing pipelines for the automated creation of the tables and their update when
their underlying data changes. This section will focus in the optimization of the ETL (data
extraction, transformation and loading) process performance and in ensuring the information
stored in the new tables is valid and reliable.

Evaluation and Performance Analysis

In this final step, the new approach will be evaluated and compared with the previous one
through both quantitative and qualitative analysis. The evaluation will consider the performance
of the data engineering approach, as well as its impact on the performance of the data analytics
services. To assess its impact in these last ones, new queries that use the updated data structures
will be developed.

3.2 Tools and Technologies

There are four main tools and technologies that will be employed to implement the proposed
data engineering approach. Mintscan and the Osmosis/Cosmos documentations will serve as
the main sources of information to determine the key fields relevant for analysis. DBT (Data
Build Tool) will serve as the primary tool for building the pipelines in charge of transforming
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the data and building the materialized views. Lastly, BigQuery will be utilized as the storage
and querying platform, providing support for materialized views and enabling efficient querying
and analysis of the data. The combination of DBT and BigQuery will facilitate the optimization
of materialized views and their integration into the data engineering process.
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4 Analysis of the Cosmos Ecosystem and Osmosis

4.1 Understanding the Cosmos Network and Interoperability

it is already been said that Cosmos is a decentralized ecosystem (or network) of different
blockchains, which characterize themselves by the use of the Tendermint consensus protocol
and the Inter-Blockchain communication protocol (IBC). Both of these tools ensure that
communication among chains and their consensus are maintained. Additionally, the Cosmos
ecosystem provides developers with the Cosmos SDK [29], a framework for building blockchain
applications (or blockchains themselves) in a modular way that is compatible with the ecosystem.

The SDK separates its functionalities into modules, grouping features related to the same
topic or actions. For example, the cosmos.authz module encapsulates all the different messages,
events, or states needed to grant privileges from one user to another inside the blockchain.
According to the official documentation [30], the modules offered by the Cosmos SDK are as
follows:

* Auth - Authentication of accounts and transactions for Cosmos SDK applications.
* Authz - Authorization for accounts to perform actions on behalf of other accounts.
* Bank - Token transfer functionalities.

» Capability - Object capability implementation.

* Cosmwasm - Development and use of smart contracts.

* Crisis - Halting the blockchain under certain circumstances (e.g., if an invariant is
broken).

* Distribution - Fee distribution and staking token provision distribution.

* Epoching - Allows modules to queue messages for execution at a certain block height.
» Evidence - Evidence handling for double signing, misbehavior, etc.

* Feegrant - Grant fee allowances for executing transactions.

* Governance - On-chain proposals and voting.

* IBC - Communication between blockchains.

* Mint - Creation of new units of staking token.

* Params - Globally available parameter store.

e Slashing - Validator punishment mechanisms.

* Staking - Proof-of-Stake layer for public blockchains.

» Upgrade - Software upgrades handling and coordination.
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These modules provide the minimum set of tools required to build on top of Cosmos.
However, they do not necessarily cover the specific functionalities offered by distinct chains
in the network. As a result, each chain develops new compatible modules that can interact
with the existing ones to offer new services. These modules are public, allowing chains
to use modules created by other chains, which generates a large community and source of
programming tools that greatly improve the development process for existing and new chains
of the Cosmos ecosystem.

4.2 Overview of Osmosis

Currency exchanges can be found everywhere around the world. They are necessary for people
who need to swap a particular currency for a different one, for traveling purposes, investing,
etc. This service can be provided because exchanges (or the organizations behind them) hold a
significant amount of each of the available assets, which allows them to give one kind in return
for the other. This supply of available assets is called liquidity. When more assets are made
available it is said that there has been a provision of liquidity, while when assets are taken
back the used term is removal of liquidity.

Osmosis is a decentralized exchange, or DEX, inside Cosmos. It provides the necessary
infrastructure for users to take part in liquidity provision within the ecosystem through the use
of "pools" where they can deposit their assets. Pools are assets repositories which allow users
to swap one token for another and, in exchange, those who provided liquidity will receive a
share of the trading fees of the pool as rewards.

Pools usually contain token pairs, which means that only those two tokens can be swapped
within that pool, but there are some of them that allow swapping three or even four tokens. For
example, a pool that includes the pair OSMO/ATOM will allow users to swap either OSMO
for ATOM or viceversa, but not OSMO for EVMOS.

Similarly to a regular currency exchange, the amount of tokens that a user will receive
when he swaps a certain amount of a different token will depend on the price relation between
those assets at the time of the trade. The pricing is determined by the automated market maker
(AMM) algorithm implemented in Osmosis, which ensures that trades occur at fair market
prices based on the available liquidity inside the pools.

What makes the exchange decentralized is that any user can create their own pool of assets
(determining which assets can be traded in it, setting the desired trading fees, etc.) and it
is users who decide if they want to provide that pool with liquidity so that other users can
swap their tokens in it. When users provide a pool with liquidity, they receive pool tokens
in exchange for their assets (which stay inside the pool), which will allow them to retrieve
they funds if they want to take back that liquidity. In summary, users can interact with pools
in three ways: creating a pool, adding/removing liquidity to a pool, or using a pool to swap
tokens for different tokens. As this functionalities are not covered by the Cosmos SDK, the
blockchain implements the following modules [31]:

* Gamm - Pools management and interaction.

* Incentives - Retribution to users who provided liquidity.

* Lockup - Management of tokens locked in liquidity pools.
* Superfluid - Management of pool tokens in staking.

* Tokenfactory - Creation and management of tokens.
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The chain’s value proposition relies in its connection with other chains through the IBC
protocol, as it enables users to bring their assets from different chains into Osmosis, enhancing
the liquidity flow and expanding the range of available assets. This has made Osmosis one
of the key players in the Cosmos ecosystem, as it complements the interoperability of chains
through the exchange of their tokens.

4.3 Identification of Key Data Fields

Osmosis is mainly interested on analytics to evaluate the performance of their services
(decentralized liquidity provision) and its perception, trust and position within the Cosmos
ecosystem. As discussed in section 2.2, the blockchain generates transactional data in the
form of blocks, transactions, messages, events, and attributes. In this case, the objective is
to identify the relevant messages and events generated by the modules that cover the areas
Osmosis is interested in, and analyze the information within their attributes. Six different
metric have been chosen for this task:

¢ Performance of the services

— Users daily liquidity provision amount by token: daily amount of every token a
user has added to liquidity (for all users).

— Users daily swap amount by token: daily amount of every token a user has swapped
(for all users).

— Daily liquidity provision net flow by token: daily net amount of liquidity that is
provided/removed in the chain for each token (join pool - exit pool).

* Position and perception in Cosmos

— Daily IBC transfer net flow: daily net amount of tokens that arrive/leave the chain
through the IBC protocol for each token (ibc receive - ibc transfer).

— Users daily delegation amount: daily amount of OSMO a user has delegated for
staking (for all users).

— Daily delegation net flow: daily net amount of OSMO that is delegated/undelegated
in the chain (delegation - undelegation).

The first three metrics cover the three more relevant aspects of the liquidity provision
service in Osmosis. The first two aim to identify the current tokens of interest in the chain,
while the third metric is a better indicator to determine the assets availability. By combining
these metrics it is possible to asses if the available assets cover the demand for tokens, identify
potential shortages in the near future, etc. Additionally, other interesting insights can be
obtained, such as the trust users have in other chains or the activity in them. This can be done
by comparing the ratios between assets in the different pools and the frequency of swaps in the
pools in question. The acquisition of daily metrics also permits the tracking of values and their
evolution over time.

The three last, on the other hand, provide insights about the state of the chain, its relevance
within the ecosystem and the perception users have of it. The information is obtained form
two different modules: IBC and staking. Firstly, analyzing the flow of assets through the
IBC protocol allows to compare the amount of tokens that come in and out of Osmosis in
comparison with competitors, the frequency of exchange of information with other chains, or
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which other agents from the ecosystem use Osmosis’ services the most. And secondly, from
the analysis of the daily amount of assets delegated by users and the daily delegation flow
it is possible to see the trust that users have in the chain (the more asset at stake the higher
the trust), and who are the biggest stakeholders in it. Once again, the daily register of these
measures enables the analysis of their evolution over time.

In order to study the relevant modules, and the messages and events that belong to them,
there are four main sources of information: the Cosmos and Osmosis documentations, followed
by Mintscan, an explorer that allows to look for blocks and transactions within Osmosis by
their identifier, and lastly, Numia’s databases.

The process to find the relevant data fields for each of the different metrics is the same
one. Therefore, rather than repeating it multiple times, an example for one of the key fields
will be shown to illustrate the followed steps. In this case, the goal is to find the relevant data
to answer the question "how much liquidity has been added to the pools?".

Since we are dealing with messages and events related to liquidity pools we will explore
the documentation related to Osmosis’ gamm module. In it, we can observe that the message
that is generated when users add liquidity to the pools is "MsgJoinPool". The documentation
should also include the triggered events, the attributes they include, and the meaning of each
of them, but in this case it lacks information. Thus, it is necessary to use the rest of the tools.

With Mintscan we can examine a transaction where a user has joined a pool (e.g. trans-
action), and check the triggered events directly in the transaction raw data displayed by the
explorer. From the data we can observe that the triggered events (and their attributes) are the
following:

Message: "MsgJoinPool"

Event: "coin_received"
Attribute: "receiver"
Attribute: "amount"

Event: "coin_spent"
Attribute: "spender"
Attribute: "amount"

Event: "coinbase"
Attribute: "minter"
Attribute: "amount"

Event: "message"
Attribute: "action"
Attribute: "sender"
Attribute: "module"

Event: "pool_joined"
Attribute: "module"
Attribute: "sender"
Attribute: "pool_id"
Attribute: "tokens_in'

Event: "transfer"
Attribute: "sender"
Attribute: "recipient
Attribute: "amount"

It can be observed that the pool_joined event has all the relevant information for the task:
i) sender: who performed the liquidity provision, ii) pool_id: which pool was the target of the
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provision and iii) tokens_in: how many and what kind of tokens were provided. Nonetheless,
we have no assurance that this event is triggered every time a user adds assets to a pool. To
verify that this information is generalizable, Numia’s database can be consulted to determine
if the event and its attributes are always present when a user performs the relevant action. The
query in Figure 5 and its result prove that it is the case.

with transactions_where_a_user_provides_liquidity as (

1

2 select distinct tx_id

3 from “1f- a.osmosis_1.message_event_attributes”
4 where

5 event_type = 'message’

6 and attribute_key='action' and attribute_value='/osmosis.gamm.v1betal.MsgJoinPool
7 ),

8

9 transaction_where_the_event_was_triggered as |

5] select tx_id, true as ‘triggered,l

1 from “1f-data.osmosis_1.message_event_attributes”
2 where

3 event_type = 'pool_joined’

4 )

6 select

7 countif(triggered) as times_the_event_triggered,
8 count(1) as times_a_user_provided_liquidity

9 from

'8 transactions_where_a_user_provides_liquidity a

bl left join

e transaction_where_the_event_was_triggered b

'3 on a.tx_id = b.tx_id

Resultados de la consulta

NFORMACION DEL TRABAJO RESULTADOS JSON DETALLES DE LA EJECUCION G
H times_the_event_triggere(E/ ﬂr'wes_a_user_provi(:ed_liquim‘ty/
1 10147646 10147646

Figure 5: Example of a query to verify the previous assumption on the pool_joined event.

This way, the key data fields for the provision of liquidity to pools are found and confirmed.
This process was done thoroughly for all the different metrics of interest, identifying this way
the following events for each of the areas of interest:

* Add liquidity to pools: pool_joined

Remove liquidity from pools: pool_exited

Swap of assets: token_swapped

Outflow of assets through IBC: send_packet, wasm, transfer
* Inflow of assets through IBC: recv_packet, denomination_trace, transfer, write_acknowledgement
 Staked assets in Osmosis: delegate, message

* Unstaked assets in Osmosis: unbond, message

Due to the limitations of the existing documentations, having a comprehensive and detailed
study of these relevant messages and their events proved to be really beneficial for numerous
tasks within the company. As a result, it was also decided to conduct a thorough analysis of
the information related to all the different message types and corresponding events within

24



Osmosis. It was later organized in an interactive database, publicly accessible here!, with the
goal of helping other developers or users to understand better the generated information.

thttps://nomad-startup.notion.site/Osmosis-Documentation-03a34816bfb3450e9cf1ebf0421247e8
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5 Design and Development of Optimized Data Structures

5.1 Data Structures for Efficient Data Analytics

The main problem the existing structures have, regarding data analytics, is that they store the
information of every single transaction that occurred in the blockchain. This make the size of
the tables escalate to extents where any query results in high expenses in terms of processing
power and time. In addition, the great variety of messages, events and attributes existing in
Cosmos blockchains derives in really complex queries which are not easy to understand or
follow. Moreover, considering that only some of areas are relevant for analysis at the moment,
to access the relevant information it is necessary to filter all the information that is not.

As mentioned in previous sections, this could have not been a problem if the analytics were
just an occasional requirement, but Numia’s value proposition relies on the constant delivery of
blockchains data analytics. Dashboards for BI, real time API endpoints for data consumption
and chain insight explorers are examples of services Numia provides that require real-time
processing of the the data. In section 2.4 three different ways of representing semi-structured
data were introduced, out of which the concept of materialized views was chosen as the
approach that this thesis will use to try to optimize the data engineering process for data
analytics. The reasons for this were the following:

* Issues with NoSQL graph database:

While graph databases are ideal for the representation of non relational data (either
unstructured or semi-structured), they have four major drawbacks. First of all, their
complex structure makes it necessary to have both a high knowledge of all the different
relationships between nodes and a deep understanding of graph algorithms in order
to build optimal queries. Secondly, graph databases have some performance issues
in scalability, derived from the exponential increase of relations among nodes as the
database grows. In addition, there are certain types of queries which are not handled
properly by these kind of structures, such as aggregations or complex queries that involve
multiple datasets. Finally and more importantly, the use of this approach would involve
changing the whole structure of Numia’s data ingestion and warehousing, with great
economic and opportunity costs in a moment of high expansion.

* Issues with highly defined relational database:

A relational database that defines structures for all the existing attribute types, events and
messages would be the perfect solution. However, it is nearly impossible to design all
the existing structure without a perfectly updated and complete documentation for each
of the elements. In addition, any mistake in development or change in the blockchain
implementation that changed the structure of data, would result in the loss of information
and the consequent re-reading of all data for just a single data structure (as it is not
possible to determine which fields to read from the blockchain). Similarly to the previous
point, this approach would also imply changing the whole existing database.

* Benefits of materialized views on top of relational database:
Materialized views directly imply an extra cost of storage and processing due to the
creation of new data structures on top of the existing ones through complex queries.
However, this approach not only doesn’t require completely changing the existing
database, but allows the creation of the tables of interest for the analytics while also
storing all the raw data in the previous general tables. This ensures that all existing data
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is stored in case there is a future interest on its analysis, and the system profits from the
high performance of relational database queries and ACID properties.

Materialized views are data structures generated from saving the result of a query. Their
main difference with normal views, is that these last ones do not store the result of the query,
but rather the query itself. Both can be used as sources of data for new queries but, when
normal views are referenced, the queries that conform them are executed with the consequent
expenses. A materialized view, on the other hand, does not need to process anything when it is
referenced as data source, as it already stores the result of the query that created it and the data
can be accessed directly.

Goldstein and Larson [32] state that, to maximize the profit from using materialized views,
it is necessary to fully know which use the data structure will have, and to make sure that all
the relevant data regarding that use is included in the view. This is essential to later optimize
the queries that will process the data to fulfil the task.

Since we know which areas are relevant for study for Osmosis and, more importantly, where
the key information can be located inside the whole data structure, we can build materialized
views that only include this information. For instance, using the example from the previous
section, it is possible to build a table that only has relevant information about the transactions
where a user added liquidity to a pool. Since the size of this table would be much smaller, the
derived costs of frequent analysis and consulting would decrease a lot. It has to be considered
that the creation of new tables will have new costs in term of storage, but they are expected to
be residual in comparison with the savings in processing.

5.2 Design of New Data Structures in Numia Data’s Existing Data Warehouse

The process to design the new data structures is the same for all the different areas of interest.
Thus, we will detail the process for the same example that was used in section 4.3, and then
show the resulting schema for all the new tables.

It had been determined that all the relevant data regarding the provision of liquidity to
liquidity pools in transactions could be found in the pool_joined event, which included three
relevant attributes: 1) sender: who performed the liquidity provision, ii) pool_id: which pool
was the target of the provision and iii) tokens_in: how many and what kind of tokens were
provided. The current structures currently save one row per attribute, which means that to
analyze a single pool_joined event we would need to work with at least three rows.

Following the guidelines set by Goldstein and Larson [32], the new schema for the materi-
alized views will include all the information relevant to an event in a single row that represents
it. In addition to this information, every row must also include the necessary fields to identify
the event, message, transaction and block the data belongs to. With those requirements the
proposed schema was the following:

Table: "osmosis_join_pool"

- block_height: id of the block

- block_timestamp: timestamp of inclusion of the block in the chain
- tx_id: id of the transaction

- message_index: id of the message withing the transaction

- nth_action: id of the liquidity provision event within the message
- sender: user who provided liquidity

- pool_id: target pool
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- tokens_in: amount and denom of provided tokens
- ingestion_timestamp: time of ingestion in Numia’s database

The fields block_height, tx_id, message_index and nth_action allow the identification of
the event within all the transactions that compose the blockchain, while block_timestamp,
sender, pool_id and tokens_in provide the relevant information about the provision liquidity
action. The ingestion_timestamp will be explained in a future section.

To achieve this schema, it was required to design a query that would unify all the data
fields in a single line for all the different pool_joined event through a series of self joins in the
message_event_attributes table. For the current example the query was the following.

with relevant_events as (
select

block_height,
message_index,
tx_id,
event_type,
attribute_index,
attribute_key,
attribute_value,
min(ingestion_timestamp) as ingestion_timestamp,

from
‘lf-data.osmosis_l.message_event_attributes’
where
event_type in (’pool_joined’)
and attribute_key in (’sender’,’pool_id’, ’tokens_in’)
group by 1,2,3,4,5,6,7
)

sender as (
select
7':’
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
as nth_action

from
relevant_events
where
event_type = ’pool_joined’ and attribute_key = ’sender’
s
pool_id as (

select
rank() over(partition by tx_id, message_index

order by tx_id, message_index, attribute_index) -1
as nth_action

from

relevant_events
where
event_type = ’pool_joined’ and attribute_key = ’pool_id’
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),

tokens_in as (
select
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
as nth_action

from
relevant_events
where
event_type = ’pool_joined’ and attribute_key = ’tokens_in’
)
blocks as (

select distinct block_height, block_timestamp
from ‘lf-data.osmosis_1.blocks®

),

transactions as (

select distinct tx_id, tx_index

from ‘lf-data.osmosis_1.transactions
where tx_code = 0

)

select
distinct
s.block_height,
block_timestamp,
Ltx_id,
.message_index,
.nth_action,
.attribute_value as sender,
.attribute_value as pool_id,
.attribute_value as tokens_in,
s.ingestion_timestamp
from
sender s
inner join pool_id as p
on p.tx_id = s.tx_id and s.message_index = p.message_index
and s.nth_action = p.nth_action
inner join tokens_in as t
on t.tx_id = s.tx_id and s.message_index = t.message_index
and s.nth_action = t.nth_action
inner join blocks as b
on b.block_height = s.block_height
inner join transactions as txn
on txn.tx_id = s.tx_id

F T n n n n
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Resultados de la consulta

1 wvselect

2 *

3 ~from

4 1f-data.osmosis_1.message_event_attributes

5 vwhere

6 tx_id = '414BO7FF4D42C8796EF5E4671EB4FFOF98525148788778B53CC8B4B653CT16BEG"
7 and event_type = 'pool_joined’

&
INFORMACION DEL TRABAJO RESULTADOS JSON DETALLES DE LA EJECUCION GRAFICO DE EJECUCION
:I b\ock_heig/‘lj chain_id 2 b id - P mesﬁage_indej event_inde} ez allrlbule_keyé attribute_value ¥ P attribute_lndez ingeﬁtion_timeﬁtamp/
9685959 0SMOSIs... 414B07FF4D42C879 0 4 pool_id 806 2 2023-05-1817:42....
B6EF5E4671E04FFOF
98525148780778B5
3CC8B4B653C16BES
9685959 0SMOSIS... 414B07FF4D42C879 0 4 module gamm 0 2023-05-18 17:42....
6EF5E4671E04FFOF
98525148780778B5
3CCB8B4B653C16BE6
9685959 0SMosis... 414B07FF4D42C879 0 4 sender osmo1773a53hh98nypgkdz93 1 2023-05-1817:42:...
6EF5E4671E04FFOF
98525748780778B5
3CC8B4B653C16BE6
9685959 osmosis... 414B07FF4D42C879 o] 4 tokens_in 9912011ibc/ABCASEE328FA 3 2023-05-1817:42:..
B6EF5E4671E04FFOF 10C9519DF6057DATF69682
98525148780778B5 D28F7DOF5CCC7ECB72E3DC
3CC8B4B653C16BES A2D157A4,22544303u0smo
Figure 6: Previous structure of a "pool_joined" event in the old tables.
1 select
2 *
3 from
4 “1f-data.osmosis_1.osmosis_1_join_pool”
5 where
6 tx_id = '414BB7FF4D42C8796EF5E4671EB4FFOF98525148780778B53CC8B4B653C16BEG "
Resultados de la consulta &
INFORMACION DEL TRABAJO RESULTADOS JSON DETALLES DE LA EJECUCION GRAFICO DE EJECUCION FIEINGEUY
I)\ock,heigw block,timestampﬁ Mv— 4 message,indeé n(h,actiork sender v P pool,idﬁ tokens_in ~ A ingestion,ﬁmeslame
9685959 2023-05-1817.. 414B0O7FF4D42C879 0 0 osmol1773a.. 806 9912071 1ibc/ABCASEE328FA 2023-05-18 17:42:...
6EFSE4671E04FFOF 10C9519DF6057DATF69682
98525148780778B5 D28F7DOF5CCC7ECB72E3DC
3CC8B4B653C16BES A2D157A4,22544303uosmo

Figure 7: Final structure of a "pool_joined" event in the new table.

The previous and final structure of the data is displayed in Figures 6 and 7. The established

schema for the rest of the tables is listed below:

Table: "osmosis_exit_pool"

block_height: id of the block

block_timestamp: timestamp of inclusion of the block in the chain
tx_id: id of the transaction

message_index: id of the message withing the transaction
nth_action: id of the liquidity removal event within the message
sender: user who withdrew liquidity

pool_id: target pool

tokens_out: amount and denom of withdrawn tokens
ingestion_timestamp: time of ingestion in Numia’s database
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Table: "osmosis_swaps"

block_height: id of the block

block_timestamp: timestamp of inclusion of the block in the chain
tx_id: id of the transaction

message_index: id of the message withing the transaction
nth_action: id of the swap event within the message
sender: user who traded tokens

pool_id: target pool

amount_in: amount of traded tokens

denom_in: denom of traded tokens

amount_out: amount of acquired tokens

denom_out: denom of acquired tokens

ingestion_timestamp: time of ingestion in Numia’s database

Table: "osmosis_ibc_transfer"

block_height: id of the block

block_timestamp: timestamp of inclusion of the block in the chain
tx_id: id of the transaction

message_index: id of the message withing the transaction
nth_action: id of the ibc transfer event within the message
packet_src_channel: source blockchain channel
packet_dst_channel: destination blockchain channel
packet_connection: connection between chains

sender: user who sent the assets

receiver: user who received the assets

amount: amount of tokens sent

token_path: denom of the token in intermediary chains
token_alias: common name of the asset

token_denom: denom of the token in Osmosis
ingestion_timestamp: time of ingestion in Numia’s database

Table: "osmosis_ibc_receive"

block_height: id of the block

block_timestamp: timestamp of inclusion of the block in the chain
tx_id: id of the transaction

message_index: id of the message withing the transaction
nth_action: id of the ibc receive event within the message
packet_src_channel: source blockchain channel
packet_dst_channel: destination blockchain channel
packet_connection: connection between chains

sender: user who sent the assets

receiver: user who received the assets

amount: amount of tokens sent

token_path: denom of the token in intermediary chains
token_alias: common name of the asset

token_denom: denom of the token in Osmosis
ingestion_timestamp: time of ingestion in Numia’s database

Table: "osmosis_delegate"

block_height: id of the block

block_timestamp: timestamp of inclusion of the block in the chain
tx_id: id of the transaction

message_index: id of the message withing the transaction
nth_action: id of the delegation event within the message
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validator: liquidity provider

moniker: liquidity provider

delegator: liquidity provider

osmo_amount: target pool

completion_time: amount and denom of tokens provided
ingestion_timestamp: time of ingestion in Numia’s database

Table: "osmosis_undelegate"

block_height: id of the block

block_timestamp: timestamp of inclusion of the block in the chain
tx_id: id of the transaction

message_index: id of the message withing the transaction
nth_action: id of the undelegation event within the message
validator: liquidity provider

moniker: liquidity provider

delegator: liquidity provider

parsed_OSMO_amount: target pool

new_shares: amount and denom of tokens provided
ingestion_timestamp: time of ingestion in Numia’s database

32



6 Implementation of Data Ingestion and Processing Pipelines

6.1 Requirements for Efficient Data Engineering

Since the pipeline to get the blockchain data to the original tables was already built, the focus
lied in the definition and design of the ingestion from those tables to the materialized views.
However, the creation of the new tables presented two challenges.

Creating and updating the different materialized views manually is not feasible, as one of
the value propositions of Numia’s its their offer of real time data. This means that each time a
new data point arrives in the raw tables that should be included in the materialized view, the
view needs to be updated to reflect the most recent information. This requires an automated
solution to periodically update the view with the most recent data.

This first problem can be dealt with through schedulers or job managers, which automate
the execution of processes. BigQuery offers scheduling services but, since that is not their
main value proposition, they lack some features to customize the jobs execution. Data Build
Tool (DBT) is is a tool designed for the automated management of ETL processes. They
provide a framework and GUI to enable developers to build, test and deploy automated data
pipelines through the use of jobs. In addition, it can be integrated with data warehouses like
BigQuery, which makes it an ideal solution for the problem.

However, there is still another difficulty. Materizalized views are built by querying the
original tables, which means they process the whole dataset every time they are updated.
Considering the previous requirement of a periodic update of the information, it is necessary
to find a way of updating the existing materialzied view where only the new information from
the raw tables is processed and included in the view. Otherwise, the recurring cost of querying
the entire original tables to get the materialized views would reintroduce the problem being
addressed. Thus, it is absolutely key to find a way to avoid computing the materialized views
over the whole raw data.

This issue has been subject of study since the late 80s. Chawathe et al. [33] introduced
the concept of view maintenance and explored different algorithms to create what in the field
are called "incremental materialized views", where only new data was processed and added
to the existing one. When dealing with incremental materialized views, a crucial aspect is
determining which data should be processed during updates. Typically, this involves the use of
a filtering mechanism based on a value or condition that helps identify the new or modified
data points to be incorporated into the materialized view. Abiteboul et al. [34] and Lee et Al.
[35] show how the incremental approach through the use of filters clearly outperforms the
recomputation of the whole view in large databases.

In this case, it was determined that the "ingestion_timestamp" field, which was shown in
the schemes from the previous section, would serve as filtering element to decide which data
should be computed and included in the views. Although in the structure of the materialized
views described earlier the field was already included, it was actually added in this later step
when its usage was determined.

6.2 Building Data Pipelines based on the established structures.

DBT’s integration with BigQuery allows it to directly create data structures in Numia’s project.
Obviously, materialized views can be found among these data structures, which makes it ideal
for the task.

There are two main elements that are used in DBT’s ETL process: sources and marts.
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Sources are existing origins of data that can be referenced as input for transformations (in this
case the raw tables), and marts are data structures created from the sources by any kind of
data processing (usually an SQL query). In this case, for the definition of the sources it is
enough with stating, in the sources section, the dataset they belong to and the name of the
source itself in BigQuery. As for the creation of the marts, it is necessary to build an SQL
query that generates the appropriate structure.

& numia-data-models
B github
@8 macros
@ models

B marts

B sources

&5 README.md
=] dbt_project.yml

Figure 8: Base structure of a DBT project.

In this case the queries have already been defined in the previous steps, but they need to
be adapted slightly to be used in DBT. To avoid including the whole query, the code below
outlines the areas that were changed to work with DBT. The same process was followed for all
the required models.

# The config section tells DBT what kind of structure is being
# created with the mart. In this case, it is being stated that
# the desired output is a materialized view, which in the end
# is also a table.

{{
config(
materialized = ’table’
)
13
with relevant_events as (
select
from
# The source has to be adapted to the ones defined in DBT
{{ source(’osmosis_1’, ’'message_event_attributes’)}}
where
),
sender as ( ... ),
pool_id as ( ... ),
tokens_in as ( ... ),
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blocks as (
select

from
# The source has to be adapted to the ones defined in DBT
{{ source(’osmosis_1’, ’blocks’)}}

),

transactions as (
select
from
# The source has to be adapted to the ones defined in DBT

{{ source(’osmosis_1’, ’transactions’)}}
where

)

select ... from

However, due to the performance issues stated previously, it is needed to make the
materialized view incremental. Since DBT focuses on optimizing ETL processes, it includes
multiple features to customize the creation of materialized views, among which the incremental
strategy can be found. The tool includes three different options to deal with new rows that have
to be included in the materialized view: i) merge: if the row already exists in the table, it updates
it with the new information, ii) append: concatenates all the new rows to the materialized view
and iii) delete + insert: deletes all the existing records and adds the existing and new records.

In this case, if the raw data ingestion pipeline has any problems and the reingestion of
data is required, the new information should overwrite the incomplete rows. Thus, the merge
strategy is the most suitable one. To allow DBT to determine if updated versions of rows have
arrived, we also need to specify which are the fields that identify them. In addition, since we
are making the model incremental, we have to include in the query a filtering condition that
determines the data that has to be processed from the original tables. The following code
displays, once more, the changes that were done.

# We change the model to an incremental model, define the
# unique key to tell DBT who to identify the rows to compare,
# and set the incremental strategy

{{
config(
materialized = ’incremental’,
unique_key ["block_height", "tx_id", "message_index", "nth_action"],
incremental_strategy="merge’

)
1}

with relevant_events as (
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select
from
{{ source(’osmosis_1’, ’'message_event_attributes’)}}
where
# We set the filtering condition to determine which data to read
# and process from the original table message_event_attributes.
# In this case, we will read data with a ingestion timestamp higher
# than the maximum ingestion timestamp included in the materialized
# view minus 1 hour. We are intentionally reingesting the last hour
to prevent problems due to the ordering of the jobs in the scheduler
{% if is_incremental() %}
and ingestion_timestamp >= timestamp_sub(

"{{ max_value(this, ’'ingestion_timestamp’) }}", interval 1 hour)
{% endif %}

*H*

),

sender as ( ... ),
pool_id as ( ... ),
tokens_in as ( ... ),
blocks as ( ... ),
transactions as ( ... ),
select ... from

While this would effectively create the incremental materialized view, there are some
improvements that still can be done with DBT model parametrization. First of all, partitioning,
which involves dividing the table into smaller, more manageable segments based on a specific
field, enhances performance when filtering the data by that field. Considering that the mart
query always filters by the ingestion timestamp to determine what data to process, partitioning
the view by that field would have a positive impact in the efficiency of the query. In addition,
the resulting table can also be clusterized - physically ordered by certain fields - to optimize
the analytic queries that are applied on top of the materialized view to get the business insights
later on. In this case the chosen fields were block_id and tx_id, as they are commonly used in
the analysis and their value states the order in which the transactions were performed in the
blockchain.

# We include the partition and clustering clauses to
# further optimize the processing and future analysis.

{{
config(
materialized = ’incremental’,
cluster_by = ["block_height", "tx_id"],

unique_key ["block_height", "tx_id", "message_index", "nth_action"],
partition_by = { "field": "ingestion_timestamp",
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"data_type": "TIMESTAMP",
"granularity": "day" },
incremental_strategy="merge’
)
1}

Once all the incremental models have been defined as marts in DBT, it is necessary to
build the appropriate tests, to assure the integrity of the ETL process. So far the models have
been defined with the queries and their configuration but, to run tests over it, DBT needs a
specific description of the mart in a ".yml" file. This file should include the identifier of the
mart (which is the name of the file where the SQL query is located), a description of the
model, and all the columns that conform it. For every column three fields can be set: i) the
name of the column, ii) a description of it, iii) the name of the tests that have to be performed
over it. DBT includes a set of premade tests, but users can also define their own. In this case
the base tests suffice for the evaluation of the models’ data, as it is only necessary to evaluate if
data is missing.

With this model definition BDT will check the existence of the different columns and
evaluate them with the established tests in every execution of the query. Figure 9 shows part of
the osmosis_pool_join.yml file. All the columns include the definition and the not null test.

1
2 version: Z
&)
4 models:
5 - name: evmos_9881_2_developer_revenue
6 description: |
7 Sub-Table developer revenue
8 1. data derived from event distribute_dev_revenue
9 2. we join the events on message_index
18
11 columns:
12 - name: block_height
13 description: |
14 Height of the block for the delegate.
15 tests:
16 - not_null
17
18 - name: block_timestamp
19 description: |
28 Timestamp of the block.
21
22 - name: tx_id
23 description: |
24 Timestamp of the block for the delegate.
25 tests:
26 - not_null

Figure 9: Part of the osmosis_pool_join.yml file.

6.3 Automation and generalization of Data Processing and Transformation

It is still necessary to automate the execution of the marts with jobs. DBT provides with a
really simple GUI that allows to assign marts to a job and to define the scheduling parameters.
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In this case it was determined that for the existing tables it was enough with an update rate of
one hour, which is what was stated in the scheduler for all the models.

Triggers
Configure when and how dbt should trigger this job.

Schedule Continuous

Run on schedule

Timing

Figure 10: DBT’s shceduler GUL

In the objectives of the project it was stated that it’d be highly beneficial to make the
development of the incremental materialized views as generalizable as possible, in order
to reuse it for other Cosmos chains who also required those data structures. With DBT it
is possible to create macros to execute parametrized functions in different programming
languages. If this is applied to the existing queries, it is possible to develop reusable macros
that create incremental materialized views for different blockchains just by changing the id of
the desired blockchain. The example of liquidity provision cannot be used this time because it
is a particular feature of Osmosis, but it can be shown with the delegation/staking event, which
appears in all Cosmos chains. To avoid showing too much code, only the relevant sections will
be shown.

# We include the macro header, stating the name of the
# function and the name of the parameters.

{% macro delegate(chain_id, token_denom) %}

{{
config( ... )

1}

with relevant_events as (
select
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from
# We apply the parameter chain_id in the chain
# identifier of the source
{{ source(chain_id, ’'message_event_attributes’) }}

where
),
amount as as ( ... ),
new_shares as ( ... ),
validator as ( ... ),
delegator as ( ... ),

moniker as (
select ...
# We apply the parameter chain_id in the chain
# identifier of the source
from {{ source(chain_id, ’validators’) }}

)
blocks as (
select ...
# We apply the parameter chain_id in the chain
# identifier of the source
from {{ source(chain_id, ’blocks’) }}
),

transactions as (
select ...
# We apply the parameter chain_id in the chain
# identifier of the source
from {{ source(chain_id, ’transactions’) }}
where ...

) 1

asset_denoms as (
select ...
# We apply the parameter chain_id in the chain
# identifier of the source
from {{ source(’osmosis_1’, ’asset_denoms’) }}
# We apply the parameter token_denom to filter
# by the chain’s native token
where symbol = ’{{token_denom}}’

)

select ... from ...

{% endmacro %}

With these changes the function is now generalizable for any other chain that hires the
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services of Numia. If Cosmos implementation of the staking module changes, it’ll be enough
with changing this root function and adapt it to the new standard, as all the chains will have to
comply with it too. This has also been done for the IBC transfer, IBC receive and undelegate
tables, which are common for all chains in the Cosmos ecosystem.
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7 Evaluation and Performance Analysis

7.1 Metrics for Evaluating the Optimized Data Engineering Process

The previous sections have outlined the different steps that were followed to develop the new
data engineering process of Numia, which was oriented towards optimizing the performance
of the data analytics services. However, to fully determine this performance it is key to asses
the changes in a quantitative and qualitative way. Regarding the quantitative analysis, the
main focus will lay in evaluating the changes in monthly costs resulting from: i) the storage
and processing of data for the creation of the new tables, ii) the processing of data from the
data analytics services with new structures versus the previous ones. On the other hand, the
qualitative analysis will compare the complexity of the new data analytics queries with the
old ones. Lastly, an evaluation of possible new business propositions derived from the new
structures will be performed.

7.2 Comparison with Existing Approach and Performance Measurements
7.2.1 Quantitative measurements

As mentioned earlier, the quantitative analysis first focuses in evaluating the cost difference
derived from the creation and update of the new tables. The cost breakdown consists of storage
and processing costs. For this particular case, both costs ($0.02 per stored GB and $5 per
processed TB) are charged by BigQuery, as DBT’s pipelining and scheduling services are free
of charge with the current plan.

To obtain the dimensions of the stored data, it is possible to refer to the size of the tables
displayed in BigQuery. As for the processing, DBT generates a log that states the amount
of data that was processed on every hourly batch. With these two sources it is possible to
build the estimations shown in Tables 1 and 2. Based on this estimations, there is an increase
of 45 cents in monthly storage costs, and an increase of around $265 in monthly processing
costs. Overall, the creation and update of the new structures derives on an increase of 352% in
comparison with the monthly cost of just using the original tables. Nonetheless, it has to be
considered that the increase in storage cost depends on the size of the original tables. The new
tables account for 0,6% of the data from the original ones. Therefore, as the size of the original
tables grows, the storage costs will also increase proportionally. The average processing cost,
on the other hand, is not expected to vary, as it will always only process the data generated in
the last hour by the chain.

The second part of the quantitative analysis aims to compare the differences in cost of
processing resulting from Numia’s data analytics services. At the beginning of the project
it was stated that Osmosis had an interest on six main metrics, which were already being
obtained from the original structures with existing queries:

* Performance of the services
— Users daily liquidity provision amount by token: daily amount of every token a
user has added to liquidity (for all users).

— Users daily swap amount by token: daily amount of every token a user has swapped
(for all users).

— Daily liquidity provision net flow by token: daily net amount of liquidity that is
provided/removed in the chain for each token (join pool - exit pool).

41



* Position and perception in Cosmos

— Users daily delegation amount: daily amount of OSMO a user has delegated for
staking (for all users).

— Daily delegation net flow: daily net amount of OSMO that is delegated/undelegated
in the chain (delegation - undelegation).

— Daily IBC transfer net flow: daily net amount of tokens that arrive/leave the chain
through the IBC protocol for each token (ibc receive - ibc transfer).

Table name Avg. Hourly Procesed Data | Pricing ($5 per TB)

Join Pool 11,3 GB $0,06

Exit Pool 11.0GB < $0,05
Swaps 5.7 GB $0,03
Delegate 11.1 GB $0,06

Undelegate 10 GB < $0,05
IBC Transfer 11.1 GB $0,06
IBC Receive 11 GB $0,05
All tables (hourly) 71.2 GB $0,36

All tables (monthly) | 52.97 TB | $264,85

Table 1: Estimations on monthly processing costs for the maintenance of the new tables

Table name Size Pricing ($0.020 per GB)
Blocks 1.05 GB $0,02
Transactions 20.83 GB $0,42
Event Attributes 22TB $44

Message Event Attributes 1.56 TB $31,2
Original tables (monthly) | 3.78 TB $75,64
Join Pool 1,02 GB $0,02
Exit Pool 45.59 MB < $0,01

Swaps 12.44 GB $0,25

Delegate 3.15GB $0,06
Undelegate 40.28 MB < $0,01

IBC Transfer 2.48 GB $0,05

IBC Receive 2.67 GB $0,05

New tables (monthly) 21.85 GB $0,45
All tables (monthly) 38TB | $76,09

Table 2: Estimations on monthly storage costs for the tables
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To evaluate the performance of the new data engineering approach, it was necessary to
develop queries that used the new tables, which can be found in the annex below to avoid
showing too much code. The previous queries are also included in case there is an interest in
comparing them visually.

Table 3 displays the estimated processing costs resulting from the usage of the previous and
new structures. The middle rows show the cost of executing the queries a single time, while the
final row shows the monthly estimates. These have been obtained assuming an hourly refresh
rate for each of the elements (twenty four times a day), in a month with thirty one days. From
the results it can be determined that the new structures and queries reduce more than 97% the
cost of using the previous ones, with monthly expenses of less than $40 against the original
$1288.52. This difference covers by far the previously stated costs of storage and update of the
new tables, optimizing the whole process by a margin of nearly $1000 considering only the
chosen data analytics examples.

Processed Bytes Pricing Processed Bytes Pricing

Users daily metrics Original Tables | ($5 per TB) New Tables ($5 per TB)

Users daily delegation amount 75.51 GB $0,38 737.8 MB < $0.01
Users daily liquidity provision | = 39535 | §0,15 | 561.72MB | <$0.01
amount by token
Users daily swap amount by token 39.38 GB $0,20 4.87 GB $0.03
All queries (monthly) 107.97 TB $539,84 6.17 TB $30,84
Processed Bytes |  Pricing | Processed Bytes |  Pricing

Flow daily metrics Original Tables | ($5per TB) | New Tables | (35 per TB)

Delegation daily net flow 32.06 GB $0,16 198.43 MB < $0.01
Hiquidity provision daily net 19.8 GB $0.10 | 42332MB | <$0.01
ow by token
IBC transfer daily net flow by token 149.4 GB $0,75 1.41 GB < $0.01
All queries (monthly) 149.73 TB $748,68 1,51 TB $7,56

Table 3: Estimated processing costs for Data Analytics services

To simplify the explanation, and avoid inaccuracies due to the estimations, Figure 11 shows
the cost evolution of using new data structures compared to the original ones. As the data
processing frequency increases, the new structures prove to be more efficient and cost-effective
beyond a certain threshold: around the 150th time the data from the new tables is processed
for analytics. It is important to note that the cost of using the new tables is represented by
the combined green (cost of storing and updating the materialized views) and orange (cost of
processing the data form the materialized view to get business insights) lines.

These results apply specifically to the selected data analytics services, but there are many
other services where the new structures would result in even greater cost savings. The graph
does not consider the hourly increase in processed data from new ingestions. However, this
would further support the superiority of the new structures as the data included in these tables
is only 0.6% of that in the original tables.

As an additional quantitative measure, the processing time has also been measured and
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Figure 11: Processing frequency cost evolution (old structures vs new structures).

compared. This metric is not that relevant for Numia’s current services, because the clients’
current needs for real-time data can be met within hourly intervals, which is more than enough
time to generate the appropriate analysis. However, there are other potential clients which
require exact immediacy, such as trading portals, thus making the processing time an interesting
factor to optimize too.

Processing Time | Processing Time

Users daily metrics Original Tables New Tables

Users daily delegation amount 19s 8s
Users daily liquidity provision amount by token 11s 7s
Users daily swap amount by token 21s 10s

Processing Time | Processing Time

Flow daily metrics Original Tables New Tables

Delegation daily net flow 5s Os
Liquidity provision daily net flow by token Ss 0Os
IBC transfer daily net flow by token 18s Is

Table 4: Estimated processing time for an individual measure for Data Analytics services

Contrary to what was expected, the processing time is not directly related to the amount of
processed data. It is true that there is a clear boost when using the new structures and queries,
but the improvements are far from the ones achieved in processing costs, probably due to
BigQuery’s fast filtering times.

In terms of processed data, the filtering of information to get what is required for a particular
task results in checking all the rows with the consequent processing costs. Nonetheless, this
process is quite fast and does not account for most of the total time of execution. Thus, since in
the new queries we are mainly removing the filtering process, the difference with the original
ones will not be that big due to the similar time of processing after the filtering of data.

There is also a remarkable difference between the users daily metrics and the flow metrics,
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resulting from the partition of the data by the users address, which makes the user measurements
unusable for immediate real time data, as the processing time is too high. However, this data is
rarely required in such frequencies.

On the other hand, flow metrics are frequently used to determine price evolutions, find
anomalies, and more, often with a really high frequency of demand. The good results achieved
by these kind of queries indicates that they can be used for such purposes. Therefore, it would
be interesting to evaluate the requirements of players that consume this data and see if a new
service can be provided.

It is important to take into consideration that, in this case, the data being analyzed is
historical. This means that all the information from the inception of the blockchain is being
queried. However, for the purposes mentioned earlier, it is more typical to focus on using only
the latest data or shorter intervals of the most recent data.

7.2.2 AQualitative measurements

Regarding the qualitative analysis, the main metric that will be evaluated is the complexity of
the queries used for data analytics. Simple queries are preferable for several reasons. They are
usually easier to understand, document and debug, it is easier to adapt them to new business
requirements or to make them more scalable, they can be easily generalized though macros
to cover similar purposes, etc. Thus, data structures that favour the development of simpler
queries are always preferable in that regard.

However, complexity is quite an abstract term, and there is not an established standard on
how to measure it. In this case, the analysis will evaluate different factors that are commonly
associated with code complexity, such as: lines of code, number of subqueries or temporal
views, and number of sources.

These features have been measured in the different queries and the results have been
included in Table 5. Evaluating them, it can be seen that the new queries, which use the new
structures, are clearly less complex, as they score lower in all the categories. This clearly
shows that the new structures also allow the development of more straightforward queries.

Users Metrics Original Query | New Query
Number of lines 60 6
Different 4 1
Users daily delegation amount reren sources.
Number of temporal views 6 0
Number of lines 50 7
Users daily liquidity provision Different sources 3 1
amount by token Number of temporal views 5 0
Number of lines 50 7
Different 3 1
Users daily swap amount by token reren sources.
Number of temporal views 5 0
Number of lines 50 31
Different 2
Delegation daily net flow reren sources'
Number of temporal views 5 2
Number of lines 45 31
Liquidity provision daily net flow Different sources 3 2
by token Number of temporal views 2
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Number of lines 123 32
Different sources 3 2

IBC transfer daily net flow by token

Number of temporal views 12 2

Table 5: Simplicity query metrics for the "Users daily delegation amount" example

Additionally, the existence of the new tables opens an opportunity for Numia to expand its
business. For instance:

Offering a subscription service to access the tables through BigQuery:

The reduced costs and ease of working with these structures solve a previous issue for
potential customers who could only have access to the original raw tables.

Offering developers custom data structures:

The systematic approach that was followed in the project allows for an easy creation of
new tables once the relevant data fields have been determined by developers.

New real time endpoints in the API:

The high costs of previous analysis/processing made the creation of certain endpoints
impossible due to the required fresh rate or the amount of data that was required. With
the reduced expenses resulting from using the new tables this problem can be dealt with.
In addition, immediate real-time endpoints can also be build to offer new services for
other potential clients.

These services not only address existing barriers, but could also increase the interest of
clients in using Numia’s data analytics services. Overall, they’d help in solidifying Numia’s
position in the market.
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8 Discussion

8.1 Interpretation of Results and Implications

From the results of the study it has been observed that the new data engineering approach has
greatly improved the performance of the data analytics services. The use of materialized views
to obtain metrics from particular areas of interest, reduced the overall costs of storage and
processing by 75%, in comparison with the use of the original tables.

This difference has only been evaluated in six different queries but, considering that all the
queries that use the new structures outperform vastly the ones that use the original tables, the
superiority of the new approach would only be greater if more data analytics queries were
considered. However, it is key to consider that the upper hand of materialized views is only
held as long as the monthly frequency of processing is high enough to compensate cost of
periodically storing and updating the relevant data structures, as shown in Figure 11.

Nonetheless, considering the increasing interest of Osmosis and other clients in Numia’s
data analytics services, the followed steps will be replicated to many other areas of relevance,
not only for Osmosis but for other chains. In fact, it has already been decided to create
materialized views to all common governance and asset-related modules in the Cosmos
ecosystem, generalizing the queries with DBT’s macros to allow using them for new potential
clients by simply changing the chain id. The approach is also being considered to deliver
complex metric though Numia’s API service.

Furthermore, considering the significant improvement in processing time achieved through
the new approach, there is a clear opportunity to target additional clients who require
preprocessed immediate real-time data, such as brokers and investors. Therefore, it is advisable
for Numia to explore the expansion of their services to these markets, which often have less
competition due to the complexity of meeting the specific requirements.

8.2 Limitations and Future Work

The principal limitation of the project was due to the requirement of improving the data
engineering process and data structures while maintaining the existing raw data ingestion,
original data structures and using the existing tools (BigQuery and DBT). This constraint
forced the use of relational data structures, when maybe the use of non relational structures
could have optimized the process further more, and prevented exploring other tools that could
have lower processing costs. In addition, the metrics used in the project where those of interest
for Osmosis, which limited working with different ranges of data (the main focus was on
historical data) to see how materialized views would perform for those cases. Nonetheless, it
is expected to have more requests from the blockchain in that direction, which will allow to
address these cases.

Regarding future work, as Numia expands and solidifies its position, the focus will primarily
be on replicating the improved process with other more cost-effective tools, trying to further
optimize the process without compromising the performance or data integrity. However, once
Numia has established a strong market position, there will be an opportunity to explore bigger
infrastructure changes. This could imply assessing the performance of some of the other
alternatives displayed in the thesis, such as graph databases, to evaluate if they are a better
alternative for the current system or even if they can complement it.

Moreover, Numia is currently working on providing state streaming data that captures
snapshots of the current status of players within blockchains, such as their balance. This type
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of data is commonly represented using graph structures, presenting an opportunity for Numia
to evaluate the applicability and benefits of utilizing graph structures within this particular
scope.
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9 Conclusion

The goal of the thesis was to improve the existing data engineering process of Numia Data in
order to optimize the performance of their data analytics services for the Osmosis blockchain.
Three different research questions had been defined for this matter:

R.Q.1. What are the key data fields required for analytics in the Cosmos ecosystem, specifically
for Osmosis?

R.Q.2. What are the most cost-effective and efficient storage structures for storing and analyzing
blockchain data in the Cosmos ecosystem, specifically for Osmosis?

R.Q.3. How can the data engineering process be optimized to create the previous structures out
of the original data and to extract specific data fields required for analytics in a more
efficient and automated manner?

R.Q.1 was answered through a thorough investigation of the data generated in the Cosmos
ecosystem (with a focus on Osmosis), from which it was possible to determine which key
fields were triggered when the relevant actions were performed. Examples of these were
pool_joined, pool_exited, delegate and unbond.

To address R.Q.2, it was required to conduct a literature review and to evaluate which would
be the best approach considering Numia’s current system. Among the different possibilities, it
was decided that incremental materialized views would be the most suitable approach to create
new structures designed to improve the analysis process of the relevant data. By leveraging
the acquired information about the pertinent data, the schema of the materialized views was
outlined to ensure all the information was included and appropriately structured.

Following the defined schemas, the creation and maintenance of the materialized views
were implemented using DBT’s pipelining, testing and scheduling features. Since the previous
data analytics queries used the original data structures, new queries that used the materialized
views were also developed, thus completing the whole data engineering process and addressing
this way R.Q.3.

In addition to these research questions, two expected outcomes had also been set:

E.O.1. Improved data structures in BigQuery (tables, views, etc.) for analyzing blockchain data
in the Cosmos ecosystem, specifically for Osmosis. Ideally an individual structure will
be built for every relevant service Osmosis provides.

E.O.2. An optimized data engineering process that will enable Numia to provide better data
analytics services. This process will: i) reduce the existing costs resulting from the
data analytics services, ii) automate the creation of the structures in E.O.1 with the
pertinent testing, iii) be replicable for other new clients Numia may have and iv) allow
for rapid changes in accessibility to the data based on Numia’s relationship with the
clients. The system will be based on BigQuery as Data Warehouse and DBT [7] for the
transformation, ingestion and structuring of the data.

As stated in E.O.1, a dedicated structure was built for each of the relevant services offered
by Osmosis within the scope of this project. The structures were designed to have a better
performance in data analytics services, filtering all irrelevant data and only keeping the fields of
interest. In addition, as E.O.2 outlined, the data engineering process was optimized to meet the
defined expectations. The difference in performance between the original and new approaches
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was addressed through both quantitative and qualitative analysis. The results concluded that
the new approach showed a clear superiority in overall performance for recurrent analysis.
Furthermore, the creation, update and testing of the structures was also automated through
DBT scheduler, and replicable through the use of macros. DBT’s structure also facilitated
control over data access and updates by simply adding or removing the relevant models from
the models folder.

Although not explicitly mentioned in the expected outcomes, from a qualitative perspective,
the new structures enabled the development of much simpler queries, while also creating new
business opportunities for Numia, such as offering a subscription access to the new tables in
BigQuery. Overall, the chosen approach significantly improved the previous solution and will
be further used for other data fields relevant of study.
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A ANNEX

A.1 Users daily delegation amount
A.1.1 Original query

with relevant_events as (
select

block_height,

message_index,

event_type,

tx_id,

attribute_index,

attribute_key,

attribute_value,

min(ingestion_timestamp) as ingestion_timestamp,
from ‘lf-data.osmosis_1.message_event_attributes®

where
event_type in (’delegate’, ’'message’)
and attribute_key in (’amount’, ’module’, ’sender’)

-- on incremental runs we only take events that are within one hour
-- range of the previous max
group by 1,2,3,4,5,6,7
s

amount as (
select
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
as nth_action
from relevant_events
where event_type = ’delegate’ and attribute_key = ’amount’

),

delegator as (
select
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
as nth_action
from
(

select
7‘:,

(attribute_key = ’sender’ and lag(attribute_value)
over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) = ’staking’)
as is_delegator
from relevant_events
where event_type = ’'message’
)
where is_delegator = true

),
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blocks as (
select distinct block_height, block_timestamp
from ‘lf-data.osmosis_1.blocks®

) ’

transactions as (
select distinct tx_id
from ‘l1f-data.osmosis_1l.transactions’
where tx_code = 0

) ’

asset_denoms as (
select exponent
from ‘lf-data.osmosis_1l.asset_denoms"
where symbol = ’0OSMO’

)

select
datetime_trunc(b.block_timestamp, day),
d.attribute_value as sender,
sum(cast(regexp_extract(a.attribute_value, r’[0-9]+’) as bignumeric)
/ pow(1®, exponent)) as token_amount,

from
amount a
left join delegator as d

on d.tx_id = a.tx_id and d.message_index = a.message_index
and d.nth_action = a.nth_action
inner join blocks as b on b.block_height = a.block_height
inner join transactions as x on x.tx_id = a.tx_id
cross join asset_denoms
group by 1,2

A.1.2 New query

select

datetime_trunc(block_timestamp, day),

delegator,

sum(parsed_OSMO_amount) as delegated_amount
from ‘l1f-data.osmosis_1.osmosis_1_delegate*
group by 1, 2

A.2 Users daily lig. prov. amount by token

A.2.1 Original query

with relevant_events as (
select

block_height,
message_index,
event_type,
tx_id,
attribute_index,
attribute_key,
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attribute_value,
min(ingestion_timestamp) as ingestion_timestamp,
from ‘lf-data.osmosis_1.message_event_attributes®
where
event_type in (’pool_joined’)
and attribute_key in (’tokens_in’,’sender’)
-- on incremental runs we only take events that are within one hour
-- range of the previous max
group by 1,2,3,4,5,6,7
s

sender as (
select
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
as nth_action
from relevant_events
where event_type = ’'pool_joined’ and attribute_key = ’sender’

),

tokens_in as (
select
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
as nth_action
from relevant_events
cross join unnest(split(attribute_value,’,’)) as parsed_tokens_in
where event_type = ’pool_joined’ and attribute_key = ’tokens_in’

),

blocks as (
select distinct block_height, block_timestamp
from ‘lf-data.osmosis_1.blocks®

),

transactions as (
select distinct tx_id
from ‘l1f-data.osmosis_1.transactions’
where tx_code = 0

select
datetime_trunc(b.block_timestamp, day),
s.attribute_value as sender,
regexp_extract(t.parsed_tokens_in, r’[a-z].+’) as token_denom,
sum(cast(regexp_extract(t.parsed_tokens_in, r’[0-9]+’) as bignumeric))
as token_amount,
from
sender s
inner join tokens_in as t
on t.tx_id = s.tx_id and s.message_index = t.message_index
and s.nth_action = t.nth_action
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inner join blocks as b on b.block_height = s.block_height
inner join transactions as x on x.tx_id = s.tx_id
group by 1,2,3

A.2.2 New query

select

datetime_trunc(block_timestamp, day),

sender,

regexp_extract(parsed_tokens_in, r’[a-z].*’) as token_denom,

sum(cast(regexp_extract(parsed_tokens_in, r’[0-9]+’) as bignumeric))
as token_amount

from ‘l1f-data.osmosis_l.osmosis_1_join_pool*
cross join unnest(split(tokens_in,’,’)) as parsed_tokens_in

group by 1, 2, 3

A.3 Users daily swap amount by token
A.3.1 Original query

with relevant_events as (
select

block_height,

message_index,

event_type,

tx_id,

attribute_index,

attribute_key,

attribute_value,

min(ingestion_timestamp) as ingestion_timestamp,
from ‘lf-data.osmosis_1.message_event_attributes*

where
event_type in (’token_swapped’)
and attribute_key in (’tokens_in’, ’sender’)

-- on incremental runs we only take events that are within one hour
-- range of the previous max
group by 1,2,3,4,5,6,7
s

sender as (
select
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
as nth_action
from relevant_events
where event_type = ’token_swapped’ and attribute_key = ’sender’

),

tokens_in as (
select
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
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as nth_action
from relevant_events

where event_type = ’token_swapped’ and attribute_key = ’tokens_in’

),

blocks as (
select distinct block_height, block_timestamp
from ‘lf-data.osmosis_1.blocks®

),

transactions as (
select distinct tx_id
from ‘l1f-data.osmosis_1.transactions’
where tx_code = 0

)
select
datetime_trunc(b.block_timestamp, day),
s.attribute_value as sender,
regexp_extract(t.attribute_value, r’[a-z].+’) as token_denom,
sum(cast(regexp_extract(t.attribute_value, r’[0-9]+’)
as bignumeric)) as token_amount,
from

sender s

inner join tokens_in as t
on t.tx_id = s.tx_id and s.message_index = t.message_index
and s.nth_action = t.nth_action

inner join blocks as b on b.block_height = s.block_height

inner join transactions as x on x.tx_id = s.tx_id
group by 1,2,3

A.3.2 New query

select

datetime_trunc(block_timestamp, day),
sender,

denom_in as token_denom,

sum(amount_in) as token_amount

from ‘l1f-data.osmosis_1.osmosis_1_swaps
group by 1, 2, 3

A.4 Delegation daily net flow
A.4.1 Original query

with relevant_events as (
select

block_height,
message_index,
event_type,
tx_id,
attribute_index,
attribute_key,
attribute_value,
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min(ingestion_timestamp) as ingestion_timestamp,
from ‘lf-data.osmosis_1.message_event_attributes®
where
event_type in (’delegate’, ’'unbond’) and attribute_key in (’amount’)
-- on incremental runs we only take events that are within one hour
-- range of the previous max
group by 1,2,3,4,5,6,7
s

amount as (
select
if(event_type="delegate’, 1, -1) as flow_dir from relevant_events
where event_type in (’delegate’, ’'unbond’) and attribute_key = ’amount

),

blocks as (
select distinct block_height, block_timestamp
from ‘lf-data.osmosis_1.blocks*

),

transactions as (
select distinct tx_id

from ‘lf-data.osmosis_1.transactions’
where tx_code = 0

),

asset_denoms as (
select exponent

from ‘lf-data.osmosis_1.asset_denoms"
where symbol = ’OSMO’

)

select
datetime_trunc(b.block_timestamp, day),
sum(flow_dir * cast(regexp_extract(a.attribute_value, r’[0-9]+’)
as bignumeric) / pow(1®, exponent)) as delegated_amount,
from
-- event attributes
amount as a
inner join blocks as b on b.block_height = a.block_height
inner join transactions as t on t.tx_id = a.tx_id
cross join asset_denoms
group by 1

A.4.2 New query

with
hourly_delegation as (
select
timestamp_trunc(block_timestamp, day) as day,
sum(parsed_0SMO_amount) as token_amount
from
‘1f-data‘. ‘osmosis_1°‘. ‘osmosis_1_delegate"
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group by 1
)

hourly_undelegation as (
select
timestamp_trunc(block_timestamp, day) as day,
-sum(osmo_amount) as token_amount
from
‘1f-data‘. ‘osmosis_1°‘. ‘osmosis_1_undelegate°
group by 1
)

hourly_staking_flow as (
select
day,
sum(token_amount) as token_amount
from
(select * from hourly_delegation
union all
select * from hourly_undelegation)
group by 1

select * from hourly_staking_ flow
order by 1

A.5 Liq. prov. daily net flow by token
A.5.1 Original query

with relevant_events as (
select

block_height,

message_index,

event_type,

tx_id,

attribute_index,

attribute_key,

attribute_value,

min(ingestion_timestamp) as ingestion_timestamp,
from ‘lf-data.osmosis_1.message_event_attributes®

where
event_type in (’pool_joined’, ’pool_exited’)
and attribute_key in (’tokens_in’, ’tokens_out’)

-- on incremental runs we only take events that are within one hour
-- range of the previous max
group by 1,2,3,4,5,6,7
) ’

amount as (
select *, if(event_type=’pool_joined’, 1, -1) as flow_dir

from relevant_events
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cross join unnest(split(attribute_value,’,’)) as parsed_amounts

where event_type in (’pool_joined’, ’'pool_exited’)
and attribute_key in (’tokens_in’, ’tokens_out’)
)
blocks as (

select distinct block_height, block_timestamp
from ‘lf-data.osmosis_1.blocks®

),

transactions as (
select distinct tx_id

from ‘lf-data.osmosis_1.transactions’
where tx_code = 0

select
datetime_trunc(b.block_timestamp, day),
regexp_extract(a.parsed_amounts, r’[a-z].+’) as token_denom,
sum(flow_dir * cast(regexp_extract(a.parsed_amounts, r’[0-9]+’)
as bignumeric)) as token_amount,

from
-- event attributes
amount as a
inner join blocks as b on b.block_height = a.block_height
inner join transactions as t on t.tx_id = a.tx_id

group by 1,2

A.5.2 New query

with
hourly_join_pool as (
select
timestamp_trunc(block_timestamp, day) as day,
regexp_extract(parsed_tokens_in, r’[a-z].*’) as token_denom,
sum(cast (regexp_extract(parsed_tokens_in, r’[0-9]+’)
as bignumeric)) as token_amount
from
‘1f-data‘. ‘osmosis_1‘.‘osmosis_1_join_pool°
cross join unnest(split(tokens_in,’,’)) as parsed_tokens_in
group by 1,2
s

hourly_exit_pool as (
select
timestamp_trunc(block_timestamp, day) as day,
regexp_extract(parsed_tokens_out, r’[a-z].*’) as token_denom,
-sum(cast(regexp_extract(parsed_tokens_out, r’[0-9]+’)
as bignumeric)) as token_amount

from

‘1f-data‘. ‘osmosis_1°‘. ‘osmosis_1_exit_pool°

cross join unnest(split(tokens_out,’,’)) as parsed_tokens_out
group by 1,2
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),

hourly_liquidity_flow as (
select
day,
token_denom,
sum(token_amount) as token_amount

from
(select * from hourly_join_pool
union all
select * from hourly_exit_pool)
group by 1,2

select * from hourly_liquidity_flow
order by 1

A.6 IBC trans. daily net flow by token
A.6.1 Original query

with relevant_events as (
select

block_height,

message_index,

event_type,

tx_id,

attribute_index,

attribute_key,

attribute_value,

min(ingestion_timestamp) as ingestion_timestamp,
from ‘lf-data.osmosis_l.message_event_attributes®

where
event_type in (’send_packet’, ’'wasm’, ’recv_packet’, ’transfer’,
’denomination_trace’, ’write_acknowledgement’)
and attribute_key in (’packet_data’, ’amount’, ’denom’, ’packet_ack’)

-- on incremental runs we only take events that are within one hour
-- range of the previous max
group by 1,2,3,4,5,6,7
s

inbound_packet_data as (

select

*
’

cast(json_extract_scalar(attribute_value, ’$.amount’) as bignumeric)
as amount,
from
relevant_events
where
event_type = ’'recv_packet’ and attribute_key = ’packet_data’

),

inbound_token_denom_1 as (
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select * from relevant_events

where event_type = ’denomination_trace’ and attribute_key = ’'denom’
),
inbound_token_denom_2 as (
select *
from (
select

*
’

regexp_extract(attribute_value, ’[a-z].+’) as token_denom,
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
as nth_action
from relevant_events
where event_type = ’'transfer’ and attribute_key = ’amount’
)
where nth_action = 0

),

-- We only consider successful packets
packet_ack as (
select * from relevant_events
where event_type = ’write_acknowledgement’
and attribute_key = ’packet_ack’
and attribute_value = ’{"result":"AQ=="}’

),

outbound_packet_data as (
select

*
’

-1 * cast(json_extract_scalar(attribute_value, ’'$.amount’)
as bignumeric) as amount,
from
relevant_events
where
event_type = ’send_packet’ and attribute_key = ’packet_data’
)

outbound_token_denom_1 as (
select
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
as nth_action
from relevant_events
where event_type = ’wasm’ and attribute_key = ’denom’

),

outbound_token_denom_2 as (
select

=
’

regexp_extract(attribute_value, ’'[a-z].+’) as token_denom,
rank() over(partition by tx_id, message_index
order by tx_id, message_index, attribute_index) -1
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as nth_action
from relevant_events
where event_type = ’transfer’ and attribute_key = ’amount’

),

blocks as (
select distinct block_height, block_timestamp
from ‘lf-data.osmosis_1.blocks®

),

transactions as (
select distinct tx_id

from ‘lf-data.osmosis_1.transactions’
where tx_code = 0

),

inbound_flow as (
select
datetime_trunc(b.block_timestamp, day) as day,
case when tdl.attribute_value is not null then tdl.attribute_value
else td2.token_denom end as token_denom,
sum(amount) as token_amount,
from
-- event attributes
inbound_packet_data as pd
left join inbound_token_denom_1 as tdl
on tdl.tx_id = pd.tx_id and tdl.message_index = pd.message_index
left join inbound_token_denom_2 as td2
on td2.tx_id = pd.tx_id and td2.message_index = pd.message_index
inner join packet_ack as pa
on pa.tx_id = pd.tx_id and pa.message_index = pd.message_index
inner join blocks as b
on b.block_height = pd.block_height
inner join transactions as t
on t.tx_id = pd.tx_id
group by 1,2
s

outbound_flow as (
select
datetime_trunc(b.block_timestamp, day) as day,
case when tdl.attribute_value is not null then tdl.attribute_value
else td2.token_denom end as token_denom,
sum(amount) as token_amount,
from
-- event attributes
outbound_packet_data as pd
left join outbound_token_denom_1 as tdl
on tdl.tx_id = pd.tx_id and tdl.message_index = pd.message_index
left join outbound_token_denom_2 as td2
on td2.tx_id = pd.tx_id and td2.message_index = pd.message_index
inner join blocks as b
on b.block_height = pd.block_height
inner join transactions as t
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on t.tx_id = pd.tx_id
group by 1,2
)

select

day,

token_denom,

sum(token_amount) as token_amount
from

(select * from inbound_flow
union all

select * from outbound_flow)
group by 1,2

order by 1

A.6.2 New query

with
hourly_ibc_transfer as (
select
timestamp_trunc(block_timestamp, day) as day,
-sum(amount) as token_amount,
token_denom
from
‘1f-data‘. ‘osmosis_1°‘.‘osmosis_1_ibc_transfer"
group by 1,3
)

hourly_ibc_receive as (
select
timestamp_trunc(block_timestamp, day) as day,
sum(amount) as token_amount,
token_denom

from
‘1f-data‘. ‘osmosis_1°‘. ‘osmosis_1_ibc_receive*
group by 1,3
),
hourly_ibc_flow as (
select
day,

token_denom,
sum(token_amount) as token_amount

from
(select * from hourly_ibc_transfer
union all
select * from hourly_ibc_receive)
group by 1,2

)

select * from hourly_ibc_flow
order by 1
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