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Abstract

Cloud computing has gained a lot of traction in the software industry over the past 15
years. An increasing amount of companies have started migrating their old systems
to a cloud environment to gain the benefits it can provide. It is important that such
migrations are studied and documented to both create an understanding of how these
migrations are done in practice and possibly create tools to help others migrate.

This goal of this thesis is to study such a migration. This thesis studies a real-
world migration project, in which the data storage component of a video-on-demand
streaming service was migrated from a legacy data centre to a public cloud. The
purpose of the study was to learn the reasons why such a migration is made and how
the migration process is carried out in the project.

The research is conducted as a case study in which the author of this thesis
participated in the migration project as a member of the migration team. The author
both participated in the solution planning in the migration and development of the
new system.

The migration was carried out in an iterative way, where both the scope of the
migration and the requirements of the new system were clarified as the project
progressed. The migration was done mostly without any larger issues, but as it
was nearing its end, problems with the new system became apparent. These issues
were mostly caused by lacking requirements and wrongful assumptions the team had
made earlier in the project. Some of the issues the team encountered were related
to defects in the old system that had not caused problems before but only became
apparent during the migration.

The first important lesson from the migration studied in this thesis is to involve
the relevant stakeholders more, especially when working on areas less familiar to the
team. The second lesson is to proceed with caution when taking the new system into
use, especially if testing it has been very light, as some issues might only be visible in
the real production environment. For this, utilising some pre-defined system cut-over
strategies might be beneficial. The third lesson is that although the migration process
did not use a predefined migration framework, the resulting migration process ended
up looking similar to some popular migration strategies in the literature.

Keywords cloud computing, cloud migration, data migration, legacy to cloud, legacy
software, case study
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Sammandrag

Molnbaserade datortjéanster har blivit allt populdrare under de senaste 15 aren. Allt
fler foretag har borjat flytta sina gamla datasystem till moln, for att dra nytta av
fordelarna molnet kan fora med sig. Det ar viktigt att dessa migreringar studeras
och dokumenteras, for att bade skapa forstaelse om hur de gar till i praktiken och
eventuellt skapa verktyg for att hjélpa andra migrera.

Malet med det hér arbetet ar att studera en sadan migrering. Arbetet studerar
ett riktigt migreringsprojekt dér datalagringskomponenten i en video-on-demand-
streamningstjanst migrerades fran ett traditionellt datacenter till ett allméant moln.
Syftet med studien var att lara sig orsaker till varfér migreringen gjordes och hur
migreringsprosessen sag ut i projektet.

Studien ar en fallstudie dar forfattaren till arbetet var med i migreringsteamet.
Forfattaren deltog i bade planerandet av losningar for migreringen och utvecklingen
av det nya systemet.

Migreringen utfordes iterativt, och bade migreringens omfattning och krav for det
nya systemet fortydligades under projektets gang. Migreringen fortlopte till storsta
delen utan storre problem, men da den nérmade sig sitt slut kom problem med det
nya systemet fram. Dessa problem framst orsakades av bristande krav for systemet
och felaktiga antaganden som teamet hade gjort tidigare i projektet. Andra problem
som kom fram hade att gora med det gamla systemet. Det gamla systemet visade
sig ha defekter, som hade gatt omérkta men som kom fram pa grund av att en del
av systemet migrerades.

Den forsta lirdomen av migreringen som studerats i det hér arbetet, ar att
involvera relevanta intressenter mera. Det har dr viktigt sarskilt da teamet jobbar
med saker de sjélva dr mindre bekanta med. Den andra lardomen ar att vara forsiktig
da man tar ett nytt system i bruk, speciellt da systemet endast har testats minimalt.
For detta kunde det vara fordelaktigt att anvinda sig av fordefinierade strategier
for systemovergang. Den tredje lardomen ér att &ven om migreringen inte foljde ett
fordefinierat migreringsramverk, hade den resulterande processen flera likheter till
populédra ramverk talade om i litteraturen.

Nyckelord molnbaserade datortjénster, molnmigration, datamigration, aldre
programvara, fallstudie
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1 Introduction

When talking about software in 2024, cloud is a word that comes up almost immedi-
ately. There exist cloud software, cloud services, private cloud environments, public
cloud vendors (ISO 17788:2014, E), and the list of cloud-related terms could go on.

The cloud has made major changes to both consumer software and big systems
run by large corporations. On the consumer software side, a good example is the
move from locally installed applications to SaaS-based applications you access with
your web browser somewhere on the web (Choudhary, 2007).

Cloud computing is also attractive for large organisations with old software
systems (Hayretci and Aydemir, 2021). These systems might have been implemented
in a non-cloud environment, tens of years ago. In order to gain the benefits of cloud
computing in such a system, it has to be migrated into a cloud environment.

Migrating an existing legacy system to a cloud environment can be achieved by
various strategies. The system can be fully re-implemented in the cloud environment
or deployed as is to the cloud (Andrikopoulos et al., 2013).

Executing a migration to the cloud can be a highly complex task depending on the
system to be migrated. Deciding which parts to migrate and how the migration should
be carried out is highly dependent on the context in which the migration is carried
out. Therefore, in order to gain an understanding into how different migrations can
look like in the real world, it is important to study real-world migration projects.

1.1 Research goals

The goal of this thesis is to study the process of migrating software from an environ-
ment running in private data centres, into a public cloud environment. The thesis
starts with a review of the literature to define what cloud computing is and what it
can provide. Furthermore, the review will also study the migration of software, both
by analysing migrations on a more general level and what one should consider when
migrating to the cloud specifically. In addition to the literature review, the thesis
will also study a real-world migration project in a Finnish telecom company. The
company has decided to start migrating their systems running their entertainment
services from their own data centres, to a public cloud environment.

The aim of the thesis is not to provide a general solution on how to carry out
a software migration to a cloud environment. Furthermore, this thesis does not
attempt to provide an exhaustive picture of how cloud software migrations are done
in the real world. The focus is merely to follow a single real-world migration project
and study the process behind it.

1.2 Research questions

As the focus of this thesis is to follow a single real world migration project and find
out information about its process, the following research questions will be answered
by this thesis:



RQ1  What factors affect the decision to start a migration to cloud?

RQ2 How is a migration scoped in an agile, incrementally working software
development organization?

RQ3  What factors affect the correctness of migration assumptions made early
in the process?

RQ4  What phases emerge in a migration, when the migration process follows
a normal agile software development process?

The aim of RQ1 is to understand the type of factors that might lead to a decision
to migrate an already existing system into a cloud environment.

RQ2 on the other hand, will try to answer how the decision of what to migrate is
done, when the migration is done in an organisation, where software is developed
incrementally.

The migration project studied in this thesis does not use any pre-defined migration
frameworks. RQ3 and RQ4 will both investigate the migration process itself and how
it forms without the direct use of any existing migration strategies or frameworks.
The aim of RQ3 is to understand the migration decision process and to see what
kind of factors lead to correct decisions in a migration project. RQ4 will investigate
whether a migration process that does not follow any existing frameworks will end
up having similar phases to as the frameworks define.

1.3 Structure of the thesis

The thesis will begin with a literature review in Section 2. The section first studies
both cloud computing and software migrations on a general level. Thereafter, the
section discusses the specifics of migrating software into a cloud environment.

Section 3 describes the selected research method and the case project this thesis
studies. Furthermore, the section describes the type of data collected during the
study and how the data was analysed.

The results of the case project are presented in Section 4. The section covers
both the background of the migration project and the walk-through of the project
from start to finish.

The research questions of this thesis are answered in Section 5. The questions
are answered by comparing the results of the real-world project with the information
found in the literature review.

Finally, Section 6 concludes the thesis with some final conclusions of the findings
of this thesis. Furthermore, future research areas regarding cloud migrations are
discussed here.
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2 Background

The two main topics of this thesis are cloud computing and software migration. This
section covers the background of migrating software to a cloud environment based
on existing literature and research.

Cloud computing is defined in Section 2.1 by studying its characteristics by
comparing cloud computing to a more traditional legacy data centre setup. Section
2.2 continues by examining the three main categories of cloud computing and how
they provide different levels of support and control to the user of the cloud resources.
Finally, Section 2.3 explores the different ways cloud resources can be operated.

Software migration is studied at two different levels. Section 2.4 starts by
examining legacy software migration on a more general level which can be applied
to most software systems in existence. Thereafter, Section 2.5 will further explore
software migration by examining the specifics of migrating software to a cloud
environment. Finally, Section 2.6 will shortly examine three real-life case studies
from other organisations, where a cloud migration has previously been done.

2.1 Defining cloud computing

Cloud computing is a computing paradigm that models computing resources as
utilities (Hill et al., 2013), rather than something static that you buy once and then
have available. ISO 17788:2014 (E) describes the resources as shareable, scalable,
and available on-demand. In practice, this means that you do not have to buy
these resources in advance, to hopefully cover your needs in the future. You are, for
example, not buying a big battery to your home and hope it will cover your energy
needs for the next 3 months. Instead, you probably have an electricity contract with
your local electricity company, who will provide you with energy depending on your
needs.

Although the utility aspect of cloud computing already covers most of its charac-
teristics, a more exhaustive list of its key characteristics is listed in ISO 17788:2014
(E). Sections 2.1.1 to 2.1.6 cover these characteristics in more detail. Table 1 lists
the common roles used when talking about cloud computing.

2.1.1 Broad network access

In a traditional data centre, whenever there is a need for some new server or database,
it most likely requires the installation and maintenance of some new machine. These
new resources can then be accessed by other components in the data centre, but ac-
cessing them from another data centre might require some additional work, depending
on how the network is structured.

In a cloud computing context, there is no need to start installing new machines
to get more resources, as the resources always exist and anyone can access them
through a network connection. This describes the characteristic of broad network
access of cloud computing. ISO 17788:2014 (E) describes broad network access as
a feature, where a variety of different clients should be able to access resources in
some standardised way, over a network, regardless of where they are located.
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Table 1: Definitions of common cloud computing roles (ISO 17788:2014, E).

’ Role \ Definition ‘
Cloud service broker Cloud service partner that negotiates relationships
between cloud service customers and cloud service
providers

Cloud service customer | Party which is in a business relationship for the
purpose of using cloud services.

Cloud service partner | Party which is engaged in support of, or auxiliary
to, activities of either the cloud service provider or
the cloud service customer, or both.

Cloud service provider | Party which makes cloud services available.
Cloud service user Natural person, or entity acting on their behalf,
associated with a cloud service customer that uses
cloud services

Gong et al. (2010) describe the broad network access as leading to a better user
experience for the cloud service user. This is because the cloud resources are often
available through Internet-based interfaces and can be accessed over normal TCP/IP
connections from anywhere on the Internet.

2.1.2 Measured service

In the traditional setting, where one purchases a server to serve some service,
calculating the total costs of running the service is quite difficult. There may be a
large upfront cost to purchase the server itself (Talukder and Zimmerman, 2010),
and in addition there are additional maintenance costs to keep the server running.

Making a big upfront investment in servers at the beginning can also be a fairly
risky move financially. The servers usually have a lifetime of a few years, but knowing
how the market looks like and what the business needs in a few years will be is
almost impossible to predict. Therefore, one might end up investing too much into
the servers at the start, and there might not be a need for so many servers after a
few years.

Cloud computing is a much more financially flexible alternative due to its char-
acteristic of measured service. 1SO 17788:2014 (E) describes a measured service as
something that can be monitored, controlled, reported, and billed based on the actual
use of the resource. In other words, there are no big upfront costs in accessing some
resource and one only pays for the amount of a resource they use. For example, if a
service needs to execute some function every hour and the function only takes one
minute to execute, one only has to pay for the one minute of execution and not the
whole hour.
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2.1.3 Multi-tenancy

In a traditional setting, where there is only a single service running on a server, the
service can simply be a process running on the machine and serving files from some
directory in the file system of the machine.

Consider now the situation where one wants to start utilising the server more, and
thus installs a few other services on the same server to be served. One service should
not be able to affect the process or files of another service, i.e. all of the services
should be encapsulated from each other. This is achievable by careful architectural
planning of the whole system, and might require one to make some changes in how
the server operates the different services.

This kind of encapsulation is also an inherent part of cloud computing. In cloud
computing, resources are often shared among many different customers, and one
customer must not be able to see the private data of another customer. This charac-
teristic of cloud computing is called multi-tenancy. 1SO 17788:2014 (E) describes
multi-tenancy as a feature, where physical or virtual resources are allocated in such
a way that no tenant is capable of accessing the computations or data of another
tenant.

As the example above showed, multi-tenancy might be relevant in a non-cloud
context also, depending on how the resources are utilised. However, setting up
multi-tenancy properly might require some additional work if one has to manage
it themselves. In the cloud context, on the other hand, managing it is usually the
responsibility of the cloud service provider.

2.1.4 On-demand self-service

In a traditional setting, where one manages their own servers, one usually has full
control of the software that are run on the servers, the hardware those servers consist
of, and the networking between those servers. This also means that if any changes
to the setup are needed, it might take a considerable amount of work to make the
changes.

Consider a setting in which a service runs on a few servers. The users of the
service start complaining about how the service is too slow and all actions they do
take several seconds to execute. As it turns out, the CPUs in the servers are not
powerful enough to execute the actions faster; therefore, a need to upgrade the CPUs
of all the servers is needed. The upgrade could take several days as new hardware
has to be ordered, shipped and installed (Lin et al., 2009).

Cloud computing provides a clear benefit to this situation through its characteristic
of on-demand self-service. 1SO 17788:2014 (E) describes this characteristic as a
feature in which users can provision resources, as needed, automatically or with
minimal interaction with the provider of the resources.

Continuing on the example above, in a cloud setting, the cloud service provider
would already have these faster CPUs available, and one only has to select these
CPUs to be used when running the service. The upgrade itself could be performed
in a matter of minutes (Lin et al., 2009).
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2.1.5 Rapid elasticity and scalability

In the traditional setting, where you have a certain amount n servers allocated to
run a specific service, there are several factors that must be balanced to be feasible
both economically and usability-wise.

Consider a system with the normal load being 100 requests per second, but with
peaks up to 10000 requests per second. Deciding how to allocate enough resources
for such a system is not trivial. If one server is able to handle a load of 25 requests
per second, you would need 4 servers to handle the normal load and 400 to handle
peak loads of 10000 requests per second.

Purchasing and setting up 400 servers just to be able to handle infrequent usage
spikes adds a lot of extra costs on the system, as these servers would be sitting idle
most of the time. Cloud computing provides a solution to this problem through the
characteristic of rapid elasticity and scalability (Talukder and Zimmerman, 2010).

ISO 17788:2014 (E) describes the characteristic as a feature where one can rapidly
and elastically increase or decrease the use of some physical or virtual resources. In
practice, this means that one does not necessarily need to do any capacity planning,
as the resources appear to be limitless and can be used just to the extent, which is
needed during a specific moment.

2.1.6 Resource pooling

In the traditional setting, where one has some service running on some servers in
their own data centre or server room, the physical machines usually only serve the
single service.

Consider a setting where 10 small services, each serving some website and requiring
a small database and API to function. The traffic to each of the websites is so small
that even a regular desktop computer could run all of the services combined and still
have capacity over.

As the 10 services are hosted by different entities, they all must purchase their
own machines to host their own service. The result is that now there are 10 machines
that serve the services, which could be served by a single machine. In a cloud
computing environment, these services could be served by a single machine due to
the characteristic of resource pooling.

Resource pooling is a feature of cloud computing, which allows the aggregation
of physical or virtual resources, to serve one or more cloud service customers ISO
17788:2014 (E). In other words, utilisation of the resources can be significantly more
effective in a cloud computing setting than in the traditional way.

Talukder and Zimmerman (2010) also discusses the implications on the envi-
ronment, which utilising shared resources brings. Combining the usage needs of
multiple lesser utilised machines into a few machines with high usage rate, the carbon
footprint is reduced.
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2.2 Cloud computing as a service

Section 2.1 discussed the main characteristics of cloud computing and compared how
it differs from a more traditional setup. This section will explore different ways to
utilise the cloud when building systems.

Most of the characteristics discussed in the previous section were a result of
having the cloud environment running on some centralised location, which is shared
between many customers. In comparison, the more traditional non-cloud design
relied on each party managing both the hardware and software for their servers on
their own.

Although services may differ a lot from each other, they all have one thing in
common. They must have some physical hardware on top of which they run. This
hardware usually consists of some CPU and storage.

There are also many services, which use similar components in their implementa-
tion. For example, MySQL is a popular database management system that is used
by many different services around the world.

From the examples above, it is clear that there is a varying degree of similarities
between different services, and similar parts could then be delivered in a cloud
computing manner, to gain the benefits of cloud computing. While all applications
can share physical layer, some applications might share even some software running
on the hardware.

The ISO 17788:2014 (E) standard defines cloud capabilities type as a classification
of a cloud resource, based on the functionality it provides to the cloud service
customer. Furthermore, the standard lists three cloud capabilities types, all of which
describe the functionality of a different layer of resource when examining the whole
stack consisting of both hardware and software:

o Infrastructure capabilities type
o Platform capabilities type
o Application capabilities type

The standard further defines a cloud service category, to be a group of cloud
services which share a common set of qualities. Furthermore, a cloud service category
may consist of one or more cloud capability type. Sections 2.2.1, 2.2.2, and 2.2.3
will describe three cloud service categories, each of which contains a single cloud
capability type.

2.2.1 IaaS

Infrastructure as a Service (IaaS) is a cloud service category, providing, as the name
suggests, the infrastructure capability type (ISO 17788:2014, E). The focus in IaaS
is specifically providing hardware to the cloud service customer. Bhardwaj et al.
(2010) describe IaaS as an “evolution of traditional hosting”, where one may gain
access to resources without long-term commitments to hardware and can access these
resources on demand.
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In practice, TaaS is the closest to renting a traditional server from a data centre.
This means that the cloud service customer is then responsible for managing the
software running on the server and, for example, installing operating systems and
such on it. The cloud service provider only provides the minimum software needed
to run the server (Bhardwaj et al., 2010). Lisdorf (2021) describe IaaS as being
the form of cloud computing, providing the most control to the customer, but also
requiring the largest amount of work.

There exist multiple TaaS solutions, from many different companies. Table 2 lists
a few examples and the use cases for them.

Table 2: Examples of TaaS solutions

] Provider \ Name \ Use case ‘
IBM IBM Cloud * Enterprise cloud platform
Akamai Linode 2 Cloud infrastructure solution
Google Google Compute Engine ? | Virtual machines for running anything
2.2.2 PaaS

Platform as a Service (PaaS) is a cloud service category, including the platform
capability type (ISO 17788:2014, E). PaaS platforms are used mainly to deploy and
host applications, but might also include more advanced services such as database
integration (Linthicum, 2017b). In other words, whereas laaS required the cloud
service customer to manage the whole machine, including the operating system, PaaS
does not require low level system management while still allowing you to run your
own code on it (Lisdorf, 2021).

A PaaS solution could be useful in a case where one would, for example, want
to host their own Java back-end server somewhere. In most cases, one would only
need to upload or install the application into the platform, and it would be up and
running. By contrast, hosting the same application on an IaaS solution would likely
be more complex, and require more maintenance effort, since one would have to
maintain also the operating system and other applications on the machine.

Table 3 lists a few examples of popular PaaS solutions available from various
cloud service providers.

"https://www.ibm.com/cloud
’https://www.linode.com/
3https://cloud.google.com/products/compute
‘https://firebase.google.com
Shttps://www.heroku.com
Shttps://aws.amazon.com/elasticbeanstalk


https://www.ibm.com/cloud
https://www.linode.com/
https://cloud.google.com/products/compute
https://firebase.google.com
https://www.heroku.com
https://aws.amazon.com/elasticbeanstalk
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Table 3: Examples of PaaS solutions

’ Provider \ Name \ Use case ‘
Google Firebase * Platform for building mobile applications
Salesforce | Heroku ° Platform for running and deploying appli-

cations
Amazon | AWS Elastic Beanstalk ¢ | Platform for deploying web applications

2.2.3 SaaS

Software as a Service (SaaS) is another cloud service category, which contains the
application capability type (ISO 17788:2014, E). Gorelik (2013) define SaaS as
a delivery model for providing subscription-based software over the Internet. In
practice, this means that end users and corporations can buy software and pay for it
while they need it. Lisdorf (2021) further state that the SaaS model does not allow
one to write their own code, instead one can only configure the software and use it
through a web browser.

SaaS solutions have gained a lot of popularity over the years, and much of the
software which previously was sold as licences has converted into offering SaaS
solutions instead. An example of such a transformation is Adobe Creative Tools such
as Photoshop. In the past users had to buy a one-time licence for the software, after
which they owned it, but nowadays Adobe offers a SaaS based solution instead. In
addition to the Adobe example, two other examples of SaaS solutions are shown in
Table 4.

Table 4: Examples of SaaS solutions

’ Provider \ Name \ Use case
Microsoft | Microsoft 365 7 Office productivity tools
Salesforce | Slack ® Communication tool
Adobe Adobe creative cloud ? | Creativity tools for video and image pro-
duction

2.3 Cloud types

The previous sections described cloud computing resources as an alternative to
traditional data centres by removing the need to own and maintain your own servers
in your own data centre. Instead, one can purchase cloud computing resources based

"https://www.office.com
8https://slack.com
https://www.adobe.com/creativecloud.html


https://www.office.com
https://slack.com
https://www.adobe.com/creativecloud.html
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on their need from somewhere else. This section will cover what somewhere else
means in practice, as there exist a few options to where cloud computing resources
are deployed.

While cloud computing resources seem to be unlimited from the applications
point of view, they still must exist physically somewhere, as all computing and
storage is done on physical components. This means that there still is a need for data
centres when talking about cloud computing, the only difference being how these
data centres operate in practice. In a cloud computing environment, the physical
data centres contain software, which allows the abstraction of resources to the real
applications and services utilising the cloud computing resources.

A cloud deployment model represents how these physical resources are operated
and shared between multiple users of cloud computing resources (ISO 17788:2014,
E). The standard further defines the following cloud deployment models:

Public Cloud

Private Cloud

e Community Cloud

Hybrid Cloud

Sections 2.3.1 to 2.3.4 will describe how these models differ from each other, when
one might want to use one of them, and what considerations using one of them might
bring.

2.3.1 Public Cloud

A public cloud is a cloud where a single business, organisation or a combination of
them owns, manages, and operates it (ISO 17788:2014, E). Access to the public
cloud is not restricted in the sense that nearly all cloud service customers can access
the resources subject to jurisdictional regulations.

The physical infrastructure of a public cloud exists always on the premises of
the cloud service provider (ISO 17788:2014, E). This means that in order to utilise
the resources in a public cloud, there is little to none work needed. This can be
very attractive to smaller companies and hobbyists who do not have the resources to
build their own infrastructure to run their services.

Grance and Jansen (2011) notes that as the hardware is usually operated and
controlled by some other party, data security might be a concern for certain organi-
sations. For example, healthcare and financial data might be restricted from being
stored in a public cloud (Talukder and Zimmerman, 2010).

The three largest public cloud service providers are currently Amazon Web
Services, Microsoft Azure, and Google Cloud (Richter, 2024). They all provide a
large catalogue of cloud resources which can be accessed by simply registering to
their service and setting up a payment method.
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2.3.2 Private Cloud

While a public cloud is used by several different cloud service customers, a private
cloud is used exclusively by a single cloud service customer (ISO 17788:2014, E).
The infrastructure itself can also be owned, managed, and operated by the same
organisation or by an external party. ISO 17788:2014 (E) further states that the
infrastructure can be located on-premises or off-premises for the organisation using
the cloud.

As a private cloud can be deployed to an on-premise data centre, one could
convert an existing traditional data centre into a privately managed cloud data
centre. By doing such a conversion, one could gain some of the benefits of a cloud
environment to serve the services and applications in that data centre. For example,
if some application does not need as many resources at a specific time, the resources
can instead be utilised by some other application running in the same data centre.
However, doing such a migration to an existing data centre might require rewriting of
the applications and services running there, as their architecture might not support
running in a cloud environment.

One of the benefits of using a private cloud is that one has control of where and
how data is physically stored (Grance and Jansen, 2011). This can be a regulatory
requirement, as the storage of sensitive data such as healthcare data is heavily
regulated. On the other hand, the use of a private cloud might not have as high of
an availability as using public cloud resources might have.

Private cloud environments might make more sense to bigger organisations, who
for example already have existing data centres, and have the resources to operate
them. However, small companies who only have a handful of services running and
limited resources might not gain the benefits of a private cloud.

2.3.3 Community Cloud

The biggest difference between public and private clouds is how many cloud service
customers have access to the cloud. While access to public cloud is quite unrestricted
and an unlimited amount of cloud service customers are allowed to use it, private
cloud, on the other hand, is always used by only a single cloud service customer. A
community cloud lies in between public and private cloud, when comparing who has
access to the cloud and who controls it.

The ISO 17788:2014 (E) standard defines the community cloud as a cloud de-
ployment model, where a specific group of cloud service customers, with shared
requirements and a relationship with each other, share the same cloud resources.
Furthermore, the infrastructure itself is owned by one or more members of this group,
or even some external party. Similarly to a private cloud, a community cloud can
exist on- or off-premises.

Considering all healthcare services in a country or some other regulatory district,
for example, all of them probably share the same requirements of storing sensitive
healthcare data of patients. In some cases, data sharing between different services
might also be needed. Instead of creating a private cloud for every healthcare
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organisation, they could utilise a shared cloud environment, which fulfils all regulatory
requirements and is available for all healthcare systems.

Both Marinos and Briscoe (2009) and Goyal (2014) also note that a community
cloud would be better for the environment, as it has a smaller carbon footprint than
a public cloud. However, the costs and complexity of sharing the resources is higher
than with a public cloud.

2.3.4 Hybrid Cloud

The cloud deployment models discussed in the previous sections all had one thing in
common. They were all running in a single environment. An organisation might be
forced to use a private cloud, if they, for example, store sensitive data, which cannot
be stored in the public cloud. However, using a private cloud could be a limiting
factor with regard to the features provided by the cloud environment. Public clouds
tend to provide many features for all types of applications, and maintaining a private
cloud with similar features might require a lot of resources.

A solution to this would be to use a hybrid cloud. The hybrid cloud is a cloud
deployment model that uses at least two different cloud deployment models (ISO
17788:2014, E). For example, as data is more secure in a private cloud, and the
public cloud may provide more services, combining the two would allow gaining the
benefits from both (Linthicum, 2016).

It would also be possible to use two different clouds, belonging to the same cloud
deployment model; however, this would not be counted as a hybrid cloud according
to the definition in ISO 17788:2014 (E).

2.4 Migrating software systems

Large software systems are often long-lived entities in organisations. This is especially
true if the system is critical for the organisation. These systems might have tens of
years of development behind them and might be implemented using old technologies,
which no longer are suitable in the modern world of software. Bennett (1995) discusses
this issue already in his article in the 1990s. He mentions that software, which was
written 20 to 30 years earlier, was written with different constraints than what was
relevant 20 years later.

These legacy software systems are not a new issue and will not disappear in the
future. The software systems implemented in the 90s are often seen as ancient in
today’s world, and the systems created today will be seen as ancient in 20 years.
Therefore, there will always be a need to modernise or migrate the systems somewhere.

The variety of different types of software systems in the world is extensive. There
are video streaming systems, simple blog sites, banking systems, healthcare systems,
online stores, search engines, social media, to name a few. The implementation
behind these systems likely varies significantly, since their use cases and data they
manage are undeniably different. Consequently, there is no detailed universal method
for migrating a software system because the migration would be highly dependent
on the system itself. However, there are certain high-level strategies one could utilise
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when thinking about migrating software. The rest of this section will introduce such
strategies and compare them with respect to some central aspects.

2.4.1 General migration strategies

Bisbal et al. (1999) discuss different ways of modernizing legacy software systems.
They define the following three methods:

e Redevelopment
o Wrapping
o Migration

Redevelopment means that a new system, to replace the old, is built completely
independently of the old system, and no changes are made to the old one. The new
system is then taken into use as a whole once it is ready, and the old system is
discontinued. Bisbal et al. (1999) further note, that this method is sometimes also
called Big Bang or Cold Turkey.

Wrapping on the other hand, means that new functionality is implemented on
top of an old component or system. The old component acts as the back-end to the
new component, and the new component does not care about how the back-end is
implemented. An example of wrapping could be implementing a new cross-platform
mobile application to replace an old native mobile application in a service. This
way the service as a whole is modernized, and the old back-end component, against
which the front-end component makes requests, can be reused in the new system.
Wrapping would not be suitable in cases where the old system can not be continued
to be operated. For example, if the physical hardware the system is running on can
no longer be used, and the software can not be moved to a new machine, wrapping
such a component is not possible.

Lastly, migration has the goal of possibly replacing or moving the system to
some new environment. It is a less risky, yet more complex way of replacing old
software than redeveloping it. The migration itself is a multistage process. The new
system has to be developed, the data has to be moved, and the old system has to
be replaced. All of this happens in parallel with the old system still running, with
the goal of having minimal effect on the running system. Bisbal et al. (1999) discuss
two different migration methods, The Chicken Little Strateqy and The Butterfly
methodology.

Klettke and Thalheim (2011) divide migration further into two types: Data
migration and System migration. They state that data migration is related to
migrating the data storage component of a system and is usually a part of a full
system migration. System migration on the other hand is related to moving a
complete application onto a new platform. Furthermore, they note that a system
migration is always a project on its own, as it is a complex process consisting of
several subtasks.

For the purposes of this thesis, redevelopment will be seen as a form of migration,
as it can be used to move software from one place to another. Wrapping on the other
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hand will not be considered a migration method, as it is built around an existing
legacy component, which can not necessarily be modernized if it is dependent on
some legacy hardware. Therefore, the methods the following sections will discuss are
the Big Bang method, the Chicken Little strategy, and the Butterfly methodology.

2.4.2 Development of the new system

As stated in 2.4.1, when migrating software, the goal is to have the system running
while the migration is ongoing. In other words, a migration should not cause the
system to be out of service while the development of the new system is ongoing. This
holds true for all three of the migration methods. The difference in the migration
methods lies in how the new system is developed during the migration and how the
cut-over to the new system is handled.

The Big Bang method (Bisbal et al., 1999), as discussed in Section 2.4.1, involves
developing the new system completely separately from the old system before taking
it into use. This implies that the new system is built from the ground up, with all
the features done and tested, while the old system is still running. Suijs (2007) notes
that developing a new system with the Big Bang method can take up to years if
the system to be migrated is very complex. He further explains that such a long
development time is not suitable in organisations, where releases are expected to
happen at least on a yearly basis.

The Chicken Little strategy, on the other hand, entails developing the new system
gradually in smaller increments. Bisbal et al. (1999) state that the new system starts
out small and is expanded throughout the migration. The key difference to the Big
Bang method is that in the Chicken Little strategy, the new and old systems form a
composite system during the development. In other words, the new and old systems
have to interoperate together. This in turn is achieved by having intermediate
gateways between the new and old systems. Therefore, the Chicken Little strategy
relies on developing components, only to be used during the migration itself.

The interoperability of the new and old systems in the Chicken Little strategy
does add to its complexity. Bianchi et al. (2000) highlights the difficulty of keeping
the data synchronised and consistent in the new and old databases, being one of the
biggest weaknesses of the Chicken Little strategy.

According to Bisbal et al. (1999), the Butterfly methodology exists, to provide
a less complex alternative to the Chicken Little strategy. They state that the
methodology is based on the assumption that the new and old systems do not need
to interoperate. This is achieved by, as with the Big Bang method, developing the
new system in a separate process. The difference between the Big Bang method and
Butterfly methodology lies in how they manage migrating the data. This will be
discussed in more detail in the next section.

2.4.3 System cut over

System cut-over means taking the new system in use and replacing the old one.
Bisbal et al. (1999) describe the following ways of performing the cut-over:
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o Cut-and-run
» Phased interoperability
o Parallel operations

Cut-and-run means switching off the old system, and replacing it with the new
one in one go. This can be highly risky for critical systems, as the new system could
have issues for one reason or another.

Phased interoperability on the other hand, is related to performing the cut-over
in small increments. Here both systems are used, with the workload being carried
over to the new system few components or features at a time.

Finally, parallel operations means that both the old and new system is in use at
the same time, performing the same operations. This allows for the new system to
be continually tested, and once it is deemed to work as expected, the old system will
be shut down.

The Chicken Little strategy, as described in the previous section, relies on
incremental development and interoperability between the new and old systems.
Therefore, the cut-over from the old to new system will be gradual when utilising this
method. As the new system is developed with more features, it will slowly replace
the features in the old system. Bisbal et al. (1999) further state, that the new system
eventually will contain all the same functionality as the old system, at which point
the old system can be retired. The Chicken Little strategy therefore uses the phased
interoperability cut-over method.

In contrast, as discussed in the previous section, the Big Bang method and the
Butterfly methodology allow for the new system to be developed in a separate process.
The Big Bang method, as described by Bisbal et al. (1999), does not take into account
any specific way to manage the cut-over.

Considering a system processing and containing huge amounts of data, using any
of the cut-over strategies defined earlier together with the Big Bang method will
lead to the same issue. The data stored in the old system is not transferred to the
new system. Data could be migrated by disabling the use of the two systems for the
duration of the migration (Klettke and Thalheim, 2011), but as discussed in 2.4.1,
the goal of a migration is to minimise system downtime, which can be long if there
is a lot of data to migrate.

The Butterfly methodology, on the other hand, does take into account the issue of
data migration. As Bisbal et al. (1999) describes the process, the migration is started
by freezing the old system altogether, which means that the data in the old system
can no longer be modified. However, this would make the system unusable during
migration. This in turn is avoided by utilising temporary data-stores, into which the
changes are written. When all data from the original system have been migrated,
a second iteration of data migration starts, where the changes in the temporary
data-store are migrated. Again, during this migration, a new temporary-data store is
created for the new changes. This continues until the size of the temporary data-store
is under a set threshold, where it will be migrated as a whole. As the final data are
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migrated to the new system, the new system is immediately taken into use, while
the old system is shut down.

The cut-over strategy in the Butterfly methodology can be seen as both a cut-and-
run strategy or a parallel operations strategy. The cut-and-run aspect comes from
the fact that the new system is taken into use in one go as the final chunk of data
has been migrated. On the other hand, the new system is running independently of
the old system and its functionality could therefore be continuously validated, as
data migration proceeds (Ganesan and Chithralekha, 2016). This would be closer to
the parallel operations cut-over strategy.

2.4.4 Deciding which method to use

As discussed in the previous sections, there are some key differences between the
different migration methods. Although the Big Bang method did not account for data
migration at all, the other two had very different methods of managing it. Therefore,
the Big Bang method might be less suitable for systems containing large amounts of
data.

Bisbal et al. (1999) further state some concerns related to the Big Bang method.
According to them, it poses a risk for an organization to redevelop a whole system,
as the business requirements might have changed or the technology being obsolete
by the time it has been finished. Ganesan and Chithralekha (2016), further mention
the high cost involved in a full redevelopment of the system. Klettke and Thalheim
(2011) state that the Big Bang method would be suitable in situations where the
time needed for redevelopment is acceptably short.

For systems with no reusable components, The Butterfly methodology could be
seen as an extension to the Big Bang method, with the only difference being the
addition of data migration in the Butterfly methodology. Taking into account the
risks mentioned by Bisbal et al. (1999), both methods would seem less suitable for
these types of systems. Developing such a system from the ground up could take
years, by which time the new system could indeed be outdated already.

Therefore, the Chicken Little strategy might work best for large systems with no
reusable components, as it has a more gradual approach and no big upfront time
investments. Klettke and Thalheim (2011) also lists this as one of the strengths of
the method, as the full migration can be divided into smaller migration projects
in a divide-and-conquer manner. On the other hand, as discussed by Ganesan and
Chithralekha (2016), this strategy introduces extra complexity to the system during
migration, which might again make it difficult to use in certain situations.

2.5 Migrating to cloud

The previous section discussed software migration methods on a general level. While
they are also applicable when migrating from a legacy data centre to a cloud, there
are certain details to consider when migrating to the cloud.

Binz et al. (2011) define three classes of cloud application migrations. The
first two classes, Standardized Format Migration and Component Format Migration,
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are related to migrating a singular component to the cloud by either porting the
application to a new environment as is or rewriting the component into a new format
respectively. The third class, Holistic Migration, is the migration of composite
systems consisting of multiple components. The rest of this section will focus on
holistic migrations of legacy software systems.

When planning to migrate a complex legacy system to a cloud, at least the
following points have to be decided:

o The strategy for migrating the system.
o The type of cloud resources to use.
o The type of cloud deployment model.

These points will be discussed in more detail in Sections 2.5.1 to 2.5.3. Section
2.5.4, on the other hand, will briefly discuss how to utilise cloud migration frameworks
to perform the migration.

2.5.1 Cloud migration strategies

Multiple strategies exist for migrating existing legacy software to cloud, ranging from
simply moving the software as is to the cloud to reimplementing the application
from ground up in the cloud. The selection of the strategy is important because
it will predominantly decide how the architecture of the new system will look like.
Andrikopoulos et al. (2013) define the following four strategies or types of migration:

e Replace

« Partially migrate

o Migrate the whole software stack
o Cloudify

Replacing means that an existing component in the system is fully replaced
by a component provided by the cloud. An example of this could be to replace a
locally managed database, with a ready-made database solution provided by a cloud
provider. Andrikopoulos et al. (2013) further mentions, that this type of migration
is the least invasive, since it mostly would require only small configuration changes
in the system.

Partial migration on the other hand, as its name suggests, refers to only migrating
part of the system to cloud. This could be achieved by either migrating specific
application layers (like data), or a set of components from multiple layers to the
cloud.

Migrating the whole software stack, also sometimes referred to as lift-and-shift
(Linthicum, 2017a), relates to migrating the whole existing system to the cloud. This
can be done by for example encapsulating the old system in virtual machines, which
then are deployed to the cloud. Andrikopoulos et al. (2013) state that this type of
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migration is what is usually meant when talking about cloud migration. However
Jamshidi et al. (2013) note that this no longer is the case, since the cloud migration
practices have improved.

Lastly, cloudifying means that the entire system is migrated to the cloud, but
in contrast to lift-and-shift, its functionality is implemented as a composition of
multiple services running in the cloud. Andrikopoulos et al. (2013) further state
that cloudifying does not necessarily mean that the system will be cloud-native
after the migration, since by definition cloudification does not require any specific
re-engineering for the cloud environment.

2.5.2 Cloud feasibility of the old system

One way to start identifying the cloud migration strategy is to start by analysing
the old system. Certain legacy systems might be implemented in such a way that
they can not be migrated as is but instead have to be rewritten for the cloud.

Asthana et al. (2020) discuss a simple framework on how to manage a legacy to
cloud migration. To evaluate the feasibility of the old system, they propose to start
with mapping out the old components in the system. This is done by constructing an
entity-relationship graph to represent the features in the system, and then utilizing a
machine learning model to build a dependency graph to evaluate the feasibility. They
further state, that applications with minimal upward and downward dependencies
are typically most suitable for cloud migration. In other words, the fewer external
dependencies an application has, the more suitable it is. However, if a component
turns out to not be suitable for migration, it does not mean it can not be migrated
at all. It only means that the component maybe has to be fully re-implemented for
a cloud environment.

De Angelis and Polini (2018) propose another method to evaluate the feasibility
and effort to perform a cloud migration. Their method comprises of a questionnaire
about the technical aspects of the old system. Some of these aspects are for example
the type of database used, the coupling of the system, and whether the application
consist of multiple layers. Based on the answers a numerical value is generated, which
can be used to estimate the time needed to do a migration. Similarly to Asthana
et al. (2020), De Angelis and Polini (2018) also notes that the more loosely coupled
components in the old system are, the more feasible or easier it is to migrate.

The feasibility of cloud migration, therefore, mostly depends on the amount of
effort an organisation can put into the migration and how much effort the migration
will take. Sun and Li (2013) propose a tool to specifically estimate the migration
effort. They note that older effort estimation tools that were developed for estimating
effort in software development projects do not work well in the context of migrations.

2.5.3 Selecting the cloud deployment model

As discussed in Section 2.3, the different types of cloud have certain characteristics.
While a public cloud offers better scalability, a private cloud or community cloud
is better for data security. Hybrid cloud, on the other hand, may provide both,
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but might add some complexity into the system as the different clouds have to be
integrated in some way.

Both Grance and Jansen (2011) and Goyal (2014) note that selecting a private
cloud likely requires higher investment and might not be as suitable for smaller
organisations, who would benefit from the economics of scale provided by a public
cloud. However, Goyal (2014) states that many organisations have opted for a private
cloud solution because they see it as less risky.

All cloud deployment models have their own risks related to them. Hassan
et al. (2019) emphasises the importance of making an educated choice regarding
the deployment model, in order to minimise the risk that adopting any of them will
bring.

It is also not uncommon for organisations to migrate between different cloud
deployment models. In an article titled “Migrating to—or away from—the Public
Cloud”, Weinman (2016) discusses how eight different companies have decided to
migrate between public and private clouds. He notes that the main reason for these
migrations have been changing business requirements and state of the companies.

To conclude, choosing the correct cloud type for a specific system is highly
dependent on both the system and the organisation behind it. The important aspects
to consider are at least the type of data the system contains, the needs of different
features from the cloud, and the available resources for maintaining a potential
private cloud.

2.5.4 Cloud migration frameworks

As discussed in Section 2.4, migrating software systems is not a new problem.
Therefore, it is not surprising that a lot of research on cloud migration has been done
before. Much of this research focuses on providing support for the migration process
by defining various frameworks to aid with migration.

One such framework by Asthana et al. (2020) was briefly mentioned in Section
2.5.2. Moreover, Pamami et al. (2019) present a metamodel for cloud migration
based on a model-driven software engineering approach. Another framework focusing
on the migration of web services is proposed by Yingchi et al. (2015).

Alkhalil et al. (2016) review various Design Support Systems (DSS) related to
cloud migrations. In their paper, they study 13 different DSSes in total. They all
vary greatly in their approach and the support they provide for the process.

There exist therefore a great amount of tools available to aid in a cloud migration.
As the frameworks vary greatly and can be very dependent on the context of the
project, they will not be covered in more detail here. The most important thing to
remember when planning a migration is the existence of these frameworks, and if
needed try to find a suitable one for the specific migration.

2.6 How others have migrated to cloud

Sections 2.1-2.3 compared the differences between cloud computing and legacy
environments, as well as discussed some of the benefits that can be achieved by
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utilising cloud computing. Some of the benefits included only paying for what is
needed, not having to maintain your own infrastructure, and essentially having no
limit for scaling software. Therefore, it is no surprise that many organisations have
migrated their old systems to new cloud environments.

This section will study how others have migrated to cloud. This is achieved
by examining three different case studies on cloud migration. The studies cover
migrations in companies from different sectors with different business requirements
and solutions. The cases will be presented by briefly examining what the company
tried to achieve with the migration, i.e. why they started the migration in the first
place. In addition, also the state of the system prior to the migration, and the
solution will be presented.

The cases examined are not meant to provide an exhaustive picture of how
migrations work in the real world. They are only meant to provide some insight into
how different migration projects might be.

2.6.1 Case: Construction company

A case study conducted by Muhamed et al. (2019) studies the migration of an on-
premise system to the cloud in a construction company. The goal of this migration was
to reduce costs, providing modern features, such as social networking and integration
with a third party.

The old system consisted of an Enterprise Management System (EMS) running
on their own physical hardware. The company had multiple branches, and each
branch accessed the EMS using a remote desktop client. Furthermore, the EMS was
very dependent on the hardware it was running on and was not easily portable to a
cloud environment.

The migration was done by analysing the requirements of the system. This was
done separately in four different categories. The categories used were technical,
financial, strategic and organisational.

The technical requirements focused on scalability, performance, and security of
the system. Based on the EMS system requirements, they noted that a SaaS solution
would fit the best from a technical perspective.

Financial requirements on the other hand focused on total cost of ownership of
the system, which is noted in the study as being complex to calculate, as they had
to take into their legacy system and estimate costs of possible re-engineering. From
a financial perspective, either a SaaS or PaaS alternative was proposed.

The strategic requirements were related to the amount of control the company
had on the system. For example, they would not have as much control over a SaaS
solution compared to an IaaS solution. The proposed solution based on the strategic
requirements was also to use SaaS.

Finally, the organisational requirements focused on the knowledge required in
the company. By having an IaaS solution, there would have to be employees who
know how to maintain such a system if not hiring an external partner to maintain it.
On the other hand, a SaaS solution would not require as much technical knowledge
in the company. Based on organisational requirements, a SaaS or PaaS solution was
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proposed.

In addition to the requirements, risks were also considered in the migration
planning. The risks mentioned in the study were mostly related to data ownership
and whether to use a public, private, or hybrid cloud. However, because of the time
pressure in the project, they ended up choosing a SaaS solution available in a public
cloud.

2.6.2 Case: Bank

Hayretci and Aydemir (2021) have conducted a case study on the migration projects
of three banks. This section will focus on one of the three. Namely, the migration of
BankC in the study. The goal of the migration of BankC was to reduce the costs
of their IT systems, as well as attract and retain talented employees. The lack of
employee attraction in the old system was especially bad, since it heavily relied on
COBOL, and modern employees do not want to work with such old technologies.

The old bank system relied heavily on a mainframe machine. On top of the
mainframe, the bank had implemented a Web and Mobile front-end layer with
Java, as online banking became popular. The main frame and the front-end layer
communicated over an Enterprise Service Bus (ESB).

The target architecture for the migration is to have a coarse-grained microservice
architecture. This includes lightweight front-end applications with an API gateway
between the front-end and back-end. All of the components are hosted on a container-
based platform, making it suitable for hosting in a cloud environment.

The study notes that because of the heavy reliance on the mainframe, BankC
primarily used the migration strategy of reimplementing its applications from the
ground up. Applications, which provide non-differentiating functionality, they decided
to replace with off-the-shelf solutions. Other applications, which were less critical
and had less usage, they decided to off-host on cloud infrastructures to reduce costs.

It is not stated in the study whether the new system runs in a cloud environment
specifically. They only state that the architecture is cloud-ready and hosts the
infrastructure on-premises.

2.6.3 Case: Company providing storage and retrieval solutions

The case study conducted by Boillat and Legner (2014) studies the migration projects
of two companies. This section will only focus on one of the migrations in the study.
Namely, the migration of the business systems in a multi-national company providing
storage and retrieval solutions. The main drivers for the migration were business-
related, as the old system caused many business inefficiencies.

The old system consisted of multiple Enterprise Resource Planning (ERP) in-
stances, since many subsidiaries were using their own instance. There was no
connection between these systems, which therefore meant a lot of data duplication
and manual work to input data into multiple systems.

The goal of the cloud migration was not to replace the existing ERP systems, but
instead to connect them together through a synchronised enterprise cloud environment.
The study describes the enterprise cloud as a SaaS solution.
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In addition to connecting the ERP systems together, the new cloud environment
would also allow a mobile application to be connected to it. The mobile application
would be used by technicians in the company, to get information about their next
work and do reporting.

The study further notes that since the cloud is only used as an integrating
component of the old systems and not replacing them, it can be viewed as a integration
Platform as a Service (iPaaS). In other words, it is a type of PaaS platform.
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3 Research methods and material

This section will describe how the study in this thesis was conducted. Section 3.1
begins by briefly defining and describing the research method used for the study.
Thereafter, Section 3.2 describes the real-world case this thesis studies. Finally,
Sections 3.3 and 3.4 explain how data from the case project were collected and
analysed.

3.1 Selection of research method

The study in this thesis is done as a single case holistic case study, following a
real-world migration project. The case study method was selected because of the
purpose of the thesis and the nature of the real world project in question. The goal
of this thesis was not to influence the project in any way. It was only concerned with
documenting the reasons behind the migration as well as how the migration project
was executed.

Runeson et al. (2012) define a case study in software engineering as an empirical
enquiry, investigating an instance of a contemporary software engineering phenomenon
within its real-life context. This is line with the goal of the thesis, in contrast to for
example conducting an action research study, where the goal is to influence the focus
of the research in some way (Runeson et al., 2012).

3.2 Case description

This thesis followed a migration project in a Finnish telecom company. The company
has a history of hosting its own data centres and running its own software in them,
but is currently executing a larger migration of the old legacy software to the public
cloud. The overall migration in the company is done in parts, where each component
and service is migrated by the team or people working most closely with it. The
components are very varying when compared to each other, and studying each of
them individually would likely provide multiple very different pictures into how a real
world migration would look like. However, this thesis only focuses on the migration
of a single component and explores how the team around it executed the migration.

The migration project this thesis studies is the migration of a component in
the entertainment service of the company. More specifically, the migration of the
video-on-demand (VOD) data storage from the on-premise data centres into a storage
solution provided by a public cloud provider. VOD is the form of media, mainly
movies and series, that end-users can consume when they want. This is separate
from linear content, i.e. traditional TV channels, where the service chooses what to
show and when.

The people who worked on the migration changed slightly throughout the project,
but the general composition of the team did not. Most of the people were part of the
content delivery network (CDN) team of the entertainment services in the company.
The team is responsible for developing and managing the software and infrastructure
that provides the video stream to the end user. The team had prior experience
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working with the public cloud, since they had already moved the TV programme
recordings to the public cloud a few years prior.

The migration team consisted of a team manager, who also had the role of project
manager; two developers, who were responsible of writing the necessary code changes
to the software; and another developer, who had been working on the VOD data
handling system up to that point. In addition, the people working with the VOD
data management in the company were an important source of information and help
during the latter part of the project.

The author of this thesis was also one of the developers who performed the
migration. The responsibilities included coming up with ideas on how the software
should be modified to have all data stored in another place, and also performing the
required code changes in the programmes.

3.3 Data collection

The migration project team used Jira as their tool to plan the work to be done and
document decisions throughout the project. Therefore, the tickets created in Jira
provided good documentation of the whole project and served as the base of the
collected data.

Tickets alone were insufficient as a data source. This is because the quality of
them was not consistent. Some tickets had detailed descriptions and conversations
in the comments section, while others were mostly empty. Therefore, other data was
needed to expand on the data.

As the author of the thesis was part of the migration team, his personal experiences
in the project were also used to elaborate on the findings of the tickets. However, the
author was not part of the team from the beginning, and was lacking in knowledge
from the first part of the project. In order to cover this, interviews with other
members of the team were also conducted. These interviews were short and informal,
as they were only used to clarify the details of the tickets.

The version control system used by the team was used as another source of data
to expand on the findings from the Jira tickets. The version control system contained
both the coded changes done during the migration and, more importantly, discussions
between the developers about these changes.

Lastly, the internal chat channel used by the team was used to find any other
details about project work, which might not have been documented elsewhere.

3.4 Data analysis

The analysis of the data started from the Jira tickets. The data collected from each
ticket was the date of creation, resolve date, title, description, and any discussion in
the comments of the ticket.

The dates of the tickets were then used to visualise two different timelines of the
project. Specifically, a timeline of when tasks and questions were identified, and a
timeline of when the tasks were completed or questions answered. These timelines
were then used to provide an overview of how the project ended up being executed
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from start to finish, i.e., what questions and tasks were identified in the beginning,
and how the team identified new questions and tasks throughout the project.

The descriptions and comments in the tickets were used to create an understanding
of the relationships between the tickets and the rationale or why behind the decisions
made in the project. Discussions with other team members were further used to
provide an understanding of the rationale of decisions in the process.

The data collected from the version control system was used to create a third
timeline of the project, with the focus on code changes done in the system.
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4 Results

This section covers the results gathered from the migration project described in
Section 3.2. Section 4.1 begins with a brief description of the data collected and
analysed from the project. Thereafter, Section 4.2 explains the reasons behind the
migration and why the decision was made to migrate to the cloud. The system to
be migrated is described in more detail in Section 4.3 to give an overview of the
components and their roles in the VOD system. The migration process itself is
described in more detail in Sections 4.4 to 4.8. Finally, Section 4.9 summarises the
migration process and describes the overall outcome of the migration project.

4.1 The collected data

In total, 56 Jira tickets were identified during the project. These tickets were analysed
as described in Section 3.4. Some of the tickets were identified as not being relevant
with regard to this thesis and thus were filtered out from further analysis.

Although the team that carried out the migration did not define any clear phases
for the project, the results in this thesis were divided into phases. These phases are
based on what the team was focusing on at each point in the project, and might
therefore have some minor overlap on the real timeline.

The real timeline of the project was not used as a data point for this thesis, as
the migration project had time periods where not much was done and the team was
focusing on other work. Instead, the focus will be on the relative timeline between
the work done in the migration project and on the phases defined in this thesis.

4.2 Reasons for the cloud migration

The main driver behind the migration project was the fact that the storage system
used for the streamed media data before was nearing its end of life. This system
was hosted in the company’s on-premises data centre, with the costs spread between
the different services according to the amount of storage they used. This was a very
expensive solution for the video streaming service, mainly due to the amount of data
it managed.

Without a migration, a five-year investment would have to had been made in
order to extend the use of that type of solution. This further pushed for a migration
to some other alternative, since making such a long-term investment was not seen as
a viable option, because of some uncertainties in the amount of data that would be
contained in the system in a few years. If the amount of data would be drastically
reduced, the money would go to paying for a system that was not being fully utilised.
Using a cloud solution, the service would have more flexibility in regards to storage
needs.

Furthermore, as mentioned in Section 3.2, the migration team had already
migrated the storage of recorded TV programmes to the public cloud a couple of
years earlier. Therefore, the team had already proven the cost benefits of the cloud
solution as well as the possibility of streaming from the cloud with the existing



34

infrastructure. Migrating the VOD data to the same cloud was therefore seen as the
best option.

4.3 Overview of the system before the project

As discussed in Section 3.2, the team responsible for executing the project was mainly
people from the CDN team. The CDN team had historically managed only the
recorded TV programmes as well as the streaming infrastructure, providing the
streams to end users. However, they had not been involved in the ingestion part of
the media. That is, managing the systems that receive videos from outside media
studios and storing streamable media. The ingestion had been handled by another
team, the VOD team.

<machine>
Content ingester

NFS
\--..___________,../
\--..___________,../
<virtual machine> —" <machine>
NFS NFS
VoD manr?gement NFS <storage> NFS Transcoder
machine Storage server

NFS

<machine>
Streamer (n)

Figure 1: The system architecture before the migration. The figure illustrates the
main components in the VOD system, and how the media data is always accessed
through the shared storage server. For simplicity, other communication between the
components is not shown in the figure.

Figure 1 illustrates the high-level architecture of the main components in relation
to VOD data management before migration. The figure shows that the data storage
played a very central part, as it was directly mounted as a network disk to all other
components. The architecture allowed each component to run software locally and
read the VOD files as if they were stored on the machine itself, which had led to the
software being developed in a certain way. The components are described in more
detail in the following sections.
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4.3.1 Storage server

The old storage server was a commercial shared network storage solution used by
the machines running in the on-premise data centre in the past. In addition to
providing storage, it also managed backups of data stored on it, so users of it did
not have to manage any backups themselves. Furthermore, it was fully managed
by another department in the company and provided as a ready storage solution to
other services running in the data centre, which in turn were usually developed by
other teams in the company.

The way the VOD system used the shared storage was to directly mount the
storage through NFS to all other components. In other words, the use of the storage
was similar to any other files stored locally on the individual components. The shared
storage was just another folder in the file tree.

Most of the components in the system were both reading and writing to the
shared storage. The streamer machines were the only ones that were just reading
from the storage.

4.3.2 Content ingester

The content ingestion component was responsible for processing new incoming media
files from multiple different content providers. The component also managed updates
to old media files in the storage if, for example, there would be a need to add subtitle
tracks to a movie or something similar. This component used to be developed by
VOD teams in the past, and therefore the knowledge on this component was a bit
lacking for the migration team in the beginning. The team knew on a high level
what the component did and how it worked, but a lot of detailed knowledge had to
be sourced from elsewhere during the migration.

The component consisted of a single machine that runs multiple pipelines of
data processing for the media files. These pipelines started with an input folder,
in which data to be processed were written. Automated scripts then checked these
input folders for new work on regular intervals, did the necessary processing, and
finally stored the result on the shared storage. In total, there were one pipeline for
each content provider and one pipeline for manual work, i.e. work that the VOD
management people triggered manually through the VOD management machine.

4.3.3 Streamers

The streamers were responsible for streaming the data from the storage to the
end-user. This included both streaming VOD data and recorded TV programmes. In
reality there were multiple streamers, but for the context of the VOD system these
can be seen as a single component, since they all behaved the same.

The migration team had a lot of experience with this component from before, since
they had already been the ones responsible for maintaining it before the migration
project.



36

4.3.4 Transcoder

The transcoder component’s responsibility was to transcode the VOD data received
from the content providers into a format which then can be streamed later on to the
end-users. The transcoder was triggered by the Content ingester, by sending a new
transcoding job into its job queue.

A transcoding job consisted of a simple file sent over the network from the content
ingester to the transcoder. This file contained the transcoding parameters as well as
the path of the file in the shared storage server from which the transcoder could find
the files.

4.3.5 VOD management machine

The VOD management machine was a virtual machine, operated by the VOD
management people. It could be used to update the already stored data or add
new films, by triggering new jobs in the content ingestion pipeline. The jobs were
triggered by simply moving files into a folder in the shared network storage from
where the content ingester then read them. An example of a typical use case for this
component was to update the subtitles to some existing movie, if there happened to
be an issue in it.

The migration team did not have full knowledge of all use cases of this component
at the beginning. They knew on a high level what it was used for, but many details
had to be clarified and found out during the migration.

4.4 Overview of the project timeline

The overall migration, from the time the first ticket was created until the last archived
data was transferred to the new cloud storage solution, was around 14 months. The
time this thesis observed more closely the migration project was a bit shorter since
there had already been some work and planning done before. The project also did
not fully end after all data was migrated, there was still some finalising needed to be
done to the software. The results discussed in this thesis do not cover the work done
after the migration of the last archived data.

The beginning of the project focused on configuring the streaming infrastructure
to be able to stream the media from the cloud. After that, development on the
software writing data to the storage was started. The development was done in
smaller pieces as it turned out to be the more complex part of the whole migration.

The first goal for the development part was to have one of the automated scripts
processing incoming content, starting to write the data to the storage in the cloud.
After the first script was validated to work, the rest of the scripts were changed in
order to make all new content be stored in the cloud storage. The scripts had to
also be changed to be able to update existing media files in the storage.

At the time when all the needed code changes had been done to the scripts, to
manage both new files and updating old files already in the storage, the data storage
was still split across cloud storage and the old network storage. This marked the
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start to the final part of the migration project, as now it was possible to start moving
the old media files from the network storage to the cloud.

The transfer of the old media files was split into two parts. First, all the media
files actually being streamed were transferred in order to be able to start streaming
from a single data source. After all the streamable files were transferred, also the
archived master copies of the media was transferred to the cloud.

Cloud project | Streamers capable of IS Hitmiieg Allnew media Al streamable -y, oivedimedia
created ! streaming from cloud script writing to going to cloud media transferred ovadTe St
' cloud to cloud !
T Further
’ " : o : : work

First media First media going Start transferring Everything

streamed from through the whole old media to cloud streamed

cloud pipeline from cloud

Figure 2: Overall project timeline. The timeline shows the main milestones during
the project and the time during which the study was done. The timeline is not to
scale, it only depicts the relative ordering of the milestones.

Figure 2 shows the general timeline of the project, with the focus on the milestones
achieved. The milestones themselves were clarified throughout the project, as the
whole migration was done in an iterative way, and not a lot of detailed planning
was done beforehand. The following sections will discuss further the process behind
identifying these intermediate milestones as well as the reasons why things were done
in the order they were done in.

4.5 The first phase

As noted in Section 4.3, the CDN team, who was responsible for performing the
migration, did not have significant experience with the specifics of the VOD data
management and restrictions, as that used to be handled by a different team. They
did however have some experience with streaming from the public cloud, because
they had already migrated their recorded TV programs there some year earlier. This
is visible in the types of questions and tasks that the team identified at the beginning
of the project.

Looking at the titles of the first 9 tickets the team created, they can clearly be
divided into two distinct groups. The first group contains clear tasks which the team
identified directly that they must do. The second group, on the other hand, contains
tasks with much more uncertainty. Three of the five tasks in this group are titled
as questions, while the other two are tasks requiring investigation. The tasks will
be discussed in more detail in the following sections. The tickets for the first and
second groups are listed in Tables 5 and 6, respectively.
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Table 5: Direct tasks identified in the first phase (Group 1).

| ID | Ticket |
G1T1 Streaming from storage: streamer
G1T2 Streaming from storage: request router
G1T3 Order projects (PROD+DEV) for VOD storage in cloud
G1T4 Content ingester migrated to an up-to-date infrastructure

Table 6: Investigation tasks identified in the first phase (Group 2).

’ ID \ Ticket ‘
G2T1 How much is cloud storage going to cost approximately?
G2T2 How much storage space does VOD content need?
G2T3 Are there relevant contractual obligations to the studios?
G2T4 Object storage and mounted filesystem storage needs
G2T5 Plan storage migration

4.5.1 The clear tasks

As the team had previous experience streaming recorded TV programmes from cloud
storage, they already knew that they needed to do some changes to the streamers.
The G1T1 and G1T2 tasks are related to making these changes. Both of them are
based on the assumption that streaming VODs would be very similar to streaming
recorded TV programmes.

Although the team already had the recorded TV programmes stored in the
cloud, and had existing cloud projects set up for those, they decided to create new
projects for the VOD system (task G1T3). This was done mainly because the VOD
and TV programme recordings had historically been separated already in the old
system. It was also decided that there would be separate projects for production and
development environments. This was decided mainly on the basis of how the cloud
projects for the TV programme recordings were managed. In other words, the setup
of these cloud projects was not evaluated for storing VOD data to cloud specifically,
but instead done based on how it had been done before.

The team also identified that the environment, where the existing content ingestion
system was running (task G1T4), had to be updated before any other changes to it
could be done. This update was not to be done by the team doing the migration,
but was instead noted to be a dependency on other people.

4.5.2 Questions about the costs

One of the reasons behind migrating the data to cloud storage was to have better
visibility into how much money is spent on storage in the service. This was not easily
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done before, as the old storage solution was shared by many people and the costs of
the system were divided in a way that made it very difficult to track.

The G2T1 and G2T2 tasks are related to finding out the costs of the proposed
cloud storage solution. The tasks aimed to provide some sort of estimate on the
costs on a yearly level.

One important finding from these task was that the pricing of the cloud storage
is not only dependent on the amount of data, but also the amount of times this data
will be accessed during a year has a large effect. Data which are rarely accessed can
be stored in a cheaper storage class, where you pay less for storing the data but pay
more for reading it. On the other hand, if data is accessed frequently, you should
store it in a class where the storage costs more, but the access is cheaper or even free.

For the recorded TV programmes, the team had previously implemented some
type of optimisation with respect to the storage class. They could move the data to
a less accessed class after a certain amount of time to decrease the costs.

4.5.3 Question about VOD data specifics

In the old system, the VOD data were encrypted and stored in storage which was not
accessible from the public internet. In the proposed cloud storage-based system, the
files would be accessible from the public Internet, although behind access restrictions.

Task G2T3 is related to finding out if there are contractual restrictions from the
studios on how and where data is stored.

4.5.4 Questions about the needs of the new system

Updating existing VOD data was identified early on as an activity on which the
people managing the VOD data relied. In the old system this had been possible
since they had a virtual machine directly mounted to the VOD data storage (see
Section 4.3).

Although the team had already experience in streaming recorded TV programmes
from cloud storage, they did not have experience in updating existing data in the
cloud. Task G2T4 was about investigating whether these updates could be handled
in a way similar to how it was done in the old system, i.e., mounting a machine
directly to the cloud storage and accessing the files as a normal file system. This
would be the preferred way in order to not change the way the VOD management
people do their work, and would require less changes to other parts in the system.

4.5.5 Planning the migration

Although the plan on how to do the migration was not the first task identified, it
was started early on. Task G2T5 aimed to create a step-by-step outline of how the
whole migration process would be executed. The plan itself was iterated a couple of
times in the early stages of the project.

Initially, it was identified that while the migration is happening, the streamers
need to know from where they should fetch the data (i.e. is the data still in the
old system or already in the new system). The first proposed solution was to use
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a timestamp of the last edit on the data and a cut-off date to decide where the
data should be fetched. This was, however, quite quickly changed, to instead have a
specific identifier in the ID of the movie asset to indicate whether a movie is in the
cloud storage or the old system. Specifically, in the old system titles had ids of the
form 12345 1, and it was decided that the titles uploaded to cloud storage would
have the form 12345 2.

The second component identified in the plan was how to handle changes to the
Content ingester. As the old content ingestion system ran on its own machine, it
was initially proposed that a separate content ingestion system would be setup to
run in parallel with the old one. This way, the changes to the new system would not
break anything in the old system, and both of them could be developed on separately.
This plan was, however, dismissed quite early, after discussing more with the person
maintaining the old system, as it turned out that making a parallel data pipeline in
the old system would be possible and be much faster.

Based on these findings, the first outline of the migration plan was created:

1. Implement storage selection logic to streamers.
2. Implement changes to the content ingestion system.
3. Test that the new content ingestion system works in DEV environment.

4. Start using the new content ingestion system in the PROD environment gradu-
ally (one data pipeline at a time).

5. Once all new titles are processed by the new content ingestion system, replace
the old content ingestion system completely with the new one.

6. Copy all the old files from the old storage to cloud storage.
7. Remove the streamer storage selection hack.

8. Delete the old files from the old storage system.

4.5.6 Actions identified after the first phase

Based on the findings of the first questions, the team now had a promising plan on
how to proceed with the migration. Table 7 lists the actions the team had defined
in this first phase of the project, as well as the assumptions on which these actions
were based.

Some of the actions identified depended on other actions, for example taking the
new content ingestion system in use (AP7) requires the new content ingestion system
to be completed first (AP6). Some of the actions were clearly separate from others
and could be worked on in parallel. For example, making changes to streamers (AP2)
could be worked on completely separately from all other actions.

The following sections will continue to expand on these actions, defined in the
first phase, to illustrate how the project evolved during its lifespan.
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Table 7: Actions identified in the first phase of the project.

’ ID \Action point

\ Assumption

|

AP1

Setup cloud projects for
the VOD system

The team had experience with cloud projects
from beforehand, therefore this should be an
easy thing.

AP2

Make changes to stream-
ers

1. TV programmes are already streamed suc-
cessfully from the cloud, and streaming VOD
should work similarly.

2. The title ID could be used to decide where
the data is located.

AP3

Minimise costs of the
cloud storage

By optimising the storage class, it is possible
to minimise the costs of the new storage sys-
tem.

AP4

Find out contractual re-
strictions for the new sys-
tem

No assumptions from beforehand.

AP5

Figure out a solution for
updating data in cloud

Cloud storage can be mounted as a file system,
in order for the people managing VOD data
to do their job the same way as before.

APG

Make needed changes to
the content ingestion sys-
tem

The changes can be made to the currently
running system, in a way to not disturb any
of the old pipelines on it.

AP7

Take the new content in-
gestion system in use
gradually

By gradually switching over the content in-
gestion from old to new, it will minimise the
risks of the whole system breaking, and if any
problems are found, they can be fixed before
all content ingestion goes through the new sys-
tem

APS

Copy over all old files to
new storage

When all processed data already go to cloud
storage, the old data can be moved there
silently in the background without affecting
the operating system in any way.

AP9

Start streaming every-
thing from the cloud

When everything is in the cloud, everything
can be streamed from there by flicking a
switch. This should work exactly as the
recorded TV programmes already do.

AP10

Remove old data from the
old system

When everything is in the cloud, the old stor-
age system can be shut down.
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4.6 The second phase

As stated in 4.5.6, some of the initial actions were not dependent on each other from
the start and therefore could be worked on in parallel. The first actions started
were AP1, AP2, AP3, AP4, AP5, and AP6 (see Table 7). Although AP4 and AP5
were questions which could have had a bigger effect on the other decisions made
regarding, for example, AP6, they were still seen as something that could be worked
on in parallel.

4.6.1 Setting up the cloud projects

Setting up the cloud projects for the VOD system was the first important action
the team had to complete, as almost everything else depended on it existing. The
setup was done by ordering the projects from another department in the company
and setting up repositories for managing the cloud infrastructure using Terraform
and their existing CI pipelines. This was how the team was managing their existing
cloud projects and therefore was a straightforward process to complete.

When setting up the cloud projects and infrastructure, only the minimal things
were configured at start, i.e., everything the team knew based on their experience with
the recorded TV programmes. Any VOD-specific changes to the cloud infrastructure
would be handled if such issues would arise later on.

4.6.2 Streamer changes

Section 4.5.1 mentioned that the changes to the streamers were clear for the team
already in the beginning. Furthermore, after the planning work discussed in 4.5.5 the
decision on how exactly the logic in the streamers should change was made. These
changes were therefore clear and could be implemented really early on in the project.

The changes in the streamers turned out to be another straightforward action
for the team, mainly because of good planning and knowledge about them. Due to
the fact that streamer changes could be done so early, no other components had yet
been changed to allow for cloud usage. Therefore, to test the functionality of the
streamers, the team had to manually upload some videos to the cloud storage and
test that they could be correctly streamed from there.

4.6.3 Minimizing storage costs

As discussed in Section 4.5.2, the team already had an existing strategy on how to
reduce the costs of storage of recorded TV programmes. Therefore, the plan was to
use similar logic to reduce the costs of the VOD data as well.

The recorded TV programmes were stored in such a way that for a few weeks after
a programme is recorded, the recording will stay in a higher availability storage class.
After this time period, the recording is automatically moved to a cheaper storage
class, as users tend to access these programmes much more rarely. In other words,
users watch usually relatively new recordings, and rarely want to watch something
from a year ago.
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However, when starting to think of similar logic for the VOD data, the team
realised quite quickly that there is not an as easy way to predict when a specific
VOD movie will be watched. The VOD data stays in the system much longer, and
users might watch movies at any time. Consequently, the team decided not to spend
more time trying to optimise the storage class, as the cost savings were not worth
the effort to implement such an optimisation.

4.6.4 Contractual restrictions

The action point of investigating the contractual restrictions was mostly to ensure that
what was planned to be done was allowed from the content providers’ perspective.

This task was mostly related to asking around questions from others outside the
team and answering some questions some of the content providers had. In the end, it
turned out that there were no issues or changes needed based on content providers.
The data could therefore be stored similarly encrypted as before and there would
not need to be any additional considerations needed in the VOD system.

4.6.5 Solution for updating data

As discussed in Section 4.3, updating the already existing VOD data was an important
use case for the people who manage VOD content. Previously, this had been achieved
using the VOD management machine (see Figure 1), which had direct access to the
old storage system. Also, the content ingester itself ran software that required direct
file access to process the media files.

In order not to complicate the daily workflow of the VOD management people
too much and not having to make big changes to the content ingester, the plan was
to figure out how to simply mount the new cloud storage system as a replacement
for the old storage system. If this were possible, no other changes would necessarily
have had to be made to the content ingester.

The team ended up finding some way to mount the cloud storage, but since it
is not the intended way to use the cloud storage, it brought some complications.
Therefore, the team quite quickly decided to scrap such an idea and instead use the
upload and download functions the cloud service provider provided for storage. This
would mean some more changes would have to be done in the content ingester, as it
would have to work with files in the cloud, while the tools it used needed them to be
available locally.

4.6.6 Changes to the content ingestion system

The content ingester was not very familiar to the team before the migration. Therefore,
before any meaningful changes could be made to it, the team had to learn how it
worked, how it was used, and most importantly how to make any changes to it.

An important source of information for learning about the content ingester was a
developer from the VOD team, who had been maintaining it previously. Although he
did not directly participate in the migration project itself, he acted as an important
source of information for the team. This was crucial for the team, since there was
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hardly any documentation on this whole component. The documentation for the
component was mostly its code itself, and only trying to understand it without years
of experience with it would likely have caused bigger issues during the migration due
to misunderstandings of its behaviour.

After gaining more knowledge on the content ingester, the team knew that there
were a few distinct scripts in the system that were accessing the old storage system.
Therefore, a plan was formed to modify only these few parts to read or write to some
other destination. This would in theory allow the business logic to behave like before
and only swapping where the data is located.

The following two parts on the content ingester, which were identified to access
the storage were:

e The script writing transcoded video and audio data to the storage.

o The script managing subtitles for all media.

4.6.7 Results of the second phase

Table 8 shows the result of each action point addressed in the second phase of the
project. AP1, AP2, and AP3 were all completed and did not create further work for
the team. AP3 on the other hand, was decided as something the team would not
have to do during this project. Lastly, AP5 and AP6 both identified more action
points for the team to work on. These actions are listed in Table 9.

Table 8: Actions addressed in the second phase of the project, and their outcomes.

’ 1D \Outcome ‘

AP1 | Completed — according to initial plan.

AP2 | Completed — according to initial plan.

AP3 | Scrapped — because it turned out to be not worth the effort.
AP4 | Completed — no changes required to the initial migration plan.
AP5 | Completed — to handle updates for data in the cloud, changes
to the logic in the content ingester would be needed.

AP6 | Not yet started — more knowledge on the content ingester, now
clearer what actual changes should be done to it.

4.7 The third phase

After the second phase of the project, a few new action points were defined as the
next step in the migration (see Table 9). All of these action points are related to
making changes to the content ingester. These action points were the basis for the
third phase of the migration project, where the changes to the content ingester were
finalised.
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Table 9: New action points identified after the second phase and the assumptions
they were based on.

] ID \ Action point \ Assumption ‘

AP6.1 | Change the script storing | It is enough to change the part where data
transcoded video data are written to storage, to write to the cloud
instead of writing to the old storage server.
AP6.2 | Change the script manag- | It is enough to change the part where the data
ing subtitles is written to storage, to write to the cloud
instead of writing to the old storage server.
AP6.3 | Implement a way for the | When the content ingester updates old media,
content ingester to up- | it should update them in the cloud storage,
date data in the cloud the same way it was updating to old storage
previously.

4.7.1 First version of cloud content ingester

In order to start getting the changes to the content ingester started and familiarise
with it better, the team decided to first make the required changes to only process
new media coming into the service. In other words, updating existing content was
scoped out from the first iteration of development.

The team had already recognised in the previous phase that there are two separate
scripts accessing the shared storage (see Section 4.6.6). This served as a pointer to
where the needed changes in the code would have to be done. After further analysis
of the code, it was confirmed that both of these scripts would have to be changed in
order to store new media files to the cloud.

As discussed in Section 4.6.7, the assumption for these code changes was that
only the part where the scripts were writing to storage would have to be changed.
This turned out to be not the case when the first version of the cloud content ingester
was implemented.

In the old system, the script writing the transcoded video and audio files to the
shared storage had the responsibility of creating the folder for the new media in
the shared storage. All other scripts were then relying on this folder to exist in
the shared storage, before they did any other processing for the media (e.g. adding
subtitles). Furthermore, all the scripts ran completely independent from each other,
which meant that there was no synchronisation happening between the different
scripts. If the subtitle script tried to run before the other data existed in the shared
storage, the script would simply return and try again later.

This old way of writing and waiting was not applicable when the goal was to
write fully ready media to cloud, because the script writing the media there would
happily write it there, and the script adding the subtitles would not be able to add
the subtitles to the media after that, since updating existing media was out-scoped
from the first version.



46

Transcoded
media handling
script

A

Transcoded
media handling
script

Transcoded
media input

Transcoded
media input

Shared
storage

Cloud
storage

A

Subtitle handling
script

Subtitle handling
script

Subtitle input Subtitle input

(a) Before (b) After

Figure 3: High-level picture of how the content ingester handled data before (a) and
after (b) the changes done in the first iteration.

In the end, this issue was solved by changing the logic in the scripts a little.
The subtitle script would instead write the subtitle data to the input folder of the
other script. This folder was the same as the one in which the transcoder wrote the
transcoded video and audio files after transcoding them. Only after everything was
in this input folder would a flag be set for the title in question to indicate that it
was now ready to be moved to its final storage. When this happened, the script
responsible for writing the video and audio files to storage would also write the
subtitle files at the same time. The changes are illustrated in Figure 3.

Therefore, in order to implement the first version of the cloud content ingester,
small changes were made to the logic in the old code, as well as implementing the
functionality to upload files to the cloud.

4.7.2 Second version of cloud content ingester

Soon after the first version of the cloud content ingester was done, the team started
working on managing the updates for old titles. The old system did not have issues
with updates, since the media processing tools could directly access the old files and
new files and simply copy them where needed on the disk. In order not to complicate
the business logic too much in the scripts, the team decided that when data is stored
in the cloud, the scripts should behave the same as before. That is, the old data
would be read from a folder and updated as before, and any changes in the data
should be reflected in the data stored in the cloud.

The simplest solution the team came up with for this problem was to download
all the old files from the cloud into a local folder, do the necessary updates to the
data, and finally overwrite the old data in the cloud with the new updated data.
This was simply achieved by adding a sync_ from_ cloud and sync_to_ cloud method
before and after the old script ran. The resulting flow of data between the cloud and
the scripts is illustrated in Figure 4.
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Figure 4: High-level picture of how the content ingester handled data after the
changes done in the second iteration.

4.7.3 Taking the new content ingester in use for the first pipeline

After the content ingester was able to both publish new and update old files in the
storage, the next plan was to verify its functionality. Up to this point simple testing
in the test environment had already been done manually, but the full flow had never
been tried. In order to implement the full low from start to finish for some VOD
data, the team decided that the best course of action would be to fully implement
the pipeline handling manual work (see Section 4.3.2) to use cloud storage.

Setting up the full pipeline was a small task and did not require any changes
in the code anymore. After this was done, there were two parallel instances of the
manual work pipeline running, one of them being the old pipeline and the other one
being the new one. These pipelines were then triggered by moving files into their
respective input folders.

When the pipeline was fully setup, the team informed the VOD management
people to start testing it and creating new movies directly to the cloud, using the
new flow. This turned out to be a success, and the team was finally able to test the
full cloud VOD system from content ingestion to viewing the media as an end-user.

4.7.4 Cleaning up and finalising the content ingester

Now that the content ingester seemed to be working correctly, and its functionality
was confirmed, it was time to clean up some of the intermediate logic, which was no
longer needed in the latest version. For example, the version discussed in Section
4.7.1 had introduced a flag to check the readiness of a title. This logic was no longer
needed and caused unnecessary complexity in the code; therefore, it was removed
from the code.

While working on finalising the content ingester, the VOD people had continued
using the new pipeline and had found a defect in its implementation. When they
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were trying to update existing files, the pipeline seemed to fail every time, although it
had worked before. After some investigation, the team found that when the pipeline
was downloading the old data from the cloud, it actually filled up the limited space
on the content ingestion machine, and was therefore not able to do the update. This
defect only seemed to exist in the subtitle management pipeline. The reason turned
out to be because the other pipeline was downloading to the old storage system from
cloud and then uploading back to cloud, while the subtitle pipeline was downloading
to the content ingester’s physical disk.

This defect was fixed quickly, but did show that even the new content ingester
was still dependent on a lot of local storage being available, in order to perform its
normal operations.

4.7.5 Results of the third phase

The third phase of the project was heavily centred on making code changes to
the content ingester, which turned out to be successful in the end. The overall
development work was performed in a couple of iterations, and the result was
validated by implementing the first full pipeline using cloud storage. Table 10
summarises the action points addressed in this phase and what the outcomes were.

This phase did not produce any new action points for the team. However, they
could now start working on AP7, i.e. taking the new content ingestion system in use
for the rest of the pipelines.

Table 10: Actions addressed in the third phase of the project, and their outcomes.

] 1D \Outcome

AP6.1 | Completed — after a couple of iterations, in addition to the initial
assumption, some other code logic changes were needed.

AP6.2 | Completed — after a couple of iterations, in addition to the initial
assumption, some other code logic changes were needed.

AP6.3 | Completed — by synchronising the data from the cloud before pro-
cessing and back to cloud after processing, the updates could be
handled with the same tools and logic as before.

4.8 The fourth phase

After the third phase of the project, the team had successfully implemented the new
system and was already using it for one of the pipelines in the content ingester. Now
the remaining action points were to take the new cloud content ingester in use for
the rest of the pipelines, move all old data to the cloud, start streaming everything
from the cloud, and finally remove all the old data from the old system (AP7, APS,
AP9, and AP10).
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In order to start with the remaining action points, the team started collaborating
more with the VOD management people to ensure that everything was done as it
should and that the content ingestion would not break. When discussing the system
with them, the team identified four new issues in the cloud content ingester, which
had not been taken into account previously. These issues had to be fixed before the
team could continue with the rest of the action points.

4.8.1 Improving the update logic

The first issue found was related to how the cloud content ingester handled updates
to existing titles. Although the team had implemented the full pipeline for manual
work in the content ingester, they still had both the old and the new pipeline running
in parallel. The new pipeline was already able to store all new media to the cloud,
as well as update existing media in the cloud, but the team had not considered how
the new pipeline would update existing media in the old system. In order to fully
replace the old pipelines, the cloud content ingester would have to be able to update
titles wherever they were stored.

The team was quite quickly able to implement a more robust update functionality
to the scripts in the content ingester. For every title it was now processing, it would
check whether the title existed in the cloud, if it did, it would update the data there.
If the title did not exist in the cloud, the ingester would check whether the title
existed in the old storage system and update the data there if it did. Finally, if the
title was not found in either of the two storage systems, it was a new title and stored
directly in the cloud.

The new logic the team added to the content ingester allowed the new pipelines
to fully replace the old ones. Additionally, they also enabled the transferring of old
data to the cloud, and updates to the old titles going correctly to cloud after the old
titles were already moved there.

4.8.2 Implementing a dedicated connection

The second issue the team found during the discussions with the VOD management
people, and by following the costs of the cloud projects of the new system, was that
updating titles was a quite frequently happening operation and added significant
costs. The reason for this being that every time existing media is updated, it has
to fully be downloaded from the cloud to the local file system, which was expensive
since the media files could be up to tens of gigabytes for a single title.

A solution which the team proposed for this was to use a dedicated connection
to the cloud service provider, which had cheaper per gigabyte costs for downloading
data. This was also how the streamers were accessing the data from the cloud, since
their main function was to read data from the cloud.

Implementing this dedicated connection to the content ingester turned out to be a
fairly complex task. It required the team to have meetings with another department
in the company, who was managing these dedicated connections and the servers
running in the on-premise data centre.
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Another complicating thing with the dedicated connection was to use it in the
scripts of the content ingester. The scripts used a library provided by the cloud service
provider, and it did not have a documented way to enable this type of connection.
However, the team also managed to find a workaround for this.

4.8.3 Finding a new script needing code changes

The third issue identified in the discussions with the VOD management people was
that there was a use case for the content ingester, where a third script accessing
storage was used. This third script had not been identified earlier by the team,
when studying the code or when discussing with the developer, who had previously
maintained the content ingestion pipelines.

As the other two scripts had already been modified to allow for the cloud storage
to be used, the team could apply a similar logic to the third script to implement
the cloud functionality quite rapidly. After the changes, the third script behaved
similarly to the two other scripts as depicted in Figure 4.

4.8.4 Need for a new network storage server

The final identified issue was the need to still have a dedicated network storage server
in the new system, similar to how the old storage system worked. This was already
noticed by the team previously as discussed in Section 4.7.4, where the team noticed
that the content ingester needs to have enough storage for its working space. This
was further highlighted by the VOD management people, who now informed that
they would need a few tens of terabytes of scratch space for storing things which
could not be moved to the cloud storage for one reason or another.

As the old network storage solution was already going to be decommissioned, it
meant that the team had to integrate a new network storage server into the system.
It would have lower capacity than the old storage solution and be a bit cheaper for
the service. This storage solution was taken into use in parallel with the rest of the
migration process, as the migration itself was not dependent on it being present.

4.8.5 Cut-over step 1

After finally fixing the content ingester, it was time for the team to fully take it into
use for the rest of the pipelines. In total, 6 pipelines had to be changed to use the
cloud content ingestion.

Changing the pipelines was an easy task for the team as it did not require any
code changes. The pipelines could be fully replaced by making changes to the
configurations for the content ingester.

4.8.6 Transferring the old data

Now that all the pipelines in the content ingester were changed to use the cloud
storage correctly, the next step was to start migrating the old data to the cloud
storage. This was important, because the disks on the old storage system had to be
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emptied as their lifespan was coming to an end. If they were not emptied on time, it
would incur significant costs for the video streaming service, as they would have to
pay to continue using the old storage solution.

The team had only briefly planned beforehand how they would transfer the data
between the two systems. The cloud service provider provided a couple ways to
transfer large amounts of data from on-premises data centres to their cloud storage.
For enormous amounts of data, transferring it over a network connection could take
months, if not years. For these cases, the cloud service provider could send out
physical drives to store the data on and transfer them to the cloud data centre on
them. However, since the amount of data to be transferred was not that large, the
team decided to transfer over the Internet instead.

For transferring over the Internet, the cloud service provider provided a cloud
service which automatically would transfer and manage transfer errors, from a local
server to the cloud storage. The team decided to utilise this method for their data
migration.

To transfer the data, the team had to install the transfer service on some machines
with access to the old data storage, and configure the uploads. They started with a
single machine, but quickly realised that the speed with which it was transferring
data was not enough to meet the deadline of when the old storage system would
have to be shut down. The team had to therefore order new machines from the
on-premises data centre department, which would be dedicated to transferring data.
With the help of the extra machines, the transfer was completed in a few weeks.

The data transfer was done in close collaboration with VOD management people.
They provided the list of files they wanted to keep in the new storage, which the
team then moved to the cloud storage. The goal of this was to move only files that
were needed and not move old files without usage. This ended up being smart, since
it turned out that there were petabytes of data not needed anymore, which turned
out to be over half of what was initially stored in the old system.

4.8.7 Cut-over step 2

When all the media stream data was moved to the cloud storage, the only thing
missing to have the entire VOD system fully relying on the cloud was to configure
the streamers to only fetch the media from the cloud storage.

As discussed in Sections 4.5.5 and 4.6.2, the streamers had been configured to
retrieve data from the cloud or the old system, based on the title ID. This logic was
now removed, as all data would exist in the cloud from now on.

After the functionality of the streams was verified by the team in a non-production
environment, they were confident everything worked and deployed the changes to all
end-users. However, after the switch was done, it turned out that the VOD streams
filled the dedicated connection between the streamers and the cloud storage and
resulted in the streams not working for end-users during peak usage. The team had
to, therefore, quickly rollback these changes and go back and try to figure out what
was wrong.
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4.8.8 Fixing the final issues

When investigating the system issues, the team quickly determined that there was a
defect in the caching logic of the VOD data. The streaming logic had caching built
into it, so that content that is watched frequently would be served from the cache
and only fetched from the actual storage when it was not found in the cache. This
logic worked fine for the recorded TV programmes, which lead to the discovery that
all the VOD data were missing a cache validity parameter in the cloud storage.

The cache validity was added to the streamed media, but it alone did not seem
to fix the caching issues with the VOD data. After further investigation, the team
found that there was a defect in the caching logic, which meant that the VOD data
had never been cached. This defect had been there possibly for years without anyone
noticing, but had not caused issues because the old data storage system had been so
performant with regards to data accesses. This defect had only become visible after
the data access happened over a limited bandwidth over the Internet.

After all caching issues were identified and fixed, the team could finalise taking
the cloud VOD streaming into use. The migration was now completed.

4.8.9 Results of the fourth phase

When the team entered the fourth phase of the project, they had thought that all
code changes were done and everything was working correctly. They thought that
the only thing left was to roll out the new system. But, as seen in Sections 4.8.1,
4.8.2, 4.8.3 and 4.8.4, there were still many issues that the team had to resolve at this
point. This was especially annoying for the team, since the project had at this point
been ongoing for multiple months, but only now, when everything was supposedly
ready, were these issues identified. In the end, however, they were able to fix all the
issues in the content ingester, and take it in use for all the pipelines.

The data transfer went without any bigger problems, but when the streamers
were switched to stream only from the cloud, new defects were found. The first issue
with the missing cache validity parameter had simply been overlooked by the team
when they implemented the new cloud storage for the VOD data. The other issue
with VOD data not being cached was not something the team could have identified
beforehand, since the old system had seemed to work correctly.

4.9 Summary

The goal in the beginning of the project was to move all storage needs to the cloud,
but in the end it was not fully possible. However, the amount of data stored in the
system was reduced heavily (see Section 4.8.6), and most of the other data is now
stored in the cloud as planned. Therefore, the migration was a success overall but
did have some problems during the process. This section will summarise the result
of the project.
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Table 11: Actions addressed in the fourth phase of the project, and their outcomes.

’ 1D \Outcome ‘

APT | Completed — after all the fixes to the ingester were done, all the
remaining pipelines were switched in one go.

AP8 | Completed — according to initial plan.

AP9 | Completed — the first try revealed some defects in the system,
they were quickly fixed.

AP10 | Completed — the old system could be shut down, but a smaller
network storage system had to be taken into use.

4.9.1 Project action points

The project was split into action points, which were discussed in Sections 4.6, 4.7,
and 4.8. The first action points were defined during the first phase of the project
(Section 4.5). In total, 10 main action points were defined (Table 7), and 3 sub-action
points were defined in the second phase (table 9).

Each of the action points were defined on the basis of the knowledge the team
had at that point. This led to some of the actions being successfully completed
as planned, while others had to be changed or even scrapped, as the team learnt
more. Table 12 shows the results of all assumptions made for the action points in
the project.

4.9.2 Easy feats in the project

The project had a few action points that did not cause challenges for the team and
could be done without too much effort. These were usually related to the components
the team was familiar with before, such as making the necessary changes to the
streamers. Also, moving the data from the old storage to the cloud turned out to
not cause too many problems for the team, although this was an activity they had
no experience in before. The recorded TV programmes had never been moved from
old storage to cloud specifically, as they had instead simply started recording new
programs straight to the cloud, and removed old recordings from the storage as they
expired.

4.9.3 Challenges in the project

The challenges in the project were mostly caused by the lack of knowledge of the
existing system and wrongful assumptions made based on the lacking knowledge.
This became especially apparent in phase 4 (Section 4.8), where the team thought
they had finished the content ingester but was then told of multiple problems in the
implementation.

Another challenge for the team was at the end when the streamers were switched
to stream from the cloud. This turned out to break the VOD streaming altogether
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Table 12: Action points defined during the project and how the underlying assumption
held.

] ID \Assumption outcome

AP1 | Assumption was correct.

AP2 | Assumption was correct.

AP3 | NA — action was scrapped.

AP4 | NA - no assumption from beforehand.

AP5 | Assumption was incorrect, team decided to go with another
solution instead.

AP6 | Assumption was correct, but the action was refined to 3 more
action points.

AP6.1 | Assumption was wrong, although the business logic remained
the same, more code changes were needed.

AP6.2 | Assumption was wrong, although the business logic remained
the same, more code changes were needed.

AP6.3 | Assumption was correct, although the action did not take into
account updates to old files in the new system.

AP7 | Assumption was correct.

AP8 | Assumption was correct.

AP9 | Assumption was partially correct, a defect in the VOD streaming
logic was found.

AP10 | Assumption was partially correct, in addition to moving data to
the cloud, a new network storage server had to be commissioned
to fully replace the old storage system.

and the team had to quickly find out the cause. The issue had two parts, the data in
the cloud storage was missing metadata, and the streaming infrastructure contained
a defect. The missing metadata part might have been identified earlier with more
proper planning, as the recorded TV programmes did not have this issue. The defect
in the streaming infrastructure, however, would have been much harder to identify
beforehand, since it seemed to work correctly with the old storage system.

4.9.4 Overview of the system at the end

Figure 5 shows the architecture of the VOD system at the end of the migration.
The main difference to the old architecture is that while the old system had a single
storage component, the new system has separated the storage into two components.

The Cloud storage component stores the media stream data and the archived
data. It exists physically in the data centre of the cloud service provider and is
accesses over the Internet, by both the streamers and the content ingester. The cloud
service provider also provides a web interface to access the files in the storage via a
web browser.
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Figure 5: The high-level VOD infrastructure after the migration. The figure illustrates
the main components in the new VOD system and how the media data is accessed
in the system. For simplicity, other communication between the components is not

shown in the figure.

The new Storage server, on the other hand, is the new network file server which
replaced the mounted file system that needs the old storage system provided. It is
used as scratch space for the VOD management people and working space for the
content ingestion machine. Furthermore, the transcoder uses the new storage server
similarly to how it operated with the old storage server.
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5 Discussion

The previous section covered the results of the cloud migration project that this
thesis studied. As discussed in Section 4.9, although the migration was a success in
the end, there were many challenges that the team had to overcome throughout the
migration. There are many lessons to learn from the migration, and although some
of the learnings are very specific to the project itself, some can also be generalised to
other migration projects.

This section will answer the research questions presented in Section 1.2 based on
the context of the VOD data migration project.

5.1 Factors leading to a cloud migration decision

The reasons for the migration project studied in this thesis were covered in Section
4.2. There were two main drivers pushing towards the cloud migration option for
the VOD system. The main reason was to save the system costs of the VOD system,
since the old system was an expensive solution for the video streaming service. The
second reason for specifically choosing a cloud based solution was the flexibility it
provides.

Section 2.1 discussed the characteristics of cloud computing, where especially
Section 2.1.5 covered the scalability aspect. The flexibility of the resources provided
by a cloud-based solution was important for the VOD system, since there was
uncertainty of the storage needs in the near future. With a cloud-based storage
solution, the service would only have to pay for the storage used at any point. In
other words, if the storage need decreases, the cost of the system would also go down.
In contrast, continuing to use the old storage system would have required a five-year
financial commitment for the service. Therefore, if the storage needs go down, the
service would still have to continue paying for the amount of storage needed in the
beginning, leading to the service paying for nothing.

Although cloud migrations are sometimes done for direct cost reasons, Section 2.6
discussed three other migration cases, where each of the cases had different reasons
for their migrations.

The case discussed in Section 2.6.1, where a construction company migrated their
systems to the cloud, stated that the main reasons for the migration were reducing
costs but also allowing for new features provided by the cloud environment and
third-party integration.

Section 2.6.2 on the other hand discussed the migration project of a bank. They
stated that in addition to cost reasons, the attractiveness of the organisation as a
workplace was another factor for their cloud migration. Their old system was seen
as a risk to retain and gain new employees to maintain the system in the future.
If a migration would not have been done to the old system, the employees would
find other companies where they can work with technologies they want to work with.
Furthermore, this might lead to the company losing business to other companies,
and in the worst case even to the death of the company.

Finally, the cloud migration in a storage and retrieval solution company (Section
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2.6.3) was performed with the goal of improving process inefficiencies in the company.
This can be seen as a form of reducing costs as more efficient processes require less
time and resources. However, these costs were not directly related to the direct costs
of the IT systems, as was the case in the case this thesis focused on.

Considering the results gathered from the migration case studied in this thesis and
the comparison to the three other cases, the first research question can be answered
as follows:

RQ1: What factors affect the decision to start a migration to
cloud?

The decision to migrate to cloud is very context dependent. The main factors
affecting the decision are the business environment and the state of the old
system. Although cloud migrations are often done for cost-related reasons,
it is not always because of those.

5.2 Scoping a migration in an organisation developing soft-
ware incrementally

As discussed in Section 4.3, the team that performed the migration had some initial
knowledge about the components of the system, which would be affected by the
migration to the cloud. Furthermore, the team also had some initial requirements for
the migration, e.g. which public cloud provider to use, as they wanted to have a similar
solution to the TV programme recordings. These components and requirements were
used as the initial scope for migration.

The team therefore had an initial scope and an end goal for the migration. Section
4.5 discussed how the team started the migration by creating tickets for the work
they defined based on the initial scope of the migration. Some of the tickets defined
in the beginning were scope in high detail, while others were much broader due to
the team being unfamiliar with the topic.

The amount of work in the migration was actively refined, while the project
progressed. For instance, the scope for the changes in the content ingestion system
were quite broad or unspecific at start, as it was only identified that some changes
to it are needed.

It was also not clear from the beginning whether the old content ingestion system
should be used at all in the new system or should a new solution be found. However,
this was also scoped down to just making the minimal changes to it to get the
migration done as quickly as possible, meaning the team would only do a partial
migration of the whole system (see Section 2.5.1). Any bigger changes were out
scoped as work to be done after the migration project was done.

Not all the work defined at the beginning ended up being done. Some of the
tasks were completely scoped out as the project progressed, as they were not seen
as important to the migration in the end. For instance, the team had considered
optimising the storage costs of the VOD data but ended up being out scoped as the
gains would not have been enough considering the resources needed to implement it.
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The scope of the migration project started off bigger and got both refined and
cut-down throughout the project. However, sometimes the scope had to be increased
after it had already been cut down earlier in the project. For instance, the changes to
the content ingester were scoped to cover only two pipelines in its logic, but towards
the end it was discovered that a third pipeline also had to be changed. Another
example was the need for the dedicated network connection between the content
ingestion system and the cloud storage. This task was not identified until the very
end of the project, but had to be done before the new system could be taken into
use.

To conclude, although the end goal was clear, the full scope of the migration was
never fully defined during the project, as it was constantly changing based on new
knowledge and other external factors. The full scope could only be seen retroactively
after the migration was done to see what actually was changed. Therefore, the second
research question can be answered as follows:

RQ2: How is a migration scoped in an agile, incrementally working
software development organization?

Defining the scope is an iterative process. It can be big at first, but gets
smaller as more knowledge is gained and the requirements are refined. Some-
times the scope has to grow a bit if new requirements are found late in the
migration. The full scope of the migration is known after the migration is
done.

5.3 Factors affecting the correctness of the migration process

As with any software project, all decisions in the migration project covered by this
thesis were based on some knowledge or assumptions the team had. Decisions based
on knowledge rarely bring surprises with them, but decisions based on assumptions
might have different outcomes depending on whether the assumption made was
correct or not. Not all of the assumptions made in the VOD data migration project
were correct either.

The main source of wrong assumptions was the team’s lack of knowledge about
the content ingestion system. They had to resort to studying a lot of undocumented
code and asking questions to the VOD team, who were not available at all times.

Most of the issues caused by the wrong assumptions were revealed towards the
end of the project, where the team started collaborating more with the people who
would be using the system in the first place. By involving them earlier in the process
as validators of the system and source of information, some of these issues could
have been avoided at the end of the project. For example, the way the new system
managed updates to titles was sub-optimal cost-wise, but the team had dismissed it
earlier since they did not know how often titles were being updated.

The team had also made an assumption that the old system was working correctly,
which was revealed by the migration to be false. The old system had a defect, but
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it had never been noticed due to the performance of the old system. However, this
defect was seen immediately when switching fully over to the new system, causing
the service to be unavailable to end-users.

The new system was taken into use by applying a cut-and-run strategy (see Section
2.4.3). This strategy bears a risk if the new system happens to have defects. The
risks could have been mitigated by employing another cut-over strategy. For example,
using a mixture of phased interoperability and parallel operations, both discussed
in Section 2.4.3, could have worked better. This could have been implemented as
starting by streaming 10% of the media from the new storage, while still streaming
the rest from the old storage. When the team had validated everything worked, they
could gradually increase the use of the new system to 100%.

In conclusion, in the migration studied in this thesis, involving all relevant
stakeholders throughout the project when defining the requirements would have been
crucial. This would likely have led to fewer wrongful assumptions being made. It is
also worth to note that there will always be assumptions made in complex projects,
and wrongful assumptions cannot be fully prevented. Therefore, it is also important
to not fully trust all assumptions and proceed carefully when there is even a little
bit of uncertainty:.

RQ3: What factors affect the correctness of migration assumptions
made early in the process?

The main factor affecting the correctness of assumptions is the amount of
information available when making them. This can be improved by involving
relevant stakeholders whenever there is any uncertainty present. Furthermore,
it is not possible to be fully certain that the assumptions made are correct
regardless. To minimise the risk caused by assumptions made in a project,
it is important to not fully rely on them and proceed carefully with risky
tasks based on them.

5.4 Phases emerging in the migration

Section 2.5.4 discussed the use of predefined frameworks to assist in performing
a cloud migration. Some of these frameworks provide an aid in making decisions
throughout the project, while others define more step-by-step guides of how to
perform a migration. The migration project studied in this thesis did not use any
of these existing frameworks or tools. Therefore, the migration process was instead
something that organically formed based on how the team was carrying out the work.

As mentioned in Section 4.1, the team did not specify directly any phases in
the project. Instead, they carried out the migration in a fashion similar to the
normal development they were doing. That is, the whole migration was done in a
Kanban-like way. However, analysing the migration later, there were clear phases in
the overall migration.

The first phase of the project focused on initialising the project. This meant
defining both some work to be done and questions which the team needed answers
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to before continuing. The first phase was therefore more focused on researching
requirements and planning. The first phase ended with a rough plan for how to
carry out the rest of the migration. This plan was not complete and was refined
throughout the project.

The topic of the second phase was to start making code changes in the old system.
More specifically, the code changes focused on familiar components for the team.
There were still some uncertainties regarding, for example, the content ingestion
system, which meant that the team could not start doing meaningful changes to it
before getting a better understanding of it. The second phase therefore also included
a little bit of studying and planning.

The third phase of the project was to finalise the code changes. After the second
phase, the team had enough knowledge of the entire system in order to finish the
code changes required for the migration.

The last phase of the project focused on taking the new system into use and
moving the old data to the new system. As discussed in Section 4.8, when entering
this phase, the team thought no more code changes would be needed, but in reality,
the system was not yet fully finished. Therefore, the switch from phase 3 to phase 4
was not very clean in reality, as the team had to iterate the code once more. With a
little better planning and more information earlier in the project, the code changes
could have been identified earlier and completed in phase 3.

In conclusion, there were four phases in the project. Phase 2 and phase 3 were
related to making changes to the system and could also be seen as a single phase,
where the new system was being implemented. In that case, the phases were planning,
implementation, and taking the system into use. These phases emerged naturally
from the team’s iterative way of working.

When the resulting process is compared to the ones discussed in the literature
(see Section 2.4.1), some similarities can be seen. For example, the process had a clear
system implementation phase and a cut-over phase. This is similar to the Butterfly
methodology, which also has a separate implementation phase and a separate cut-
over and data transfer phase at the end. However, although the new system was
taken into use mostly at the end, some parts had already been changed earlier in
the migration to use the new storage system. Namely, the pipeline of processing
manually triggered media processing jobs. Because of this, the resulting process also
had some similarities to the Chicken Little method, where the migration is done in
smaller pieces by replacing functionalities of the old system little by little.

Using any of the migration strategies discussed in Section 2.4.1 as-is would
probably not have been suitable for this migration. The Big Bang method would
not have been suitable since the scope of the migration ended up being as small
as possible, meaning only the minimal changes were made to the old system. The
Butterfly methodology suggests creating temporary data stores for the time when
data is being migrated over to the new system. Implementing such logic in the
VOD system would probably have been too complex without significant benefits. It
turned out that changing the scripts to update both old and new data storages was
the simplest. Finally, using the Chicken Little strategy would also not have been
worth the complexity it brings, since the new and old scripts in the VOD system
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did not have a need to interoperate directly. The new and old pipelines could run
independently from each other and the streamers could easily stream the data from
both systems based on the id of the title, as discussed in Section 4.5.5.

Furthermore, as the team was working in an iterative way and the scope and
requirements were refined as the project progressed, there was a need to have a
migration process which allowed for freedom with regard to those. The strategies
discussed in 2.4.1 does not define such freedom, but instead follow more refined plans
from the beginning.

To conclude, the resulting migration process was tailored by the team itself to
suit specifically the project and their way of working. This process had similarities
to both the Chicken Little strategy and the Butterfly methodology, but neither of
them alone would fully have covered the needs of the team.

RQ4: What phases emerge in a migration, when the migration
process follows a normal agile software development process?

When a team working in an iterative manner does a migration, three phases
emerge: planning, implementation, and taking the new system into use.
However, in reality these phases might not be as clear and might have
to be backtracked. There might be a need for more planning if in the
implementation phase it is discovered that there is not enough knowledge
on something. Furthermore, new implementation work might be needed if
problems are found when trying to take the new system in use.

5.5 Limitations of the study

The study was conducted as a case study in which the author of the thesis was part
of the migration team that performed the migration. The personal perspective is a
threat to the internal validity of the thesis. However, this threat has been mitigated
by also interviewing others on the team. It is still possible that another person in
the team or even an external observer could have noticed other things about the
migration, which were missed by the author.

The migration project is described in relatively high detail in Section 4. It covers
all the relevant parts of the migration project and has been validated with other
team members to be as accurate as possible. However, since this was not the first
migration project the team had done, there were undeniably many hidden decisions
by the team that were not documented.

Regarding the external validity, the migration this thesis studied was set in a
very specific context. Thus, the findings might not be applicable when considering
migration projects in other companies. For example, the migration only covered
the migration of data to the cloud and did not consider the migration of the other
infrastructure processing the data. It is a very limited case to migrate only data, and
companies often migrate much larger parts of their system, as discussed in Section
2.6.



62

Furthermore, this thesis studied the migration of VOD data in a video streaming
service. The type of data can also have a large effect on the migration. For instance,
migrating the data storage of YouTube would likely be a much more complex task
and might require a much more strict process to carry out. This is because a service
like YouTube both contains much more data and has likely an order of 1000-10000
times more users than the service studied in this thesis. Additionally, the service
does not allow users to upload their own video data, which means the storage system
is much simpler than what would be needed for a service like YouTube.

Although many of the lessons from the study are highly context dependent and
useful for the organisation where the migration was done and the team who did the
migration, some of the lessons can also be generalised to migration projects in other
organisations. For example, involving relevant stakeholders more and caution when
doing risky things. These may seem as self-evident pieces of advice, but might well
be forgotten if not properly paid attention to.

RQ2 and RQ4 both tried to study how migrations look like in an agile organisation
specifically. It is not possible to say whether all migrations in any agile organisation
will end up looking like it did in this case. More cases would have to be studied in
order to answer these on a more general level. However, based on the results from
the study in this thesis it is still possible to learn something from agile migration
projects. For example, some agile migration projects require iterating back and forth
between planning, implementing, and taking the new system into use.
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6 Conclusions

The goal of this thesis was to study why a migration between a legacy data centre and
public cloud might be done and what the migration might look like in the real world.
This was done by closely following a real-world migration project and examining its
overall process.

The project this thesis studied executed the migration in a way that resembles
normal iterative software development, i.e. there was a high-level goal in the beginning
for the project, but the exact requirements were not fully specified. The requirements
were refined and more specific as the project progressed. This process was a bit
different from how migrations are discussed in other literature, where migration is
often done by following a clearly defined plan from start to finish.

Although the migration process did not directly follow any of the existing migration
strategies consciously, the resulting migration process resembled a mix of some of
the ones discussed in the literature. The process also resembled a normal iterative
software development project, as the requirements were refined iteratively and new
issues were solved when they appeared.

The team that conducted the migration did encounter various difficulties through-
out the project. These issues were very similar to the ones that a team would
encounter when developing software normally. These included defects in existing
software and insufficient details in the requirements, among other things.

After the migration, it was evident that better stakeholder involvement earlier
in the project would have decreased the amount of fixes the team had to do late in
the project, when the project deadline was approaching. Therefore, when starting
a migration or any other software project, it is important to have all the relevant
people available already in the initial planning phase.

Software migrations are not a new topic and have been studied extensively in the
past 20-30 years, as is evident in the literature review at the beginning of the thesis.
Furthermore, cloud computing is not a new topic either, and there exists a lot of
research on migrating software to a cloud environment. Therefore, the topic studied
in this thesis is generally well studied and understood. However, the migration
strategies discussed in existing research rarely focus on migrations in a modern agile
software environment.

Agile software development practices are often used to develop new and maintain
old software in the modern world. Conducting software system migrations in this
type of environment would require more research. Having similar frameworks to
the ones discussed in the current literature for migrating software to the cloud,
but specifically aimed at an agile software environment, could be helpful for many
organisations.
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