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Abstract

The PGA-Tour is the most prestigious golf tournament circle in the world and being able to
predict outcomes of the tournaments is continuously on the mind of bookmakers, bettors,
and academics. This thesis attempts to use the official PGA-Tour statistics gathered from
2010 to 2019 to predict the success of the players in future tournaments. The literature
review concentrates on the existing academic research about what statistics correlate most
with success in professional golf and how to even measure success in professional golf. In
this thesis a player’s success is measured by the number of Top 10 finishes he gets during
the 2019-season.

The original data from the PGA-Tour could not be used as such but needed to be heavily
modified in order to fit the two models that were used to make the predictions. PCA-
feature-clustering was applied to bundle some of the original variables to reduce
the multicollinearity issues in the training data. The models used to predict the
probabilities, with which players reach the top 10, are Logistic Regression and Random
Forest Classifier. Assessing how well the models performed was done by calculating the
average deviation of each player’s predicted percentage of Top 10 Finishes by the end of the
2019 season compared to the actual percentage of Top 10 Finishes. The Random Forest
Classifier model performed better, than the older Logistic Regression model, with a mean
AD of 4.486 percent. This means, that on average, the percentage of Top 10 Finishes
predicted for each player was only off by 4.486 percent.

In conclusion, using machine learning algorithms, the PGA-Tour statistics could be used to
predict the future success of players. However, the accuracy of the models could be
improved by tweaking them more or using newer and more complex machine learning
algorithms.

Keywords PGA, Golf, Machine Learning, Prediction Model, Logistic Regression, Random
Forest Classifier
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Tiivistelma

PGA-kiertue on maailman arvostetuin golfturnauskiertue, jonka tulosten ennustaminen on
jatkuvasti vedonlyGjien ja tutkijoiden mielessd. Tdssa Pro Gradu -tutkielmassa yritetdan
kayttaa vuosina 2010--2019 kerittyja virallisia PGA Tour -tilastoja ennustamaan pelaajien
menestystd tulevissa turnauksissa. Kirjallisuuskatsaus keskittyy olemassa oleviin
tutkimuksiin siitd, mitka tilastot korreloivat ammattilaisgolfissa menestyksen kanssa ja
miten menestysta kannattaa mitata. Pelaajan menestystd mitataan tassia Pro Gradussa
silla, miten usein han paasee Top 10:iin vuoden 2019 kauden aikana.

PGA-kiertueelta kerattya alkuperiista dataa ei voitu kayttaa sellaisenaan, vaan sita
jouduttiin muokkaamaan, jotta se sopi kahteen ennusteen tekemiseen kaytettyyn malliin.
Paakomponenttianalyysia kaytettiin alkuperdisten muuttujien klusteroimiseen, jotta
saatiin pienennettyd harjoitteludatan multikollineaarisuusongelmaa. Top 10:iin
paasemisen todennakoisyyksien ennustamiseen kaytetyt mallit ovat Logistinen Regressio
ja Random Forest Classifier. Mallien suorituskyvyn arviointi tehtiin laskemalla kunkin
pelaajan vuoden 2019-kauden ennustetun Top 10 -sijoitusten prosenttiosuus verrattuna
todelliseen Top 10 -sijoitusten prosenttiosuuteen. Random Forest Classifier -malli (RFC)
toimi paremmin kuin vanhempi Logistinen Regressiomalli. RFC:n keskimaarainen AD oli
4,486 prosenttia, mika tarkoittaa, ettd keskimaarin, Top 10 -sijoitusten ennustettu
prosenttiosuus jokaiselle pelaajalle erosi todellisesta prosenttiosuudesta vain 4,486
prosenttia.

Yhteenvetona voidaan todeta, ettd koneoppimisalgoritmeja kayttamalla, PGA-kiertueen
tilastoja voidaan kayttad ennustamaan pelaajien tulevaa menestysta. Mallien tarkkuutta
voitaisiin parantaa kuitenkin entisestdan saatamalla niita tai kayttamalla uudempia ja
monimutkaisempia koneoppimisalgoritmeja.

Avainsanat PGA, Golf, Koneoppiminen, Logistinen Regressio, Random Forest Classifier,
Ennustava malli
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1 Introduction

The PGA-Tour is the most established and prestigious golf tournament circle in world. Its
tournaments are mostly hosted in the United States, but also in other countries, e.g. Australia,
China and England. The total purse for the 2019-2020 season of the PGA-Tour is over 370
million USD. (pgatour.com, 2019) Similar to other sports, betting on the outcomes of golf
tournaments is huge business. However, due to the nature of golf tournaments, it is
historically very difficult to predict the outcomes of tournaments. For example, in any 2-
player tennis match you can only have two outcomes: Player One or Player Two. When
betting on the winner of this tennis match you only need to look at the odds for two players.
On the other hand, in PGA-Tour tournaments you will have usually between 132 and 156
participants competing for the title over the four rounds played during the tournament. This
makes it very difficult to predict the winners of each PGA-Tour tournament.

During the past years, the use of machine learning algorithms to predict outcomes in
various scenarios has become more and more common. With advancements in technology,
both bookmakers and the people betting on sports outcomes have tried using these
algorithms to be able to predict the outcomes in sports as accurately as possible. The betting
industry is considered to be a very efficient market, where the bookmakers can very
accurately set the odds for the winners of different sports (Levitt S., 2002). However, the
efficient market hypotheses, which applies to the sports-betting-scene, is not always
completely accurate, and bettors are using machine learning algorithms to find these
inefficiencies (Peng N., 2019).

The PGA-Tour tracks every shot made in their tournaments and publishes a variety of
statistics on their official website. A lot of academic research has been conducted on the
statistics in golf. For example, Dorsel & Rotunda (2001) and Wiseman & Chatterjee (2006)
researched which statistics tracked by the PGA-Tour correlated most with success and player
performance. However, most of the academic research done about the PGA-Tour examines
the factors for success, but the researchers don’t actually try to make prediction models.
Academics applying machine learning models has been more common in other sports like
tennis (Lisi & Zanella, 2017).

The aim of this study is to examine whether the official PGA-Tour statistics could be
used to build predictive models using established machine learning algorithms. When betting

on PGA-Tour outcomes, a bettor can often bet on several different outcomes: Winner of the
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tournament, top 10 in tournament, score with which the player wins, etc. For the results to
be comparable to betting odds, the model will be a classification problem where the
dependent variable is “Top 10 in PGA-Tour tournament”. The data used to build the
classification machine learning models is official PGA-Tour data from 2010-2019, which is
divided into training and testing data. The training data is seasonal data from 2010-2018 and
the weekly data points from 2019 are used to test how well the models perform. Two
classification machine learning models are tested and compared to see which one gives the
most accurate results. The two classification models used are Logistic Regression and
Random Forest Classifier.

The thesis is structured as follows. First, the previous research done on the statistics of
the PGA-Tour will be examined and the literature on the subject will be reviewed. After this,
the methodology of the thesis is laid out and how the different methods for analysis were
chosen is shown. Third, the results of the machine learning models will be broken down and
the results will be examined in light of the literature introduced in the literature review and
methodology. In the conclusion the key findings and suggestions for further research will be

presented.

1.1 Research Objectives and Research Questions

The aim of the thesis is to evaluate whether the PGA-Tour’s historical statistics can be used
to predict how well a player will perform in future PGA-Tour tournaments. The model will
build on the current knowledge of what factors affect a golfer’s performance both in general
as well as on the PGA-Tour specifically.

In the literature review the main focus will be on looking at existing findings about the
statistics which correlate the most with success in professional golf. The models used by
previous research-papers about success in professional golf will be analysed. In addition, the
different ways of defining success on the PGA-Tour will be examined in order to choose the
dependent variable for the model.

The research questions of the thesis are:

1. Can the historical statistics from the PGA-Tour be used to build a predictive model about
success in future PGA-Tour tournaments?

2. What factors provide the most predictive power to success on the PGA-Tour?

3. How accurately can the model provide probabilities for a PGA-Tour player reaching the

Top 10 in a tournament?
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2 Literature Review
2.1 General Information About Golf

The goal in golf is to reach the hole in as few as possible hits from the tee. All holes on an
18-hole course are not laid out the same. In general, there are Par 3, Par 4 and Par 5 holes on
each golf course, which represent the base line in how many strokes a player should reach
the hole from the tee. The par of an individual hole is determined by how many strokes it
takes the average scratch golfer to reach the hole. A scratch golfer is someone who can play
any golf course with a handicap of 0, which means that on average they will always reach
the hole in the intended amount of hits (Hale C.).

Tracking various statistics and putting a mathematical value on each of the shots has
been a part of golf for a long time (Nic J., 2009). Researchers and golfers are continuously
trying to come up with new statistics that could show relevance to tracking or predicting a

golfer’s performance.

2.1.1 Categorizing golf shots

While every stroke in golf counts as the same, golf shots can generally be divided into three
main categories. Shots that are over 91.44 meters (100 yards) are recognized as long game,
while less than 91.44-meter shots belong in the category short game. The short game,
however, doesn’t include putting, which is the third category of golf shots. Each of these
three main categories are divided into several subcategories of golf shots. The main
categories are often used to gain knowledge in which area the player is losing or gaining
strokes against other players or against par. (Broadie M., 2012)

The subcategories of long game include tee shots, fairway shots, fairway bunker shots
and rough shots. The tee shot is the first shot from a designated tee box. In the tee box you
are allowed to put the golf ball on a tee which will elevate the ball and make it easier to hit.
The fairway is the route a golfer tries to take to the hole, which has the grass cut short. It is
easier to hit the ball from the fairway than it is from the rough, where the grass is significantly
higher than on the fairway. There can also be bunkers on the fairways, which will have sand
in them. Bunkers have their own set of rules what the player can do in them compared to the
rough. (Green D.)

The green is the area of a golf course, where the hole is located. Here the grass is cut
even lower than on the fairway. When on the, green players will use a putter and try to roll

the ball into the hole without lifting it in the air. When a player is trying to reach the green
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from within 91.44m, the shots belong to the short game. The player might be located on the
fairway, a bunker or the rough. A bunker next to the green will be played differently from
how you would play from a bunker on the fairway. In a greenside bunker you want to use a
club that will go fully into the sand and simply lift the ball on to the green. On the other
hand, from a fairway bunker you do not necessarily need to hit into the sand, but you can hit

the ball directly. (Golf Distillery, 2020)

2.2 History of Statistic Measures in Golf

Green in regulation (GIR)

The normal number of putts after reaching the green for a scratch golfer is two. This means
that on a par 3 -hole the player is supposed to reach the green with their first shot. On a par
4 -hole the player has two shots to reach the green and on a par 5 -hole the player should
reach the green in three shots. Green in regulation (GIR) is the statistic of how often the
player is able to reach the green in the intended number of shots (Hellstrom J., 2012). GIR
is often expressed as a percentage.

Another statistic that is also tracked is how many putts the player has on average when
hitting the green in regulation. The number of putts a player has may decrease when they
have low GIR. For example, on a par 4 -hole the player should reach the green with their
second shot. However, let’s say the player misses the green by 10 meters and has an easy
third chip-shot to the hole. The player then only needs one putt into the hole. In order to
compare the putting abilities of two players, the putting-statistic needs to take into
consideration, whether the player reached to green in regulation. This statistic is called putts
per GIR, which only counts the putts for when a player reaches the green in regulation and

dismisses the other holes. (Hellstrom J., 2012)

2.2.1 Recovery shots and scrambling

While reaching the green in regulation is a good statistic for tracking a player’s long game
performance, a player can still play a low round score when having a low GIR-percentage.
For example, on a par 4 hole a player is 10 meters away from the green after two shots, they
did not reach the green in regulation. However, the player can still recover from this
situation and save par by having a good recovery shot onto the green and putting the ball in
with only one putt. Recovery shots are all the shots players take when they did not reach the
GIR. (Petersson T., 2019a)
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Scrambling is the statistic of successful recovery shots. It is most often tracked in
percentages; scrambling (%) is equal to the number of successful par saves when a player
did not reach GIR divided by the total amount of times a player did not reach the green in
regulation (Petersson T., 2019a). While scrambling is a very clear and easy statistic to track
and use in analysis, Petersson (2019a) also discusses the weaknesses. It might be that the
recovery shot put the player very close to the hole and then the player missed the short putt.
Due to the simplicity of scrambling, it is not able to take into account what type of shot the
player made to save the par. The shot might have been a short 20-meter chip shot or a shot
from a greenside or fairway bunker. Another weakness is that scrambling only tracks par
saves and does not have any statistic for saving bogey or so forth. For this reason, additional
recovery shot statistics are also tracked.

The sand save statistic tracks the successful recovery shot from a greenside bunker.
The percentage of cases where the player is successfully able to hit an up-and-down from
the bunker and one-putt the ball into the hole is the definition of a sand save. Compared to
scrambling, sand saves do not take into account what score the player shot on the hole. The
score on the hole does not matter for the statistic as long as it only took one bunker shot and
one putt. Again, one of the downsides to the sand save statistic is that it simplifies the two
shots into one statistic. An awful shot from the bunker followed by an incredible putt will
be a success in the eyes of the sand save statistic. (Petersson T., 2019b)

Many of the simple statistics have the issue of not being able to capture all the
individual aspects of a golfer’s performance. For this reason, the golf community tried to
figure out a good way to inspect the nuances of player’s golf performance. In the next
chapter, the Strokes Gained -statistic will be introduced which tries to set a score to a player’s

overall performance and each individual shot. (Tremlett S., 2019)

2.2.2 Strokes Gained -statistic

Reaching the holes in less strokes than your competitors is required in order to win
tournaments. Broadie (2008) proposed one of the most simplistic ways to measure a golfer’s
performance: Strokes Gained. For every shot that a golfer hits, there is an average how well
others would perform from that lie. Strokes Gained calculates how much better or worse the
player performed on each shot than the average golfer from that lie.

In order to calculate the Strokes Gained on each hole, each shot needs to have a
fractional par associated with the shot. The fractional par is how many strokes it would take

on average to reach the hole from the golf balls lie. For example, a 128-meter (140yd) par
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three takes, on average, 3.2 strokes from the tee to the hole. In this case the fractional par of
the hole would be 3.2 (Broadie M., 2008). Let’s say the golfer hits his first shot to 10 feet
next to the hole for an uphill putt. On the PGA-Tour the average ten feet putt uphill has a 43
percent probability of going in with only one putt and a 57 percent chance of going in with
two putts (Sackett S., 2017). The chances of 3 or more putts is almost zero. Calculating the
fractional par (f,) for the 10 feet uphill putt would be f, = 0.43 * 1 + 0.57 2 = 1.57
(Broadie M., 2008).

The shot value (v) of any individual shot, introduced by Broadie M. (2012) is
calculated by subtracting the shot’s fractional par at the end of the shot (f,) from the
fractional par for the entire hole minus one (f;, — 1). For the example above the shot value
(v) would be:

v=f,—-1—f,=32—-1-157=0.63

A positive shot value means that the golfer gained a fraction of a stroke while a
negative shot value would mean that they lost a fraction of a stroke. In order to get the
Strokes Gained -statistic for a player, the shot value of every shot on each hole needs to be
calculated. The average of the shot values is the Strokes Gained for that player during the
18-hole course.

One of the advantages of using the Strokes Gained -measurement is that you can see
which of the shots had a positive and which had a negative impact on the players game.
Compared to simply looking at how many strokes above or below par a player shot during a
single hole or the entire course, the Strokes Gained -statistic assigns a numerical value to
each shot. On each hole you can get the same score in several different ways. One person
might shoot a three by first hitting his ball out-of-bounds and then hitting a hole-in-one on
his second try. Another person might just hit the green on his first shot and two-putt. They
will both get the same score on the hole, but in very different ways. The shot value -statistic
will give a better insight into how the player got the score that they shot. It also takes into
account the difficulty of each shot because they are compared to how the average player
would have performed from the shot’s lie. (Broadie M., 2008)

One of the biggest advantages of the Strokes Gained -statistic is that you can see in
which of the main categories of golf shots a player is gaining the most and in which area
they are losing most strokes. The Strokes Gained -statistic was officially adopted by the
PGA-Tour in 2011, but in the beginning only on the putting statistics. Later, in June 2016,
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the PGA-Tour started tracking Strokes Gained for all the shots and not only on the green
(PGA TOUR, 2020)

Of course, the Strokes Gained -measurement also has its downsides. The data for the
fractional par values come from ShotLink, which is a database that has collected each shot
and ball location in the PGA-Tour since 2001. The database cannot, however, take into
account every aspect of each shot, which needs to be remembered when calculating shot
values (ShotLink™). A 90-meter shot can have the perfect lie on the fairway, while another

90-meter shot requires the golfer to take an unusual stance in order to hit the ball well.

2.3 Statistical Measures Affecting a Golfer’s Performance

2.3.1 Different Dependent Variables to Measure Performance

A professional or amateur golfer’s performance can be assessed in a couple of different
ways. Simply looking at the scoring average of a golfer is the simplest way to assess
performance. However, when assessing success in professional golf, academics also like to
use other dependent factors like money earned or top 10 finishes.

Scholars often use the total score or average score to examine a golfer’s performance.
If a player has an average score lower than that of other players, it should, in theory, mean
that the player is performing better. Most courses on the PGA-Tour are 72-par courses. This
means that the par of the entire 18-hole course is 72, which is due to the traditional layout of
a golf course with a certain amount of par 5, par 4 and par 3 holes (TheGolfNews, 2016).
However, not every course on the PGA-Tour has a par of 72. The courses can vary a little
and their course-par can vary between 70 and 73. The average score does not take into
account what kind of courses the player played at. For players participating in many
tournaments with different course-pars, this would not be a problem when comparing them
in the long run, however, if a player were to mainly play 70-par courses they could have a
lower scoring average. According to Hellstrom (2012) statistics trackers have come up with
ways to adjust scoring averages to be comparable with each other. For example,
GolfStat.com has created an adjusted scoring average that takes into account difficult
weather conditions and the difficulty of the courses (Laesch M., GolfStat.com, accessed
27.2.2019).

Many scholars like to use money earned as a measurement of success (Dorsel &
Rotunda 2001, Davidson & Templin 1986, Moy & Liaw 1998). Tournament earnings are a

very clear way of measuring a professional player’s success. The better a player performs in
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tournaments, the more money they will earn. Money earned playing golf can in many
instances be used to measure how successful a player has been. However, the earnings in
golf have gone up significantly with inflation and the sport growing. The increase in prize
money has been exponential (GolfDigest, 2019). This means that comparing the earnings of
PGA-Tour players in the 1980’s to players in 2010’s is very difficult. For this reason, some
scholars have tried to compare players’ performance by using their ranking points or top
finishes (Hellstrom J., 2012). The problem with these measures, according to Hellstrom
(2012), is that in different eras of the game the competition is very different from other eras.
At some points in time, a player could be dominating the golf scene because of the

weaknesses of other players and not because of their own excellence.

2.4 Evaluation of statistics affecting performance

Evaluating the statistical measures that affect a golfer’s performance the most, has been
researched by academics and others quite extensively. The amount of research comes mainly
from the difficult nature of predicting golf outcomes in general. Hellstrom (2009)
investigated what aspects of the players’ physique are correlated with their performance,
while Crews et al. (1986), in addition to the physiological attributes, also researched the
psychological attributes which affected a player’s performance. Other areas researched have
been the effectiveness of preshot routines (Crews & Boutcher, 1986) and the mental
psychology behind a professional golfer’s success (McCaffrey & Orlick, 1989). As early as
1986, Davidson & Templin used PGA-Tour statistics from the 1983 season to find the

correlating variables affecting a player’s performance.

2.4.1 Shot-making statistics

With the wide availability of shot-making statistics from professional golf, especially from
the PGA-Tour, many academics are especially looking into these statistics when looking for
what factors correlate with being a successful golfer. Davidson & Templin (1986), Belkin et
al. (1994), Dorsel & Rotunda (2001) and Wiseman & Chatterjee (2006) all have used official
PGA-Tour data from various time points and lengths to analyse the correlating shot-making
factors in golf performance. While the first three of these only used a very limited amount
of data, meaning data from only one to four seasons of the PGA-Tour, Wiseman & Chatterjee
(2006) attempted to find long-term movements by using the data of fifteen consecutive PGA-
Tour seasons from 1990 to 2004. Their data also took into account each player that

participated during this period and not only a certain subset of players. While the previously
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mentioned four research papers also might have used other dependent variables such as
money earned or top ten finishes, each of them also used scoring average to evaluate the
successfulness of the players.

The shot-making statistics that correlated most highly with a low scoring average in
earlier research have been Greens in Regulation and Putts per GIR (Davidson & Templin

1986, Belkin et al. 1994, Dorsel & Rotunda 2001, Wiseman & Chatterjee 2000).

2.5 Models Used in Analyzing Golf Success

2.5.1 Multiple regression analysis on Performance-measurements

In their research, Dorsel & Rotunda (2001) used a rather niche dataset from one PGA-Tour
season from 1990 to evaluate whether the dependent variable of measuring successfulness
had an impact on the correlating variables explaining successfulness. The independent
variables at hand in their analysis were GIR, Putting Average, Driving Distance and Driving
Accuracy as these had previously been found to have most explanatory power on scoring
averages. Dorsel & Rotunda (2001) applied multiple regression analysis on their dataset to
find differences in the explanatory variables when the dependent variables were Scoring
Average, Top 10 Finishes and Money Earned. The scope of their multiple regression analysis
was quite small as only 42 professional golfers were taken into account, which were the
players that were in the top 130 performers in each of the three dependent variable
categories. The multiple regression analysis yielded adjusted r-values to explain the
relationship between the independent and dependent variables.

The results of the multiple regression analysis were quite different for each of the three
dependent variables, which could be explained by the small scope of the research. The
following results are for the 42 examined golfers. For the Scoring Average (overall 1> = 0.39)
the most important independent variables in order were Driving Accuracy (r*=0.17), Putting
Average (r*= 0.09), GIR (r*= 0.08) and Driving Distance (r>= 0.06). The r*-values, however,
are so low that they have very limited explanatory power. For Top 10 Finishes (overall r* =
0.36) the results showed Putting Average (r>= 0.17), Driving Accuracy (r*= 0.13), Driving
Distance (r*= 0.06) and GIR (r?= 0.01). This would mean that GIR has nearly zero value in
explaining the successfulness of a professional golfer on the PGA-Tour. Money Earned was
the dependent variable which was the most difficult to be explained by the four independent
variables with an overall r’-value of 0.26. The results in order from highest r* to lowest in

explaining Money Earned were Putting Average (r* = 0.1), Driving Distance (r> = 0.08),
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Driving Accuracy (r*= 0.07) and GIR (r*=0.01). Again, GIR was the explanatory variable
with the lowest r>-value. (Dorsel & Rotunda, 2001)

The multiple regression analysis by Dorsel & Rotunda (2001) provided only very little
insight into the differences between the relationship of the four independent variables and
the three dependent variables due to the small scope of the research with N=42. However,
the approach taken by Dorsel & Rotunda shows that when using the same data and
independent variables, you will get slightly different outcomes depending on the dependent
variable you use. The different outcomes for Money earned, Scoring Average and Top 10
Finishes indicate that when doing research on golf-data, there is no clear outcome-variable

to use. It depends on what the researcher is trying to find out.

2.5.2 Comprehensive Analysis of Golf Performance on the PGA Tour: 1990-2004

Wiseman & Chatterjee (2006) used correlation analysis and regression analyses to assess
whether the shot-making abilities of PGA-Tour players had changed between 1990 and 2004
in respect to the golfers’ performance. The performance measure used was Scoring Average
because Total Earnings and Top 10 Finishes have shown downsides when assessing several
tournaments in the long run. The four explanatory variables used to in regard to a player’s
Scoring Average were GIR, Purring Average, Driving Distance and Driving Accuracy.

Due to the previously discussed fact that Driving Distance and Driving Accuracy go
in opposite directions, Wiseman & Chatterjee (2006) combined the two into on variable
Total Driving. Total Driving is calculated simply by taking the two driving-variables and
multiplying them. For example, a player with an average Driving Distance of 260 yards and
a Driving Accuracy of 80 percent would have a Total Driving Score of 260 * 0.80 = 208.
The combining of two or several statistics into one statistical measurement, in this case Total
Driving, has been done by other researchers as well. Wiseman & Chatterjee (2006) used a
simple way of combining the two by multiplying them with one another, however, there are
also more complex ways of combining statistics into feature clusters.

First, Wiseman and Chatterjee (2006) investigated whether there were any
discoverable changes in the means and standard deviations of their three explanatory
variables from 1990 to 2004. It was found that the Putting Average and Greens in Regulation
had been quite similar over the fifteen-year period, while there was a clear upward trend in
the Total Driving statistic from 1990 to 2001. However, from 2001 to 2004 the mean Total
Driving score decreased again from a high of 191.1 to 184.0. Wiseman and Chatterjee (2006)

continued their research by conducting correlation analyses to find whether the correlations
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between the three explanatory variables had changed over the fifteen-year period. The only
significant correlation found was between GIR (%) and Total Driving. It varied between
0.43 and 0.68 during the fifteen-year period.

After assessing the correlation analyses between the explanatory variables, Wiseman
and Chatterjee (2006) conducted regression analyses to assess the relationship between the
explanatory variables and Scoring Average. The predictive power of the three explanatory
variables did not change significantly during the fifteen-year period, but R-squared
fluctuated between 0.78 and 0.87. The regression coefficients of Putting Average and Greens
in Regulation stayed quite steady over the time period, while there was a downward trend of
the explanatory power of Total Driving in last few years of the research. While Total Driving
changed over the research’s time period, it also had the lowest explanatory power of the
three variables in all fifteen years. For this reason, Wiseman and Chatterjee (2006) explain
that the more important explanatory variables stay stable even if the time period analysed is
longer than just a few years. In their research only the variable with the least explanatory

power over Scoring Average had significant changes over the timeframe.

2.6 Conseptual Framework

The previous research on PGA-Tour statistics concentrates on finding the link between
player statistics and their performance. This framework outlines how the current research
views golf statistics and how the different parts of the literature are utilized in this thesis.

The Shotlink data gathered from PGA-Tour tournaments is the first step of the process.
Every shot that is made on the PGA-Tour is recorded and these are made public for further
use. The PGA-Tour uses the data to publish statistics about the players. These statistics range
from very simple to quite complex. New statistics, like the Strokes Gained -statistics, have
been added to the official PGA-Tour statistics website, when academics have come up with
them. Academics have been very interested in finding statistics that are able to explain how
well players perform. The different ways of measuring performance and their correlation to
the PGA-Tour statistics have been researched extensively.

For this thesis, a number of official PGA-Tour statistics are chosen to build the
predictive models which are introduced in the Methodology. Almost all golf statistics have
their own flaws, but they will be chosen so that the machine learning models can decide
which independent variables have the most explanatory power to success. Out of the

different ways of measuring success, one will be chosen to be the dependent variable.
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3 Methodology

Predicting sports outcomes has changed drastically with the growth of machine learning.
Being able to accurately predict the success of sports teams or individual players can be of
great monetary value for bettors as well as sports clubs or club owners. Punker and Thabtah
(2017) examined how well machine learning could be used in general to find trends or
accurately predicting sports outcomes. Their findings show that machine learning algorithms
can, to some degree, be used to predict sports outcomes. However, they concluded that more
models are needed for more accurate predictions. For this thesis, some machine learning

algorithms were used to predict outcomes on the PGA-Tour using historical data.

3.1 Data Transformation of the PGA-Tour data

The training and testing data used in this thesis is public PGA-Tour data. After the initial
data clean up both the training and testing data have 55 independent variables. These
variables include variables used by other academics in their analysis models. For example,
Wiseman & Chatterjee (2006) and Dorsel & Rotunda (2001) used GIR, Driving Accuracy,
Driving Distance and Putting Average in their respective models. However, due to the vast
amount of different statistics tracked by the PGA-Tour, the data used in this thesis also
includes statistics that have only been added to the PGA-Tour database more recently. For
example, the Overall Strokes Gained -statistic was only adopted by the PGA-Tour in 2011.
The 55 independent variables include statistics like e.g. “SG: Tee-to-Green — (AVERAGE)”,
“SG: Putting — (Average)” and “Reverse Bounce Back — (% UNDER THEN OVER PAR)”.
The last of these being with what percentage a player scores under par on a hole and on the
next hole scores over par. Even though academics have shown that most of the predictive
power comes from GIR, Driving Accuracy, Driving Distance and Putting Average, including
more variables could help the model be more accurate.

The training data and testing data are in different formats, which means that they need
to be transformed to be the similar for analysis. In the training data, one data point (row)
contains the statistics of a specific players entire season. On the other hand, the testing data
is formatted in time-series fashion, where there is a data point for every week of the 2019-
season of the PGA-Tour. The difference between the two data sets is significant, because in
the training data a player’s entire season stats are one data point, while in the testing data a

data point shows only the statistics of the player up until that point of the 2019-season.
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Table 1: Training data vs testing data layout

Player Name

Aaron Baddeley
Aaron Baddeley
Aaron Baddeley

Aaron Baddeley

Player Name

Aaron Baddeley
Aaron Baddeley
Aaron Baddeley
Aaron Baddeley

3.2 Creating a dependent variable

Training data

Season Eagles
(Holes per)
Frequency
2010 0
2011 0
2012 0
2013 0

Final Round
Performance

(%)

60.0
47.1
60.0
50.0

Testing data

Date Eagles
(Holes per)
Frequency
3.2.2019 96
10.2.2019 114
17.2.2019 138
24.2.2019 162

Final Round
Performance

(%)

66.7
66.7
50.0
60.0

GIR Pct. Fairway Bunker
(%)

54.5
39.2
50.9
54.7

GIR Pct. Fairway Bunker
(%)

37.5
44.4
44.4
44.4

Both the training as well as the testing data set have the column “Top 10 Finishes - (TOP

10)”, which contains the number of Top 10 finishes of the player. In the training data, the

“Top 10 Finishes - (TOP 10)” are for the entire season, while in the testing data they are

only the number of Top 10 finishes up to that point.

3.2.1 Dependent Variable to Testing Data

Adding a new binary dependent variable “topl0_in_tournament” for the testing data was

done by looking if a player’s “Top 10 Finishes - (TOP 10)” increased between weekly data

points. For example, in Table 2 are displayed weekly “Top 10 Finishes - (TOP 10)” for
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Aaron Baddeley in the testing data. On 2019-02-17 Aaron Baddeley only had one (1) Top
10 finish and a week later, 2019-02-24, he had two Top 10 finishes. This means that in the
tournament, which was played between the 17" of February 2019 and the 24" of February,
Aaron Baddeley reached the Top 10 and thus “top10_in_tournament” is set to 1. In the weeks

where the “Top 10 Finishes - (TOP 10)” does not increase, “top10_in_tournament” is zero

(0).

Table 2: Adding new dependent variable “top10 _in_tournament” to testing data

Player Name Date Top 10 Finishes (TOP 10) top10_in_tournament
Aaron Baddeley 3.2.2019 1 0
Aaron Baddeley 10.2.2019 1 0
Aaron Baddeley 17.2.2019 1 0
Aaron Baddeley 23.2.2019 2 1
Aaron Baddeley 10.3.2019 2 0
Aaron Baddeley 17.3.2019 2 0
Aaron Baddeley 31.3.2019 3 1
Aaron Baddeley 7.4.2019 3 0
Aaron Baddeley 26.5.2019 3 0
Aaron Baddeley 2.6.2019 3 0

Another variable, “play tournament”, was added which determines the weeks in
which a player actually played in a tournament. This is necessary to later then determine the
chances that a player will reach the Top 10. The “play_tournament” -column, can be added

by determining whether the number in the “Rounds” -variable increased.

3.2.2 Dependent Variable to Training Data

One data point in the training data had the information of how many Top 10 Finishes a
certain player had in one entire season. For the training data to be comparable to the testing
data, the seasonal statistics need to be transformed into separate tournaments. The number
of Events played by the player was added to the training data. One simple way of dividing
the seasonal data into tournaments, is to create one data point for the number of events played
during the season for each player. For example, the player Aaron Baddeley had played 26
events during the 2010 season of the PGA-Tour. His “Top 10 Finishes - (TOP 10)” in this
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time period was two (2). To add a binary dependent variable of “topl0 _in_tournament” to
the training data, 26 instances (data points) of Aaron Baddeley’s 2010 season were created
that had the exact same data, except that two of the data points had “top10_in tournament”
set to 1 and the rest had it set to 0. Table X displays the transformation for the Aaron
Baddeley 2010 season example.

Before transforming the data there was only one row with all the statistics of the 2010

s€ason.

Table 3: Before adding dependent variable to training data

Putting Totalscoring = Driving GIR Top 10 Finishes Events playerseason

-2.75 1.86 3.72 -0.3 2 26 AaronBaddeley2010

After transforming the data there were 26 rows with the exact same data, except for
the added column “top10_in_tournament”. The first two (number of Top 10 Finishes) are

set to 1 and the other 24 rows are set to 0.

Table 4: After adding dependent variable to training data

Obs = Putting Totalscoring Driving GIR @ Top 10 Finishes = Events playerseason top10_in_tournament
1 -2.75 1.86 3.72 -0.3 2 26 AaronBaddeley2010 1
2 -2.75 1.86 3.72 -0.3 2 26 AaronBaddeley2010 1
3 -2.75 1.86 3.72 -0.3 2 26 AaronBaddeley2010 0
4 -2.75 1.86 3.72 -0.3 2 26 AaronBaddeley2010 0
5 -2.75 1.86 3.72 -0.3 2 26 AaronBaddeley2010 0
6 -2.75 1.86 3.72 -0.3 2 26 AaronBaddeley2010 0
[...]
26 -2.75 1.86 3.72 -0.3 2 26 AaronBaddeley2010 0

This procedure was run through all rows in the original training data. The shape of the
training data before this procedure was 1239 rows and 17 columns. After looping through
the training data, the number of rows increased to 30121 and there was now one extra column
“top10_in_tournament” for a total of 18 columns.

The training data and testing data both now had the binary dependent variable
“topl0_in_tournament”. There was still the underlying issue that every data point in the
training data for one player during the season was exactly the same, while in the testing data
the explanatory variables kept updating the further the 2019-season went with every
tournament that players played in. This is an obvious issue that was too difficult to address.

If the training data was real weekly data, which could have been treated the same as the
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testing data, the model would most likely perform better. In this model, the training data is

the player’s full seasonal statistics, but with different outcomes for the tournaments.

3.3 Tackling Multicollinearity Issues

After the initial stage data transformation, the model is left with 55 variables which are to
be used to predict the chances that a player will reach Top 10 in a tournament. When running
any linear or logistic regression model on the training data, the python library complained
about multicollinearity issues within the training data. This is logical since many of the
variables are very similar and explain similar statistics. For example, the variables “Front 9
Scoring Average — (AVG)” and “Back 9 Scoring Average — (AVGQG)” are related to one
another, but just describe a slightly different thing. The first tracks how many strokes a player
has on average on the first nine holes (1-9) of a golf-course and the second tracks the average
number of strokes on the last nine holes (10-18) of the course. The correlation between these
two variables is 0.528, which could be lower than expected. A correlation score of 0.528
between two variables would maybe not be a huge issue in terms of multicollinearity, but
there are several other variables (e.g. “Late Scoring Average — (AVQG)”, “Par 5 Scoring
Average — (AVGQG)”, “First Tee Early Scoring Average — (AVGQG)”, etc.) which correlate highly
with each other.

The Variance Inflation Factor (VIF) is used find variables that correlate highly with
one or several other explanatory variables. The higher the VIF-score the more the
explanatory variables are causing multicollinearity problems. When calculating the VIF-
score for the training data with 55 explanatory variables, the highest VIF-score was 1 980
179.0 for the variable “SG: Total - (AVERAGE)”. In Table 5 are shown the 14 explanatory
variables with the highest VIF-scores before modifying the training data to reduce

multicollinearity.
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Table 5: VIF-score before modifying the training data

Feature VIF Score before PCA

SG: Total (AVG) 1980179
SG: Tee-to-Green (AVG) 1616650
Back 9 Scoring (AVG) 1113998
Front 9 Scoring (AVG) 1112172
Early Scoring (AVG) 950242
Late Scoring (AVG) 899927
SG: Putting (AVG) 485252
Par4 Scoring (AVG) 405594
Putts Per Round (AVG) 187896
Putting (AVG) 137831
Par5 Scoring (AVG) 52133

Smash Factor (AVG) 45729

Par3 Scoring (AVG) 39277

Greens in Regulation (%) 28834

3.3.1 Dropping Variables with high VIF-scores

One way of reducing multicollinearity in the training data is to drop explanatory variables
one at a time. It is usually accepted to have a maximum VIF-score of 5-10. After setting the
VIF-threshold to ten, the VIF-reduction method loops through the VIF-scores of the
variables and drops the variable with the highest VIF-score from the training set. After
dropping the variable with the highest VIF-score, the model will recalculate the VIF-scores
for all the remaining explanatory variables and drop the next variable with the highest VIF-
score. This is repeated until none of the remaining variables have a VIF-score above the
threshold.

The issue with simply dropping variables until the training data reaches an accepted
maximum VIF-score is that the model will also lose a lot of explanatory power. For this
reason, several researchers have combined two or several statistics into one explanatory
variable. For example, Wiseman and Chatterjee (2006) combined Driving Distance and

Driving Accuracy into one explanatory variable Total Driving. While Wiseman and
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Chatterjee simply multiplied the two statistical measures with one another, there are also
other ways of combining several statistical measures into one. As there are a high number
of explanatory variables that need to be combined into several feature-clusters, principal

component analysis (PCA) could be used.

3.3.2 PCA-feature-clustering

Principal Component analysis is used in multivariate data analysis to combine a subset of
variables to one variable. PCA reduces the number of dimensions in the data set through
feature extraction rather than feature elimination. With feature elimination, the
multicollinearity of a data set could be addressed, but the information loss could be
significant. Using PCA means that there is significantly less information lost, while also
reducing the dimensions of the data. (Wold et al., 1987)

The PCA feature clustering was done in two stages. In the first stage, the correlation
matrix of all the explanatory variables which were to be used in the predictive model was
analysed. In order not to lose explanatory power and still have the new feature clusters be
logical, the grouping of the variables was done manually. For example, the variables
“Scrambling — (%)”, “Scrambling from the Fringe — (%) and “Scrambling from the Rough
— (%)” correlate quite highly with each other, between 0.16 and 0.70, so they were to be
combined using PCA to be one explanatory variable “Scrambling”. From a logical point of
view, these three variables all also describe the same shot-making skills, just from slightly
different places. The first stage of the correlation analysis resulted in nine new explanatory
feature clusters which were to be combined using PCA. The new feature clusters and how
many variables were to be combined in them were: “Putting” (9), “Accuracy” (3), “Total
Scoring” (18), “Driving Efficiency” (3), “Driving Distance” (3), “Driving Accuracy” (2),
“GIR” (3), “Short Game” (3) and “Scrambling” (3). By applying principal component
analysis on the training data, the ten new variables were created and subsequently the
variables used to create the new variables were dropped. This left the training data with both
new feature clusters and some of the original variables.

In the second round of the PCA feature clustering, correlation analysis was performed
on the transformed training data to determine whether some of the new explanatory variables
had high correlation with each other or with some of the original that had not been assigned
into a feature cluster. After the first round of PCA feature clustering there were still highly
correlating explanatory variables, which was visible from the new correlation matrix. For

9 ¢¢

example, the new feature clusters “Driving Efficiency”, “Driving Distance” and “Driving
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Accuracy” were correlated with each other and also some of the original explanatory
variables (e.g. “Good Drive Percentage — (%), “Fairway Bunker Tendency — (%)”, etc.).
These would all be combined to be one single “Driving”-variable to reduce multicollinearity
issues. After manually analysing the correlation matrix, the feature clusters were created a
second time using principal component analysis. The new feature clusters were now
constructed of a wider variety of original statistical measurements. In Table 6 are all the
newly created feature clusters and lists of the original statistical measurements which PCA

combined.
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Table 6: Feature Clusters and Statistical Measurements that were combined using PCA

New Feature Cluster

Statistical Measurements that were combined using PCA

Total Scoring

'All-Around Ranking - (TOTAL)'

'Back 9 Scoring Average - (AVG)'

'Birdie Average - (AVG)'

'Birdie to Bogey Ratio - (BIRDIE TO BOGEY RATIO)'
'Early Scoring Average - (AVG)'

'Front 9 Scoring Average - (AVG)'

'SG: Total - (AVERAGE)'

'Par 3 Scoring Average - (AVG)'
'Par 4 Scoring Average - (AVG)'
'Par 5 Scoring Average - (AVG)'

'Late Scoring Average - (AVG)'

'Bogey Average - (AVERAGE BOGEYS PER ROUND)'
'Bounce Back - (%)'

'First Tee Early Scoring Average - (AVG)'

'First Tee Late Scoring Average - (AVG)'

'SG: Tee-to-Green - (AVERAGE)'

'Reverse Bounce Back - (% UNDER THEN OVER PAR)'

Putting

'1-Putts per Round - (AVG)'
'Putts Per Round - (AVG)'
'Putting Average - (AVG)'
'SG: Putting - (AVERAGE)'
'2-Putts per Round - (AVG)'
'3+ Putts per Round - (AVG)'
'3-Putts per Round - (AVG)'
'Bonus Putting - (VALUE)'

Driving

'Carry Efficiency - (AVG.)'

'Total Driving Efficiency - (COMBINED RANK)'
'Total Distance Efficiency - (AVG.)'
'Club Head Speed - (AVG.)'

'Driving Distance - (AVG.)'

'Total Distance Efficiency - (AVG.)'
'Driving Accuracy Percentage - (%)’
'Missed Fairway Percent - Other - (%)’
'Good Drive Percentage - (%)
'Fairway Bunker Tendency - (%)’
'Smash Factor - (AVG.)'

'Accuracy Rating - (RATING)'

'Hang Time - (AVG.)'

'SG: Off-the-Tee - (AVERAGE)'

GIR

'GIR Percentage from Fairway - (%)’
'Greens in Regulation Percentage - (%)’
'GIR Percentage from Other than Fairway - (%)’

Scrambling

'Scrambling - (%)’

'Scrambling from the Fringe - (%)’
'Scrambling from the Rough - (%)’
'Sand Save Percentage - (%)’
'Short Game Rating - (RATING)'
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The number of dimensions of the explanatory variables in the training data was
reduced from fifty-five (55) to fourteen (14) using PCA. To examine the effects of the
principal component analysis, Table 5 displays the highest VIF-scores after PCA. Before the
reduction of dimensions using PCA, the highest VIF-score was 1 980 179.0. After the PCA-
feature-clustering, the highest VIF-score was reduced to 30.9. While the method was able to
drastically reduce the multicollinearity of the data set, the VIF-score is still not at the
generally accepted level of five to ten. While the principal component analysis was only
done on the training data, the results also needed to be applied to the testing data in order for

them to have the same data structure.

Table 7: VIF-score after PCA-feature-clustering

Feature VIF Score after PCA
GIR Pct - Fairway Bunker 30.9
Rounds 28.9
Going for the Green - Hit Green pct 22.1
Final Round Performance (%) 14.5
Totalscoring 7.7
GIR 5.5
Putting 4.1
Points 3.5
Top 10 Finishes (1st) 2.3
scrambling 2.1
Top 10 Finishes (2nd) 1.9
Eagles (Holes per) - (Frequency) 1.7
Top 10 Finishes (3rd) 1.5
Driving 1.1

3.4 Classification Models

The objective of the thesis is to predict the probability of a player reaching the Top 10 of a
PGA-Tour tournament. This can be treated as a binary problem: does NOT reach the Top 10

(0) or reaches the Top 10 (1). Because the outcome-variable of the model is binary, different
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classification models can be used to predict the probabilities with which a player will reach
the Top 10. The PGA-Tour data is divided into the training data and testing data. Both the
training and testing data have the same explanatory variables (15 variables) and the same
binary dependent variable (“topl0 in tournament”). The training data consists of the
statistics from the PGA-Tour from the years 2010 to 2018. The testing data has the weekly
statistics of each player competing from the 27-1-2019 to 25-8-2019. The number of
datapoints in the training data is 30121 and in the testing data 2974.

The last structural issue of the data is that one data point has all the independent
variables and the dependent variable after the tournament has finished. This means that you
would need to have the player’s updated data of how they performed before the tournament
even happened. However, this can be fixed by moving the dependent variable of the players
to their next datapoint. This way the data always represents the information the algorithm
would have at that time point.

There are several machine learning models that can be used to predict the outcomes of
classification problems. The same training and testing data can be used by several machine
learning algorithms, to assess which algorithm performs the best. In this thesis, two
classification algorithms were used to predict the probabilities with which a player reaches
the Top 10 of a tournament. The two methods chosen are Logistic Regression and Random

Forest Classifier.

3.4.1 Logistic Regression Model

Logistic Regression is a popular machine learning algorithm to predict probabilities.
Academics, as well as bettors, have used logistic regression to predict sports outcomes.
Logistic regression in sports prediction has been used by e.g. Lisi & Zanella (2017) and Igiri
& Nwachukwu (2014).

Lisi & Zanella (2017) used logistic regression to predict the probabilities of tennis
match winners. They used data available from tournaments played in 2012 as training data
for their logistic regression model. They tested their model by predicting the outcomes of all
matches played in the Grand Slam Championship -tournaments of 2013. The model took
into account six different variables, which were used to calculate the probability for either
player to win the match. These probabilities were then compared to odds set by bookmakers.
When the model was tested on the unseen data from 2013, the cumulative return of the model
was 16.3 %. However, Lisi & Zanella (2017) also realized that their sample size was most

likely too small to know for certain how well the model could beat the bookmakers.
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Igiri & Nwachukwu (2014) tested whether artificial neural networks and logistic
regression could be used to make better predictions about the outcomes of football games.
They used nine features as variables to build the models. Igiri & Nwachukwu (2014) found
that both machine learning models were able to accurately predict the outcomes of matches.
The logistic regression model outperformed the artificial neural network in its accuracy. The
prediction accuracy of the models was 93 % and 85 % respectively.

There are many more cases of using logistic regression for sports prediction, however,
most of the time it is used by academics to predict the outcomes of sports in which there are
only two potential winners. Using logistic regression on golf data has not been widespread
in the academic community. However, seeing that the models work well in other sports, it
will be tested in this thesis. The logistic regression model uses the training data to model the
binary dependent variable and it can then be applied to the testing data. The model only sees
and uses the training data to describe the relationship between the explanatory variables and
the dependent variable (“top10_in_tournament”). The testing data does not affect the model,

but it is used to verify how well the model performs.

3.4.2 Random Forest Classifier Model

The second machine learning model which will be used to predict the probabilities of
reaching the Top 10 in PGA-Tour tournaments is Breiman’s Random Forest Classifier -
model. The model was introduced by Leo Breiman in 2001 and it builds on tree prediction
models. Since its introduction, the Random Forest Classifier -model (RFC) has been used
widely by academics and others for predicting classification models. RFC is seen to be one
of the leading machine learning models for classification problems (Lessman et al., 2010).
Caruana & Niculescu-Mizil (2006) compared different machine learning models and found
that RFC was the second-best learning algorithm after Calibrated Boosted Trees. Due to its
widespread use by academics, RFC will be compared to the logistic regression model. The
model is also able to give estimates of variable importance just like logistic regression so
not only can the prediction-results of the models be compared, but also what features were
considered to be the most important in each model.

Lessman et al. (2010) used the RFC model to predict horseracing outcomes. In their
research, Lessman et al. (2010) also optimized their RFC model for the best results by
changing the number of trees in the Forest and the number of variables considered at every
branch of the trees. Finding the optimal number of trees and variables in the branches was

done manually and by trial and error. Their research showed that RFC was indeed able to
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predict the outcomes of the horseraces and suggested that RFC was suitable to be used to
predict outcomes in competitive events like sports. Horse racing, like golf, also has more
than two possible winners, which gives confidence that the model can also be applied to

golf.
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4 Analysis of the models

Analysis of the models’ performances could be done in several different ways. A typical
way of comparing the performances of classification models is to compare their Area Under
the ROC Curve (AUC — ROC). The AUC — ROC Curve measures how well a classification
model predicts the correct outcomes (Narkhede S., 2018). It looks at how many times the
model correctly predicted someone not to reach the Top 10 and how many times it correctly
picked them reaching the Top 10. However, in order to analyse the model from a betting
perspective, the probabilities behind the predictions need to be examined. We are more
interested in the percentage with which a player will reach the Top 10, rather than whether
the model says that Yes (1) or No (0). We are interested in the probabilities because they can
mean vastly different things for different players. For example, the model might give Tiger
Woods a probability of 85 % of reaching the Top 10 while giving a less accomplished player
a probability of 60 %. When looking at the betting odds of these two players, one might find
that it is more profitable to bet on the lesser player, because their betting odds are comparably
going to return you more. If the betting odds of Tiger Woods reaching the Top 10 were 1.15
and the lesser player would be 1.85, the bettor should bet on the lesser player because it will
have a higher return on investment. With a one-dollar investment you would lose -0.225
dollars on Tiger Woods (1.15 * 0.85 = 0.9775), while gaining +0.11 dollars when betting
on the less accomplished player (1.85 * 0.6 = 1.11). For this reason, the probabilities of the
models are more important than the model actually predicting correctly whether a player
will reach the Top 10 (1) or not (0).

For these reasons, the models cannot be analysed using the regular AUC-ROC Curve
and another way for comparison needs to be introduced. It is possible to extract the
probabilities for each data point with which the player will reach the Top 10 in that
tournament. If you add all these probabilities together for one player, you will receive the
total amount of Top 10s the player will have in the tournaments he participates in. For
example, if we have a Player A who participated in five tournaments, we will get five

predicted probabilities with which he reaches the Top 10 in them.
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Table 8: Example of predicted probability and actual outcome

Player Name Predicted probability of | Actual Outcome (Top 10)

Top 10

Player A 0.45 1

Player A 0.41 0

Player A 0.38 0

Player A 0.51 1

Player A 0.52 1

Player A was predicted to reach the Top 10 2.27 times in the five tournaments (0.45 +
0.41 + 0.38 + 0.51 + 0.52 = 2.27). He actually reached the Top 10 three times (3).
The predicted percentage of Top 10s in his five tournaments was 45.4 % (2.27 / 5 = 0.454).

Player A’s actual percentage of Top 10s was 60 % (3 / 5 = 0.6). The absolute difference

(AD;) between predicted and actual percentage was 14.6 %. Taking the AD; for each player

in the testing data will provide how accurate the models are. AD; should be as close as

possible to zero (0), because then the model can accurately predict outcomes.

AD; = |P(Top10%); — A(Top10%);|

Y . P

P(Top10%); = =222
N;

Yi A

A(Top10%); = %
i

AD; = Absolute Difference between Predicted and Actual percentage for player i
P(Top10%); = Predicted percentage of Top 10s for player i

A(Top10%); = Actual percentage of Top 10s for player i

N; = Total number of tournaments played by player i

P;j = Probability of reaching Top 10 by player i in tournament

A;j; = Top 10 for player i in tournament j
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For each player in the testing data the AD; was computed. In Table 9 are significant

statistics about the differences of predicted outcomes and actual outcomes.

Table 9: Logistic Regression vs Random Forest Classifier

Statistics about the ADs’ | Logistic = Regression | Random Forest Classifier
for each ML model (LR) (RFC)

Mean (%) 5.722 4.486

Median (%) 4.561 3.441

Standard Deviation (%) 4.578 3.978

Variance (%) 20.956 15.825

Max (%) 30.160 23.660

Min (%) 0 0

Both of the machine learning models were able to use the training data to quite
accurately predict the outcomes of the players in the testing data. The model, which had a
mean AD closer to zero, performed better, because it predicted number of Top 10 Finishes
for the players during the 2019-season more accurately to the real-life outcomes. The
Random Forest Classifier -model had a mean AD of 4.486 percent, which means that on
average, the percentage of Top 10 Finishes predicted for each player was only off by 4.486
percent. In comparison, the Logistic Regression model had a mean AD of 5.722 % percent,
which is over 1.2 percent worse than the Random Forest Classifier -model. The standard
deviation of the RFC -model (3.978 %) was also significantly smaller than the standard
deviation for the LR -model (4.578 %). This means that the LR -model had a worse
performance and was also more volatile compared to the RFC -model. While both models
were able to accurately predict the percentage of Top 10 Finishes for some players in the
testing data, the RFC -model had a smaller Max AD (%). The maximum difference between
the predicted and actual percentage of Top 10 Finishes for the RFC -model was 23.66
percent, which is around 6.5 % smaller than the Max AD (%) of the LR -model.
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5 Discussion of Results

The results of the machine learning models show that it is possible to use the official
PGA-Tour statistics to make predictions for the success of the players participating on the
Tour. The predictive power of the RFC -model outperformed the LR -model quite
significantly, which is logical with Random Forests being a more complex and advanced
machine learning algorithm. Random Forest -models have been found to outperform
Logistic Regression models by academics in previous research also (Caruana & Niculescu-
Mizil, 2006). RFC -models have the advantage that they can be optimized a lot more
compared to LR -models. In comparison to the LR-model, the RFC-model has more
parameters which can be modified. Lessman et al. (2010) modified the number of trees in
the Forest and the number of variables considered at every branch of the trees for the model
to make more accurate predictions. Similar steps were taken when adjusting the RFC-model
for the PGA-Tour data.

However, all in all, both the LR and RFC -models were able to make accurate
predictions about the percentage of Top 10 Finishes the players in the testing data would
achieve. Even though the LR and RFC -models are able to make quite accurate predictions,
with the latter having a mean AD of 4.486 %, could these be used to beat bookmakers betting
odds? This is a difficult question, because the sports betting market is generally considered
to be very efficient. Is a mean AD of 4.486 % too high, meaning that the bookmakers are
able to make more accurate predictions of outcomes? The standard deviation of the RFC
model is also 3.978 percent which means that the AD of 68 percent of the players falls
between 0.508 and 8.464 percent. This is quite a wide range of ADs for over two thirds of
the players to fall into.

There are different ways of measuring success on the PGA-Tour used by academics.
This thesis uses reaching the Top 10 as the measure of success of a player, which is
significantly easier to predict than the winner of a PGA-Tour tournament. The mean AD for
predicting winners rather than Top 10’s would be higher, because there is more variance and
randomness. Previous researchers have used Top 10 as the dependent variable due to less
randomness. However, many bettors would most likely want to bet on the winners of the
tournaments as there are more betting platforms which offer this betting opportunity
compared to betting on a player reaching the Top 10. In the context of betting opportunities,

using Top 10 as the dependent variable compared to using Top 1, is inferior, but when



Discussion of Results 30

looking at the problem from an academic standpoint using Top 10 as the measure for success
makes more sense.

One of the research questions of the thesis is, what factors provide the most predictive
power to success on the PGA-Tour. Previous academic research found that GIR, Putting
Average, Driving Distance and Driving Accuracy were the statistics (Dorsel & Rotunda
2001, Wiseman & Chatterjee 2006) which correlated most with success on the PGA-Tour.

In Table 10 are listed the most important variables according to the RFC-model.

Table 10: Importance of variables in the RFC-Model

Variable Importance (%)

Top 10 Finishes - (TOP 10) 34.21%
points 18.46%
totalscoring 12.73%
Top 10 Finishes - (2ND) 4.17%
scrambling 3.54%
Final Round Performance - (%) 3.41%
Top 10 Finishes - (1ST) 3.27%
putting 3.12%
Rounds 3.07%
GIR 2.97%
Top 10 Finishes - (3RD) 2.86%
Going for the Green - Hit Green Pct. - (%) 2.33%
driving 2.29%
GIR Pct. - Fairway Bunker - (%) 2.07%
Eagles (Holes per) - (FREQUENCY) 1.51%

According to the RFC-model, the variable ‘Top 10 Finishes — (TOP 10)’ gives the
most insight for predicting a player’s probability of reaching the Top 10 in another
tournament. This makes sense as a player who has reached the Top 10 several times before
would most likely be able to accomplish the same thing again. The variable with the second
most predictive power is the variable ‘points’ which is the total amount of PGA-Tour points
the player has gained over his career. The two most important variables with the most
predictive power in the model were not combined into feature clusters using PCA, however,
the third most important variable is a feature cluster. The totalscoring-variable is created by
combining 17 of the variables from the original dataset into one feature cluster using PCA-
feature-clustering. Comparing the variable importance of the RFC-model to previous

academic research is not viable because of the feature clusters. The insight gained from
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looking at the rankings of variable importance in the RFC-model is not very significant
because many of the original variables are bundled.

‘Top 10 Finishes — (TOP 10)’ and ‘points’ are both variables which measure previous
success on the PGA-Tour. These two variables together provide over 52 percent of the
predictive power of the RFC-model. This means that players with previous success will
likely be able to succeed in the future as well. However, this also means that the model will
most likely not be able to predict new and up-and-coming players very well, who have not
participated in as many tournaments yet. New players on the PGA-Tour would get lower
probabilities, even if they had very good statistics otherwise simply because they have not
been on the Tour long enough.

One important thing to note is that the RFC-model would not have had issues with
multicollinearity like the LR-model. It could have handled the original data before any PCA-
feature-clustering was performed. If this were to be done, then the importance of the
variables could have been compared to previous academic research. However, in order to be
able to compare the results of the LR and RFC -models, the same modified data was used in
both of them.

Being able to use the historical data from the PGA-Tour to predict future outcomes
supports the argument made by Wiseman & Chatterjee (2006) that the statistics and
correlations on the PGA-Tour do not variate a lot from year to year. In their research,
Wiseman & Chatterjee found that from 1990 to 2004 the correlation between the variables
did not fluctuate a lot. This research used historical PGA-statistics from 2010 to 2018 to
predict 2019 outcomes. Even though golf has evolved as a sport and new statistics are
gathered, the findings made by Wiseman & Chatterjee still stand even though a lot more
variables were used in this research.

The previous literature examining success on the PGA-Tour fell short on real life
applications concerning how data could be used. Several academic papers focused on what
factors had the most effect on success (Davidson & Templin 1986, Belkin et al. 1994, Dorsel
& Rotunda 2001, Wiseman & Chatterjee 2006, etc.), however, there has been a lack of
papers trying to use these findings in real life applications. The findings of this thesis show,
that the same methods to predict future outcomes used in other sports like tennis (Lisi &
Zanella, 2017), can also be applied to professional golf. The thesis also provides a way to
measure how well the machine learning models are predicting outcomes over a long time

period. Other researchers can use the AD-model when trying to compare which of their
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classification machine learning models performs the best over some time period, when using

the AUC-ROC curve is not feasible.
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6 Limitations

This part of the thesis will outline the biggest limitations to the research done in the thesis.
The three main limitations of the research are:

e issue of comparing the results to other models

¢ multicollinearity issues in the training data

¢ selection of independent variables

One of the biggest limitations of the research is that the results are not comparable to
previous research done by academics. This is because the performance of the machine
learning models is done by using the AD for each of the players in the testing data set.
Usually machine learning models are evaluated using standard tools like e.g. the AUC-ROC
Curve. The results can only be looked at in a vacuum, until someone was to use a similar
way of measuring the performance of their machine learning models.

Another limitation of the research is that the training data has multicollinearity issues
even after trying to overcome them with different strategies. The VIF-score is too high to be
able to compare the models’ importance of the independent variables to previous academic
research. In order to gain any kind of insight, the multicollinearity issues of the training data
would need to be solved.

The third limitation is that it is rather complex to modify the data to fit the models.
There are so many different statistics that the PGA-Tour publishes that selecting the optimal
variables for the models becomes difficult. There are also many statistics that are similar but
not the same. Choosing the correct one of these statistics would take a lot of trial and error.
In this thesis several of these similar variables were selected based on their correlation with
number of Top 10’s. Other methods of selecting the right number of variables could have

been applied.
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7 Conclusions and Further Research

Using machine learning models to predict outcomes of sports tournaments and matches is a
topic which interests a lot of academics, bettors and bookmakers around the world. The main
research question of the thesis was whether the official PGA-Tour data could be used to
build a predictive model about players’ success in future PGA-Tour tournaments. After
modifying the original PGA-Tour data to fit both models used in the research, they were
able to use the historical statistics of the PGA-Tour to predict future success. The models
used in the research were Logistic Regression and Random Forest Classifier. The Random
Forest Classifier -model was able to outperform the much older Logistic Regression -model
quite significantly. The RFC-model had a mean AD of 4.486 percent, which means that on
average, the percentage of Top 10 Finishes predicted for each player was only off by 4.486
percent. The Logistic Regression model had a mean AD of 5.722 percent and a higher
standard deviation than the RFC-model. It is logical that the RFC-model outperformed the
LR-model as the machine learning algorithm is newer and the parameters can be modified
more. Even newer and more powerful machine learning algorithms, like e.g. XG-Boost,
could most likely outperform the RFC-model and further research could try to apply other
models as well.

Even though the models are not able to pin-point accurately predict the outcomes of
golf tournaments, the research shows that machine learning models can be used to predict
outcomes of a sport, which has more than two possible outcomes (eg. Tennis or Football).
Historically it has been very difficult to predict golf tournament outcomes and using machine
learning models can help in that regard.

Due to multicollinearity in the original data gathered from the PGA-Tour, the second
research question about what factors provide the most predictive power to success on the
PGA-Tour, could not be answered. In the initial data modification process, many variables
needed to be combined into feature clusters using PCA to be able to use Logistic Regression.
The feature clusters contained so many variables, that comparing the predictive power of the
variables to previous research done by academics was not possible. However, the variable
with the highest predictive power in the RFC-model was the number of Top 10’s the player
had. The variable with the second most predictive power was how many PGA-Tour points
the player had gathered over his career. The predictive power of these two variables in the
RFC-model is very high, which could lead to the issue that the model is not able to predict
the probabilities for up-and-coming players new to the PGA-Tour that well.
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Further research on the subject, which machine learning algorithm would best fit the
PGA-Tour or professional golf in general should be the next step. With models improving
over time, the predictive power could rise quite significantly. Improving on the mean AD of
the machine learning models could help bettors and bookmakers beat the odds of others in
the market. There are always going to be new ways to try and find inefficiencies in the
betting market and machine learning models are able to provide additional knowledge to
bettors and bookmakers. Comparing, how well the machine learning models perform
compared to bookmakers’ odds should also be done in further research. This could provide
insight into how well the machine learning models actually would perform in finding

inefficiencies in the betting market.
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