,, Aalto University
School of Electrical

Engineering

Master’s Programme in Automation and Electrical Engineering

Trust-Region Variational Autoencoders for
Multi-Agent Reinforcement Learning

Kiran Gangadharan Nair Krishnan

Master’s Thesis
2025



© 2025

This work is licensed under a Creative Commons
“Attribution-NonCommercial-ShareAlike 4.0 Interna- @ @ @ @

tional” license.



https://creativecommons.org/licenses/by-nc-sa/4.0/deed.en
https://creativecommons.org/licenses/by-nc-sa/4.0/deed.en
https://creativecommons.org/licenses/by-nc-sa/4.0/deed.en
https://creativecommons.org/licenses/by-nc-sa/4.0/deed.en

,, Aalto University
School of Electrical

Engineering

Author Kiran Gangadharan Nair Krishnan

Title Trust-Region Variational Autoencoders for Multi-Agent Reinforcement
Learning

Degree programme Automation and Electrical Engineering

Major Control Robotics and Autonomous Systems

Supervisor Prof. Dominik Baumann
Advisor Mingwei Deng (MSc.)
Date 31 July 2025 Number of pages 56 Language English

Abstract

Learning effective policies from high-dimensional observations such as images
remains a challenge in multi-agent reinforcement learning (MARL), particularly due
to sample inefficiency and representational instability. While recent advances in
single-agent settings have explored representation learning through generative and
contrastive methods, their extension to multi-agent domains remains limited. This
thesis introduces a novel framework that integrates a variational autoencoder (VAE)
with a trust-region constraint, called multi-agent trust-region variational autoencoder
(MA-TRVAE), into the MARL training pipeline. The proposed approach enables
stable and efficient learning of latent representations from pixel-based observations,
which are shared across agents for policy optimization. By constraining the encoder
updates within a trust region, the method mitigates representational drift during training
and improves overall policy stability. We evaluate the framework on vision-based
cooperative tasks within a multi-agent quadcopter control (MAQC) environment and
compare it with the baselines. Experimental results demonstrate that MA-TRVAE
achieves improved performance, scalability, and robustness in representation learning,
providing a promising direction for integrating trust-region-constrained VAEs in
multi-agent systems.

Keywords Multi-agent reinforcement learning, representation learning, variational
autoencoder, trust-region optimization, self-supervised learning, joint
optimization
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Symbols and abbreviations

Symbols
d Policy of agent i
e Mean of encoder posterior for agent i
o! Standard deviation of encoder posterior for agent i
€ Random noise sampled from N (0, I)
1) Parameters of the encoder network
W Parameters of the decoder network
0 Parameters of the policy (actor) network
B KL divergence regularization coeflicient
B2 Trust-region penalty coefficient
0 Trust-region divergence bound
Dk Kullback-Leibler divergence
0% Discount factor
n Learning rate
Operators

© Element-wise product

Abbreviations

RL
MARL

Reinforcement learning
Multi-agent reinforcement learning

Dec-POMDP Decentralized partially observable Markov decision process

CTDE Centralized training with decentralized execution
VAE Variational autoencoder

MA-VAE Multi-agent variational autoencoder

TR-VAE Trust-region variational autoencoder

MA-TRVAE  Multi-agent trust-region variational autoencoder

PPO Proximal policy optimization

MAPPO Multi-agent proximal policy optimization
CNN Convolutional neural network

MLP Multi-layer perceptron

AE Autoencoder

MAE Multi-agent autoencoder

SSL Self-supervised learning

ELBO Evidence lower bound

KL Kullback-Leibler

MAQC Multi-agent quadcopter control

PID Proportional-integral-derivative (controller)
RPM Rotations per minute

RGBD Red-green-blue with depth (image)

GNN Graph neural network



1 Introduction

In recent years, the research interest in multi-agent systems (MAS) has increased due to
their application in manufacturing, trading, autonomous vehicles, and robotics [1, 2].
However, the control of MAS has always been a challenging area since the agents have
to coordinate or compete in the environment. Moreover, existing control algorithms
require an accurate system model, which is not always [3]. In real-world systems,
since the system dynamics are partially unknown or highly complex, an accurate
system model might not be attainable. Therefore, multi-agent reinforcement learning
(MARL) can be used for learning a control policy for the MAS without the knowledge
of the system model, while simultaneously addressing the challenges of coordination
and competition that arise in a decentralized setting.

MARL algorithms learn control policies for a set of agents in a multi-agent
setting [4]. Like a single-agent reinforcement learning (RL) algorithm, the policies are
learned with a trial-and-error approach to maximize the cumulative reward. MARL
comes with a challenge of non-stationarity, that is, the environment keeps changing
from an agent’s point of view, as the state of other agents changes [4, 5]. However,
there are existing MARL algorithms, such as multi-agent deep deterministic policy
gradient (MADDPG) [6], and multi-agent proximal policy optimization (MAPPO) [7],
that can tackle this issue [4, 5].

In MARL, each agent will have their observations for the perception of the
environment state, for example, position, velocity, or heading. However, to obtain these
conventional observations, multiple sensors need to be integrated with the system.
As an alternative, images can be used to acquire the state information, which is
convenient than the conventional approach. Learning from images has a large scope
of applications, since cameras are easy to integrate with any system. Nonetheless,
it comes with challenges such as the high dimensionality of images, as images are a
collection of pixels. Existing RL algorithms are sample inefficient, which makes the
training slow and ineffective [8]. Therefore, mapping high-dimensional observations
to a lower-dimensional latent space, where the agent learns from the representation, is
a common strategy when doing RL from images.

In recent years, much work has been done in the representation learning of
single-agent systems, primarily where a variational autoencoder (VAE) is used to
map the image pixels to a latent space [8, 9, 10, 11]. There are two widely employed
methods to train the VAEs to obtain meaningful representations. One method is to
pretrain the VAE with a random policy and then train the RL agent with this fixed
parameter VAE [12, 13, 14, 15, 16, 17, 18]. Even though this method offers consistent
representation, it suffers from limited observation diversity, as data collected viarandom
policies only represent a small fraction of the entire observation distribution. The other
method is simultaneously training the VAE and the RL agent [8, 19, 20]. This approach
updates the VAE parameters continuously during RL training, exposing it to a diverse
range of observations, thereby improving representation quality for newly encountered
observations. Nonetheless, frequent parameter updates can introduce inconsistent
representations, potentially destabilizing policy learning and compromising sample
efficiency as the RL agent may perceive the same observation differently across time



steps. Although single-agent representation learning has been widely studied, there are
only a few works that have investigated it in a multi-agent setting. They use contrastive
learning to optimize agent-centric objectives and train the RL agent [21, 22]. However,
such approaches are computationally heavier than training VAEs and cannot be scaled
to a large number of agents. Thus, the application of VAE in MARL is an underexplored
area.

Despite the numerous works in single-agent representation learning, stabilizing
the training of VAE is a non-trivial problem. One possible approach is to introduce
the trust-region concept into VAE training. In RL, applying this method can stabilize
training processes by constraining parameter updates, leading to more reliable and
efficient learning algorithms such as trust-region policy optimization [23], and proximal
policy optimization [24]. Therefore, in this case also, it can lead to more stable and
reliable training of VAE and RL agents compared to state-of-the-art methods.

The aim of this thesis is to extend the VAE to map the ego-centric images to a
lower-dimensional latent space in a multi-agent setting with a trust-region approach.
The multi-agent trust-region VAE (MA-TRVAE) is trained together with the MARL
agents to learn meaningful representations of the images and thereby learn a control
policy for the MAS. To accomplish this task, MA-TRVAE and a MARL algorithm,
multi-agent proximal policy optimization (MAPPO), have been implemented along
with the training framework [7]. The developed algorithm is tested in a multi-agent
simulated environment, multi-agent quadcopter control (MAQC), and the result is
compared to the baselines [25]. However, the scope of this thesis focuses on the
application of MA-TRVAE in MARL and subsequent experiments, rather than studying
the stability of VAE training or the trust-region method.

The rest of this thesis is arranged as follows. Chapter 2 provides an overview of
the previous work carried out in both single-agent and multi-agent systems. Chapter 3
provides the theoretical framework of the concepts involved in this thesis and formulates
the research problem. Chapter 4 discusses the proposed method for the multi-agent
representation learning problem. Chapter 6 discusses the results of the experiments
performed. Finally, Chapter 7 concludes the thesis by discussing the possible shortfalls
and future work.



2 Related works

Learning control policies from high-dimensional observations, such as raw pixels, is a
central challenge in RL, primarily due to the sample inefficiency and representational
instability. To address this, significant research has focused on integrating representa-
tion learning into the RL pipeline, often through the use of self-supervised auxiliary
tasks. The goal is to learn a meaningful latent representation of the environment,
thereby making the subsequent policy learning task more efficient.

This chapter reviews the relevant research works that have been carried out in
the representation learning domain, providing the context for our proposed method.
We begin in Section 2.1 by examining literature related to representation learning in
the single-agent setting. This includes a discussion of early decoupled approaches
that pre-trained autoencoders, as well as modern joint training methods that learn the
representation and the policy simultaneously. We also survey the various classes of
auxiliary objectives, ranging from generative and predictive models to contrastive
methods that have recently gained popularity.

In Section 2.2, we extend this discussion to a multi-agent setting, where the
challenges of representation learning are compounded by the inherent non-stationarity
of MARL and scalability issues. We review the limited literature available in this
area, which has primarily focused on learning agent-centric representations through
predictive and contrastive objectives.

In Section 2.3, we compile the insights from the single-agent and multi-agent
literature to highlight their limitations and identify the research gaps. This section also
provides the motivation behind our proposed framework by analyzing why existing
methods struggle with representation stability, especially in multi-agent environments
with high-dimensional observations. We further justify the choice of using VAEs over
other representation learning approaches and explain how introducing a trust-region
constraint addresses these challenges. This discussion sets the stage for the method
proposed in the subsequent chapters.

2.1 Representation learning in single-agent RL

Early work by the authors in [12] explores representation learning in single-agent
RL by using deep autoencoders to learn features for visual RL. A critical drawback
of their method is its computational cost; it requires recalculating the features for
all previously collected experiences after every update to the autoencoder, making
the approach impractical for more complex domains. Additionally, its application is
limited to relatively simple toy problems.

Addressing this computational burden, the authors in [18] propose a more efficient
method for real-world robotics, where a deep autoencoder is pre-trained once, eliminat-
ing the need for iterative re-encoding. However, in this framework, the representation
learning and policy training are decoupled; a linear policy was trained on the static
features produced by the autoencoder. This separation is often less powerful than
end-to-end methods that optimize the representation and policy jointly.
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More recent approaches have focused on integrating representation learning directly
into the policy optimization loop using auxiliary tasks. The goal is for the agent to
learn useful features by performing additional, self-supervised tasks alongside the
main RL objective.

In [20], the authors enhance the A3C algorithm [26] on Atari by incorporating
auxiliary losses for predicting dynamics and rewards. This multi-task setup assumes
that learning the environment’s dynamics is both feasible and beneficial for discovering
a good policy. To maintain stability, they first pre-train the agent on random transitions,
then jointly optimize the policy and auxiliary objectives. Their learning is performed
on-policy, using recent rollouts for the policy loss and a small replay buffer for the
auxiliary losses. Notably, they found that, even with these precautions, adding a
B-VAE [9] to the representation learning problem is detrimental to performance.

Similarly, [19] demonstrates that unsupervised auxiliary tasks can significantly
improve the performance of on-policy agents in Atari. Of the various tasks they
introduced, Pixel Control—which incentivizes the agent to enact actions that cause
maximal change in pixel values—proves to be the most effective. However, this
task relies on a strong inductive bias, assuming that visual change correlates with
meaningful exploration. This assumption is task-specific and unlikely to generalize to
many real-world applications.

Other efforts to use a generic pixel reconstruction loss with a S-VAE for joint
representation learning also encountered difficulties. Both [27] and [15] reported
that jointly training the policy and the VAE is unstable, forcing them to resort to an
alternating training scheme similar to the earlier, less-integrated methods.

In [8], the authors utilize a deterministic autoencoder (AE) for self-supervised
learning, which outperforms the S-VAE. They also demonstrate that propagating the
actor’s gradients through the convolutional encoder hurts the performance. Therefore,
the convolutional encoders are trained only with the gradients from the critic and the
autoencoder. However, AE suffer from the inability to generate new data since they do
not have a probabilistic framework, which might affect the representational power of
the encoder in complex environments [28].

Recent advances have also highlighted the scope of contrastive and predictive
auxiliary objectives. In [29], the authors propose contrastive learning in the latent
space of state-action trajectories, achieving improved performance in pixel-based
control tasks. Instead of reconstructing the observation, contrastive methods learn
representations by pulling positive pairs (augmented views of the same observation)
closer together in the latent space, while pushing them apart from negative pairs
(representations of different observations). Data augmentation is a key component
of these methods, as it provides the different views necessary for the contrastive
objective [30]. Similarly, in [31], the authors introduce synthetic future frame prediction
without requiring action labels, using clustering-based objectives to encourage temporal
abstraction. While these approaches promote temporal abstraction, they introduce
additional model complexity and can suffer from compounding prediction errors
over time. Moreover, contrastive methods are computationally expensive due to the
need for large batch sizes and negative sampling to ensure meaningful representation
separation [30].
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In contrast to the model-free methods above, model-based RL has shown more
promise for learning from image data. Approaches based on the world model
concept [11], such as [32] and [10], have been particularly successful. These methods
learn a latent dynamics model to predict future states in a compressed representation
space, using a pixel decoder to ground this latent model in the original observation
space.

While these model-based techniques often yield substantial improvements in
sample efficiency, they introduce significant architectural complexity. They require
carefully balancing multiple training objectives—including losses for the dynamics
model, reward prediction, and image reconstruction, in addition to the policy and
value function losses. As a result, these methods are often brittle, highly sensitive to
hyperparameter settings, and challenging to reproduce.

2.2 Representation learning in multi-agent RL

Representation learning in MARL has gained increasing attention in recent years,
yet only a limited number of studies have explored this direction explicitly, such
as [22, 33, 34, 35, 21, 36], to the best of our knowledge. These works primarily focus
on integrating self-supervised objectives or structured encoders to extract meaningful
representations that aid coordination and policy learning.

In [22], the authors introduce an agent-centric forecasting objective, where each
agent learns to predict its own future position. This predictive mechanism is embedded
within an attention-based module designed explicitly for football-like simulations.
However, its applicability is largely restricted to such structured, spatially grounded
tasks. Also, [35] proposes a model-based MARL framework that utilizes graph neural
networks to form predictive state representations. In this work, agent-level embeddings
are aggregated based on the connectivity structure among agents, facilitating more
informed coordination through message passing.

In [34], the authors develop a message encoder that preserves permutation invari-
ance, enabling agents to generate shared representations from communication signals.
These representations are refined through self-supervised learning by predicting future
information and reconstructing missing content. On the other hand, in [33], the authors
treat communication as a representation alignment problem. By employing observation
autoencoding, they learn a shared communication grounding across agents, facilitating
consistency in multi-agent interactions.

The most relevant prior works are [21] and [36], which propose a representation
learning framework that encourages both temporal consistency and agent-level predic-
tion. In [21], they mask parts of the agent’s observation and employ attention-based
reconstruction along with contrastive loss to train the encoder. In [36], they utilize a
joint-embedding predictive structure that simulates the latent multi-agent environment
and facilitates cooperative learning through shared dynamics. As explained in 2.1,
predictive models and contrastive methods introduce additional model complexity and
computational expense, which is not desirable.
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2.3 Discussion and motivation

As covered in Sections 2.1 and 2.2, existing approaches in both single-agent and multi-
agent RL (MARL) have proposed different strategies to learn state representations. In
this section, we discuss the trade-offs and limitations in these approaches and motivate
the use of a VAE in multi-agent settings. We also highlight the research gap that this
thesis addresses.

2.3.1 Limitations in single-agent representation learning

In single-agent RL, representation learning has typically involved two major ap-
proaches: (1) pretraining autoencoders on data collected from random policies and
then freezing the encoder during policy training, and (2) joint training of encoders
alongside RL policies. While the first method is more stable, it is often limited by poor
coverage of the observation space, leading to representations that fail to generalize
to new states [12, 37]. On the other hand, joint training enables the encoder to adapt
continuously but can cause instability due to constant parameter updates, which may
distort the latent space and negatively impact policy learning [32, 8].

Contrastive learning has recently gained attention due to its strong empirical
performance in image-based RL tasks [38, 39]. These methods group together similar
observations and separate dissimilar ones in the latent space, often without requiring
full image reconstruction. However, they rely heavily on carefully designed data
augmentations and sampling strategies, which are not trivial to design for multi-agent
systems.

2.3.2 Challenges in multi-agent representation learning

Representation learning in MARL introduces additional challenges due to the non-
stationarity of the environment, which arises from the fact that agents are simultaneously
learning and adapting their policies. Prior works, such as [22] and [35], propose
predictive and graph-based approaches, respectively, to learn useful latent features in a
multi-agent setting. In [34] and [33], they explore message encoders and autoencoding
techniques to align representations across agents. While these works demonstrate
promising results, they often incur high computational costs and do not generalize
well as the number of agents increases.

Moreover, most existing works in representation learning for MARL focus on
contrastive or predictive objectives. Generative models, such as VAEs, have not
been widely used, likely due to their instability during joint training with policy
networks. However, generative models offer significant advantages since they learn a
probabilistic, regularized, and generative latent space representation of data, which is
valuable in partially observable multi-agent environments [40].

2.3.3 Motivation for using a variational autoencoder

There are several reasons why VAEs are more appropriate for the multi-agent rep-
resentation problem than contrastive learning. VAEs do not require positive and
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negative sample pairs, which are difficult to define in decentralized multi-agent set-
tings. Additionally, they naturally encode uncertainty by modeling latent variables
probabilistically, which is required when each agent has only partial observabil-
ity [9, 41, 42]. Since VAE models latent variables probabilistically, it can generate new
data points better than an AE, which might enhance the representational power of the
encoder. Finally, VAEs allow end-to-end training through a reconstruction objective,
which can be tightly coupled with task-specific rewards.

Despite these advantages, VAEs remain underused in MARL due to their training
instability. Joint optimization of a VAE with a policy can lead to inconsistent latent
representations, which in turn affect both value estimation and action selection [8].
Therefore, stabilizing the VAE during joint training is critical. To address this
instability, we propose adding a trust-region constraint [43, 24, 23] to the VAE training
objective. This will be discussed in more detail in the upcoming chapters.

2.3.4 Research motivation

Based on the previous discussions, it is clear that while single-agent RL has explored
numerous representation learning strategies, multi-agent RL has seen relatively little
work in this domain, particularly in the use of generative models, such as VAEs.
Existing approaches primarily rely on contrastive or predictive methods and do not
address the instability of jointly training a shared encoder across multiple agents.

To the best of our knowledge, no previous work has used a trust-region constrained
VAE for the representation learning in multi-agent settings. This forms the main
research gap that this thesis aims to address. By combining the architecture of VAE
with a trust-region constraint, the proposed MA-TRVAE achieves stable, scalable, and
consistent representation learning in MARL environments.
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3 Background and problem setting

This chapter provides the theoretical foundations necessary to understand the proposed
MA-TRVAE framework. The contributions of this thesis lie at the intersection of
MARL, VAE, and trust-region optimization methods. In this chapter, these concepts
are explained through the following sections.

In Section 3.1, we discuss the MARL concepts from the problem formulation to
the learning algorithm used in this thesis. This section formalizes the cooperative
multi-agent problem using a decentralized partially observable Markov decision
process (Dec-POMDP) framework. We also introduce the algorithmic paradigms and
components used in this thesis, including the centralized training with decentralized
execution (CTDE) paradigm and MAPPO algorithm.

After the MARL concepts, we discuss the theoretical concepts of VAEs in Sec-
tion 3.2. As this thesis focuses on learning from high-dimensional pixel observations,
VAEs serve as a critical tool for representation learning, as we discussed in Chapter 2.
This section includes the VAE architecture, its objective function known as the
evidence lower bound (ELBO), the reparameterization trick that enables its training,
and the 5-VAE.

Furthermore, we explain the concept behind the trust-region optimization method
in Section 3.3. This optimization concept provides the theoretical inspiration for our
proposed framework. We also discuss its application in policy optimization algorithms,
such as PPO, where it is used to ensure stable learning by constraining the policy
updates.

To conclude this chapter, we formulate the problem statement for the thesis in
Section 3.4. This serves as the basis for designing and analyzing the proposed
MA-TRVAE framework in the following chapters.

3.1 Multi-agent reinforcement learning (MARL)

RL provides a framework for learning an optimal policy through a trial-and-error
method. In the multi-agent setting, this framework is extended to scenarios involving
multiple agents. MARL problems exist on a spectrum from fully cooperative, where all
agents work towards a common goal, to fully competitive, and mixed-sum games [4].
This thesis focuses on the cooperative setting, where a team of agents must learn to
coordinate their actions to maximize a shared objective. Recent successes in MARL
have demonstrated the ability to achieve success in complex games, often leveraging
on-policy algorithms to train agents in parallelized environments [7].

3.1.1 Dec-POMDP

Cooperative MARL problems are often modeled using Dec-POMDPs for a team
of cooperative agents with partial observability [44]. A Dec-POMDP is defined as
(N, O, A,R, P,y), where

« N =1{1,2,..., N} is the finite set of N agents.
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e 0= Hﬁ | O' is the joint observation space, which is the Cartesian product of the
local observation spaces Q' C R? for each agent, where d is the dimensionality
of the agent’s observation vector. At any given time, the system perceives a
joint observation o = (o', 0%, ...,0") € O, where 0’ is the local observation
available to agent i.

s A= Hf\; | A’ is the joint action space, composed of the local action spaces
A’ C R? for each agent, where b is the dimensionality of the agent’s action
vector. A joint action consists of individual actions a = (al, a?,...,a" ) e A.

* R: OxA — Ris the joint reward function. In our cooperative setting, the
entire system receives a single, shared reward R(oy, a;) based on the joint
observation and joint action at timestep ?.

* P: OxAxO — [0,1] is the state transition probability function. Since the
true underlying state is unknown, this function is defined in terms of observations.
It describes the probability of the team receiving the next joint observation oy4
given the current joint observation o; and the execution of the joint action a;.

* v € [0, 1) is the discount factor.

At each time step ¢ € N, each agent observes a local observation o} € O' and takes
an action @' according to its policy 7' : 0" — A'. The next set of observations o041
is updated based on a transition probability function, and the entire team receives a
joint reward R(oy, a;). Figure 1 further illustrates the dynamics of the Dec-POMDP
model [44]. In our framework, we use the MAPPO algorithm as the policy learning
part.

3.1.2 Centralized training with decentralized execution

MARL algorithms can be broadly categorized from fully centralized to fully decen-
tralized. A fully centralized approach suffers from the exponential growth of the joint
action space. In contrast, a fully decentralized approach can be unstable because each
agent perceives a non-stationary environment as its teammates’ policies are chang-
ing [4]. The CTDE paradigm is a common and effective approach to mitigate these
issues [45]. The schematic diagram of the CTDE paradigm is shown in Figure 2 [46].

* Centralized training: During the centralized training phase, the learning
algorithm is allowed to access global information, such as the joint observations
and joint actions of all agents. This information is often used to train a centralized
critic that can learn a more accurate and stable value function—a function that
predicts the expected future cumulative reward from a given state under the
current policy—which in turn helps the learning of the individual [7].

* Decentralized Execution: During execution, each agent makes decisions using
only its local policy and observation history, without requiring communication
or access to global information [7].
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Figure 1: A detailed illustration of the dynamics of a Dec-POMDP. At each time step,
the environment occupies a global state that cannot be directly observed by individual
agents. Instead, the environment generates a joint observation through an observation
model (dashed arrows), from which each agent receives its own local observation
(solid arrows). Based on these local observations, all agents independently choose
actions. These individual actions combine to form a joint action, which then drives
the environment to transition to a new state, according to the transition model (dotted
arrows).
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Figure 2: Schematic of CTDE shown with agents’ shared policy. Each agent i uses
the shared policy mg individually to sample its own action al based on its local
observations o!. However, while training, the agents will have access to the global
information.
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3.1.3 Multi-agent proximal policy optimization

We use MAPPO as the learning algorithm in our framework because of its reliable
performance in cooperative settings as mentioned in [7]. It is also a widely used
benchmark in the representation learning for MARL [21, 36], which is also a reason
for using it in our proposed framework.

MAPPO [7] is a method for applying the PPO [24] algorithm to MARL. Each agent
in MAPPO has a representation encoder and a policy network. The representation
encoder processes the observation of one agent, and the policy network generates
an action based on the representation it produces. All agents share the parameters
of the representation encoder and policy network for training. MAPPO updates the
parameters using the aggregated trajectories of all agents. At iteration k + 1, the policy
parameters 6y, are optimized by maximizing the clipped objective,

N
Lo=)" Boawr,, |min (rc(0)Ar,, (0, ), clip(r¢(6), 1 £ T)Ar,, (0,a)) |, (1)
i=1

ng(a’lo)
o, (a']o')’
number of agents. The clip operator trims the input value to keep it within the interval
[1—7,1+ 7], where 7 is the clip parameter.

During training, MAPPO employs a centralized critic network, which uses the
joint observation to estimate a value function, V,,. This centralized value function
provides a more stable and informative advantage estimate for updating each agent’s
policy. The critic parameters are trained to minimize the temporal-difference error
using aggregated trajectories from all the agents. The critic is updated separately using
a value loss

where r;(0) = and 6y is the policy parameter at iteration k, N denotes the

Ly, =||Vi(ol,02,.....,0") = R,|)%, )

where R; is the discounted reward. This loss measures the deviation of the predicted
value from the observed return. The detailed algorithm of MAPPO is given in
Algorithm 1.

3.2 Variational autoencoders

When learning from high-dimensional observations such as images, it is often beneficial
to learn a low-dimensional representation of the observations. A VAE is a generative
model used for this purpose [9]. Itis built upon the architecture of an autoencoder (AE),
which uses two neural networks: an encoder that maps an input x to a low-dimensional
latent vector z, and a decoder that reconstructs the input X from z. While a standard AE
is deterministic, a VAE is a stochastic model where the encoder outputs a probability
distribution (the posterior p(z|x)) from which the latent vector z is sampled. The
VAE is trained by maximizing the evidence lower bound (ELBO).
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Algorithm 1 MAPPO

Initialize 6, the parameters for actor networks ﬂg and w, the parameters for
centralized critic V,,, using Orthogonal initialization [47]
Initialize replay buffer 8
Set actor learning rate @,ctor, Critic learning rate @cyigic
for each episode do
for each timestep ¢t = 1to 7 do
for each agenti = 1to N do
Observe oi
Sample action a! ~ 7/ (a|o})
end for
Execute joint action a, = (a!, a’...,al)
Collect the transition in B « (0o, a;, r;, 0111)
end for
for each mini-batch from buffer 8 do
for each agent i do
Compute actor loss £, as givenin (1)
end for
Concatenate global state [0,1, 0,2, s oﬁv ]
Compute critic 1oss Leritic (2)
Update 6, w using PPO updates
end for
end for
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3.2.1 Evidence lower bound

The ELBO objective consists of two primary components. The first component, the
reconstruction term E_ ., (z|z) [log(py (z]2))], evaluates the likelihood that the input
data x can be reconstructed from a latent variable z. This process relies on a decoder
network represented as a function 4 (-) and parameterized by ¢. The decoder’s role is
to map a point z from the latent space back to the original data space, generating a
reconstruction of x.

The second component, Dk (q4(z|x)||p(2)), is the Kullback-Leibler (KL) diver-
gence [48, 49] which acts as a regularizer. Section 3.2.2 provides a detailed explanation
of the KL divergence. The first distribution, g4 (z|x), is the approximate posterior,
which is produced by an encoder network. The encoder, defined by a function g(-)
with parameters ¢, is responsible for mapping the input data x into a distribution in
the latent space. The second distribution, p(z), is the prior distribution over the latent
variables. Therefore, the ELBO can be formulated as

Loy (%) = Ezvgy(zla) [10g(py (x]2)) = Drr(q4(z|2)[|p(2))]. 3)

A key assumption within the VAE model concerns the prior distribution, p(z). This
prior is typically chosen to be a standard multivariate normal distribution, expressed
as p(z) = N(z|0,1).

3.2.2 Kullback-Leibler (KL) divergence

KL divergence is a fundamental concept in information theory and variational inference
that quantifies the difference between two probability distributions by measuring how
much information is lost when one distribution E is used to approximate another
distribution F [48, 49]. For continuous distributions, it is defined as

F(x)
E(x)

DL (FIIE) = / F(x) log 2 g )

and for discrete distributions:

F(x)
E(x)

The KL divergence is always non-negative and equals zero if and only if F = E.
However, it is asymmetric, meaning that Dg; (F||E) # Dxr(E||F).

DkL(FIE) = ) F(x)log

xeX

(&)

3.2.3 Reparameterization trick

We need to sample z from g4(z|x) as given in (3), to compute the expectation.
However, the gradient of the expectation with respect to ¢ cannot be computed directly
because the sampling process of 2 ~ g4(z|x) is not differentiable, which prevents the
use of back-propagation to train the encoder’s parameters, ¢.

To overcome this obstacle, we employ the reparameterization trick. That is to
express the latent variable z in a way that separates the deterministic part from the
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Figure 3: Schematic diagram of the VAE.

stochastic part. We introduce an auxiliary noise variable, £, which is sampled from
a fixed, standard normal distribution. The latent variable z is then computed as a
deterministic function

Z=p+040E, (6)

where O is the element-wise product, and u4 and oy are the deterministic outputs
of the encoder network. Since the random sampling of € is now external to the
computational graph involving ¢, the entire process becomes differentiable, and we
can compute the gradient of the expectation with respect to 6 by backpropagation.
The schematic diagram of a VAE is shown in Figure 3.

3.24 f-VAE

The B-VAE is a modification of the VAE framework that introduces a hyperparameter,
B, to adjust the weight of the KL regularizer term in the loss function given in (3).
Therefore, the S-VAE loss function becomes

-Eﬁ—VAE(x) = Ez~q¢(z|m) [log(p(/,(a:|z)) - ﬁDKL(%;S(zlm) lp(2))]. (7

The value of S controls the trade-off between reconstruction quality and latent
space constraints [27].

* When g = 1, it is equivalent to a standard VAE.

* When 8 > 1, the KL term is more heavily penalized, which constrains the
latent information bottleneck and can encourage the learning of more efficient,
disentangled representations.

* When S < 1, it prioritizes accurate reconstruction over the structure of the latent
space.
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3.3 Trust-region method

Trust-region methods are a class of algorithms used for numerical optimization. The
core idea is to approximate the objective function using a simpler model within a “trust
region” around the current point [43]. The algorithm then takes a step to optimize
this model within the trusted region, after which the region is adjusted for the next
iteration.

In RL, this concept is used to ensure the stability of policy updates. Algorithms
like PPO [24] and TRPO [23] are motivated by the fact that overly large updates to
a policy can lead to a sudden drop in performance. To prevent this, these methods
constrain the size of the policy update. This constraint is typically defined as an upper
bound on the KL divergence between the policy before the update (7ry , ) and after the
update (7g),

old

DKL(”HUIL‘{H”@) < 5’ (8)

where ¢ is the trust-region divergence bound. This principle of constraining the
divergence between successive models is the inspiration for our proposed framework.

3.4 Problem setting

As mentioned in Section 3.1.1, we model our cooperative setting as a Dec-POMDP.
The goal of a cooperative multi-agent environment is to maximize the expected
cumulative joint reward over a finite or infinite number of steps [44]. Therefore, we
can formulate our maximization problem as

T
> ¥'R(os, az)] , )

t=0

max E,
Vs
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4 Trust-region multi-agent representation learning

This chapter presents the proposed method for enabling representation learning in a
multi-agent setup from high-dimensional pixel observations, utilizing the concepts
introduced in Chapter 3. To address the challenges related to sample efficiency and
stability as mentioned in Chapter 2, this thesis introduces MA-TRVAE, which is trained
together with the MARL agents. The method combines the strengths of variational
inference and trust-region updates to learn latent representations that generalize across
agents while preserving the stability of policy learning.

This thesis considers a cooperative multi-agent system, modeled as a Dec-POMDP
as discussed in Section 3.1.1. The objective of this method is to learn a control policy,
g, (a'|z!), for the system, where 2! is the lower-dimensional latent representation
of the agent’s local observation at time 7. The local observations are sampled at the
same time 7, from the replay buffer 8. A convolutional encoder gg4 is used to map
high-dimensional observations to a lower-dimensional latent space, 2! = g4 (o). Now,
it is a two-fold problem; 1) learn a meaningful latent embedding 2! and 2) use these
embeddings to learn a control policy. To fulfill this task, in this thesis, we employ a
B-VAE along with the trust-region concept in a multi-agent setting to reconstruct the
current frame as an auxiliary objective and to get a meaningful representation of the
observations. This work employs a joint training framework, where the MA-TRVAE
is trained with MARL agents.

This chapter is organized as follows. The integration of the trust-region concept into
the B-VAE is discussed in Section 4.1. An overview of the MA-TRVAE architecture,
implementation, and working is detailed in Section 4.2. The training algorithm, where
the agents learn the control policy from the representations, is explained in Section 4.3.

Figure 4 illustrates the overall architecture of the proposed MA-TRVAE framework,
showing the interaction between the shared encoder, decoder, individual actor networks,
and the centralized critic. This diagram provides a brief overview of how observations
are encoded, reconstructed, and used to learn the control policy in a multi-agent setup.
Throughout this chapter, we will refer to this diagram to explain individual components
and their roles in the training pipeline.

4.1 Trust-region approach in variational autoencoders

As discussed in Section 3.2, 5-VAEs are commonly used for mapping high-dimensional
observations to a lower-dimensional latent space, in representation learning prob-
lems [8, 10, 11]. In this approach, the VAE parameters are continuously updated
during MARL training (at each episode), exposing the model to a diverse range of
observations, thereby improving the representation quality for newly encountered
observations. Nonetheless, frequent parameter updates can introduce inconsistent
representations, potentially destabilizing policy learning and compromising sample
efficiency, as the MARL agents may perceive the same observation differently across
time steps. Therefore, we integrate the trust-region concept with a S-VAE to con-
strain the parameter updates by penalizing the deviation between successive encoder
distributions during training [24, 23].
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Figure 4: Schematic diagram of the proposed MA-TRVAE architecture. The dotted
encoder boxes represent deep copies of a single shared encoder across agents. The
parameter update paths are illustrative — in implementation, the encoder is shared
and updated with the gradients from the reconstruction J(TR — V AE), value fuction
J(V), and policy J(r;) objectives as given in (15), (18), and (17) respectively.
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Consider a shared encoder, as illustrated in Figure 4. Given an image observation
ol e RF*WXC from agent i at time 7, the encoder g, maps it to a Gaussian posterior

qs(Z|0}) = N (i, diag(a))?), (10)

where p, log(o!) = g4(0!). Using the reparameterization trick, the latent variable 2
can be written as
z = +0, 08, (11)

where & ~ N(0, I). The decoder h,, reconstructs the observation
6} = hy(2)). (12)
Therefore, the loss function of the S-VAE becomes

L = N6k — oll* +B1Dki(qs(Z10)Ip(2)), (13)

Reconstruction loss Regularization to prior

where p(z) is the prior distribution.

To ensure stable learning of latent representations over time, we introduce a trust-
region penalty that discourages changes to the encoder between training iterations.
Let g4,,,(2]0) be the encoder from the previous training step and g4, (2]0) be the
current encoder. As discussed in Section 3.3, we constrain their divergence using

DKL(q(Pnew(zlo)HQQﬁozd(z'O)) <o. (14)

This is enforced by introducing a penalty term into the S-VAE loss, which then becomes

Lip yap =180 = 0ll1* + BiDkr(qs(z10)Ip(2))
+ LoDk (gp,0 (210 qg,.(Z101)),  (15)

Trust-region penalty

where S; controls KL regularization to the prior and 3, controls the trust-region
constraint. This ensures that encoder updates remain close to previous versions,
thereby reducing instability in policy learning due to the drift in latent spaces.

4.2 Multi-agent trust-region variational autoencoder

MA-TRVAE integrates a shared encoder-decoder framework with agent-specific actor
networks and a centralized critic network for learning the policy. The encoder and
decoder are shared across all agents, ensuring consistent and generalizable feature
representations. However, each agent independently learns its policy from the latent
representation of its local observation.
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4.2.1 Encoder architecture

The encoder consists of a convolutional neural network (CNN) that extracts latent
features from raw image observations and linear layers that project the CNN features
to the latent mean and log-variance.

* Convolutional network: This network is responsible for extracting a compressed
feature vector from the high-dimensional input image. It processes the input
image, which is first normalized by scaling pixel values to a [0, 1] range,
through a sequence of convolutional layers. These layers use rectified linear unit
(ReLU) activation functions and are designed to progressively reduce the spatial
dimensions of the input while increasing the depth of the feature maps. The
output from the convolutional blocks is then flattened into a one-dimensional
vector and passed through a final linear layer and a layer normalization step to
produce a fixed-size feature embedding.

* Projection layer: This feature embedding is then fed into two separate, parallel
linear layers. One layer projects the features to produce the mean vector of
the latent distribution, while the other layer projects them to produce the log-
variance vector. These two vectors fully parameterize the posterior for a given
observation.

As shown in Figure 4, a single instance of this encoder is shared across all
components of the training architecture. This scheme ensures that both the individual
agent policies and the centralized critic learn from a consistent, shared understanding
of the environment. Each agent passes its local observation through the shared
encoder (depicted by dotted boxes) to produce a latent vector, which is used for both
reconstruction and policy learning.

4.2.2 Decoder architecture

To complement the shared encoder, a shared decoder is implemented to reconstruct the
original high-dimensional image observation from the low-dimensional latent vector 2
produced by the encoder. This decoder is a deconvolutional neural network designed
to mirror the spatial upsampling of the encoder. The reconstruction process begins by
projecting the latent vector z through a fully connected layer into a feature vector of
size 64 X H/4 x W /4, where H and W are the height and width of the input image.
This reshaped tensor is then passed through two transposed convolutional layers. The
first layer upsamples the feature map from 64 to 32 channels and doubles the spatial
dimensions from 12 X 16 to 24 X 32 using a kernel size of 4, stride 2, and padding
1. The second layer further upsamples it from 32 to C channels, reconstructing the
full-resolution image of size H X W. A Sigmoid activation is applied at the final layer
to constrain pixel intensities to the [0, 1] range, consistent with the normalization of
input observations.

As shown in Figure 4, a single decoder network is utilized for all agents; its
parameters are optimized alongside the encoder using the TR-VAE loss as given
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in (15). This encoder-decoder module is trained to create a bottleneck that forces the
latent space to capture the most salient features of the observations across the entire
multi-agent system.

4.2.3 Actor-critic architecture

As illustrated in Figure 4, the training network is structured as an actor-critic model,
with separate networks for the actor and critic, both of which leverage the shared
encoder.

Each agent is equipped with its own actor network. The actor’s forward pass begins
by taking an agent’s local observation and passing it through the shared encoder to
obtain a latent representation z. This latent vector is then processed by a multi-layer
perceptron (MLP), which is followed by an ACTLayer with two linear layers. The
ACTLayer takes the output of the MLP as input and outputs actions by learning a
Gaussian distribution, with one layer for the mean and another for the variance.

The critic network is centralized; that is, it processes information from all agents
simultaneously to estimate the value function. It receives the joint observation,
composed of the stacked observations from all agents. It processes each individual
observation within this joint state through the same shared encoder. The resulting
latent representations are then concatenated into a single vector, forming a global state
of the system. Unlike conventional critics, in this thesis, the representations of local
observations are concatenated as global state information rather than the concatenation
of raw local observations. This global state representation is subsequently processed by
the critic’s MLP, followed by an output linear layer, which outputs the value function.

4.3 Multi-agent representation learning framework

The primary component of our proposed method is the joint optimization of the
MA-TRVAE and the MAPPO algorithm. Instead of decoupling these two stages,
for instance, by pre-training the autoencoder and then freezing it, we train them
simultaneously. This approach allows the policy and value functions to provide direct
feedback to the autoencoder, ensuring that the encoder learns to generate latent features
that are not only effective for reconstruction but are also salient for the control task.

4.3.1 Training pipeline overview

Data collection and storing: Each agent interacts with the environment by performing
actions sampled from their policy network, which takes in the latent representation
produced by the encoder as input. In this thesis, this is achieved by creating multiple
parallel environments and running them simultaneously, utilizing rollout threads, so
that diverse experiences can be collected in a shorter timeframe. At each time step,
a raw image from the agent o} e RF*WXC 5 passed through the encoder g4 yielding
the latent embedding 2! = g4(of). The agent’s actor network 7T; then produces
an action distribution over the action space A;. Each agent samples its action a;
and executes it in parallel environments. The environment returns next individual
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observations Oi L1 Dext global observation [0[1 1 otz+1 - offrl] , and reward r;. These
transitions, including individual observations, global observations, actions, and re-
wards, are collected and stored in the replay buffer. These buffers are agent-specific

but synchronized temporally, ensuring that all agents’ experiences align across time [7].

MA-TRVAE updates: After every episode, the collected trajectories are batched
for training. The same sampled batch is used to simultaneously update the encoder,
decoder, actor networks for each agent, and the centralized critic. Sampling is done
in mini-batches, and training is repeated for a fixed number of epochs per rollout.
Each observation oi in the batch is passed through the encoder g4, yielding the
posterior distribution as given in (10). Using the reparameterization trick given
in (11), we sample z!. This latent 2! is then passed through the decoder hy to
reconstruct 6§. The reconstruction loss, regularization loss, and trust-region loss
are calculated, which make up the total MA-TRVAE loss as given in (15). The
dummy encoder, g4, is updated to match the new encoder, as it is necessary to
compute the trust-region KL penalty in the next update iteration. The encoder and
decoder parameters are then updated using backpropagation on the MA-TRVAE loss.

Policy optimization: Each agent’s actor uses the encoder output 2! to predict a
Gaussian distribution over actions, sampled as

a) ~ nt(al|z}). (16)

Therefore, the policy loss shown in (1) can be rewritten as

Ly = iEz,wm [min (rk(é))A,rgk (z,a),clip(ry(6),1 £ T)A,wk (2, a))] . (17)
i=1

ﬂg((liJzi )
me, (a'lz")

The centralized critic estimates the value function using the joint observation as
discussed in 3.1.3. In this thesis, concatenated latent embeddings from all agents,

where r(0) =

[ztl, ztz, - th ], are considered as the joint observation. Therefore, the critic loss
shown in (2) can be rewritten as

Ly =IVw(z}, 28, 2Y) = Ri1% (18)

Both actor and critic networks are updated using the Adam optimizer.

The training loop, illustrated in Figure 4, highlights how the encoder is updated
using gradients from multiple losses—MA-TRVAE, actor, and critic—ensuring end-to-
end learning. Also, the end-to-end training process of this multi-agent representation
learning framework is depicted in Algorithm 2, which is an updated version of the
MAPPO algorithm given in Algorithm 1.

4.3.2 Hyperparameter sensitivity and tuning

The performance of the joint learning framework is sensitive to the hyperparameters
that balance the various loss components. The careful tuning of these hyperparameters
is necessary for stable representation and policy learning.
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Algorithm 2 MA-TRVAE for MAPPO

Initialize ¢, the parameters for encoder g4 and /, the parameters for decoder A,
Initialize ¢.1q , the parameters for the dummy encoder g4 ,,, with ¢
Initialize 6, the parameters for actor networks ng and w, the parameters for
centralized critic V,,, using Orthogonal initialization [47]
Initialize replay buffer 8
Set trust-region parameter S3,, actor learning rate @,cor, Critic learning rate @cyigic
for each episode do
for each timestep ¢t = 1to 7 do
for each agenti = 1to N do
Observe o!
Encode 2! « g4(ol)
Sample action a! ~ 7! (a|z})
end for
Execute joint action a, = (a!, a'...,al)
Collect the transition in B « (o, as, 1, 0s41)
end for
for each mini-batch from buffer 8 do
for each agent i do
Encode: (ui,log(qf)) — g¢(o§)
Reparameterize: 2z, = ) + o, © &, ~ N(0, )
Reconstruct: 8} = hy (2!)
Compute LTrvag as given in (15)
Compute actor loss £, . as given in (17)
end for
Concatenate global latent state [ztl, ztz, s z[N ]
Compute critic loss Leritic as given in (18)
Update ¢, ¢ using LrvAE
Update 6, w using PPO updates
end for
Update ¢oiq < ¢
end for
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The trust-region weight, 5,, is a hyperparameter introduced in our method, which
constrains the change in latent space and influences the stability of the training. A
high 3, value yields a very stable yet slowly evolving representation. The encoder
is penalized for deviating from its previous state, which can be beneficial in the
early stages of training. However, it also prevents the encoder from adapting to new,
important features discovered later in training, potentially leading to a suboptimal
representation of the state and policy. A low 3, value enables the encoder to adapt
quickly, behaving more like a standard jointly trained VAE. But this reintroduces the
representational instability that the trust region aims to solve, potentially destabilizing
the policy learning process. Therefore, a careful tuning of 3, is required for a stable
and effective training.

The VAE prior weight, 8 controls the standard KL-divergence term that keeps the
latent posterior towards a standard Gaussian prior. A high 8 value encourages a more
structured and potentially disentangled latent space. This can improve generalization
but may come at the cost of reconstruction quality. A low ; value enables the latent
space to model the data distribution more flexibly, potentially leading to improved
reconstruction. Still, it risks a less disentangled latent space that is harder for the
policy to interpret.

There are other hyperparameters associated with MAPPO. In [7], the authors have
demonstrated the effect of these hyperparameters, which we have acknowledged in our
framework. In single-agent RL, it is a common practice to train for many epochs over
small mini-batches of data [24]. However, in MARL, this frequent reuse of samples
can be detrimental due to non-stationarity [7]. Therefore, we use fewer training epochs
and larger mini-batches to ensure stable gradient estimates from fresher data. Another
hyperparameter is the PPO clipping ratio, which controls the size of policy and value
function updates. While a larger value might speed up initial learning, it often leads to
suboptimal policies [7, 24]. A smaller clipping ratio is generally recommended for
achieving stable and optimal policies in MARL.

The specific hyperparameters used in our framework and experiments are briefed
in Section 5.1.3, and were chosen based on a combination of prior literature [7, 8, 21],
empirical tuning, and ablation studies. We further investigate sensitivity to the
trust-region coefficient in Section 6.4.
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5 Experiments

This chapter presents the evaluation of the proposed MA-TRVAE framework through
a series of experiments. The experiments are designed to test the following in a
cooperative multi-agent setting that utilizes high-dimensional observations, such as
images:

* Does introducing a VAE or AE to the multi-agent representation learning
problem lead to a more effective joint learning of representation and policy?

* Does the introduction of trust-region constraint to VAE’s objective function
lead to more stable joint training?

* Is the proposed algorithm scalable and robust?

This chapter is organized as follows. The experimental setup is detailed in
Section 5.1, where it explains the simulator used to validate the proposed algorithm,
different kinds of multi-agent tasks, baselines for comparison, hyperparameters used,
implementation of the algorithm, and how the training is done. Sections 5.2, 5.3,
and 5.4 explain the experiments conducted for testing out the stability, effectiveness,
robustness, and scalability of the proposed algorithm, through which we intend to
answer the research questions. Experiments in Section 5.2 evaluate the performance of
MA-TRVAE, in the joint learning of representation and policy, which is compared with
the baselines. These experiments also investigate whether introducing an autoencoder-
based framework improves the stability of training. Section 5.3 experiments evaluate
the robustness of the MA-TRVAE framework by studying the effect of noise during
the joint training. Finally, in Section 5.4, a thorough study has been conducted to
understand the scalability of MA-TRVAE by changing the number of agents in an
environment..

5.1 Experimental setup

To evaluate our proposed algorithm, MA-TRVAE, a MARL benchmark that supports
vision-based observations is needed. Only a limited number of benchmarks in MARL
offer support for vision-based observations. One such platform is MAQC, which is
an open-source OpenAl Gym-like simulator that facilitates control of multi-agent
quadcopters [25]. A sample rendering of the environment is shown in Figure 5.

Each agent in the MAQC environment receives an RGBD video frame e RO48x4
as an observation. The observations are captured from a camera mounted on the drone
toward the positive direction of the local x-axis. The ego-centric observations captured
by a drone at a random timestep are shown in Figure 6. In this environment, there
are multiple action settings, including DYN, RPM, and PID. The RPM action setting
allows agents to directly command motor speeds. In contrast to this, in the DYN
action setting, agents produce torque values that determine motor speeds. Finally,
the PID mode enables agents to output control inputs to a PID controller, which then
calculates the appropriate motor speeds. In this thesis, we evaluate MA-TRVAE on
two cooperative tasks, flock and leader-follower, in both DYN and PID settings.
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Figure 5: Multi-agent quadcopter control environment.
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Figure 6: Sample ego-centric observation from the drone.
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5.1.1 Multi-agent tasks

In this section, we briefly describe the two multi-agent tasks, named flock and leader-
follower, in MAQC. Letx; = (x;, y;, z;) be the position coordinates, r; be the individual
reward, and R = Zfi | i be the team reward of i-th agent.

* Flock: In the flock scenario of MAQC, the objective is for the first agent to keep
its position as close as possible to a predefined location (e.g. p). The individual
reward for the first agent is

r1=—llp-xill3. (19)

The individual rewards for the remaining agents are determined by their ability
to track the latitude of the preceding agent. The reward is defined as

ri=—(yi—yi-1)% (20)

fori =2,3,..., N. That is, all drones need to follow the first drone in a line.
Figure 7 shows the flock formation task captured during the MARL training.

* Leader follower: In the leader follower scenario of MAQC, the goal is to train
the follower drones to track the leader drone. The leader drone is expected to
keep its position as close as possible to a predefined location. The individual
reward for the leader drone is

r1=—llp-xill3. (21)

The individual rewards for the follower drones are determined by their ability to
track the position of the leader drone. The reward is defined as

1
ri = il = xalls, (22)
fori = 2,3, ..., N. That is, all drones need to keep close to the leader drone.
Figure 8 shows the leader-follower task captured during the MARL training.

5.1.2 Baselines

Baselines such as MAPPO [7] and MA2CL [21] are selected for comparison, as they
have demonstrated good performance in MARL environments. Since the proposed
algorithm is built upon MAPPO, it is a good way to demonstrate the improvement
over the base algorithm. As discussed in 2, MA2CL is one of the few studies done in
the field of multi-agent representation learning and the state-of-the-art method, which
makes the comparison relevant. Note that here the MA2CL is used with MAPPO
rather than multi-agent transformer [50] as the auxiliary loss, since the base algorithm
of the proposed method is MAPPO for a fair comparison. Additionally, the trust-region
VAE is compared to the vanilla VAE method [9] and AE to investigate the impact of
trust-region constraints on joint training. The hyperparameters are kept consistent with
those used in the original papers for a fair comparison. A total of four random seeds
were used to obtain the mean and standard deviation of various evaluation metrics,
such as episode rewards.
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Figure 7: Flock formation task. Figure 8: Leader-follower task.
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Table 1: Common hyperparameters used for all methods.

Hyper-parameters Value Hyper-parameters Value

Yy 0.99 optim eps 1e-6
max grad norm 0.5 gain 0.01
hidden layer dim 64 entropy coef 0.01
use huber loss True rollout threads 20
episode length 200 batch size 4000
stacked frames 1 training threads 16

Table 2: Hyperparameters used for MA-TRVAE, MA-VAE, MA-AE, MA2CL, and
MAPPO.

Algorithm | A TRVAE MA-VAE MA-AE MA2CL MAPPO
Parameters
critic Ir 5e-3 5e-3 5e-3 5e-3 5e-3
actor Ir 5e-4 5e-4 5e-4 5e-4 5e-4
ppo epochs 5 5 5 5 5
ppo clip 0.2 0.2 0.2 0.2 0.2
num mini-batch 4 4 4 4 4
num hidden layer 2 2 2 2 2
A / / 1e-06 / /
B 1e-07 1e-07 / / /
B2 1e-06 / / / /

5.1.3 Hyperparameters

Table 1 contains the common hyperparameters used during the thesis. All the
hyperparameters are related to the base MAPPO Algorithm 1. Table 2 shows the
hyperparameters used for each algorithm in the experiment.

5.1.4 Implementation and training

Our code is mainly based on the MAPPO implementation'. The MA-TRVAE code
architecture is adapted from the single-agent TR-VAE implementation”. The joint train-
ing is performed on the Aalto scientific computing clusters known as Triton [51]. An
NVIDIA A100 GPU of 80 GB memory on the cluster is used for this purpose; more de-
tails about the environment setup and training scripts are given in the GitLab? repository
of this thesis.

To evaluate the proposed MA-TRVAE framework, three types of experiments are
conducted. The first objective is to evaluate how the MA-TRVAE framework improves

Thttps://github.com/marlbenchmark/on-policy
Zhttps://github.com/kmajoinen/tr-vae
3https://version.aalto.fi/gitlab/cyber-physical_systems/multi-agent_trust_region_autoencoder
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the stability, efficiency, and effectiveness of joint training. The second experiment is
conducted to assess the robustness of the algorithm, specifically to test how it performs
in the presence of noise. The third experiment tests the scalability of the algorithm by
doing the training with a varying number of agents.

5.2 Experiment 1: Joint representation learning

The first experiment is designed to evaluate whether the proposed MA-TRVAE
framework improves the joint learning of latent representations and control policies
in a cooperative MARL setting, when compared with baselines. In particular, the
following research questions are investigated.

* Does using a VAE-based representation (MA-VAE) and AE-based represen-
tation (MA-AE) yield better sample efficiency than using raw images directly
(MAPPO)?

* Does introducing a trust-region constraint (MA-TRVAE) to the VAE objec-
tive further improve stability, sample efficiency, and final policy performance
compared to MA-VAE?

* Does the joint training of the encoder, decoder, actor, and critic, as mentioned
in Section 4.3, contribute to better task-specific representations?

In this experiment, the number of agents is set to four in both the multi-agent tasks,
flock and leader-follower, as mentioned in Section 5.1.1. Algorithm 2 is tested in
the MAQC environment and compared to the baselines given in Section 5.1.2 with
the hyperparameters given in Table 1 and Table 2. As mentioned in Section 5.1,
experiments are done in two action settings, DYN and PID. The Flock formation task
with PID action setting is trained for two million steps, whereas the leader-follower
task with PID action setting is trained for one million training steps. However, the
flock formation with the DYN action setting is trained for three million steps. The
episode return is averaged over the number of rollout threads, that is, the number of
parallel environments.

5.3 Experiment 2: Experiment with noisy observations

In the real world, sensors mounted on physical agents are often subject to various
noise sources, such as illumination changes, motion blur, occlusion, or sensor artifacts.
Therefore, a robust multi-agent learning framework must not only perform well under
clear observations but also retain performance when faced with degraded visual input.
This experiment investigates the robustness of the MA-TRVAE framework when agents
are trained under noisy observation conditions. In particular, the following research
questions are investigated.

* Can MA-TRVAE maintain policy performance and stability when noise is added
during training?
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* How do different types of noise addition affect the training framework and the
final policy?

To investigate these research questions, this experiment is designed in two different
ways, as follows, based on how the noise is added.

 Shared noise: A single random Gaussian noise distribution is sampled for each
timestep and added uniformly to all agents’ observations,

ol=o0 +& &~N(0,0°I). (23)

This simulates environment-level noise, such as lighting shifts or global occlu-
sions, that affect all agents identically. The experiment is performed by taking
o =10.

* Agent-specific noise: Each agent receives the random Gaussian noise indepen-
dently with different standard deviations,

oi=0l+&, & ~N(0,0). (24)

This setting simulates localized sensor noise, which will be different for the
agents. The experimentis performed by taking oy = 10, 09 =5, 03 =2, 04 = 5.

These noisy observations &' are passed to the shared encoder g4, which learns latent
representations z! = g¢(6§). The rest of the training pipeline remains the same. This
experiment is conducted in the flock formation task with the PID action setting as
mentioned in Section 5.1, over two million training steps. The number of agents is set
to four.

5.4 Experiment 3: Scalability test

The third experiment is designed to evaluate the scalability of the proposed MA-TRVAE
framework when the number of agents in the system increases. In real-world scenarios,
such as swarm robotics and distributed sensor networks, algorithms must remain
stable and perform well even as the number of cooperative agents grows. Thus, this
experiment investigates how increasing the number of agents affects the stability and
convergence.

To evaluate the scalability of the algorithm, a set of experiments is conducted
where the number of agents is varied across {2, 5, 6}. This experiment is conducted
in both the multi-agent tasks mentioned in Section 5.1, using both DYN and PID
action settings. However, flock formation is trained for two million training steps, and
leader-follower is trained for one million training steps.

38



6 Results

This chapter presents the empirical findings from the experiments designed in Chapter 5.
The primary goal of these experiments is to validate the central hypotheses of this
thesis: that a trust-region VAE framework can enhance the stability, sample efficiency,
and overall performance of MARL from high-dimensional pixel observations. The
results are organized to address the research questions posed earlier in a systematic
manner.

In Section 6.1, we present the results of experiments designed in Section 5.2, which
evaluate the core performance of the MA-TRVAE in joint representation learning tasks.
We compare our proposed method, MA-TRVAE, to baselines including MA-VAE,
MA-AE, MAPPO, and the state-of-the-art MA2CL, across different multi-agent tasks
and action settings.

The results of the experiments designed in Section 5.3, which assess the robustness
of our framework, are detailed in Section 6.2. We analyze the performance of
the autoencoder-based methods when subjected to both shared and agent-specific
observational noise, providing insights into the method’s viability for real-world
applications where sensor data is imperfect.

Following this, Section 6.3 explains the results of the scalability tests from
Section 5.4. These results demonstrate how the performance of MA-TRVAE and the
baselines is affected as the number of agents in the environment increases, a critical
benchmark for any MARL algorithm.

Finally, in Section 6.4, we present an ablation study on the sensitivity of our
framework to its hyperparameter, the trust-region weight 8. Through a series of
learning curves and quantitative comparisons, this chapter provides empirical evidence
to validate the effectiveness of the proposed method.

6.1 Result 1: Joint representation learning experiment

As explained in Section 5.2, this experiment was conducted to evaluate the joint repre-
sentation learning capability of the proposed algorithm. We compare its performance
to the baselines in the Flock and Leader-Follower tasks.

In Figure 9, the performance of the MA-TRVAE is evaluated in the flock formation
task with the PID action setting, by comparing it to MA-VAE, MA-AE, MA2CL,
and MAPPO. MA-TRVAE shows superior performance compared to state-of-the-art
MA2CL and MAPPO, as clearly visible in the figure. This result suggests that the
shared encoder was able to learn useful visual features quickly, giving the policy
a meaningful representation to work with from the early stages of training. Even
though all the autoencoder-based frameworks converge to a similar final reward, the
proposed MA-TRVAE exhibits the most stable learning curve, with the lowest variance,
and converges smoothly to a high final reward. The training curves of MA-AE and
MA-VAE show higher variance, indicating periods of instability that are mitigated by
the trust-region constraint in the MA-TRVAE.

In Figure 10, the performance of MA-TRVAE is evaluated in the leader-follower
task with the PID action setting, comparing it to MA-VAE, MA-AE, MA2CL, and
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Figure 9: Episodic reward vs. training step plot for the flock formation task with PID
action setting. We see that our framework, MA-TRVAE, has the minimum variance,
maximum sample efficiency, and the highest final reward compared to the baselines.
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Figure 10: Episodic reward vs. training step plot for the leader-follower task with
PID action setting. We see that all the autoencoder-based frameworks have similar
final rewards, significantly outperforming the other two baselines. We also see that
our framework has the minimum variance and maximum sample efficiency during the
joint training.

MAPPO. Since this was an easier task, the algorithm converged in fewer steps when
compared to the flock formation task. MA-TRVAE exhibits excellent performance,
particularly in comparison to MA2CL and MAPPO. Although the final rewards of
MA-TRVAE, MA-AE, and MA-TRVAE are comparable, the proposed algorithm shows
better performance in terms of variance and stability. This result reinforces the finding
that the trust-region constraint is a key factor for reliable training.

To conclude this experiment, in Figure 11, MA-TRVAE is evaluated in the flock
formation task with the challenging DYN action setting by comparing it to the baselines,
as shown in Figure 11. We can see that both state-of-the-art MA2CL and MAPPO
have failed to learn the representation in this setting. However, MA-AE, MA-VAE,
and MA-TRVAE are learning representations, even though they are sample-inefficient.
We can see that MA-TRVAE exhibits more stable learning and achieves the highest
final reward compared to the baselines, demonstrating the potential of the proposed
algorithm.

In all the parts of this experiment, MA-AE, MA-VAE, and MA-TRVAE have sig-
nificantly outperformed MA2CL and MAPPO. In addition, MA-TRVAE demonstrated
great stability, lower variance, and higher sample efficiency compared to MA-AE and
MA-VAE in all aspects. From this experiment, we can arrive at two findings; 1) it is
clear that introducing a generative model, such as an autoencoder, to the representation
learning algorithm enhances sample efficiency and overall performance, and 2) the
trust-region constraint introduced in MA-TRVAE, has a significant influence in reliable
and effective joint representation learning.
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Figure 11: Episodic reward vs training step plot for the flock formation task with DYN
action setting. We see that the baselines such as MA2CL and MAPPO have an unstable
policy learning curve, which ends up in learning ineffective policies. However, we see
that all the autoencoder-based frameworks have a stable learning curve. Our proposed
framework, MA-TRVAE, has the minimum variance, maximum sample efficiency, and
the highest final episode reward when compared to other frameworks.

42



Shared noise

_25<
_50<
el
_
© —751
=
[0}
o
o —1001
©
[}
(%2}
3 -1251
w
~150
—— MA-VAE
_175] —— MATRVAE
—— MAAE
0.00 0.25 0.50 0.75 1.00 1.25 1.50 1.75 2.00
Steps le6

Figure 12: Episodic reward vs. training step plot for the flock formation task with
PID action setting, where a shared noise is added to the observations. We see that
all the autoencoder-based frameworks are robust enough to learn an optimal control
policy with noisy observations. Even though MA-VAE has the highest final reward
in this experiment, we can observe that our proposed framework, MA-TRVAE, has a
comparable final reward, with minimum variance and maximum sample efficiency.

6.2 Result 2: Experiment with noisy observations

As explained in Section 5.3, this experiment was conducted to evaluate the robustness
of the proposed algorithm.

In Figure 12, the robustness of the MA-TRVAE is evaluated by introducing a
common noise to the observations of the agents and comparing with MA-AE and
MA-VAE. We can observe that all of them are robust enough to converge to a good final
reward, even with noisy observations. However, as shown in the figure, MA-TRVAE
exhibits lower variance compared to MA-AE and MA-VAE, which is an expected
characteristic of trust-region methods [43].

To conclude this experiment, instead of adding a common noise, agent-specific
noise is added to evaluate the robustness of MA-TRVAE in a more realistic setting,
as shown in Figure 13. Like the previous experiment, all of them show a robust
performance, and MA-TRVAE shows lower variance compared to MA-AE and MA-
VAE.

6.3 Result 3: Scalability test

As explained in Section 5.4, this experiment was conducted to evaluate the scalability
of the proposed algorithm, an important benchmark for any MARL algorithm.

The scalability of the proposed algorithm has been studied by changing the number
of agents in the environment. The scalability of MA-TRVAE is compared against that
of MA-AE and MA-TRVAE. This experiment has been conducted in three parts: with
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Figure 13: Episodic reward vs. training step plot for the flock formation task with
PID action setting, where an agent-specific noise is added to the observations. We
see that all the autoencoder-based frameworks are robust enough to learn an optimal
control policy with agent-specific noisy observations. Unlike the previous experiment
shown in Figure 12, all the autoencoder-based frameworks are converging to a similar
final reward. However, our proposed framework, MA-TRVAE, has a stable learning
curve with minimum variance and maximum sample efficiency.
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Figure 14: Episodic reward vs. training step plot for the flock formation task with PID
action setting where the number of agents is set to two. We see our proposed framework
performs well when compared to the other autoencoder-based frameworks. MA-TRVAE
is the most stable training curve, which has the minimum variance, maximum sample
efficiency, and the highest final reward.

two agents, five agents, and six agents, as shown in Figures 14, 15, and 16 respectively.

With two agents, all the methods are converging to a good final reward. However,
in terms of variance, stability, and sample efficiency, MA-TRVAE outperforms other
baselines. We can observe in Figure 14 that MA-AE and MA-VAE are not stable
towards the end, unlike MA-TRVAE, which is very stable throughout the training.

With five agents, again, all the methods are converging to a good final reward.
However, in Figure 15 we can observe that MA-TRVAE has the lowest variance during
training, which demonstrates the reliability of the method as it scales.

In Figure 16, we can observe that MA-TRVAE has the least variance, the most
stability, the most sample efficiency, and the highest final reward. This demonstrates
that as the cooperative multi-agent problem becomes harder, the stability provided by
the trust-region constraint becomes increasingly important. The instabilities of the
baseline methods are amplified by the increased complexity, causing their performance
to degrade, whereas the MA-TRVAE scales more effectively.

6.4 Ablation study: 3, sensitivity

To study the impact of the hyperparameter 8, on MA-TRVAE, we conduct an ablation
study in which we run experiments with different 8, values while holding other
parameters constant.

The ablation study has been conducted in two multi-agent tasks: flock formation
and leader-follower, both with PID action setting. In both tasks, three S, values are
tested. In Figure 17, we can see that, when 5, = 1 X 1076 and Br=1x 1072, the
algorithm performs well. However, at 8> = 1 x 107, we can observe high variance and
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Figure 15: Episodic reward vs. training step plot for the flock formation task with
PID action setting where the number of agents is set to five.We see that all the
autoencoder-based framework converges to similar final rewards, which signifies that
they work well with two agents. However, our proposed framework, MA-TRVAE, has
the minimum variance during training.

Scalability test - 6 agents
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Figure 16: Episodic reward vs. training step plot for the flock formation task with PID
action setting where the number of agents is set to six. Unlike the experiments shown
in Figure 14 and 15, this experiment shows the superior performance of our proposed
method. MA-TRVAE converges to the highest final reward, with minimum variance
and maximum sample efficiency, with the most stable training curve, compared to
other autoencoder-based frameworks.
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Ablation study: MA-TRVAE f3, sensitivity (Flock)
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Figure 17: Episodic reward vs. training step plot for the flock formation task with PID
action setting with varying 8, values. We see that, when 8> = 1 x 1073, MA-TRVAE
fails to learn an optimal policy. When B2 = 1 x 107 and B, = 1 x 1075, it learns an
optimal policy. However, it shows a high variance when B2 = 1 x 107°, which suggests
that the algorithm performs better when 82 = 1 x 1075.

comparatively lower sample efficiency. Also, when 8, = 1 x 1073, the algorithm fails
to converge to an optimal policy. This is because of the effect of the 8, hyperparameter.
As mentioned in Section 4.3.2, 3, constrains the change in latent space. Therefore,
lower 3, values make the MA-TRVAE more similar to a vanilla VAE, and higher 3,
values lead to a suboptimal policy. This can also be observed in Figure 18.

To understand the impact of the trust-region coefficient 8, on representation
learning, we visualize the MA-TRVAE posterior loss across the training as given
in (15). From Figure 19, we can observe how the posterior loss evolves with the
training steps in the flock formation task. When g, is high, the total loss remains high
and saturates early. This means that the encoder is overly restricted, resulting in poor
reconstruction improvement and less adaptive latent spaces. When £ is low, the loss
decreases faster, due to minimal regularization. However, the absence of trust-region
constraints may lead to unstable latent encodings and high variance. A similar kind of
observation can be seen in Figure 20 as well.

These ablation results demonstrate that a moderate trust-region constraint leads to
the most stable and efficient encoder updates. It allows sufficient adaptation without
overfitting or latent drift, improving both representation quality and policy performance
in multi-agent tasks.
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Ablation study: MA-TRVAE S, sensitivity (Leader-Follower)
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Figure 18: Episodic reward vs. training step plot for the leader-follower task with PID
action setting with varying 8, values. Like the experiment shown in Figure 17, similar
observations can seen here. We see that, when B, = 1 x 1073, MA-TRVAE fails to
learn an optimal policy. When 8> = 1 x 107° and > = 1 x 1075, it learns an optimal
policy. However, it shows a high variance when By = 1 X 107°, which suggests that
the algorithm performs better when 2 = 1 x 107°,

Ablation study: MA-TRVAE (3, sensitivity (Flock)
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Figure 19: Total posterior loss vs. training step plot for the flock formation task
with PID action setting with varying 8, values. This plot shows the reason for the
suboptimal performance of MA-TRVAE shown in Figure 17, when 8 = 1 x 107, We
see that the total posterior loss of the MA-TRVAE does not decrease after a point and
remains high.
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Ablation study: MA-TRVAE f, sensitivity (Leader-Follower)
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Figure 20: Total posterior loss vs. training step plot for the leader-follower task
with PID action setting with varying 8, values. This plot shows the reason for the
suboptimal performance of MA-TRVAE shown in Figure 18, when 8 = 1 x 1073, We
see that the total posterior loss of the MA-TRVAE does not decrease after a point and
remains high.
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7 Conclusions

Learning control policies directly from pixels remains one of the primary challenges
in RL, and this challenge is further amplified in multi-agent systems due to the
decentralized observations and policies. Multi-agent systems, such as drone swarmes,
autonomous delivery fleets, or industrial robots, operate under high-dimensional
observations, including images. These systems must perceive their environment, learn
meaningful representations, and coordinate actions in a decentralized manner, all
under noisy and partially observable conditions.

This thesis addressed this research problem by proposing a novel framework,
MA-TRVAE, tailored for MARL to learn control policies directly from raw pixels. We
proposed a joint optimization framework that combines representation learning and
policy optimization. Unlike conventional S-VAEs, which enforce regularization to
a fixed prior, MA-TRVAE additionally introduces a KL constraint between consec-
utive encoder posteriors, ensuring smooth and bounded changes in the latent space
across encoder updates. This helps mitigate latent drift, a well-known problem in
representation learning.

The framework is implemented with a shared encoder and decoder, decentralized
actor networks for each agent, and a centralized critic to compute value estimates.
During training, the encoder is optimized using gradients from three objectives: the
MA-TRVAE loss, the actor loss, and the critic loss. This allows the encoder to produce
meaningful representations with temporal stability, which is crucial for MARL to learn
an optimal control policy.

We evaluated the MA-TRVAE framework on two cooperative multi-agent tasks,
flock formation and leader-follower. In the flock formation task, agents must maintain
a formation, while in the leader-follower task, one agent leads the team, and the others
must follow the leader’s trajectory. Experiments were conducted using the MAQC
simulator, under both raw and noisy visual observations, to test the robustness of the
framework.

The experimental evaluation showcased the superior performance of the MA-
TRVAE framework. The proposed framework consistently achieved higher episodic
reward, lower variance, and higher sample efficiency compared to all the baselines.
Furthermore, under noisy observations, MA-TRVAE maintained robust performance
and demonstrated stability. This demonstrates the effectiveness of the trust-region
constraint introduced in the method. It further reiterates the finding that the shared
encoder is capable of capturing task-relevant features despite the decentralized nature
of the observations. Finally, the overall design of MA-TRVAE proves to be scalable
and efficient, as the shared parameterization and joint optimization allow the method
to extend to a larger number of agents.

In summary, this thesis provides an approach to multi-agent representation learning
that integrates trust-region constraints with VAE. It provides a sample-efficient,
scalable, and stable training pipeline for learning an optimal control policy for a
multi-agent system directly from raw pixels.
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7.1 Limitations

While the proposed MA-TRVAE framework demonstrates promising performance,
it also has some limitations. The current approach is designed for an on-policy
MARL algorithm, which can be sample-inefficient in high-dimensional environments.
Additionally, MAPPO is currently being used as the learning algorithm, which is also
a trust-region method. This may restrict the agents from exploring the environment
more, as it clips the policy parameter change. Although the shared encoder generalizes
well across agents, it may fail to capture heterogeneous agent dynamics in a mixed
cooperative multi-agent setting. This framework also has the limitations of an MARL
algorithm, which is associated with the communication between agents, real-world
deployment, and scalability problems. In this method, it is considered that the agents
communicate with each other without any constraints. However, in the real world,
this is not the case due to the network’s bandwidth restrictions. Although it has some
limitations, this framework opens up a wide array of future research opportunities in
learning, coordination, and control under high-dimensional partial observability.

7.2 Future work

One possible way for future work is to integrate this MA-TRVAE framework with
an off-policy MARL algorithm, such as MADDPG. In this way, sample efficiency
can be enhanced further compared to the current implementation. Additionally, by
integrating MA-TRVAE with non-trust-region MARL algorithms, more data can be
collected through increased exploration, resulting in improved encoders and more
meaningful representations. Another research direction would be to enable inter-agent
communication via latent space. That is, agents can share the representations instead
of the raw observations. This method can reduce communication overhead, thereby
facilitating efficient performance. An extension to this work would be the addition of
a bandwidth constraint to the communication. That is, at a given time, only a fixed
number of agents can communicate with each other, unlike the current implementation,
where all agents can communicate simultaneously.
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