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Abstract

In X-ray tomography, the inner structure of an object is reconstructed based on X-ray
projections taken from different perspectives. In general, the number of projections
should be kept low in order to limit the dose of radiation. The reconstruction
problem with a limited number of projections is an ill-posed inverse problem and
the reconstruction quality is affected by the choice of projection geometries, i.e., the
experimental design. This thesis considers Bayesian inversion and Bayesian optimal
experimental design in X-ray tomography.

The application of a Gaussian prior results in an offline optimization of the
projection geometries without feedback from any measurements, whereas a total
variation (TV) prior leads to an online optimization that promotes reconstructions
characterized by areas with almost constant values and clearly defined edges. This
thesis presents the derivation of the so-called lagged diffusivity iteration which leads
to a Gaussian approximation of the TV prior. The main contributions are (1)
a convergence proof for the lagged diffusivity iteration in discrete X-ray imaging,
(2) derivation of a gradient that can be applied in the optimization of projection
geometries, and (3) numerical experiments employing the proposed gradient and
analogously derived second order derivatives.

Although the proposed gradient is mostly sufficiently accurate, excessive numerical
errors can appear locally. Gradient descent suffers from convergence to local optima
in the long run, which can be countered to some extent by using multiple random
initializations. Statistically speaking, the errors in the gradient seem to have minor
impact on the reconstruction errors while they make the efficient use of line search
methods difficult. Excessive errors in the analogously derived Hessian presumably
make the use of Newton’s method infeasible.

Keywords X-ray tomography, inverse problem, Bayesian inversion, Bayesian optimal
experimental design, A-optimality, D-optimality, total variation,
edge-promoting prior, lagged diffusivity iteration, gradient descent
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Tiivistelma

Rontgentomografiassa kappaleen sisainen rakenne rekonstruoidaan eri suunnista otet-
tujen rontgenprojektioiden avulla. Yleisesti ottaen projektioiden lukumaéra tulisi
pitda pienend sateilyannoksen rajoittamiseksi. Rekonstruointitehtavé rajatulla méa-
ralléd projektioita on huonosti asetettu inversio-ongelma ja valitut projektiosuunnat,
toisin sanoen koeasetelma, vaikuttavat rekonstruktion laatuun. Tama tyo késittelee
Bayesilaista inversiota ja Bayesilaista optimaalista koeasetelmaa rontgentomografias-
sa.

Gaussisen priorin kiayttaminen johtaa optimointiin ilman palautetta mittauksista,
kun taas totaalivariaatiopriorin kayttaminen johtaa optimointiin, joka kayttaa mit-
tausdataa ja suosii ratkaisuja joissa on tyypillisesti ldhes vakioarvoisia teravareunaisia
alueita. Ty0Osséd johdetaan niin sanottu viivytetyn diffuusion iteraatio joka tuottaa
Gaussisen approksimaation totaalivariaatiopriorille. Tyon padkontribuutiot ovat (1)
suppenemistodistus viivytetyn diffuusion iteraatiolle diskreetissa rontgentomografias-
sa, (2) projektiogeometrioiden optimointiin soveltuvan gradientin johtaminen ja (3)
tyossé esitettyd gradienttia ja vastaavalla tavalla johdettuja toisen asteen derivaattoja
kasittelevat numeeriset kokeet.

Vaikka tyossa esitetty gradientti on paddasiassa tarpeeksi tarkka, suuria numeerisia
virheitd voi esiintya paikallisesti. Gradienttihaku karsii pitkéssa juoksussa paikalli-
siin minimeihin suppenemisesta, mité pystyy tiettyyn pisteeseen saakka valttdméaan
kayttamalla useita satunnaisia alustuksia optimoinnille. Tilastollisesti gradientin
virheilla nayttaisi olevan vain pieni vaikutus rekonstruktion virheisiin, joskin ne teke-
vat viivahakumenetelmien tehokkaasta kaytostd vaikeaa. Suuret virheet vastaavalla
tavalla johdetussa Hessen matriisissa tekevéat oletettavasti Newtonin menetelmasta
kayttokelvottoman.

Avainsanat Rontgentomografia, inversio-ongelma, Bayesilainen inversio, Bayesilainen
optimaalinen koeasetelma, A-optimaalisuus, D-optimaalisuus,
totaalivariaatio, reunoja korostava priori, viivytetyn diffuusion iteraatio,
gradienttihaku
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Notation and abbreviations

Notation

Q object domain

1 radiation intensity

U attenuation

R projection matrix

Y measured data

N discretization parameter of €2

n number of pixels in the discretization, n = N?

N(A) null-space of matrix A € R™*", N(A) = {x e R" : Az =0}

T probability density function

r covariance matrix

N(xz|p,T) probability density function of a normal distribution with mean p and

covariance I' evaluated at point =

X ~ N(u,T) variable X follows a normal distribution with mean p and covariance I'

|- l2 the Euclidean norm

|- |lF the Frobenius norm

(,)F the Frobenius inner product

Amin(A) the smallest eigenvalue of matrix A

N the natural numbers, {1,2,3,...}

I\ the natural numbers including zero, {0,1,2,3,...}

0 the X-ray projection angle

S the lateral displacement of the X-ray projection

w width of the X-ray projection

%4 the finite element space spanned by the nodal basis functions {¢, };L:l
Abbreviations

cT computerized tomography

OED  optimal experimental design

TV total variation

ROI  region of interest

pr prior

post  posterior

CM  conditional mean

MAP maximum a posteriori

ML maximum likelihood

KL Kullback-Leibler

FD

finite difference



1 Introduction

Inverse problems, as the name suggests, are problems in which the goal is to invert
some operation. That is, given an operator f : x +— y and some output y, the
task is to find = such that f(x) = y. Often times y corresponds to some physical
measurement of a phenomenon of interest while the variable = takes the role of
explaining the measurement. The unknown x is usually difficult to observe or to
measure directly, and the task is to determine x via the available measurement y
which contains uncertainties.

Typical to inverse problems is that they are ill-posed. According to the definition
by Jacques Hadamard, a well-posed problem defined by measurement y and function
f satisfies the following properties [1]:

1. a solution exists,
2. the solution is unique,
3. the solution depends continuously on the data .

A problem which fails to satisfy any of the three properties is called an ill-posed
problem.

An example of an inverse problem is seismic tomography, where models on the
Earth’s interior are constructed based on measurements on the surface of the Earth
[2, 3]. Tt is evident that measuring the properties deep in the interior of the Earth
directly is infeasible. Instead, a network of sensors on the Earth’s surface is used to
record, e.g., the arrival times and amplitudes of the waves caused by large enough
earthquakes [4]. This corresponds to the observed data y which implicitly contains
information on the medium through which the waves travel [4]. The inverse problem
is to reconstruct the three-dimensional elastic velocity field of the Earth based on the
data collected on several earthquakes [4]. It is worth noting that the scientists tackling
seismic tomography do not only use such measurements in the inversion process
but they also employ prior information and assumptions. For instance, ever since a
spherically symmetric model of the Earth’s interior was constructed, motivated by
the layered structure caused by the gravity, the main focus has been on estimating
lateral deviations from this model [3].

Similar to seismic tomography, X-ray tomography [5], which is considered in this
thesis, is an inverse problem where the goal is to reconstruct the inner structure of
an object. However, in X-ray tomography the measurements are based on X-ray
projections. Namely, the measurement y corresponds to the total attenuation of
X-rays passed through the object of interest, and the descriptor x is the point-wise
attenuation coefficient within the object. Again, x explains the measurements while
being difficult to measure directly with non-destructive strategies. The reconstruction
is made based on X-ray projection data collected from multiple perspectives, and
prior information or assumptions on the object can be used to, hopefully, enhance
the reconstruction.

Intuitively speaking, it is plausible that if sufficiently wide X-ray projections
were taken from all around the object, the inner structure of the object could be
reconstructed precisely. This is indeed the case since an analytical inversion formula



exists under reasonable assumptions [5, 6]. In computerized tomography (CT), the
object is scanned with a dense set of scanning angles which results in comprehensive
projection data. Numerical solvers, which are based on the inversion formulas, can
be applied to obtain a reconstruction from such complete data. However, when the
data is incomplete, namely, if measurements are available only from certain viewing
geometries, the problem becomes considerably more ill-posed [7] and one needs to
resort to different solution methods.

Inverse problems are typically tackled with either so-called classical or statistical
methods. The classical methods aim at finding a point-wise estimator of the solution
x by inverting the operator using so-called regularization methods which usually take
into account the level of noise in the measurement via some deterministic argument.
The statistical methods for their part aim at solving the problem by deriving a
probability distribution, by means of Bayes theorem, which assigns probabilities for
all possible solutions. While finding a point-wise estimator may be computationally
less expensive than deducing a probability distribution, statistical methods allow
comparing the probabilities of different solutions and deriving regions where the
solution lies with a given probability.

One way to enhance the performance of solution methods in inverse problems is to
optimize the experimental design. Optimal experimental design (OED) is a growing
field of research, and in many applications, such as electric impedance tomography and
seismic source inversion, OED corresponds to the optimization of sensor locations
and even the number of used sensors [8, 9, 10, 11]. In X-ray tomography OED
corresponds to optimizing the projection geometries of the measurements, aiming
at enhancing the accuracy of reconstructions. In CT, no optimization is required,
apart from controlling the photon energy and time of exposition, since the collected
data is comprehensive. However, collecting such data comes at the cost of higher
radiation exposure. Indeed, in medical X-ray tomography the main motive for
using fewer measurements is to limit the radiation exposure of the patient, although
measurements also have a monetary cost and it is of interest to minimize those costs.

In the Bayesian OED approach, optimality is defined in terms of an expected
loss/gain, where the loss/gain function varies according to the definition of optimality.
For instance, A-optimality considers minimizing a standard quadratic loss, while
D-optimality considers maximizing the Kullback-Leibler divergence between posterior
and prior distributions, which corresponds to maximizing the expected information
gain. These are the two concepts of optimality considered in this thesis.

This thesis considers Bayesian OED in X-ray tomography and solves the recon-
struction problem using statistical inversion methods. OED in X-ray tomography
has previously been considered in [12, 13, 14]. The earliest of the three, [12], consid-
ered offline optimization with A-optimality based on training data using gradient
descent in the optimization. Sequential optimization of projection geometries was
considered in [13] with both A- and D-optimality criteria using a Gaussian prior
which resulted in an offline optimization without proper feedback from measurements.
Online optimization with feedback from the measurements was then considered in
sequential optimization with A-optimality in [14]. This was accomplished by applying
a total variation (TV) prior that promotes reconstructions which are characterized



by areas with almost constant values and clearly defined edges. However, both [13]
and [14] use an exhaustive search approach in the optimization, leaving the use of
differentiation-based optimization methods unconsidered. While [12] applied gradient
descent, it was based on optimizing only the projection angle in an offline scenario
whereas also the lateral displacement of the source-detector pair was considered in [13]
and [14]. Furthermore, [14] presents the so-called lagged diffusivity iteration in the
context of discrete X-ray tomography, while, to the best of the author’s knowledge,
its convergence hasn’t been established in this particular application.

The main contributions of this thesis are (1) a proof for the convergence of
the lagged diffusivity iteration in discretized X-ray imaging, (2) the derivation of a
gradient that can be applied in the search for optimal projection geometries, and (3)
numerical experiments employing the gradient and analogously derived second order
derivatives.

The numerical experiments suggest that the gradient contains numerical errors
which have, statistically speaking, minor effect on the optimization. Meanwhile, the
technique for deriving the gradient doesn’t seem to be sufficiently accurate to be
applied to the Hessian, at least in the tested problem settings. Optimization with
gradient descent using the proposed derivative and random initializations tends not to
converge to global optima in the long run, which seems to increase the reconstruction
errors in comparison to the optimization with the exhaustive search. However, the
results show that this can be dealt with to some extent by using multiple random
initializations in gradient descent. Meanwhile, taking this approach increases the
computational cost of the optimization linearly in the number of initializations.

The rest of this thesis is organized as follows. Section 2 covers the basics of
a mathematical model of X-ray tomography and the different possible scanning
setups. Section 3 for its part covers the basics of Bayesian inversion. Section 4
considers the background of Bayesian optimal experimental design and how it is
applied to X-ray tomography with different prior models. Section 5 goes through both
the exhaustive and differentiation-based approaches for optimizing the projection
geometries. Section 6 presents the numerical experiments where the accuracy of the
derivatives derived in Section 5 and their applicability in optimization are evaluated.
Finally, Section 7 gives the concluding remarks of the thesis.



2 X-ray tomography

2.1 Basic principles

Tomography is a procedure where a model of a given object is reconstructed based on
projections in lower dimensions. For example, under certain assumptions, the three-
dimensional structure of an object can be reconstructed based on two-dimensional
projections. In practice, tomographic information is obtained by analyzing some
type of waves that penetrate the examined object.

In X-ray tomography, the projections are based on measuring the attenuation
of X-rays in the object of interest. This is accomplished by emitting X-rays with
given intensity from one side, passing radiation through the object and measuring
the intensity on the other side. When projections are performed from multiple
perspectives, useful information on the structure of the object can be reconstructed [5].

The rate of intensity loss within a one-dimensional object {2 C R can be modeled
with the first order linear differential equation

dl
ds
where [ is the intensity of the ray, u : £ — R, is the attenuation coefficient which

determines the absorption within the object and % is the rate of intensity loss. The
solution [ is found by integrating the differential equation with respect to s as

Tl g, / (t) dt (2.1)
— | E&=dt= | u . .
so I(t) 50

This equation, (2.1), defines the attenuation of an X-ray within the object 2. That
is, the absorption within the object is equal to the loss in the logarithmic intensity.
Since the rays from a point-wise radiation source propagate radially, the rays are
essentially one-dimensional and the attenuation equation generalizes to two- and
three-dimensional objects 2 C R", n = 2,3 as

—ul,

Inl(sg) —Inl(sy)=

Inly—Inl = /Luds, (2.2)
where L is the path between the two points with known intensities Iy and /. This
model does not account for the scattering of photons, but it is still sufficient for most
practical purposes.

In X-ray tomography, the intensity / corresponds to the value measured at the
detector while I, gives intensity of the emitted X-rays. The system of equations
arising from measurements along lines {L;}",, from which the unknown w is to be
solved, is given by

InI§" —In 1M = f, uds,

: (2.3)
InI{™ — 1™ = [, wuds.

This system of equations can be approximated with a system of finite-dimensional
linear equations by discretizing the integral operators on the right-hand side.



A standard technique in illustrating the projection data in X-ray tomography is to
represent the measurements as a so-called sinogram. It is a figure where each column
of pixels is defined by each projection and each row is defined by the measurements
obtained from a single detector. The projections in a sinogram are taken from all

angles. For instance, the sinogram of the simple object in Figure 1a is shown in
Figure 1b.
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(a) (b)

Figure 1: (a) A simple rectangular object with a constant attenuation coefficient.
(b) The sinogram corresponding to the object. The columns represent individual
measurements collected from all around the object, rows correspond to individual
detectors and the values give the loss in the logarithmic attenuation. The first and
last measurements on the left and right of the sinogram correspond to horizontal
projections.

2.2 Scanning setup

In X-ray tomography, the X-ray projections, based on which the reconstruction is
carried out, can be collected in different ways according to the requirements and
restrictions of the given imaging problem. For example, the number, angles and
beam coverage of the X-ray projections may be limited [15].

In CT, which is widely used in medical imaging, X-ray images are taken from all
around the object in a two-dimensional plane while the object, or patient, can be
moved with respect to the measurement plane to obtain three-dimensional data. On
the contrary, for example in some mammography applications, the set of available
projection angles may be limited if the detector plane is fixed in place [15]. Conse-
quently, the X-ray projections can only be taken from certain angles. This scanning
setup is called limited-angle tomography.

The width of the X-ray beam may also limit the data acquired in imaging
when independent beams do not fully cover the object. If one is only interested in
reconstructing a subsection of the object, i.e. the region of interest (ROI), using
more narrow X-ray beams is desired in order to limit the radiation to the rest of the
object [5]. This scanning setup where only a subsection, the ROI, is reconstructed is



called local tomography. The opposite case where ROI is the whole domain is called
global tomography [15].

The number of X-ray images has a direct impact on the dose of radiation inflicted
on the patient since more images imply a higher dose. Naturally, a smaller radiation
exposure is desired, which leads to the preference of using fewer X-ray images. This is
called sparse tomography. The trade-off is that a limited number of X-ray projections
results in less information on the object and makes the reconstruction more difficult
and sensitive to measurement noise [7]. However, this issue with stability can be
countered by utilizing prior information in the imaging problem. For instance, as in
this thesis, the TV prior can be used to enforce solutions that are characterized by
areas with almost constant values and clearly defined edges.

Figure 2 compares the scanning setups used in CT and sparse X-ray tomography.
In CT, where projections are taken from all around the object, a reconstruction based
on the system of equations (2.3) can be found using, e.g., the filtered back-projection
algorithm [5, 6]. These reconstruction methods, however, fail to provide sufficiently
accurate reconstructions when applied in sparse tomography [15]. Reconstruction
problems arising from sparse tomography are ill-posed and require different solution
methods that are more successful with incomplete data. This thesis considers sparse
tomography and the reconstructions are based on Bayesian inversion.

X-ray source X-ray source
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b\ ’ \\ //
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(a) (b)

Figure 2: Comparison between CT and sparse X-ray tomography. The black dots
represent the positions of the X-ray source utilized in the data acquisition and
the detector plane is rotated accordingly around the circle. (a) CT with a dense
set of equiangular projections. (b) Sparse X-ray tomography with a sparse set of
equiangular projections.

In this thesis, the X-ray projections are modeled with parallel X-ray beams and
the corresponding scanning geometry is illustrated in Figure 3. Other scanning
geometries include fan and cone beam tomography, see [5, 15], which are more



realistic than the parallel beam setup since beam sources tend to emit radiation
radially. Note that in parallel beam tomography the measurements are symmetric to
180 degree rotations of the source detector pair, whereas this is true for neither cone
nor fan beam tomography.

Figure 3: In parallel-beam tomography, the X-ray beams travel in parallel from the
source to the detectors. The whole system, including the source and the detectors
can be rotated and laterally translated. [14]

2.3 Discretized problem

In the finite-dimensional version of the reconstruction problem, the object €2 is
discretized into pixels, or voxels, €2;; and the unknown attenuation coefficient u
is assumed to be constant within each pixel. Throughout the thesis, the object
under consideration is a 2D unit square domain © = [0, 1] x [0, 1] with a uniform
discretization into n = N? pixels (2;; following the grid parameter h = 1/N, as shown
in Figure 4. This choice doesn’t arguably cause loss of generality in 2D tomography
since the area of interest can be scaled to fit within €.

As depicted in Figure 4b, one convention for indexing the pixels is the column-wise
linear indexing, namely {€2;}7_,. That is, the pixels are indexed as if they formed a
vector consisting of the stacked columns of the pixel matrix. Starting the indexing
from the left-hand side of the grid, this results in the top left and bottom right
pixels having indices 1 and n, respectively. Another way is to index the pixels with
subscripts as €;;, as if the pixel grid was a matrix. Both of these indexing conventions
are used in this thesis depending on the context.

When the domain and the unknown attenuation are discretized, the result is a
discrete version of the integral operator in (2.2). That is, as in [15], the attenuation
equation corresponding to an X-ray along line L is given by

Inly—Inl =~ u|LNQy,

J=1



where |L N €2;| denotes the length of the line segment of L within pixel €2;, and
u € R™ is the discretized version of the unknown attenuation coefficients.

Collecting multiple measurements over lines {L;}/"; results in a system of linear
equations Ru = y where the measurement vector y € R™ and the X-ray projection
matrix R € R™*" are defined by y; = In Ié” —InI® and R;j = |L; N Q;|. That is,
each row in the matrix corresponds to one of the measurements and each column
corresponds to one of the pixels in the grid.

The computation of the projection matrix, i.e., the lengths |L; N ;| of the line
segments within pixels, can be accomplished by finding the intersection points between
ray lines L; and the grid lines of the discretization. To this end, a parametrization
of the ray lines needs to be defined.

N 1 |N+1
Domain*. 5 s
Source N — \
! \\ 3 9 N
\
ll’ \ S /\\
\ 2N
)

\

(a) (b)

Figure 4: (a) Parallel-beam tomography scanning setup with a discretized domain
[14]. (b) The domain Q = [0, 1]* discretized into an N-by-N pixel grid and an X-ray
depicted in blue passing through it. In this case N = 10 and the pixels €2; are
indexed according to the column-wise linear indexing. The ray can be parametrized
with respect to the center point (%, %), signed angle 6 and signed lateral displacement
s. In the figure both § > 0 and s > 0.

The parametrization of each line L; can be defined with respect to the domain
center (3, 3) by defining the signed angle 6 € [—%, Z] between the vertical axis and
the ray, and the signed distance s between the domain center and the ray. According
to Figure 4b, by simple geometric arguments, this results in the parametrization

%+scos¢9+tcos<0+%> F—i—scose—tsine (2.4)

r(t) = = : :
%+ssin0+tsin<0+g) 3 +ssinf +tcosd

Now, the matrix entries R;; = |L; N ;| can be derived by finding the intersection
points between the ray lines L; and the planes v = £ and y = &, 7 =0,1,..., N
that define the pixelization, and computing the distances between the intersection



points. For instance, for the vertical planes x = % the intersection points are found
by solving for ¢ in the expression of the xz-coordinate r(t) as

1 /1 j
b= aala oot =)

which leads to the intersection points (%, rg(tj)>, j=0,1,...,N.

The intersection points of a given ray are determined and sorted according to
the line parameter t. Based on this, the center points of the line segments within
each pixel can be deduced. The center points indicate which pixels the line segments
belong to and thereby determine the correct entries in the X-ray projection matrix
R where the computed values are substituted.

The system Ru = y arising from the discretization is ill-posed in the case of a single
projection. Indeed, since in R € R™*" the number of detectors m is considerably
lower than the number n of pixels, i.e., m < n, by the Rank-nullity theorem one
obtains

nullity(R) = n —rank(R) > n —m > 0.

This means that the null-space N(R) will be high-dimensional, which implies that
the solutions, if they exist, are highly non-unique since any vector from the null-space
can be added to a known solution. Namely, for u € R" satisfying Ru = y and
uy € N(R) it holds that

R(u+uy) = Ru+ Ruy =v.

The existence of solutions for an arbitrary y € R™ can, however, be guaranteed
with reasonable assumptions on the relationship between the scanning geometry and
the discretization. That is, in parallel-beam tomography with sufficient distances
between the rays, e.g., greater than v/2h in the 2D case, the pixels intersected by
each ray are not intersected by any other ray. Since each row in the projection matrix
corresponds to a measurement and each column to a pixel, this means that each
of the natural basis vectors {e;}!", will appear as a column of R with appropriate
scaling. Hence, R has full rank.

Similar analysis for the linear system arising to multiple projections is not as
straightforward. However, the number of rows in the projection matrix equals the
number of detectors times the number of projections, and as long as this number is
considerably lower than n and the projections geometries are distinct, the matrix is
likely to have full rank and a non-trivial null-space.
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3 Bayesian inversion

3.1 Prior, likelihood and posterior

In Bayesian inversion, inverse problems are solved from a probabilistic point of
view. That is, instead of trying to solve the problem y = f(z) directly by finding
a point-wise estimator for  based on an observation y, Bayesian inversion assigns
probabilities for all possible solutions x based on both y and prior information or
beliefs concerning .

In Bayesian inversion, the unknown variable x and the observed data y are modeled
as random variables. Furthermore, the forward model y = f(z) is accompanied
with an explicit representation of the measurement noise which is also defined as a
random variable. Namely, the inverse problem is modeled as Y = f(X, E) where
Y, the random variable representing the measurement, depends explicitly on both
the unknown X and the measurement noise E according to the function f. This
model complies with the intuition that given realizations of the unknown X and the
measurement error F/, the observation can be found deterministically, i.e., y = f(z,e).

While a suitable noise model is problem specific, additive noise is a common
choice. That is, assuming additive noise and forward model y = f(z), which defines
the relationship between the unknown x and the observation y without noise, the
model becomes

Y =f(X)+E.

In X-ray tomography, the model y = f(z) = Az is linear and additive Gaussian noise
is often used. These choices imply the model

Y =AX+E, (3.1)

where E ~ N(Mnoisea Fnoise)-

The inversion is based on Bayes theorem which encodes the logic of how the prior
information is updated based on the observed data. Namely, Bayes theorem states
that the prior belief on how the unknown z is distributed can be updated into a
posterior distribution according to

(Y | 2)mpe ()

) (3.2)

m(z|y) =
where m(x|y) is the posterior probability density function, m(y | z) is the likelihood
function, 7, (x) is the prior probability density function and 7(y) is the marginal
likelihood. The likelihood function encodes the forward model and the measurement
into the inversion, whereas the prior reflects the understanding of the solution prior
to measurement. The marginal likelihood for its part is only a normalizing constant
since by marginalization one obtains

w(y) = [ wley)de= [ wly|e)m(o) do. (33)

The form of the posterior depends on both the likelihood function and the prior.
When both the prior and the posterior belong to the same probability distribution
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family, the prior is called conjugate to the likelihood function. Using conjugate priors
allows for tractable posterior distributions. That is, when conjugate priors with
closed forms are used, the posterior will have a closed form which makes conjugate
priors a preferable choice. For instance, if the likelihood function follows a Gaussian
distribution and the prior is a Gaussian, the posterior is also a Gaussian.

Different priors correspond to different beliefs or assumptions on the solution.
Many different priors exist and have been used for medical inverse problems [15]. The
main focus in this thesis is on the Gaussian and TV priors. A zero-mean Gaussian
prior A (0,T,) reflects the understanding that the solution should be relatively small
in the squared norm influenced by I',, since the prior favors solutions closer to origin.
The covariance matrix I',, can, for example, be defined by

2
(Cy)y = 17 p(‘W) (3.4
where [ > 0 is the so-called correlation length, n > 0 is the pixel-wise standard
deviation, and z; and x; are the center coordinates of the corresponding pixels €2; and
(2;. This covariance matrix sets greater covariance on the attenuation values of pixel
pairs (£2;,€2;) which are located closer to each other than those located far apart,
which essentially favors smoothly behaving solutions. The TV prior is discussed in
Section 4.3 in the context of optimal experimental design in X-ray tomography.

Assuming the linear model (3.1) with Gaussian noise, the likelihood function
m(y|x) is given by a Gaussian distribution. That is, when z is given, we have
Y = Az + E with E ~ N (ptnoise, I'noise) Which implies that the distribution of Y is
only shifted with respect to E as

ﬂ-(y | (L’) = N(?/ | Az + Hnoise> Fnoise) ,

according to the properties of distributions under linear transformations. Since a
Gaussian prior is conjugate to a Gaussian likelihood, if the prior is a Gaussian, the
posterior is also a Gaussian.

The exact form of the posterior can be found using Bayes theorem. That is, since
the marginal likelihood is a constant, the posterior distribution satisfies

m(x|y) o< w(y | z) mpe ().
Now, in the case of a linear model with additive Gaussian noise and a Gaussian prior
X ~ N (popr; Tpr), the form of the Gaussian posterior can be found by completing the
squares according to the square completion formula B.1. Namely,
m(z|y)

x 7(y | z)mp ()
1 _ 1 _

X eXP(—2(y — Az — ,U/noise)TFnolise(y — Az — ,unoise) - 5(1: - ,upr)TFpr1 <$ - Npr))
1

o exp( =" (I + AT A) &4 (AT (y = i) + Ty i) )

1 _
X exp(—z(x - /’LPOSt)TFpolst(x - Mpost)>a
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where

1

Tpost = (Tp! + ATk 4) (3.5)

noise

Hpost = Fpost(ATF;olise (Y — fnoise) + F;rlﬂpr) ) (3.6)

and the excluded scaling coefficient doesn’t depend on x. The derivation used
the symmetry of F;rl and T’ which follow from the properties of covariance
matrices. Now, since by (3.2) and (3.3) the posterior distribution integrates to one,
based on the properties of Gaussian distributions the correct scaling coefficient is
(27) "% (det Tpost) "2 and, hence, 7(z | y) = N (x| fipost Lpost)-

Alternative forms for the posterior mean and covariance exist. Namely, applying
the Woodbury matrix identity [16], the posterior covariance (3.5) and mean (3.6)

can be equivalently written as
-1
Tpost = e = Dpe A (AT AT 4 Togiee) AT, (3.7)
-1
Hpost = Hpr + I_‘prAAT (AFprAT + I‘noise) (Z/ — MHnoise — Aﬂ'pr) ) (38)

as shown in Appendix B.2.

Depending on the dimensions of the problem, the latter formulas may be more
attractive. Indeed, if A € R™*" where m < n, the dimensions of the matrix to be
inverted are m x m in the latter formulas, whereas using the former expressions
would require inverting I',, € R™", T'\ e € R™*™ and F;rl + AT L A e R,

If the inverse of the posterior is of interest, the first formulas may come in handy,
especially if n < m, since the outermost inversion need not be computed.

3.2 Estimators

While the solution of the statistical inverse problem is given by the posterior dis-
tribution which describes the probabilities of each solution, explicit solutions are
still of interest. Point-wise estimators can be deduced from the posterior to acquire
explicit solutions for the inverse problem. The most common estimators include
the conditional mean estimate xcy, maximum a posteriori estimate xyap and the
maximum likelihood estimate xygr,.

The conditional mean (CM) estimate zcy is defined as the expectation of the
posterior distribution, namely,

xom = E[X | y] :/Rnxﬂ(x]y)dx.

Accurate or even rough evaluation of ¢y can be tricky in high dimensional problems,
both analytically and with quadrature rules. Hence, approximate approaches, such as
Markov chain Monte Carlo methods, which rely on sampling the posterior, are often
considered to evaluate the CM estimate. However, for distributions with known, e.g.,
Gaussian, structure the CM estimate may have a closed form.

The maximum a posteriori (MAP) estimate xpap, as indicated by the name, is
given by x that maximizes the value of the posterior probability density function.
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That is,

Tpap = argmax 7(z | y).
TER™

The intuition is that the MAP estimate represents the most likely solution = in the
light of posterior belief, while strictly speaking all point-wise estimators have a zero
probability measure in a continuous setting. In general, similar to the CM estimate,
the evaluation of z\ap requires solving an optimization problem while closed-form
solutions exist for distributions of certain form.

The maximum likelihood (ML) estimate zyy, is given by the maximum of the
likelihood function, namely,

xyp, = argmax w(y | z).
TzER™
The evaluation of the ML estimate, as the evaluation of the MAP estimate, may
be as straightforward as evaluating a closed-form expression or it may require an
optimization procedure to find the maximizer. The interpretation of the ML estimate
is that it is given by the solution x which is most likely to have produced the
observation y assuming the given forward and noise models. Another interpretation
is that xyy, is the MAP estimate under an (improper) constant prior distribution
since if m, () = C with C' > 0, then

_ m(ylz)-C _ _
Typap = argmax ————— = argmax m(y | x) = Ty-
z€R™ m (y) z€R™

Each of the estimators have their downsides. For instance, in the case of a
multi-modal posterior distribution, the CM estimate may fall in-between modes
where the probability mass is low, whereas the MAP estimate finds a maximum. On
the other hand, the MAP and ML estimates may be non-unique and might not even
exist. Meanwhile, the CM and MAP estimates can have the same value, which is
the case with a Gaussian posterior m(x |y) = N (@ | fipost, I post) since both the mode
and the mean are given by fipes. Note also that unlike the CM and MAP estimates,
the ML estimate is not based on the posterior distribution and it doesn’t consider
the prior information in any form.

In the case of a linear model with additive Gaussian noise and a Gaussian prior,
there is a close relationship between the MAP (and CM) estimate and regularization
methods. Namely, with the noise distributed as N'(0,5%I) and the prior distribution
defined by N(0,~2T"), the posterior is of the form

1 1 _
m(z|y) exp(—Hy — Az|5 - —2xTF 1x>.
o v
Since the exponent function is monotonic, this leads to a minimization problem
i lly— Ael3 + 5| Lol 39
min fly = Azllz + S5l Ll (3.9)

that is equivalent to the problem of finding the MAP estimate. Here I'"! = LTL
and the objective function is called the Tikhonov functional. The first term is called
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the data fit term which aims at fitting the unknown x to the data y, while the
second term is a regularizing term which controls the weighted norm of the solution
vector x. Namely, in an inverse problem with non-unique solutions, the regularizing
term restricts the search for solutions into the neighborhood of the origin and, thus,
prevents large (near) null-space components in the solution. In particular, as I' is
positive definite, (3.9) is uniquely solvable.
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4 Optimal experimental design

In two-dimensional X-ray tomography, an experimental design corresponds to the
design parameters p = [6, s] of each ray in a projection. Since in parallel-beam
tomography the rays propagate in parallel directions, the angle 6 is the same for all
rays while their distance s; from the domain center is ray-dependent. This means
that the design parameters of a single projection are given by [0, s1, ..., s;,] where m
is the number of detectors or rays in the projection. Assuming the detectors and the
radiation source form a fixed body and that the rays are evenly spaced, the design
parameters that define a projection are p = [0, s| where 6 is again the projection
angle and s gives the common shift for the rays with respect to a reference position.
Our choice is that when s = 0, the mean of the lateral ray positions is located at

the domain center (%, %) The space © x S C R? of possible projection geometries
with projection width w € (0, 1] and problem domain © = [0, 1]? is basically limited
to © = [-Z, 2] and S = [—15%, 15%], while subsets can also be considered if some

202 2 0 2
projection geometries are infeasible or undesired.

An experimental design which is optimal according to some definition is called
an optimal experimental design. In CT, where the projections are taken from all
around the object resulting in comprehensive imaging data, no such optimality
considerations are needed. However, in sparse tomography where a limited number
of projections is considered, the reconstruction quality is more sensitive to the choice
of the experimental design. The problem considered in this thesis is finding the
sequentially optimal design parameters {pi}f-v:z’l for a given number of projections
N,. To make the distinction, sequentially optimal projections are not necessarily the
same as globally optimal projections since their selection follows a greedy approach.

In the Bayesian experimental design approach [17], the definition of an optimal
design is based on finding the design parameters p that maximize the expectation
of a utility function u(zx,y,p) with respect to the unknown x and the measurement
y corresponding to a measurement model f(z) = y. Namely, the optimal design
parameters p are defined as the maximizer of

Up) =Exyp [uXYop)] = [ [ ey p)n(eylp)dedy.  (41)

where the joint probability density can alternatively be given with respect to the
posterior distribution as m(x,y|p) = 7(x |y, p)m(y|p). Several different optimality
definitions following different utility functions w exist. This thesis considers the
definitions of both A- and D-optimality from the Bayesian optimal experimental
design point of view. While more general definitions for A- and D-optimality exist in
information theory, these are not within the scope of this thesis.

Section 4.1 presents the derivations for the target functions corresponding to A-
and D-optimality. D-optimality is presented mostly for the sake of completeness,
since all analysis and numerical tests in Sections 5 and 6 are carried out using
the A-optimality criterion. Section 4.2 applies the two optimality criteria in the
sequential optimization of projection geometries in X-ray tomography with a Gaussian
prior. Section 4.3 for its part applies the optimality criteria in the optimization of
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projection geometries with a TV prior, and presents the derivation and convergence
proof for the so-called lagged diffusivity iteration which is used to produce a Gaussian
approximation for the posterior distribution under a TV prior.

4.1 Optimality criteria
4.1.1 A-optimality

From the Bayesian experimental design point of view, A-optimality corresponds to
defining the utility function u in (4.1) as

u(z,y,p) = —||A(x — $CM(y>p))||g7

where zcy(y, p) is the posterior mean given the measurement y and experimental
design p, and A is a weight matrix. While general weight matrices could be considered,
in practice, at least in the X-ray tomography setting, A is often a diagonal matrix
of zeros and ones defining the ROI in the domain. Namely, in that case matrix A
removes those unknowns from the utility function that do not correspond to the ROI.

An A-optimal design seeks to minimize the sum of variances over the variables
in the posterior. To see this, following the derivation in [13] and using the given
definition for the utility function, the minimization target ®4(p) first expands to the
form

Oa(p) =~ [ [ uley.p)r(ey|p)dody
= /m /n(x —zem(y, p)) T AT A(r — zem(y, p))m(x |y, p)7(y | p) do dy

=Tr /m /n(x —zom(y, p))TATA(x — zem(y, p))w(z |y, p)7(y | p) dz dy|

since the trace of a scalar is the scalar itself. Applying linearity and the cyclic
property of the trace operator, see Appendix B.3, leads to

ap) = [ [ Tr[A@ — won(y.p)@ — veuly, p)A)] 7(z |y, p)7(y] p) da dy
=Te A [ [ (0= won(y.p) (@ — zeu(y p)) 7l |y, ) denly | ) dy A7]
=Tt |4 [ Exiy [ = wonls.p)) (@ — zom(y.)"] mly | p) dy A7)
which finally by definition of the posterior covariance matrix simplifies to

@a(p) = Tt |4 [ Toou(p)(y|p)dy A"
= Tr [ATpou (p) A, (4.2)

since the posterior covariance matrix I'yost(p) is independent of the measurement
y in the case of a Gaussian prior and a linear model with additive Gaussian noise.
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In addition, in X-ray tomography with A = Iro; which defines the ROI, when the
posterior mean xom(y, p) is used as the reconstruction, the optimality target

Pa(p) = EX,Yp[H[ROI(!E - CECM(%P))Hg]

is equal to the expected squared reconstruction error. Meanwhile,

*\/@A \/ SEx vp

corresponds to the L?(€2) reconstruction error.

I Tnon(w = zox(w. p)IE

4.1.2 D-optimality

The definition of D-optimal design in the Bayesian experimental design approach is
based on defining the utility function u in (4.1) as

u(y, p) = KL[X |y,p|| X |p)],

which is independent of the unknown z. Here the Kullback-Leibler (KL) divergence
between the prior and posterior distributions is defined as

KL[X|y,pHX,p} = /Rn w(x|y,p) log<w> dx

= /Rn m(x|y,p)logm(z|y,p)de — /R" m(z |y, p)log mp(x) dx,

where H(X |y,p) = — Jga7(x|y,p)logm(z|y,p)dx is the differential entropy of
the distribution 7(z|y,p). The KL divergence is a standard distance measure
between probability distributions while, strictly speaking, it is not a proper dis-
tance metric since it is not symmetric with respect to the input, i.e., in general
KL [X HY} KL [YHX } doesn’t hold. The KL divergence between the prior and
posterior distributions describes the information gain when replacing the prior with
the posterior. Namely, the intuition is that the similarity between the distributions is
minimized by maximizing the KL divergence, which can be interpreted as the gained
information.

Following the derivation in [13], since the utility u(y, p) is independent of z, the
minimization objective in D-optimality is acquired as

p(p) = — [ uly.p)ly|p)dy

= /Rm H(X |y.p)m(y|p) d?/+/Rm /Rn (v, y| p) log mp () dz dy,
where

/ /ﬂx,y\p)logﬂpr(w)dfcdy
= [ [ w(ylw.p) dy mpe(2) log mn () da

:/ T () log mp () dx
R
= —H(X).
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For a Gaussian random variable X ~ N (i, T'), differential entropy H(X) has a closed
form [18]. Namely,

non 1

H(X)= -+ - log(2m) + - log(det I').
2 2 2

Now, since in the case of a linear model with additive Gaussian noise and a Gaussian

prior the posterior is a Gaussian, and in particular the covariance I'pos in (3.7) is

independent of the measurement y, the objective function in D-optimality finally

becomes

1 det I' o5t (p
Cp(p) = H(X|y,p) -~ H(X) = ; log (detht()>
pr

Here log(detI',,) is constant with respect to p and can thus be neglected in the
projection geometry optimization. This leads to an equivalent optimization target

O p(p) = log(det I'post(p)), (4.3)

allowing slight abuse of notation. Although D-optimality is not considered in the
computational experiments, it is still worth mentioning that the logarithm in (4.3)
doesn’t only originate from the definition of the D-optimality but it also makes the
numerical evaluation of the optimization target more stable, see e.g. [13].

4.2 Gaussian prior

In the case of a Gaussian prior, the sequential optimization of projection geometries
gains a simple form. The whole process summarizes into computing the closed form
of the posterior distribution, finding the optimal projection parameters p as the
minimizer of ®4(p) or ®p(p) and using the corresponding posterior as the prior in
the optimization of the next projection. [13]

To be concrete, given a Gaussian prior N (fipr, Ipr), by (3.7) the posterior covari-
ance matrix is given as

-1

1_\post == 1_‘plr - Fer<p>T (R<p)rer(p)T + 1—\noise) R(p)rprv (44)

and ®4(p) or ®p(p), whichever the choice, can be computed according to (4.2) or
(4.3). The optimal projection geometry is then given by the minimizer p of ®4(p) or

In the first round when no projections have been selected, the prior N (fipr, I'pr)
can be defined using, for instance, zero mean and covariance matrix defined by
(3.4) which favors smooth solutions. In the following iterations where projections
are already available, the prior, which should reflect the current best information
available on the solution, is set to equal the posterior from the previous iteration.
This implicitly encodes the information on which projection angles have already been
used into the search for optimal experimental design.

However, it is worth stressing that since the objective functions ®, and ®p
are only functions of the posterior covariance matrix, which is independent of the
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measurement with the chosen model, the optimization is also independent of the
measurement y. That is, while information on the previous projection geometries is
encoded in the search, there is no feedback from the measurements themselves and,
hence, the optimal experimental design can be determined fully offline without any
measurements. This is one of the motives behind using a different prior. Indeed,
the TV prior, which is discussed in the next section, introduces feedback from the
measurement to the projection geometry optimization.

The algorithm for finding the sequentially optimal projection geometries with a
Gaussian prior is detailed in Algorithm 1 where the optimization part on the line 5 is
to be specified by the user. Possible optimization schemes are discussed in Section 5.

Algorithm 1 Gaussian prior [13]

1: Choose the covariances I'g and T'ypise for the initial Gaussian prior N'(zg,Tg) and the noise
model NV (0, yoise). Select the ROI and the number of optimization rounds N,. Furthermore,

choose the optimization target ® from ® 4 or ®p.

2: Initialization: I'y, =g and P =[]

3: fork=1,...,N, do

4: Form the posterior covariance I'post(p) according to (4.4).
5: Find the minimizer p; of ®(p).

6: Append P = [P, py].

7 Form the posterior covariance I'post (Pk)-

8: Set Ty = Tpost (Pk)-

9: end for

10: return P

The lines 4-5 of Algorithm 1 concern the optimization of the current projection
geometry, and the resulting design parameter vector py is then used on the lines 7-8
to form the prior for the optimization of the next projection. The posterior mean,
which is a function of the measurement, is not formed at any stage of the algorithm,
which highlights that the algorithm can be run fully offline. Moreover, the mean of
the initial prior need not be defined since it is not used at any stage.

Since the presented algorithm takes no feedback from the measurements, though
not explored further in this thesis, it should be mentioned that the same search
approach can be applied with an adaptive ROI which is heuristically based on
measurements [13]. That is, in an online imaging scenario, the operator can select
interesting or alarming regions from the domain based on the reconstructions, i.e.,
the measurements collected so far. Algorithm 2 is basically the same as Algorithm 1
but with an iteration-dependent ROI which is determined based on reconstructions.
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Algorithm 2 Gaussian prior with adaptive ROI [13]

1: Choose the covariances I'g and I',si5c as well as the mean zg for the initial Gaussian prior
N (zg,T) and the noise model N (0, Tyoise)- Select the initial ROI and the number of optimization
rounds N,. Furthermore, choose the optimization target ® from ®4 or ®p.

: Initialization: I'yy = T, 2pr = 29 and P = [ ].

fork=1,...,N, do

Form the posterior covariance I'post(p) according to (4.4).

Find the minimizer py of ®(p).

Append P = [P, py].

Observe new data y, = R(pg)u + ek, where ey, is a realization of the noise.

Form the posterior covariance I'post(pr) and the CM estimate zom(pr)-

Redefine (heuristically) the ROI based on zom(pr)-

10: Set I'pr = T'post(pr) and 2pe = zem(pr)-

11: end for

12: Set Upec = Tpr and I'vee = I'pr.

© XN DTN

13: return P, uyec and [yec

The algorithm follows a similar scheme as Algorithm 1 with the lines 4-5 concerning
the optimization and the lines 7-10 concerning the formulation of the next prior, and
this time also the ROI. Since the ROI is redefined based on the reconstruction, the
means of the posteriors and priors are also of interest in this algorithm.

4.3 'Total variation prior and lagged diffusivity

Alternative priors can be used to include feedback from the measurements into the
optimization of projection geometries. For instance, an edge-promoting prior can be
utilized instead of a Gaussian as proposed in [14]. One such prior used in inverse
problems, e.g., in image denoising, is the (improper) TV prior which is given by

Tpr (1) X exp(—'y/Q |Vu(x)]2 d:r;), (4.5)

where v > 0 is a free constant, 2 is bounded as before and u is assumed to be regular
enough. The idea is that the integral in the exponent will have a low value when the
function w is (almost) piece-wise constant, while the value of the integral is high for
oscillatory reconstructions [19]. Accordingly, the prior promotes functions that are
characterized by areas with almost constant values and clearly defined edges [19, 20].

To be quite precise, in general, (4.5) doesn’t define a prior since constants are
annihilated by the differential operator V. That is, there is a subspace in the function
space where the probability density function is a positive constant, which implies
an infinite total probability mass. However, this depends on the choice of function
space. This will not cause problems in this thesis since the problematic subspace
is removed. Namely, if for all functions u in the function space the values on the
boundary 052 are fixed to zero, the only constant function in the function space is
the zero function.
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4.3.1 Approximation of the TV prior

Using the TV prior introduces some difficulties to solving the inverse problem in X-ray
tomography and applying the A- and D-optimality criteria in the optimization of
projection geometries. Namely, since the prior is no longer a Gaussian, the posterior
distribution is not a Gaussian. In fact, the optimality criteria become intractable
meaning that they don’t admit known closed forms. Also, even finding a MAP
estimate with differentiation-based optimization methods becomes cumbersome since
the Euclidean norm || - ||z is not differentiable at zero. One way to tackle these
problems is to approximate the prior by a distribution with more attractive properties,
as proposed in [14].
The first step is to make the integrand differentiable using the approximation

Prv(w) = [ G(IVu(@)l) de~ [ [Fu(e)]2d.
where the function ¢ is defined as
o(t) = V2 + T2,

and T' > 0 is a small constant that makes ¢(t) differentiable at ¢t = 0. With this
construction, the prior is given as

(1) oc exp(—y Prv(u)). (4.6)

The second, more complex step is to establish a Gaussian approximation of the
prior 7, (z) which leads to a Gaussian posterior. The approximation is found with
a so-called lagged diffusivity fixed point iteration. It is essentially a fixed point
iteration which can be interpreted as a series of Gaussian approximations for the
TV prior. The final iterate in the iteration will then serve as the utilized Gaussian
approximation. Let us first consider only one step of the iteration in question.

To begin with, finite element method is used to discretize the problem. Namely,
finite element approximation represents the attenuation u :  — R, as a linear
combination of element basis functions {¢;}"_, as

05 (

n
=2.U
Jj=1

n
Z ;Voi(x
This allows determining and representing the attenuation based on a vector U € R"
of coefficients. In a small-scale abuse of notation, the coefficient vector U and the
linear combination u of the basis functions are used somewhat interchangeably in
funtion inputs, where essentially U is the input and w is a function of U.

The standard hat/nodal basis functions {¢;}7_; can be defined with respect
to the mid points of the pixels [21]. That is, the piece-wise linear basis function
¢; associated with the pixel €2; has value 1 at the mid point of €2; and value 0
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at the mid points of all other pixels. While this differs from the discretization
employed in the X-ray projection measurement equation, these two discretizations
are closely related to one another. Indeed, given U, the coefficient vector in the
finite element basis, the coefficient U; gives the attenuation value in the middle of
the corresponding pixel (2;, whereas in the case of the original discretization the
whole pixel has value U;. The finite element space spanned by the basis vectors is
denoted by V = span ({gb] };‘:1) which is a finite-dimensional subspace of H}(€),
the Sobolev space with square-integrable weak derivatives and vanishing boundary
trace [21].

Lemma 1 establishes the differentiability of ®vy with respect to U which is used
in the following derivations.

Lemma 1. The function

rv(w) = [ oI Vu(@)].) de

is (at least) twice continuously differentiable with respect to the coefficient vector U
and the order of integration and differentiation can be switched.

Proof. See Appendix B.4. [J

Using the finite element approximation, the goal of the lagged diffusivity iteration
is to find the MAP estimate while, as a side product, the iteration produces a series
of Gaussian approximations to the prior. In order to find the MAP estimate, let us
first consider the derivative of ®rv,

a(I)Tv

Z U;Voj(x) - Vi(x)dx

/Wu 3 +12 5=

the existence of which is guaranteed by Lemma 1. This implies that the gradient
Vu®rv(u) can be written as

VU(bTv(U) = H(U)U, (47)

where H(u) € R™" is a symmetric matrix with entries

Voi(x) - Voi(z)de. (4.8)

1
Dot b o

With the choice of the finite element basis such that V' C H}(Q), the matrix H(u) is
positive definite and, thus, invertible as shown in Appendix B.5.

By Bayes theorem, the posterior distribution for the linear model with additive
Gaussian noise and a TV prior is given by

7(U ) o exp(—3lly = RUIE =~ @rv(a)),

nois:
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where

(y — RU).

noise

ly— RUJ2s = (y — RUY'T;

Since the exponent function is monotonically increasing, one can instead minimize
the function f defined as

1
FU) = Slly = RUJE. +7 ®ry(u)

in order to find the MAP estimate.

Lemma 2. The function f is (at least) twice continuously differentiable with respect
to the coefficient vector U.

Proof. Since the term ||y — RU ||§,1' is of quadratic form and, hence, smooth with

respect to U, the claim follows from Lemma 1. OJ

The MAP estimate is unique and is found at the zero of the gradient; see Theorem 4.1
for details. That is, the equation from which to solve U corresponding to the MAP
estimate is given by
Vo f(U) = [RTT b R+ vH(u)| U = R'T )y = 0.
Since the matrix H depends on U, a closed-form solution is not available at least
without considerable extra effort. The idea in the original lagged diffusivity iteration
[22], which is applied to the minimization of a similar functional, is to remove the U
dependency in H by using the current best estimate U and solving for U to obtain
an updated solution. That is, the new solution U is given by
-1
U= [R'T b R+yH®@)|  R'Th.. (4.9)
However, note that this is equal to the posterior mean in (3.6) with the additive
Gaussian noise N (0, ['yoise) and the prior given by N (0, H (@)~ !). This leads to
the Bayesian interpretation of the lagged diffusivity iteration where the TV prior is
approximated with a Gaussian of the form N (0,y 'H(@)™).
To further motivate the legitimacy of the Gaussian approximation, the same
distribution can be found by deriving a first order approximation ®ry(u) for the

TV term ®pv(u). Namely, the first order approximation ®rv(u) established at @ is
given by

~ 1 1-7 - T2
by (u) = ~UTH(@U + U H@)U +/ _ dz,
2 2 /| V()3 + 17



24

where the two latter summands are constants. Indeed, with this definition it holds
that &y () = Py (@) since

. T2
By (it) = U H(u)U+/Q o dz

~ - g T2
=33 0(H@), U5+ [, JVaR T

(Z?:l ffiV(bi(l')) ' ( i UjV¢j(a:)) + T2
VIVa()|3 + 72

dx,

I
S

where noticing that

yields

by (@) = / VIVa(@)[2 + T2, dr = oy ().
D
Furthermore, by a simple computation and (4.7), it holds true that
Vu®y () = H(@)U = Vy®Pry ().

Hence, Py agrees with ®Tv up to first order terms at the given reconstruction .
The Gaussian approximation is now given by replacing ®rv in (4.6) by ®rv,
which yields again the same prior which was deduced from (4.9). Namely, the prior is

T (U) o exp(—’y @Tv(u)) x exp(—gUTH(ﬂ)U)
which has the Gaussian form

Toe(U) = N (U 0,77 H(@) ™).

4.3.2 Lagged diffusivity iteration and optimal projections

In the search for optimal projection geometries, the Gaussian approximations of the
TV term are updated iteratively with a fixed point iteration similar to the original
lagged diffusivity iteration [22]. Let us consider the optimization of the (k + 1)’th
projection when k& > 1 projections with the design parameters {py, ps, ..., pxr} have
been completed and the corresponding data {y;}¥ | has been collected. In order to
use all available data in constructing the approximation, let us define the stacked

projection matrix R;, € R™>" data vector y; € R™ and noise covariance matrix
]_'\(k) c Rmkxmk as

R(Pl) Y1
Ry = A I B P A

noise = diag (F(l) ., T
R(pr) Yk

noise» ) noise) )
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which correspond to the model

Y = RkU + e,
where e is an instance of the measurement noise which is distributed as N(0, I‘gf,)isc).
In the fixed point iteration, the current best reconstruction @, where the approxi-
mation is established, is always defined by the previous iterate. Namely, the fixed

point iteration, which aims to find the zero of the gradient of the posterior as in
(4.9), is defined by

Ul —

noise noise

Ry (F(k) )_1 Ry + WH(UU_I))} h Ry (Th )_1 ks

where the new iterate UU) is equal to the posterior mean under the Gaussian prior
Tor(U) = N (U 0,97 H(u0=D)71)

To better highlight the Gaussian interpretation of the iteration, let us reformulate
the procedure. Basically, the iteration comprises of consecutive updates of the
reconstruction u'9) and the covariance matrix I') := vy~ H(u())~!. Let us define the
first iterate as the reconstruction from the previous projection optimization round,
ie., u® :=wu,_;. Now, the iteration for j = 1,2, ... is carried out by setting

0 = 4 1 (0= D)~t (4.10)

and finding the mean UY) of the posterior distribution

. 1 -1 1 AN —1
DU | yx) o eXp(_2<Yk - R, U)" (I‘g:))ise) (ye — RpU) — §UT (F(])) U)
(4.11)
which by (3.8) can be given as

U9 = TORT(RLORT + Ty (4.12)

Once a chosen stopping criterion is satisfied at iteration j = J, one defines the final
reconstruction as uy := ul). Meanwhile, I'/) defines the covariance matrix of the
Gaussian approximation for the TV prior.
When it comes to the optimization, we first define the posterior covariance matrix
'y according to (3.7) using the approximate TV prior, namely,
() (NPT (NRT (k) 71 ()
Ty =T - TURY (RITYVRY + Tk, ) Ral). (4.13)
This covariance matrix, 'y, encodes information on the previously utilized projection

geometries. Now, analogous to the Gaussian prior algorithm in Section 4.2, the
posterior covariance matrix used in the optimization is then given by

—1
Thow | (p) = Tt = ThR(p)" (R()TRR(p)" + Thone’ ) R(p)T. (4.14)
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The optimization target is, depending on the choice between A- and D-optimality,
again given by either

pk+1 = arg min Tr |:AF]E)’Z;1) (p)AT:| )
p

or
Prs1 = arg min log (det F(p'f)itl) (p)) :
p

To emphasize where the measurement feedback originates from, let us point
out that the reconstructions produced by the iteration converge toward the MAP
estimate of (4.11). The proof of convergence is the topic of Section 4.3.3. Meanwhile,
the Gaussian approximation of the T'V prior is established at the final reconstruction
which approximates the MAP estimate. The MAP estimate takes into account
all available data yj and projection designs {pi,...px} considered so far which
are, hence, implicitly encoded into the approximated prior covariance matrix I').
The posterior covariance matrix I'y for its part takes explicitly into account all
of the previous projection geometries while it is also implicitly influenced by the
measurements via ['Y). Consequently, the posterior covariance matrix Fg:tl)(p) used
in the optimization is influenced by both the data and the projection geometries.
However, the dependency on the data yy is not explicit, meaning that the derivations
of &4 and ®p presented in Section 4.1 are still valid.

Algorithm 3 presents the use of the TV prior and lagged diffusivity iteration in
the optimization of projection geometries.

Algorithm 3 Total variation prior [14]

1: Select the covariance matrix I'yoise for the noise model N (0, T'yeise), the ROI, the number of
optimization rounds N, the prior parameters 7' > 0 and v > 0 and a tolerance 7 > 0 for the

stopping criterion. Furthermore, choose the optimization target ® from ®4 or ®p.

2: Initialization: Set Uy =1 € R", T'g =~y H(up)" ! and P =[].
3: fork=1,...,N, do

4: Form the posterior covariance I‘l([)]:’))st (p) according to (4.14).
5: Find the minimizer p; of ®(p).

6: Append P = [P, p].

7: Observe new data yi = R(pr)U + ey, where ey, is a realization of the noise.
8: Set j =0, u® = uj_1, and A® =7+ 1.

9: while A®1y > 7 do

10: Set j « j+ 1.

11: Form ') according to (4.10).

12: Compute UY) according to (4.12).

13: Compute A®py = [Dry(ul 1) — Spy(ul))] /By (ul)).
14: end while

15: Define uy, = u¥) and compute T}, according to (4.13).
16: end for
17: Set Urec = un, and I'ec = 'y,

18: return P, e and I'yec











































































































































