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Abstract 

Automatic speech recognition has been widely studied and is already being applied in
everyday use. Nevertheless, the recognition performance is still a bottleneck in many
practical applications of large vocabulary continuous speech recognition. Either the
recognition speed is not sufficient, or the errors in the recognition result limit the
applications. This thesis studies two aspects of speech recognition, decoding and
training of acoustic models, to improve speech recognition performance in different
conditions.

A major part of this thesis studies discriminative training of acoustic models. The
emphasis is on the most popular algorithm for discriminative model estimation, the
extended Baum-Welch algorithm. The thesis points out theoretical connections of the
algorithm to general constrained optimization. It also proposes new control methods
for the algorithm, which are shown to improve the robustness of the acoustic mod-
els in several large vocabulary speech recognition tasks. Discriminative training
methods are widely applied in the state-of-the-art speech recognizers which utilize
the prevalent hidden Markov models for acoustic modeling. Therefore the proposed
methods have many immediate practical applications.

The speech recognition system developed at Aalto University was utilized and sig-
nificantly improved during the research of this thesis. The thesis gives an overview
of that system and describes the decoder of the system in more detail. In speech
recognition systems, the decoder combines the information from the statistical mod-
els of acoustics and language to implement the search for the word sequence which
best matches the input speech. The thesis proposes new methods for improving the
speed of this search, without incurring losses to the recognition accuracy.
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Tiivistelmä 

Automaattinen puheentunnistus, eli puheen muuttaminen tekstiksi, on laajasti tut-
kittu ongelma. Tutkimus on jo saavuttanut pisteen jossa puheentunnistuksella on
monia jokapäiväisiä sovelluskohteita. Kuitenkin puutteet tunnistuksen tarkkuudes-
sa haittaavat edelleen puheentunnistuksen käyttöä, varsinkin pyrittäessä tunnis-
tamaan laajan sanaston jatkuvaa puhetta. Myös tunnistuksen nopeus voi olla riit-
tämätöntä jos vaatimuksena on reaaliaikainen tunnistus. Tämä väitöskirja käsitte-
lee kahta puheentunnistuksen osaongelmaa: dekoodausta ja akustista mallinnusta.
Parannukset näissä auttavat sekä tarkentamaan tunnistustulosta että tuottamaan
tuloksen nopeammin.

Väitöskirjan pääaihe on akustisten mallien diskriminatiivinen opetus, erityisesti
siihen käytettävä laajennettu Baum-Welch algoritmi. Uutena teoreettisena tulokse-
na väitöskirja esittää tämän algoritmin yhteyden yleiseen rajoitettuun optimointiin.
Algoritmin kontrollointiin esitetään useita vaihtoehtoisia menetelmiä, jotka paran-
tavat akustisten mallien toimintaa erityisesti häiriöisissä ympäristöissä. Akustisten
mallien parannukset on testattu empiirisesti useilla laajan sanaston tunnistusteh-
tävillä. Koska diskriminatiivista opetusta käytetään yleisesti puheentunnistimien
akustisten mallien opetukseen, on esitetyillä parannuksilla monia välittömiä sovel-
luksia.

Tässä työssä on käytetty Aalto-yliopistossa kehitettyä puheentunnistusjärjestel-
mää, jota myös kehitettiin ja parannettiin väitöstutkimuksen yhteydessä. Väitöskir-
ja sisältää yleiskatsauksen tästä järjestelmästä, sekä tarkemman kuvauksen siinä
käytetystä dekooderista. Puheentunnistimen dekooderi on osa, joka puheen akus-
tiikkaa ja kieltä kuvaavien tilastollisten mallien avulla etsii sanajonon, joka parhai-
ten vastaa syötteeksi annettua puhetta. Väitöskirja esittää uusia menetelmiä dekoo-
derin nopeuttamiseen niin, ettei tunnistustarkkuus tämän vuoksi heikkene.
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1. Introduction

1.1 Speech Recognition by Humans and Machines

For most of us humans, speech is the easiest and most straightforward

method of communication. As it is so effortless for us, it is easy to ig-

nore the true complexity of spoken communication. Speech is an intricate,

hierarchically structured acoustic signal with multiple levels of informa-

tion, such as phonemes, syllables, morphemes, words and sentences. In

addition to these hierarchical linguistic structures, speech comes super-

imposed with many contextual and prosodic features, which can modify

the meaning of the message. Due to the interaction between these infor-

mation entities, describing speech using just one level of linguistic obser-

vations is not sufficient. In order to fully decode what is being commu-

nicated, it is necessary to extract information from all the different lev-

els. The special speech production and processing capabilities we possess

seamlessly handle this complex integration task.

From an engineering point of view, spoken communication can be viewed

to consist of an information sender, a transmission channel, and a re-

ceiver, similar to any other communication system (Shannon, 1948). In

the context of speech, the sender encodes and transmits the message as

acoustic waves through air, and the receiver needs to capture the acoustic

signal and decode the message. But already the definition of the message

is ambiguous. Apart from the linguistic meaning, speech transfers infor-

mation about the speaker, emotions, and environment, among other side

information. If the aim is to extract the words alone, such additional in-

formation causes unwanted variability which complicates the decoding of

the message. But it is not trivial to simply ignore such extra information.

The side information can even constitute a context which is essential for
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understanding the message.

To formulate the problem unambiguously, let us define speech recogni-

tion as a process of acquiring a transcription, a written representation of

the spoken utterance. The recognition is to be insensitive to the acoustic

properties of speech which do not convey the written form of the message.

These include e.g. speaker characteristics and signal corruption due to the

acoustic environment.

In order to build a machine for automatic speech recognition (ASR), we

need to formulate a mathematical model of speech. The complexity of

speech poses serious problems for such a modeling, as all the different

information levels and their interactions need to be taken into account.

In practice, many simplifications, approximations and assumptions are

needed for mathematical tractability. There are already many examples

of practical applications of ASR, from simple command-based human-

machine-interfaces to systems capable of transcribing multiparty meet-

ings. They provide the necessary evidence for the usefulness of the chosen

approaches for ASR.

As speech is most of all a communication method between humans, au-

tomatic speech recognition is inevitably connected with the capabilities

of humans. Indeed, studies on human speech recognition have driven

and continue to drive the research on automatic speech recognition (Allen,

1994; Lippmann, 1997; Hermansky, 1998; Scharenborg, 2007). At its best,

the computational models developed for speech and language processing

can even tell us something about the way the same processing takes place

in the human brain. But due to the complexity of speech, human-level au-

tomatic speech recognition is still not within our sight, despite over half a

century of research.

1.2 Background of the Thesis

The research of this thesis has been carried out in 2004–2012 at the

Laboratory of Computer and Information Science at Helsinki University

of Technology, which during that time transformed to the Department

of Information and Computer Science at Aalto University. The labora-

tory/department has a long history in automatic speech recognition, dat-

ing back to 1970’s when Prof. Teuvo Kohonen pioneered pattern recog-

nition with neural networks. Several approaches were experimented for

ASR, until the prevailing hiddenMarkov models (HMMs) were adopted as
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the mathematical framework (Kurimo, 1997). Recent emphasis of the re-

search has been on Finnish large vocabulary speech recognition (Creutz,

2006; Siivola, 2007; Hirsimäki, 2009) and applications in information re-

trieval (Turunen, 2012).

The research of this thesis has been parallel to the development of the

automatic speech recognition system used at the Department of Informa-

tion and Computer Science of Aalto University. In this thesis, the system

is referred to as the Aalto University ASR system. The system has con-

veniently served as the test bench for new algorithms. At the same time

it has directed the research into areas which have needed improvements

and development. Although a lot of work has been needed to implement

a state-of-the-art speech recognizer, the do-it-yourself attitude towards

problem solving has enabled unique learning opportunities.

1.3 Scope of the Thesis

This thesis studies the statistical approach for automatic speech recog-

nition, which is the prevailing framework for ASR. More specifically,

the thesis presents methods for decoding and modeling the acoustics for

HMM-based large vocabulary continuous speech recognition (LVCSR).

The thesis describes two major contributions: the development of a large

vocabulary decoder suitable especially for morphologically rich languages,

and advances in discriminative training of acoustic models to increase

their robustness. Beyond concrete improvements to ASR systems, the

thesis also contributes to the theoretical analysis of discriminative train-

ing by formulating the widely used estimation algorithm, the extended

Baum-Welch algorithm, as a constrained optimization method.

The research of this thesis concerns speaker-independent large vocabu-

lary continuous speech recognition. The methods presented in the thesis

have been tested with an ASR system comparable to the state-of-the-art

recognition systems. The topic is therefore current, but some relevant

features of modern ASR systems have been left out to restrict the scope of

the thesis. These include e.g. speaker adaptation and noise suppression

techniques.
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1.4 Contributions of the Thesis

The main contributions of the research presented in this thesis are:

• Development of a dynamic network decoder suitable for use with long-

span language models (Publications I, III)

• New pruning criteria for dynamic network decoders (Publication II)

• Mathematical analysis of the extended Baum-Welch algorithm and its

formulation as a constrained optimization algorithm (Publication VII)

• Two novel control methods for the extended Baum-Welch algorithm

which improve the robustness of the acoustic models (Publications V–

VII)

• Experimental evaluation of several discriminative training methods in

different conditions (Publications IV–VII)

These contributions and most of the experiments supporting them are

presented in this overview in a coherent form. However, some of the de-

tails and additional material reside solely in the original publications,

which are included as a part of this thesis.

1.5 Contents of the Thesis

Chapter 2 gives a historical overview of the speech recognition problem.

Then the components of a modern speech recognizer are presented along

with their implementation in the Aalto University ASR system. The end

of the chapter describes the evaluation tasks used in this thesis.

Chapter 3 goes deeper into the structure of large vocabulary continuous

speech decoders. The decoder developed for the Aalto University ASR

system is described in detail. Then three novel pruning criteria applicable

with dynamic network decoders are presented. Experimental evaluations

on the effect of the new pruning methods are also presented.

Chapter 4 elaborates the training of acoustic models and discrimina-

tive training in particular. Different discriminative criteria for automatic

speech recognition are briefly presented. The extended Baum-Welch al-
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gorithm is described in detail and a novel result about its connection

with gradient-based optimization algorithms is presented. Discriminative

training with other model estimation methods is also discussed. Finally

experimental evaluations on using different combinations of discrimina-

tive criteria, optimization methods and lattice segmentation methods are

depicted.

Chapter 5 presents a novel analysis of the extended Baum-Welch algo-

rithm. The optimization constraints applied by the algorithm are explic-

itly described and their relevance is discussed.

Chapter 6 focuses on the robustness of acoustic models trained with dis-

criminative methods. A new method for controlling the extended Baum-

Welch algorithm is proposed, inspired by the analysis of the previous

chapter. The differences of the acoustic models trained with the extended

Baum-Welch and constrained line search algorithms are then experimen-

tally tested. Finally the controlling of the extended Baum-Welch algo-

rithm is considered from a perspective of optimization which leads to an-

other novel control method.

The final conclusions about the topics of this thesis are drawn in Chap-

ter 7.
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2. Automatic Speech Recognition

This chapter reviews automatic speech recognition (ASR) from a historical

perspective and presents the fundamentals of a modern ASR system. The

ASR system at Aalto University, which was utilized and further developed

during the research of this thesis, is also presented.

2.1 Speech Recognition Tasks

The difficulty of the speech recognition problem is affected by a number

of assumptions and conditions. This section introduces the most com-

mon categories of automatic speech recognition problems, also known as

speech recognition tasks. The emphasis is in their role in the history of

automatic speech recognition, in the development towards modern recog-

nizers, and their relation to the work of this thesis.

2.1.1 Isolated vs. Continuous Speech Recognition

Some forms of automatic speech recognition systems have existed longer

than one might initially think. Simple analog systems were able to recog-

nize isolated digits already in 1950’s (O’Shaughnessy, 2008). However, it

was not before the advent of computers when speech recognition became

feasible in much more diverse settings. A popular method for ASR in the

1970’s was template matching and the dynamic time warping (DTW) algo-

rithm (Levinson, 1985), which was successful especially in isolated word

recognition.

Recognizing words in isolation, i.e. with surrounding pauses, is a fun-

damentally different task from that of recognizing natural, continuous

speech. Although word boundaries of continuous speech are evident to the

speaker and to most native listeners, there are usually no physical pauses

in natural speech to help the detection of those boundaries. Instead, lan-
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guage knowledge and possibly subtle acoustic cues, such as syllable stress,

are needed for decoding the utterance.

The extension of automatic speech recognition to more natural continu-

ous speech tasks became feasible when the paradigm of recognition was

shifted to a probabilistic framework. For statistical modeling of speech,

hidden Markov models (HMMs) (Rabiner, 1989) were found to be useful.

The first ASR systems utilizing HMMs were due to Baker (1975) and Je-

linek (1976). The prior theoretical work on HMMs by Baum et al. (1970)

and on decoding by Viterbi (1967) turned out to be just what was needed

for the new speech recognition framework. Now the speech recognition

problem could be stated and solved in a mathematically rigorous manner

using the powerful maximum likelihood (ML) principle (Bahl et al., 1983).

One particular speech recognition task which takes a different view on

the division to isolated words vs. continuous speech is keyword spotting.

Instead of fully recognizing the spoken input, keyword spotting aims to

detect instances of given keywords from continuous speech. Although the

problem is slightly different from ASR in the traditional sense, they share

same methods. This includes the use of template matching in the early

systems (Higgins and Wohlford, 1985) and later the application of HMMs

(Rose and Paul, 1990). When evaluating keyword spotting systems, em-

phasis is put to the confidence of the detection, in order to optimize the

ratio of the detection rate to false positives.

The ASR system used in this thesis is based on HMMs and has been

designed for continuous speech recognition. All the experimental evalua-

tions were made with continuous speech recognition tasks.

2.1.2 Speaker-Dependent vs. Independent Systems

As computers became more and more powerful, it was possible to attack

ever more complex speech recognition tasks. The early systems were of-

ten constrained to be speaker-dependent, recognizing only the speaker

which they had been trained for. Moving to speaker-independent systems

required a lot more training data and processing power to model the in-

creased speech variability. However, besides using more complex acoustic

models, most of the established algorithms could be reused in speaker-

independent recognition as well. The training of these complex speaker-

independent acoustic models is one of the main topics of this thesis.

The desire for speaker independence opened new research directions by

introducing speaker normalizations or adaptations as methods to improve
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recognition (Brown et al., 1983; Schwartz et al., 1987; Lee et al., 1991).

The idea of adaptation is to use a relatively small amount of speech data

from the target speaker to adapt the speaker-independent acoustic model

to a speaker-dependent one. This way the system can quickly learn the

specific characteristics of the target speaker and improve the recognition

accuracy. There are multiple techniques for adaptation, and active devel-

opment in this direction still continues, see e.g. (Gauvain and Lee, 1994;

Lee and Rose, 1996; Anastasakos et al., 1996; Gales, 1998; Chen et al.,

2000; Tsakalidis et al., 2005; Sanand and Umesh, 2012).

2.1.3 Vocabulary Size

One crucial variable affecting the complexity of a recognition task is the

size of the vocabulary. With larger vocabularies the probability of con-

fusing one word to another increases, requiring more accurate model-

ing in order to avoid recognition errors. Larger vocabularies also mean

increased computational load required for decoding utterances. The vo-

cabulary sizes used in ASR have gradually increased from the small vo-

cabulary tasks of number and control word recognition to modern large

vocabulary systems with tens of thousands of words in the vocabulary.

Large vocabulary continuous speech recognition is often referred to with

an acronym LVCSR, because of its relevance as opposed to easier tasks.

LVCSR is also the speech recognition task studied in this thesis.

The advancements in ASR with respect to the vocabulary size can be

seen in the popular speech recognition corpora released to promote the

research. The availability of public corpora has had a major role in the

development of the field as they have enabled evaluations between the

ASR systems of different research groups. In early 1980’s two popular

speech corpora were collected, the TIDIGITS corpus (Leonard, 1984) for

digit recognition and the TIMIT corpus (Garofolo et al., 1993) for phonet-

ically rich sentences, mostly used for phoneme recognition. These cor-

pora are still used for small vocabulary and phoneme recognition evalua-

tions. In the late 1980’s, the Defense Advanced Research Projects Agency

(DARPA) of the United States, a long-time supporter of the speech recog-

nition community, released a 1000-word task-specific continuous speech

corpus called the Resource management (Price et al., 1988). DARPA also

initiated the collection of the first general-purpose English large vocabu-

lary continuous speech corpus, theWall Street Journal (WSJ) corpus (Paul

and Baker, 1992). The full corpus contained several hundreds of hours
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of read speech from hundreds of speakers, suitable both for speaker-in-

dependent and speaker-dependent modeling. Language models of differ-

ent complexities were also provided with vocabularies of 5000, 20000 and

64000 words. Due to its extensivity, quality, and the wide range of evalu-

ation sets provided for WSJ (Paul and Baker, 1992; Kubala et al., 1994),

the corpus has had a major role in the development of speech recognition

technology. Even today, it remains a popular corpus for LVCSR. Some of

the experiments in this thesis have been conducted with WSJ.

The reasonable size for the vocabulary is dependent on a language. If

the words in the language exhibit morphological variation, it may be nec-

essary to extend the vocabulary to even hundreds of thousands of words.

This is the case for example in Arabic speech recognition (Vergyri et al.,

2008). For some languages the morphology is so rich that good model-

ing of the language would require vocabularies beyond reasonable sizes

(Creutz et al., 2007). In these cases it is better to abandon the word-based

modeling and instead use sub-words, e.g. morphemes, for constructing

the vocabulary. This approach has been used extensively in the Finnish

speech recognition system used in this thesis.

2.1.4 Speaking Style and Background Noises

The emphasis of the LVCSR research was for a long time in dictation tasks

where the recognizer was presented planned speech, usually read from a

transcript. However, it is well recognized that the characteristics of spon-

taneous speech are very different from those of planned speech. For exam-

ple, in spontaneous speech, sentence structure becomes less grammatical,

there are more pronunciation variants, and pauses are frequently filled

with filler words. For ASR systems, all these phenomena mean further

variability, causing the error rates for spontaneous speech recognition to

be much higher than those for read speech (Lippmann, 1997).

A natural way of collecting spontaneous speech is to record conversa-

tions. One of the early and best known conversational speech corpora is

the Switchboard corpus (Godfrey et al., 1992). It contains about 2400 tele-

phone conversations between two parties on a given topic, totaling over

240 hours of speech from over 500 speakers. Even larger conversational

corpus was collected in the late 1990’s, the Fisher corpus (Cieri et al.,

2004). It is a huge corpus with 2742 hours of audio from 16454 telephone

calls. But for the difficult task of recognizing conversational speech, all

the available data is helpful in increasing the accuracies of the systems.
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Background noise is a major factor affecting speech recognition accu-

racy. For humans the speech recognition accuracy is fairly insensitive to

various background noises (Lippmann, 1997). But automatic speech rec-

ognizers can fail dramatically already under moderate amounts of noise,

especially if only clean speech has been used for training the recognizer.

But if matching noisy data is available for training the recognizer, sig-

nificant improvements can be achieved. Also several noise compensation

algorithms have been developed in order to avoid the adverse deteriora-

tion of recognition accuracy under noisy conditions (Sankar and Lee, 1996;

Viikki and Laurila, 1998; Deng et al., 2004; Liao and Gales, 2005).

Although some corpora do include portions of noisy speech to enable re-

search on the issue, also specific corpora have been developed for noisy

speech recognition. One influential line of corpora is the Aurora project,

including both small vocabulary (Aurora-2/3) (Pearce and Hirsch, 2000)

and large vocabulary (Aurora-4) (Hirsch, 2002) corpora. Aurora-4 was

used in part of the experiments of this thesis. It is based on the WSJ cor-

pus data, to which noise has been artificially added from noise databases.

2.1.5 Metadata

Beyond plain speech-to-text tasks, speech recognition systems may

provide additional information about the recognized audio, such as

speech/non-speech classification and speaker diarization. One recent

focus area has been the recognition of multiparty meetings, so that the

recognition system provides automatic minutes of the meetings. Such

endeavors are commonly called rich transcription tasks. The collection of

metadata information, such as speaker turns, can be seen as a task of its

own and evaluated independently from the speech recognition accuracy.

2.2 System Overview

Speech recognition is fundamentally a pattern recognition problem. It

is therefore not a surprise that ASR systems share many characteristics

with those for other pattern recognition tasks. The basic principle of rec-

ognizing speech is to extract features from the input signal and classify

them to e.g. phoneme classes using statistical models. A specific charac-

teristic of speech recognition is that it requires operating on sequential

features with multiple levels of constraints. Especially the prior distribu-
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Figure 2.1. Components of a typical automatic speech recognition system.

tion of the recognition outcome, defined by the target language, is essen-

tial when recognizing natural speech with a large vocabulary.

Figure 2.1 shows the main components of a large vocabulary continuous

speech recognition system and the information flow through it. In real-

ity more complex interconnections between the components are needed

to optimize computations. The conceptual figure is therefore inevitably

just an approximation, but it does show the information on which each of

the components operate on and produce as a result. The details on each

component are depicted below in their respective sections.

It is somewhat striking that the basic framework for automatic speech

recognition has remained the same since 1980’s. But this does not mean

that there have not been any major breakthroughs in the development

of ASR systems in the past 30 years. The ever increasing computing

power has enabled the use of more complex models and algorithms along

the time and the basic framework has proved to be flexible enough to be

able to incorporate these advances. In this sense, the ASR research has

reached a certain level of maturity while still continuing to progress.

Aalto University ASR System

The speech recognition system at Aalto University (Siivola et al., 2003;

Hirsimäki et al., 2006) uses the popular statistical framework depicted

in Figure 2.1. The system has been targeted for Finnish LVCSR, which

explains the less common design choices adopted for some components.

However, the system is language-independent by design, and recognizers
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Figure 2.2. Extraction of MFCC features for ASR.

for e.g. English and Estonian have been built on the same system. Details

of the Aalto University ASR system are described in the following sections

along with the descriptions of the general ASR system components.

2.3 Feature Extraction

As any pattern recognition task, speech recognition process begins by the

extraction of relevant features from the input signal. The basic principle

in ASR is to extract a sequence of features for each short-time frame of

the input signal, usually about 100 times in a second. Typically each

feature represents a segment of about 20 ms of speech. The assumption

under this procedure is that such a small segment of speech is sufficiently

stationary to allow meaningful modeling.

Feature extraction for speech recognition has been an established area

for quite some time (Picone, 1993), although new features are still contin-

uously developed (Keronen et al., 2011; Fazel and Chakrabartty, 2012).

In the heart of the feature extraction is the short-time spectral analy-

sis (e.g. discrete Fourier transformation, DFT) or linear prediction, which

are accompanied with several signal processing operations to generate

a representative small-dimensional feature sequence. Figure 2.2 shows

individual operations for extracting the popular Mel-frequency cepstral

coefficient (MFCC) features, along with some post-processing operations

commonly used in ASR.

A noticeable landmark in the development of speech recognition fea-

tures was the introduction of signal processing operations which mimic

the human hearing (Davis and Mermelstein, 1980). Based on psycho-

acoustic measurements, these operations help to emphasize the character-

istics of speech which are important for discriminating between relevant

speech sounds, and suppress unwanted variations and noise. In the fea-

ture extraction process shown in Figure 2.2 these operations include the
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pre-emphasis filter, non-linear frequency band compression (Mel-scale fil-

tering) and the logarithmic energy compression. Also other implementa-

tions with similar objectives exist, such as in perceptual linear prediction

(PLP) features (Hermansky, 1990).

An important property of the popular MFCC features is that the feature

dimensions are approximately uncorrelated. This is achieved by the use of

discrete cosine transformation (DCT) shown in Figure 2.2. The DCT also

allows reducing the number of feature dimensions without much impact

to the modeling accuracy. Both of these properties, low dimensionality and

uncorrelated features, are very useful with almost any statistical classi-

fier. The maximum likelihood linear transformation (MLLT) (Gales, 1999)

shown at the end of the feature extraction procedure accomplishes similar

objective of uncorrelating the features, but doing so in a data-driven man-

ner with the knowledge of the correct speech classes which the features

belong to.

One post-processing operation for the feature sequence found in all the

standard ASR feature extraction schemes is the computation of time dif-

ferentials or delta features (Furui, 1986). They help to incorporate con-

textual information into the features. The use of these differentials also

alleviates some deficiencies of the HMM-based acoustic models, and they

have been found to be essential for improving the accuracy of automatic

speech recognition. Besides the first-order differentials, also higher-order

differentials are nowadays commonly used. An alternative to time dif-

ferentials is to compress several features from adjacent frames using e.g.

linear discriminant analysis (LDA) (Zahorian et al., 1991).

The feature extraction is a possible place for several adaptation and nor-

malization schemes aiming to reduce unwanted feature variance and that

way help the statistical modeling. The classical implementation of vocal

tract length normalization (VTLN) (Lee and Rose, 1996) involves changes

in the Mel-scale filter-bank to realize the necessary frequency warping.

Feature normalizations such as cepstral mean subtraction (CMS) (Rosen-

berg et al., 1994) or mean and variance normalization (MVN) (Viikki

and Laurila, 1998) simply operate on the original feature sequence. The

widely used CMS has the interesting property of removing slowly chang-

ing convolutive distortions of the acoustic channel. Also a simple form of

maximum likelihood linear regression (MLLR) adaptation (Gales, 1998)

with one transformation class can be efficiently implemented as a feature

transformation.
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In mathematical formulae of this thesis, feature vectors are depicted

as oi and the whole sequence or multiple sequences, e.g. the complete

training material, as O.

Feature Extraction in Aalto University ASR System

The Aalto University ASR system has a highly configurable feature ex-

traction stage. However, the work presented in this thesis has only used

standard MFCC features. In all the experiments, the system was con-

figured to operate at a rate of 125 frames per second, with each feature

computed over a window of 16 ms or 25 ms, weighted by a Hamming win-

dow. The short-time spectral analysis was compressed using Mel-scale

filtering into 21 (in case of 16kHz sampling rate) or 15 (in case of 8kHz

sampling rate) frequency bins. The feature dimension was then reduced

further to 13 using DCT, resulting in 12 cepstral coefficients and a total

energy as the base features. The base features were augmented with first

and second-order differentials, hence the dimension of the final features

was 39. The features were normalized with CMS, computed over a slid-

ing window of 1.25 s. Finally MLLT was applied to maximize class-level

uncorrelatedness of the features.

2.4 Acoustic Model

The probabilistic framework used in ASR builds on a statistical model of

the speech signal. The role of the acoustic model is to evaluate acoustic

feature sequences and assign probabilities for different acoustic classes.

Depending on the recognizer, the acoustic model assigns probabilities to

phonemes, words, or full sentences.

2.4.1 Hidden Markov Models

Vast majority of modern speech recognizers utilize hidden Markov models

(HMMs) for acoustic modeling. A HMM is a Markov chain extended with

probability distributions of observations, assigned for every state of the

Markov model. The states of the Markov chain represent the underlying

process, such as speech production in terms of (sub-)phonetic states. The

states can not be observed directly, hence the term “hidden”, but instead

observations are made on some quantity whose distribution is dependent

on the state. In the context of ASR we observe acoustic features, for which

probability distributions can be generated. The conditional distribution of
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Figure 2.3. An example of a three-state left-to-right HMM, a common model for
phonemes in ASR systems. The model is characterized by the set of states si,
the transition probabilities aij and the emission distributions bi.

observations when the state is known is called the emission distribution.

The Markov chain, on the other hand, is defined by the set of states and

their transition probabilities, defining a priori distribution for the state

sequences. Figure 2.3 illustrates these concepts.

In digit recognition or small vocabulary isolated word tasks it is possible

to construct separate HMMs for all the different words without sharing

parameters between the models. The number of states in a word model is

then determined with some heuristics, such as relating it to the number

of phonemes or the average number of observations (Rabiner, 1989). But

as the vocabulary increases, word-level approach becomes infeasible due

to a high number of HMM states and parameters. Instead, a small set

of subword units, such as phonemes, are modeled with unique HMMs.

The word models can then be formed by a simple concatenation of these

subword units. A three-state left-to-right HMM (Schwartz et al., 1985),

shown in Figure 2.3, has become the de-facto standard for a phoneme

model.

2.4.2 Emission Distributions

The early speech recognition systems utilized discrete emission distribu-

tions, referred to as emission probabilities of prototype vectors (Nadas

et al., 1981; Bahl et al., 1983). Continuous distributions, especially mix-

tures of Gaussian distributions (Juang et al., 1986), gained popularity

when more computing power became available. Gaussian mixture mod-

els (GMMs) offer simple algorithms and flexible modeling, making them

appealing choices for acoustic modeling. Using GMMs as emission distri-

butions is now the de-facto standard in ASR, although there is an increas-

ing trend to use neural networks for computing the emission probabilities

(Seide et al., 2011).

The main reason for the prevalent use of GMMs is the modeling flexi-
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bility they provide. Given enough Gaussian components, GMMs can ap-

proximate any given distribution with an arbitrary precision (Sorenson

and Alspach, 1971). The ASR system can utilize this property by relating

the number of components in each mixture to the amount of training data

available for that particular class. This way robust acoustic models of ar-

bitrary precision can be formed in a simple framework. Moreover, there

are effective and efficient algorithms for training such models.

Another form of flexibility provided by GMMs is the modeling of corre-

lations in feature vectors. Often acoustic features used in ASR are as-

sumed to be uncorrelated, so that the covariances of the Gaussians in the

mixture models can be restricted to be diagonal. This greatly reduces

the number of model parameters compared to full covariance matrices.

However, if more accurate covariance modeling is needed, several tech-

niques based on subspace constrained covariance matrices exist (Gales,

1999; Visweswariah et al., 2003; Axelrod et al., 2005), enabling conve-

nient ways to define the level of modeling details.

2.4.3 Modeling Speech with HMMs

HMMs are relatively simple models for such a complex signal as speech.

In fact, they have clear deficiencies in the sense that they are not able to

precisely model the speech source. However, the success of HMMs derives

from their flexibility and computational ease. The existence of power-

ful algorithms for estimating and evaluating HMMs has enabled the con-

struction of large-scale systems on the HMM framework. Furthermore,

extensive research has been able to come up with remedies to some of the

shortcomings by tweaking model structures and algorithms.

The acoustic realization of a phoneme depends significantly on the pre-

ceding and following phonemes, which can not be sufficiently modeled

with simple phoneme HMMs. In some early ASR systems this issue had

been dealt using heuristic solutions, see e.g. (Schwartz et al., 1984). The

current standard solution for building context-dependent phoneme mod-

els is due to Young et al. (1994). The novelty of their method was to use

a data-driven decision tree algorithm to construct consistent models for

all the possible context-dependent phonemes. As a result, the algorithm

defines a HMM state tying, sets of similar HMM states that will share

the same emission distributions. The basic context-dependent unit which

utilizes one-phoneme context both to the past and the future is called a

triphone. In some systems the context dependency has been extended
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even further to account for several phoneme neighbors (Odell, 1995; Billa

et al., 1999; Woodland, 2002).

To accurately model natural speech which exhibits large inherent vari-

ability, complex acoustic models are needed. State-of-the-art ASR systems

commonly utilize acoustic models with thousands of HMM states, hun-

dreds of thousands of Gaussian distributions and millions of parameters

in total. Estimating such models requires typically hundreds or thou-

sands of hours of speech data and substantial computing capacity. Es-

pecially with commercial applications, compact acoustic models would be

preferred in order to reduce the computational cost of the ASR systems.

However, optimal control of acoustic model complexity has proved out to

be a difficult problem (Liu and Gales, 2004; Watanabe et al., 2006).

2.4.4 Mathematical Formulation

Conceptually an acoustic model evaluates feature sequences and assigns

probabilities to different speech classes. In practice, the evaluation is per-

formed over different hypothesis HMMs, which in the context of LVCSR

are formed by concatenating primitive phoneme HMMs. An acoustic

model then computes likelihoods of these hypotheses, enabling justified

comparisons between them. Formally, let Λ depict acoustic model param-

eters, O = o1 . . .oN a feature sequence to be evaluated, and W a hypoth-

esis, e.g. a word. An acoustic model then assigns a likelihood pΛ(O|W ) for

the given feature sequence. In the context of HMMs this likelihood can be

decomposed as follows. Let SW = s1 . . . sM be the (composite) HMM rep-

resenting the hypothesis W , where si are the HMM states. Further, let

A = (aij) be the transition matrix of the Markov chain and bi the emission

distribution assigned for state si. Given the set XW of all the paths (state

alignments) through SW of length N, the acoustic model likelihood can be

written as

pΛ(O|W ) =
∑
XW

N∏
i=1

bxi(oi)a(xi)(xi+1) (2.1)

where xi is the HMM index at time index i with the particular seg-

mentation under evaluation. Even though the above equation can be

efficiently computed using the forward-backward/Baum-Welch algorithm

(Baum, 1972; Rabiner, 1989), a simpler evaluation is possible if only the

best state sequence X̂N over the HMM is considered. This, on the other

hand, can be computed using the Viterbi algorithm (Forney, 1973).

Estimation of the acoustic model parameters Λ is a central theme in
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this thesis, thus the detailed explanation of the training procedure is left

to the dedicated Chapter 4.

Acoustic Models in Aalto University ASR System

The research in this thesis has used standard triphone models with three-

state left-to-right HMMs and Gaussian mixture models with diagonal co-

variances. The state tying for the context-dependent phonemes were es-

timated with the decision tree algorithm of Young et al. (1994). For each

unique state, a mixture model with a variable number of Gaussian com-

ponents was defined. Therefore in the context of these acoustic models,

the terms state and mixture can be used interchangeably.

2.5 Language Model

Speech is an expression of a language. Thus plain acoustic information

is not enough for successful speech recognition, but knowledge about the

language is also needed. Some language information is already embed-

ded in the acoustic model, either in the form of word models or as the

phoneme inventory of the acoustic model. Of the higher level language

knowledge, vocabulary and grammatical constraints are the most com-

monly used with ASR.

For small vocabulary applications it may be enough just to list the al-

lowed words and define their acoustic representations. But when the size

of the vocabulary increases, the confusion between acoustically similar

words starts limiting the recognition accuracy. Furthermore, in contin-

uous speech acoustics give little or no hints to detect word boundaries,

adding even more confusion to the inference of words. To overcome these

problems it is necessary to introduce either task-specific or general gram-

matical constraints for the recognition output.

Task-specific grammars can be represented as Markov chains which fit

to the probabilistic framework of automatic speech recognition. How-

ever, modern speech recognition research has focused more on natural

language, for which the so called N-gram models are the prevailing statis-

tical models. The idea of N-grams is simply to condition the probability of

any word wi on the N − 1 preceding words. If a word sequence of k words

is depicted as wk
1 , this approximation can be formulated as (Bahl et al.,

1983)

P (wk
1) ≈

k∏
i=1

P (wi|wi−1
i−N+1). (2.2)
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Alternative statement of this model structure is that the internal state of

the model is uniquely determined by the N − 1 recent words (Bahl et al.,

1983). The resulting a priori distribution of word sequences can again be

represented as a Markov chain.

Parameters of N-gram models are determined from large text corpora

using statistical estimation methods. However, estimating the model by

naively maximizing the likelihood of the training corpus is not sufficient,

because in practice no corpus is able to cover a natural language thor-

oughly. Unseen N-grams, sequences of N words not present in the train-

ing corpus, will eventually be encountered. For such a sequence, the naive

model would give a probability of zero, preventing correct recognition. The

scope of natural language is so wide that without proper training meth-

ods N-gram model estimation will suffer from overfitting. As a remedy,

several smoothing techniques for N-gram models have been developed. A

good review article of different methods has been written by Chen and

Goodman (1999).

2.5.1 Language Model over Subwords

In highly inflected and compounding languages it may not be feasible to

construct a language model over words due to a high number of different

word forms. Instead, it is better to use some set of meaningful subword

units to limit the token set of a language model. Such solutions have been

used for example with Turkish, Czech, Hungarian, Estonian and Finnish,

as listed in Publication III. With word-based language models the out-of-

vocabulary (OOV) rate of these languages would be unfeasibly high even

with very large vocabularies. On the other hand, with subword units,

language models of unlimited vocabularies can be built without excessive

storage requirements.

Automatic morphological analysis has been an important research field

at Aalto University during the past decade (Creutz and Lagus, 2002; Vir-

pioja et al., 2011). A major result has been the development of the Mor-

fessor system by Creutz and Lagus (2002, 2007), a language-independent

unsupervised method for finding morpheme-like units from a text corpus.

The method was quickly applied to Finnish speech recognition (Siivola

et al., 2003; Creutz, 2006), and has since been the standard solution for

finding the subword units for language modeling.

Replacing words with subwords in N-gram models does introduce some

difficulties. Shorter language model tokens and explicit modeling of word
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boundaries create a need for higher order N-gram models. However, the

traditional language model estimation algorithms do not cope well with

long-range N-gram models. For the Aalto University ASR system, the

work of Siivola and Pellom (2005); Siivola et al. (2007) has enabled seam-

less use of arbitrary subword units. More discussion on the consequences

and solutions when using morpheme-based language models can be found

in Publication III.

2.5.2 Pronunciation Dictionary

N-gram language models are defined over a fixed set of lexical tokens, be

it a word vocabulary or a set of subwords. To link the lexical tokens with

the acoustic model, a pronunciation dictionary is needed. In the context

of speech recognition, a vocabulary with pronunciations is often referred

to as a lexicon.

In some languages, such as Finnish, defining the pronunciations of

words is straightforward given their orthography. On the other hand,

English is an example of a language where the relationship between

graphemes (letters) and phonemes is very complicated. In such languages

elaborate methods and/or extensive expert knowledge are needed in order

to construct pronunciations for the lexical tokens. The difficulty of map-

ping graphemes to phonemes may be an important factor when devising

subword units (Seneff, 2004). Sometimes several pronunciation variants

are needed for a single word, either due to natural phonological varia-

tion of the language or because several dialects are being modeled. These

variants may have different a priori probabilities, which can be incorpo-

rated into the lexicon. Taking all these aspects into account, the complex-

ity and importance of the pronunciation modeling greatly varies between

languages and tasks.

2.6 Decoder

In an ASR system, the actual recognition of speech takes place in a de-

coder. For the recognition, a decoder utilizes knowledge sources, the pre-

viously discussed models of acoustics and language. Within the proba-

bilistic framework decoding can be formally defined as a search task for

a word sequence which maximizes the combined probability of acoustics
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and language:

Ŵ = argmax
W

p(W |O) = argmax
W

p(O|W )p(W )

p(O)
= argmax

W
p(O|W )p(W ),

(2.3)

where Ŵ is the most probable word sequence andO represents the acous-

tic observations. As the last form of Equation (2.3) shows, the division by

p(O) can be omitted as it does not affect the result.

It is evident from (2.3) that a LVCSR decoder is fundamentally imple-

menting a search over the possible word sequences. Using the models of

acoustics and language, a decoder scores the different word sequences or

hypotheses in order to find the best one. When the number of words in an

utterance increases, the search space of possible word sequences grows

exponentially. This makes an exhaustive search infeasible already with

simple continuous speech recognition tasks. Instead, a decoder needs to

utilize the redundancies in the knowledge sources and apply heuristics in

order to meet the following design principles:

• Reliably find the best or near the best word sequence over the search

space

• Implement the search efficiently, consuming as little resources as possi-

ble

The implementation of a decoder is heavily influenced by the knowl-

edge sources, that is, the acoustic model, the lexicon, and the language

model. With simple models, compact Markov chain representation of the

recognition task is possible, and the decoding can be performed with a

straightforward implementation of the Viterbi algorithm (Viterbi, 1967;

Forney, 1973; Bahl et al., 1983). Solving more complex decoding problems

also rely on the Viterbi algorithm, but they require using more heuristics

to limit the search task. The very limited computing resources available

for the early ASR systems promoted the use of level-building (Lee and

Rabiner, 1988) and stack-decoding solutions (Jelinek, 1976; Bahl et al.,

1983) when larger language models were to be used. These approaches

are called asynchronous decoding methods because the active hypotheses

are not constrained to end at the same time frame. Because more complex

acoustic models posed algorithmic difficulties for the asynchronous de-

coders, the conceptually simpler time-synchronous methods became grad-

ually more popular. Efficient representation of the search network in the
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Figure 2.4. Schematic figure of the operation of a LVCSR decoder. The decoder generates
sentence hypotheses and evaluates them based on the scores computed with
the language model (LM) and the acoustic model (AM). In reality, the Viterbi
algorithm is implemented inside the decoder, but it operates over the HMM
sequences defined by the AM.

form of a prefix-tree (Ney et al., 1992a), dynamic application of the lan-

guage model, and the simple token passing approach (Young et al., 1989)

provided a straightforward yet extensible framework for large vocabulary

continuous speech decoding. The more recent approach using weighted

finite state transducers (WFST) (Pereira et al., 1994; Mohri et al., 2002)

provides even more possibilities in the way how the decoding can be ar-

ranged (Willett and Katagiri, 2002; Moore et al., 2006; Hori et al., 2007).

A review article of different decoding methods and key concepts has been

written by Aubert (2002).

Similar to Figure 2.1, Figure 2.4 shows the main components of an

LVCSR system, but this time with more detail and focusing on the de-

coding operation. The decoder is generating hypotheses and using the

statistical models to generate logarithmic likelihoods or scores for each

of them, enabling evaluation for the best result. The figure shows how

information flows through the system and how the hypothesis scores are

generated. It must be noted that the figure is again presenting only a

conceptual view of the process. In reality it is not possible to evaluate

the hypotheses independently, but the information in the lexicon and the

acoustic model, and sometimes even the language model, are embedded in

a large search network of the decoder. This way the evaluation of similar

word sequences can avoid redundant computations and efficient heuris-

tics can be applied for fast decoding.

Having both the acoustic and language knowledge sources in the same

probabilistic framework suggests that their relative importance is built-
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in to the decision process of (2.3). Unfortunately due to deficiencies of

the models, direct combination of the acoustic and language model prob-

abilities is usually insufficient. With HMM based acoustic models, the

acoustic probabilities tend to dominate the rank of different hypotheses.

In order to increase the influence of the language model, the logarithmic

likelihood of the language model is usually multiplied with a factor called

a language model scaling. The correct value for this factor depends on the

models and the task, so it is usually optimized experimentally.

Normally a decoder only returns the best hypothesis as the recognition

result. However, it is possible to get more information out of the decoding

process. A decoder may return an N-best list of alternative recognition

hypotheses, which increases the probability of having the correct tran-

scription among the results. When recognizing full sentences, the list

of alternative results exhibits significant redundancy, because each word

substitution needs to be represented as an individual hypothesis. A more

efficient representation of alternative hypotheses is to form a word-graph

or a lattice (Schwartz and Austin, 1991; Ortmanns et al., 1997; Sixtus and

Ney, 2002), which compactly encodes a large number of possible recogni-

tion outcomes. Lattice building usually involves some approximations,

especially the so called word-pair approximation which states that the

time index of a word boundary between any two words is unique among

all the hypotheses. Resulting lattices are still very good approximations

for the active search space of the decoder (Ortmanns et al., 1997; Sixtus

and Ney, 2002).

It is possible to generate lattices using relatively simple models, after

which they can be rescored with refined models of acoustics and/or lan-

guage. This approach is called multipass recognition, as opposed to nor-

mal one-pass decoding. Because a lattice contains only a relevant set of

likely word sequences, rescoring operation is fast even if complex models

are used. However, a separate scoring pass generates latency for obtain-

ing the result, so real-time requirements of the task may not permit such

an operation.

Decoders in Aalto University ASR System

The original decoder of the Aalto University ASR system was based on the

principle of stack decoding (Hirsimäki and Kurimo, 2004). It is beneficial

in Finnish where long language model contexts may be required, as the

local acoustic search does not use the language model. However, with that
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design it was problematic to introduce context-dependent phonemes (tri-

phones) at morph boundaries. This fact led to the development of a new

time-synchronous decoder, originally introduced in Publication I. The em-

phasis in the development of the new decoder was in one-pass recognition,

although lattice generation is possible using the same decoder. The struc-

ture of the decoder and the algorithms it uses are discussed in detail in

Chapter 3.

2.7 Applications

It is easy to come up with possible application fields in which automatic

speech recognition could prove out to be useful. For many applications

which require human–computer interaction, speech is a potential inter-

face modality. Common examples include controlling equipment with

spoken commands, solving specific problems with a dialog between the

human and the computer, or replacing keyboard typing by dictating the

text. The possible applications have influenced the ASR research as well.

As an example, one of the biggest sponsors of automatic speech recogni-

tion research has been DARPA. They have set ambitious goals and pushed

the technology forward in order to utilize automatic speech recognition in

several military and surveillance applications.

This thesis focuses on large vocabulary continuous speech recognition.

The most straightforward application for such a system is automated dic-

tation in natural speech, which is also the prototype task for the speech

recognition experiments conducted in this thesis. The unconstrained na-

ture of a general dictation makes the task challenging and puts strong

requirements especially for the language model. However, by utilizing

domain-specific knowledge, the language model for the dictation can be

adapted for the specific needs and the dictation task made easier. Such

specific domains include for example dictations of medical reports or jour-

nalists dictating articles on sports, politics, economics etc.

In many applications even simpler speech recognizers can be useful. For

speech-controlled devices the recognition of keywords or a limited set of

phrases is usually enough. In some applications, the categorization of ut-

terances may be based on the existence of certain keywords, in which case

acquiring full transcriptions is not necessary. Speech recognition may also

be used in dialog systems in which case the context of the dialog heavily

determines the expected answers and available phrases.
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Speech recognition can also be just an intermediate stage for further

processing. The output of an ASR system can be used for example to index

and search large speech or video databases (Turunen, 2012). In this kind

of information retrieval tasks, ASR can be seen as a high-level feature

extractor.

2.8 Evaluation

The availability of effective performance measures is essential for any

research which aims for empirical validation. With this respect, the eval-

uation of ASR systems is relatively straightforward: A set of evaluation

utterances is recognized with the system, whose output is then compared

to the reference transcriptions. The most common evaluation measure for

the comparison is the word error rate (WER). It is computed as the rel-

ative number of editing operations needed to turn the transcription into

the recognition output. Depicting the minimum number of required word

insertions, deletions and substitutions as WI , WD, and WS , respectively,

the WER is defined as

WER =
WI +WD +WS

WR
· 100%, (2.4)

where WR is the number of words in the reference transcription.

The evaluation resolution of WER may not be adequate for languages

in which long words are common. A single phoneme confusion in a long

word is counted with the same penalty as a substitution with a completely

unassociated word or a deletion of the word altogether. Regarding the

interpretation of the recognition result, it is clear that the first case should

be related with the smallest error. This can be achieved by using letter

error rate (LER) as the error measure. Also a related measure phoneme

error rate can be used, as in Publication II.

In some applications, instead of using generic error measures it might

be better to evaluate the recognizer performance in a task-specific man-

ner. In a command interface, it is usually more relevant to judge if the

correct commands were executed instead of looking into the exact recog-

nized words or letters. In a speech-operated search task, on the other

hand, the rate of successful searches could serve as a meaningful evalua-

tion measure.

A good scientific practice is to conduct the model development and se-

lection with a held-out development set, and only use the specified eval-
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uation set once for the final performance measurement. If the evaluation

set is continuously used to direct the development, there is a risk that

the final method has overfitted to that particular evaluation condition.

By using a held-out development set, it is also possible to optimize sys-

tem parameters which need data independent from the training set. The

evaluation set can then be used to check if the method works in an inde-

pendent test scenario as well. This property is called generalization, and

it is a fundamental issue which needs to be taken into account with all the

machine learning methods. Naturally the value of the evaluation depends

on how realistic the task is and how closely it reflects the actual intended

use of the system. If a method works on a wide variety of different tasks,

even beyond those for which it was trained for, the method is said to be

robust. For a more theoretical discussion about the generalization prob-

lem and the issues on evaluating algorithms in general, see Wolpert and

Macready (1997).

For obtaining reliable evaluation measures, the evaluation set needs to

be large enough. In order to numerically assess the reliability issue, tests

for statistical significance can be conducted. With automatic speech recog-

nition evaluations, the Wilcoxon signed rank test (Wilcoxon, 1945) is often

used. It enables a pairwise comparison of different recognition settings or

methods. For the test, the evaluation results are divided into independent

segments, for example all the utterances of one speaker in one segment.

The performance differences between the two compared methods are then

computed over these segments and ranked. The statistical test then uses

signed ranks to evaluate the probability of the null hypothesis, which is

that the median of the error rate is the same in both systems.

2.8.1 Experimental Evaluations in This Thesis

An important part of the research in this thesis is the experimental eval-

uation of different methods and algorithms in various speech recognition

tasks. Experiments have been conducted both in Finnish and in English.

The Finnish experiments have been evaluated mostly with LER in order

to increase the resolution of the measurements. For English tests, the tra-

ditional WER has been used. In most experiments the statistical signifi-

cance was evaluated with the Wilcoxon signed rank test. If not indicated

otherwise, significance level of α = 5% has been used.

To conduct comparable recognition experiments, the recognition speed

of different methods should also be taken into account. The real-time fac-
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tor (RTF) was the main performance indicator in the decoder evaluation

described in Section 3.3.4. For the rest of the experiments, the emphasis

has been in the accuracy of the acoustic models. In those experiments

the decoder configuration (especially the so called pruning settings) have

been set to give nearly optimal search performance for each of the tested

method. As investigated in Hirsimäki and Kurimo (2009), the relative

amount of decoding errors is typically only a few percents, so that mean-

ingful model evaluation is feasible.

Many of the experiments presented in this thesis deal with the acous-

tic model training using discriminative training methods. The training

of these acoustic models start with a fully-trained maximum likelihood

model, which has been used to configure the ASR system prior to experi-

mentations. This includes determining proper pruning settings and lan-

guage model scaling of the decoder. To evaluate their proper values, the

development sets of the corpora have been used. The development sets

have also been used for the important selection of the training parame-

ters and especially the optimal number of training iterations. The model

minimizing the recognition error over the development set is chosen for

final evaluation as it is expected to work best on the unseen evaluation

set.

Table 2.1 summarizes the speech corpora used in the evaluations of this

thesis. The acoustic models of the experiments have varied, so they are de-

scribed along with each experiment. The language models, however, have

remained similar and are detailed here. For the Finnish experiments,

the text material for language model training has been taken from Kieli-

pankki. About 150 million words of text, mostly newspapers and novels,

have been used to train high-order morph-based language models. The

sizes of the morph sets have varied between 19–26 thousands of morphs.

An exception to this are the early experiments of Publication I and II,

which used a smaller text corpus of 30 million words and a 4-gram lan-

guage model. All the English experiments have been based on the WSJ

corpus, which includes ready-trained language models. The experiments

have used both 5000 and 20000 word lexicons and the 3-gram language

models trained for them.

Next, each of the speech corpora used for experimental evaluations are

described with more detail.
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Table 2.1. Summary of the speech corpora used for the experiments.

Training set Evaluation set

Corpus Language #speakers length #speakers length

Audio book Fin 1 12h 1 27min

Speecon Fin
207 26h 31 1.5h

310 15h 40 1.9h

SpeechDat Fin
3696 55h 150 2.2h

3838 58h 79 46min

WSJ0 Eng 84 15h 8 0.7h

WSJ284 Eng 284 80h 8 0.7h

Aurora 4 Eng 84 15h (8 0.7h) *3

Speaker Dependent Audio Book

The early evaluations of the ASR system used a speaker dependent corpus

constructed from a Finnish audio book (“Syntymättömien sukupolvien

Eurooppa” by Eero Paloheimo). The book had been read by a professional

speaker, so the studio quality speech was also pronounced very clearly.

The audio book had been divided such that the training data consisted

of 12 hours of speech. Separate parts of 19 minutes and 27 minutes had

been reserved for development and evaluation, respectively.

Finnish Speecon

The Speecon project (Iskra et al., 2002) has created speech corpora for var-

ious languages for developing speech interfaces for consumer devices. For

this thesis, speech recognition experiments with the Finnish Speecon cor-

pus have been conducted. The corpus contains 550 adult speakers, each

uttering a wide range of words and sentences. For LVCSR development

the most relevant utterances are the 30 phonetically rich read sentences

uttered by each of the speakers. This provides a large enough database

for acoustic model training and evaluation.

A special characteristic of the Speecon corpora is that the speech data

has been recorded in various realistic environments and simultaneously

from four different distances. The different environments are office, public

place, living room and a car. Except for the office environment, the other

environments contain varying levels of background noises.

The Speecon corpus does not define any division to training and evalua-

tion set. Therefore such a division had to be made ourselves. For the ba-

sic sets only the headset microphone, which provides the cleanest speech
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of the available microphones, was selected. Due to constructing a clean

speech database, some of the speakers recorded in noisy public place or

moving car environments were not used at all.

The first evaluations with the Speecon corpus, found in Publication II,

used a different corpus division and recognizer configurations than the

rest. In this earlier case, the 207 speakers were dedicated for training

set, and disjoint sets of 20 and 31 speakers were used for development and

evaluation, respectively. The training set included sentences and selected

word sequences relevant for continuous speech. This constituted a set

with a total of 26 hours of speech. For development and evaluation sets,

only read sentences were used.

For the later evaluations, a new division of the Speecon corpus was

made. It contained 310 speakers for the training set and separate sets

of 40 speakers for development and evaluation. Only read sentences were

used in each of the sets. The training set comprised about 15h of speech in

8610 utterances. Both the development and the evaluation set contained

about 1100 utterances and 1.9h of speech. The noisy evaluations reused

the development and evaluation sets, but instead of the headset record-

ings, they used the simultaneous medium distance microphone recordings

(channel 2).

Finnish SpeechDat

Another speaker-independent Finnish corpus used for evaluations is the

Finnish SpeechDat corpus (Höge et al., 1999). The corpus has been

recorded using fixed telephone lines, which makes the speech quality

clearly lower than in the Speecon corpus. It is the only corpus used in

this thesis which had 8kHz sampling rate instead of 16kHz. In total,

there are 4000 speakers in the SpeechDat corpus with a wide range of

speakers, including children. Similar to the Speecon corpus, SpeechDat

corpus includes several utterance types from words to sentences. How-

ever, SpeechDat contains only 9 read sentences from each speaker.

As with the Speecon corpus, no division to different sets had been de-

fined with the SpeechDat corpus. In Publication IV, 55 hours of speech

from 3696 speakers were reserved for training. For both development

and evaluation sets 150 separate speakers were allocated, both contain-

ing about 2.2 hours of speech. Only read sentences were used for training

and testing.

In Publication III, a different division was used. The experiments there

48



Automatic Speech Recognition

used 58h of speech (41h if not counting the silences in the beginning and

end of the utterances) from 3838 speakers for training. Both the develop-

ment and evaluation sets contained about 46 minutes of speech from 79

separate speakers.

Wall Street Journal

All the English evaluations conducted for this thesis have used the Wall

Street Journal (WSJ) corpora, either the original (WSJ0) (Paul and Baker,

1992) or the extended (WSJ284) corpus. Only the read sentences were

utilized for the experiments. Unlike the Finnish corpora, WSJ corpora

have well defined training and evaluations sets. The training set of the

original WSJ0 consists of 84 speakers, which are also part of the WSJ284

training set with a total of 284 speakers. WSJ0 defined two evaluation

sets, both containing about 330 utterances, which were used for models

trained from both corpora. These two sets were otherwise similar, but the

recognition is supposed to take place using either the 5 k-word or the 20 k-

word lexicon provided with the corpus. The language models using these

same vocabulary were provided with WSJ0 and used in the experiments.

There is no development set defined with the WSJ0 corpus, but instead

the Nov’93 H2P0 set for the 5 k-word vocabulary tests and H1P0 for the 20

k-word vocabulary tests (Kubala et al., 1994) were used. These consisted

of 10 speakers and about 500 utterances each. Sentences with unknown

words were removed from the original sets.

The clean evaluation sets used with WSJ corpora are summarized in

Table 2.1. The table does not show the noisy evaluations of Publication

V, which were conducted with the WSJ284 corpus using two WSJ spoke

tests, S7 and S8 (Pallett et al., 1994). They contain real recordings in

various noisy environments. The tests used only the recordings from the

stand-mounted microphone. For S8 set, only SNR 10dB conditions were

used. Both spoke tests had separate development and evaluation sets,

each having 10 speakers and about 200 utterances. No adaptation or

noise compensation was used for the acoustic models unlike in the results

reported in Pallett et al. (1994).

Aurora 4

The Aurora 4 (Hirsch, 2002) corpus is a derivative of the original WSJ0

corpus. It contains utterances from the WSJ0 corpus augmented with

different noise types. This corpus was used in Publication VII for out-of-

domain experiments. Only three noise types out of six were used: airport,
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babble and street. The 5 k-word evaluation set was therefore recognized

three times, each time with a different set of noise augmentations.

Because the WSJ0 corpus does not define any development sets, the Au-

rora 4 corpus does not define them either. Due to the lack of noisy devel-

opment sets, the model selection for the Aurora 4 evaluations was made

exceptionally directly with the evaluation set. This increases the proba-

bility that the evaluation results are overly optimistic due to overfitting.

To avoid this, most of the recognizer tuning was done with WSJ0 and the

clean development set. Moreover, the same recognizer configuration was

used over all the three noise types.
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This chapter describes common decoding strategies for ASR and the par-

ticular methods used in the Aalto University ASR system. The discussion

is limited to time-synchronous decoders of large vocabulary continuous

speech recognizers. This is both due to the popularity of such decoders

(Aubert, 2002) and the research on that subject found in Publication I

and Publication II.

LVCSR decoding is a search task for the best matching word sequence

over the search network representing the knowledge sources of the speech

recognition system. Acoustic information from the input signal acts as

the dynamic information guiding the search. The static search network

represents the a priori information and knowledge learned while training

the models of acoustics and language. However, depending on the decoder

implementation, not all this information is necessarily included statically

in the actual search network.

In most ASR systems, decoding is based on the Viterbi algorithm

(Viterbi, 1967; Forney, 1973). The Viterbi algorithm finds the best single

path through the HMM search network for the given input signal. The

resulting word sequence may not be optimal in the probabilistic sense

when multiple paths can generate the same word sequence. The probabil-

ities of those different paths, representing e.g. different transition times

between phonemes, should be summed together when comparing word

sequences with each other. However, using only the best path is usually

a reasonable approximation. Formally, the Viterbi approximation can be

stated as ∑
X∈SW

p(O|W,X) ≈ max
X∈SW

p(O|W,X), (3.1)

where SW is the HMM realizing the word sequence W and X is a state

sequence. Using the Viterbi algorithm for finding the best word sequence

matches with the maximum a posteriori (MAP) decision rule which is com-
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monly utilized in statistical classifiers. The Viterbi approximation can

also be applied in acoustic model training, where the Baum-Welch algo-

rithm is sometimes replaced with a simpler segmental K-means algorithm

(Juang and Rabiner, 1990).

For computational convenience, it is a common practice for decoders to

carry out probability computations in logarithmic domain. With a log-

arithmic transformation the product of likelihoods, the fundamental op-

eration for combining partial path scores, takes a form of a sum. This

has the advantage of compressing the dynamic range of the path scores.

To simplify the terminology, the logarithmic likelihoods are simply called

the scores. Because the logarithm is a monotonically increasing function,

the best score, i.e. the highest logarithmic likelihood, corresponds to the

highest likelihood as well.

3.1 Static vs. Dynamic Search Network Expansion

Aubert (2002) defines two broad classes of decoders: those which rely on

a statically composed search network and those which expand the search

network dynamically. In the context of LVCSR, the first category refers to

the framework of weighted finite-state transducers (WFST) (Pereira et al.,

1994; Mohri et al., 2002). It is a formalism which is capable of represent-

ing different knowledge sources used in ASR as probabilistic transducers.

The generic WFST algorithms include the necessary operations for con-

structing compact search networks for decoding purposes.

A more traditional approach for time-synchronous decoding is the use

of dynamic expansion. In this case the search network is built using the

lexicon and usually also information from the acoustic model to efficiently

implement valid transitions between the context-dependent HMMs of the

acoustic model. Some language model information can be incorporated

in the search network as well to improve search efficiency. However, the

major difference to WFST approach is that the main language model is ap-

plied dynamically during the search. Such decoders are therefore called

dynamic network decoders. Another difference to WFSTs is that the con-

struction algorithm of the search network is based on manually defined

rules instead of a generic algorithmic framework.

Several task-dependent factors affect the design choices of a decoder.

WFST decoders have many attractive properties, but building a static

search network consumes a lot of computing resources. Especially large
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long-span language models may prevent using a completely static search

network. To avoid this limitation, several algorithms for on-the-fly com-

position of the language model to an otherwise static network has been

proposed (Willett and Katagiri, 2002; Hori et al., 2007; Allauzen et al.,

2009). Although different to traditional dynamic network decoders, these

strategies already belong to the category of dynamic search network ex-

pansion. Another way of extending WFST decoders is to use multi-pass

recognition. For the first-pass recognition a compact search network with

only a small language model can be used. The decoder then generates a

lattice representing different search alternatives of that network, which is

subsequently rescored using a larger language model. For certain tasks a

one-pass decoder may still be desirable, for example to minimize the over-

all recognition latency. Furthermore, with optimized manual procedure

for building the search network, the performance of a dynamic network

decoder with a large language model can be comparable to WFST meth-

ods (Soltau and Saon, 2009).

The biggest advantage of the WFST approach is that the rigorous algo-

rithms for transducers can create very compact networks. Furthermore,

the search itself becomes simpler as there is no need for on-the-fly compu-

tations with the language model. Building the search network manually,

however, offers some added flexibility. In Publication II the knowledge

of the search network topology was used to define pruning criteria spe-

cific to certain network nodes. With the “black-box” network constructed

by WFST tools it would not be straightforward to define similar criteria.

WFST framework can also cause practical problems, such as with han-

dling of silence models (Garner, 2008).

3.2 The Dynamic Network Decoder of Aalto University ASR System

In 2004 a development of a new decoder for the Aalto University ASR

system was started. The limitations of the previous stack decoder in in-

corporating context-dependent HMMs between lexical tokens called for a

new design that could better utilize the complex acoustic models. This

section describes the design of that new decoder. The emphasis is in the

construction of the search network and its efficient utilization. The de-

coder design was originally published in Publication I, but this section

mentions some later modifications as well.

The design principles for the new decoder were to build a research-ori-
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ented decoder which was as flexible as possible especially with the choices

of a language model. The principal language of the ASR system was

Finnish, which requires long-span language models built over subword

units, as discussed in Section 2.5.1. This had implications to the decoder

design, for example, attention was needed for word boundary prediction.

Also the use of duration models (Pylkkönen and Kurimo, 2004) was seen

as a language-specific feature required for the decoder. Otherwise the de-

coder was to utilize well-proven practices and be able to incorporate state-

of-the-art solutions. One-pass time-synchronous decoder using re-entrant

prefix tree and the token passing principle was seen to fulfill these needs.

The selected decoder architecture is similar to that presented in De-

muynck et al. (2000). The lexicon and the HMM structure are combined

into a static search network, whereas the language model is applied dy-

namically during the search. This provides added flexibility for the use of

different language models. The search network is organized as a lexical

prefix tree (Ney et al., 1992a), which provides a good trade-off between

simplicity and efficiency. In a lexical prefix tree the words share their

common initial parts to compress the search network. In the implemen-

tation chosen for the new decoder, the sharing is implemented at the level

of HMM states similar to Demuynck et al. (2000), utilizing also the re-

dundancies of the tied HMM states. Within a similar framework it would

be possible to share the suffixes of the words as well, at the expense of

added complexity (Soltau and Saon, 2009). However, sharing prefixes is

more important as most of the search effort is spent in the word initials

(Ney et al., 1992a).

One of the most difficult issues in constructing a search network for a

dynamic network decoder is dealing with the context-dependent phoneme

models at word boundaries1. The word-internal context-dependent

phonemes are easier to model, as they are determined uniquely by the

lexicon. Across words this knowledge is not available as in principle

all the transitions between the words are allowed. Thus a large num-

ber of transitions need to be modeled with different context-dependent

phonemes at the word boundaries.

The decoder in the Aalto University ASR system solves the cross-word

context dependency issue with a tightly connected cross-word network

1The basic lexical unit of the Aalto University ASR system decoder for Finnish
is a morph, which is usually a part of a word. Therefore the problems with the
context-dependent phonemes occur at the morph boundaries. However, to retain
common terminology, this text assumes words as the lexical tokens.
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embedded in the search network. The implementation supports only tri-

phones, but similar techniques could be expanded to handle larger con-

texts as well, as in Soltau and Saon (2009). Although the search network

of the decoder shares many characteristics with that of Demuynck et al.

(2000), the construction algorithm presented next is simpler as it builds

the context-dependent network directly without using a context-indepen-

dent network as an intermediate stage.

3.2.1 Constructing the Search Network

Let us first define some terminology related to the search network. The

search network of the decoder is constructed of nodes, connected together

by arcs. A node may correspond to a single HMM state, or it can be a

dummy node without acoustic information. In the framework described

here, nodes can also carry a word identity information, marking a point in

the search network where the word has been uniquely determined. Usu-

ally the search network is constructed of triphones, context-dependent

phonemes which possess a knowledge of the neighboring phonemes. The

triphones at the word boundaries are called fan-out and fan-in triphones,

corresponding to the last and the first phonemes of the words, respec-

tively.

Figure 3.1 shows the main structure of the network, constructed of the

lexical prefix tree and the cross-word network. Next, the process of con-

structing this network is explained in detail.

Creating Fan-In Triphones

The construction of the search network begins by creating the fan-in tri-

phones from all the triphones in the acoustic model. It is important that

the cross-word network utilizes the tying of the HMM states. This means

that if triphone states have the same emission distributions, their states

can be represented by the same network node. This kind of sharing

enables implementing all the possible phoneme transitions at the word

boundaries while keeping the size of the network moderate. For the fan-in

triphones, the tying of the first HMM states can be utilized if the central

phoneme and the left context of the triphones are the same. The con-

struction algorithm groups the first states of the fan-in triphones based

on this information. The last nodes, however, are grouped differently, now

according to the central phoneme and the right context. This grouping al-

lows easy indexing when linking the fan-in nodes with the incoming and
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Lexical prefix tree

Fan−out Fan−in

Cross−word network

Silence

Loop−back to the
2nd phonemes
of the words

Figure 3.1. Structure of the search network of the Aalto University ASR system decoder.

outgoing arcs.

Adding Words to the Lexical Prefix Tree

The lexical prefix tree is constructed by adding words to the tree one at

a time. The words are first expanded to the corresponding HMM state

sequence based on the information in the lexicon. This state sequence is

then added to the search tree, starting from the dummy root node. The

root node of the prefix tree represents a search state encountered in the

beginning of an utterance or after a silence, that is, the silence context.

When a new word is added to the search network, the construction al-

gorithm starts by finding out if the lexical prefix tree already contains a

prefix of the new state sequence. New nodes are added starting from the

state for which such a prefix did not yet exist. The HMM states are added

up to the second last phoneme of the word. From there an arc is made to

a dummy node containing the word identity of the new word (solid circles

in Figure 3.1). This node is then linked to appropriate fan-out triphones,

which are created on demand.

The fan-out triphones are organized in the same way as the fan-in tri-

phones so that triphones with the same central phoneme and the same left

context are grouped together and share their common tied states. When

the dummy node at the end of a word is to be linked to the fan-out tri-
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phones, the node is linked to every starting node of the group determined

by the two last phonemes of the word.

Single phoneme words must be handled separately. The only node

linked to the root node is the dummy node with the word identity. This

is linked to the fan-out triphones with a silence as the previous phoneme

context. However, for a single phoneme word also another implementa-

tion of the word has to be added inside the cross-word network. This is

done by adding a dummy node with the word identity after every fan-

in triphone whose central phoneme corresponds to the given word. This

dummy node is then linked back to the fan-in triphones, determined by

the right context of the originating fan-in triphone.

Post-Processing

To enable the recognition of word sequences, the search network must be

made re-entrant by adding proper loop arcs. As the root represents the

silence context, only the silence model is connected to the root of the lexi-

cal prefix tree. For the normal word transitions, the acoustics is modeled

in the cross-word network. Connections between fan-out and fan-in tri-

phones are made such that correct triphones are traversed in the transi-

tions. In continuous speech, most of the word transitions occur seamlessly,

thus proper modeling of word transitions without a silence is crucial.

To make the search network re-entrant, the last nodes of the fan-out tri-

phones are linked to the fan-in triphones, so that only valid transitions be-

tween context-dependent phonemes are implemented. Due to the group-

ing of the fan-out and fan-in triphones, it is straightforward to add the

necessary arcs. The fan-in triphones are then linked back to the lexical

prefix tree to the first states of the second phonemes of the words. Apart

from the long silence linked to the root of the prefix tree, the decoder also

supports a special short silence which can occur without changing the sur-

rounding phoneme context. Short silences are added as separate optional

paths for all the arcs between the fan-out and fan-in triphones.

Once the network is ready, the word identities are propagated towards

the root of the node, to obtain unique word identity in decoding as early as

possible. Also during the post-processing, the word identity tables needed

for the language model lookahead (see Section 3.2.3) are collected.
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3.2.2 Hypothesis Propagation

The decoder of the Aalto University ASR system utilizes the token passing

method (Young et al., 1989) to track the hypotheses in the search network.

A token contains all the necessary information about the hypothesis it en-

capsulates, such as the acoustic and language model scores and the word

history of the traversed path. The nodes of the network act as placehold-

ers for these hypothesis tokens. One node may hold several tokens only if

the word histories (up to a relevant history length) differ. This is due to

the dynamic use of the language model, as the search state is not uniquely

determined by the network node. With a completely static network, gen-

erated for example with WFSTs, a single token in a node would suffice.

An important concept with the decoders is the recombination of hypothe-

ses. In order to avoid unnecessary computations, an inferior hypothesis

is abandoned or combined with the dominating hypothesis as soon as it is

certain that their relative order can not change anymore. In a re-entrant

network discussed here a recombination may occur when two tokens coin-

cide in the same node. If the word histories of the tokens are the same up

to the span of the language model, the hypotheses can be combined and

the inferior token abandoned. In practice, different word histories utilize

differentN-gram orders. If the language model does not easily provide the

relevant N-gram order for a given word history, the language model span

needs to be approximated.

As the recognition of Finnish is based on subwords called morphs, the

word boundaries are not obtained automatically. Originally the decoder

resolved the word boundaries by duplicating the hypotheses at the morph

boundaries, and inserting a word boundary to one of these hypotheses.

These parallel hypotheses were then propagated independently and the

total score in the end of decoding was used to decide the best of the al-

ternatives. If there was acoustic silence between the morphs, the word

boundary was always inserted.

Later on, a simpler scheme was adopted by simply removing the ex-

plicit hypothesis duplication and word boundary insertion. This means

that word boundaries are only inserted to the hypotheses when travers-

ing silence models. Even though this contradicts with the actual acous-

tics of continuous speech, the added efficiency justifies the method. Most

of the word boundaries are then generated by the one-state short silence

node, which may be passed in a single acoustic frame and which does not
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change the surrounding phoneme context. The impact to accuracy is mini-

mal when the acoustic model training adopts the same procedure for word

boundaries.

3.2.3 Language Model Lookahead

When the lexical search network is constructed as a prefix tree, the word

identities can be determined only after there are no more branches in the

tree. Thus the inclusion of the language model (LM) probability is de-

layed. However, using the LM probabilities as early as possible enhances

the discarding or pruning of less likely hypotheses, discussed in Section

3.3. For dynamic network decoders, language model lookahead techniques

are commonly used to improve the use of the LM probabilities.

One example of implementing language model lookahead was presented

in Ortmanns and Ney (2000). In that approach the LM lookahead scores

were computed using a compressed tree structure to propagate the scores

of individual words to the nodes of the search network. For the decoder

described here, a simpler method was adopted. After the search network

has been built, a list of possible word identities which are reachable from

each node are collected and saved to the nodes of the lexical prefix tree.

The lookahead score can then be computed by finding the maximum of the

LM scores over the words in the node’s list.

To minimize the significant amount of redundant computations involved

in the LM lookahead, a two-level caching system is used. Each node con-

tains a simple cache of the maximum LM scores of the possible follow-up

words, indexed with different word histories. If the correct word history

is not found in the cache, a higher level cache is referenced. It stores the

LM scores of all the words for a certain number of recent word histories.

In case of a cache miss, the LM probabilities of all the words in the lexicon

for the given word history are computed and stored into the cache. With

back-off language models, this computation can be done rather efficiently

as a batch operation. The language model for the lookahead computations

is usually a smaller one than the full LM. Non-reported evaluations indi-

cated that with this implementation, 2-gram lookahead language model

gave the best search performance with respect to the computational effort.

In (Ortmanns and Ney, 2000) it was suggested that LM lookahead

should be used only in the first nodes of the lexical prefix tree. Simi-

larly in the decoder described here, the word lists for the LM lookahead

are near the root node so that any path starting from the root has at most
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four nodes with unique word lists. After the fourth node with a word list

the LM lookahead score remains the same until the word identity has

been resolved.

3.3 Pruning

As discussed in Section 3.2.2, the decoder uses tokens to represent active

hypotheses in the search network. For each input frame these tokens are

propagated forward in the network and the associated hypotheses are ex-

panded. When a token encounters a branch, it is copied forward to each

possible continuation path, multiplying the number of hypotheses as the

decoding process progresses. In LVCSR decoders, this increase of hypothe-

ses is exponential, making it impossible to apply exhaustive search, even

when the Viterbi approximation and optimal recombination is used. It

is therefore necessary to continuously prune away some of the less likely

hypotheses to maintain the search task in a manageable scale. Ideally,

we would like to leave as few hypotheses as possible as active ones with-

out degrading the recognition accuracy. But before observing the whole

utterance, pruning can only utilize information about non-complete (par-

tial) hypotheses. This poses a risk of generating recognition errors due to

unknown path continuations. Defining a pruning threshold is therefore

equal to making a trade-off between decoding speed and a loss in accu-

racy. In practice, however, with proper pruning adjustment the search er-

rors can be made negligible with respect to other error sources (Hirsimäki

and Kurimo, 2009).

Due to the importance of limiting the search space in LVCSR decoding,

plenty of techniques related to effective pruning have been developed. The

most important pruning method is called the beam pruning. It is based

on a simple idea of relating the partial scores of the active hypotheses to

the score of the current best hypothesis at each time frame. The score

of the best hypothesis acts as the reference score to which all the other

scores are compared. Only the hypotheses whose scores are close enough

to the reference score get propagated forward, the rest are pruned away.

The score threshold determining the allowed deviation is called the beam

width. The concept of beam pruning is so essential to LVCSR decoding

that the search process itself is often called the beam search (Ney et al.,

1992b). The principle has been applied also in template matching (Bridle

et al., 1982) and time-asynchronous decoders (Bahl et al., 1983).
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The effectivity of beam pruning depends on the structure of the search

network and the application of the statistical models of acoustics and lan-

guage. One particular problem is caused by the discontinuities in the cu-

mulative hypothesis scores which occur when the LM scores are added at

the word boundaries. Because the word boundaries are not reached syn-

chronously among the different hypotheses, the frame-wise beam pruning

needs to tolerate the score variance caused by these discontinuities, im-

pairing the pruning. Language model lookahead or LM smearing (Stein-

biss et al., 1994; Ortmanns and Ney, 2000), discussed in Section 3.2.3, can

help in this problem. Again, WFSTs offer an advantage over dynamic net-

work decoders, as the compact inclusion of the language model into the

search network offers optimal operation with respect to pruning (Mohri

and Riley, 2001). Besides the language model lookahead generally found

in decoders, also acoustic lookahead techniques (Ney et al., 1992a; Ort-

manns and Ney, 2000) have been developed.

Next, a more formal presentation of the common pruning criteria is

given. Then three new pruning criteria, first published in Publication

II, are depicted. A method for optimizing several pruning thresholds, also

introduced in Publication II, is reviewed in Section 3.3.3. Finally, evalua-

tions of the proposed pruning methods are presented.

3.3.1 Common Pruning Methods

The idea of the search space pruning is to retain only the most promising

path hypotheses as the starting points for the following expansions. The

relative goodness of the hypotheses is determined by their likelihoods or

logarithmic scores. Following the notations of Ortmanns and Ney (2000),

we denote as Qw(t, s) the overall likelihood of the best hypothesis which

ends at time t in state s of the search network with word history w.

Global Beam Pruning

The basic beam pruning is here referred to as the global beam pruning, as

it can be applied in all the states of the search network. The global beam

pruning retains only the hypotheses with scores close to the current best

hypothesis score. More formally, we can define the likelihood of the best

hypothesis as

QGB (t) = max
(v,σ)

{Qv(t, σ)}. (3.2)
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The pruning criterion then states that those hypotheses are pruned for

which

Qw(t, s) < fGB ·QGB (t). (3.3)

The threshold fGB determines the width of the beam. In logarithmic do-

main, the beam pruning criterion becomes

logQw(t, s) < logQGB (t)− f ′GB , (3.4)

where f ′GB = − log fGB is a positive beam width.

Histogram Pruning

Another common pruning criterion is the histogram pruning (Steinbiss

et al., 1994), which limits the number of active hypotheses at each time

frame by retaining only a predefined number of best hypotheses. The

name histogram pruning is used because the pruning can be implemented

efficiently using a histogram of the hypothesis scores. Compared to the

global beam pruning, histogram pruning has the benefit of defining a

worst case processing time for decoding. In many cases, however, it is

not as effective as the global beam pruning, so these two criteria are often

used together.

Word End Pruning

The two pruning criteria described above are applied to all active hypothe-

ses. Besides these global prunings, it is also possible to define prunings

specific to the state of the search network which a search hypothesis oc-

cupies. The word end pruning is an example of such a pruning criterion,

which is found in many decoders. In some publications the same pruning

is referred to as the language model pruning (Steinbiss et al., 1994; Ort-

manns and Ney, 2000). This pruning is applied only for the hypotheses

which reside at the word end positions of the search network, where the

word identity of the current word has been resolved. These hypotheses

have had the language model score added to the score of the hypothesis.

The scores of these hypotheses are therefore more similar to each other,

enabling the use of a tighter beam width. Also the reference score for

the pruning is picked as the score of the best hypothesis in a word end

position.

Let us define the likelihood of the best word end hypothesis as

QWE (t) = max
(v,σ∈SWE )

{Qv(t, σ)}, (3.5)

where SWE is the set of word end states of the search network. The prun-

ing is then applied to those hypotheses which are in one of the word end
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states, removing them if the logarithmic score fulfills

logQw(t, s) < logQWE (t)− f ′WE , (3.6)

where f ′WE is the corresponding beam width.

The word end pruning is useful for two reasons. The global beam width

must be wide enough to tolerate the addition of the language model score.

The word end beam width can therefore be tighter, because this pruning is

applied only for those hypotheses for which the language model score has

just been added. Another advantage of the word end pruning is that usu-

ally the search network has a high level of branching in the word end po-

sitions, due to beginning of a new word. The hypotheses at those positions

are therefore likely to be expanded to numerous new path hypotheses, so

it is especially beneficial to prune them as much as possible.

3.3.2 New Pruning Criteria

The three new pruning criteria presented here have been originally pub-

lished in Publication II. They are based on a similar idea as the word end

pruning. That is, at certain states of the search network it may be possi-

ble and beneficial to use tighter pruning than elsewhere, using separate

reference scores and pruning thresholds.

Equal Depth Pruning

If the search network is organized as a lexical prefix tree it is easy to

define a distance or a depth from the root of the tree to any of the tree

nodes simply as the number of nodes/states in the path from the root.

The hypotheses residing at the states of equal depth have had roughly

the same amount of new acoustic information after the previous addition

of a language model score. This common property may enable using a

tighter beam threshold among these hypotheses. To exploit this feature,

the equal depth pruning is defined as follows:

QED(t, s) = max
(v,D(σ)=D(s))

{Qv(t, σ)}, (3.7)

logQw(t, s) < logQED(t, s)− f ′ED , (3.8)

where D(s) denotes the depth of the state s, and f ′ED is the beam width of

the pruning.

If the depth of the search network is expressed at the level of HMM

states, the number of depth levels may be too fine grained for an efficient

and effective pruning implementation. In Publication II, the depth level
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for pruning was determined by dividing the number of HMM states by

two and retaining only the integral part.

Equal Word Count Pruning

Adding language model scores to the hypothesis scores causes discontinu-

ities, which at worst may throw an otherwise feasible path hypothesis out-

side the global beam threshold. The situation is problematic especially if

the differences between the word counts of the competing path hypotheses

are large, implying considerable differences in the added language model

scores. The global beam width may therefore need to be rather wide, so

some efficiency is lost in situations where the word counts are the same.

To improve the pruning in these situations, the equal word count prun-

ing is defined, for which the reference score is relative to the word count

of the word history. The pruning criterion can be stated as

QEWC (w, t) = max
(C(v)=C(w),σ)

{Qv(t, σ)}, (3.9)

logQw(t, s) < logQEWC (w, t)− f ′EWC , (3.10)

where C(w) denotes the number of words in the word history, and f ′EWC

is the beam width.

Fan-In Pruning

The fan-in states of the search network represent the context-dependent

phonemes at the beginning of the words. These states are shared among

all the words in the lexicon, so it is important to be able to prune the

hypotheses in these positions as effectively as possible before they get

expanded to different word beginnings. To improve the pruning in these

states, the fan-in pruning is defined, similar to word end pruning:

logQw(t, s) < logQFI (t)− f ′FI , (3.11)

where QFI (t) is the likelihood of the best hypothesis in the fan-in states

and f ′FI is the fan-in beam width.

3.3.3 Optimizing the Pruning Thresholds

The pruning thresholds are used to adjust the trade-off between the recog-

nition accuracy and efficiency. They are usually optimized using a de-

velopment data set to evaluate the performance with different threshold

values. The search of the optimal thresholds can be done by simply try-

ing different values iteratively, or using, for example, some form of a line
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search scheme. But as the number of pruning criteria increases, it be-

comes difficult to obtain optimal values for all the different thresholds.

To optimize multiple pruning thresholds the following procedure, first

presented in Publication II, can be used. The global beam width is first

optimized using a development data set as usual, to achieve the target

accuracy. During this optimization, the other pruning criteria are not

used or only loose threshold values are assigned for them.

After setting the global beam width, the development set is then rec-

ognized one more time to determine the tightest threshold values that

would still retain the final best hypotheses. Again the additional pruning

criteria are not actually used, but now along each hypothesis the tight-

est possible pruning thresholds that would still allow that path to survive

are stored. At each frame these values are updated so that if more loose

threshold values were needed to allow the expansion of the hypothesis at

that frame, the new threshold limits are stored and passed forward to the

expanded hypotheses. At the end of the recognition, the final best path

contains for each pruning criterion the tightest possible threshold value

with which it would not have been pruned away.

To formalize the procedure, let Qw(t) represent the (best) likelihood of

hypothesis w at time t, and sw(t) the search network state of that hypoth-

esis at time t. If the reference likelihood of a given pruning criterion for

each time/state pair is QC (t, s) and SC is the set of search network states

where the criterion is applied, the collected threshold value associated

with the best hypothesis ŵ is then

f ′C ,ŵ = max
{t:sŵ(t)∈SC }

{logQC (t, sŵ(t))− logQŵ(t)} . (3.12)

If this method was used to collect a single threshold value from the whole

development set for each of the criterion, the obtained values might be

overly conservative due to some rare events in the prunings in some par-

ticular segments. It is therefore better to collect a set of values, e.g. sepa-

rately for each utterance in the set. Then from this set of pruning thresh-

olds clear outliers can be removed and appropriate thresholds defined.

3.3.4 Evaluation of the New Pruning Criteria

In Publication II the effect of the described new pruning criteria was eval-

uated using two Finnish LVCSR tasks, one speaker-dependent and one

speaker-independent task.

The material for the speaker-dependent task was an audio book read by
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Table 3.1. Evaluation of the new pruning criteria, speaker-independent task.

Prunings Word error Phoneme error RTF

rate rate (search)

Only basic 31.3% 10.2% 7.1

All 31.4% 10.3% 5.6

a professional female speaker, described in Section 2.8.1. The same task

had been previously used in Siivola et al. (2003). For the experiments on

optimizing the pruning thresholds, the development set was divided into

47 segments of two to three sentences. For the speaker-independent task

the Finnish Speecon database (Iskra et al., 2002) was used, see Section

2.8.1. The pruning thresholds were optimized over the 581 utterances of

the development set.

Tables 3.1 and 3.2, adapted from Publication II, show the recognition

results for the two tasks over the independent evaluation sets. To better

illustrate the effect of the pruning criteria to the search effort, the time

used for the Gaussian mixture model computations were omitted from the

real-time factors (RTF) shown in the tables. In all the cases the new prun-

ing criteria were used in addition to the common pruning methods of Sec-

tion 3.3.1. The global beam width and the histogram pruning threshold

were first optimized iteratively to achieve a close to optimal accuracy over

the development sets. Then the other pruning criteria were optimized as

described in Section 3.3.3.

For the speaker-independent task, shown in Table 3.1, the recognition

was run with and without the proposed pruning criteria. The results show

a speed-up of about 20% for the decoding. The effect of the new prun-

ing criteria were evaluated individually with the speaker-dependent task.

The results in Table 3.2 show that each of them are useful in restricting

the search space. When all the pruning criteria are used together, the

decoding time was reduced over 50%, showing almost independent reduc-

tions of the search space for these three criteria.

As a conclusion, the evaluation results show that properly optimized

search-state-aware pruning criteria can significantly reduce the active

search space of decoding without degrading the recognition accuracy. The

reduction of the search time in the speaker-dependent task was over 50%,

but in the more difficult speaker-independent task the performance gain

66



Decoding Techniques

Table 3.2. Evaluation of the new pruning criteria, speaker-dependent task.

Prunings Word error Phoneme error RTF

rate rate (search)

Only basic 12.6% 1.96% 1.4

Equal depth 12.7% 1.96% 1.1

Equal WC 12.7% 1.95% 1.0

Fan-in 12.6% 1.95% 1.2

All 12.6% 1.95% 0.65

was lower. However, the rather poor baseline performance (word error

rate of 31%) in that task implies significant acoustic confusion. If the

acoustic model does not match the input speech well, the separation of

the best hypothesis to the alternatives is smaller. This makes prun-

ing more difficult, and especially defining optimal pruning thresholds be-

comes hard.
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4. Training Acoustic Models

In the heart of any modern automatic speech recognition system there

is a statistical model of the acoustics. In large-scale systems the acous-

tic model may consist of millions of parameters, most of which represent

the Gaussian components of the HMM emission distributions. Estimat-

ing these parameters requires large amounts of training data, that is,

recorded speech with transcriptions. Depending on the size of the acous-

tic model and the recognition task at hand, typical amounts of training

data vary from a few hours to thousands of hours of speech. It is obvious

that dealing with such large amounts of data requires efficient and robust

algorithms.

In the context of statistical modeling, parameter estimation is often

called model training, which equals to optimizing a predefined objective

function, the training criterion, over the training data. This chapter dis-

cusses several different objective functions and algorithms to estimate the

parameters of acoustic models. In some cases the training algorithm and

the criterion are tightly coupled, so that a single algorithm implements

the optimization of a certain objective function. This is the case for exam-

ple with the maximum likelihood estimation and the Baum-Welch algo-

rithm discussed next.

4.1 Maximum Likelihood Estimation

Maximum likelihood (ML) principle is the most commonly applied method

for estimating parameters of a statistical model. It maximizes the proba-

bility of the training data, when the model structure is given as a priori

information. In the context of HMMs and speech recognition, the model

comprises the HMM structure and the transcription of the training data.

The maximum likelihood estimation of HMM parameters was initially
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studied by Baum et al. (Baum and Eagon, 1967; Baum and Sell, 1968;

Baum et al., 1970). The method derived for HMM parameter estimation

was called the forward-backward algorithm (Baum et al., 1970; Baum,

1972), due to the recursively computed statistics used by the algorithm.

Later the algorithm has also become known as the Baum-Welch algorithm

due to involvement of Welch to the development of the algorithm (Welch,

2003). The Baum-Welch algorithm is a special case of a more general

parameter estimation framework, the expectation-maximization (EM) al-

gorithm (Dempster et al., 1977). Therefore, in the context of ML estima-

tion of HMMs, forward-backward, Baum-Welch and EM refer to the same

algorithm.

Initially the HMM parameter estimation considered only discrete emis-

sion distributions. Application to the more general continuous emis-

sion distribution HMMs, particularly with mixtures of multivariate Gaus-

sians, required some generalization of the original forward-backward al-

gorithm (Liporace, 1982; Juang et al., 1986).

The likelihood of a given feature sequence with a known transcription

and an associated (composite) HMM was given in (2.1). Using that, the

ML criterion for training the acoustic model can be expressed as

FML(Λ) =
R∑

r=1

log pΛ(O
r|W r), (4.1)

which assumes that the training corpus consists of R independent utter-

ances. Or represents the observation sequence of the utterance r and W r

is the corresponding transcription. For deriving the parameter estimation

formulae, the emission distributions bi are here assumed to be Gaussian

mixture models with density functions

bi(ot) =
Mi∑
k=1

wikN (ot|μik,Σik). (4.2)

N (ot|μik,Σik) is the kth Gaussian component with mean μik and covari-

ance Σik, and wik is the associated mixture weight. The mixture weights

satisfy the sum-to-one constraint:

Mi∑
k=1

wik = 1, (4.3)

where Mi is the number of components in mixture i.

Let γri (t) = PΛ(xt = i|Or,W r) be the probability that the observation or
t

at time t of utterance r is generated by the HMM state i. Similarly, let

γrik(t) = γri (t)
wikN (or

t |μik,Σik)

bi(or
t )

(4.4)
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be the probability that the observation or
t was produced by the component

k of the mixture i (associated with the state i). Using these definitions,

the occupancy statistics are defined to be the weighted sums of the obser-

vations as follows:

OML
i (1) =

R∑
r=1

Tr∑
t=1

γri (t), (4.5)

OML
ik (1) =

R∑
r=1

Tr∑
t=1

γrik(t), (4.6)

OML
ik (x) =

R∑
r=1

Tr∑
t=1

γrik(t)o
r
t , (4.7)

OML
ik (xxT ) =

R∑
r=1

Tr∑
t=1

γrik(t)o
r
t (o

r
t )

T , (4.8)

where Tr is the number of frames in utterance r. The re-estimation for-

mulae achieving the maximization of (4.1) can then be formulated as

âij =

∑R
r=1

∑Tr
t=1 PΛ(xt = i, xt+1 = j|Or)

OML
i (1)

, (4.9)

ŵik =
OML

ik (1)

OML
i (1)

, (4.10)

μ̂ik =
OML

ik (x)

OML
ik (1)

, (4.11)

Σ̂ik =
OML

ik (xxT )

OML
ik (1)

− μ̂ikμ̂
T
ik. (4.12)

The quantities γri (t) and PΛ(xt = i, xt+1 = j|Or) can be efficiently obtained

using the recursive forward-backward procedure.

The forward-backward algorithm computes the occupancies by consid-

ering all the possible state alignments over the given HMM. It is also

possible to carry out an approximate ML training which uses only the

best state alignment over the HMM, in the same way as the Viterbi al-

gorithm. The training algorithm using this idea is called the segmental

K-means algorithm (Juang and Rabiner, 1990). It results in a slightly

simpler computations than the full forward-backward algorithm.

The ML estimation algorithms for HMMs are computationally very ef-

ficient and their implementation is relatively straightforward. They are

also surprisingly robust and applicable in a wide range of settings. These

practical algorithmic properties have been major factors in the popularity

of HMM based acoustic models in speech recognition. The HMM algo-

rithms and applications in speech recognition are discussed in numerous

articles, for example in the classical HMM tutorial by Rabiner (1989).
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4.2 Discriminative Training

By maximizing the likelihood of the training data, the ML training is

modeling the training data with the given parametric distributions. But

instead of accurately modeling density functions, the goal for the acoustic

model training in ASR should be the maximization of the recognition ac-

curacy. To focus the model training on what is relevant for the recognition

performance, one should use discriminative training.

The ML training of HMM based acoustic models would be optimal for

recognition if the following assumptions were true (Nadas, 1983):

1. HMMs match with the true statistical properties of speech

2. There is infinite amount of training data

3. Global optimum is found

As a rough approximation of the true speech production process, HMM

framework poses unrealistic assumptions for the statistical properties of

speech. HMMs model the speech signal as a piecewise stationary se-

quence with the fundamental assumption that the short-term observa-

tions are conditionally independent given the HMM state. This implies

that inside a HMM state there is no sequential structure in the feature

vectors, and the statistical properties of the feature vectors only depend

on the state. Speech signal, however, is continuous and in general ex-

hibits constant change, violating these assumptions. Furthermore, the

HMM structure, i.e. the definition of states and transitions, is usually

determined by heuristics, and little is done to rigorously model the un-

derlying processes. These considerations invalidate the first assumption

above. The second assumption of infinite training data is obviously never

realized. In fact, acoustic model training is more often than not done

with insufficient amounts of training material. The parameter estimation

with the EM algorithm can not guarantee the third assumption either.

The conclusion is therefore that using some alternative model structure

and/or training principle have plenty of room for improvements over ML

trained HMMs.

Statistical models are generally divided into two broad categories: gen-

erative and discriminative models. Generative models, such as HMMs,
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form a probabilistic model for all the variables, both observed and hidden.

From this full model various inferences can be made. It is also possible to

simulate the underlying process, that is, use the model to generate obser-

vations that obey the statistical properties of the modeled process. Indeed,

HMM is a viable model also for speech synthesis (Tokuda et al., 2000). In

contrast, discriminative models form a model only for the relevant target

variables, conditional to the observations. They aim directly for predic-

tion, and general inference or simulation is not possible. In mathematical

terms, a model is generative if it models the joint probability of the ob-

served data and class information, whereas discriminative models depict

the conditional probabilities of the classes, given the observations.

Although discriminative models would provide a reasonable approach

for the prediction task in ASR, several limitations and practical difficul-

ties have hindered their prevalence (Jiang, 2010). Instead, it is much

more common to apply discriminative training techniques in the context

of generative models. This means that models are still based on HMMs

but they are trained with an alternative parameter estimation principle

instead of ML. The approach is theoretically justified as it is possible that

the constraints posed by the generative models offer some benefits over

the discriminative counterparts (Salojärvi, 2008).

There is a huge benefit in continuing to use HMMs in ASR as so much

has been invested in developing and tuning the recognition systems.

Large number of existing algorithms for training, adapting and decod-

ing can still be used even if HMMs were trained discriminatively. For

that reason it is not surprising that the state-of-the-art ASR systems

nowadays employ discriminative training with HMM models.

For discriminative training, two distinct components need to be defined:

the discriminative criterion and the optimization algorithm. These are

introduced in the next two sections.

4.3 Discriminative Criterion

To circumvent the restrictions of the maximum likelihood framework, one

must first define an alternative objective function for the model training.

This criterion needs to be computable over the training data, and it should

measure the suitability of the model for the intended recognition task.

Furthermore, it must also be amenable for optimization. Several practical

criteria have been suggested for discriminative training of acoustic models
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which achieve these goals at least to some extent.

The more accurate the criterion is in representing the recognition capa-

bilities of the acoustic model, the better models it is able to produce once

optimized during the model training. Unfortunately it is very difficult to

come up with a scalar criterion that can realistically depict the accuracy

of a large-scale acoustic model in a wide variety of settings. The discrim-

inative criteria are also subject to the traditional problems of machine

learning: overfitting and local optima. The problem of overfitting is espe-

cially serious if there is a shortage of training data, as the criterion can

not reliably assess the performance of the model on unseen utterances

which are independent of the training utterances. Some criteria try to

improve generalization by smoothing and defining margins for the deci-

sion boundaries. However, there are not many comparative studies on the

effect of such techniques to the generalization ability.

4.3.1 Maximum Mutual Information

The first discriminative estimation method for HMM based ASR was the

maximum mutual information estimation (MMIE) (Bahl et al., 1986). It

uses the maximummutual information (MMI) criterion, which in the con-

text of acoustic model training is equivalent to the conditional maximum

likelihood criterion. In this way it can be seen as a direct extension of

the ML estimation, replacing the likelihood of the training data with the

conditional likelihood.

The MMI criterion can be expressed as

FMMI(Λ) =
R∑

r=1

log
pΛ(O

r|W r)P (W r)∑
W pΛ(O

r|W )P (W )
, (4.13)

where the summation in the denominator goes over all the possible words

or word sequences. The justification for using the MMI criterion is that

it matches with the maximum a posteriori (MAP) decision rule used in

decoding. Whereas ML training maximizes the likelihood of the correct

transcription, MMI maximizes its probability with respect to all the possi-

ble hypotheses. When the model class is incorrect, under certain assump-

tions, this results in better models for recognition than the ML estimation

does (Nadas et al., 1988).

For the training procedure the seemingly simple change of the criterion

has dramatic consequences. In order to compute the conditional likeli-

hood, MMI estimation needs to consider all the possible recognition hy-

potheses of the training utterances, creating substantial computational
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challenges. An efficient way to deal with this is to approximate the recog-

nition and to represent the alternative hypotheses in a form of a lattice.

This is discussed more in Section 4.7.2.

A direct extension of the MMI criterion by interpolation with the ML

criterion is called the H-criterion (Gopalakrishnan et al., 1988; Woodland

and Povey, 2002). The practical benefits from such an interpolation have

been small. Another extension of MMI called the boosted MMI (Povey

et al., 2008) incorporates utterance weighting based on recognition error

estimates. It has provided some improvements to the recognition accura-

cies. Additionally, the boosted MMI makes an interesting link with the so

called large margin methods (Li et al., 2005).

4.3.2 Minimum Classification Error

By using the conditional likelihood as the objective function, MMI crite-

rion relates the model training to the decoding process. But a discrimi-

native criterion can be even more explicit in its goal. For optimizing an

acoustic model of an ASR system, a natural goal is the minimization of

recognition errors. Minimum classification error (MCE) (Juang and Kata-

giri, 1992; Juang et al., 1997; McDermott et al., 2007) was the first dis-

criminative criterion aiming for this goal.

To formulate an error minimizing criterion, several assumptions are

needed. MCE is based on a mis-classification measure, computed over the

training set. This empirical loss is a smoothed function of the real classi-

fication error, so that the objective function is differentiable and therefore

amenable to gradient-based optimization. In the classical MCE formula-

tion (Jiang, 2010) the mis-classification measure is defined as

dr(O
r,Λ) = − log [pΛ(O

r|W r)p(W r)] + log

⎡
⎣ ∑
W �=W r

pΛ(O
r|W )p(W )

⎤
⎦ . (4.14)

A commonly used smoothing function for the MCE criterion is the sigmoid

function, which approximates the 0-1 classification error but in a differ-

entiable form. Applying it to the mis-classification measure, the MCE

criterion is given by

FMCE(Λ) =
R∑

r=1

1

1 + e−αdr(Or,Λ)
, (4.15)

where α defines the steepness of the sigmoid function. The smoothing

achieved with the sigmoid function not only ensures differentiable objec-

tive function, but it is also justified by the generalization aspects to better
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measure the classification performance on unseen data (McDermott and

Katagiri, 2004).

The MCE equations show similarities with the MMI criterion. In He

et al. (2008) it was shown that by substituting (4.14) into (4.15) with α = 1,

the MCE criterion can be expressed as

FMCE(Λ) =
R∑

r=1

pΛ(O
r|W r)p(W r)∑

W pΛ(O
r|W )p(W )

. (4.16)

The MCE criterion involves similar terms as the MMI criterion, but there

is no logarithm taken over the conditional likelihoods of each utterance.

The error measure of the MCE criterion is the utterance error, which

is best suited for isolated word recognition or for tasks with short utter-

ances. For LVCSR, the resolution of the error measure is suboptimal, as

correctly recognized words can be considered erroneous due to other er-

rors in the same utterance. Despite this, successful LVCSR training has

been accomplished with MCE (McDermott et al., 2007).

MCE criterion has been extended to incorporate a margin parameter for

a method called soft margin estimation (SME) (Li et al., 2007). The pur-

pose of the margin is to improve generalization, in the spirit of Vapnik’s

statistical learning theory (Vapnik, 1995). A comparison between MCE

and SME in a noisy digit recognition task showed some improvements in

favor to SME (Xiao et al., 2010). Within the context of SME, extensions

of MCE to word and phone-level error measures have also been presented

(Li et al., 2007, 2008).

4.3.3 Minimum Phone/Word Error

The popularity of the word error rate as the evaluation metrics for the

speech recognition performance suggests that similar measure could be

beneficial also for training acoustic models. This idea was used in Povey

and Woodland (2002), where the minimum word error (MWE) and min-

imum phone error (MPE) criteria were introduced. These criteria min-

imize an approximation of the expected errors over the training data to

improve the accuracy of the acoustic models. Of the two criteria, MPE

was found out to result better models when recognizing an independent

test set. A discriminative criterion similar to MWE was simultaneously

developed by Kaiser et al. (2002).
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The MPE criterion computes the expected error as

FMPE(Λ) =
R∑

r=1

∑
W

PΛ(W |Or)A(W,W r)

=
R∑

r=1

∑
W pΛ(O

r|W )P (W )A(W,W r)∑
W pΛ(O

r|W )P (W )
, (4.17)

where A(W,W r) is a (fixed) raw accuracy measure counting the number

of phone errors in W with respect to the reference W r. The MWE crite-

rion is otherwise the same, but with a raw accuracy measuring the word

errors. The accuracy term is computed with a forward-backward proce-

dure, which is able to produce only approximate error measures. An inter-

esting approach for evaluating accurate word errors in the criterion was

presented in Heigold et al. (2005), but the modification did not improve

recognition results.

MPE uses model-based posterior probabilities to weight the errors of

different hypotheses, which may be a limiting modeling assumption (Mc-

Dermott et al., 2007). In contrast, MCE does not need accurate posteriors,

as the most important information is the identity of the best hypothesis.

However, the simplicity and practical benefits have made MPE very pop-

ular.

Several variants of the MPE criterion have been proposed. Some of them

were evaluated in Povey and Kingsbury (2007), which showed that a ver-

sion based on a frame-level error, called the minimum phone frame er-

ror (MPFE) criterion (Zheng and Stolcke, 2005), achieved slight improve-

ments over MPE. A more recent variant called symmetrically normalized

frame error (SNFE) (Gibson and Hain, 2010) was shown to achieve better

correlation with the edit distance and good recognition accuracy as well.

4.3.4 Generalized Discriminative Criteria

All the previously discussed discriminative criteria share common proper-

ties and involve similar computations. To help the analysis and develop-

ment of discriminative training methods, unified criteria have been sug-

gested (Schlüter et al., 2001; Macherey et al., 2005; He et al., 2008; Jiang,

2010), which represent the different criteria in a single general form. The

common form also demonstrates that similar algorithms can be used to

optimize the different criteria.

The most important common property of MMI, MCE and MWE/MPE

criteria is that the objective functions can be represented as ratios of two

polynomials (He et al., 2008). This fact is utilized by the most popular
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Table 4.1. Configurations needed for the generalized discriminative criterion to implement
the common training criteria, derived from Macherey et al. (2005). All the cri-
teria except MWE/MPE use the Kronecker delta function δ as the gain function
to select only the reference sentence for the numerator.

Criterion f(z) Mr G(W,W r)

ML
z

∅
δ(W,W r)MMI All

MCE − 1

1 + exp(αz)
All without W r

MWE/MPE exp(z) All A(W,W r)

optimization method for these criteria, the extended Baum-Welch (EBW)

algorithm, discussed in Section 4.5.

In this thesis the generalized criterion proposed in Macherey et al.

(2005) is used as the basis for the theoretical analysis of discriminative

training. The criterion is modified to include an acoustic scaling param-

eter κ, discussed more in Section 4.7.1. In the preceding discussion of

different discriminative criteria this scaling was omitted for clarity. The

generalized criterion is simplified by assuming that the exponent α in the

original criterion is 11. Instead, α is used to define the steepness of the

sigmoid function in MCE criterion, similar to (4.15). This gives us the

following expression:

F(Λ) =
R∑

r=1

f

⎛
⎜⎜⎝log

⎡
⎢⎢⎣
∑
W

pκΛ(O
r|W )P (W )G(W,W r)

∑
W ′∈Mr

pκΛ(O
r|W ′)P (W ′)

⎤
⎥⎥⎦
⎞
⎟⎟⎠ , (4.18)

where f is a smoothing function, G(W,W r) is a gain function measuring

the similarity of hypothesis W with respect to the reference W r, andMr

is the set of competing hypotheses. Table 4.1 shows the configurations

needed for implementing the common training criteria. The generalized

criterion is to be maximized, hence the negative sign in the smoothing

function of the MCE criterion.

For deriving optimization algorithms for the generalized criterion, a

derivative of (4.18) is needed. For a model parameter λ ∈ Λ, the derivative

1In Liu et al. (2008) the parameter α was used to express the acoustic scaling.
However, that form would also require changes for the definitions of the smooth-
ing functions depicted in Macherey et al. (2005).
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is:

∂F(Λ)
∂λ

= κ
R∑

r=1

f ′
(
log

[∑
W pκΛ(O

r|W )P (W )G(W,W r)∑
W ′∈Mr pκΛ(O

r|W ′)P (W ′)

])

×
[∑

W pκΛ(O
r|W )P (W )G(W,W r)∂ log pΛ(O

r|W )
∂λ∑

W ′ pκΛ(O
r|W ′)P (W ′)G(W ′,W r)

−
∑

W∈Mr pκΛ(O
r|W )P (W )∂ log pΛ(O

r|W )
∂λ∑

W ′∈Mr pκΛ(O
r|W ′)P (W ′)

]
. (4.19)

The above equation assumes that a known W implies a unique HMM

state alignment xW . For HMMs with Gaussian mixture models as emis-

sion distributions, we have

∂ log pΛ(O
r|W )

∂λik
=

Tr∑
t=1

γrik(t|xW )
∂ log [wikN (or

t |μik,Σik)]

∂λik
(4.20)

for a parameter λik of Gaussian component k in mixture i. γrik(t|xW ) is the

same as the probability (4.4), but the known state alignment xW implies

that γri (t) can only assume values 0 and 1. Tr is the length of the utter-

ance r. Using similar technique as in Liu et al. (2008), the derivatives of

the generalized criterion can be expressed with the help of the occupancy

statistics. For that, we define

Cr(W ) = f ′r ·
[

pκΛ(O
r|W )P (W )G(W,W r)∑

W ′ pκΛ(O
r|W ′)P (W ′)G(W ′,W r)

− I(W ∈Mr)pκΛ(O
r|W )P (W )∑

W ′∈Mr pκΛ(O
r|W ′)P (W ′)

]
, (4.21)

where

f ′r = f ′
(
log

[∑
W ′ pκΛ(O

r|W ′)P (W ′)G(W ′,W r)∑
W ′∈Mr pκΛ(O

r|W ′)P (W ′)

])
(4.22)

and I(W ∈ Mr) is an indicator function, which is 1 if the hypothesis W

belongs to the setMr, and 0 otherwise. Using these definitions, the occu-

pancy statistics of the generalized discriminative criterion, or simply the

discriminative statistics are defined as

Oik(1) =
R∑

r=1

∑
W

Cr(W )
Tr∑
t=1

γrik(t|xW ), (4.23)

Oik(x) =
R∑

r=1

∑
W

Cr(W )
Tr∑
t=1

γrik(t|xW )or
t , (4.24)

Oik(xx
T ) =

R∑
r=1

∑
W

Cr(W )
Tr∑
t=1

γrik(t|xW )or
t (o

r
t )

T . (4.25)

The expressions of the gradients with respect to Gaussian parameters

using these statistics are given in Section 4.5.2.
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4.4 Optimizing Discriminative Criteria

The discriminative criteria are complex non-linear functions over a large

set, possibly millions, of parameters. The task of optimizing such func-

tions is very demanding. Also the computational requirements are sub-

stantial, as in principle discriminative training needs to recognize the

whole training set for each training iteration. To reduce computations, it

is a standard setting to first train an acoustic model using the maximum

likelihood estimation, and use it as an initial model for discriminative

training. Another practice to reduce the computing burden is the use of

lattices, discussed in Section 4.7.2.

The HMM transition probabilities have usually only a minor impact to

the relative path likelihoods. For this reason the benefit of re-estimating

them using discriminative training techniques has only a small effect

(Woodland and Povey, 2002). In this thesis, discriminative training is

assumed to not update the transition probabilities. The optimization of a

discriminative criterion is therefore considered only over the parameters

of the Gaussian mixture models.

4.4.1 General Optimization Algorithms

The first experiments with discriminative training on small-vocabulary

tasks utilized general-purpose optimization methods (Bahl et al., 1986;

Kapadia et al., 1993). In LVCSR, however, they have been used rarely.

One reason for this is that the off-the-shelf versions of the general opti-

mization algorithms may not be well suited for complex acoustic models.

In Publication IV some of these reasons were reviewed. The following

discussion is based on that publication.

Simple gradient descent algorithm suffers from a slow convergence

speed and from a difficulty of setting proper step sizes. Second-order op-

timization algorithms can improve the convergence by using information

about the Hessian matrix of the objective function. Well-known algo-

rithms in this group include conjugate gradient methods and the family

of quasi-Newton methods. The quasi-Newton family, such as the BFGS

algorithm, has some advantages over the conjugate gradient methods

relating to the convergence speed and the accuracy of the line search

(Shanno, 1978). Although the traditional BFGS implementation requires

explicitly storing the Hessian matrix which is infeasible with large acous-

tic models, there exists a rather simple limited-memory version that
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avoids this requirement (Liu and Nocedal, 1989).

In Publication IV the use of a limited memory BFGS optimization was

investigated in LVCSR acoustic model training. During the development

phase of the experiments, it became clear that although the optimization

resulted in significant improvements of the criteria, the accuracy of the

resulting models were often bad. The reason was that unconstrained op-

timization2 allowed some HMM parameters to exhibit very large changes,

resulting unreasonable values which could wreck the overall performance

of the model. By simply limiting the maximum allowed change of any

single parameter this problem was avoided.

An exception in the use of general optimization algorithms in discrim-

inative training is the MCE criterion. MCE criterion was originally op-

timized using an online gradient descent algorithm called the probabilis-

tic descent (PD) algorithm (Juang and Katagiri, 1992). The drawback of

such online algorithms is, however, that they can not be parallelized eas-

ily. Batch versions of PD, as well as general optimization algorithms such

as Rprop and Quickprop, were successfully tested in McDermott et al.

(2007) for MCE training. Reason for the success of these general-purpose

optimization algorithms lie in their inherent constraints for parameter

changes. Also the smoothing in the MCE criterion may have helped the

optimization.

4.4.2 Algorithms Specifically for Discriminative Training

Some discriminative criteria allow special optimization algorithms to be

used with appealing properties. One example is the use of second-order

cone programming with large margin models (Wu et al., 2011), which al-

lows a global optimum to be found when certain relaxation techniques are

applied.

In this thesis, the emphasis is in the optimization of the common dis-

criminative criteria discussed in Section 4.3. The most common algorithm

for optimizing these rational objective functions is the extended Baum-

Welch algorithm. It has proved out to be a robust training algorithm and

it has had a major impact on the success of discriminative training in

ASR. EBW provides parameter re-estimation formulae much in the same

way as the traditional Baum-Welch/EM algorithm does for ML training.

2The optimization procedure used parameter transformations to ensure feasible
model parameter values, that is, positive covariances and mixture weights with
[0,1] limits and sum-to-one constraints.
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The EBW algorithm is a central algorithm in this thesis, so it is discussed

in detail in Section 4.5.

Another optimization algorithm for discriminative criteria relevant to

this thesis is the constrained line search (CLS) algorithm (Liu et al.,

2008). It relies on a simple line search and GMM constraints based on

Kullback-Leibler divergence (KLD) (Cover and Thomas, 2005). It is dis-

cussed in Section 4.6.

4.5 Extended Baum-Welch

The most commonly used algorithm for estimating HMM parameters un-

der a discriminative criterion is the extended Baum-Welch (EBW) algo-

rithm. It provides parameter re-estimation formulae reminiscent of nor-

mal Baum-Welch/EM algorithm, but it is applicable with the popular dis-

criminative criteria. The existence of such a robust training method has

been a major factor in the success of discriminative training in ASR.

Gopalakrishnan et al. (1989, 1991) extended Baum’s derivation of

growth transformations for HMMs to enable discriminative training with

rational objective functions. The result was used to derive re-estimation

formulae for optimizing the MMI criterion. Due to the similarity with

the Baum-Welch formulation, it became to known as the extended Baum-

Welch algorithm (Kapadia et al., 1993). The original derivation applied

only to discrete emission distributions, but it was later extended to

continuous distributions, at first with heuristic methods (Normandin,

1991; Normandin et al., 1994a) and later with more mathematical rigor

(Gunawardana and Byrne, 2001; Povey, 2003; Kanevsky, 2004; Axelrod

et al., 2007; He et al., 2008; Jiang, 2010).

In its generic form, the growth-transformation for a rational function

R(X) is defined as (Gopalakrishnan et al., 1991; Normandin, 1991; Wood-

land and Povey, 2002)

x̂ij =
xij
(
∂ logR(x)

∂xij
+D

)
∑

k xik
(
∂ logR(x)

∂xik
+D

) , (4.26)

where xij are the model parameters with the constraint
∑

j xij = 1. For a

large enough D, this transformation guarantees the increase of the objec-

tive function.

For HMM Gaussian parameters, the EBW re-estimation formulae
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(Jiang, 2010) are usually expressed as

μ̂ik =
Onum

ik (x)−Oden
ik (x) +Dμik

Onum
ik (1)−Oden

ik (1) +D
, (4.27)

Σ̂ik =
Onum

ik (xxT )−Oden
ik (xxT ) +D[μikμ

T
ik +Σik]

Onum
ik (1)−Oden

ik (1) +D
− μ̂ikμ̂

T
ik, (4.28)

where O(1) represents the occupancy statistics and O(x) and O(xxT ) are

the weighted sums of the observed data and squared data, respectively.

Superscripts num and den are abbreviations for numerator and denom-

inator, referring to the statistics collected from the correct transcription

and the alternative hypotheses, respectively. These formulae can be sim-

plified by noticing that only the difference between the numerator and de-

nominator statistics are needed. By defining Oik(1) = Onum
ik (1) − Oden

ik (1)

and similarly for the other statistics, the re-estimation formulae can be

expressed as:

μ̂ik =
Oik(x) +Dμik

Oik(1) +D
, (4.29)

Σ̂ik =
Oik(xx

T ) +D[μikμ
T
ik +Σik]

Oik(1) +D
− μ̂ikμ̂

T
ik. (4.30)

In this formulation, the discriminative statistics defined in (4.23)–(4.25)

can be used.

Even though EBW was originally derived for MMI, the similarity of the

popular discriminative criteria means it can be applied to other criteria

as well (Povey and Woodland, 2002; Macherey et al., 2005). The key to the

optimization of different criteria is to modify the discriminative statistics

according to the criterion, as indicated by the term Cr(W ) in (4.23)–(4.25).

As discussed in He et al. (2008), the generalized discriminative criterion

introduced in Section 4.3.4 may not represent a rational function, because

of the smoothing function. In theory, it is therefore not directly applica-

ble with the EBW algorithm, except with the MMI criterion. However, by

applying the results of Kanevsky (1995, 2004), the use of the generalized

criterion with EBW can be justified. In He et al. (2008) another formu-

lation of MMI, MCE, and MPE criteria in a canonical rational form was

presented which directly allows the use of the EBW algorithm.

4.5.1 EBW Update Control

The EBW update formulae are controlled by a constant D, which deter-

mines the amount of interpolation with the previous model parameters.

With a sufficiently large value of D, the updates are guaranteed to in-

crease the discriminative criterion (Povey, 2003; Axelrod et al., 2007; He
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et al., 2008). However, the theoretical considerations do not provide defini-

tive means for obtaining proper values for this crucial constant.

A useful lower bound for D is to ensure that the covariances remain

positive definite, which can be determined in a number of ways (Valtchev

et al., 1997; Axelrod et al., 2007; Povey et al., 2008). A convention is to

compute this lower bound separately for each Gaussian, depicted as Dmin
ik ,

and to use double of this value as the real required minimum for a Gaus-

sian-specific constant Dik.

In practice, the Gaussian-specific lower bound derived from covariance

updates does not give large enough valuesDik for successful optimization.

The early attempts for using EBW relied on a global D which was large

enough for all the Gaussians. To improve the convergence speed of the

EBW algorithm, Valtchev et al. (1997) proposed to use a different Di for

each mixture. Even better performance with respect to convergence was

achieved with the new heuristic method proposed in Woodland and Povey

(2002). Their widely adopted method sets different Dik for each Gaussian

according to the following equation:

Dik = max{2Dmin
ik , E · Oden

ik (1)}, (4.31)

where E is a global constant, usually set to value 2. Generally the lower

bound 2Dmin
ik is rarely met, so the occupancy-related term determines the

Gaussian-specific Dik for majority of the Gaussians.

The heuristics developed for MMI resulted in poor generalization abil-

ity when applied to the training with the MPE criterion. Although the

criterion over the training set could be improved, the accuracy on an in-

dependent test set got worse. As a remedy, a smoothing method for dis-

criminative statistics called I-smoothing (Povey and Woodland, 2002) was

proposed. It provided the required additional regularization for the train-

ing to succeed.

I-smoothing can be viewed as defining a prior distribution for each Gaus-

sian (Povey, 2003). It was originally defined with the following interpola-

tion formulae:

Ônum
ik (1) = Onum

ik (1) + τ, (4.32)

Ônum
ik (x) = Onum

ik (x) +
τ

Omle
ik (1)

Omle
ik (x), (4.33)

Ônum
ik (xxT ) = Onum

ik (xxT ) +
τ

Omle
ik (1)

Omle
ik (xxT ), (4.34)

whereOmle
ik refers to the statistics collected with the correct transcriptions

and τ controls the amount of smoothing.

84



Training Acoustic Models

Later, Povey et al. (2008) presented an alternative version of I-smooth-

ing, which uses the model from the previous iteration as the prior. This

has the appealing property that such a smoothing can be accomplished

simply by altering the Gaussian-specific Dik in the EBW algorithm. The

typical case of (4.31) then becomes

Dik = E · Oden
ik (1) + τ. (4.35)

Experiments showed this to work better than using the ML model as the

prior (Povey et al., 2008).

Because the I-smoothing constant τ relates to the occupancy values, the

appropriate value is criterion-dependent. For example, MPFE criterion

requires larger smoothing values than the original MPE criterion (Povey

and Kingsbury, 2007) due to the higher occupancy values MPFE gener-

ates.

4.5.2 Connection to Gradient-Based Optimization

The connection of EBW to a quadratic Newton update was considered

from a heuristic point of view in Zheng et al. (2001). Later Axelrod et al.

(2007) stated more formally that the Gaussian mean update of EBW is

actually very close to the Newton update. This is somewhat contradictory

to the connection shown in Schlüter et al. (2001) which related EBW with

a simpler gradient descent algorithm. The difference originates from the

scalar Gaussian variance used in Schlüter et al. (2001), which makes the

EBW mean update coincide with the use of gradient descent and a spe-

cial step size. However, with a much more common diagonal covariance,

a different step size would be needed for each dimension of the mean.

This alteration of the update direction can no longer be interpreted as a

gradient descent step, but it resembles a Newton update instead.

The explicit connection between the EBW and Newton updates of Gaus-

sian means was presented in He et al. (2008). The following derivation

adapted from Publication VII follows that but with different notations.

The gradient and the Hessian of the generalized discriminative criterion

(4.18) with respect to the mean can be expressed with the help of the dis-

criminative statistics as

∇F(μik) = κΣ−1ik

[Oik(x)−Oik(1)μik

]
, (4.36)

H(μik) = −κΣ−1ik Oik(1), (4.37)

where the derivatives are taken with respect to the mean of the Gaus-
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sian component k in mixture i. The derivation of (4.37) ignores that the

discriminative statistics are dependent on μik and it is therefore an ap-

proximation (He et al., 2008).

To simplify the equations, we omit the Gaussian indices ik for the rest

of this section. Using (4.36) and (4.37), we can reformulate (4.29) as

μ̂ = μ+
O(x)−O(1)μ

O(1) +D
= μ− O(1)

O(1) +D
(H(μ))−1∇F(μ). (4.38)

This shows that the EBW update is in fact a Newton update, except for the

step size multiplier. For convenience, we define a shorthand expression for

the mean update term:

Δμ = − O(1)

O(1) +D
(H(μ))−1∇F(μ). (4.39)

For the covariance update, Publication VII presented a novel result in

relating the EBW update to the Newton update. Following a similar tech-

nique as with analyzing the means, we can first reformulate the EBW

update (4.30) as

Σ̂ = Σ+
2Σ∇F(Σ)Σ

κ(O(1) +D)
−ΔμΔμT , (4.40)

where∇F(Σ) is an expression of the criterion gradient with respect to the

covariance:

∇F(Σ) =
κ

2

(−Σ−1O(1) +Σ−1Ψ(μ)Σ−1
)
, (4.41)

where

Ψ(μ) = O(xxT )−O(x)μT − μO(x)T + μμTO(1). (4.42)

If the covariance matrix is restricted to be diagonal, we can rewrite

(4.40) as

Σ̂ = Σ− O(1)

O(1) +D

(
−κO(1)Σ−2

2

)−1
diag (∇F(Σ))− diag

(
Δμ(Δμ)T

)
,

(4.43)

where diag is an operator extracting the diagonal matrix. Assuming Δμ

is small, this can be interpreted as an approximation of the Newton up-

date. To see this, the Hessian of the criterion with respect to diagonal

covariance needs to be approximated as

H(Σ) = −2Σ−1diag(∇F(Σ))− κ

2
O(1)Σ−2 ≈ −κO(1)Σ−2

2
. (4.44)

This approximation is valid only when the gradient is close to zero, e.g. in

the vicinity of any local optimum. Nevertheless, it does show the connec-

tion between the two optimization methods.
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4.5.3 Mixture Weight Optimization

Although it is possible to derive an update formula for Gaussian mixture

weights which is similar to the EBW updates of means and covariances, it

has not been used widely due to its sensitivity to small-valued parameters

(Woodland and Povey, 2002). Merialdo (1988) proposed a more robust

method, which avoided some of these problems. However, as discussed in

Povey and Woodland (2000), this does not guarantee convergence. Hence,

they proposed a new formulation, which demonstrated good performance

and has since been widely applied.

The mixture weight estimation method of Povey and Woodland (2000)

was designed to compensate the changes of occupancy statistics which

occur due to the changes of mixture weights. The formulation also guar-

antees the increase of the discriminative criterion. The method simply

iteratively maximizes the auxiliary function

M∑
k=1

Onum
ik (1) log ŵik − O

den
ik (1)

wik
ŵik, (4.45)

where ŵik denotes the new mixture weight and wik is the mixture weight

from the previous iteration. Interestingly, this formulation does not in-

volve any control variables such as the D in the EBW formulae, but max-

imization is done only with the sum-to-one constraint and [0, 1] limits for

the individual weights.

4.6 Constrained Line Search

Kullback-Leibler Divergence (KLD) is a natural way of comparing distri-

butions and computing distance-like measures between them. It offers an

attractive measure for controlling GMM optimization as well. This was

utilized in the constrained line search (CLS) algorithm (Liu et al., 2008),

which is based on a simple line search constrained with KLDs of emission

distributions.

There is no closed-form solution for computing the KLD between two

GMMs. In CLS this is circumvented by an approximation which decom-

poses the KLD between two similar GMMs into KLDs of the component

Gaussians, and also into a divergence measure for the component weights.

The closed-form expressions for the single Gaussian KLDs are further

decomposed into two expressions containing only mean and covariance

parameters, respectively. In the following discussion, these measures be-
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tween different parameter vectors are called KLDs because they corre-

spond to the real KLD if only that parameter vector between the distribu-

tions had changed. The expressions for the KLDs are:

D(ωi‖ω0
i ) = ωT

i (logωi − logω0
i ), (4.46)

D(μik‖μ0
ik) =

1

2
(μik − μ0

ik)
T (Σ0

ik)
−1(μik − μ0

ik), (4.47)

D(Σik‖Σ0
ik) =

1

2

[
tr
[
(Σ0

ik)
−1Σik

]
+ log

|Σ0
ik|

|Σik| − d

]
, (4.48)

where D(ωi‖ω0
i ) is the KLD between the new and old weight vector of

mixture i, D(μik‖μ0
ik) is the KLD between the new and old mean vector of

Gaussian k of mixture i, and D(Σik‖Σ0
ik) is the KLD between the new and

old covariance matrix. d is the dimensionality of the Gaussian models.

The CLS algorithm as presented in Liu et al. (2008) ignored the factor
1
2 in (4.47) and (4.48). The CLS algorithm defines a maximum allowed

KLD applied for each parameter type of every Gaussian and mixture in

the acoustic model, and this limit is enforced in the update step.

The CLS algorithm uses a generalized discriminative criterion similar

to (4.18) to derive the partial derivatives for different parameters. By

assuming that the discriminative statistics are constants during the pa-

rameter optimization for one update step, unique critical points can be

obtained by setting the derivatives of the objective function to zero. A

line search is then used to obtain new parameter values that are within

the trust region defined by the KLD constraints. The search direction is

based on either the critical point, or the gradient, depending on the type

of the critical point. The reasoning behind CLS is that by using the KLD

constraints only small parameter changes are allowed, which justifies the

assumption of constant statistics. To simplify computations, CLS uses

quadratic approximations of the decomposed KLD so that closed-form up-

date equations can be formulated.

The CLS algorithm was shown to have good convergence properties com-

pared to EBW in MMI training (Liu et al., 2008). It was also tested with

the MPE criterion using the Switchboard corpus, but in that case the im-

provements over EBW were minor.

4.6.1 Shortcomings of CLS

Further analysis of the CLS algorithm reveals some theoretical weak-

nesses and flaws. These novel findings are discussed next.
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Covariance Update

In Liu et al. (2008) the CLS update formula for the mean μik was derived

from a gradient identical to (4.36). The covariance, on the other hand,

was expressed as a vector σik representing the logarithmic diagonal co-

variance. The gradient for that, given in Liu et al. (2008), was3

∇F(σik) =
κΣ−1ik

2Oik(1)

[
Oik(1)Oik(x

2)−O2
ik(x)−O2

ik(1) exp(σik)
]
. (4.49)

The gradient of the discriminative criterion with respect to the covariance

is dependent on the value of the mean. The gradient for the covariance in

(4.49) does not show that, because it assumes that the mean is obtained

from a critical point update:

μ̂ik =
Oik(x)

Oik(1)
. (4.50)

This, however, is incorrect in most practical situations, where the critical

point is outside of the trust region defined by the KLD constraint, or when

the mean critical point is a minimum.

In Liu et al. (2008, Section IV-B) it is claimed that the critical point of

covariance can not be a minimum or a saddle point. The property is de-

rived from condition Oik(1)Oik(x
2) − O2

ik(x) > 0, which is said to imply

Oik(1) > 0 and hence negative Hessian for the covariance. This impli-

cation, however, is not true in general. With discriminative criteria the

squared feature vectors may be accumulated with negative weights, and

hence Oik(x
2) can be negative. Due to this flaw in derivation, the CLS

algorithm occasionally uses incorrect updates for covariances.

Minimum Point Update

If the critical point is a minimum point, CLS defines the update direction

as a vector pointing away from that minimum point (Liu et al., 2008, Sec-

tion IV). This, however, may not be a good update direction, especially if

the critical minimum point is far away from the initial point. Using the

gradient direction would result in a greater rate of increase of the objec-

tive function, at least locally.

Another problem with the CLS updates is that unless the critical point

is a maximum and inside a trust region, the maximum allowed step size

according to the KLD constraint is used. Hence, if critical point is not a

maximum, no second order information is used to estimate a better step

size.
3The acoustic scaling factor κ is included here in the gradient to maintain the
common notation of this thesis.
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Line Search Optimization

Using a line search towards the search direction for parameter updates is

intuitive, but it is not optimal given the generalized discriminative crite-

rion as the objective function. By optimizing the discriminative criterion

directly under the KLD constraints can give larger improvements of the

criterion. Such an optimization is relatively easy to be implemented as a

numerical optimization task with the help of Lagrange multipliers for the

constraints. The same approach enables avoiding the quadratic approxi-

mations of the KLD constraints so that (4.46)–(4.48) can be used directly.

4.7 Discriminative Training for LVCSR

Already the early experiments with discriminative training (Bahl et al.,

1986; Merialdo, 1988) managed to improve recognition accuracy in small

vocabulary tasks. However, applying the same techniques for large vo-

cabulary recognition was more difficult and initially achieved less signifi-

cant improvements especially on large acoustic models (Normandin et al.,

1994b; Valtchev et al., 1997; Woodland and Povey, 2002). Also the compu-

tational cost for discriminative training hindered the use of these methods

in large-scale systems.

A number of details needed to be settled before discriminative training

was successfully applied to large-scale acoustic models as well. This oc-

curred around year 2000, when Schlüter et al. (2001) and Woodland and

Povey (2002) published a set of techniques and heuristics which allowed

effective discriminative training also in LVCSR. Only a few years later

most of the state-of-the-art speech recognition systems were already in-

corporating discriminative training for their acoustic models (Evermann

et al., 2004; Schwartz et al., 2004; Soltau et al., 2004).

With complex acoustic models and large training corpora the computa-

tional cost of discriminative training continues to be significant. Accord-

ingly, a number of practices have been adopted to lower this cost. One of

the fundamental procedures is that discriminative training is initialized

from a fully-trained ML model. This is a reasonable decision, as a good

initialization is always beneficial or even crucial for optimizing a statisti-

cal model. Even though discriminative methods have been proposed for

learning the model structure (Valtchev et al., 1997; Liu and Gales, 2004;

Wiesler et al., 2010) in addition to the model parameters, the discrimina-

tive methods are generally only used for re-estimating the parameters of
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Gaussian mixture models.

Next, three specific issues on discriminative training for LVCSR are dis-

cussed in more detail.

4.7.1 Acoustic Scaling

In decoding, some imperfections of the acoustic model are compensated by

weighting the logarithmic likelihoods of the language model by a positive

scalar before combining them with the acoustic model scores. This so-

called language model scaling factor, briefly discussed in Section 2.6, is a

standard solution in ASR systems. It is usually optimized with a held-out

set of utterances to optimize the recognition accuracy. Although the scal-

ing factor usually obtains similar values, to some extent it is dependent

on the task and the models.

Instead of scaling the language model scores, in discriminative training

similar effect is simulated by scaling the acoustic model scores but with

a reciprocal of the language model scaling factor. The benefit over the

language model scaling approach is that by compressing the scale of the

logarithmic likelihoods, several alternative recognition hypotheses obtain

similar scores. Once the logarithmic scores are normalized to probabili-

ties, this results in more hypotheses whose probabilities are significantly

above zero. The increase in the number of closely competing hypotheses

means more confusion, and hence more paths contribute to the discrimi-

native statistics. On the contrary, with the language model scaling, only

the best path would get a probability close to one and hence dominate

the computation of occupancies. Increased path confusion is beneficial for

discriminative training as it can lead to improved generalization of the

model (Woodland and Povey, 2002).

4.7.2 Discriminative Training Using Lattices

All the common discriminative criteria involve evaluating likelihoods of

alternative hypotheses in addition to the correct transcription. The alter-

native hypotheses are obtained by an unconstrained recognition similar

to decoding. Full recognition of the training corpus for every iteration of

discriminative training would in most cases consume too much compu-

tational resources. Instead, lattices can be used as a recognition model

to speed up discriminative training (Valtchev et al., 1997; Schlüter et al.,

2001; Woodland and Povey, 2002).
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In a typical implementation of discriminative training, two kinds of lat-

tices are used for each utterance: one represents the correct transcription

and the other one is the recognition model representing the alternative

hypotheses. These lattices are usually referred to as the numerator and

denominator lattices, respectively, corresponding to the statistics needed

for the MMI criterion.

Although already the use of lattices restricts the search space compared

to unconstrained recognition, it is usually necessary to further limit the

search to reduce the computational cost of discriminative training. For

that, decoding techniques such as beam pruning and Viterbi approxima-

tion are often applied. The algorithms and approximations chosen for

traversing the lattices and assigning frame-level Gaussian probabilities

impact several aspects of discriminative training. In this thesis, an algo-

rithm for assigning these probabilities is referred to as the lattice segmen-

tation algorithm.

In the early implementations of LVCSR discriminative training

(Valtchev et al., 1997; Schlüter et al., 2001), lattice segmentation was

based on fixed word boundaries. With precomputed word boundary times,

a HMM state alignment of each word could be determined with the

Viterbi algorithm. Woodland and Povey (2002) considered two alternative

approaches for lattice-based training. Their full-search algorithm used a

full forward-backward pass at a HMM state level, constrained by initial

phone alignments stored in the lattice. The alignment of each state was

allowed to vary by a margin of 50 ms. A second algorithm called exact-

match used full forward-backward algorithm only inside each context-

dependent phone model with fixed start and end times. Another level of

forward-backward procedure was then carried out based on the already

computed phone likelihoods. Besides the different segmentations these

two algorithms produce, they differ also in the way how the acoustic

scaling is being applied. Full-search scales the logarithmic likelihoods

of the emission distributions for each frame, whereas exact-match scales

the combined logarithmic likelihoods of each phone. In experiments both

algorithms performed somewhat equally, but exact-match was preferred

because it was about twice as fast as full-search.

From a theoretical point, the exact-match algorithm handles the acous-

tic scaling correctly, whereas the full-search algorithm does not. To see

this, let us consider computing the total likelihood of the lattice, that is,

the sum of likelihoods of all the possible word sequences. For each word
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sequence W there is a set of different state alignments XW . The total

likelihood is then given by

p(O) =
∑
W

p(O|W )P (W ) =
∑
W

∑
x∈XW

p(O|x)P (W ). (4.51)

This matches with the denominator of the MMI criterion (4.13). In the

forward-backward/Baum-Welch algorithm used for computing these like-

lihoods the two sums in the latter form of (4.51) are effectively combined

and the summation is done simply over all the possible state sequences.

However, if we are interested in likelihoods of word sequences raised to

some power κ as in the denominator of (4.18), it is no longer possible to

overlap these summations. The reason is that the different state align-

ments of a single word sequence W need to be combined to p(O|W ) before

applying the acoustic scaling. The combination of a full forward-backward

algorithm and a frame-wise scaling of logarithmic likelihoods is therefore

an invalid procedure.

The exact-match algorithm avoids the problem in scaling the logarith-

mic likelihoods by using the forward-backward algorithm to compute the

unscaled likelihoods of the phone models with fixed boundaries. The scal-

ing is then applied to these likelihoods which do not exhibit ambiguity in

the alignment. Another way to properly compute the scaled likelihoods

is to consider only the best alignment of each word sequence, such as

in the approach based on fixed word boundaries and Viterbi alignments.

These approaches have the additional benefit of preventing the smearing

of phoneme and word transitions. When the acoustic scaling smooths the

scores of different paths and state alignments, it also spreads the probable

instances of model transitions across time. This may not be a desirable

effect in acoustic model training. Using fixed word or phone boundaries

for lattice segmentation helps to avoid these problems.

The exact-match algorithm relies on fixed phone boundaries, which are

usually derived with the ML model. These boundaries may not be prop-

erly aligned for the models obtained after several iterations of discrimina-

tive training. In the experiments reported in Woodland and Povey (2002)

recomputing these boundary times did provide some improvement for the

results. In Publication IV the lattice segmentation problem was studied

as well. To avoid deteriorating the training due to fixed boundary times,

full segmentation over the lattice was performed on each iteration. Two

schemes were then compared: Full unconstrained Baum-Welch (a.k.a.

forward-backward) and multipath Viterbi (MPV). The former is similar
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to the full-search approach, and it suffers from the acoustic scaling prob-

lem discussed above. The MPV approach, on the other hand, computes the

path scores only over the best state alignment for each word sequence and

thus results in exact computations. The MPV algorithm utilized lattices

preprocessed with FST tools, which enabled implementing an efficient al-

gorithm to compute the lattice segmentation without resorting to separate

passes on word and phone levels. The result is similar to the use of Viterbi

algorithm in Valtchev et al. (1997); Schlüter et al. (2001) but with word

boundaries that are realigned on-the-fly.

4.7.3 Weakened Language Model

By simulating a recognition at a training time, discriminative training

connects a language model to the acoustic model training. This raises

a question about the optimal language model for discriminative train-

ing. Experiments have shown (Schlüter et al., 2001; Woodland and Povey,

2002) that using a weak language model, e.g. a 1-gram, results in best

acoustic models. The improvements can be explained by the increase

of confusable paths which directs discriminative training to improve the

generalization ability of the model. The weak language model still pro-

vides a small amount of language information to emphasize the common

words and utterances in acoustic model training.

As a side note, the lattices used for discriminative training are usually

generated with a higher-order language model, but the language model

scores in the lattices can then be rescored with the desired weak language

model. This applies some additional constraints for the available path

alternatives encountered during discriminative training.

4.8 Experimental Evaluation: Criterion, Optimization, and Lattice
Segmentation

In Publications IV and VII several aspects of discriminative training, in-

cluding the criterion, optimization algorithm and lattice segmentation

method, were evaluated in LVCSR tasks. This section examines some

of those results.

In Publication IV both MMI and MPFE criteria were tested for acous-

tic model training with different combinations of lattice segmentation

methods and optimization algorithms. The model training was performed
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Table 4.2. Speech recognition results of the SpeechDat task (LER), adapted from Publica-
tion IV.

Development Evaluation

Criterion EBW BFGS EBW BFGS

ML 5.77% 7.16%

MMI/BW 4.85% 5.33% 6.05% 6.56%

MMI/MPV 5.24% 5.15% 6.47% 6.43%

MPFE/BW 5.41% 5.64% 6.78% -

MPFE/MPV 5.03% 5.34% 5.95% 6.35%

Table 4.3. Speech recognition results of the Speecon task (LER), adapted from Publication
IV.

Development Evaluation

Criterion EBW BFGS EBW BFGS

ML 3.03% 3.33%

MMI/BW 2.95% 2.92% 3.15% 3.26%

MMI/MPV 2.93% 2.92% 3.12% 3.24%

MPFE/BW 2.95% - 3.30% -

MPFE/MPV 2.84% 2.89% 3.02% 3.02%

with either EBW or BFGS method, using a maximum of 8 training iter-

ations. The discriminative training lattices were processed with either

Baum-Welch (BW) or multipath Viterbi (MPV) segmentation approach.

Tables 4.2 and 4.3 summarize the results of the experimental evalua-

tions. The development set results show the best results among all the

models of different training iterations, whereas the evaluation set results

were obtained using the best model indicated by the development set. The

MPFE/BW combination was not tested with the BFGS except for Speech-

Dat development set because of the low performance of that combination.

In general, the EBW algorithm provided better models than BFGS, but

not all combinations of the criteria and lattice segmentation performed

favorably. The differences between the training methods were smaller

with the easier Speecon task (Table 4.3). For Speecon, the MPFE criterion

with MPV segmentation resulted in the best evaluation set performance

with both EBW and BFGS training. For the more difficult SpeechDat

task (Table 4.2), the best results required EBW training. One interesting
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Figure 4.1. SpeechDat development set results of MMI training using different discrim-
inative training configurations.

result observed with the SpeechDat task was the good performance of

MMI criterion with EBW training when combined with the Baum-Welch

segmentation. The discriminative training did use acoustic scaling, so

this was despite the problems described in Section 4.7.2. However, for

MPFE, the MPV segmentation was beneficial in all the cases.

Figure 4.1 shows SpeechDat development set recognition results over

the maximum of 8 MMI training iterations with different settings. The

BFGS algorithm exhibits clear overfitting, whereas EBW estimation

achieves convergence. The figure demonstrates the significant impact

different settings may have to the training process. Moreover, carrying

out too many iterations of discriminative training can lead to oscillation

and eventual degradation of the recognition accuracy. It is therefore vital

to use a held-out development set to evaluate the acoustic models for

different numbers of training iterations. By using a large enough devel-

opment set which closely matches with the targeted use of the acoustic

model is the best way for ensuring good performance.

In Publication VII one particular evaluation was the comparison be-

tween the CLS and EBW algorithms. Table 4.4 shows evaluation results

over the WSJ0 corpus, using different discriminative criteria. Unlike in

Publication VII, the EBW results shown here were obtained with the

heuristic control method proposed in Woodland and Povey (2002). The

CLS algorithm used a decreasing KLD limit 0.1/n where n is the training

iteration index, as proposed in Liu et al. (2008). The results do not show

any significant deviations between the methods.
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Table 4.4. Word error rates of WSJ0 models trained with CLS and EBW methods, tested
over clean WSJ development and evaluation sets.

Model Dev 5k Eval 5k Dev 20k Eval 20k

ML 8.3% 5.0% 18.0% 13.4%

CLS MM 7.8% 4.4% 17.2% 12.7%

EBW MMI 7.7% 4.4% 17.0% 12.5%

CLS MPE 7.6% 4.7% 17.1% 12.4%

EBW MPE 7.5% 4.5% 16.7% 12.4%

CLS MPFE 7.8% 4.5% 17.3% 12.6%

EBW MPFE 7.5% 4.6% 16.7% 12.4%

In Chapter 6 the comparison of CLS and EBW is revisited in a noisy

recognition case. In that chapter, also alternative control methods for

EBW are considered.
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5. Extended Baum-Welch as a
Constrained Optimization Algorithm

Discriminative training of acoustic models is susceptible to the same prob-

lems faced with the training of any statistical pattern recognition system.

The optimization of a discriminative criterion needs to avoid local optima

and preferably converge close to a global optimum. At the same time

overfitting needs to be avoided, so that the resulting model will exhibit

good generalization. Many of the difficulties in ASR originate from the

problems of training very large scale acoustic models with millions of free

parameters, and the insufficient training data available for that task.

The experiments in Publications IV, V, and VII show that in general

the optimization of the discriminative criteria can not be the only goal.

In optimizing the discriminative criteria, it is easy to arrive in domains

where the criterion no longer correlates with the accuracy of recognizing

unseen speech. To counteract this phenomenon, discriminative training

algorithms explicitly constrain the update steps of the model. In EBW the

constraints are controlled by the constant D. In CLS, the model change

is limited explicitly by defining KLD limits for different parameters. Also

general-purpose optimization methods Quickprop and Rprop include con-

straints for the step size (McDermott et al., 2007). By restricting the op-

timization to models near the robust ML solution, adverse overfitting can

be avoided. A more ideal solution would be to use a discriminative crite-

rion which was less susceptible to overfitting in the first place.

This chapter presents an analysis of the EBW re-estimation formulae,

which originally appeared in Publication VII. The main result of the anal-

ysis is the explicit formulation of the constraints applied by the EBW al-

gorithm: the increase of the discriminative criterion due to update of one

Gaussian is always proportional to the KLD between the old and new

Gaussian. The analysis is based on the generalized discriminative crite-

rion (4.18) introduced in Section 4.3.4. It is therefore applicable to a wide
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variety of discriminative criteria, including MMI, MPE and MCE.

Recently, a connection with the EBW and KLD has been presented in

Hsiao and Schultz (2011). Similar to the analysis presented in this chap-

ter, it showed that the EBW constant D acts on a KLD-based regular-

ization term. The derivation was based on a Lagrange relaxation of a

bounded objective function and therefore departs from the one presented

here. Moreover, the KLD was only stated as a regularization term for

EBW, the exact constraints used by the EBW algorithm were not studied

nor stated explicitly.

5.1 Mean Update

The analysis of the EBW Gaussian mean update continues from Section

4.5.2 which showed that the update coincides with a scaled Newton up-

date. The change of the discriminative criterion due to mean update of one

Gaussian can be expressed with the help of the gradient and the Hessian

as

ΔF(μ) = (Δμ)T∇F(μ) + 1

2
(Δμ)TH(μ)Δμ, (5.1)

where Δμ is the update term defined in (4.39). The validity of this equa-

tion depends on the Hessian approximation (4.37), which is satisfied if

the occupancy statistics are approximately constants in the update re-

gion. Substituting the mean update (4.39) into (5.1), the criterion change

can be reformulated as

ΔF(μ) = −O(1)2 − 2O(1)D

2(O(1) +D)2
∇F(μ)T (H(μ))−1∇F(μ). (5.2)

Referring to the decomposed KLD equations for Gaussian components

presented in Section 4.6, we can formulate a measure for the update step

size. By substituting the mean update (4.39) into the KLD equation (4.47)

we get

DEBW(μ) = D(μ̂‖μ) = −1
κ

O(1)

2(O(1) +D)2
∇F(μ)T (H(μ))−1∇F(μ). (5.3)

The similarity between (5.2) and (5.3) is now obvious. Explicitly, they are

related as

ΔF(μ) = κ · [O(1) + 2D] · DEBW(μ) = κ · α · DEBW(μ). (5.4)

This relation states that EBW optimizes the Gaussian means such that

the criterion improvement is always proportional to the KLD of the up-

date through the factor κ · α. Consequently, given a fixed α, the KLD
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Figure 5.1. Simulation of the criterion increase versus KLD change in Gaussian mean
update. The solid line depicts the increase of a discriminative criterion when
a Gaussian mean is updated towards the direction of the Newton update.
The update direction is the same as used with EBW, but the curve shows
the effect of different step sizes. The EBW update step will always be at the
intersection with the dashed line representing the EBW constraint.

of a mean parameter update directly reflects its impact on the criterion

improvement.

To visualize this constraint, we can simulate the criterion increase and

the corresponding KLD change when artificially varying the update step

sizes. As the EBW update corresponds to a scaled Newton update as

shown in (4.38), we can compute the criterion and model changes when

the scaling factor is altered to obtain a range of different step sizes. Fig-

ure 5.1 shows a plot from such a simulation. The interpretation of (5.4)

is that the criterion increase of the EBW mean update with respect to the

KLD is always on a line with a slope of κ(O(1) + 2D).

The validity of (5.2) was evaluated experimentally in Publication VII.

The mean parameters of one Gaussian at a time were updated with EBW

and MPE criterion into the ML model trained from the WSJ0 corpus.

Then the improvement of the MPE criterion was evaluated over the train-

ing corpus and compared to that estimated by (5.2). Figure 5.2 illustrates

the same experiment, but with two improvements compared to that of

Publication VII. In this experiment, the segmentation of the lattices were

kept fixed, removing much of the noise present in the original figure. Also

the effect of acoustic scaling was taken into account in this updated ver-

sion. Because of the amount of computations required, the scatter plot

shows the effect of mean updates only over 200 random Gaussians out
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Figure 5.2. Estimated vs. realized MPE criterion improvements in EBW mean updates,
evaluated over 200 Gaussians of an acoustic model trained from WSJ0.

of 43605 Gaussians in the acoustic model. There is a very good match

between estimated and realized criterion improvements. The small de-

viations from the diagonal can be explained by the fact that (5.2) with a

diagonal Hessian matrix can only consider the effects of different mean di-

mensions independently. In the experiments, however, all the dimensions

of one mean vector were updated simultaneously.

5.2 Covariance Update

Similar to (5.4), it can be shown that also the covariance update of EBW

relates the criterion increase with the KLD change, although this time

approximately. To show this, the criterion improvement of a diagonal co-

variance update needs to be expressed in a closed form:

ΔF(Σ) =
∑
d

∫ Σ̂dd

Σdd

(∇F(Σ))dd dΣdd

=
κ

2

(
O(1) log

|Σ|
|Σ̂| + tr

[
Ψ(μ)(Σ−1 − Σ̂

−1
)
])

, (5.5)

where subscript dd denotes the dth diagonal element.

To simplify (5.5), we need to express Ψ(μ) of (4.42) with the help of the
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covariances. Substituting (4.41 into (4.40), we get:

Σ̂ = Σ+
2Σ∇F(Σ)Σ

κ(O(1) +D)
−ΔμΔμT

= Σ+
κΣ
(−Σ−1O(1) +Σ−1Ψ(μ)Σ−1

)
Σ

κ(O(1) +D)
−ΔμΔμT

= Σ+
Ψ(μ)−O(1)Σ

O(1) +D
−Δμ(Δμ)T

=⇒ Ψ(μ) ≈ (O(1) +D)Σ̂−DΣ. (5.6)

This approximation assumes that the change in mean is small. Now we

can substitute (5.6) into (5.5):

ΔF(Σ) ≈ κ

2

(
tr
[ (

(O(1) +D)Σ̂−DΣ
)
(Σ−1 − Σ̂

−1
)
]
+O(1) log

|Σ|
|Σ̂|

)

=
κ

2
(O(1) +D)

[
tr
[
Σ−1Σ̂

]
+ log

|Σ|
|Σ̂| − d

]

+
κ

2
D

[
tr
[
Σ̂
−1

Σ
]
+ log

|Σ̂|
|Σ| − d

]

= κ · [O(1) +D] · D(Σ̂‖Σ) + κ ·D · D(Σ‖Σ̂). (5.7)

The difference between (5.7) and (5.4) derives from the fact that the Gaus-

sian mean KLD (4.47) is a symmetric measure, whereas the covariance

KLD (4.48) is not. Consequently, the relation (5.4) can be expressed in

the same way as (5.7). Moreover, a relation similar to (5.4) gives a good

approximation for (5.7).

The validity of (5.7) depends on the assumption that the change in mean

parameters is small. In Publication VII this assumption was examined ex-

perimentally, by comparing (5.5) against the weighted KLD values of the

covariance updates. Figure 5.3 shows a scatter plot for such a data, again

collected from the first EBW update of the WSJ0 model with the MPE

criterion. As the data points are close to diagonal, the approximation is

valid. For all the tested criteria (MMI, MPE and MPFE) the correlation

coefficient between the criterion improvement and the weighted KLD val-

ues due to covariance update was over 0.998.

5.3 Mixture Update

The commonly used mixture weight update discussed in Section 4.5.3

does not involve similar KLD constraints as the mean and covariance

updates do. It does not even include any control parameter for the op-

timization. Only the sum-to-one constraint and the [0, 1] limits for the
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Figure 5.3. Estimated MPE criterion improvements due to covariance updates, plotted
against the weighted covariance KLD values for each Gaussian of the WSJ0
acoustic model.

individual weights are maintained while optimizing the specially devised

auxiliary function (4.45).

5.4 Update Control with Common Heuristics

We can gain further insight into the constraints of the EBW updates

by substituting the expression for the widely used Gaussian-specific Dik

(4.31) into the constraint (5.4). Using only the typically applied latter

term of (4.31), we get

αik = (2E − 1)Oden
ik (1) +Onum

ik (1). (5.8)

As αik specifies the constraint level for Gaussian k in mixture i, the com-

monly used heuristic rule assigns tighter constraints for Gaussians with

large occupancies. On the other hand, larger step sizes are more easily

allowed for Gaussians with small occupancies. From (5.8) we can also

see that increasing E tightens the constraints, but it also increases the

dependency on the denominator occupancy. Value E = 1 would result

in an intuitively pleasing form with equal weight on the numerator and

denominator occupancies. The more common E = 2, on the other hand,

gives denominator occupancy three times more weight.

The covariance induced lower bound for the Gaussian-specific Dik, as

defined in (4.31), gives a Gaussian-specific lower bound for the ratio be-

tween the criterion improvement and the KLD of the update. It can be
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interpreted as a hard limit for the covariance, which affects the constraint

for the mean update as well. However, in practice this condition is met

only in a small fraction of the Gaussians.

The effect of I-smoothing can be analyzed by adopting the version that

uses the previous iteration model as the prior. This affects only the se-

lection of D (Povey et al., 2008), resulting (4.35) as the typical equation

for obtaining D. Using this definition and the usual value E = 2, the

constraint coefficient αik obtains the following form:

αik = 4Oden
ik (1) +Oik(1) + 2τ. (5.9)

It is evident that the relative effect of I-smoothing depends on the mag-

nitudes of the occupancies. Increasing τ implies stronger constraints but

without increasing dependency on the occupancies.

As the common heuristics for setting Gaussian-specific constants Dik

take into account the occupancies of the Gaussians, they can be applied

with a variety of criteria and model complexities without much adjust-

ment. I-smoothing, on the other hand, does not take occupancies into ac-

count, so the commonly used smoothing values are applicable only when

the occupancies remain similar (Povey and Kingsbury, 2007). However,

the need for I-smoothing indicates that using plain occupancies to control

the constraints is not a generally feasible approach.

It should be noted that even with a fixed D, the constraint formulations

show dependency to the occupancies through the termO(1). However, this

dependency is rather insignificant, as typical D values are much larger

than the absolute values of O(1).

5.5 Conclusions: Significance of the Constraint Formulation

The analysis presented in this chapter shows how the optimization con-

straints in EBW are controlled by the constant D, which defines the ratio

between the criterion improvements and the KLDs of the Gaussian up-

dates. In many sources the EBW algorithm is recommended because it

achieves good convergence due to its second order nature. But it is in fact

those KLD based constraints which make EBW a unique optimization

algorithm. The presented analysis gives explicit formulation for these

important constraints. The formulation of these constraints emphasize

the findings of Publication IV, which showed that some kind of constraint

was needed for a general second-order optimization method to succeed in
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discriminative training. Even then, EBW outperformed the alternative

optimization method in the speech recognition evaluations.

Compared to the recently proposed CLS algorithm, the Gaussian KLD

constraints in EBW are not fixed but relative to the improvement of the

criterion. In this sense EBW aims for maximal criterion improvement

with minimal model changes. This particular formulation is able to pro-

vide more robust acoustic models, as the experiments presented in Chap-

ter 6 indicate.

During the research done for this thesis, a set of experiments was made

where the EBW constraints were implemented into a general optimiza-

tion algorithm similar to CLS. The resulting model updates were very

close to those of the EBW algorithm, adding to the evidence that the con-

straints in EBW are the key for the good optimization performance. How-

ever, mixture weight estimation is an exception, as the special formu-

lation reviewed in Section 4.5.3 outperformed direct optimization. This

mixture weight update algorithm does not include KLD constraints, but

only constraints to keep the mixture weights valid.
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6. Robustness of Discriminatively
Trained Acoustic Models

In real-life speech recognition applications it is usually difficult to control

the recognition conditions. Input speech may become corrupted by various

background noises and the environment may change the acoustic proper-

ties of the signal unexpectedly. Due to different speaker characteristics

and dialects the recognition systems need to deal with large variations

in input signal even with clean speech. Still equal performance is often

expected for everybody, from children to elderly.

The tolerance of the speech recognition system to different variations

such as noise and speaker characteristics is commonly referred to as ro-

bustness. In practical systems it can be a crucial design aspect. However,

majority of speech recognition research is conducted using clean speech or

matching noise profiles in training and testing. Discriminative training is

one example, with surprisingly few studies on acoustic model robustness

or whether the established training methods are useful with mismatched

recognition conditions. The few exceptions include MMI training in cross-

task conditions (Cordoba et al., 2002) and noisy digit recognition with

MCE and SME criteria (Xiao et al., 2010). Both of these studies showed

that discriminative training can have an important role in noise-robust

speech recognition.

Traditionally robustness to speaker variations has been addressed with

normalization and adaptation approaches, such as VTLN (Wakita, 1977),

MLLR (Gales, 1998) or MAP adaptation (Gauvain and Lee, 1994). So-

lution for noise-robustness, on the other hand, has been sought with a

wide variety of methods, from feature design to model adaptation, see e.g.

Sankar and Lee (1996); Viikki and Laurila (1998); Deng et al. (2004); Liao

and Gales (2005).

A group of model training methods referred to as large margin methods

try to tackle the robustness problem in the spirit of Vapnik’s statistical
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learning theory (Vapnik, 1995). The concept has recently received consid-

erable attention (Li et al., 2005, 2007; Saon and Povey, 2008; Yu et al.,

2008; Wu et al., 2011). Although the experiments with these methods

have shown encouraging results, more evidence on their benefit in large

scale systems and varied conditions is still needed.

This chapter presents the research on the robustness of discriminatively

trained acoustic models originally published in Publications V–VII. The

emphasis is on different methods for optimizing discriminative criteria,

and especially in different control methods for the EBW algorithm. In

order to limit the scope of the studies, most feature-domain and other

model-domain techniques for improving robustness have been omitted in

the experiments.

6.1 KLD-based EBW Control

The original derivation of the EBW algorithm for Gaussian distributions

used a single D constant for controlling the optimization of the discrim-

inative criterion (Normandin, 1991). The constant was set such that all

the Gaussian updates would preserve positive variances. The prevailing

Gaussian-specific control heuristics (Woodland and Povey, 2002) depicted

in (4.31) evolved from the mixture-specific control method presented in

Valtchev et al. (1997). These heuristics were reasoned by the better con-

vergence they provided compared to the predecessors.

The common heuristics for setting Gaussian-specific Dik to control the

EBW algorithm relies on the denominator occupancies. As discussed in

Section 5.4, this results in a constrained update where the ratio between

the criterion improvement and the KLD of the Gaussian mean update

is determined by (5.8). The essence of the heuristics is to use tighter

constraints for common Gaussians, that is, for Gaussians with large oc-

cupancies in the recognition model. This can be useful with e.g. Gaus-

sians of the silence models which have very large occupancy values. The

heuristic method then prevents excessive changes of these common Gaus-

sians. However, only modest constraints are applied for rare Gaussians,

enabling significant parameter changes in a single update step with rel-

atively little data to estimate those updates robustly. This is somewhat

contradictory to the traditional use of regularization in function optimiza-

tion.

The EBW algorithm with the common control heuristics do not produce
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good models with all the discriminative criteria without additional regu-

larization such as I-smoothing. This fact suggests that a universal con-

trol strategy for EBW can not be based solely on occupancies. Using I-

smoothing diminishes the influence of occupancies to the Gaussian-spe-

cific EBW constants. In effect, with I-smoothing all the Dik become more

similar to each other. On the other hand, the constraint formulations

(5.4) and (5.7) seem to maintain intuitive trade-offs between parameter

updates and criterion improvements even without Gaussian-specific con-

stants. But due to variety of criteria and conditions, it is impossible to

define universal values for the EBW constant D.

6.1.1 Algorithm for Finding a Global EBW Constant

In Publications V and VII a criterion independent control method for the

EBW algorithmwas suggested. The key idea is to use a globalD for all the

Gaussians, apart from those Gaussians for which the positive variance

condition requires a larger constant. This leads to a Gaussian-specific

constant which is defined as

Dik = max{Dglobal, 2Dmin
ik }. (6.1)

The criterion independence is achieved by controllingDglobal with a KLD

of the model updates. This global parameter is sought such that the

first model update of the discriminative training obtains a desired level

of model change, measured by the median of the KLDs between the origi-

nal and updated Gaussians. For a single Gaussian, the KLD between the

original and updated distribution is

D(N (μi,Σi) ‖N (μ0
i ,Σ

0
i )
)

=
1

2

[
(μi − μ0

i )
T (Σ0

i )
−1(μi − μ0

i ) + tr
[
(Σ0

i )
−1Σi

]
+ log

|Σ0
i |

|Σi| − d

]
. (6.2)

This was used in the control algorithm presented in Publication V. In

Publication VII a slightly modified version was described which only used

the KLD of the mean components. However, due to similar constraints

(5.4) and (5.7) which are applied to means and covariances, the KLD val-

ues are closely related and the full KLD is approximately twice the KLD of

the mean. Therefore, in practice, the difference between the two methods

is insignificant.

Figure 6.1 shows a pseudocode of the algorithm which utilizes full Gaus-

sian KLDs. The algorithm takes as an input an initial model, an initial
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GETGLOBALD(MLModel , InitialD ,TargetKLD)

S ← COLLECTSTATISTIC(MLModel)

D ← InitialD

M ← ESTIMATEMODEL(MLModel ,S ,D)

K ← median(GAUSSIANKLDLIST(MLModel ,M ))

while |K − TargetKLD | > KLDThreshold do
D ← UPDATED(D ,K ,TargetKLD)

M ← ESTIMATEMODEL(MLModel ,S ,D)

K ← median(GAUSSIANKLDLIST(MLModel ,M ))

end while
return D

GAUSSIANKLDLIST(MLModel ,M ))

L← EMPTYLIST()

for all g ∈ MLModel do
L.INSERT(KLD(MLModel .GAUSSIAN(g),M .GAUSSIAN(g))) {Eq. (6.2)}

end for
return L

Figure 6.1. Algorithm for selecting a global EBW constant D.

Dglobal and a target KLD value for the median of the KLDs of the Gaus-

sian updates. It then iteratively searches for a new Dglobal which results

in a given target KLD for the model update. The median of the Gaus-

sian KLDs is a decreasing function with respect to D, so the function

UPDATED, responsible for the search algorithm implementation, can eas-

ily utilize e.g. a binary search. The Dglobal is determined only for the first

iteration of the discriminative training and is then kept fixed during the

rest of the training iterations. The search can be done solely based on the

discriminative statistics, causing only marginal additional computations

for discriminative training.

If the global D is optimized with an exhaustive search using recognition

results of a held-out set, the above algorithm is not strictly needed as it

merely represents a transformation from median KLD values to global D

values. However, the benefit of using KLD for the EBW control is that it

provides an appealing interpretation for the control parameter. Defining

the target KLD limit is still a problem for which it might be impossible

to find a single universal answer. The optimal KLD value is affected by

issues like how well the discriminative criterion relates to the recognition

error, and how aggressively it should be optimized. Nevertheless, the fol-

lowing experiments show that already a single median KLD limit is able
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Table 6.1. Word error rates for WSJ0 models trained with different discriminative criteria
and two methods for setting the EBW constants: the baseline Gaussian-specific
heuristics with I-smoothing (τ ) and the global D set with a target KLD limit
0.02. From Publication VII.

Model D Dev 5k Eval 5k Dev 20k Eval 20k

ML 8.3% 5.0% 18.0% 13.4%

MMI τ=0 7.7% 4.4% 17.0% 12.5%

MMI D=124 7.8% 4.6% 16.7% 12.7%

MPE τ=50 7.5% 4.5% 16.7% 12.4%

MPE D=124 7.5% 4.4% 16.6% 12.3%

MPFE τ=400 7.5% 4.6% 16.7% 12.4%

MPFE D=903 7.5% 4.7% 16.6% 12.5%

to produce well-performing models in a wide variety of settings.

6.1.2 Experimental Evaluation: Matched Clean Recognition

In Publication VII the KLD-based global D control was tested against the

common heuristic control method in clean speech recognition with several

corpora and discriminative criteria. In all the cases the target KLD was

set to 0.01 for the median of the Gaussian mean KLDs. This roughly

equals 0.02 for the full Gaussian KLD used in the algorithm of Figure 6.1.

This value was selected based on the good performance in preliminary

experiments. The baseline MMI models for the experiments did not use

I-smoothing. The I-smoothing for the common heuristic control with MPE

and MPFE models were implemented as an interpolation with the model

from the previous iteration. Commonly recommended I-smoothing values

were used (τ = 50 or τ = 100 for MPE, τ = 400 for MPFE).

Tables 6.1 and 6.2 show the recognition results for the clean WSJ0 and

WSJ284 tasks, respectively. Both 5 k-word and 20 k-word lexicons pro-

vided with the WSJ corpora were used for the recognition tasks. All the

results indicate equal performance without statistically significant devia-

tions between the two EBW control methods.

Table 6.3 shows clean recognition results for the Finnish Speecon cor-

pus. Apart from the MPE criterion, there were no statistically significant

differences between the results of the two control methods. Even with

MPE the difference was small and not significant with a more strict sig-

nificance level α = 1%.

The presented experiment results show that the proposed KLD-based
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Table 6.2. Word error rates for WSJ284 models trained with different discriminative cri-
teria and two methods for setting the EBW constants. From Publication VII.

Model D Dev 5k Eval 5k Dev 20k Eval 20k

ML 6.3% 3.5% 14.6% 10.4%

MMI τ=0 5.3% 3.3% 13.6% 9.9%

MMI D=230 5.3% 3.4% 13.5% 9.9%

MPE τ=50 5.4% 3.3% 13.2% 9.5%

MPE D=228 5.3% 3.0% 13.2% 9.3%

MPFE τ=400 5.4% 3.1% 13.3% 9.4%

MPFE D=1894 5.4% 3.2% 13.5% 9.7%

Table 6.3. Letter error rates for Speecon models trained with different discriminative cri-
teria and two methods for setting the EBW constants. Evaluation was done
over clean development and evaluation sets. Adapted from Publication VII.

Model D Dev Eval

ML 3.03% 3.31%

MMI τ=0 2.86% 3.20%

MMI D=210 2.83% 3.11%

MPE τ=100 2.64% 2.81%

MPE D=114 2.65% 2.88%

MPFE τ=400 2.72% 2.90%

MPFE D=1176 2.70% 2.89%

algorithm for EBW control results in equal performance as the commonly

used heuristic methods when tested in clean speech recognition tasks with

matched conditions in training and testing.

6.1.3 Experimental Evaluation: Mismatched Noisy Recognition

In Publication VII the global D approach was tested also in mismatched

noisy recognition tasks. The acoustic models used in these tests were

trained from clean speech corpora. This kind of setting represents a worst-

case condition, as usually there is at least some noisy speech available for

training as well, enabling so called multi-condition training (Pearce and

Hirsch, 2000).

Table 6.4 shows one set of results of these mismatched experiments, ob-

tained by training models from clean corpora (WSJ0 and WSJ284) and

running recognition over Aurora 4 noisy test sets. The results show an

average WER over three noise conditions: airport, babble and street. Be-
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Table 6.4. Word error rates of WSJ models trained with different discriminative train-
ing methods, tested over three noisy Aurora 4 evaluation sets. Adapted from
Publication VII.

Model ML MMI MPE MPFE

WSJ0/I-smoothing
37.0%

37.2% 34.8% 31.3%

WSJ0/Global D 35.3% 33.6% 31.3%

WSJ284/I-smoothing
34.0%

33.7% 33.1% 31.1%

WSJ284/Global D 32.1% 31.7% 29.6%

cause the Aurora 4 corpus does not include separate development sets,

these results show the best WERs among the 12 iterations of discrimina-

tive training for each configuration. The training configurations were the

same as with the clean tests described in the previous section. For recog-

nition the Aurora experiments utilized the 5 k-word vocabulary. Although

only the improvements of the MMI models were statistically significant

(even with α = 1%), the consistent improvements with all the tested crite-

ria provides evidence of improved robustness when using a global D with

EBW.

In Publication V the effect of the target KLD value and different I-

smoothing values were investigated with different discriminative criteria.

Table 6.5 shows both matched clean and noisy mismatched recognition

results of the Speecon development set. The corresponding evaluation

set results are depicted in Table 6.6. In these experiments, 15 iterations

of discriminative training were conducted. Again the global D method

showed similar performance as the baseline heuristics in the clean cases,

but outperformed the baseline method in the mismatched tasks. The eval-

uation set results, ran only with the best KLD/I-smoothing values for each

criterion, confirmed these findings. They showed statistically significant

improvements (α = 5%) in all the mismatched evaluations. Somewhat

surprisingly, the MMI criterion provided the best performing models for

mismatched recognition.

Analyzing the development set results of the models from different

training iterations revealed that the optimal number of discriminative

training iterations varied a lot among the different training configura-

tions and testing conditions without any evident pattern. Using a devel-

opment set to select the best model was especially important for MMI with

a global D, for which the recognition errors exhibited some oscillation in

the later iterations. Almost all the tested global D values worked well
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Table 6.5. Finnish Speecon development set results (LER). The discriminative training
with EBW was controlled either with the baseline heuristics and I-smoothing or
a global D set to produce different median Gaussian KLD changes. The “Noisy
(ch2)” condition refers to medium distance microphone recordings from various
environments. The “Car” condition contains speech recorded inside driving cars
using a lavalier microphone. From Publication V.

Model Clean Noisy (ch2) Car

ML 3.0% 10.1% 38.1%

MMI

I-smoothing 0 2.9% 9.3% 32.6%

I-smoothing 400 2.9% 8.6% 29.2%

I-smoothing 800 2.9% 8.5% 28.9%

KLD 0.1 2.8% 10.1% 32.4%

KLD 0.02 2.8% 8.7% 29.1%

KLD 0.002 2.8% 7.8% 25.2%

KLD 0.0004 2.9% 7.7% 25.8%

MPE

I-smoothing 100 2.6% 9.1% 36.3%

I-smoothing 400 2.6% 9.0% 36.0%

I-smoothing 800 2.6% 9.1% 36.0%

KLD 0.4 2.8% 9.0% 33.6%

KLD 0.1 2.7% 8.8% 34.3%

KLD 0.02 2.7% 8.8% 35.8%

KLD 0.002 2.6% 8.9% 35.8%

MPFE

I-smoothing 100 2.7% 9.4% 38.1%

I-smoothing 400 2.7% 9.2% 37.6%

I-smoothing 800 2.7% 9.2% 37.6%

KLD 0.4 2.9% 8.6% 32.2%

KLD 0.1 2.7% 8.1% 30.8%

KLD 0.02 2.7% 8.5% 33.5%

KLD 0.002 2.7% 8.8% 35.5%

with the clean recognition test, but for noisy tasks it was more important

to select the optimal value. MPE and MPFE showed benefits with rather

large update steps, but for MMI substantially smaller update steps were

optimal.

These experiments were repeated with the WSJ284 corpus. The mis-

matched evaluations were conducted with two WSJ spoke tests, S7 and
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Table 6.6. Finnish Speecon evaluation set results (LER) for different EBW control strate-
gies and training criteria. From Publication V.

Model Clean Ch2 Car

ML 3.3% 10.0% 31.2%

MMI I-smoothing 3.2% 8.6% 23.4%

MMI global D 3.0% 7.7% 20.4%

MPE I-smoothing 2.9% 9.0% 29.4%

MPE global D 3.0% 8.8% 27.6%

MPFE I-smoothing 2.9% 9.2% 30.2%

MPFE global D 2.9% 8.2% 23.9%

S8. For clean evaluation, 20 k-word lexicon was used, whereas the noisy

evaluations were done with 5 k-word lexicon. The development set results

in Table 6.7 show again that global D outperforms the common heuristic

control in mismatched tasks. Compared to the Speecon results, the MMI

criterion no longer outperformed the other criteria. The optimal KLD

values for the global D with the MMI criterion were also somewhat differ-

ent. With WSJ, all the criteria gave better results with small update steps

when tested with clean data, whereas bigger update steps were beneficial

for the noisy tasks.

The evaluation set results for the WSJ corpus experiment are shown in

Table 6.8. They are in line with the development set results, showing that

the global D method performs equally to or better than the baseline EBW

control with all the discriminative criteria. The improvements observed

in the S7 evaluation set were statistically significant.

6.1.4 Good Performance or Guaranteed Convergence?

There are some theoretical justifications for the commonly used heuris-

tic EBW control. In Afify (2005), the EBW algorithm was derived starting

from the reverse Jensen inequality. As a result, explicit formulae were de-

rived for the EBW constants Dik which would guarantee the convergence

of the discriminative criterion. The complexity of these equations would

prevent their practical use as such, but if some approximations were ac-

cepted, the derived equations proved out to be similar to (4.31) with E = 3.

Another justification for the common heuristics was given in Hsiao (2012),

where it was reasoned that the Gaussian-specific Dik must have similar

dynamic range as the objective function, and hence be proportional to the
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Table 6.7. WSJ development set results in (WER) for different EBW control strategies and
training criteria. From Publication V.

Model Clean Noisy S7 Noisy S8

ML 14.6% 24.9% 14.9%

MMI

I-smooth 0 13.6% 24.8% 14.1%

I-smooth 800 13.5% 24.6% 13.9%

KLD 0.1 13.5% 23.7% 13.2%

KLD 0.02 13.5% 23.8% 12.9%

KLD 0.002 13.4% 25.0% 12.9%

MPE

I-smooth 50 13.2% 24.1% 13.2%

I-smooth 400 13.0% 23.6% 13.4%

KLD 0.1 13.3% 22.6% 13.0%

KLD 0.02 13.2% 22.8% 13.2%

KLD 0.002 13.1% 22.9% 13.5%

MPFE

I-smooth 400 13.3% 22.2% 13.8%

KLD 0.1 13.5% 19.8% 13.3%

KLD 0.02 13.5% 21.2% 13.5%

KLD 0.002 13.2% 22.2% 13.5%

Table 6.8. WSJ evaluation set results (WER) for different EBW control strategies and
training criteria. From Publication V.

Model Clean Noisy S7 Noisy S8

ML 10.4% 22.9% 22.3%

MMI I-smoothing 9.7% 23.1% 19.9%

MMI global D 9.9% 21.9% 19.5%

MPE I-smoothing 9.4% 21.6% 18.8%

MPE global D 9.3% 20.5% 18.8%

MPFE I-smoothing 9.4% 19.4% 19.5%

MPFE global D 9.4% 17.7% 19.1%

occupancies. As the common heuristic control method has some theoreti-

cal backup, the good performance of the proposed simpler control method

may come as a surprise.

Using different control methods with EBW brings up a question about

the effect to the convergence speed. It is easy to manipulate the con-
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Figure 6.2. MPE criterion over the training set (lines with dots) and WER over the de-
velopment set (20 k-word lexicon) during EBW training of WSJ0 MPE model
with different control methods. Adapted from Publication VII.

vergence of the criterion optimization by altering the constraints. When

using the common heuristic control method, this can be done e.g. by us-

ing different I-smoothing values. With the KLD-based control the target

KLD value directly affects the level of constraints. The effect of different

control methods to the criterion convergence and the related recognition

accuracy was studied in Publication VII. Figure 6.2 shows the conver-

gence of the MPE criterion and the associated recognition accuracies of

the WSJ0 development set with 20 k-word vocabulary when using three

different EBW control methods.

The lines with dots in Figure 6.2 show the evolution of the training set

MPE criterion over 10 iterations of EBW training. The graphs indicate

very similar behavior between the control methods. The D = 88 case,

obtained as the median of the realized D values of the baseline common

heuristic method, is almost identical as the baseline. The global D of

the KLD-based method shows slightly slower optimization of the crite-

rion, which is a direct consequence of a larger D. The non-dotted lines

depict the recognition error rates over the development set. The figure

demonstrates that it is not possible to make straightforward predictions

about the recognition accuracies based on the criterion convergence. In

this particular case, a slower criterion convergence lead to a slightly bet-

ter recognition performance. However, this can not be considered as a

general rule.
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The insufficiency of the criterion to predict the recognition performance

over an independent test set can be caused by overfitting or suboptimal-

ity of the criterion. The acoustic model is usually complex enough to learn

special characteristics of the training set, which is disadvantageous for

the generalization ability. Due to this, the best recognition performance

is usually obtained before the convergence of the criterion, as is the case

in the example above. Moreover, with finite training sets, a scalar crite-

rion simply can not reliably depict the performance of large-scale acoustic

models in all the possible situations. The model parameter space in which

the criterion optimization is carried out has typically a dimension in the

order of millions. There is then necessarily a huge number of points in

that space which evaluate to the same criterion value, but each of them

can potentially lead to a different recognition performance.

As the inherent constraints in EBW limit the model update only with

respect to the model from previous iteration, discriminative training with

EBW does not directly restrict the overall criterion improvement over

multiple iterations. EBW is therefore vulnerable to overfitting if the con-

straints are not tightened along with the iteration index. The CLS algo-

rithm, for example, uses the tightening approach by gradually lowering

the allowed KLD limit. But defining a generally appropriate method for

tightening the constraints is difficult. Therefore for this work a simpler

approach of using a held-out set for controlling the overfitting was chosen.

As a conclusion, the criterion convergence speed is not a relevant mea-

sure for comparing optimization methods. Because the connection be-

tween the criterion value and the real recognition performance is not

straightforward, different training methods should be evaluated based on

the tested quality of the acoustic models. The experiments presented in

this chapter show that even that can be troublesome, as a wide variety of

different recognition tasks are needed to convincingly compare different

optimization methods.

6.2 Comparison of EBW and CLS Optimization Methods

Both the EBW and the CLS algorithms can be used to optimize the com-

mon discriminative criteria. Although their fundamental approach to the

optimization is very different, they both include KLD-based constraints

to limit the update steps in each training iteration. As discussed in Sec-

tion 5.5, the biggest difference is that for CLS, the KLD limits are fixed,
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Table 6.9. Word error rates of WSJ0 models trained with CLS and EBW methods, tested
over three noisy Aurora 4 evaluation sets. Adapted from Publication VII.

Model ML MMI MPE MPFE

EBW
37.0%

35.3% 33.6% 31.0%

CLS 37.8% 36.2% 36.7%

Table 6.10. Letter error rates for Speecon models trained with CLS and EBW methods.
From Publication VII.

Model Dev Eval Dev (ch2) Eval (ch2)

ML 3.03% 3.31% 10.10% 9.96%

CLS MMI 2.77% 2.98% 10.35% 10.17%

EBW MMI 2.83% 3.11% 8.65% 8.33%

CLS MPE 2.72% 2.96% 9.40% 9.36%

EBW MPE 2.65% 2.88% 8.83% 8.86%

CLS MPFE 2.73% 2.94% 9.43% 9.43%

EBW MPFE 2.70% 2.89% 8.51% 8.54%

whereas EBW defines a ratio between the criterion improvement and the

KLD change for each Gaussian. Another difference is in mixture weight

estimation. CLS applies direct optimization for the mixture weights sim-

ilar to Gaussian parameter optimization. For EBW, a specially devised

optimization method discussed in Section 4.5.3 is usually used.

In Section 4.8 a comparison between CLS and EBW in a matched clean

recognition case was depicted. It did not show any significant differences

among the optimization methods. However, recognition experiments with

mismatched conditions, originally published in Publication VII, lead to a

different conclusion. Table 6.9 shows recognition results over Aurora 4

test set, similar to Table 6.4. The global D for EBW was again obtained

with a median KLD limit 0.02. The models trained with CLS perform

much worse compared to the EBW models. Only MPE and MPFE criteria

gave slight improvements over the ML model when trained with the CLS

algorithm. Moreover, the improved results were obtained with the models

after one CLS iteration, after which the performance started degrading.

The experiments with the Speecon corpus, depicted in Table 6.10, con-

firm these findings. Although the matched clean results again show com-

parable results with both CLS and EBW, the differences between the mis-

matched recognition accuracies are significant.

To further examine the origin of these differences in mismatched recog-
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nition performance, the CLS algorithm was modified to conduct the mix-

ture weight estimation with the same method as is used with EBW. In Au-

rora 4 experiments (Table 6.9) this resulted in improved accuracy (35.7%

for MPE, 33.2% for MPFE) and prevented the clear performance degrada-

tion in the later iterations. The results were still clearly behind those of

the EBW method. Neither did the correction of the shortcomings depicted

in Section 4.6.1 help to achieve the EBW performance. This leads us to

conclude that the constraint formulation in EBW is the source for the

improved model robustness, compared to what the CLS algorithm with

predefined KLD limits can provide. Also the mixture estimation method

plays a clear role in training robust acoustic models, even though the im-

portance of discriminative mixture weight updates have been previously

questioned (Zheng et al., 2001; Povey, 2003).

6.3 EBW Control by Optimization

The EBW control methods discussed so far have used either a KLD-based

algorithm to set a globalD, or heuristic rules for setting the Gaussian-spe-

cific constantsDik. It is also possible to consider the controlling of EBW as

a secondary optimization problem. This provides a well-founded method

for the control problem which is otherwise difficult to solve in a univer-

sal manner. Furthermore, it allows deviations from the standard training

paradigm e.g. for emphasizing the robustness of the acoustic model. The

following method, originally presented in Publication VI, provides such

possibilities for discriminative acoustic model training.

The principal idea of controlling EBW by optimization is to use a held-

out set of utterances to evaluate and modify the Gaussian-specific EBW

constants for each training iteration. The outline of the optimization pro-

cedure is as follows:

1. Collect discriminative statistics over the training data

2. Based on the current set of EBW constants and the training set statis-

tics, estimate a new model

3. Compute discriminative statistics over the held-out control set, using

the new model
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Figure 6.3. EBW control optimization procedure.

4. Update the EBW constants to optimize the objective function (discrim-

inative criterion over the control set)

5. Iterate steps 2.–4. until convergence or a maximum number of itera-

tions has been reached

Figure 6.3 illustrates these steps.

The performance of the model over the held-out control set could be mea-

sured with any discriminative criterion. In the method discussed here, the

symmetrically normalized frame error (SNFE) (Gibson and Hain, 2010)

was used, as it has shown good correlation with the edit distance. Similar

to MPE, this criterion gives an approximation to the phoneme error over

hypotheses encoded in a lattice.

6.3.1 Computing the Gradients

The performance over the control set is optimized with respect to the EBW

constants using derivatives of the discriminative criterion. As before, the

generalized discriminative criterion (4.18) is used in the derivation of the

method. The derivatives of this criterion with respect to the Gaussian

mean and covariance were given in (4.36) and (4.41), respectively.

In the control optimization a second set of discriminative statistics are

needed, computed over the control set. To distinguish between the train-

ing set and control set statistics, superscripts train and ctrl are used. The

rate of change of the model parameters whenDik changes can be obtained

by taking a derivative of the EBW update formulae (4.29) and (4.30) with

121



Robustness of Discriminatively Trained Acoustic Models

respect to Dik:
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dDik
=
Otrain

ik (1)μik −Otrain
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)2 , (6.3)
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)
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ik (xxT )(Otrain
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(
dμ̂ik

dDik

)T

. (6.4)

By applying the chain rule we can now combine (4.36) and (4.41), com-

puted over the control set, with (6.3) and (6.4), respectively. This gives us

the derivative of the control set discriminative criterion with respect to

Dik:

dFctrl

dDik
= ∇Fctrl(μ̂ik) ·

dμ̂ik

dDik
+∇Fctrl(Σ̂ik) · diag

(
dΣ̂ik

dDik

)
. (6.5)

The above equation allows the optimization of the discriminative criterion

with respect to Dik, using any general-purpose gradient-based optimiza-

tion algorithm. In this case, the Quickprop algorithm (McDermott et al.,

2007) was used, because of the good convergence properties and the ease

of implementation.

From (6.3) and (6.4) it can be seen that the rate of change of the model

parameters decreases as Dik increases. To help the numerical optimiza-

tion, a logarithmic parameter transformation was applied. So instead of

optimizing Dik directly, D̃ik = logDik is used in optimization. With this

transformation, the derivative (6.5) needs to be multiplied by

dDik

dD̃ik

= exp D̃ik = Dik. (6.6)

Depending on the sizes of the control set and the model, there may be

too many free control parameters Dik for robust optimization. To allow

the use of smaller control sets and to avoid overfitting, clustering of Dik

parameters was studied. This was inspired by the previous experiments,

which showed that already a properly set globalD achieves good results in

controlling the EBW algorithm. When this idea is brought to the context

of control optimization, it corresponds to tying all the control parameters

together. This global clustering results in the optimization of the control

set performance over a single parameter. The necessary derivative is then

dF
dD̃

=
Nm∑
i=1

Mi∑
k=1

dF
dD̃ik

, (6.7)

where Nm is the number of mixtures in the model, and Mi is the number

of Gaussians in mixture i.

Another obvious clustering level is to let all Gaussians in the same

mixture share the same Di. This leads to an optimization problem with
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derivatives
dF
dD̃i

=
Mi∑
k=1

dF
dD̃ik

. (6.8)

The parameters which the control procedure is optimizing are here re-

ferred to as the “control parameters”. They can be either clustered or

direct Gaussian-specific parameters.

Preliminary experiments with the optimization-based EBW control

showed that unlike with the training statistics, the control statistics

were best computed with a full language model. Another lattice handling

detail is that the segmentations of the control set lattices must remain

constant over the course of the optimization in order to keep gradient

information reliable.

6.3.2 Limits and Priors

In the previously discussed EBW control methods, a minimum constant

Dmin
ik was defined for each Gaussian to ensure positive definite covari-

ances. For control parameters, such hard limits cause discontinuities to

the derivatives of the objective function, making the optimization prob-

lem more difficult. To alleviate this, the minimumDmin
ik values were taken

into account by a continuous transform. The Gaussian-specific Dik is de-

termined by a function gik(D) of the control parameter, defined as

gik(D) =

⎧⎪⎪⎨
⎪⎪⎩
D if D ≥ 2Dmin

ik ,

1.5Dmin
ik + 0.5Dmin

ik exp

(
D − 2Dmin

ik

0.5Dmin
ik

)
if D < 2Dmin

ik .
(6.9)

This way the Gaussian-specific Dik can reach the usual minimum limit

2Dmin
ik , but if the control parameter is below that, the realizedDik becomes

restricted, approaching 1.5Dmin
ik when D → −∞. To account for the trans-

formation in the gradient-based optimization, the derivative of gik(D) is

needed:

g′ik(D) =

⎧⎪⎪⎨
⎪⎪⎩
1 if D ≥ 2Dmin

ik

exp

(
D − 2Dmin

ik

0.5Dmin
ik

)
if D < 2Dmin

ik .
(6.10)

This derivative is continuous at D = 2Dmin
ik .

The control procedure optimizes the EBW constants for one update step

at a time. Unfortunately this is not an optimal strategy when consider-

ing discriminative training with several EBW iterations. To avoid local

optima of the model parameters and excessive changes in the control pa-

rameters, two counteracting steps were taken:
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• The control parameters are initialized from the optimization results of

the previous EBW step and each parameter is limited to 0.5μ ≤ D ≤ 2μ,

where μ is the mean of the control parameters in the previous step

• A prior is added to favor small control parameter values, corresponding

to larger step sizes

The prior is implemented by adding a small positive constant to the

derivative dF
dD̃ik

. It corresponds to the addition of

r(Dik) =
log(Dik)− log(0.5μ)

log(2.0μ)− log(0.5μ)
β (6.11)

to the objective function, where μ is the mean of the control parameters

in the previous EBW step and β is an adjustable bias parameter.

6.3.3 Division to Control and Training Set

In many cases the accuracy of the acoustic model is limited by the short-

age of the training data. The optimization-based EBW control requires

that a part of the training corpus is set aside for control utterances.

Naively retaining that set as a part of the training set would cause se-

vere overfitting. But excluding the control set from the computation of

the training statistics can have a negative impact to the quality of the

acoustic model due to reducing the effective amount of training data used

for parameter estimation.

The above problem can be solved by borrowing the idea of cross-

validation. First the training set statistics are collected, excluding the

control set utterances. The control procedure uses these training set

statistics to determine the update directions for Gaussian models. The

control set, on the other hand, determines the update step sizes through

the control parameters. Because of excluding the control utterance

from the training statistics, the update directions and step sizes are

independent when considering a single model update.

After the control parameters and the derived EBW constants have been

optimized, the control set statistics are recomputed with weakened lan-

guage model lattices and added to the training set statistics. This way

the final EBW update can use the full training set for parameter re-

estimation.

The control procedure allows different variations for the selection of the

control set. A traditional scenario where the training data matches with
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the target task benefits from maximal and uniform coverage of the train-

ing data. Instead of fixing the control set for the whole training process,

it is then better to vary the control set between different EBW iterations.

This way the whole training set is able to affect the control procedure at

some point of discriminative training, but in a single iteration the size

of the control set remains sufficiently small. A practical implementation

used in the experiments was to select the utterances of a random set of

speakers from the training set as the control set. This was repeated for ev-

ery EBW iteration, so that in each EBW constant optimization a different

control set was used.

Another scenario considered in Publication VI was when there is a mis-

match between the training data and the target task. If there is a small

sample of the target data available at the training time, its role can be

emphasized by using that set as the control set in all the EBW iterations.

The sample of the target data is still incorporated in the discriminative

statistics for the final EBW re-estimations as explained above. The down-

side of this method is that it reduces the total amount of data used for the

control optimization, increasing the risk of overfitting.

6.3.4 Experimental Setting

The optimization-based EBW control method explained above was imple-

mented in the Aalto University ASR system and then evaluated with the

Finnish Speecon corpus. For the optimization of control parameters, a

maximum of 25 Quickprop iterations in each EBW step was conducted.

This roughly doubled the computations required for the discriminative

training. Quickprop parameters were set during preliminary experiments

to achieve good convergence in the control set optimization. The loga-

rithmic parameter transform caused the learning rate values to be small,

value 0.005 was used for the globally clustered case and 0.02 for other

cases.

For the control bias parameter, β = 5/Ng was used, whereNg is the num-

ber of Gaussians in the model. In the clean training case and with a global

control parameter, this can be interpreted as an addition of about 0.005 to

the SNFE error measure for each control utterance if the maximum pa-

rameters were chosen instead of the minimum ones. In the mismatched

scenario with a smaller control set, similar figure is the addition of 0.01 to

the SNFE error. Preliminary experiments showed the need for the bias as

otherwise only the global clustering resulted in good optimization of the
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control set SNFE performance. The bias parameter was picked heuristi-

cally, no exhaustive optimization was carried out.

For the first EBW iteration, the control parameters were initialized as

the median of the Gaussian-specific Dik values of the common heuris-

tic control method. In the experimental evaluation, a reference control

method which used this same median value as a global EBW constant

over all the iterations was tested as well. This matches with the method

discussed in Section 6.1, except for the determination of the global D.

The control set for the matched scenario was on each iteration a ran-

dom set of about 1100 utterances, about 12% of the training data. For

the mismatched scenario, parallel recordings from the development and

evaluation sets were utilized. Whereas the clean sets had been recorded

using a headset microphone, medium distance microphone recordings of

the same sessions were used as the mismatched data. Due to varying

recording environments several types of background noises were present

in the data. The noisy development set was split into two parts, 20 speak-

ers each. Only one of the halves was used for development purposes, the

other half played the target set and was incorporated in the clean training

set for discriminative training. It was also used as the control set of the

mismatched case.

6.3.5 Experimental Evaluation

Table 6.11 shows the development set results for the different speech

recognition tasks. Only the result of the best performing model among

the 15 discriminative training iterations is shown for each task/method.

In the clean case the performance difference between the control meth-

ods is small. The noisy target task shows bigger differences. Already the

fixed D method improves the results compared to the common heuristics.

EBW constant optimization is able to improve results even further. The

slightly lower performance of the Gaussian level EBW constant optimiza-

tion in SNFE may be due to too small a control set and overfitting.

Table 6.12 shows the evaluation set results. For the clean MMI case, the

6% relative decrease in LER compared to the heuristic method observed

with the fixed D, mixture clustering, and Gaussian level control methods

are statistically significant. For the noisy task it is clearly beneficial to

avoid using the usual EBW control heuristics. For MMI, the EBW con-

stant optimization with global parameter clustering shows 25% decrease

in LER compared to the heuristic method, and 5% decrease compared to
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Table 6.11. Speecon development set results (LER). Adapted from Publication VI.

EBW control Clean Noisy target

method MMI SNFE MMI SNFE

ML 3.0% 10.1%

Heuristic 2.9% 2.6% 8.5% 7.9%

Fixed D 2.8% 2.6% 6.7% 7.6%

Global clustering 2.8% 2.6% 6.4% 7.4%

Mixture clustering 2.8% 2.6% 6.4% 7.3%

Gaussian level 2.8% 2.7% 6.4% 7.6%

Table 6.12. Speecon evaluation set results (LER). Adapted from Publication VI.

EBW control Clean Noisy target

method MMI SNFE MMI SNFE

ML 3.3% 10.0%

Heuristic 3.2% 3.0% 7.8% 6.9%

Fixed D 3.0% 2.9% 6.3% 6.5%

Global clustering 3.1% 3.0% 6.0% 6.4%

Mixture clustering 3.0% 2.9% 6.3% 6.3%

Gaussian level 3.0% 2.9% 6.3% 6.3%

the fixed D method, both improvements being statistically significant. All

the alternative EBW control methods are statistically significantly bet-

ter than the heuristic method also with the SNFE criterion. The mixture

clustered control method achieves the best performance, with 9% relative

reduction in LER compared to the control with the common heuristics.

A remark about the effect of the number of control parameters can be

made by looking at the optimization of the control set SNFE measure. In-

creasing the number of control parameters had a clear positive impact on

the optimization. However, optimizing the control set SNFE well in one

training iteration did not mean good performance during the next EBW

step. In fact, without the bias towards small D values, the overall perfor-

mance during the whole discriminative training got poorer with more free

parameters. Even with the bias, a single control parameter provided the

best SNFE performance of the control set during the few EBW steps after

the first one. However, the addition of more control parameters helped to

achieve better control set SNFE performance in the later iterations.
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7. Conclusions

Even though the basic framework for automatic speech recognition has

remained the same already for several decades, we continue to witness

improvements in the accuracy and applicability of the recognition sys-

tems. The improvements are partly due to increasing computing power

and availability of larger corpora for training the statistical models of

language and acoustics. This allows robust estimation of larger models

and hence improvement of the modeling accuracy. But besides the direct

impact on model size, these same factors have also other consequences,

as they enable or even require new algorithms to be applied. The devel-

opment of discriminative training methods for speech recognition acous-

tic models is a good example of this process. The increase in computing

power has enabled the adoption of more complex algorithms than the tra-

ditional maximum likelihood estimation. But a substantial amount of

research has also been required to make discriminative training feasi-

ble and advantageous in the state-of-the-art large-scale automatic speech

recognition.

The established methods and heuristics for training acoustic models are

fairly good in avoiding overfitting and bad local optima. However, apply-

ing discriminative training to complex acoustic models shows more diffi-

culties in avoiding these traditional problems of statistical modeling. The

training corpus, definition of the model structure, the training criterion,

and the optimization algorithm all interact to determine whether the re-

sulting model works well on unseen data. The robustness, measured as

a recognition performance in out-of-domain tasks, provides yet another

domain for evaluating the success of different training methods. The re-

search on these subject is difficult as crucial properties may be hidden

in any one of these factors. Studying just one component may therefore

make an erroneous simplification and cause the results to apply only in
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the exact context where the study was made.

A major theoretical contribution of this thesis is the analysis of the ex-

tended Baum-Welch algorithm, the most popular algorithm used for dis-

criminative training of acoustic models. The analysis explicitly shows the

constraints applied by the algorithm in the optimization of a discrimina-

tive criterion. It gives insight into the coupling of the optimization algo-

rithm and the criterion, a necessary property for acoustic model training

in order to obtain good performance.

The importance of the analyzed constraints was evaluated experimen-

tally, demonstrating that they are crucial in achieving robust acoustic

models for speech recognition. The constraint formulation inspired a sim-

ple control method for the EBW algorithm which provides even further

boost to the robustness. The controlling of EBW was studied also from an

optimization point of view, for which a practical algorithm was presented.

As speech recognition systems find their way to every-day use in dif-

ferent applications and situations, the need for robust recognition per-

formance increases. The discriminative training methods developed for

this thesis can be easily incorporated in most modern ASR systems and

help in this endeavor. The experiments have also demonstrated some of

the difficulties in the development of discriminative training. As differ-

ent recognition tasks can lead to contradictory conclusions on the perfor-

mance of the training algorithms, care must be taken before jumping into

conclusions.

This thesis has described the Aalto University automatic speech recog-

nition system which was utilized and developed during the research of the

thesis. The use of a custom ASR system for the research enabled endless

possibilities to tweak, modify and misuse the tools for fruitful research

and experimentation. One particular component described in detail is

the large vocabulary continuous speech recognition decoder developed for

the system. As discussed in Chapter 3, its dynamic search network is

by no means the only feasible way to solve the search problem in auto-

matic speech recognition. However, the design choices allowed a develop-

ment of a relatively simple search network construction algorithm. The

search network, on the other hand, made it possible to develop several

new pruning criteria for the decoder. A method for optimizing the nec-

essary pruning thresholds was presented, which together with the new

criteria enables improving decoding speed without a loss in accuracy.
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Publication IV

The inefficiency of I-smoothing observed in the study is explained by the

unusual method used for determining minimum D values for the EBW

algorithm. The Gaussian-specific minimum D values were determined to

produce positive definite full covariance matrices, even though the models

used only diagonal covariances. In effect, the D values were generally

much larger than with the usual constraining with diagonal covariances,

diminishing the effect of I-smoothing.

Publication VII

Equations (17) and (18) were missing a minus sign. These have been

corrected for the similar equations (5.2) and (5.3) in this thesis.

For evaluating the criterion improvements due to EBW mean updates,

acoustic scaling (κ = 0.64) was used while segmenting the lattices. How-

ever, the acoustic scaling was not taken into account when computing

the estimated criterion improvements. Because of this, the estimated im-

provements in Figure 2 were on a wrong scale. Hence, unlike the article

suggests, there is no scale difference between the realized and the esti-

mated criterion improvements.
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