
9HSTFMG*aejida+ 

ISBN 978-952-60-4983-0 
ISBN 978-952-60-4984-7 (pdf) 
ISSN-L 1799-4934 
ISSN 1799-4934 
ISSN 1799-4942 (pdf) 
 
Aalto University 
Aalto of Science 
Department of Biomedical Engineering and Computational 
Science 

BUSINESS + 
ECONOMY 
 
ART + 
DESIGN + 
ARCHITECTURE 
 
SCIENCE + 
TECHNOLOGY 
 
CROSSOVER 
 
DOCTORAL 
DISSERTATIONS 

A
alto-D

D
 14

/2
013 

 

Jouni H
artikainen 

Sequential Inference for L
atent T

em
poral G

aussian P
rocess M

odels 
A

alto
 U

n
ive

rsity 

Department of Biomedical Engineering and Computational 
Science 

Sequential Inference for 
Latent Temporal Gaussian 
Process Models 

Jouni Hartikainen 

DOCTORAL 
DISSERTATIONS 





Aalto University publication series 
DOCTORAL DISSERTATIONS 14/2013 

Sequential Inference for Latent 
Temporal Gaussian Process Models 

Jouni Hartikainen 

A doctoral dissertation completed for the degree of Doctor of 
Science (Technology) to be defended, with the permission of the 
Aalto University School of Science, at a public examination held at 
the auditorium F239a of the school on 25 January 2013 at 12. 

Aalto University 
School of Science 
Department of Biomedical Engineering and Computational 
Science 
Bayesian Methodology 



Supervising professor 
Jouko Lampinen 
 
Thesis advisors 
Dr. Simo Särkkä 
Dr. Aki Vehtari 
 
Preliminary examiners 
Dr. Thomas Schön, Linköping University, Sweden 
Dr. Marc Deisenroth, TU Darmstadt, Germany 
 
Opponent 
Professor Neil Lawrence, University of Sheffield, UK 

Aalto University publication series 
DOCTORAL DISSERTATIONS 14/2013 
 
© 
 
ISBN 978-952-60-4983-0 (printed) 
ISBN 978-952-60-4984-7 (pdf) 
ISSN-L 1799-4934 
ISSN 1799-4934 (printed) 
ISSN 1799-4942 (pdf) 
http://urn.fi/URN:ISBN:978-952-60-4984-7 
 
Unigrafia Oy 
Helsinki 2013 
 
Finland 

Jouni Hartikainen 



Abstract 
Aalto University, P.O. Box 11000, FI-00076 Aalto  www.aalto.fi 

Author 
Jouni Hartikainen 
Name of the doctoral dissertation 
Sequential Inference for Latent Temporal Gaussian Process Models 
Publisher School of Science 
Unit Department of Biomedical Engineering and Computational Science 

Series Aalto University publication series DOCTORAL DISSERTATIONS 14/2013 

Field of research Computational Engineering 

Manuscript submitted 7 September 2012 Date of the defence 25 January 2013 

Permission to publish granted (date) 18 December 2012 Language English 

Monograph Article dissertation (summary + original articles) 

Abstract 
During the recent decades Gaussian processes (GPs) have become increasingly popular tools 

for non-parametric Bayesian data analysis in a wide range of applications, including non-linear 
regression, classification, spatial statistics, dynamic system modeling and non-linear 
dimension reduction. The flexibility of Gaussian processes lies in their covariance functions, 
which encode the prior beliefs about the latent function to be modeled in different applications. 
While GPs are useful models with successful real-world applications, they face several 
practical problems in modeling and inference. Firstly, the posterior inference on the latent 
variables is computationally intensive as it scales cubically in the number of data points and 
is analytically intractable in all but the Gaussian measurement noise case. Secondly, 
construction of new models where Gaussian processes are used as latent components often 
requires analytic work (such as the derivation of the covariance function), which can be hard 
or even impossible in practice. 

  
In this work, we apply Gaussian processes to model stochastic dynamic systems. The main 

aim of this thesis is to rekindle an old idea of converting a GP prior with a given covariance 
function into an equivalent state-space model commonly used for modeling dynamic systems. 
The state-space form of GP priors has several advantages over the traditional covariance 
function view. Firstly, one can perform posterior inference with sequential algorithms which 
usually scale linearly in the number of data points. Secondly, construction of new latent 
Gaussian process is easy as one does not need to derive any covariance functions. We show how 
the conversion can be done for several important covariance functions, and present 
practical algorithms that are suited for the resulting state-space models. In addition to one-
dimensional Gaussian processes, we shall consider the conversion of more general spatio-
temporal Gaussian processes as well as latent force models, where Gaussian processes are used 
to model unknown forces acting on mechanistic dynamic systems. 

  
The second aim of this thesis is to develop new inference methods for general state-space 

models. In particular, we develop new methods for filtering and smoothing various non-linear 
state-space models as well as for estimating parameters of non-linear stochastic differential 
equations. 

Keywords Gaussian processes, state-space models, dynamic systems 

ISBN (printed) 978-952-60-4983-0 ISBN (pdf) 978-952-60-4984-7 

ISSN-L 1799-4934 ISSN (printed) 1799-4934 ISSN (pdf) 1799-4942 

Location of publisher Espoo Location of printing Helsinki Year 2013 

Pages 176 urn http://urn.fi/URN:ISBN:978-952-60-4984-7 





Tiivistelmä 
Aalto-yliopisto, PL 11000, 00076 Aalto  www.aalto.fi 

Tekijä 
Jouni Hartikainen 
Väitöskirjan nimi 
Latenttien gaussisien prosessien vaiheittainen estimointi 
Julkaisija Perustieteiden korkeakoulu 
Yksikkö Lääketieteellisen tekniikan ja laskennallisen tieteen laitos 

Sarja Aalto University publication series DOCTORAL DISSERTATIONS 14/2013 

Tutkimusala Laskennallinen tekniikka 

Käsikirjoituksen pvm 07.09.2012 Väitöspäivä 25.01.2013 

Julkaisuluvan myöntämispäivä 18.12.2012 Kieli Englanti 

Monografia Yhdistelmäväitöskirja (yhteenveto-osa + erillisartikkelit) 

Tiivistelmä 
Viimeisten vuosikymmenien aikana gaussisiin prosesseihin (GP) perustuvat mallit ovat 

tulleet suosituiksi ei-parametrisina Bayesilaisina mallinnusvälineinä lukuisissa sovelluksissa 
kuten epälineaarissa regressiossa, luokittelussa, spatiaalisessa tilastotieteessa, dynaamisten 
systeemien mallinnuksessa ja epälineaarisessa dimension pudotuksessa. Gaussisen 
prosessin joustavuus perustuu sen kovarianssifunktioon, joka koodaa etukäteen tehdyt 
oletukset mallinnettavasta latentista funktiosta. Suosiosta huolimatta gaussisiin prosesseihin 
perustuvilla malleilla on monia mallinnukseen ja laskentaan liittyviä käytännön ongelmia. 
Ensiksi, posteriorijakauman laskeminen on laskennallisesti intensiivistä, koska tarvittavien 
laskutoimitusten määrä skaalautuu datapisteiden määrän suhteen kuutiollisesti. Toiseksi, 
uusien gaussisia prosesseja latentteina komponentteinaan käyttävien mallien muodostaminen 
vaatii usein ei-triviaalia analyyttistä työtä, kuten esimerkisi kovarianssifunktioiden johtamista. 

  
Tässä työssä gaussisia prosesseja käytetään stokastisien dynaamisien systeemien 

mallinnuksessa. Työn päätavoite on herättää henkiin vanha idea GP priorin esittämisestä tila 
avaruusmallina, jotka ovat yleisesti käytetty lähestymistapa dynaamisten systeemien 
mallinnuksessa. Tällä tila-avaruusesityksellä on lukuisia suotuisia ominaisuuksia 
verrattuna perinteiseen kovarianssifunktioesitykseen. Ensiksi, posterioripäättely voidaan 
toteuttaa sekventiaalisilla algoritmeillä, joiden laskentavaatimukset skaalautuvat tyypillisesti 
lineaarisesti datapisteiden määrän suhteen. Toiseksi, uusien mallien muodostaminen on usein 
helppoa sillä esimerkiksi kovarianssifunktioita ei tarvitse johtaa. Tässä työssä esitellään miten 
GP malli muunnetaan tila-avaruusmalliksi tärkeimpien kovarianssifunktioden tapauksissa 
ja miten muodostetun tila-avaruusmallin voi estimoida tehokkaasti erilaisilla sekventiaalisilla 
menetelmillä. Yksiulotteisten gaussisien prosessien lisäksi työssä esitetään miten 
yleisemmät spatio-temporaaliset gaussiset prosessit sekä nk. latentit voimamallit, joissa 
gaussisia prosesseja käytetään mallintamaan dynaamisiin systeemeihin vaikuttavia 
tuntemattomia voimia, muunnetaan tila-avaruusmalleiksi. 

  
Työn toinen päämäärä on kehittää uusia laskennallisia menetelmiä yleisien tila-

avaruusmallien estimointiin. Eritoten työssä esitellään uusia suodatus- ja siloitusalgoritmejä 
erilaisien tila avaruusmallien tilojen estimointiin, sekä uusia parametrien 
estimointimenetelmiä epälineaarisille stokastisille differentiaaliyhtälömalleille. 

Avainsanat Gaussiset prosessit, tila-avaruusmallit, dynaamiset systeemit 

ISBN (painettu) 978-952-60-4983-0 ISBN (pdf) 978-952-60-4984-7 

ISSN-L 1799-4934 ISSN (painettu) 1799-4934 ISSN (pdf) 1799-4942 

Julkaisupaikka Espoo Painopaikka Helsinki Vuosi 2013 

Sivumäärä 176 urn http://urn.fi/URN:ISBN:978-952-60-4984-7 





Preface

This work has been carried out in the Bayesian Statistical Methods group

in the Department of Biomedical Engineering and Computational Science

(BECS) at Aalto University, Finland, during the years 2008–2012. The fi-

nancial support for this work has been provided by the Finnish Doctoral

Programme in Computational Sciences (FICS), Academy of Finland’s Cen-

tre of Excellence in Computational Complex Systems Research, Finnish

Foundation for Technology Promotion (TES) and Emil Aaltonen Founda-

tion. I’m grateful for all the funding parties for their support.

During the recent years I have been very fortunate to have been sur-

rounded by the number of talented individuals without whom this work

would not have been possible to complete. First and foremost, I would

want to express my sincere gratitude toward my instructor Dr. Simo

Särkkä for his excellent advice and patience during the work. The amount

of expertise and energy he has for doing research still astounds me. Dr.

Aki Vehtari also deserves thanks for sharing his knowledge of Bayesian

statistics and for making everyday life as easy as possible. I would also

thank prof. Jouko Lampinen for supervising this work.

I warmly thank Dr. Marc Deisenroth and Dr. Thomas Schön for pro-

viding thorough preliminary examinations of this thesis. Their input im-

proved the outcome significantly.

I thank Mari Seppänen and prof. Robert Piché at the Tampere Univer-

sity of Technology as well as Isambi Mbalawata and prof. Heikki Haario

at the Lappeenranta University of Technology for collaboration.

I would like to express my warm thanks to – present and former – peo-

ple at BECS for making it an exciting and pleasant place to work, in-

cluding Janne Ojanen, Jaakko Riihimäki, Jarno Vanhatalo, Pasi Jylänki,

Arno Solin, Tomi Peltola, Ville Väänänen, Mudassar Abbas, Eli Parvi-

ainen, Tommi Mononen, Mari Myllymäki, Juho Kettunen, Pekka Mart-

1



Preface

tinen, Eeva Lampinen, Laura Pyysalo, and Katri Kaunismaa. I really

enjoyed all the countless conversations we had about everything.

Lastly, I thank my wife Lillimari and children Fanniina, Eeveri and

Aartti for being the most important things of my life and for giving all

their love and support during this rather long and stressful project.

Kuopio, January 1, 2013,

Jouni Hartikainen

2



Contents

Preface 1

Contents 3

List of Publications 5

Author’s Contribution 7

1. Introduction 9

2. State-Space Methodology 11

2.1 Bayesian Filtering and Smoothing . . . . . . . . . . . . . . . 12

2.2 Linear State-Space Models . . . . . . . . . . . . . . . . . . . . 13

2.2.1 Kalman Filtering and Smoothing . . . . . . . . . . . . 13

2.3 Non-linear State-Space Models . . . . . . . . . . . . . . . . . 15

2.3.1 Non-Linear Filtering and Smoothing . . . . . . . . . . 15

2.4 General State-Space Models . . . . . . . . . . . . . . . . . . . 20

2.4.1 Particle Filtering and Smoothing . . . . . . . . . . . . 20

2.5 General Approximate Inference . . . . . . . . . . . . . . . . . 22

2.5.1 Expectation Propagation . . . . . . . . . . . . . . . . . 22

2.5.2 Variational Bayesian Methods . . . . . . . . . . . . . . 24

2.6 Continuous-Discrete Dynamic Models . . . . . . . . . . . . . 25

2.6.1 Continuous-Discrete Filtering and Smoothing . . . . 26

2.6.2 Linear Stochastic Differential Equations . . . . . . . 27

2.6.3 Gaussian Non-Linear Filtering and Smoothing . . . . 28

2.7 Parameter Inference . . . . . . . . . . . . . . . . . . . . . . . 31

2.7.1 Example: Ginzburg–Landau Double Well Potential . 33

3. Gaussian Processes 39

3.1 Gaussian Process Regression . . . . . . . . . . . . . . . . . . 41

3



Contents

3.2 Temporal Gaussian Processes . . . . . . . . . . . . . . . . . . 42

3.2.1 Spectra and Covariance Functions of SDEs . . . . . . 42

3.2.2 Converting 1D Covariance Functions to SDEs . . . . 44

3.2.3 Example Covariance Functions . . . . . . . . . . . . . 44

3.3 Spatio-Temporal Gaussian Processes . . . . . . . . . . . . . . 48

3.3.1 Conversion to State-Space Models . . . . . . . . . . . 50

3.3.2 Sparse Spatio-Temporal Gaussian Processes . . . . . 53

3.4 Latent Force Models . . . . . . . . . . . . . . . . . . . . . . . 55

3.4.1 Linear Latent Force Models . . . . . . . . . . . . . . . 56

3.4.2 Non-Linear Latent Force Models . . . . . . . . . . . . 60

3.4.3 Case Study: GPS Satellite Orbit Prediction . . . . . . 63

4. Discussion 69

5. Conclusion 73

Bibliography 75

Publications 83

4



List of Publications

This thesis consists of an overview and of the following publications which

are referred to in the text by their Roman numerals.

I Jouni Hartikainen and Simo Särkkä. Kalman Filtering and Smoothing

Solutions to Temporal Gaussian Process Regression Models. In IEEE

International Workshop on Machine Learning for Signal Processing

(MLSP), pages 379–384, Kittilä, Finland, August 2010.

II Jouni Hartikainen and Simo Särkkä. Sequential Inference for Latent

Force Models. In The 27th Conference on Uncertainty in Artificial Intel-

ligence (UAI), pages 311–318, Barcelona, Spain, July 2011.

III Jouni Hartikainen, Mari Seppänen and Simo Särkkä. State-Space

Inference for Non-Linear Latent Force Model with Application to Satel-

lite Orbit Prediction. In The 29th International Conference on Machine

Learning (ICML), pages 903–910, Edinburgh, Scotland, June 2012.

IV Simo Särkkä and Jouni Hartikainen. Infinite-Dimensional Kalman

Filtering Approach to Spatio-Temporal Gaussian Process Regression. In

Journal of Machine Learning Research Workshop and Conference Pro-

ceedings Volume 22: AISTATS 2012, pages 993–1001, La Palma, Spain,

April 2012.

V Jouni Hartikainen, Jaakko Riihimäki and Simo Särkkä. Sparse Spatio-

Temporal Gaussian Processes with General Likelihoods. In Artificial

Neural Networks and Machine Learning - ICANN 2011, LNCS 6791,

5



List of Publications

pages 193–200, Espoo, Finland, June 2011.

VI Simo Särkkä and Jouni Hartikainen. On Gaussian Optimal Smooth-

ing of Non-Linear State Space Models. IEEE Transactions of Automatic

Control, 55(8):1938–1941, August 2010.

VII Simo Särkkä and Jouni Hartikainen. Sigma Point Methods in Opti-

mal Smoothing of Non-Linear Stochastic State Space Models. In IEEE

International Workshop on Machine Learning for Signal Processing

(MLSP), pages 184–189, Kittilä, Finland, August 2010.

VIII Simo Särkkä, Jouni Hartikainen, Isambi Sailon balawata and Heikki

Haario. Posterior Inference on Parameters of Stochastic Differential

Equations via Gaussian Process Approximations and Adaptive MCMC.

Submitted, 2012.

IX Robert Piché, Simo Särkkä and Jouni Hartikainen. Recursive Outlier-

Robust Filtering and Smoothing for Non-Linear Systems Using the Mul-

tivariate Student-t Distribution. IEEE International Workshop on Ma-

chine Learning for Signal Processing (MLSP), pages 1–6, September

2012.

6



Author’s Contribution

Publication I: “Kalman Filtering and Smoothing Solutions to
Temporal Gaussian Process Regression Models”

This article was written jointly by Hartikainen and Särkkä while Har-

tikainen designed and ran all the experiments.

Publication II: “Sequential Inference for Latent Force Models”

Hartikainen had the main responsibility in writing the article. He also

implemented all the models and methods used in the article as well as

designed and ran the experiments.

Publication III: “State-Space Inference for Non-Linear Latent Force
Model with Application to Satellite Orbit Prediction”

Hartikainen had the main responsibility in writing the article. He also

implemented all the methods used in the article as well as designed and

ran the experiments. The expertise and dynamic model for the GPS ap-

plication was provided by Seppänen.

Publication IV: “Infinite-Dimensional Kalman Filtering Approach to
Spatio-Temporal Gaussian Process Regression”

Särkkä had the main responsibility in writing of the article, while Har-

tikainen designed and ran the expertiment concerning the modeling of

precipitation and temperature data. He also participated in writing.

7



Author’s Contribution

Publication V: “Sparse Spatio-Temporal Gaussian Processes with
General Likelihoods”

Hartikainen had the main responsibility in writing of the article and

running of the experiments which were designed by Hartikainen and Ri-

ihimäki.

Publication VI: “On Gaussian Optimal Smoothing of Non-Linear
State Space Models”

Särkkä had the main responsibility of writing the paper while Hartikainen

participated in revision as well as designed and ran the experiments.

Publication VII: “Sigma Point Methods in Optimal Smoothing of
Non-Linear Stochastic State Space Models”

Särkkä had the main responsibility of writing the paper. Hartikainen

participated in writing of the paper as well as designed and ran the ex-

periments.

Publication VIII: “Posterior Inference on Parameters of Stochastic
Differential Equations via Gaussian Process Approximations and
Adaptive MCMC”

Särkkä and Hartikainen developed the theory and methods presented in

the paper. Särkkä wrote the theoretical parts while Hartikainen wrote

the experimental section, which he also designed and performed.

Publication IX: “Recursive Outlier-Robust Filtering and Smoothing
for Non-Linear Systems Using the Multivariate Student-t
Distribution”

All the authors contributed equally to developing of the methods and writ-

ing of the paper, while Hartikainen designed and ran the experiments.

8



1. Introduction

This thesis is concerned with dynamic systems. Dynamic systems are

everywhere. Consider, for example, the social networks surrounding us.

The contents and structure of such networks vary greatly as time passes

on, so the networks definitely are dynamic. Another great example of a

dynamic system affecting our daily lives is weather which can separate a

good day from a bad one. There is a great demand to understand and pre-

dict how such complex systems and their components behave under differ-

ent circumstances. As modern weather forecasting systems have shown

us, mathematical modeling is a tool that can provide help in understand-

ing these questions. To make it practical, one needs to have rigorous a

priori information concerning the system and a way of transforming that

knowledge into a model that approximates reality with sufficient accuracy

while at the same time being computationally tractable. However, purely

mechanistic information (e.g., physical models) is not always available

or can be hard to specify in a computationally feasible manner for sys-

tems we want to analyze. Furthermore, most real-world systems exhibit

varying degrees of stochasticity that makes modeling and computations

challenging even if detailed mechanistic information is present.

During the recent decades, Gaussian processes (GPs, O’Hagan, 1978;

Rasmussen and Williams, 2006) have become increasingly popular tools

for non-parametric Bayesian data analysis in a wide range of applications,

including non-linear regression (Williams and Rasmussen, 1996), clas-

sification (Barber and Williams, 1997; Nickisch and Rasmussen, 2008),

spatial statistics (see, e.g., Gelfand et al., 2010), dynamic systems (Wang

et al., 2006; Damianou et al., 2011; Deisenroth et al., 2009, 2012) and

non-linear dimension reduction (Lawrence, 2004; Titsias and Lawrence,

2010). The flexibility of Gaussian processes lies in their covariance func-

tions which encode the prior beliefs about the latent function to be mod-

9



Introduction

eled in different applications. Modeling with GPs essentially amounts

to the selection of a covariance function and a measurement model de-

scribing the data generating process. Recently, Álvarez et al. (2009) intro-

duced latent force models (LFMs) that combine mechanistic models based

on ordinary differential equations (ODEs) with Gaussian processes used

to model unknown forces acting on the physical processes. Interestingly,

in case of linear ODEs, the LFM itself is a Gaussian process with a certain

special covariance function. While LFMs are flexible models with suc-

cessful real world applications, they highlight a practical problem with

GP priors: construction of new models often requires analytic work (in

case of LFMs the derivation of the covariance function) which can be hard

or often even impracticable. Another practical problem of GPs concerns

posterior inference which scales cubicly in the number of data points, pro-

hibiting analysis on large data.

In this work, we apply Gaussian processes to model stochastic dynamic

systems. The main aim of this thesis is to rekindle an old idea (see,

e.g., the discussion part of the paper by O’Hagan, 1978, or the book by

Stratonovich, 1968) of converting a GP prior with a given covariance func-

tion into an equivalent state-space model commonly used to model dy-

namic systems, and to transform that idea to a practical tool for a wide

range of applications. The state-space form of GP priors has several

advantages over the traditional covariance function view. Firstly, one

can perform posterior inference with sequential algorithms which usu-

ally scale linearly in the number of data points. Secondly, construction of

new dynamic models where Gaussian processes are used as latent com-

ponents, is easy as one does not need to derive the required covariance

functions analytically. As an example application we consider the long-

term prediction of a GPS satellite orbit, and show how GPs can be used

to model unknown forces acting on the satellite that are unexplained by

a determistic orbit model. The secondary aim of this thesis is to develop

new inference methods for general state-space models.

This overview is structured such that in Chapter 2 we provide a brief

review of state-space methodology and how the methods developed in this

thesis fit to it. It also provides the background for Chapter 3 constituting

the main contribution of this thesis, where we show how to convert Gaus-

sian process based models into state-space models that can be estimated

efficiently with methods discussed in Chapter 2. We give a discussion in

Chapter 4, and conclude in Chapter 5.

10



2. State-Space Methodology

A very general framework for modeling dynamic systems is the so called

state-space methodology, where the aim is to estimate the state of the dy-

namic system given (possibly indirect and noisy) measurements of the

system. Such problems frequently arise in a variety of engineering and

statistical applications, for example, in navigation, target tracking, signal

processing, time series analysis, and machine learning. Estimation is typ-

ically performed in a sequential fashion, going forward one measurement

at a time. This procedure is often called filtering. After filtering, one is

often interested in refining the estimates on previous time instants given

measurement information on more recent time instants. This procedure

is commonly referred to as smoothing.

Suppose that we are interested in modeling a dynamic system on time

instants t1, . . . , tT with a state-space model. In general, such a model can

be written as (Jazwinski, 1970)

xk ∼ p(xk | xk−1),

yk ∼ p(yk | xk),
(2.1)

where xk ∈ R
n is the unobserved (latent) state of the system on time step

k and yk ∈ R
m a measurement obtained from the system. Here, the con-

ditional probability density p(xk | xk−1) describes the stochastic Marko-

vian dynamics of the state, and, hence, is from now on referred to as the

dynamic model. Similarly, p(yk | xk) describes the stochastic relationship

between the measurement yk and the state xk on time step k, and is, thus,

from now on termed as the measurement model. Both of these models con-

tain varying degrees of epistemic and aleatoric uncertainty, of which the

epistemic uncertainty is due to modeler not knowing all aspects about the

system (and, thus, can be reduced by gaining more information), and the

aleatoric uncertainty is due to the truly stochastic nature of the system.

A graphical representation of the state-space model of the form (2.1) is

11
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xk−1 xk xk+1... ...

yk−1 yk yk+1

Figure 2.1. A graphical representation of the generic state-space model in Eq. (2.1). The
white circles denote the unobserved latent states and the gray circles the
observations.

depicted in Figure 2.1.

This chapter provides a brief review of state-space methodology utilized

in the main contribution of the thesis in Chapter 3 and further devel-

oped in Publications VI–IX. We first treat purely discrete-time systems,

starting from the formal solutions in Section 2.1 and practical methods

for linear, non-linear, and more general cases in Sections 2.2–2.5. After

discrete-time systems we discuss more general continuous-time systems

and methods for inferring the state of these models in Section 2.6. Last, in

Section 2.7, we review methods for performing parameter inference with

the models considered in this work.

2.1 Bayesian Filtering and Smoothing

In Bayesian filtering (also often historically referred to as optimal filter-

ing), the aim is in estimating the marginal state posterior distribution

p(xk | Yk) (also termed as the filtering distribution), where Yk = {yi}ki=1

are the measurements obtained from the system up to time step k. For-

mally, the filtering distribution p(xk | Yk) can be computed recursively by

the following algorithm (Ho and Lee, 1964; Jazwinski, 1970; Kitagawa,

1987; Särkkä, 2006):

• Start from the prior p(x0) � p(x0 | Y0).

• For each time step k = 1, . . . , T do:

1. Prediction (Chapman–Kolmogorov):

p(xk | Yk−1) =

∫
p(xk | xk−1) p(xk−1 | Yk−1) dxk−1. (2.2)

12
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2. Update (Bayes’ theorem):

p(xk | Yk) =
p(yk | xk) p(xk | Yk−1)∫
p(yk | xk) p(xk | Yk−1) dxk

. (2.3)

In (fixed-interval) smoothing, the aim is to estimate the smoothing dis-

tributions p(xk | YT ) on time steps k = 1, . . . , T given the whole mea-

surement sequence YT = {yi}Ti=1. The formal solution for the smoothing

problem can be obtained by recursively solving the following equations

backwards for k = T − 1, . . . , 1 (Kitagawa, 1987; Särkkä, 2006):

• Prediction:

p(xk+1 | Yk) =

∫
p(xk+1 | xk) p(xk | Yk) dxk. (2.4)

• Smoothing:

p(xk | YT ) = p(xk | Yk)

∫ [
p(xk+1 | xk) p(xk+1 | YT )

p(xk+1 | Yk)

]
dxk+1. (2.5)

In practice, the Equations (2.2)–(2.5) can be solved analytically only in

certain limited cases. However, by approximating the intractable distri-

butions with tractable ones the formal equations can be turned to practi-

cal filtering and smoothing methods as we shall see in the later sections

of this chapter.

2.2 Linear State-Space Models

The simplest special case of the generic state-space model (2.1) that we

consider in this work is the classical linear-Gaussian model

xk = Ak−1 xk−1 + qk−1,

yk = Hk xk + ek,
(2.6)

where the process and measurement noises qk−1 and ek are Gaussian

distributed as qk−1 ∼ N(0,Qk−1) and ek ∼ N(0,Σk), and the matrices

Ak−1 ∈ R
n×n and Hk ∈ R

m×n define the linear mappings in the dynamic

and measurement models.

2.2.1 Kalman Filtering and Smoothing

Even though the linear-Gaussian model (2.6) is restrictive in many practi-

cal cases, it is an important class of models since the filtering distribution
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can be solved exactly with the classical Kalman filter algorithm presented

in the seminal article of Kalman (1960). In particular, the predictive and

filtering distributions are Gaussian p(xk | Yk−1) = N(xk | m−
k ,P

−
k ) and

p(xk | Yk) = N(xk | mk,Pk), where the predicted and updated means

and covariances m−
k ,P

−
k ,mk and Pk are given by the following recursive

algorithm:

• Start from the Gaussian prior distribution p(x0) = N(x0 | m0,P0).

• For each time step k = 1, . . . , T do:

1. Prediction:

m−
k = Ak−1mk−1,

P−
k = Ak−1Pk−1A

T
k−1 +Qk−1.

(2.7)

2. Update:

vk = yk −Hk m
−
k ,

Sk = Hk P
−
k HT

k +Σk,

Kk = P−
k HT

k S−1
k ,

mk = m−
k +Kk vk,

Pk = P−
k −Kk Sk K

T
k .

(2.8)

In (2.8), vk and Sk denote the predicted measurement error and covari-

ance, and Kk is commonly termed as Kalman gain. The computational

scaling of the standard Kalman filter is O(n3T ) when the filter is ran over

T data points. In terms of memory requirements, the Kalman filter scales

as O(n2T ) if the covariance matrices are stored.

Given the filtering distribution p(xk | Yk) = N(xk | mk,Pk) on a time

step k, the smoothing distribution p(xk | YT ) with the linear-Gaussian

model (2.6) is also Gaussian p(xk | YT ) = N(xk | ms
k,P

s
k), with moments

given by the backward recursion for time steps k = T − 1, . . . , 1:

m−
k+1 = Ak mk

P−
k+1 = Ak Pk A

T
k +Qk

Gk = Pk A
T
k [P−

k+1]
−1

ms
k = mk +Gk [m

s
k+1 −m−

k+1]

Ps
k = Pk +Gk [P

s
k+1 −P−

k+1]G
T
k .

(2.9)
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This algorithm is known as the Rauch–Tung–Striebel (RTS) smoother

(Rauch et al., 1965). As with Kalman filter, the standard RTS smoother

has the computational and memory scalings O(n3T ) and O(n2T ).

2.3 Non-linear State-Space Models

A more general class of state-space models can be obtained by replacing

the linear mappings Ak and Hk in the model 2.6 with non-linear dynamic

and measurement model functions1 f : Rn → R
n and h : Rn → R

m, which

leads to models of the form

xk = f(xk−1) + qk−1

yk = h(xk) + ek.
(2.10)

In contrast to linear case, this model has the unfortunate property that

the filtering and smoothing distributions cannot be solved in closed form,

and thereby one needs to approximate to proceed in practice.

In the next section, we review the Gaussian filtering (GF) framework

which is very frequently used for approximately solving non-linear fil-

tering problems in practical applications. We also review a generalized

framework, originally derived in Publication VI, which allows to construct

approximate RTS type of smoothers for non-linear models by utilizing the

same approximation methods as are used in the filtering case.

2.3.1 Non-Linear Filtering and Smoothing

In GF, the prediction and filtering distributions are approximated with

Gaussians p(xk | Yk−1) ≈ N(xk | m−
k ,P

−
k ) and p(xk | Yk) ≈ N(xk | mk,Pk),

where the means and covariances are computed by the following algo-

rithm:

• Start from the Gaussian prior distribution p(x0) = N(x0 | m0,P0).

• For each time step k = 1, . . . , T do:

1For notational compactness we assume that f and h do not depend on k, but
that dependency could be easily included to the presented formulation.
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1. Prediction:

m−
k =

∫
f(xk−1)N(xk−1 | mk−1,Pk−1) dxk−1,

P−
k =

∫
[f(xk−1)−m−

k ][f(xk−1)−m−
k ]

T

×N(xk−1 | mk−1,Pk−1) dxk−1 +Qk−1.

(2.11)

2. Update:

μk =

∫
h(xk)N(xk | m−

k ,P
−
k ) dxk,

Sk =

∫
[h(xk)− μk][h(xk)− μk]

TN(xk | m−
k ,P

−
k ) dxk +Σk,

Ck =

∫
[xk −m−

k ][h(xk)− μk]
TN(xk | m−

k ,P
−
k ) dxk,

Kk = Ck S
−1
k ,

mk = m−
k +Kk (yk − μk),

Pk = P−
k −Kk Sk K

T
k .

(2.12)

The integrals in these equations are analytically intractable in general.

Below, we review methods for calculating them approximately.

In Publication VI we have shown how to construct RTS type of approxi-

mate smoothing algorithms for non-linear state-space models, which uti-

lize approximations provided by the GF method. In particular, we showed

that given the (approximate) filtering distributions p(xk | Yk) ≈ N(xk |
mk,Pk) computed by the GF, the moments of the approximate smoothing

distributions p(xk | y1:T ) ≈ N(xk | ms
k,P

s
k) on time steps k = T − 1, . . . , 1

can be computed as

m−
k+1 =

∫
f(xk)N(xk | mk,Pk) dxk

P−
k+1 =

∫
[f(xk)−m−

k+1][f(xk)−m−
k+1]

T N(xk | mk,Pk) dxk +Qk

Dk =

∫
[xk −mk][f(xk)−m−

k+1]
T N(xk | mk,Pk) dxk

Gk = Dk[P
−
k+1]

−1

ms
k = mk +Gk(m

s
k+1 −m−

k+1)

Ps
k = Pk +Gk(P

s
k+1 −P−

k+1)G
T
k .

(2.13)

Here, the integrals are of the identical form as in the filter prediction step

and, thus, we can use the same approximation methods also in smoothing.
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Approximating Non-Linear Transformations of Gaussian Random
Variables

All the integrals in the Equations (2.11), (2.12), and (2.13) can be recasted

as the problem of finding a joint Gaussian approximation for the random

variables x ∈ R
n and y ∈ R

m defined as

x ∼ N(m,P)

y = g(x) + ε,
(2.14)

where g : Rn → R
m is an arbitrary non-linear function and ε is a Gaussian

distributed random variable ε ∼ N(0,Σ). That is, we want to find the

(approximate) representation⎛
⎝x

y

⎞
⎠ ∼ N

⎛
⎝
⎛
⎝m

μ

⎞
⎠ ,

⎛
⎝ P C

CT S

⎞
⎠
⎞
⎠ . (2.15)

Different Gaussian non-linear filters and smoothers differ by the method

how to estimate mean and covariance of the joint distribution of the form

(2.15). To be more precise, with filters the estimated distributions are

p(xk−1,xk | yk−1) (prediction step) and p(xk,yk | yk−1) (update step), and

with smoothers the distribution is p(xk,xk+1 | yk). This result was also

analyzed recently by Deisenroth and Ohlson (2011). In the following, we

give a brief review of the most commonly used methods that can be used

to estimate the mean and covariance of (2.15).

Extended Kalman Filter and Smoother

The extended Kalman filter (EKF) (Jazwinski, 1970; Bar-Shalom et al.,

2001) is based on approximating the non-linear functions by locally lin-

earizing the function around the point m ∈ R
n as

g(x) ≈ g(m) +Gx(m)(x−m), (2.16)

where Gx is the Jacobian matrix of the function g(·) with elements

[Gx(m)]ij =
∂gi(x)

∂xj

∣∣∣∣∣
x=m

. (2.17)

This boils down to approximating the moments of x and y in (2.15) as

μ = g(m),

S = Gx(m)PGT
x(n) +Σ,

C = PGT
x(m).

(2.18)

It is also possible to form quadratic approximations to g(·), which corre-

sponds to the second-order EKF.
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Sigma Point Filters and Smoothers

Instead of forming local approximations directly to non-linear functions,

in many cases it is more useful to directly approximate the moments of

the distribution of non-linearly transformed random variables. This is

the basis of sigma point methods Julier et al. (1995); Julier and Uhlmann

(2004), in which the moments of the transformed random variable are

calculated from a finite set of sigma points which are propagated through

the non-linear function. All of the sigma point methods approximate the

moments of x and y in (2.15) as weighted sums of the form

μ =
N∑
i=1

W
(m)
i g(xi),

S =
N∑
i=1

W
(s)
i [g(xi)− μ][g(xi)− μ]T +Σ,

C =
N∑
i=1

W
(c)
i [x(i) −m] [g(xi)− μ]T,

(2.19)

where xi are N deterministically chosen sigma points with W
(m)
i , W

(s)
i

and W
(c)
i as their associated weights. The sigma points are constructed as

x(i) = m+
√
P ξi, (2.20)

where
√
P is the Cholesky factor of P such that P =

√
P

√
P

T. Different

sigma point methods differ by the number of sigma points N , weights

W
(m)
i , W (s)

i and W
(c)
i , and vectors ξi. The following are the commonly used

sigma point schemes:

• The most popular sigma point method is the Unscented transformation

(UT), which is used in Unscented Kalman filter (UKF) (Julier et al.,

1995; Julier and Uhlmann, 2004). The UT uses N = 2n+1 sigma points

with ξi vectors defined as

ξi =

⎧⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎩
0, i = 0,

√
λ+ nei, i = 1, . . . , n,

−
√
λ+ nei, i = n+ 1, . . . , 2n,

(2.21)

where ei is the unit vector in direction i. The weights are defined as

W
(m)
0 = λ/(n+ λ),

W
(s)
0 = W

(c)
0 = λ/(n+ λ) + (1− α2 + β),

W
(m)
i = W

(s)
i = W

(c)
i = 1/(2(n+ λ)), i = 1, . . . , 2n,

(2.22)
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where the scaling parameter λ is defined as λ = α2(n + κ) − n, and α,

β and κ are adjustable parameters of the transformation. Commonly

these are set to α = 1, β = 0 and κ = 3− n (Julier et al., 1995).

• The spherical cubature method (Wu et al., 2006; Arasaratnam and Haykin,

2009) uses N = 2n sigma points as

ξi =

⎧⎪⎨
⎪⎩
√
nei, i = 1, . . . , n,

−
√
nei, i = n+ 1, . . . , 2n,

(2.23)

with weights

W
(m)
i = W

(s)
i = W

(c)
i = 1/(2n), i = 1, . . . , 2n. (2.24)

Note that it can be shown that the cubature method is UT with param-

eters α = 1, β = 0 and κ = 0 (Arasaratnam and Haykin, 2009).

• The product-rule based Gauss–Hermite method (Ito and Xiong, 2000;

Wu et al., 2006) uses N = mn sigma points, in which ξi are formed

as Cartesian product of zeros of Hermite polynomials of order m. The

weights are formed as products of the corresponding one-dimensional

Gauss–Hermite integration weights. While the Gauss–Hermite approx-

imation is accurate, it suffers from the curse of dimensionality as the

number of function evaluations grows exponentially in the size of state.

• Other possible methods are the central difference (CD) (Ito and Xiong,

2000) and Monte Carlo (MC) (e.g, Publication VII) based approxima-

tions, which also be considered as sigma point methods. In MC, however,

the sigma points are not selected deterministically. MC bears a resem-

blance to particle filtering reviewed in more detail in Section 2.4.1, but

the main difference between them is that particle filters do not make

any assumptions about the functional form of the filtering distributions

while MC approximates them with a Gaussian.

• One possible approach for approximating the intractable integrals is the

Gaussian process filter (Deisenroth et al., 2009, 2012), where the model

functions f and h are treated as unknown functions that are estimated

with GP methods (see Chapter 3) given suitable training data. Advan-

tage of this approach is that by using certain covariance functions in

the function approximations the intractable integrals become tractable.
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The GP filter can also be seen as a sigma point method when the train-

ing set used for approximating the model functions are constructed in

sigma point style on every time step.

Modelling the functions f and g with a GP can be advantageous in

cases when there is no available a priori knowledge to form f and g, or

when they are construced based on too idealized assumptions a GP can

account for model errors. However, in many cases suitable the training

data that is needed by the GP is not available. For example, is not easy

to observe the true states on adjacent time steps, that is, xk and xk+1

are rarely known. Moreover, the analytic moments are available only

with certain covariance functions (namely, with the popular squared ex-

ponential covariance function), which assume certain properties for the

latent function that might be unrealistic, such as stationarity and infi-

nite differentiability.

2.4 General State-Space Models

In case of more complex (i.e., highly non-linear and non-Gaussian) models

Kalman filter based methods can be inadequate for providing sufficiently

accurate estimates of the system, and therefore other methods should be

considered. In this section we review particle filtering, which is a method

that can be used for approximate inference on generic state-space models

of the form (2.1).

2.4.1 Particle Filtering and Smoothing

Particle filtering (Doucet et al., 2001) is a very effective framework for

state inference on generic state-space models of the form (2.1). In essence,

particle filtering is a recursive version of importance sampling, where the

filtering distribution is represented as a discrete set of weighted samples,

particles. In principle, the filtering distribution can be estimated to a

desired accuracy by a particle filter by using sufficiently large amount of

particles. In practice, one also needs to perform additional resampling

procedure to avoid the degeneracy of the algorithm by removing particles

with too small weights and duplicating particles with large weights. This

leads to the sequential importance resampling (SIR) algorithm (Gordon

et al., 1993):
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• Draw the initial states for N particles as x(i)
0 ∼ p(x0) and set the weights

to unity w
(i)
0 = 1/N for each i = 1, . . . , N .

• For each time step k = 1, . . . , T do:

1. Draw the state for each particle from the importance distribution π(·)
as

x
(i)
k ∼ π(xk | x(i)

k−1,Yk), i = 1, . . . , N. (2.25)

2. Calculate new weights as

w
(i)
k ∝ w

(i)
k−1

p(yk | x(i)
k ) p(x

(i)
k | x(i)

k−1)

π(x
(i)
k | x(i)

k−1,Yk)
, i = 1, . . . , N, (2.26)

and normalize them to sum to unity.

3. Perform resampling if needed. For example, if the estimated number

of effective particles neff = 1/
∑N

i=1

(
w

(i)
k

)2
is less than, say, N/10.

After obtaining the particles, the continuous filtering distribution on

time step k can be approximated with a discrete representation as

p(xk | Yk) ≈
N∑
i=1

w
(i)
k δ(xk − x

(i)
k ), (2.27)

where δ(·) is the Dirac delta function.

The effectiveness of particle filtering depends on the choice of the im-

portance distribution π(·), which approximates the posterior distribution

of states given the observed measurements so far and the state xk−1 at

the previous step. In practice, the importance distribution usually needs

problem-specific tuning to be effective, which can be challenging. Boot-

strap filter (Gordon et al., 1993) is a simple variant of the SIR algorithm

where the dynamic model p(xk | xk−1) itself is used as the importance dis-

tribution. This results in an algorithm that is very simple to implement.

However, the sampling is often inefficient since the importance distribu-

tion does not incorporate information from measurements, and, thereby,

in practice, needs resampling on every time step. Important aspect of the

bootstrap filter is that the evaluation of the dynamic model in the weight

update (2.26) cancels out, and, thereby, one only needs to draw samples

from p(xk | xk−1). This is important for models for which one can gen-

erate realizations of state trajectories, but cannot evaluate the transition
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densities. Examples of such models are non-linear stochastic differential

equations considered in Section 2.6.

In principle, the results of the SIR algorithm can be used to directly

provide estimates of the smoothing distributions by resampling the whole

state histories during the filtering, which results in approximations

p(xk | YT ) ≈
N∑
i=1

w
(i)
T δ(xk − x

(i)
k ), k = 1, . . . , T, (2.28)

where the weights of the last time step are used as weights on all time

steps. However, it is well known (Kitagawa, 1996; Doucet et al., 2000)

that this results in degenerate results when T � k due to resampling

procedure. There exist various improvements to avoid the non-degeneracy

in particle smoothing (see, e.g., Godsill et al., 2004; Klaas et al., 2006;

Briers et al., 2010; Fearnhead et al., 2010).

2.5 General Approximate Inference

With general Bayesian statistical models, various deterministic methods

have become popular tools for performing approximate inference on de-

sired latent variables. In this section, we discuss Expectation Propagation

(EP) and Variational Bayes (VB) methods, which are popular approaches

for performing approximate inference with a wide range of different mod-

els, including state-space models.

2.5.1 Expectation Propagation

Expectation propagation (EP) (Minka, 2001b,a) is a deterministic frame-

work for approximating intractable posteriors with tractable ones, which

can be seen to generalize several existing algorithms, such as Kalman

filtering and loopy belief propagation (Frey and MacKay, 1997; Murphy

et al., 1999). Here, we are interested in EP from the viewpoint of state-

space models, but in general it can be applied to any graphical structure

denoting the conditional dependencies implied by the model. For state-

space models EP was first introduced by Heskes and Zoeter (2002) and

later extended for non-linear/Gaussian by Ypma and Heskes (2005) and

non-linear/Poisson by Yu et al. (2007). EP is also a popular method for per-

forming approximate inference with Gaussian process models (see Chap-

ter 3). For example, in GP classification problems EP has shown to give

state-of-the-art perfomance compared to other deterministic approxima-
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tions (Kuss and Rasmussen, 2005; Nickisch and Rasmussen, 2008). Re-

cently, Deisenroth and Mohamed (2012) applied EP to Gaussian process

dynamical models.

When applied to state-space models, the posterior is usually approxi-

mated in EP as

p(x1:T | YT ) = p(x0)
T∏

k=1

p(xk | xk−1) p(yk | xk) ≈ q(x1:T ) =
T∏

k=1

qk(xk),

(2.29)

where the factored approximations are formed as a product of forward and

backward messages2 αk(xk) and βk(xk) such that qk(xk) = αk(xk)βk(xk).

Our desire would be to find αk(xk) and βk(xk) that minimize the Kullback-

Leibler (KL) divergence

DKL(p‖q) =
∫

p(x1:T | YT ) log
p(x1:T | YT )

q(x1:T )
dx1:T (2.30)

from the true posterior p(x1:T ) to an approximation q(x1:T ). Unfortu-

nately, this joint optimization problem is intractable. In EP, however, the

minimization is performed by locally minimizing the KL divergence of the

approximation q(xk−1,xk) from

φ(xk−1,xk) = αk−1(xk−1) p(xk | xk−1) p(yk | xk)βk(xk) (2.31)

with a hope that this leads to minimization of global KL divergence (2.30).

With our factorization assumption running EP boils down to updating

the forward and backward messages as

αnew
k (xk) =

proj
[∫

φ(xk−1,xk)dxk−1

]
βk(xk)

, k = 1 . . . , T (2.32)

and

βnew
k−1(xk−1) =

proj
[∫

φ(xk−1,xk)dxk

]
αk−1(xk−1)

, k = 2 . . . , T, (2.33)

where the proj [·] operator projects the argument to a simpler form (such

as Gaussian) via a suitable criterion3. These updates are iterated sev-

eral times through data until convergence. While there is no formal proof

for the standard EP to converge4, with certain models the convergence is

empirically guaranteed. In some difficult cases additional tricks (such as

2In EP, the messages are members of the exponential family, such as un-
normalized Gaussians.
3Such as moment matching, which in the case of exponential family distributions
is the same as minimization of KL divergence.
4The double loop algorithm of Opper and Winther (2005) is, however, provably
convergent.
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damping and fractional updates) can be used to improve the convergence,

as was done for GPs with Student-t likelihood by Jylänki et al. (2011).

In Publication V, we implemented EP for linear-Gaussian dynamic mod-

els (namely, for spatio-temporal GPs, see Section 3.3) with non-Gaussian

measurements models. In this case it was possible to apply the determin-

istic approximations used with standard GPs (such as Laplace approxima-

tion and EP, see, e.g., the book of Rasmussen and Williams, 2006, for more

details) to perform the proj [·] operation efficiently. The rest of the algo-

rithm can then be implemented with standard operations of the Gaussian

distribution.

2.5.2 Variational Bayesian Methods

In constrast to EP, in Variational Bayes (VB) approach (see, e.g., Jaakkola,

2001; Beal, 2003; Valpola et al., 2004; Smidl and Quinn, 2006) the aim is

to minimize the KL divergence DKL(q‖p) from the approximation q(x|y)
to the true posterior p(x|y), that is, the direction of KL divergence is re-

versed. In practice, this results in VB methods being mode-seeking in-

stead of moment matching. The downside of VB is that it usually under-

estimates the posterior uncertainty, which might be undesired effect in

many applications. The advantage is that the minimization of DKL(q‖p) is

tractable (which is not the case with DKL(p‖q)), and the resulting algo-

rithm is usually rather simple to implement. Also, in some cases the

posterior mean might not actually be a good solution (for example, in mul-

timodal cases, where the mean has no support in the posterior distribu-

tion), and, thus, a VB solution that is usually centered around a single

mode might be more meaningful.

It is easy to show that the log marginal likelihood can be expressed as

log p(y) = DKL(q‖p)−
∫

q(x) log
q(x)

p(x,y)
dx︸ ︷︷ ︸

:=L(q)

, (2.34)

where the term L(q) is known as the variational free energy that is a lower

bound for the log marginal likelihood. As p(y) is fixed with respect to q(x),

maximising the free energy amounts to minimizing the KL divergence

DKL(q‖p).
In VB, the approximation is usually assumed to be factorizing over some

partition of the latent variables x such that x = x1, . . . ,xQ and

q(x) =

Q∏
i=1

qi(xi | y). (2.35)
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By using the calculus of variations (hence the name variational) it can

then be shown that for each component the optimal distribution q∗i that

minimizes the KL divergence can be expressed as

log q∗i (xi | y) =
∫

log p(x,y) q(xj �=i | y) dxj �=i + constant, (2.36)

where the constant is a normalizing factor independent of xi. By defin-

ing the model p(x,y) = p(x) p(y | x) and the factorizing partition (2.35),

the functional form for each of the approximating distributions qi follows

automatically, and the parameters (usually termed as variational param-

eters) of qi are can be extracted from the approximation (2.36). In practice,

the optimal distributions (2.35) are coupled, and the parameters must be

iteratively updated by looping through the partitions until convergence.

In Publication IX, we have used the VB framework to construct approxi-

mate filtering and smoothing algorithms for non-linear state-space model

(2.10) in the case where the measurement noise is Student’s t-distributed

as ek ∼ Student(Σk, ν). The advantage of the Student’s t distribution

over the standard Gaussian noise model is that it’s more robust against

outliers. In the constructed algorithms, we utilize the Gaussian filtering

and smoothing schemes discussed in Section 2.3.1 to approximately solve

intractable integrals arising in the equations. For more details, see Pub-

lication IX.

2.6 Continuous-Discrete Dynamic Models

When modeling real-world physical systems, it is often convenient to as-

sume that the state of system evolves continuously in time, that is, the

system is described by stochastic differential equations (SDEs, Jazwinski,

1970; Grewal and Andrews, 2001; Øksendal, 2003) instead of (stochastic)

difference equations. In this work, we are particularly interested in dis-

cretely observed non-linear SDEs of the form

dx(t) = f(x(t), t) dt+ L(x(t), t) dβ(t),

yk = h(x(tk)) + ek, k = 1, . . . , T,
(2.37)

where in the context of stochastic processes and filtering theory the dy-

namic model function f : Rn → R
n is typically called the drift function

and L : Rn → R
n × R

s the dispersion matrix weighting the increment of

a q-dimensional Brownian motion β(t) (also frequently called the Wiener

process) with diffusion matrix Qc. In most physical systems s < n, which

results in the SDE being irreducible.
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Next, we review the formal Bayesian optimal filter theory (Jazwinski,

1970) for continuous-discrete systems5 of the form (2.37), and practical

estimation methods applicable for such models.

2.6.1 Continuous-Discrete Filtering and Smoothing

Our aim is to estimate the filtering and smoothing distributions of the

state x(t) at time instants t1, . . . , tT , that is, p(x(tk) | Yk) and p(x(tk) | YT ).

Bayesian optimal filtering theory (Jazwinski, 1970) provides the following

recursive algorithm for computing the predictive and filtering densities

p(x(tk) | Yk−1) and p(x(tk) | Yk) on time steps k = 1, . . . , T :

• Start from the prior distribution p(x(t0)) � p(x(t0) | Y0).

• For each time step k = 1, . . . , T do:

1. Prediction step: Integrate the Fokker–Planck–Kolmogorov (FPK) equa-

tion

∂p(x, t | Yk−1)

∂t
= −

∑
i

∂

∂xi
(fi(x, t) p(x, t | Yk−1))

+
1

2

∑
ij

∂2

∂xi∂xj
([L(x, t)Qc L

T(x, t)]ij p(x, t | Yk−1))

from the initial condition p(x(tk−1) | Yk−1) � p(x, tk−1 | Yk−1), resulting

in the predicted density

p(x(tk) | Yk−1) � p(x, tk | Yk−1). (2.38)

2. Update step: Use the Bayes’ theorem to compute filtering distribution

as

p(x(tk) | Yk) =
p(yk | x(tk)) p(x(tk) | Yk−1)∫

p(yk | x(tk)) p(x(tk) | Yk−1) dx(tk)︸ ︷︷ ︸
=p(yk|Yk−1)

. (2.39)

Similarly as in the discrete-time case, the formal solutions to smoothing

distributions at time steps k = T − 1, . . . , 1 are given by the backward

5With continuous-discrete systems we refer to systems, where the state evolves
continuously in time whereas observations from the system are made on discrete
time instants.
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recursion equation (Kitagawa, 1987)

p(x(tk) | YT ) = p(x(tk) | Yk)

∫
p(x(tk+1) | x(tk))p(x(tk+1) | YT )

p(x(tk+1))
dx(tk+1 | Yk),

(2.40)

where we need only to integrate over the state a single time step, not

over state trajectories. Note that the process can be estimated at any

time instants that are included to set of time steps. At time steps without

measurements the filter update step is simply skipped.

The difficulty here is that the FPK equation cannot be solved in closed

form in general, and, thereby, approximations are needed in practical

computations. A straightforward way of providing estimates of filtering

distributions is to use the boostrap filter (see Section 2.4.1), where the

state trajectories are drawn from a numerical SDE solver, such as stochas-

tic Runge–Kutta (Kloeden and Platen, 1999; Rößler, 2006). However, this

can require a very high number of particles to be precise enough in prac-

tice. Furthermore, the non-degenerate smoothing solutions (Godsill et al.,

2004; Klaas et al., 2006; Briers et al., 2010; Fearnhead et al., 2010) require

the evaluation of transition density p(x(tk) | x(tk−1)), which is not avail-

able for non-linear SDEs. One way to proceed is to approximate the tran-

sition density with, for example, Euler–Maruyama discretization, and use

the results of discrete-time systems in estimation. However, this is usu-

ally slow since the discretization step size needs to be set small to achieve

adequate accuracy. Recently, Murray and Storkey (2011) proposed a way

of performing particle smoothing with SDEs, in which more accurate dis-

cretization schemes, such as stochastic Runge–Kutta, can be used when

paired with suitable use of kernel density estimation.

Instead of focusing on sampling schemes, in the following discussion, we

consider deterministic approximations to the state trajectory by a Gaus-

sian process, which is computationally efficient and in many cases accu-

rate enough in practical applications.

2.6.2 Linear Stochastic Differential Equations

Departing a while from the discussion of the general non-linear case, we

consider a very useful class of models, where the state dynamics are de-

scribed linear SDEs of the form

dx(t) = F(t)x(t) dt+ L(t) dβ(t), (2.41)

where F(t) and L(t) are time-varying drift and dispersion matrices and

β(t) is a Brownian motion with diffusion matrix Qc(t). The solution to
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(2.41) is a Gaussian process

p(x(t)) = N(x(t) | m(t),P(t)), (2.42)

where the mean m(t) and covariance P(t) obey the differential equations

dm(t)

dt
= F(t)m(t),

dP(t)

dt
= F(t)P(t) +P(t)FT(t) + L(t)Qc L

T(t).

(2.43)

The model (2.41) can also be written as an equivalent discrete-time model

with the transition density p(x(tk+1) | x(tk)) = N(x(tk+1) | Ak x(tk),Qk),

where the matrices Ak � A(tk+1) and Qk � Q(tk+1) are the solutions to

the differential equations

dA(t)

dt
= F(t)A(t),

dQ(t)

dt
= F(t)Q(t) +Q(t)FT + L(t)Qc(t)L

T(t),

(2.44)

with initial conditions A(tk) = I and Q(tk) = 0. Thus, after solving these

equations one can use the standard Kalman filter and smoother for exact

state inference on a discrete time grid since the transition model is of

same form.

In the linear time-invariant (LTI) case, the SDE reads

dx(t) = Fx(t) dt+ L dβ(t), (2.45)

where the model matrices F, L and Qc are constant. While this model

class is more restrictive than the model (2.41), it is very important since

the transition and process noise matrices can be solved efficiently as a

function of the time step size Δtk = tk+1 − tk as

A(Δtk) = Φ(Δtk),

Q(Δtk) =

∫ Δtk

0
Φ(Δtk − τ)LQc L

TΦ(Δtk − τ)Tdτ,
(2.46)

where Φ(τ) denotes the matrix exponential Φ(τ) = exp(F τ). Further-

more, when using a regular time grid, Ak and Qk need to be solved only

once. If the integral in (2.46) for Qk cannot be solved in closed form, effi-

cient solutions can be still computed with the matrix fraction decomposi-

tion method (Grewal and Andrews, 2001; Särkkä, 2006).

2.6.3 Gaussian Non-Linear Filtering and Smoothing

Inspired by the linear case, we now consider Gaussian approximations to

the general recursion equations presented in Section 2.6.1. The idea of
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using Gaussian approximations for non-linear SDEs is not new, publica-

tions dating back to Kushner (1967); Jazwinski (1970); Maybeck (1982)

and more recent ones in Särkkä (2007); Singer (2008); Särkkä and Sar-

mavuori (2012). In this section, we give a review of the particular approx-

imate scheme that was used in Publications III and VIII.

We shall now employ a simple but widely used Gaussian assumed den-

sity approximation where we approximate the process x(t) by a Gaussian

process such that at every time step t ∈ [tk−1, tk) we have:

p(x(t) | Yk−1) ≈ N(x(t) |m(t),P(t)), (2.47)

where t ∈ [tk−1, tk). The filter computes the mean m(t) and covariance

P(t) at the time steps k = 1, . . . , T as follows:

• Start from the prior p(x(t0)) = N(x(t0) | m0,P0).

• For each time step k = 1, . . . , T do:

1. Prediction step: Compute the mean and covariance of the predicted

distribution p(x(tk)|Yk−1) ≈ N(m(t−k ),P(t−k )) by numerically integrat-

ing the differential equations

dm

dt
= E[f(x, t)],

dP

dt
= E[(x−m)fT(x, t)] + E[f(x, t)(x−m)T]

+ E[L(x(t), t)Qc L
T(x(t), t)],

where the expectations are taken with respect to p(x(t) | Yk−1) ≈
N(x(t) | m(t),P(t)), and t−k denotes the time instant "infinitesimally

before the time tk".

2. Update step: Use the discrete-time filter update step (2.12) to com-

pute the filtering distribution p(x(tk) | Yk) ≈ N(x(t) | m(tk),P(tk)),

with definitions m−
k � m(t−k ), P

−
k � P(t−k ) and mk � m(tk), Pk �

P(tk).

The equations in the prediction step can derived by using the Itô formula

(see, e.g., Jazwinski, 1970; Øksendal, 2003) for SDEs, which states that

an arbitrary (scalar) function g(x(t)) � g(t) of the SDE solution is a ran-
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dom process that solves the SDE

dg =
∑
j

∂g

∂xj
[f(x, t) dt+ L(x, t) dβ]j +

1

2

∑
ij

[L(x, t)Qc L
T(x, t)]ij

∂2g

∂xi ∂xj
dt.

Taking conditional expectations given Yk−1 from both sides and formally

dividing by dt gives the general differential equation for the predicted

mean of g as follows:

E

[
dg

dt

∣∣∣∣∣Yk−1

]
= E

⎡
⎣∑

j

∂g

∂xj
fj(x, t)

∣∣∣∣∣Yk−1

⎤
⎦ ,

+
1

2
E

⎡
⎣∑

ij

[L(x, t)Qc L
T(x, t)]ij

∂2g

∂xi∂xj

∣∣∣∣∣Yk−1

⎤
⎦ .

By setting g(x) = xi and g(x) = (xi −mi) (xj −mj) in the equation we end

up with the following differential equations for the mean and covariance:

dm(t)

dt
= E[f(x, t) | Yk−1]

dP(t)

dt
= E[(x−m(t)) fT(x, t) | Yk−1] + E[f(x, t) (x−m(t))T | Yk−1]

+ E[L(x, t)Qc L
T(x, t) | Yk−1],

(2.48)

where m(t) = E[x(t) | Yk−1] and P(t) = E[(x(t)−m(t)) (x(t)−m(t))T | Yk−1].

Note that in (2.48) the expectations are taken with respect to the actual

conditional distribution of the state p(x(t) | Yk−1). That is, the equations

are not true differential equations in the sense that they cannot be solved

without first solving the full FPK partial differential equation (Jazwinski,

1970). In the filter, we replaced the expected values with respect to the

true distribution of x(t) with expectations over the Gaussian approxima-

tion. These expectations can then be approximated with same methods

as in discrete-time non-linear Kalman filtering and smoothing (see Sec-

tion 2.3.1).

For the smoothing recursions, we follow Särkkä and Sarmavuori (2012),

who give the following equations for the approximate means ms(tk+1) and

covariances Ps(tk+1) of the (marginal) smoothing distributions in (2.40):

dCk(t)

dt
= Ck(t)P

−1(t)

∫
f(x, t) (x−m(t))TN(x |m(t),P(t)) dx,

Gk+1 = Ck(t
−
k+1)P

−1(t−k+1),

ms(tk) = m(tk) +Gk+1 [m
s(tk+1)−m(t−k+1)],

Ps(tk) = P(tk) +Gk+1 [P
s(tk+1)−P(t−k+1)]G

T
k+1,

(2.49)

where the differential equation for Ck(t) should be integrated from the

initial condition Ck(tk) = P(tk) to time tk+1 (which is denoted as t−k+1 for
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xk−1 xk xk+1

θx

... ...

yk−1 yk yk+1

θy

Figure 2.2. A graphical representation of a state-space model (2.52) with unknown pa-
rameters θx and θy in the dynamic and measurement models.

consistency). Thus, we have the approximation

p(x(tk) | YT ) ≈ N(x(tk) |ms(tk),P
s(tk)). (2.50)

2.7 Parameter Inference

In dynamic models, there are often unknown parameters in the model

components, such as in the dynamic model f and the measurement model

h of non-linear state-space models. Inference of such unknown model pa-

rameters is one of the central practical problems in Bayesian analysis. In

a general case, the aim is to summarize the posterior distribution

p(θ | Y) =
p(Y | θ) p(θ)∫
p(Y | θ) p(θ)dθ , (2.51)

where θ ∈ R
m is a vector of unknown parameters, p(θ) a suitably chosen

prior for θ and p(Y | θ) a likelihood function of θ given measurements Y,

which is often also called the marginal likelihood when there are some

latent variables in the model that are integrated out. The most difficult

part in (2.51) is to evaluate the normalizing constant since in most cases

it is of analytically intractable form.

Consider a state-space model of the form

xk ∼ p(xk | xk−1,θx),

yk ∼ p(yk | xk,θy),
(2.52)

where the dynamic and measurement models have unknown parameters

θx and θy. Graphical representation of the model is shown in Figure 2.2.

In the case of T measurements the marginal likelihood given the joint
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parameters θ = {θx,θy} can be factorized as

p(YT | θ) =
T∏

k=1

p(yk | Yk−1,θ), (2.53)

where the terms in the product can be written as

p(yk | Yk−1,θ) =

∫
p(yk | xk,θy) p(xk | Yk−1,θ) dxk. (2.54)

These can be evaluated efficiently with the filtering method in use, and by

using the factorization in (2.53) the marginal likelihood can be evaluated

in linear time. For example, with the regular Kalman filter (2.8) the terms

(2.54) are given as p(yk | Yk−1,θ) = N(yk | Hk m
−
k ,Sk) and with non-

linear filters (2.12) as p(yk | Yk−1,θ) ≈ N(yk | μk,Sk). With particle filters

the approximation is p(yk | Yk−1,θ) ≈ 1
N

∑N
i=1w

(i)
k , which is shown to

be an unbiased and consistent estimate of the true value (Moral, 2004;

Pitt et al., 2011; Andrieu et al., 2010), although in practice noisy due to

sampling nature of particle filtering.

In usual applications of dynamic systems instead of just summarizing

p(θ | YT ) one is rather instead in the marginal distribution of state with

parameters integrated out, that is, we want

p(x1:T | YT ) =

∫
p(x1:T | θ,YT ) p(θ | YT ) dθ. (2.55)

The most straightforward way of approximating (2.55) is to use a suit-

able point estimate θ̂ and calculate the state marginal p(x1:T | θ̂,YT ) with

the selected filtering and smoothing method. The maximum a posteriori

(MAP) estimate θ̂ = argmaxθ p(θ | YT ) is perhaps the most frequently

used choice. In practice, the MAP estimate is sought with non-linear op-

timization. Recently, Mbalawata et al. (2012) showed how to calculate

gradients of the marginal likelihood with linear and non-linear6 SDEs,

permitting gradient-based parameter optimization.

Another way of integrating over the parameters is to use Monte Carlo

sampling such that

p(x1:T | YT ) ≈
N∑
i=1

p(x1:T | θ(i),YT ), (2.56)

where θ(i) are samples drawn from the posterior p(θ | YT ). In prac-

tice, sampling from p(θ | YT ) is usually a non-trivial task. To do this,

one can use various Markov chain Monte Carlo (MCMC) methods (see,

6For non-linear SDEs Mbalawata et al. (2012) calculated the gradients only for
the EKF, but the same approach works also with sigma point methods.
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e.g., Liu, 2001; Gelman et al., 2010), which are generic methods for sam-

pling from unnormalized distributions based on constructing an ergodic

Markov chain which has the distribution of interest as its stationary dis-

tribution. In Publication VIII, we used an adaptive MCMC based on

the robust Metropolis (RAM) algorithm (Vihola, 2012) to sample param-

eters of non-linear SDEs. The RAM algorithm is a variant of the stan-

dard Metropolis algorithm, where the Gaussian proposal distribution is

adapted during the MCMC run with multidimensional extension of tech-

nique proposed by Haario et al. (2001). The purpose of the adaptation

procedure is to fine tune the proposal distribution such that the sample

rejection rate approaches the optimal value. In practice, the RAM algo-

rithm works well in cases, where the posterior does not deviate much from

a Gaussian. In Publication VIII, we used different filters (Gaussian pro-

cess and particle approximations) for calculating the energy function

φ(θ) = −ln p(YT | θ)− ln p(θ) (2.57)

used by the sampler. Approximating φ(θ) by a particle filter leads to par-

ticle MCMC (PMCMC) methods (Andrieu et al., 2010), which are exact in

the infinite limit despite the stochasticity of particle filtering.

2.7.1 Example: Ginzburg–Landau Double Well Potential

We now illustrate the performance of the Gaussian process approxima-

tion in state and parameter estimation via a numerical example, where

we consider a diffusion process in a double well potential, described by the

Ginzburg–Landau equation. The same example can be found in Publica-

tion VIII, and here we highlight only the most relevant results.

The Ginzburg–Landau equation reads

dx = −(αx+ β x3) dt+ σ dβ(t), (2.58)

where θ = (α, β, σ) are the parameters to be estimated from data. The

Ginzburg–Landau model corresponds to a diffusion at the double-well po-

tential Φ(x,θ) = α
2x

2+ β
4x

4, with minima at ±
√

−α/β when α is negative.

The model (2.58) is a popular benchmark model for comparing different

approximation schemes, and here we employ the same parameter settings

as in Singer (2002). We compare the performances of the EKF, Gaussian

cubature methods and particle filters in estimating the state and parame-

ters. We also implemented a benchmark filtering and smoothing solution,

where the transition density is numerically solved from the FPK equation
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by using finite-differences method on a relatively dense grid. Given the

transition density on the chosen grid, the filtering and smoothing solu-

tions were computed by directly approximating the formal Bayesian fil-

tering and smoothing equations on the same grid via direct numerical in-

tegration. This provides an accurate “ground truth” for the filtering and

smoothing distributions, to which we can compare the other approxima-

tion schemes.

We simulated a state trajectory with this model using the parameters

θ = (−1, 0.1, 2) on time interval t ∈ [0, 50] and generated observations

every Δt = 2 using the model

yk = x(tk) + ek, ek ∼ N(0,Σ), (2.59)

with measurement noise variance Σ = 0.12. With these parameter set-

tings the potential has minima at ±
√
10 which are also the modes of the

stationary (bi-modal) state distribution.

We first compare the accuracies of filtering and smoothing solutions

with parameters fixed to the true values. Figure 2.3 shows the filter-

ing and smoothing solutions of the continuous-discrete cubature Kalman

filter (CKF), EKF, and grid approximation in panels (a)–(f). The filter-

ing solutions differ in the sense that the EKF tends to track the closest

minimum of the potential after each measurement while CKF tries to esti-

mate the global shape of the distribution. This also causes the smoothing

solutions corresponding to EKF approximation to be less accurate than

the CKF type of smoother. These phenomena can be seen in more detail

in the panels (g)–(j) of Figure 2.3 which show the marginal filtering and

smoothing distributions at time instants t = 11.8 and t = 31. The panels

also show the estimate of Gauss–Hermite Kalman filter (GHKF) (Ito and

Xiong, 2000) with 7 quadrature points, the true distributions obtained

with the grid method as well as optimal Gaussian approximations calcu-

lated from the grid solution. At the time instant t = 11.8 the true filtering

distribution begins to be bi-modal, reflecting the possibility that the pro-

cess can shift mode. This possibility is totally ignored by the EKF which

overconfidently concentrates all of its probability mass around the bigger

mode. While the estimates of the CKF and GHKF are not totally identical

to that of the optimal Gaussian approximation, they appropriately take

into account the global shape of the distribution. With smoothing distri-

butions the differences between different methods are not that apparent

as with filtering distributions, but they are still noticeable, especially dur-

ing mode shifts, which are often problematic for the EKF.
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Figure 2.3. Ginzburg–Landau: State estimates with true parameters. Panels (a)–
(f) show the filtering and smoothing solutions of the CKF, EKF and grid ap-
proximation. Black lines denote the true process, black crosses the measure-
ments, dark gray lines the mean estimate, and light gray shades the 95% un-
certainty provided by the methods. The black dashed lines denote the time
instants, whose marginal filtering and smoothing distributions are shown in
panels (g)–(j), where gray shade denote the true distribution, black lines the
optimal Gaussian light gray line the EKF, dotted line the GHKF, dashed line
the CKF, and black stars the true state values.

Next we test the accuracies of different methods in parameter estima-

tion. We conduct the comparison by calculating the conditional posterior

distributions of each parameter in a one-dimensional grid while keeping

the other parameters fixed to true values. These are plotted in Figure

2.4 which also shows the estimate provided by the particle filter (40 000

particles). While these conditional distributions have lower uncertainty

than the marginal distributions, the conditional distributions provide a

sanity check such that the true values should lie on the support of the dis-

tribution. It can be seen in the figure, with the EKF this certainly is not

the case as its estimates are severely biased. This is due to the EKF un-
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derestimating the variance of the predictive distribution when using the

true parameters. The other methods’ distributions have support for the

true parameter values although they differ slightly from each other. The

estimates are somewhat sensitive to the particular realization of state tra-

jectory and measurements, but EKF always suffers from underestimated

variance. One can also see the stochasticity of the particle filter estimate,

which is on average the same as the one provided by the grid filter.
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Figure 2.4. Ginzburg–Landau: conditional posteriors of each parameter. Here,
the light gray shades denote the true distribution, the black lines the parti-
cle filter estimates, the light gray lines the EKF estimates, the dotted lines
GHKF and the dashed lines the CKF. Clearly, the EKF has not support for
the true values (α = −1, β = 0.1 and σ = 2), while other methods have.

Finally, we ran MCMC sampling with the RAM algorithm on the un-

known parameters while using the CKF, EKF, and particle MCMC based

approximations. Example results of MCMC estimates can be found in

Publication VIII, but to quickly summarize, the EKF was not able to

provide support for the true parameter values while other methods were

able. We also tested the accuracy of state estimation when the parame-

ters are integrated with MCMC sampling. The smoothed state posteriors

provided by the CKF and the EKF are plotted in Figure 2.5. Interestingly,

the EKF provides much better estimate with MCMC sampled parameters

than with true values, being even more accurate than the CKF in a root-

mean-square error (RMSE) sense (0.895 with EKF and 0.935 with CKF).
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Figure 2.5. Ginzburg–Landau: Smoothed state posteriors with MCMC inte-
grated parameters. Black lines denote the true process, black crosses the
measurements, dark gray lines the mean estimates and light gray shades the
95% uncertainty when the parameters are integrated out with MCMC.
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3. Gaussian Processes

Models based on Gaussian processes (GPs) (O’Hagan, 1978; Rasmussen

and Williams, 2006; Gelfand et al., 2010) are prominent tools for data

analysis in several fields, including spatial statistics, time-series analysis

and machine learning. In essence, GPs are infinite-dimensional objects

that are used as non-parametric models for unknown functions which are

inherent in many generic data analysis problems, such as regression, clas-

sification, and disease mapping. Prior information on the properties of the

model function (such as smoothness and possible periodicity) are encoded

into the covariance function of the Gaussian process. Formally, Gaussian

processes can be defined as follows:

Definition 1. A Gaussian process is a collection of random variables {x(τ) :
τ ∈ T} such that any finite subset {(x(τ1), ..., x(τn)) : τ1, ..., τn ∈ T, n < ∞}
is jointly Gaussian (Rasmussen and Williams, 2006).

While GPs are very flexible models for performing Bayesian inference on

unknown latent functions, the gained flexibility does not come without a

cost. Firstly, in a naive setting the computational scaling with GP models

is cubic in the number of data points, which prohibits their use on large

data. Secondly, the posterior distribution of latent function is of analyt-

ically intractable form when anything else than Gaussian measurement

model is assumed.

Recently, several techniques approaches have been proposed to mitigate

these problems. One popular approach for lowering the computational

requirements are the so-called sparse approximations (Csató and Opper,

2002; Csató, 2002; Quinonero-Candela and Rasmussen, 2005; Snelson

and Ghahramani, 2006; Titsias, 2009; Vanhatalo et al., 2010), in which

the covariance matrix of GP prior is formed in low-rank form. Similarly,

several approximate schemes have been proposed to tackle the problem of

intractable inference. These can be divided to sampling methods such as
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Markov chain Monte Carlo (MCMC) (Girolami et al., 2011; Titsias et al.,

2009; Murray et al., 2010) and analytic approximations (Rasmussen and

Williams, 2006; Minka, 2001a; Kuss and Rasmussen, 2005; Nickisch and

Rasmussen, 2008; Cseke and Heskes, 2011), where a simpler distribution

is assumed for the posterior distribution and fitted deterministically ac-

cording to a suitable measure (such as the Kullback–Leibler divergence,

KL).

In some cases the GP prior can be structured according to the structure

of data to make the inference procedure simpler and more efficient. In

this work, we are particularly interested in temporal Gaussian processes,

in which the correlation structure takes into account the temporal order of

data. To do this we show that GPs with certain covariance functions can

be analytically reformulated as Gauss–Markov processes (that is, linear-

Gaussian state-space models), a possibility which was already discussed

in O’Hagan’s 1978 seminal Gaussian process article. The reformulation

allows the usage of sequential algorithms reviewed in Chapter 2 for infer-

ence on latent function in linear time. While limiting the view to tempo-

rally structured data, we acknowledge the fact that GPs can be used as

flexible models with more general input spaces where the presented tech-

niques are not directly applicable. We also show how the conversion to

state-space models can be done for more general temporal models, where

Gaussian processes are used as latent components. These models include

the recently proposed latent force models (LFMs) (Álvarez et al., 2009),

where Gaussian processes are used to model unknown forces acting on

mechanistic dynamic systems. We also consider a state-space formulation

of spatio-temporal Gaussian processes, which also depend on spatial input

locations in addition to time.

First, we start with a review how to perform regression with Gaus-

sian processes, and then proceed to reformulation of temporal GPs as

state-space models. We first present the conversion procedure of one-

dimensional processes, and then treat the more general spatio-temporal

case. Last, we consider the state-space formulation of latent force models.

These developments were originally published in Publications I–V, and

can be considered as the main contributions of this thesis.
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3.1 Gaussian Process Regression

Gaussian process regression (GPR) concerns the problem of estimating

the function f : RD → R on an arbitrary input point t∗ ∈ R
D, given the

set of data D = {ti, yi}ni=1, where the training targets yi ∈ R are usually

assumed to be the function values corrupted with Gaussian noise:

yi = f(ti) + εi, εi ∼ N(0, σ2
noise).

The non-parametric GP approach is based on assuming that the joint

prior for values of f on any collection of points t is Gaussian, commonly

denoted as

f(t) ∼ GP(m(t,θ), k(t, t′,θ)),

where m and k are the mean and covariance functions that might depend

on some hyperparameters θ. These functions are central as a Gaussian

process is fully specified by the mean and covariance functions. Without

loss of generality from now on we shall assume that the mean function

is zero, that is, m(t) = 0. The Gaussian process prior can be interpreted

such that the prior for the function values on a finite set of input points

{t1 · · · tn} is p(f(t1), . . . , f(tn)) ∼ N(0,K).

The entries of the covariance matrix K are formed by evaluating the

covariance function as [K]ij = k(ti, tj ,θ), which measure the similarity of

the function f between inputs ti and tj . Due to the conditioning properties

of the Gaussian distribution it is easy to show that given the data set D
and hyperparameters θ, the posterior of f on input t∗ is also Gaussian

p(f(t∗) | y,θ) = N(μGP(t∗), σ2
GP(t∗)),

with mean and variance

μGP(t∗) = k∗,f (K+ σ2
noiseI)

−1y

σ2
GP(t∗) = k(t∗, t∗)− k∗,f (K+ σ2

noiseI)
−1kT

∗,f ,

where the element i of row vector k∗,f is the prior covariance between

f(t∗) and f(ti) as [k∗,f ]i = k(t∗, ti,θ).

GP regression can also be seen as a Bayesian interpretation of regural-

ization, where the posterior mean minimizes the functional

R(f) =
n∑

i=1

L(yi − f(ti)) + λ‖f‖2k, (3.1)

where L is any monotonically increasing loss function (for example, with

zero-mean unit Gaussian measurement noise L(ξ) = 1
2ξ

2) and λ‖f‖2k a
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f(t1) f(ti) f(tn)

t1 ti tn

f(t∗)

t∗

y1 yi yn y∗

Figure 3.1. A graphical representation of a Gaussian process. The bold black line denotes
a set of fully connected latent variables that have a Gaussian process prior.

regularizer defined in the norm of the reproducing kernel Hilbert space

(RKHS) associated with kernel k (see, e.g., Wahba, 1990).

The central problem with the brute-force implementation of GP mod-

els are the O(n3) and O(n2) scalings of computational complexity1 and

memory requirements, due to solving a system of n linear equations and

storing of the covariance matrix K. Next we show how these scalings can

be reduced to O(n) by taking into account temporal structure of data.

3.2 Temporal Gaussian Processes

From now on we assume that the input space is one-dimensional, that

is, D = 1, and show how to reformulate the GPs with certain classes of

covariance functions as state-space models. We consider only stationary

covariance functions such that k(t, t′,θ) = k(τ,θ), where τ = t − t′, and

omit the hyperparameters θ from the results for notational compactness.

This work was originally published in Publication I.

3.2.1 Spectra and Covariance Functions of SDEs

We now aim to represent the random process f(t) having the covariance

function k(τ) as the output of a linear time invariant (LTI) stochastic dif-

ferential equation (SDE), which are efficient to estimate with Kalman fil-

tering theory as discussed in Section 3.2.1. In particular, we consider Nth

order scalar LTI SDEs of the form

dNf(t)

dtN
+ aN−1

dN−1f(t)

dtN−1
+ · · ·+ a1

df(t)

dt
+ a0f(t) = w(t), (3.2)

1When doing repeated predictions the problematic matrix inversion can be
cached, and thereby the subsequent predictions scale as O(n2).
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where a0, . . . , aN−1 are known constants and w(t) is a white-noise process2

with spectral density Sw(ω) = q. This can be written as first order (vector)

Markov process.

dx(t) = Fx(t) dt+ L dβ(t), (3.3)

where the state x(t) contains the derivatives of f(t) up to order N − 1

as x(t) = (f(t) df(t)
dt · · · dN−1f(t)

dtN−1 )T and the Brownian motion β(t) has

the diffusion constant q. The matrices F ∈ R
N×N and L ∈ R

N×1 can be

written as

F =

⎛
⎜⎜⎜⎜⎜⎜⎝

0 1

. . . . . .

0 1

−a0 · · · −aN−2 −aN−1

⎞
⎟⎟⎟⎟⎟⎟⎠ and L =

⎛
⎜⎜⎜⎜⎜⎜⎝

0
...

0

1

⎞
⎟⎟⎟⎟⎟⎟⎠ .

This representation is known as the companion form (Grewal and An-

drews, 2001) of (3.2), and there exist other forms as well, such as the

canonical controllable and observable forms (Glad and Ljung, 2000), which

could be more stable numerically should some problems arise during the

inference. With LTI SDEs of orders considered in this work, however, we

did not experience any numerical problems.

By defining H = (1 0 · · · 0)T we can extract f(t) from x(t) as f(t) =

Hx(t). This can be used to compute the power spectral density of f(t)

by replacing x(t) with Hx(t) in Eq. (3.3) and formally taking the Fourier

transform on both sides of it, which after some algebra yields

S(ω) = H(F− iωI)−1L qLT[(F+ iωI)−1]THT. (3.4)

In a stationary state (i.e., when the process has run an infinite amount of

time), the covariance function of f(t) is the inverse Fourier transform of

its spectral density, i.e.,

k(τ) =
1

2π

∫ ∞

−∞
S(ω)eiωτdω. (3.5)

The Equation (3.5) can be calculated more easily as (Van Trees, 1971)

k(τ) =

⎧⎪⎨
⎪⎩
HP∞ΦT(τ)HT, if τ ≥ 0

HΦ(−τ)P∞HT, if τ < 0,
(3.6)

2This is the white-noise notation of SDEs whereas the more rigorous Itô SDE
notation is mainly used in other parts of this work. Brownian motion and white
noise are related such that the Brownian motion is the integral of white-noise
while the time-derivative of Brownian motion is formally undefined.
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where Φ(τ) = exp(F τ) and P∞ is the stationary covariance of x(t). The

latter can be obtained as the solution of the matrix Riccati equation

dP

dt
= FP+PFT + L qLT = 0. (3.7)

3.2.2 Converting 1D Covariance Functions to SDEs

Assume now that we have been given a stationary covariance function

k(τ) for f(t), and we wish to represent f(t) in form (3.3) to achieve the

linear time inference. The question now is how to form F, L, and q such

that the first component of x(t) has the desired covariance function k(τ).

This is possible to do for covariance functions, whose spectral density S(ω)

can be represented as a rational function of the form

S(ω) =
(constant)

(polynomial in ω2)
, (3.8)

which is the functional form of (3.4). By applying spectral factorization

(Wiener, 1950; Van Trees, 1968; Bar-Shalom et al., 2001) we can write the

spectral density as

S(ω) = H(iω) q H(−iω), (3.9)

where the transfer functions H(iω) and H(−iω) have all of their poles in

upper and lower planes, respectively. We can construct a stable (causal)

Markov process with the former, which means that when a white-noise

process with spectral density q is fed as input to the system with transfer

function H(iω), the output has the desired spectral density. This leads to

the frequency domain representation of the process, given as

(iω)NF (ω) + hN−1(iω)
N−1F (ω) · · · + h0F (ω) = W (ω),

where W (ω) and F (ω) are the formal Fourier transforms of w(t) and f(t),

and h0, . . . , hN−1 the coefficients of polynomial in the denominator of H(iω).

In the time domain we obtain

dNf(t)

dtN
+ hN−1

dN−1f(t)

dtN−1
+ · · ·+ h1

df(t)

dt
+ h0f(t) = w(t),

which is of the desired LTI SDE form of (3.2).

3.2.3 Example Covariance Functions

In this section we show how some of the most widely used classes of co-

variance functions can be transformed to models of the form (3.2).
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The Whittle-Matérn Family

A common class of covariance functions is the Whittle-Matérn family (Whit-

tle, 1954; Matérn, 1960; Rasmussen and Williams, 2006)

kν(τ) = σ2 2
1−ν

Γ(ν)

(√
2ν

l
τ

)ν

Kν

(√
2ν

l
τ

)
, (3.10)

where l and σ are the length scale and magnitude hyperparameters con-

trolling the overall correlation scale and variability of the process, respec-

tively, Kν is a modified Bessel-function of the second kind, Γ(·) the Gamma

function, and ν a parameter controlling the smoothness of the process.

With ν = 1/2 the Matérn covariance function (3.10) is equivalent with

the exponential covariance k(τ) = σ2 exp(−|τ |/l), and when ν → ∞ we

obtain the squared exponential (see the next section). This parametriza-

tion is the same as in the book of Rasmussen and Williams (2006). With

one-dimensional processes the spectral density of the Matérn covariance

function (3.10) is

S(ω) = σ2 2π
1/2Γ(ν + 1/2)

Γ(ν)
λ2ν(λ2 + ω2)−(ν+1/2),

where we have defined λ =
√
2ν/l. In this work, we limit our view to cases

in which ν = p+ 1/2, where p is a non-negative integer. Thus,

S(ω) ∝ (λ2 + ω2)−(p+1). (3.11)

Clearly, this is of the desired rational function form (3.8), and no approxi-

mation is needed. We can rewrite (3.11) as

S(ω) ∝ (λ+ iω)−(p+1)(λ− iω)−(p+1),

from which we extract the transfer function of a stable Markov process as

H(iω) = (λ+ iω)−(p+1).

The corresponding spectral density of the white-noise process w(t) is

q =
2σ2π1/2λ(2p+1)Γ(p+ 1)

Γ(p+ 1/2)
. (3.12)

For example, with p = 1 the corresponding LTI SDE model reads

dx(t) =

⎛
⎝ 0 1

−λ2 −2λ

⎞
⎠ x(t) dt+

⎛
⎝0

1

⎞
⎠ dβ(t),

and with p = 2

dx(t) =

⎛
⎜⎜⎝

0 1 0

0 0 1

−λ3 −3λ2 −3λ

⎞
⎟⎟⎠ x(t) dt+

⎛
⎜⎜⎝
0

0

1

⎞
⎟⎟⎠ dβ(t),
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Figure 3.2. Spectral density S(ω) and covariance function k(τ) of the Matérn covariance
function model with parameter p having the values p ∈ {0, 1, 2, 5}.

where in both cases the diffusion constant q of the Brownian motion β(t)

is according to (3.12).

The spectral densities and covariance functions for constructed LTI SDE

models with p ∈ {0, 1, 2, 5} evaluated with (3.4) and (3.6) are shown in Fig-

ure 3.2. It can be seen that the Matérn family of covariance functions pro-

vides a flexible way of controlling the smoothness of the process. An exam-

ple of performing inference on a Matérn state-space model with a Kalman

filter and smoother is illustrated in Figure 3.3. The gain in computational

efficiency when using this approach is illustrated in Publication I.

20 40 60
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f(
t)

(a) Filtered estimate of f(t)

20 40 60
−4

−2

0

2

4

t

f(
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(b) Smoothed estimate of f(t)

Figure 3.3. Example of performing Gaussian process regression with a Matern state-
space model (ν = 7/2) using the standard Kalman filter and RTS smoother.
Here, the aim is to estimate the function f(t) (denoted by a red line) of which
we have n = 30 noisy observations (black dots) generated according to the
model yi = f(ti) + εi, εi ∼ N(0, σ2

noise) at random input locations {ti}ni=1. The
filtered and smoothed estimates are shown in panels (a) and (b), respectively
(the gray line denoting the mean estimate and the light gray shade the 95%
uncertainty provided by the method).
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Squared Exponential

A very commonly used covariance function in machine learning settings

is the squared exponential covariance function

k(τ) = σ2 exp

(
− τ2

2l2

)
, (3.13)

where the length scale and magnitude hyperparameters l and σ2 have the

same interpretation as in the Matérn covariance function (3.10). A pro-

cess f(t) with covariance function (3.13) is infinitely often differentiable,

which means that there does not exist a finite-dimensional Markov pro-

cess having exactly the same spectral density as f(t). However, here we

aim to find a finite-dimensional Markov process which has approximately

the same spectral density.

By denoting κ = 1
2l2

the exact spectral density S(ω) of the process f(t)

with the squared exponential covariance function is

S(ω) = σ2

√
π

κ
exp

(
−ω2

4κ

)
.

If we think of S(ω) as a function of ω2, we may form Taylor a series ap-

proximation to 1/S(ω) as follows:

1

S(ω)
=

1

σ2

√
κ

π
exp

(
ω2

4κ

)

≈ 1

σ2

√
κ

π

(
1 +

ω2

4κ
+

1

2!

ω4

(4κ)2
+ · · ·+ 1

N !

ω2N

(4κ)N

)

=
1

σ2N !(4κ)N

√
κ

π

(
N !(4κ)N +N !(4κ)N−1ω2

+
N !(4κ)N−2

2!
ω4 + · · ·+ ω2N

)
.

To simplify the results, we assume that N is even. That is, the spectral

density of the original process can be approximated by the following spec-

tral density:

Ŝ(ω) = σ2N !(4κ)N
√

π

κ

(
1∑N

n=0
N !(4κ)N−n

n! ω2n

)
, (3.14)

which is the spectral density of a finitely often differentiable process, be-

cause it is a rational function of ω2. With (3.14) we can now approximate

the spectral density of the infinitely often differentiable process f(t).

In order to find the transfer function H(iω) in (3.9), we write the denom-

inator P (iω) of the spectral density Ŝ(ω) as a polynomial of iω:

P (iω) =
N∑

n=0

N !(−1)n(4κ)N−n

n!
(iω)2n. (3.15)

Because N is even, the coefficient of (iω)2N is 1, and we can now form

H(iω) as follows:
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1. Compute the roots of the polynomial P (x) defined in (3.15). This can be

done numerically with a computer program.

2. Construct two polynomials P−(x) and P+(x), where P−(x) has the

roots of P (x) with negative real parts and P+(x) has the roots with pos-

itive real parts and

P (x) = P−(x)P+(x).

3. The transfer function and the corresponding white-noise specral den-

sity are now given as

H(iω) =
1

P−(iω)
, q = σ2N !(4κ)N

√
π

κ
.

This approximation was originally presented briefly in Stratonovich (1963),

but here we present its connection to GP regression models more explicitly

and show how it can be a practical tool for inference.

The approximate spectral densities and covariance functions for N ∈
{2, 4, 6} evaluated by (3.4) and (3.6) are shown in Figure 3.4. The spec-

tral density around the origin is well approximated with all the presented

orders, which is natural because the Taylor series approximation was

formed around the origin. With N = 2 the tails of the density deviate from

the true values, while with N = 4 there is only small difference and with

N = 6 the approximate density cannot be easily distinguished from the

exact value. With the covariance function the effect of the approximation

is the opposite: with N = 2 the tail is reasonably well approximated, but

the near the origin there is a considerable offset from the true value. With

N = 4 there is a noticeable deviation from the exact covariance function,

while with N = 6 it is practically identical to the true one.

3.3 Spatio-Temporal Gaussian Processes

In the more general case, one is often interested in spatio-temporal sys-

tems, where the unknown process f depends on a D-dimensional input r

in addition to time t, that is, we want to model the spatio-temporal pro-

cess f(r, t). The standard way of modeling such processes with GPs is to

assume a GP prior of the form

f(r, t) ∼ GP(m(r, t), k(r, t; r′, t′)), (3.16)
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Figure 3.4. Spectral density S(ω) and covariance function k(τ) of the approximate
squared exponential covariance function model with orders N ∈ {2, 4, 6}. For
comparison, values for the exact squared exponential are also shown, but
they are hardly distinguishable from the approximation of order N = 6.

where m(r, t) and k(r, t; r′, t′) are suitably chosen spatio-temporal mean

and covariance functions, and perform regression with standard GP tech-

niques. However, this results in O((nT )3) computational complexity, where

n and T are the number of spatial and temporal points in data.

To make progress on this, in Publication IV, we showed how to for-

mulate a GP prior with given spatio-temporal covariance function to a

equivalent state-space model that can be inferred in O(n3T ) computa-

tional complexity with infinite-dimensional Kalman filtering and smooth-

ing. Recently, Lindgren et al. (2011) considered the classical link (Whit-

tle, 1954; Matérn, 1960) between stationary stochastic partial differential

equations (SPDEs), Gaussian processes (which they referred to as Gaus-

sian fields), and Gauss–Markov random fields (GMRFs). The idea in their

approach is to convert a given Gaussian process to its SPDE representa-

tion, and then discretize the SPDE and use GRMF based tools (see, e.g.,

Rue et al., 2009) to perform efficient posterior inference. However, in the

general spatio-temporal setting, the computational scaling is not linear

in T since time is considered only as an additional input vector of the

model. Thus, to achieve the linear scaling in T one needs to convert the

spatio-temporal GP to a model that is Markovian in time, as is done in

Publication IV. Furthermore, in Publication V, we showed how sparse ap-

proximations previously developed for standard GPs can be incorporated

to infinite-dimensional state-space GPs, further reducing the computa-

tional complexity of inference to O(nm2T ), where m is a factor smaller

than n.

In this section, we briefly summarize the general procedure of convert-
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ing spatio-temporal Gaussian processes to state-space models and present

the idea of how to incorporate the sparse approximations in the spatio-

temporal setting. More details can be found in Publications IV and V.

3.3.1 Conversion to State-Space Models

Assume that we have been given a GP prior with a spatio-temporal co-

variance function k(r, t; r′, t′) (for now we assume without loss of gen-

erality that the GP is zero-mean) and that we wish to convert it to a

infinite-dimensional linear Itô stochastic differential equation (Da Prato

and Zabczyk, 1992)

df(r, t) = F f(r, t) dt+ L dβ(r, t), (3.17)

where r �→ fj(r, t) ∈ H(RD) for j = 1, . . . , s, F is an s×s matrix of linear op-

erators operating on r with elements Fnm : H(RD) → H(RD), L ∈ R
s×q is a

matrix and β(r, t) is a q-dimensional vector of Hilbert space H(RD) valued

Brownian motions with the joint diffusion operator Qc(r, r
′). The models

of the form (3.17) can be inferred with infinite-dimensional versions of

Kalman filtering and smoothing (see, e.g., Tzafestas (1978); Omatu and

Seinfeld (1989); Cressie and Wikle (2002) or Publication IV).

We assume that the given Gaussian process of interest is stationary, and

write the covariance function k(r, t; r′, t′) = k(r−r′, t−t′) (with slight abuse

of notation) as k(r, t). As in the one-dimensional case, we can now use

the Fourier transform to calculate the spectral density S(ωr, ωt), where

ωr ∈ R
D and ωt ∈ R. Next, we want to represent the spectral density in

form S(ωr, ωt) ≈ G(iωr, iωt)G(−iωr,−iωt), where G(iωr, iωt) is a rational

function in ωt

G(iωr, iωt) =
b0(iωr)

(iωt)N + aN−1(iωr)(iωt)N−1 + · · · a0(iωr)
. (3.18)

If the spectral density cannot be represented in such form analytically,

an approximate representation can be obtained by Taylor expanding the

inverse of spectral density in terms of (iωt)
2, which results in a 2Nth order

polynomial approximation of the form
1

S(ωr, ωt)
≈ c0(iωr) + c2(iωr)(iωt)

2 + c4(iωr)ω
4
t + · · · . (3.19)

Given this, we can then do spectral factorization with respect to iωt similar

to the one-dimensional case.

After obtaining the rational representation (3.18) we can write the Fourier

transform of process f(r, t) formally as

F (iωr, iωt) = G(iωr, iωt)W (iωr, iωt), (3.20)
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where W (iωr, iωt) is the formal Fourier transform spatio-temporal white-

noise with unity spectral density. The spectral density of F (iωr, iωt) is

|F (iωr, iωt)|2 = G(iωr, iωt)G(−iωr,−iωt) ≈ S(ωr, ωt) as desired. Let’s now

take the inverse Fourier transform of F (iωr, iωt) with respect to t, result-

ing in a process f̃(iωr, t) = F−1
t [F (iωr, iωt)]. Similar to the one-dimensional

case, we can form a SDE for f̃(iωr, t) as

df̃(iωr, t) = F̃(iωr) f̃(iωr, t) dt+ L̃ dβ̃(iωr, t), (3.21)

where

F̃(iωr) =

⎛
⎜⎜⎜⎜⎜⎜⎝

0 1

. . . . . .

0 1

−a0(iωr) · · · −aN−2(iωr) −aN−1(iωr)

⎞
⎟⎟⎟⎟⎟⎟⎠ , L̃ =

⎛
⎜⎜⎜⎜⎜⎜⎝

0
...

0

1

⎞
⎟⎟⎟⎟⎟⎟⎠ .

In (3.21), the first component is the actual process f̃ � f̃1 and t �→ β̃(iωr, t)

is a scalar Brownian motion with diffusion constant |b0(iωr)|2.
By taking the inverse Fourier transform with respect to r we obtain the

stochastic evolution equation of the form

df(r, t) = F f(r, t) dt+ L dβ(r, t), (3.22)

where the matrices F and L are

F =

⎛
⎜⎜⎜⎜⎜⎜⎝

0 1

. . . . . .

0 1

−F · · · −FN−2 −FN−1

⎞
⎟⎟⎟⎟⎟⎟⎠ , L =

⎛
⎜⎜⎜⎜⎜⎜⎝

0
...

0

1

⎞
⎟⎟⎟⎟⎟⎟⎠ ,

and β(r, t) is a Hilbert space-valued Brownian motion with stationary

diffusion operator given by the inverse Fourier transform as Qc(r, r
′) �

Qc(r) = F−1
r [|bo(iωr)|2]. The operators in F are linear operators defined

with respect to their Fourier transforms:

F0 = F−1
r [a0(iωr)],

...

FN−2 = F−1
r [aN−2(iωr)],

FN−1 = F−1
r [aN−2(iωr)].

(3.23)

In case the terms aj(iωr) are rational functions, the operators are integro-

differential equations, and in case of polymials, the model in (3.22) is an

evolution type stochastic partial differential equation. If the terms are
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neither polynomials nor rational functions, the operators are so called

pseudo-differential operators and the model in (3.22) becomes a stochastic

pseudo-differential equation or a fractional stochastic equation both of

which have been recently studied by Kelbert et al. (2005) and Angulo et al.

(2008), respectively.

As an example, in Publication IV, we showed that the non-separable

covariance function (Cressie and Huang, 1999)

k(r, t) =
σ2

(a2t2 + 1)d/2
exp

(
b2‖r‖2
a2t2 + 1

)
(3.24)

has the approximate pseudo-differential equation representation

df(r, t) =

⎛
⎝ 0 1

21/2(a/b)2∇2 −25/4 cos(π/8)(a/b)
√
−∇2

⎞
⎠ f(r, t) dt+

⎛
⎝0

1

⎞
⎠ dβ(r, t).

These kind of models need approximations in numerical implementations.

For example, in Publication IV, we formed a finite-dimensional approx-

imation of the equation using a finite number of eigenfunctions of the

Laplace operator ∇2 = ∂2/∂r21 + · · ·+∂2/∂r2D after which it was possible to

do state inference with standard Kalman filtering and RTS smoothing.

One useful special case of spatio-temporal covariance functions are the

ones which are separable in space and time, that is, k(r, t) = k(r) k(t). In

such cases the spectral density is also separable S(ωr, ωt) = S(ωr)S(ωt),

and the transfer function (3.18) is of the form

G(iωr, iωt) =
b0(iωr)

(iωt)N + aN−1(iωt) + · · · a0
, (3.25)

where |b0(iωr)|2 = const×S(ωr), and the constants aj are determined sim-

ilar to the one-dimensional case. It is now easy to see that the resulting

SDE model is of the form

df(r, t) = F f(r, t) dt+ L dβ(r, t), (3.26)

where the operator matrix F is replaced with a constant matrix F that is

diagonal with respect r, and the diffusion operator of the Brownian motion

β(r, t) is a constant times the spatial covariance function k(r). Moreover,

when we are interested in inferring the process only on a finite number

of spatial points, say, r1, . . . , rn, the model can be reduced to be a finite

dimensional LTI SDE with state f(t) = (f(r1, t), . . . , f(rn, t)), and, thus, be

inferred with Kalman filtering and smoothing with O(n3T ) computational

complexity.

50



Gaussian Processes

f(r1f ) ... f(rnf )

u1 ui um

y1 ... yn

f(r∗f )

y∗

r1u riu rmu

Figure 3.5. A graphical model of sparse Gaussian process with fully independent condi-
tional (FIC) approximation. The bold black line denotes a finite set of fully
connected inducing variables {ui}mi=1 that have a Gaussian process prior. For
clarity, the (known) inputs for latent variables f have been omitted from the
figure.

3.3.2 Sparse Spatio-Temporal Gaussian Processes

Suppose that we have a GP prior on n latent variables f ∈ R
n with input

features {rif}ni=1 as f ∼ N(0,Kf ,f ). The problem of this approach is the

O(n3) scaling of computations in the inference. The recently developed

sparse approximations (Csató and Opper, 2002; Csató, 2002; Quinonero-

Candela and Rasmussen, 2005; Snelson and Ghahramani, 2006; Titsias,

2009; Vanhatalo et al., 2010) are aimed to mitigate these problems by

placing a GP prior on a smaller set of m inducing variables u ∈ R
m (with

own input features {riu}mi=1) as u ∼ N(0,Ku,u), and then setting a linear-

Gaussian relationship between the inducing variables u and the actual

latent variables f as f | u ∼ N(f | Hu,R). Different approximations can

be constructed by choosing the matrices H and R appropriately. For ex-

ample, by choosing H = Kf ,uK
−1
u,u and R = diag(Kf ,f − Kf ,uK

−1
u,uKu,f )

we obtain the fully independent conditional (FIC) approximation by Snel-

son and Ghahramani (2006). Due to linear-Gaussian formulation, the

values of u can always be integrated out analytically during the inference

and by using the well-known Sherman–Morrison–Woodbury formula (see,

e.g., Golub and van Loan, 1996), the computations can be significantly re-

duced if R is of such form that it can be inverted easily. For example, if R

is diagonal the complexity is O(nm2). A graphical model illustrating the

FIC approximation is shown in Figure 3.5.

To translate these ideas to spatio-temporal models, in Publication V, we

proposed to formulate a finite-dimensional spatio-temporal GP prior for

inducing process u(t) = (u(r1u, t), . . . ,u(r
m
u , t)) using the techniques pre-
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sented in previous section, which results in an LTI SDE

du(t) = Fu(t) dt+ L dβ(t), (3.27)

with observation model

fk | uk ∼ N(fk | Hkuk,Rk),

yk | fk ∼ p(yk | fk),
(3.28)

where p(yk | fk) is the chosen observation model for a time frame, and ma-

trices Hk and Rk are constructed similar to the standard GP case. The

sparse spatio-temporal GP (3.27)–(3.28) is illustrated with a graphical

model in Figure 3.6. The formulation (3.27)–(3.28) allows also to spec-

ify more general models by augmenting Hk and Rk appropriately. For

example, we can formulate additive models, in which there are separate

spatial, temporal and spatio-temporal components as well as covariates

that have linear or fixed basis effects. This approach also allows us to

predict the process at an arbitrary input r because we can write the con-

ditional as f(r, t) | u(t) ∼ N(H(r)u(t),R(r)), which we can easily inte-

grate over the posterior of u(t) to get the marginal of f(r, t). Inference

with this model can be performed with Kalman filtering and smoothing

in O(nm2T ) complexity in case of Gaussian measurement model. In Pub-

lication IV, we used this setup for modeling spatio-temporal temperature

and precipitation data. With more general measurement models one can

use the EP scheme reviewed in Section 2.5.1 for inference, and inside the

EP utilize the same deterministic approximation schemes as in the stan-

dard GP case (Laplace approximation, EP, VB etc.). In Publication V, we

modeled point process data with a Poisson measurement model and a GP

prior represented in state-space form, and performed inference with EP.

Even though the values of the inducing variables are integrated out dur-

ing inference, their locations riu have a significant effect on the result.

The effect is similar as with all finite basis approximations: the regions of

the latent field with sharp changes need many inducing variables, while

smoother areas need less. We illustrated this in Publication V in a sim-

ple simulated scenario. The most straightforward way of choosing riu is to

place them on a regular grid, which works only in low-dimensional cases.

Snelson and Ghahramani (2006) proposed to treat the locations as model

parameters and optimizate them jointly with the hyper-parameters with

respect to marginal likelihood. In practice, however, the optimization is

hard and can lead to overfitting. Titsias (2009) showed that in the case
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Figure 3.6. A graphical model of sparse spatio-temporal Gaussian process with fully in-
dependent conditional (FIC) approximation at discrete time instants. The
vertical bold black lines denote a full connectivity of finite set of inducing
variables {ui

k}mi=1 on each time instant tk, and the bold black arrows denote
a joint Markovian model for all inducing variables.

of Gaussian measurement model the locations riu can be treated as vari-

ational parameters, and that the regression task can be performed in a

VB framework. However, it is unclear how this can be extended to non-

Gaussian and spatio-temporal cases. In practice, the sparse approxima-

tions work reasonably well in cases where the field is relatively smooth.

To model both short and long range correlations one can use compactly

supported covariance functions in conjuction with sparse approximations

(Vanhatalo and Vehtari, 2008; Vanhatalo et al., 2010).

3.4 Latent Force Models

In the modeling of dynamic systems Gaussian processes are used for rep-

resenting uncertainties (model errors, measurement noises etc.) in many

applications such as tracking, navigation and automatic control systems

(Jazwinski, 1970; Bar-Shalom et al., 2001; Grewal and Andrews, 2001;

Maybeck, 1982). In these applications, the Gaussian processes are typ-

ically white, and the processes are used as stochastic inputs in physical

models such as driving forces of mechanical systems described in terms of

ordinary differential equations (ODEs).

Recently, Álvarez et al. (2009) introduced the idea of using Gaussian pro-
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cesses as non-parametric models for unknown input functions in physical

models that are formulated as differential equations (e.g. ODEs). As op-

posed to the classical models used in tracking, navigation, and control ap-

plications, in this latent force model (LFM) approach, the input functions

are not modeled as white-noise processes, but instead their covariance

structure is formulated in terms of a covariance function with unknown

parameters that are estimated from data. Thus, LFMs can be seen as

hybrid models that combine mechanistic modeling principles with non-

parametric components.

In the next section, we show that LFMs can be reformulated as state-

space models by using the techniques described above for presenting the

GP priors as linear SDEs. We start with the case, where the LFM is linear,

and after that proceed to the general non-linear case. These results were

previously published in Publications II and III. In Publication II, we also

showed how to construct probabilistic switching latent force models for

modeling change points in latent forces trajectories. Switching dynamic

models (see, e.g., Bar-Shalom et al., 2001; Barber, 2006) in general are a

very important subclass of dynamic models, but we do not consider them

in this overview.

3.4.1 Linear Latent Force Models

In a general setting, linear latent force models are linear time-invariant

stochastic differential equations of the form

dx(t)

dt
= Fx(t) + Lu(t), (3.29)

where x(t) ∈ R
N is a process with some available a priori mechanistic

information and u(t) ∈ R
R is an unknown input process. In LFMs, the

components of u(t) are modeled as Gaussian processes

ur(t) ∼ GP(mur(t), kur(t, t
′)), r = 1, . . . , R, (3.30)

where mur(t) and kur(t, t
′) are appropriately chosen mean and covariance

functions. The main difference of this compared to usual LTI SDEs used

to model mechanical systems is that in the latter case stochastic processes

driving the system are assumed to be white in time whereas with LFMs

the input processes have time correlations.

The measurements Y = {yk}Tk=1 at time instants t1, . . . , tT are assumed

to have the standard linear-Gaussian relationship to process x(t) as

yk = Hk x(tk) + ek, ek ∼ N(0,Σk), k = 1, . . . , T. (3.31)
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A graphical representation of a latent force model is shown in panel (a) of

Figure 3.7.

The inference in the approach of Álvarez et al. (2009) is based on a closed

form computation of the covariance functions of xd(t), dxd(t)/dt and all the

required cross-covariances by solving the differential equation and then

perform regression with standard GP techniques. The derivations in Ál-

varez et al. (2009) were done in purely scalar notation. An alternative

approach would be to work with vectors and matrices and convert the

output model into state-space model. As an example, consider the case of

modeling D output processes {xd(t)}Dd=1 as second-order differential equa-

tions

Ad
d2xd(t)

dt2
+ Cd

dxd(t)

dt
+ κdxd(t) =

R∑
r=1

Sd,rur(t), (3.32)

where Ad, Cd, κd and Sd,r are parameters of the model. This model can

written in vector form as follows:

1. Define state and input vectors as

x(t) = (x1(t) dx1(t)/dt . . . xD(t) dxD(t)/dt)
T

u(t) = (u1(t) . . . uR(t))
T.

(3.33)

2. Define matrices

F =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 1

− κ1
A1

−C1
A1

. . .

0 1

− κD
AD

−CD
AD

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

(3.34)

and

L =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 · · · 0

−S1,1

A1
· · · −S1,R

A1

... . . .

0 0

−SD,1

AD
−SD,R

AD

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

. (3.35)

With the variables (3.33)–(3.35) we can write the model in (3.32) in LTI

SDE form (3.29), which has the solution

x(t) = Φ(t)x(t0) +

∫ t

t0

Φ(t− s)Lu(s)ds, (3.36)
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(a) Latent Force Model
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xk−1 xk xk+1... ...
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(b) State-Space LFM

Figure 3.7. The panels (a) and (b) show graphical representations of a Latent Force
Model and it in state-space form at discrete time instants. The main dif-
ference here is that the Gaussian process prior (black bold line) of the latent
forces u is represented as a Markovian state-space model.

where Φ(τ) denotes the matrix exponential Φ(τ) = exp(F τ). In this case

the matrix exponential can be easily computed in closed form. All the

required covariance terms could now be evaluated as follows:

E[(x(t)−m(t))(x(t′)−m(t′))] = Φ(t− t0)P
0
xΦ

T(t′ − t0)

+

∫ t′

t0

∫ t

t0

Φ(t− s)LKuu(s, s
′)LTΦT(t′ − s′)ds ds′,

(3.37)

where P0
x is the prior covariance of x(t), Kuu(s, s

′) is the joint covariance

of all the latent forces between time instants s and s′, and m(t) is the

prior mean m(t) = E[x(t)]. Since we assume independence across forces,

Kuu(s, s
′) is diagonal. The difficulty here is how to evaluate the double

integral in (3.37). If the covariance functions of the latent forces are set

to squared exponentials

kur(τ) = exp

(
−τ2

l2r

)
, τ = t− t′, r = 1, . . . , R, (3.38)

the covariance functions kyi,xj (t, t
′), kxi,xj (t, t

′), kxi,ur(t, t
′) and kyi,ur(t, t

′)

can be solved analytically for certain output models, such as the one in

(3.32) (for more details, see Álvarez et al., 2009). This enables the usage

of standard GP regression techniques for predicting the values of x(t) and

u(t) at arbitrary time points as well as for evaluating the marginal likeli-

hood p(Y | θ) =
∫
p(Y | x,θ) p(x | θ)dx, where θ contains the parameters

of model (3.29) and GP priors (3.30).

A drawback of the direct GP regression solution is that the computa-

tional complexity scales as O((DT )3), where T is the number of time in-

stants in the observations. By using the multioutput generalization of

sparse approximations (Álvarez and Lawrence, 2009) the scaling can be

reduced to O(m2DT ), where m is the number of inducing variables used

in representing u(t). While at the first glance this scaling appears to be
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linear in T , we argue that this is not the case in practice since m needs to

be increased when T increases so that the data can be modeled appropri-

ately. Perhaps an even more severe difficulty with the direct GP solution

is that one has to always construct the needed covariance functions when

constructing new output models. This can be very challenging in many

cases, and, thereby, imposes restrictions on the generality of the model-

ing framework. Furthermore, in the cases where the covariance functions

can be solved, the actual numerical implementation is often quite chal-

lenging (with respect to numerical accuracy and efficiency) compared to

more conventional covariance functions.

To overcome these problems, in Publication II, we formulated the output

process (3.29) and GP priors in (3.30) as a joint state-space model by using

the techniques presented in Section 3.2. To be more precise, we form the

GP priors on components r = 1, . . . , R of u(t) as LTI SDEs

dzr(t) = Fz,r zr(t) dt+ Lz,r dβz,r(t), (3.39)

where zr(t) = (ur(t)
dur(t)
dt · · · dNr−1ur(t)

dtNr−1 )T, and Fz,r and Lz,r are con-

structed using the techniques of Section 3.2. These models can be easily

augmented to the model in Eq. (3.29) of x(t) to form a joint model

dx̃(t) = F̃ x̃(t) dt+ L̃ dβ̃(t), (3.40)

where the state vector is x̃(t) = (x(t)T z1(t)
T · · · zR(t)T)T, and the ma-

trices F̃ and L̃ are constructed such that they operate on the augmented

state appropriately. As an example, consider the second order latent force

model in Eq. (3.32) with D = 2, R = 1 and p1 = 2, in which case the state

vector of the joint model is x̃(t) = (x1(t)
dx1(t)
dt x2(t)

dx2(t)
dt u1(t)

du1(t)
dt )T and

the dynamic model matrices are

F̃ =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0 1 0 0 0 0

− κ1
A1

−C1
A1

0 0 −S1,1

A1
0

0 0 0 1 0 0

0 0 − κ1
A2

−C2
A2

−S2,1

A2
0

0 0 0 0 0 1

0 0 0 0 −a01 −a11

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

and L̃ =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎝

0

0

0

0

0

1

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎠

.

Higher dimensional models can be construced in a similar fashion. An ex-

ample solution of inferring the latent state of this model with the Kalman

filter and smoother is shown in Figure 3.8. A graphical representation of

a state-space latent force model is shown in panel (b) of Figure 3.7.
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Figure 3.8. Example of inferring a linear LFM with the Kalman filter and RTS smoother.
Here, x1(t) and x2(t) are processes obeying the model (3.32) of which noisy
observations (black dots) are generated according to (3.31) on discrete time
instants, and u1(t) is the unobserved latent force process driving the system.
The mean estimates are denoted by the dark gray lines (the light gray shade
is the 95% uncertainty) while the red lines denote the true processes.

3.4.2 Non-Linear Latent Force Models

While linear LFMs are flexible models, in many applications (see, e.g.,

Lawrence et al. (2006); Gao et al. (2008); Honkela et al. (2010) and Publi-

cation III) the model for the process x(t) is non-linear, that is, instead of

an LTI SDE (3.29) we have a non-linear dynamic model3

dx(t)

dt
= f(x(t),u(t), t), (3.41)

3We can also include stochastic terms outside f(·), that is, the model can be a
non-linear SDE.
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where f(·) is a non-linear dynamic model function and the latent forces

u(t) ∈ R
R have GP priors similar to the linear case (3.30).

The standard GP techniques can no longer be applied for inference be-

cause the needed covariance terms are analytically intractable, and one

needs approximations to proceed. Inference in these models has previ-

ously been performed mainly by the Laplace method (Lawrence et al.,

2006) and MCMC (Titsias et al., 2009). A severe limitation of these ap-

proaches is that they are based on the assumption that the needed like-

lihood p(Y | u(·),θ) can be written as an explicit function of the latent

force process u(t), which can be evaluated4 either approximately or ex-

actly in a computationally feasible manner. This can be done only for

certain models. For instance, Lawrence et al. (2006) modeled the time-

dependent expression levels {xj(t)}Nj=1 of N genes with a system of first

order ODEs

dxj(t)

dt
= Bj +

R∑
r=1

Sj,r gj(ur(t))−Dj xj(t), j = 1, . . . , N, (3.42)

where the driving processes {ur(t)}Rr=1 (representing the transcription fac-

tors, TFs) were given GP priors, and the functions gj(·) were non-linear

(such as gj(u(t)) = eu(t), ensuring the positivity of the forces effect). In

(3.42), {Bj , Dj , {Sj,r}Rr=1}Nj=1 are free model parameters. In the case of

model (3.42), the process xj(t) has the solution

xj(t) =
Bj

Dj
+Aj e

−Djt +
R∑

r=1

Sj,r e
−Djt

∫ t

0
g(ur(s)) e

Djs ds, (3.43)

where {Aj}Nj=1 are parameters related to initial conditions as xj(0) =

Aj + Bj/Dj . The integral in (3.43) can be approximated numerically as∑P
p=1wpg(ur,p)e

Djsp , where ur,p is a grid approximation of ur(t) on a dense

grid of time points (sp)
P
p=1, and wp are the weights of the particular in-

tegration method in use. Lawrence et al. (2006) used a simple Riemann

quadrature on a uniform grid such that wp = tp− tp−1 is a constant. In the

case of Gaussian measurement model, where the process x(t) is observed

on discrete time instants, the likelihood of the latent process on a grid

u = {{ur,p}Rr=1}Pp=1 can be written as

p(Y | u,θ) =
T∏

k=1

p(yk | u,θ) =
T∏

k=1

N(yk | mk,Σk), (3.44)

where the components of the mean vector mk are given by (3.43) as [mk]j =

xj(tk), and Σk is the measurement noise covariance matrix. In contrast

4With the Laplace method, one also needs 1st and 2nd order derivatives of
p(Y | u(·),θ) with respect to u(·).
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to usual likelihoods used with Gaussian processes, in this case, the likeli-

hood does not factorize with respect to latent variables because the mean

vector of the kth measurement depends on all values of latent forces be-

fore time tk.

Lawrence et al. (2006) applied the Laplace method for approximating

the posterior distribution

p(u | Y,θ) ∝ p(Y | u,θ) p(u | θ) (3.45)

of the latent forces on the grid u with a Gaussian. In the Laplace method,

the mean is set to maximum a posteriori (MAP) estimate and the covari-

ance to the Hessian of the negative log posterior at the mode:

p(u | Y,θ) ≈ N(u | û,A), (3.46)

where û = argmaxu p(u | Y,θ) and A is a matrix with elements [A]ij =

−∂2 log p(u | Y,θ)/∂ui/∂uj |u=û. In practice, the posterior mode is found

by gradient based non-linear optimization, such as Newton’s method that

can be implemented similarly as in the book by Rasmussen and Williams

(2006), with the expection that the negative log Hessian is not in our case

diagonal. The problem with Laplace approximation is that, while it is

generally rather fast and often sufficiently accurate around the mode, it is

inherently uncontrolled and, thus, can get stuck to a local mode. Further-

more, the computational complexity scales as O(RP 3), where the number

of needed grid points P is usually much larger than the number of ob-

served time instants T , prohibiting analysis on large data.

State-Space Formulation

To alleviate these problems, in Publication III we proposed to formulate

non-linear LFM models as state-space models similar to the previous sec-

tion. As in the linear case, we combine the dynamic model of x(t) with GP

priors represented in LTI SDE form, resulting in a joint dynamic model

dx(t) = f(x(t),u(t), t) dt,

dzr(t) = Fz,r zr(t) dt+ Lz,r dβz,r(t), r = 1, . . . , R.

By constructing an augmented state x̃(t) comprising of the output process

and latent forces as x̃(t) = (x(t), z1(t), . . . , zR(t))
T we can write the model

as

dx̃(t) = f̃(x̃(t), t) dt+ L̃(x̃(t), t) dβ̃(t). (3.47)

To complete the model specification, we assume that observations at dis-

crete time instants t1, . . . , tT can be modeled as

yk = h(x̃(tk)) + ek, k = 1, . . . , T, (3.48)
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where h(·) is the measurement model function, yk ∈ R
D is the measure-

ment at time tk, and ek ∼ N(0,Σk) is the measurement noise.

As discussed in Section 2.6.1, state inference is no longer analytically

tractable in general because the posterior process is non-Gaussian. How-

ever, as we demonstrated in Publication III, in many practical cases the

posterior can be approximated by a Gaussian process using, for example,

the methodology presented in Section 2.6.3. In Publication III, we com-

pared the performance of the Gaussian filtering and smoothing scheme to

the Laplace approximation and elliptical slice sampling (ESLS) (Murray

et al., 2010) with the transcription factor model (3.42) using simulated

data and randomized model parameters (which were treated as fixed dur-

ing inference). We tested the saturation, respression, and exponential

functions g(u(t)) = eu(t)

γ+eu(t)
, g(u(t)) = 1

γ+eu(t)
and g(u(t)) = eu(t). Based

on the results with the saturation and repression functions, the filtering

and smoothing scheme gave similar performance as ESLS while Laplace

had trouble in mode finding when γ < 1. With the exponential function

ESLS was the only method without problems, while filtering and smooth-

ing method and Laplace had divergence problems with some parameter

combinations. In non-divergent, cases Laplace tended to work slightly

better than the filtering and smoothing method. However, after the pub-

lication of the paper we discovered that instead of using the exponential

function (whose purpose is to make the force effect always positive) it is

better to enforce the positivity with the function g(u(t)) = log(1 + eu(t))

which is a convex and log-concave function that grows linearly for large

u(t) (Seeger and Bouchard, 2012).

3.4.3 Case Study: GPS Satellite Orbit Prediction

As a real-world case study we consider the problem of predicting the or-

bit of a GPS satellite. Accurate modeling of the forces acting on a GPS

satellite is needed in a number of applications, and real-time applications

require prediction of the orbit (Seppänen et al., 2012). This case study

was originally published in Publication III.

The equation of motion for the satellite can be written as a (vector)

Markov model
d

dt

⎡
⎣r
v

⎤
⎦ =

⎡
⎣ v

a(r, t) + u(r,v, t)

⎤
⎦ , (3.49)

where a(r, t) is a deterministic model for the acceleration of the satellite,

and u(r,v, t) represents acceleration terms caused by unknown forces act-
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ing on the satellite, such as the solar radiation pressure. Here, r and v

represent the 3D position and velocity vectors of the satellite in an inertial

coordinate system fixed to an arbitrary reference frame.

The deterministic acceleration of the motion model is

a(r, t) = ag + amoon + asun + asrp, (3.50)

where ag, amoon, asun and asrp are the accelerations due to Earth’s gravi-

tation, lunar gravitation, solar gravitation and solar radiation pressure,

respectively.

When the asymmetrical mass distribution of the Earth is taken into

account, its gravity potential U can be written in the form of the spherical

harmonics expansion (Montenbruck and Gill, 2005)

U(r, λ, ϕ) =
GME

r

∞∑
n=0

n∑
m=0

[(
RE

r

)n

Pnm(sinϕ)

(
Cnm cos(mλ) + Snm sin(mλ)

)]
. (3.51)

Here, the potential U is not only a function of satellite’s radius r, but also

the longitude λ and latitude ϕ. The constant RE in this formula is the

Earth’s radius and the terms Pnm are the associated Legendre polynomi-

als of degree n and order m. The coefficients Snm and Cnm are experimen-

tally determined constants, whose magnitude decreases very fast with

increasing n and m. Therefore, the potential can be approximated by tak-

ing into account only the first few terms. We used terms up to the degree

and order 8. The acceleration due to Earth gravitation can be computed

as gradient of the gravity potential U , i.e.,

ag = R−1∇U, (3.52)

where R is a suitable coordinate transformation matrix. For more details,

see Montenbruck and Gill (2005) and Seppänen et al. (2012).

After Earth’s gravitation, the next biggest acceleration components in

the satellite’s equation of motion (3.49) are caused by the gravitational

forces of the Moon and the Sun. When dealing with an Earth-centered

reference frame one has to compute the acceleration of the satellite in

relation to the acceleration of the Earth. To compute this relative acceler-

ation of the satellite caused by any celestial body, one can use the form

acb = GM

(
rcb − r

‖rcb − r‖3 − rcb

‖rcb‖3

)
, (3.53)

where M is the mass of the celestial body, rcb is its position in the Earth-

centered inertial reference frame, and r is the position of the satellite in
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the same reference frame. Applying this formula to the Moon and Sun

gives the accelarations amoon and asun in (3.50).

The last acceleration component in (3.50), the solar radiation pressure,

is a non-gravitational force whose exact form is not very well known. The

main component of this force is pointing to the opposite direction from the

Sun. Furthermore, the amplitude of this force is almost constant, or the

variations in the amplitude are rather small compared to its magnitude.

Based on this information, we can add a rough model for solar radiation

pressure and later estimate the remaining parts of the force. The rough

model is

asrp = −α
AU2

r2sun
esun, (3.54)

where esun is a unit vector from satellite to Sun, AU is the astronomical

unit and rsun is the distance from satellite to Sun. The satellite-specific

constant amplitude α was batch estimated using half a year of position

data of the satellite.

Modeling the Unknown Forces

As the first step in the modeling, we would like to get a glimpse on what

the unknown forces look like. To do this, we assume independent GP

smoothness priors for each component of u(r,v, t). Instead of placing the

GP priors directly on the inertial coordinate system used in the integra-

tion, we place them on the components of the Radial-Tangential-Normal

(RTN) coordinate system with unit vectors

eR =
r

‖r‖ , eT = eN × eR, eN =
r× v

‖r× v‖ .

Thus, the model for the unknown forces is

u(r,v, t) = R(r,v)

⎡
⎢⎢⎣
uR(t)

uT (t)

uN (t)

⎤
⎥⎥⎦ ,

where R(r,v) is a matrix transforming RTN coordinates to the inertial

coordinate system used in integration, and each of the latent forces uR, uT

and uN have Matérn GP priors. Overall, the model can be written in the

form (3.4.2), and, thus, the latent state and unknown parameters can be

inferred with methods presented in Sections 2.6.1 and 2.7.

Examples of smoothed force trajectories for ten days are shown as red

lines in Figure 3.9. It is apparent that the force trajectories exhibit almost

periodic, or quasi-periodic behavior, which can be utilized to improve pre-

dictions when modeled appropriately.

63



Gaussian Processes

0 1 2 3 4 5 6 7 8 9 10
−5

0

5

Time [days]

u R
(t

)

(a) uR(t)

0 1 2 3 4 5 6 7 8 9 10
−5

0

5

Time [days]

u T
(t

)

(b) uT (t)

0 1 2 3 4 5 6 7 8 9 10
−5

0

5

Time [days]

u N
(t

)

(c) uN (t)

Figure 3.9. GPS Satellite Prediction: estimated latent forces. Red lines show the
smoothed forces in RTN coordinates for 10 days with satellite 31 using inde-
pendent Matérn GP priors for the latent forces. Dark gray lines denote the
mean estimate of the constructed quasi-periodic force model and light gray
the 95% uncertainty, when given the smoothed forces of first 2 days as train-
ing data, after which the model is used to predict the forces for the 8 rest
days.

Quasi-Periodic Model for Latent Forces

To model the quasi-periodicities in the latent forces, we use a stochas-

tic resonator model which previously has been used for modeling periodic

phenomena in the brain (Särkkä et al., 2012). We model the periodic com-

ponent as a superposition of resonators of the form

d2cn(t)

dt2
= −(2πnf)2cn(t) + wn(t), n = 1, . . . , N, (3.55)

where f is the base frequency, and the additive white-noise components

wn(t) have spectral densities qn. As shown by Särkkä et al. (2012), this
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model can be written in state-space form

dx(t) = Fx(t) dt+ L dβ(t)

u(t) = Hx(t) + b+ ε(t),
(3.56)

which is compatible with the framework presented in this Section 2.6.1.

In (3.56), we have also included a bias term b (which could also be time-

varying) as the resonator model assumes the process to be zero-mean,

and a white-noise component ε(t) with spectral density qε to account for

possible modeling errors.

Example Online Prediction Results

We now apply the constructed quasi-periodic latent force model to predict

the satellite orbit, and compare the results to the ones obtained with only

the deterministic model (3.49). We consider an online prediction scenario,

in which we observe the position and velocity of the satellite at certain

time steps, and between these steps the models are used to provide pre-

dictions. We use 30 days of NGA precise ephemeris data5 (collected every

15 minutes) of satellite 31 from the beginning of January 2010. The re-

gions of observed data are illustrated with gray shades in Figure 3.10.

In the quasi-periodic latent force model, we used 7 harmonic compo-

nents to model both uR(t) and uT (t) and 10 in uN (t). As the period we

used a little less than one day which we observed to be a clear period in

the estimated latent forces. The rest of the model parameters were opti-

mized with respect to marginal likelihood. As training data we used the

smoothed mean estimates given by a Matérn GP model on a short time

segment on the same satellite. For inference in the actual GPS prediction

with the latent force model we used the Gaussian continuous-discrete fil-

ter with the spherical cubature rule and moment integration by 4th order

Runge–Kutta method with 80 steps between each observation. With the

deterministic model, the predictions were calculated by integrating the

dynamics starting from the latest observation.

The errors in position estimates for both models are shown in Figure

3.10. It is evident that the modeling of periodicity reduces the position er-

rors. For example, in this particular case the position error of LFM after

15 days was less than 10% of that of the deterministic model. The ampli-

tude of error even decreases during some time intervals, which might in-

dicate the presence of some unexplained periodic forces acting on a longer

time period. While we have reported here the predictions only with one

5������������	
��������
��������������������������
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(b) Quasi-periodic latent force model

Figure 3.10. GPS Orbit Prediction: Errors in position estimates. The Figure shows
the errors in position estimates in the inertial coordinate system with (a) the
deterministic model and (b) the latent force model given the data on shaded
time intervals.

satellite on a one-month time frame, similar results were obtained with

other satellites and time frames, certainly warranting further research in

the applied context.
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4. Discussion

The main message of this work has been that many of the frequently used

Gaussian process models can be inferred with state-space methodology

in linear computational complexity. In essence, this is possible when we

can exploit the Markovian structure of the process (or by approximating a

non-Markovian process with a Markovian one). Interestingly, this is pos-

sible with many of the most frequently used covariance functions, such

as the Matérn family, but in a general case of GP models this procedure

is not possible. The main limitation of our approach is the data must be

structured temporally (or with respect to other scalar variable instead of

time) to fully exploit the Markovianity of the state-space model. The ap-

plicability of the proposed approach can be limited especially with high

dimensional data sets that are frequently encountered in machine learn-

ing applications. However, temporal systems are ubiquitous in nature,

and, thereby, there exists a wide range of applications where the proposed

approach can be beneficial.

There are many ways to extend this work. For state inference, our fo-

cus in this work has been in using computationally efficient deterministic

approximations, but other available methods could be used as well. For

example, with non-linear latent force models we used Gaussian process

approximations presented in Section 2.6.3, but it would be interesting to

test the accuracy of, for example, the particle smoothing method of Mur-

ray and Storkey (2011) that is applicable to non-linear SDEs. The vari-

ational Gaussian process approximation Archambeau et al. (2007) and

Opper and Archambeau (2009) would be an alternative way of perform-

ing deterministic approximate inference with non-linear SDEs. As in the

Gaussian process approximation used in this work, the VB approxima-

tion needs numerical methods for solving certain intractable integrals. To

the best of our knowledge, the VB approach has only be applied so far
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to models where the integrals are solvable in closed form, but the sigma

point methods used in this work could be used as well in the VB case.

It would also be interesting to use the analytic moment based Gaussian

process filtering approach by Deisenroth et al. (2009, 2012) to solve the

intractable integrals arising in the Gaussian process approximations of

SDEs. However, the GP filtering approach requires access to training

data concerning the latent function to be modeled with GPs, that is, dy-

namic and measurement model functions f and h. With SDEs it is not

reasonable to assume that one has real training data of dynamic model f ,

so the GP filtering should be modified such that the training sets are con-

structed artificially either once before estimation or by sigma-point style

at every time instant the moments are estimated as is done with other

sigma-point methods. We have not seen the latter being done yet in the

literature.

The connection between Gaussian processes and Kalman filtering has

been independently considered recently by Reece and Roberts (2010). In

their work, GPs are used to define the prior covariances in the Kalman

filter, and essentially they show that the Kalman filter update step is

equivalent to GP regression. They also consider spatio-temporal GPs,

and remark that the inference can be done in linear time with respect

to time steps when the temporal process is Markovian. However, they do

not explore thoroughly which processes are Markovian and which are not.

Instead, they consider combining a Markovian GP (namely, the near con-

stant acceleration model (Reece and Roberts, 2010)) with a non-Markovian

one. Unfortunately, in that case the size of the state vector grows as a

function of the number of observations, growing the computational scal-

ing of state-space inference to be cubic. In a more mathematical sense the

difference between our work and the work by Reece and Roberts (2010)

is that we convert the GPs to equivalent stochastic differential equations

while Reece and Roberts (2010) form the process models for the standard

discrete-time Kalman filter by evaluating the covariance function in a

certain way. Viewing the processes as stochastic differential equations

is essential when attempting to convert arbitrary covariance functions

to Markovian state-space models. While we presented the conversion

from covariance functions to state-space models for the most frequently

used classes of covariance functions, it would be interesting to further

investigate for which other covariance functions the conversion is possi-

ble. There certainly exist many useful covariance functions for which the
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conversion is not possible, such as the non-stationary neural network co-

variance function (Williams, 1998). However, by looking at the opposite

way there exists many useful state-space models which do not have closed

form covariance functions. For example, the Wiener velocity model (see,

e.g., Särkkä et al., 2004) is a useful model for modeling non-stationary

drifts, and for modeling periodic signals we have observed the resonator

model (3.56) to be working relatively well.

The spatio-temporal Gaussian processes presented in Section 3.3 can

also be extended in many ways. The sparse approximations presented in

Section 3.3.2 are suited for modeling long-range dependencies in data.

To model local scale phenomena one needs different approaches. One

possible way of modeling both global and local phenomena could be to

combine the sparse approximations with short scale components modeled

with compactly supported covariance functions, as was done by Vanhatalo

and Vehtari (2008) and Vanhatalo et al. (2010) for standard GPs. Fur-

thermore, instead of using only a spatio-temporal covariance function as

a source of a priori information, the SPDE approach allows to incorporate

physical information about the process in the form of linear operators

in (3.17). For example, Solin (2012) showed how to construct a spatio-

temporal extension of the DRIFTER method (Särkkä et al., 2012) for re-

moving periodic spatio-temporal external noise from fMRI data.

There exist many other potential applications for latent force models in

addition to the GPS orbit modeling example presented in Section 3.4.3. In

the context of ballistic target tracking Li and Jilkov (2001) discussed that

it would be useful to have a method for estimating unknown time-varying

acceleration terms acting on ballistic targets. Previously, the estimation

of such forces has been perfomed with classical input estimation methods

(Bar-Shalom et al., 2001) which typically have the undesirable property

of assuming that the input is constant over the period of interest. In

Publication III, we briefly demonstrated the estimation of unknown forces

on a such kind of ballistic target tracking model with a non-linear latent

force model, but it would be interesting the explore this direction more.
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5. Conclusion

The main contribution of this thesis has been the conversion of a temporal

Gaussian process model with a given covariance function to an equivalent

state-space model. As was shown in Chapter 3, this is possible for cer-

tain important classes of covariance functions in case of temporally struc-

tured data. We started from the one-dimensional case (Publication I) and

then extended it to the general spatio-temporal case (Publication IV) and

showed how to incorporate sparse approximations to the spatio-temporal

state-space model (Publication V). Furthermore, we showed how to refor-

mulate the latent force models as state-space models in both linear and

non-linear cases (Publications II and III). In all these cases, inference can

be performed with sequential algorithms whose computational complexi-

ties scale linearly in the number of time points, enabling inference on very

large scale temporal large data as well as being easy to implement in an

online setting. In addition to efficiently scaling inference, the state-space

approach gives other advantages as well. For instance, with non-linear

latent force models one is not limited to use physical dynamic models,

whose solution can be expressed as explicit function of latent forces. An

example of such a model, where this is not possible, is the non-linear and

non-stationary GPS orbit model used as a case study in Publication III.

In addition to the conversion of temporal Gaussian processes to state-

space models, we have also made contributions to the general state-space

methodology reviewed in Chapter 2. Firstly, we have shown how to con-

struct RTS-type smoothers for non-linear discrete-time state-space mod-

els (Publications VI and VII). Secondly, in Publication VIII we considered

parameter inference in non-linear stochastic differential equation mod-

els by performing state marginalization with Gaussian process approxi-

mations. We used this same approximate inference method in Publica-

tion III with non-linear latent force models. Lastly, in Publication IX we
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constructed approximate filtering and smoothing methods for non-linear

state-space models with Student’s t measurement noise by using the Vari-

ational Bayesian framework. The resulting algorithm is computationally

efficient and more robust against outliers than the traditional Gaussian

measurement noise model.

While the state-space form of Gaussian processes is not a new idea, it

seems that it is not well-known in the machine learning and statistical

communities. Our hope is that this work will ignite new ideas in applying

GPs to model temporally structured data. While the proposed approach

certainly is not applicable in general, its advantages can be very substan-

tial in many practical applications.
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