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Preface

Creating this thesis was a long journey. I started as a graduate student earlier,

but most of the research work was done during the years 2013–2016 at the

Department of Signal Processing and Acoustics at Aalto University. After

this period, there was still some endurance exercises left to finalize the last

publications. Toward the end of the thesis work, there emerged the need to

update some parts of the modeling to utilize recent advances in deep learning for

acoustic and language modeling. This took some time, but the end result is now

better aligned with the more recent research in automatic speech recognition.

Publication IX was long in preparation, as there were also other publications

being worked on for the project.

Luckily, there was no urgent time pressure to finalize the thesis, so the time

could be and was taken where needed. I feel privileged to have had the chance

to work on the topics covered in this thesis. Research on improving large

vocabulary search and modeling approaches was challenging but also, in many

ways, rewarding. Even though some of the speech recognition-related topics

had perhaps been touched upon in earlier studies, there was often a need to

come up with new ideas to apply to the speech recognition of morphologically

rich and agglutinative languages. For many reasons, the constrained vocabulary

approaches for the recognition of morphologically rich languages, the main

topic of this thesis, had not previously been thoroughly studied. Thus, there

was still room for advances in search algorithms but also in class- and subword-

based language models. The results presented in this thesis prove that a

constrained vocabulary can be a viable approach. In many cases, better

recognition accuracy can be reached by using a constrained vocabulary instead

of an unlimited recognition vocabulary.

I would like to thank my thesis supervisor, Professor Mikko Kurimo, and

thesis instructor, Dr. Sami Virpioja, for their patience and help in guiding me

through the work.

During the years, there have also been many insightful discussions with many

other members of the speech recognition group. Drs. Janne Pylkkönen, Teemu

Hirsimäki, and Vesa Siivola had big roles in my earlier speech recognition edu-

cation, and in addition, earlier work on speech recognition search algorithms
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by Teemu and Janne at Aalto University was important in the experiments

conducted for this thesis. During the years 2013–2016, I had the chance to

work with Seppo Enarvi, André Mansikkaniemi, Peter Smit, Reima Karhila,

Stig-Arne Grönroos, and others with whom I had many interesting discussions

on work-related and other matters. Also, the occasional table football game

provided some ever-important breaks from the research work. We also collabo-

rated with Drs. Tanel Alumäe and Ottokar Tilk from the Tallinn University of

Technology on Publication VII regarding under-resourced speech recognition

tasks.

Over the winter of 2015–2016, the author of this thesis had the chance to

visit the Spoken Language Systems Group at the University of Saarland in

Saarbrücken for four months. I am grateful to Professor Dietrich Klakow

and all the people in the group for the visit. The vocabulary expansion and

language modeling experiments conducted using the Babel corpus proved very

interesting, and I also heard many inspiring talks and presentations about

other speech and language-related topics.

During the thesis, I took part in the Compubrain project, where the aim was

to seek links between human word processing and statistical morphological

models. The modeling work for the psycholinguistics experiments was a very

good chance to broaden my understanding about research work and contributed

greatly to my development as a researcher. Also, most of the funding for this

thesis work was through the Compubrain project. For this collaboration, I

am grateful for the whole project team, including Professors Minna Lehtonen,

Krista Lagus, Riitta Salmelin, and Mikko Kurimo; Drs. Annika Hultén, Sami

Virpioja and Tero Hakala; and Olga Walendziuk.

My wife, Asta, and sons Touko and Leevi have always been supportive of

me but also ensured a good balance between the research work and family life.

My parents and brother have also always been there for me.
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1. Introduction

Automatic speech recognition (ASR) deals with the problem of converting a

speech signal to a written form. The problem has already been studied for

several decades, and in many respects, important progress has been made. A

notable early milestone was the development of the theory of hidden Markov

Models (HMMs) during the 1960s and early 1970s [15], and HMMs have found

widespread use in the statistical modeling of sequential data, including acoustic

modeling in speech recognition. Ever since, statistical methods for ASR have

been the prevailing approach and have formed the basis for the most accurate

ASR systems. As methods were developed and the available computing power

increased, the vocabulary sizes in, for example, English speech recognition

systems have increased from hundreds of words to hundreds of thousands word

forms. At the same time, the early isolated word recognizers have evolved

into recognition of continuous speech, enabling the current large vocabulary

continuous speech recognizers (LVCSR).

Today, speech technology is mature in part and has seen widespread use.

Earlier use cases included interactive voice response for automated phone

services and desktop dictation applications for text processing. More recently,

thanks to devices and services like Amazon’s Alexa, Apple’s Siri, and Google’s

voice search, we have witnessed mainstream adoption of speech recognition

technology. Many commercial speech recognition programs are available, and

a large number of open-source packages can be used for building both research

and commercial systems.

Yet, despite these many advances, the speech recognition problem is still not

solved. Whereas a human listener may easily adapt to different speaking styles

and background environments, these factors pose serious problems for most

speech recognition engines. Furthermore, in large vocabulary systems, the

number of possible word combinations is high, posing problems for the language

modeling component. Whereas common phrases and well-formed sentences

may possibly be recognized, the number of recognition errors is often still quite

high with current statistical models, and morphologically rich languages pose

special problems for the language modeling component because the number of

word forms is high, emphasizing data sparsity and out-of-vocabulary (OOV)
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issues.

1.1 Scope of the thesis

This thesis deals with the speech recognition of morphologically rich languages,

concentrating on different approaches to language modeling and decoding.

For morphologically rich languages, the different morphological processes,

agglutination, derivation, inflections, and compounding increase the vocabulary

size, which results in an increase of data sparsity and OOV issues.

For instance, in English speech recognition, a vocabulary of around 60, 000–

100, 000 words will in most cases suffice to achieve a low enough OOV rate

in large vocabulary speech recognition tasks. But for languages that exhibit

a high level of agglutination and compounding, this is not the case, and for

speech recognition tasks like general purpose dictation, transcriptioning, or

broadcast news recognition, the required vocabulary easily comprises millions

of distinct word forms.

autolla N(SG):ADE auto lla ”with a car”

autollakin N(SG):ADE:CLIT auto lla kin ”also with a car”

autollamme N(SG):ADE:POSS(PL) auto lla mme ”with our car”

autollammekin N(SG):ADE:POSS(PL):CLIT auto lla mme kin ”also with our car”

autoillammekin N(PL):ADE:POSS(PL):CLIT auto i lla mme kin ”also with our cars”

tuuli N(SG) tuuli ”wind”

mylly N(SG) mylly ”mill”

tuulimylly N(SG) tuuli mylly ”wind mill”

Table 1.1. Example of Finnish words with morphological analysis, morphological segmenta-
tion and English translations. In the analysis notation N(SG) means a singular
noun, N(PL) plural noun, ADE the adessive case form, POSS(PL) a plural
possessive suffix, CLIT a clitic particle.

The speech recognition experiments covered in this thesis were carried out on

Finnish and Estonian corpora. Table 1.1 contains an example of some Finnish

morphologically complex word forms and the corresponding morphological

analysis and morphological segmentation. The number of grammatical noun

cases is 26 for Finnish [72] and 28 for Estonian [147]. However, the total

number of forms that can be constructed from a base noun is much larger.

Already the non-inflected and non-compounded Finnish nouns can have 150

paradigmatic forms and appear in as many as 2000 different forms [73]. Also

for Estonian, the possibility of over 400 noun types has been mentioned in

some sources [125, 21]. As forming compound words is common for both the

languages, the vocabulary sizes are further increased.

Finnish and Estonian languages belong to the Uralic, or more specifically,

Finno-Ugric family of languages, which also includes Hungarian and many mi-
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nority languages spoken in the area of the Russian federation. These languages

are agglutinative and morphologically rich. Some other notable agglutina-

tive languages are the Dravidian family of languages, the Turkic languages,

Japanese, and Korean. The major Dravidian languages include Tamil, Telugu,

Kannada, and Malayalam, but there exist many other smaller languages and

dialects in the Dravidian language family. Turkish is an agglutinative language,

but does not exhibit as large vocabulary growth as, for instance, the Finno-

Ugric and Dravidian languages. This is due to at least the lower number of

word cases.

Japanese and Korean are also agglutinative languages, but normally, the

word boundaries are not marked to written text, and thus, it is unclear to

what extent the methods evaluated in this work are applicable to Japanese

and Korean. However, in cases where a word-segmented corpus is available,

some of the methods evaluated in this work can be applied.

Even though this thesis does not take any stand on etymology or historical

linguistics, it is interesting that more consonant–vowel correspondences exist

between the major agglutinative languages than could be attributed to mere

chance [57]. This finding suggests that the language families are related,

which served as the basis for the Duraljan (Dravidian–Uralic–Altaic–Japanese–

Korean) superfamily hypothesis [57].

Figure 1.1. Vocabulary growth rates, estimated from Wikipedia articles

Figure 1.1 shows vocabulary growth rates for a number of languages, includ-

ing some interesting morphologically rich languages like Finnish, Estonian,

Hungarian, and Turkish and the major Dravidian languages Malayalam, Kan-
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nada, Tamil, and Telugu. Many European languages are also included, and

the growth rates for English are provided as a reference point. Wikipedia is

a very useful resource for linguistics and natural language processing (NLP)

tasks as it provides roughly comparable text corpora for most of the world’s

languages. The number of paradigmatic forms for a lexeme is arguably the

most important determining factor for the vocabulary growth rate of a given

language, although, naturally, other conventions in language use also play a

role and may explain some differences between languages with otherwise similar

characteristics. However, for this example, it must be noted that there may be

different cultural issues affecting factors such as the type of articles written and

the number of distinct article authors on Wikipedia. Exactly parallel corpora

are not available for most of the languages included, but one could argue that

similar effects may also impact other types of resources.

One may note that there is a large difference in the vocabulary growth rates

of English and the languages belonging to the agglutinative language families.

For English, sentence formation is clearly more related to grammar processes,

whereas for the morphologically rich languages, affixation and compounding

are relatively more important. The natural language processing and ASR

research has, to some extent, concentrated on English and other widely spoken

languages like Chinese. But when it comes to language modeling, in particular,

it is not always clear if the same methods are optimal for morphologically rich

and agglutinative languages. In addition, the dual problem of data sparsity

and insufficient vocabulary coverage, while also present for English, especially

arises in the case of morphologically rich languages. As solutions have been

sought to improve language modeling for the morphologically rich languages,

morph or subword language models have often been suggested and successfully

employed in speech recognition systems [65, 6]. In most cases, using morph-

based language models allows for an unlimited recognition vocabulary and is a

powerful approach for tackling high OOV rates [36].

This thesis, however, concentrates more on approaches where a constrained

but very large recognition vocabulary is used. The morph-based approaches

are also valuable in this case, but in addition, language models trained over

words and class-based language modeling approaches may be utilized in speech

recognition, allowing for the use of different combinations of these language

models. For languages with more complex mapping between graphemes and

phonemes, it is also often simpler to estimate pronunciation variants for whole

words than for short morph-like units. Thus, aside from Finnish and Estonian,

the speech recognition methods used in this thesis are likely useful for language

modeling and speech recognition of other morphologically rich and agglutinative

languages.

In the publication IX, the thesis extended to assessing word recognition in

humans. Statistical morphological models were evaluated for modeling reaction

times in a visual lexical decision task, where the participants’ eye movements

were also recorded using an eye-tracking device. The experiments are closely
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connected to the theme of ASR, as similar morph-based approaches can also be

used in the language modeling component of a speech recognizer. One of the

aims in the work was to study, whether the same type of models are efficient

both in ASR tasks, and in predicting human speech recognition accuracy.

1.2 Contributions of the thesis

This section briefly summarizes the contributions of this thesis. The publi-

cations I and II evaluated multigram-based approaches for inferring efficient

subword units for language modeling. The resulting unigram model is shown

to be efficient, particularly in the case of a fairly large text corpus, in the

publication I. A specific hurdle for applying whole word based models to speech

recognition of morphologically rich languages has often been the decoder com-

ponent, and the publication VI experimented with a decoding architecture

using subwords and a constrained vocabulary. This approach has the advantage

that only valid word forms are recognized, and it allows for augmenting the

recognition vocabulary using other resources, like dictionaries and morphologi-

cal analyzers. It was also shown that large vocabularies with millions of word

forms can be reasonably efficiently recognized with either subword or word

n-gram models. Experiments using this approach in a less-resourced task in

the publication VII showed that in some cases, better language model esti-

mates were obtained by subword n-gram models as compared to a word-based

approach. The publication III evaluated an accurate probabilistic approach

for expanding the recognition vocabulary in a less-resourced task, while the

publications IV, VIII, and V studied different class-based language modeling

approaches. Publication IV showed that class n-gram models may be effi-

ciently used in the first recognition pass and bring great improvement to the

recognition accuracy. Then, publication VIII expanded the use of the class

n-gram model to add look-ahead modeling during decoding, and improved

accuracy was achieved by also interpolating with a subword n-gram model.

Publication V analyzed morphologically motivated classes and neural network

language models trained over the classes. Additionally, publication IX studied

statistical morphological models for as visual lexical decision task, where the

eye movements were recorded using an eye-tracking device. Recording the

eye movements allowed for a more detailed analysis about the time course of

word recognition. In particular, evaluating the modeling accuracy of the word

unigram and different morphological models provided insights about the type

of processing taking place in the early and late stages of word processing.

To ease the reproducibility of the experiments, much of the language modeling

and large vocabulary decoding software implemented in this thesis has been

released with an open-source license. In particular, the software for inferring

subword segmentations used in the publications I and VII is available at

https://github.com/aalto-speech/ftk. The decoder suitable for unlimited
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vocabulary and very large vocabulary speech recognition that was evaluated

in the publications VI, VII, and VIII is available at https://github.com/

aalto-speech/wdecoder. The programs for inferring frequency-based and

morphologically motivated classes for publications IV and V is available at

https://github.com/aalto-speech/morphological-classes.

1.3 Structure of the thesis

The remainder of this thesis is organized as follows. Chapter 2 introduces

the most important concepts and methods for automatic speech recognition

in general. Chapter 3 reviews relevant related work on morph and subword

language modeling. New subword segmentation methods suggested in this

thesis are described, and finally, the utilization of subword models for the task

of vocabulary expansion is discussed. Next, Chapter 4 introduces class-based

language models and describes the frequency-based and morphologically moti-

vated classifications evaluated in the thesis. Chapter 5 provides an introduction

to decoding, mainly from the perspective of dynamic network decoding. Graph

construction and the so-called language model look-ahead approaches are cov-

ered for different graph types, and the method of constructing a constrained

vocabulary recognizer with subword n-gram models is described. Also, we

describe a generalized decoding algorithm. Following that, Chapter 6 intro-

duces the visual lexical decision task along with eye-tracking measurement.

The analysis procedure for measuring the goodness-of-fit between the different

measurements and statistical morphological models with linear mixed models

(LMMs) is also described. Finally, Chapter 7 concludes the thesis with a

discussion of the results.
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2. Automatic Speech Recognition

This chapter first introduces the different components of a speech recognizer

with a separate acoustic model (AM) and a language model (LM). This type

of hybrid architecture has been the most important approach for building

automatic speech recognizers already for decades. In the recent years, also fully

neural, so-called end-to-end speech recognizers have emerged as an alternative

speech recognition paradigm. This thesis mostly focuses on the hybrid recog-

nizers, even though some parts of the work, especially the subword modeling

approaches, are likely relevant also for the end-to-end speech recognizers. The

operation of a hybrid speech recognizer is illustrated in Figure 2.1.

Figure 2.1. Operation of a hybrid speech recognizer

The most important components in this speech recognizer are the feature

extraction, acoustic model, language model, pronunciation lexicon and the

decoder. The probabilistic formulation corresponding to this type of speech

recognizer can be written as [10, 118]:

arg max
W

P (W |O) = arg max
W

P (W |O)P (W )

P (O)
, (2.1)

where W denotes a word sequence and O the acoustic observations. The

probabilistic acoustic and language models are trained using a sufficiently large

speech and text corpus, respectively. The acoustic model assigns the proba-

bilities P (W |O), i.e., how probable each recognition hypotheses is according
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to the acoustic signal. The language model, on the other hand, models the

prior probabilities P (W ) of the recognition hypotheses. The decoder searches

for the most probable sequence of words, given the acoustic observations. As

the probability of the observations, P (O), is not dependent on the hypotheses

W , the term in the denominator can be ignored when searching for the most

probable word sequence.

The extraction of acoustic features from the speech signal is discussed in

Section 2.1. The pronunciation lexicon is described in Section 2.2. The

most important approaches for acoustic modeling are discussed in Section 2.3.

Next, Section 2.4 introduces the so-called n-gram language models and neural

network-based language models are reviewed in Section 2.5. The fully neural,

end-to-end based speech recognition, which has lately gained in popularity as

an alternative to the hybrid approach, is introduced in Section 2.6. Decoders

and search algorithms are introduced in more detail later, in Chapter 5.

2.1 Feature extraction

For the purpose of modeling the speech signal, acoustic features are extracted

from the speech signal, where the most commonly used features are the so-

called Mel-frequency cepstral coefficients (MFCCs) [38]. The feature extraction

procedure for computing the MFCC features is normally done as follows.

The speech signal is divided into overlapping windows, which are processed

by applying a window function such as the Hamming window. A discrete

Fourier transform (DFT) is then used to convert the signal from the time

domain to the frequency domain. The resulting frequencies are converted

to the Mel scale to more closely mimic human frequency sensitiveness. To

achieve this, a bank of filters spaced according to Mel frequency is applied on

the magnitude spectrum. The resulting coefficients are then log transformed

and approximately decorrelated with the discrete cosine transform (DCT). A

specified number of Mel coefficients, often 12 along with an energy (zeroth)

coefficient, are selected as the features. For ASR tasks, at least, additional

delta and delta–delta (first- and second-order frame differences) features are

normally included to better model the transitional aspects of the speech signal.

Neighboring frames may be spliced and further projected to lower dimensions,

which results in better modeling in combination with some acoustic models.

Even though MFCCs have long been the standard method for feature ex-

traction, many other techniques have been suggested. Some well-known other

choices for speech recognition are the perceptual linear prediction (PLP) [61]

features and the RASTA features [62]. Also, bottleneck features that are

inferred by using multi-layer perceptron (MLP) neural networks [160] are often

used because they allow for efficient modeling of nonlinearities. For instance,

with recurrent neural network (RNN) based acoustic models, there is often no

need to add explicit delta features or feature splicing because the model can
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learn suitable transformations from the Mel-cepstral features.

2.2 Pronunciation lexicon

The units in the acoustic model are phonemes, whereas the language model

is trained on text, i.e. graphemes. To be able to estimate likelihoods for a

recognition hypothesis with both the language model and the acoustic model, a

pronunciation lexicon is required. A pronunciation lexicon provides a mapping

between the grapheme sequences and the phoneme sequences for the recognition

units. In word based recognition, the pronunciation lexicon would consist of

the words in the recognition vocabulary, whereas in the case of a subword

unit based unlimited vocabulary recognizer, the pronunciation lexicon would

consist of the subword units. The most important phonetic notation is the

international phonetic alphabet (IPA) standard [7], which can be used to

annotate all of the world’s languages.

acoustics → @"ku:stıks

automatic → Ot@"mætık

language → "læNgwıdZ

recognition → "rEkıg"nıS@n

speech → "spi:tS

Table 2.1. Example of English words with pronunciation annotated using the IPA notation

For Finnish and Estonian, the mapping from graphemes to phonemes is quite

straightforward and can be easily deduced from the grapheme form. For many

other languages, there are more irregularities in the grapheme to phoneme

(G2P) mapping. Figure 2.1 shows some English words annotated using the

IPA notation as an example of a pronunciation lexicon.

2.3 Acoustic modeling

In a hidden Markov model (HMM)-based acoustic model [118], the sequence

of observations O1, .., OT is assumed to be generated by the HMM process

with the hidden states X1, .., XT . The process is governed by the following

equations,

πi = P (X1 = i) (2.2)

aij = P (Xt+1 = j|Xt = i) (2.3)

bj(Ot) = P (Ot|Xt = j), (2.4)

where i, j ∈ S, i.e. belong to the set of states associated with the model, π

are the initial state probabilities, aij the state transition probabilities for the
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model transitioning from the state i to the state j. The emission probability bj
means the probability of the state Xt = j emitting the acoustic observation Ot.

The HMM model has been criticized for the relatively weak transition model,

where the transition probabilities aij depend only on the source state. Also,

the observations are assumed to be conditionally independent, i.e. the sequence

of observations can be written as a product of probabilities of individual

observations as follows [118],

P (O1, O2, ..., OT ) =

T∏︂
i=1

P (Oi) (2.5)

Despite these shortcomings, HMMs can be used to efficiently train very

accurate speech recognizers, and virtually all hybrid speech recognizers are

based on the use of HMMs, or some extensions thereof. When the hidden

Markov model is applied for modeling a speech signal, the model is normally

structured in a left-to-right (Bakis) HMM chain [11] and the states correspond

to some parts of phonemes. Context-dependent triphone models are known

to improve model accuracy compared to context-independent monophone

models. Because there is frequently not enough data for estimating distinct

models for all the triphones, triphones with similar statistics are tied together

[158], and the use of three HMM states per triphone is known to suffice for

a good performance. The tied triphone states are sometimes called senones.

Many different emission probability distribution functions can be used in the

HMM framework. The most common choice for a long time was the Gaussian

mixture model (GMM) because it is a universal function approximator and

integrates quite naturally in the HMM expectation–maximization (EM) training

framework [42]. Training the GMMs with the maximum likelihood (ML)

criterion is not optimal with respect to speech recognition accuracy. However,

discriminative training methods incorporate language model probabilities in the

training criterion, improving performance. The maximum mutual information

(MMI) [9] criterion optimizes the mutual information of the acoustic and

language models, whereas different minimum Bayes risk (MBR) motivated

estimates like the minimum classification error (MCE) [71], minimum word

error (MWE) [113], minimum phone error (MPE) [113], and minimum phone

frame error (MPFE) [161] aim to optimize the recognition accuracy more

directly by minimizing error rates in the training corpus.

Different neural network acoustic models for modeling the HMM emission

probability distribution functions (PDFs) have become commonplace during

the last years. Despite the long-standing use of MLPs for acoustic modeling

[23], recent advances in training networks with more layers, i.e., deep neural

networks (DNNs), have repopularized the neural network approach [63]. In

the aforementioned work, large improvements of around 32 % relative were

obtained in the Switchboard conversational speech recognition task with the

same data. This improvement was roughly equal to increasing the amount of

training data for the GMM-HMM approach from 309 hours to 2,000 hours. In
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an English broadcast news (BN) task, a smaller improvement of 7 % percent

relative was measured compared to the GMM-HMM approach. Compared to

the earlier work [23], the more recent approaches [63] mostly model senone

states instead of monophones and utilize more layers with a larger number of

outputs.

A recent book [159] provides an introduction to the deep learning approaches

for ASR and discusses experiences with DNNs at Microsoft Research. Many

experimental results are also provided, and among other things, it was dis-

cussed that splicing multiple neighboring frames was important for having the

maximum gains from the DNN approach.

A recent development in acoustic modeling is the application to large vocab-

ulary speech recognition [111] of time-delay neural networks (TDNNs), which

had earlier shown good performance in phoneme recognition [150]. In that

work, state-of-the-art results were obtained in many ASR tasks using TDNN

models with i-Vector speaker adaptation [127] and sequence discriminative

training for the neural network using result lattices [146]. Also, long short-term

memory (LSTM) [68] layers have been successfully applied to acoustic modeling

in [126], where they showed some improvement compared to the MLP-based

neural network models. The LSTM layer is a form of RNN capable of efficiently

modeling long-range dependencies in the signal.

The experiments for this thesis were conducted with acoustic models trained

using the AaltoASR package [1], which as of this writing includes software

for training GMM models but does not support DNNs directly. However,

the AaltoASR package supports discriminative training with the MMI and

MPE criteria and speaker adaptation with the vocal tract length normalization

(VTLN) and the maximum likelihood linear regression (MLLR) criteria.

As this thesis mostly concentrates on comparing different language models

and decoders, it was important to use an acoustic model that would not cause

biases in the different language modeling units. In discriminative training

schemes, the training is performed over lattices generated from the training

data. In that case, the training will optimize the criterion for the language

modeling units that were used in generating the lattices. There is thus a possible

risk of introducing biases between different language modeling units. It was

also decided that speaker adaptation would not be used in the experiments, as

in most use cases, a second recognition pass would be required to optimize the

adaptation parameters, adding to the complexity of the experimental setup.

Furthermore, because the methods evaluated in this thesis already improve the

accuracy of the first recognition pass, it was natural to use speaker-independent

acoustic models.

The acoustic models for the experiments in this thesis were Gaussian mixture

models trained with the standard ML criterion in Publications I, VI, VII, and

IV. In the later phases of the thesis work, the acoustic model was updated to

DNN-based models. The phonetic segmentation and the triphone state tying

were obtained with the AaltoASR software, enabling the use of other software
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for the DNN model training. Publication VIII trained the DNN using the

PDNN toolkit [93], which is especially designed with acoustic modeling for

speech recognition in mind and built on top of the Theano Python library [141].

The model employed in these experiments utilized the typical feed-forward

network structure, and the stacked denoising autoencoder [148] was used for

layer-wise pretraining. During the time this thesis was being worked on, many

general-purpose open-source deep learning packages were published, the most

common being the TensorFlow [2] and PyTorch [110] packages. In Publication

V, the DNN was trained using TensorFlow [2]. A similar model architecture

as that used in Publication VIII was selected, but the training schedule was

more optimized and the rectified linear unit (ReLU) was used as the activation

function. These changes resulted in improved recognition accuracy.

2.4 N-gram language modeling

Acoustic modeling alone does not suffice to reach good performance in a

continuous speech recognition task, and some information is required about

the properties of the language to be recognized. Often, the frequency and

co-occurrence statistics of the words in the language are modeled using a

statistical n-gram model [10]:

P (wk
1) ≈

k∏︂
i=1

P (wi|wi−1
i−N+1), (2.6)

where k stands for the number of words in the text corpus and N for the order

of the n-gram model. In the n-gram model, the probability of the word is

approximated only by taking the context of N − 1 previous words into account.

Because the number of possible sentences in a language is huge, any finite

size corpus does not contain all possible co-occurrences, and vice versa, the

co-occurrences present in the corpus are mostly over-represented. Also, the

model should be able to assign a probability for all possible sentences. Thus,

a pure ML estimate would not be a very good language model, and some

probability mass must be reduced from the n-grams present in the corpus to

other unseen n-grams. This process is normally called smoothing. Different

smoothing methods have been suggested, and a thorough evaluation was given

in [30]. Currently, the best smoothing approach is known to be Kneser-Ney

smoothing [79], which is often modified to include different discounts according

to how often the n-grams occurred in the corpus [30].

Throughout this thesis, modified Kneser-Ney estimation is used for n-gram

based language modeling. N-gram models are used in this thesis for modeling

sequences of words, classes, and subwords. The order of the n-gram models

should be sufficiently high for accurate modeling with subword units [67]. In

the experiments in this thesis, The VariKN package [131] was used for training

the n-gram models, as it supports training high-order Kneser-Ney smoothed
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models using a growing and pruning algorithm.

There are also cases where it is useful to generalize the n-gram model for

fractional counts. In Publication V, fractional counts were used for inferring

morphologically motivated classes. In this case, Witten-Bell smoothing was

used, as it naturally generalizes for the fractional counts [154].

2.5 Neural network language modeling

Neural network models have also become popular for the language modeling task.

An earlier work showed that feed-forward nets achieved better perplexities in

language modeling compared to the traditional n-gram models [17]. However,

RNNs are a better choice for language modeling due to the capability of

modeling long-range dependencies in the sentence. A standard RNN model

may be written as:

a(t) = b + Wht−1 + Ux(t) (2.7)

h(t) = tanh
(︂
a(t)
)︂

(2.8)

o(t) = c + Vh(t) (2.9)

ŷ(t) = softmax
(︂
o(t)
)︂
, (2.10)

where x(t) is the input vector and o(t) the output vector of the network at

time t. The parameters are the bias vectors b and c along with the weight

matrices U, V, and W, respectively, for input-to-hidden, hidden-to-output,

and hidden-to-hidden connections [50]. Tanh or some other nonlinearity may

be used. However, optimizing the model defined by the equations above is

known to suffer from the problem of exploding gradients. In addition, that

specific model does not necessarily reach optimal modeling accuracy compared

to other possible recurrent models. The most popular variant of the RNN is

the LSTM [68], which is designed to avoid the problems in the gradient-based

optimization and reaches improved modeling accuracy. An LSTM cell has

more fine-grained control over the information flow by including the so-called

forget gates, external input gates, and output gates.

The models in this thesis were trained using the TheanoLM package [46, 141],

which has efficient implementation for training many neural network models,

including LSTMs. Also, so-called highway networks [136], which are particularly

efficient in deep networks, can be trained using the package. NNLMs were

trained for Publication V and the architecture consisted of LSTM and highway

layers.
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2.6 End-to-end speech recognition

As discussed in the previous subsections, a traditional speech recognizer in-

cludes the following main components: acoustic model, pronunciation lexicon,

and language model, and the probabilities assigned by the acoustic and lan-

guage model probabilities are combined by the search algorithm during the

recognition. In the traditional view, all three components are trained and

optimized separately. In recent years, end-to-end architectures have emerged

as a viable alternative speech recognition paradigm [53, 32]; end-to-end speech

recognizers are essentially DNNs that have been trained to classify speech

frames directly to text. Often the end-to-end model uses characters or some

other type of subword units. The challenges in end-to-end models are related

to the variable length of input and output sequences. To solve this problem,

the connectionist temporal classification (CTC) [52] objective function uses an

intermediate label representation, allowing repetition of labels and occurrences

of blank labels. In a different approach, the attention-based encoder-decoder

[32] directly learns mapping from the acoustic frames to character sequences,

but this method also presents some challenges. The RNN transducer (RNN-T)

model [51] was suggested to overcome the limitations in a CTC-based model.

It introduced a separate predictor network, which could be trained jointly with

the encoder network, to model the dependencies between the output units.

Also a combination of CTC and an attention mechanism has been suggested

to incorporate language information to the model in [74]. The RNN-T ap-

proach has provided good results on many tasks, including an improvement

over a traditional recognizer in [119, 31]. These experiments have mostly been

conducted on large task-specific corpora like user queries. It is unclear how

the full-neural approaches perform with smaller training corpora and in cases

where the speech corpus is from a different domain compared to the evaluation

task.

2.7 Evaluation

The most common metric for evaluating the goodness-of-fit for language models

is the perplexity (PPL) [10]:

PPL = exp

(︄
−1

k

k∑︂
i=1

log p(wi|hi)
)︄
, (2.11)

where k denotes the number of words in the evaluation corpus and hi the

sentence context for predicting the word wi.

For evaluating the accuracy of a speech recognizer, we used word error rate

(WER) as a metric, where WER is defined as follows:

WER =
S + D + I

C
, (2.12)
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where S is the number of substitutions, D is the number of deletions, and I is

the number of insertions needed to convert the recognized hypothesis to the

correct reference text with length C. The same formula can also be applied

with letters to compute the letter error rate (LER). In this thesis, WER was

mostly used as the metric for recognition accuracy, but LER was also reported

in Publications I and VI.

Perplexity and WER are fairly well correlated, which was evaluated in

more detail in other studies, for example, [75]. Improving the perplexity of

a language model or selecting a language model with low perplexity is thus

normally expected to improve the recognition accuracy of a speech recognizer.
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3. Subword language models

A word-based recognition vocabulary is, in the case of a morphologically rich

language, likely to suffer from the problem of a high out-of-vocabulary (OOV)

rate. By using a vocabulary consisting of subwords, it is possible to recognize

word forms not covered by the training corpus, hence tackling the OOV issue.

In this thesis, the term subword always refers to units in a text corpus, i.e.

graphemic subwords. If, for instance, all letters or syllables in the language

are included in the vocabulary, all word forms may be constructed and the

vocabulary is unlimited, at least for native words. As discussed in more detail

in Chapter 5, the subword language models can be used also in a decoder with

word-based vocabulary either as such or by linearly interpolating with other

models. With suitably selected subwords, also the data sparsity issues may

be alleviated. In this chapter, an overview of earlier work on subword-based

modeling is given in Section 3.1. When using a subword-based recognition vo-

cabulary, the word boundaries need to be explicitly modeled, and the modeling

of word boundaries is discussed in Section 3.2. The algorithms for subword

segmentation was evaluated in Publications I and II, which are discussed in Sec-

tion 3.3. Subword-based vocabulary expansion and the experiments examined

in Publication III are discussed in Section 3.4.

3.1 Overview of earlier work

Language models trained over sequences of subwords have proven to be a

good choice for the speech recognition of many morphologically rich languages,

including Finnish [65], Estonian [4], Hungarian [140], and Turkish [6]. In the

aforementioned experiments, the subword models were used in an unlimited

vocabulary setting, where all the concatenations of subword units were allowed.

The results showed that by modeling the OOV words, improved results were

obtained in comparison to a recognizer using a word-based vocabulary. The

recognition performances for in-vocabulary words and words not covered in

the training corpus were evaluated in more detail in [36].

It is not completely clear what the optimal subword segmentation would
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be for use with a probabilistic language model in speech recognition. Some

linguistically motivated targets would be characters, syllables, or the smallest

meaning-bearing units, morphs. While characters and syllables have occa-

sionally been used, practice has shown that morphs are the best choice of

these linguistic segmentation targets. There are, however, also some possible

drawbacks to using morphs as units, including that the morph lexicon could

also be quite large and there may be ambiguity in defining the correct morph

boundaries.

Statistical approaches for inferring subwords or morph-like statistical segmen-

tations have been common in practice. The multigram model was introduced

in [40] for inferring linguistic segmentations. That work concentrated on the

theoretical formulation of the model. A joint multigram model may be used to

learn correspondences between two related strings, which has proven success-

ful in grapheme-to-phoneme (G2P) or phoneme-to-grapheme (P2G) mapping

[20]. A particle (subword) approach was evaluated for English that showed

some performance improvements via rescoring [151]. Similarly, segmentations

derived statistically from morph segmentations were evaluated for Finnish

unlimited vocabulary speech recognition in [76]. Also subwords inferred using

the so-called byte pair encoding [49] has recently been applied with success to

neural machine translation [129].

Morfessor Baseline [33] is an unsupervised learning algorithm for inferring

statistical morphs from a text corpus. The method is based on the minimum

description length (MDL) principle [122], minimizing the total cost of encoding

the lexicon and the corpus, and the lexicon is encoded using a unigram model.

The Morfessor Baseline model has shown good performance in many statistical

NLP tasks and was successfully applied to Finnish unlimited vocabulary speech

recognition in [65]. Later multilingual studies with the method have also shown

good results for speech recognition of other agglutinative languages [36, 85].

The approach was later extended in the Morfessor CatMAP model with a

prefix–stem–suffix structure and categorical dependency between the parts [35].

However, while the Morfessor CatMAP typically achieved better morphological

segmentation accuracy compared to the Morfessor Baseline algorithm [35], it

did not lead to an improvement in speech recognition accuracy [36]. Mor-

fessor FlatCat [55] is a model where the morph lexicon is organized without

the hierarchy used in the Morfessor CatMAP. The Morfessor FlatCat model

achieved better morphological segmentation accuracy in a semi-supervised

training setting [55].

Many methods for subword segmentation were evaluated with respect to

morphological segmentation accuracy and speech recognition accuracy in the

first Morpho Challenge 2005 competition [84]. There, the morphological gold

standard based segmentation and the Morfessor Baseline algorithm [33] were

among the best performing methods with respect to speech recognition accuracy.

However, the primary objective in the evaluations was the morphological

segmentation accuracy, and it is likely that most of the algorithms were
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optimized with this target in mind. For instance, the selected lexicon sizes

were all quite similar. It may therefore be difficult to conclude from these

results alone whether morphological segmentation accuracy should be used as

a guideline or if some other properties for subwords could further improve the

recognition accuracy.

3.2 Modeling word boundaries

How to model the word boundaries is an important consideration when using

subwords for language modeling. In many studies, a separate word boundary

symbol has been used [151, 65], which has also been the standard approach in

the AaltoASR package [1]. Another possibility is to model the word boundary

as part of the word prefix or word suffix, or to use a corresponding infix

notation. These approaches were compared in a Turkish BN task in [6] and for

Hungarian in [140]. In the experiments on Turkish, the recognition accuracy

improved by including the boundaries in the units, while in the experiments

on Hungarian, no clear picture emerged. In some cases, the word boundary

symbol approach performed better, and in some cases, it was beneficial to

include the boundary marker in the units. However, it is unclear if the decoding

graphs were constructed specifically for the type of word boundary modeling.

Also, it is known that particularly with dedicated word boundary symbols,

high-order n-grams are required to get the most benefit from the subword

modeling approach [67]. This requirement is even more emphasized in the case

where relatively short morph-style units are used.

For this thesis, the decoder with dedicated word boundary symbols was

revised, and three new decoders that modeled the word boundaries as the

part of the word prefix, suffix, or both were implemented. The outcome of

these experiments showed that the word boundary symbol was preferable for

speech recognition accuracy, at least with the Finnish corpora. In the Estonian

experiments, it was in some cases preferable to use the redundant approach,

where the word boundaries were marked to both the first and the last subword

in a word. The different word boundary markings were also evaluated using

the WFST decoding framework in [133], and the results in the WFST-based

experiments were mostly similar to the experiments done for this thesis.

Without a dedicated word boundary symbol, the speech recognition accuracy

may be improved by interpolating the n-gram models with a class n-gram

model. In some cases, the performance was equal, but it may be improved in

some cases with comparable model sizes. Conversely, class n-gram interpolation

degrades the result if the word boundaries are modeled with a separate symbol.

When measuring text prediction accuracy using the perplexity as a metric,

the perplexity may, with enough training data, be improved by including the

boundary markers in the units, as some subwords appear often in specific

positions in words. This was also noted in Publication II from this thesis. How-
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ever, this may be hard to convert to improved accuracy in speech recognition

experiments.

One more possibility for modeling word boundaries is to not include boundary

markers in the n-gram model but add them as a special post-processing step

using a hidden-event language model, as was done in one of the experiments in

Publication VII. This approach was found to perform well with neural network

language models.

3.3 New segmentation approaches in this work

As discussed in Section 3.1, morphological segmentation accuracy is not the

optimal target for segmentation. A possible linguistic intuitive response to the

question is that common words tend to have more collocations given any finite-

sized training corpus. Thus, it sounds plausible that biasing the segmentation

so that the most common words tend to be less segmented and the least

common words more segmented could improve performance with probabilistic

language models. At least in the scope of this thesis, i.e. morphologically rich

and agglutinative languages, it was evaluated in unpublished experiments for

this thesis that a straightforward approach like keeping a prespecified number

of most common words unsegmented, while segmenting the others to characters,

is inferior to the probabilistic segmentation approches studied in this thesis.

Normally, the training of subword n-gram models happens in two steps: first,

inferring the subword segmentation, and second, training the n-gram model

over the segmented training corpus. Selecting the high-order subword n-grams

directly would be too difficult a computational problem. Today, fairly large

text corpora are available for training language models, and consequently,

large models may be trained from the corpus. Viewing the combined training

procedure from the minimum description length point of view, it is possible

that MDL-style optimization and inferring the subword segmentation is not

optimal for the training procedure as a whole. This is because the cost of

encoding any subword lexicon is mostly insignificant when compared to the

size of the language model trained over the segmentation. Thus, our idea was

to devise a training algorithm that would learn segmentation with as high a

unigram likelihood as possible without taking into account the cost of encoding

the lexicon.

The suggested greedy unigrams algorithm for deriving subword segmentations

that exhibit a high unigram likelihood on the training corpus was the subject of

Publication I, and an open-source implementation with extensions was the topic

of Publication II. In the suggested training algorithm, the vocabulary size must

be selected by the user. The algorithm utilizes the multigram [39, 40], which

is a model for sequential data with a distribution for the underlying subword

lexicon. The model includes an emission probability density function for the

cases where a multigram may emit different subwords. The experiments in this
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thesis concentrated on the special case in which one multigram was allowed to

emit only one subword. In [40], it was shown that the EM training procedure

with a forward–backward algorithm or the Viterbi approximation may be

used for inferring the model parameters. Even though the training procedure

resembled the inference for the HMM, the model may not be considered an

HMM because the different segmentations consisted of varying numbers of

multigrams. For the standard multigram model, the probability of a multigram

is not dependent on the context, meaning a unigram probability for the

subwords. The model has mostly found use in joint multigram training, which

is a common approach for learning G2P mappings [20]. Experiments in inferring

segmentations for words were included in [40] but without evaluation in real

benchmark applications.

The key question solved for the experiments in Publication I was scaling the

approach for segmenting large vocabularies while allowing long subwords in

cases where that improved the data likelihood. By not creating an explicit

search grid and by storing the subword lexicon in an efficient character–trie

data structure, one forward–backward pass over the words can be computed

in a fast manner. These advances allowed the use of a greedy likelihood

based pruning approach for inferring the subword lexicon, and the decrease in

likelihood of removing one subword from the lexicon can be computed accurately.

However, the algorithm implementation made use of an approximation where

multiple candidate subwords were evaluated for pruning, of which some subset

was pruned. In Publication I, slightly improved results were obtained when

compared to the Morfessor Baseline approach in a Finnish ASR task. In the

experiments in Publication V, the performances of the Morfessor Baseline and

the greedy unigrams approaches were close to equal in two speech recognition

settings, but the greedy unigrams approach was better in two settings. The

algorithm provides high speech recognition accuracy in many cases when a

large enough training corpus is available. However, in cases with less training

data or when the modeling of OOV words or rare words is more important,

Morfessor Baseline, or some other algorithm for inferring more morph-like

units may be a better choice. A recent publication also compared the speech

recognition accuracy of the Morfessor Baseline, Greedy unigrams and the byte

pair encoding segmentations in the WFST recognition framework [133]. In that

evaluation, Morfessor Baseline mostly achieved the best results. The byte pair

encoding based approach was not quite as efficient as the Morfessor Baseline

and the Greedy unigrams algorithms in these speech recognition settings.

Publication II extended the training algorithm for bigram dependencies

between the units in a segmentation under the assumption that the word

boundaries were modeled as a separate symbol. Bigram dependencies were

introduced over classes in [41], but to our understanding have not been used

directly over the segments. The bigram segmentation models provided fairly

efficient segmentations but did not improve the accuracy over the unigram-

based segmentations. The unigram-based segmentation was also extended to
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segment longer chunks of text in Publication II. The model could thus also be

used for text compression purposes but did not provide improvements in speech

recognition tasks in the experiments for this thesis. There has also recently

been related work from other authors. A subword segmentation approach

targeted at neural machine translation was published in [80], and a similar

type of pruning approach used for the greedy unigrams algorithm also proved

useful as an initialization for the Morfessor Baseline method [54].

3.4 Vocabulary expansion with
subword language models

For many languages, the available resources for building speech recognizers

and other natural language processing tools are scarce. Numerous studies

in recent years have addressed this issue by developing methods for dealing

with different under-resourced scenarios [19]. For instance, automatic speech

recognizers were evaluated by the The Defense Advanced Research Projects

Agency (DARPA) under the so-called Babel program [58, 37]. The evaluations

were later continued by the National Institute of Standards and Technology

(NIST) in the OpenKWS evaluations [106, 107], where the main evaluation

task in the program was a keyword search in conversational telephone speech.

The evaluations consisted of different language packs and evaluation conditions,

where a full language pack for one language consisted of around 60–80 hours

of transcribed speech. In the limited language pack condition, only 10 hours of

transcribed speech was available. In the first evaluation, recognizers were to

be built for 10 languages, but the number of evaluated languages has increased

for later evaluations.

While not addressing only morphologically rich languages, many of the

included languages, for instance Zulu, Tamil, Turkish, and Tagalog, were

morphologically rich. For these languages, the OOV rates in the evaluation are

high, peaking for Zulu at around 22 % for word tokens and 69 % for word types

in the limited language setting. Thus, different approaches for modeling the

OOV words are valuable in this task. Different strategies for dealing with the

high OOV rates have for the keyword search task consisted of using proxy words

for the OOV words [29] and pronunciation-based morphological subword units

[60]. The approach of expanding the recognition vocabulary by generating new

word forms was used in [120, 142]. Unlimited vocabulary speech recognition

is also a possibility, but it is unclear how large of a problem the issues with

G2P mapping would pose, given that the mapping is not as straightforward as

with the Finnish and Estonian languages. Even though some of the evaluated

languages, such as Turkish and Tamil, may not be considered truly under-

resourced languages, it is still often hard to find annotated conversational

speech resources. Thus, in conversational settings, there are often similar types

of problems as with under-resourced languages. In addition to the practical
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relevance in under-resourced scenarios, vocabulary expansion may also be

considered a subproblem of computational modeling of language acquisition.

Publication III experimented with methods for expanding the recognition

vocabulary for the Babel languages. Furthermore, two earlier studies have

targeted the same task, but with different approaches. In [120], Morfessor

CatMAP segmentation was utilized in a finite-state transducer (FST) based

framework for generating new word forms. In [142], the syllable segmented

pronunciation lexica were used as a basis for the extension. N-gram language

models were trained over the syllable sequences for generating phonetically

viable words, and then a P2G mapping was performed to obtain the graphemic

words.

The experiments in Publication III utilized another novel approach for the

vocabulary expansion task, where the Morfessor Baseline method [33] was used

for the word segmentation and N-gram and RNN language models were trained

over the segmentation. New word forms were generated from both the models

and were scored by linearly interpolated likelihood scores. Good results were

obtained, with improvements over both of the previously suggested approaches

[120, 142].
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4. Class language models

Selecting words in equivalence classes is a traditional approach to reducing

data sparsity in language modeling. Word classes have mostly been used in

applications where entities like dates, addresses, or names are modeled as one

equivalence class. However, class-based approaches may also be used more

generally for language modeling. With morphologically rich languages, the

training corpora are normally very sparse for training n-gram models over

words. Considering a standard n-gram model with entropy pruning applied,

the modeling of singleton and other rare words is difficult. Often the n-grams

for these rarely occurring words are pruned, and these words are modeled

through backing off to the unigram probability, meaning without real context

information. This approach, however, ignores some information in the corpus.

The context information available in the training corpus could possibly still be

used to improve the model, even if the counts are not used in an n-gram model

as such. The value of different word classifications is thus expected to increase

for the large vocabulary sizes required for morphologically rich languages.

An overview of earlier work in class-based language modeling is given in

Section 4.1, and new contributions from this thesis are discussed in Section 4.2.

4.1 Overview to earlier work

4.1.1 Class n-grams

The most common form of a class n-gram model [77, 24], which is also the

subject of the study in this thesis, is defined as

P (wi|wi−1
i−(n−1)) = P (wi|ci) × P (ci|ci−1

i−(n−1)), (4.1)

where the words w are clustered into equivalence classes c. The word history is

denoted by wi−1
i−(n−1) and the corresponding class history by ci−1

i−(n−1). After the

classification, the class membership probabilities P (wi|ci) and the class n-gram
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component P (ci|ci−1
i−(n−1)) are typically estimated with the ML estimates

P (w|c) =
f(w)∑︁

v∈C(w) f(v)
(4.2)

P (ci|ci−1
i−(n−1)) =

f(ci−(n−1), .., ci)

f(ci−(n−1), .., ci−1)
, (4.3)

where f(w) denotes the frequency of the word w, C(w) represents the class of

the word w, and f(ci−(n−1), .., ci) is the frequency of a class sequence.

4.1.2 Frequency-based class inference

Frequency-based approaches to inferring word classifications were introduced

in Publications [77, 24, 78]. The exchange algorithm originally given in [77]

and further analyzed in [78] is defined as

Algorithm 1: Exchange algorithm

1 compute initial class mapping

2 sum initial class based counts

3 compute initial perplexity

4 repeat

5 foreach word w of the vocabulary do

6 remove word from its class

7 foreach class k do

8 tentatively move word w to class k

9 compute perplexity for this exchange

10 move word w to class k with minimum perplexity

11 until stopping criterion is met

In the exchange algorithm, the classes are first initialized by some means

and then further refined by exchanging the words (or subwords) to classes that

maximize the likelihood. Another algorithm for automatically deriving word

classes with bigram statistics, the so-called Brown clustering, was introduced

in [24]. It is an example of an agglomerative clustering algorithm, meaning the

words first belong to a class of their own and the class merges with minimum loss

in the model perplexity are performed until the desired number of equivalence

classes is reached. A later work [90] discussed efficient implementations for the

exchange algorithm using word–class and class–word statistics and extended

the clustering to trigram statistics. The finding was that the trigram clustering

improved modeling with a small number of classes but was worse for a larger

number of classes. The best overall results are normally obtained with bigram

statistics. A more recent study [22] evaluated a multithreaded implementation

for the exchange algorithm and compared the accuracies of the exchange

algorithm and the Brown clustering. Results were also given for the clustering

using trigram statistics with the same outcome as in [90] (i.e., bigram statistics),
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mostly resulting in better modeling accuracy. The classes were also used to

factorize the output layer of an LSTM neural network language model.

4.1.3 Linguistically motivated classes

An approach to creating hierarchies of linguistically defined classes was sug-

gested in [91]. In experiments for English language modeling, the class-based

model improved perplexity by 7% relative compared to a baseline trigram

model. However, the requirement for accurate linguistic classifications could

hinder application of the model in many use cases. The model accuracy may

also be limited by the granularity of the prespecified classes.

Category n-gram [101, 102] is a generalization of the class n-gram model

that allows the words to belong to multiple categories. It can thus be used for

modeling the different part-of-speech (POS) classifications for one word form.

Experiments for English language modeling and speech recognition showed that

an effective model could be trained using POS tags as classes for the Switch-

board conversational telephone speech transcriptions [101]. Later experiments

showed that automatically derived classes performed better, possibly due to the

increased number of classes [100]. Different forms of category n-gram models

were evaluated in [153] for English and Russian language modeling, and larger

gains were obtained for the Russian corpus, likely due to the larger vocabulary

size and increased sparsity. Morphological classes were evaluated for Czech

language modeling in [25]. In these experiments, the perplexity improvements

were greater with less data and diminished with a larger corpus. Still, around

10 % improvement was reached in a large corpus setting.

4.1.4 Speech recognition experiments

Class n-gram models have been evaluated in English speech recognition tasks

in [152, 90]. In the former work, a 2.2% relative improvement in WER was

obtained in lattice rescoring experiments in a BN task with a vocabulary size

of 65,000 words. In the latter, a 3.7% relative improvement was observed in

the North American business news (NAB) task through lattice rescoring where

the vocabulary size was 20,000 words. More recent experiments used word

classifications with an RNN-based language model, which provided a 2.3%

absolute improvement when interpolated with a Kneser-Ney smoothed n-gram

model [130].

Other works have evaluated class n-gram models for different European

languages. In [88], the results of a dictation task for many languages showed

improvement when the models were interpolated. The dictation task was

apparently quite hard, as the perplexities in one English evaluation were in the

several thousands, and even a stand-alone class n-gram model provided better

results when compared to the standard word n-gram model. Class n-gram

models may thus be useful in high-perplexity scenarios, even for English.

39



Class language models

Work on Lithuanian language modeling and speech recognition [144, 143] eval-

uated class n-gram models derived automatically with the exchange algorithm.

In these experiments, a large vocabulary of 1.2 million words was used, and the

class n-gram interpolation improved the word-error rate by 5.2% relative using

n-best list rescoring. The corresponding perplexity reduction was up to 13 %

relative. In addition, the word-based recognizer was compared to a recognizer

using a particle (subword) recognition approach, and the word-based recognizer

outperformed the subword approach, with a large margin of 8% absolute. This

differs from the results reported for Finnish and Estonian speech recognition

tasks, in which the subword recognizers have provided state-of-the-art accuracy

[36, 67, 65].

A class-based output layer for neural network language models was used

in conversational speech recognition experiments for Finnish and Estonian in

[46, 47].

4.2 Contributions of this thesis

The motivation to study class n-gram models for Finnish and Estonian speech

recognition derived from the large vocabulary sizes and type-to-token ratios for

these morphologically rich languages. These properties are likely to increase

the value of different word classification schemes with respect to the word-

based approach. For this thesis, both bigram and trigram clustering exchange

algorithms were developed; however, the trigram exchange algorithm does not

scale for the large word vocabularies used in this work. Experiments with a

subword segmented corpus have resulted in the same outcome where bigram

statistics yielded better results compared to the trigram statistics.

In the experiments of Publication IV, we were able to apply class n-gram based

approaches to the very large vocabularies used for Finnish and Estonian BN

tasks. When compared to a baseline recognizer using an unlimited recognition

vocabulary, a better result was obtained for Finnish, and an equal result for

Estonian, by linearly interpolating a word-based n-gram model and a class-

based n-gram model in the first recognition pass. The very large vocabulary

speech recognizer could also operate efficiently, with similar or even faster

decoding speed as compared to the unlimited vocabulary recognizer.

In Publication VIII, we extended the class-based approach to also be used as

a look-ahead model during decoding to improve the large vocabulary search.

This approach is discussed in more detail in Chapter 5 on decoding.

The thesis studies continued by experimenting with morphologically moti-

vated classes for Finnish and Estonian in Publication V. For Finnish, open-

source morphological analyzers like Omorfi [112] have been available for some

years, while for Estonian, a morphological analyzer became available in the

EstNLTK [108] package.

We experimented utilizing the morphological classes for initializing a class-
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based model that allowed words to belong to multiple classes. This model was

used just for the class sequence in [81] and later in the word-marginalized form

that we used in [102].

The model we used had three types of parameters: class generation probabil-

ities, n-gram parameters, and class membership probabilities. The model can

be written as follows:

P (wi|wi−1
i−n−1) =

∑︂
j

(︄
P (wi|cji) ×

∑︂
s

(︄
P (cji|s) ×

i−1∏︂
k=i−n−1

P (csk|wk)

)︄)︄
(4.4)

where j denotes a possible class for the word wi, and s is the different class

sequences generated by the word history wi−1
i−n−1. This model assumes that the

classes in the word history are generated independently of the other classes.

This is likely a reasonable approximation considering that the n-gram term

in the model is context-dependent. Moreover, the large vocabulary sizes we

apply in this work would pose challenges for more complex modeling of the

class generation.

In Publication V, it was shown that the model in question can be trained

via an expectation maximization (EM) algorithm. The details for the EM

derivation and training can be found in that publication. The morphological

class-based model as specified in Formula 4.4 was in most cases not quite as

efficient as purely statistically inferred classes. In order to reach good modeling

accuracy using the morphological classes, some further challenges needed to

be solved. Because the morphological analyzer is not able to analyze all the

word forms in the corpus, these words need to be tagged by some means.

Initial experiments showed, that simply discarding these remaining words

will lead to higher OOV rates and increased error rates in speech recognition.

Also, the output of the morphological analyzer is sometimes quite fine-grained.

While naturally being a desirable property for a morphological analyzer, this

leads to quite a high number of classes and possible data sparsity issues for

language modeling. Some POS or morphological classes may also be rather

large, containing even hundreds of thousands of words forms. These classes

are, consequently, not particularly efficient for language modeling.

The approach introduced in Publication V aimed to solve these issues. First,

a morphological class-based model with multiple classes per word was trained

from the morphological analyses using an EM training procedure. This model

was in the later training iterations used to tag the remaining unanalyzed

word forms to morphological classes. The training proceeded by constraining

only one class membership per word, after which the classes were refined

using a merging and splitting approach. The resulting classes contained words

that mostly shared the same major POS tag and had similar morphological

properties. These classes were found to be efficient, but the classes could

also be improved by running the exchange algorithm with varying constraints.

A particularly efficient approach for small training sets was to constrain the
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exchanges to the superclass that was created during the merge phase.

The results provided in Publication V showed that by utilizing the output

of a morphological analyzer, much improved classifications could be achieved,

particularly in cases where only a small training corpus was available. The

results have importance in less-resourced tasks, and also, as demonstrated in

the publication, in language model adaptation with a small in-domain training

corpus. The language modeling and recognition experiments were also extended

by using neural network language models for both perplexity evaluations and

to rescore n-best hypotheses from the first recognition pass.
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5. Decoding

A decoder is one of the key components of a speech recognizer. It performs

the search for the best result hypotheses using the lexicon and the statistical

acoustic and language models. Efficient and accurate decoder construction is

especially important in the case of a subword-based lexicon or if a very large

word lexicon is used. An overview of decoder architectures is given in Section

5.1. Different decoding graph constructions were studied in Publication VI

and are discussed in Section 5.2. In addition, hypothesis recombination and

pruning are important search methods, and they are discussed in Sections 5.3

and 5.4. Language model look-ahead is another important component in an

efficient decoder, and some new approaches for computing language model

look-ahead scores were evaluated in Publications VI and VIII. Language model

look-ahead is discussed in Section 5.5. Finally, the decoding algorithm used

for all of the decoders used in this thesis is described in Section 5.6.

5.1 Overview of decoding

Decoders generally fall into the categories of dynamic and static decoding [8].

In a dynamic decoder, the language model scores are not stored in the search

graph but are applied dynamically, whereas in a static decoder, the language

model probabilities are included in the search graph. A static decoder is

normally constructed via weighted finite-state transducers (WFSTs) [94]. The

most common dynamic decoders are called stack decoders, which use either a

depth-first search approach or a breadth-first (time-synchronous) token-passing

approach. In the dynamic time-synchronous decoding approach, the allowable

word sequences are normally encoded using a re-entrant lexical prefix tree [97].

There also exists some approaches for using WFSTs in a dynamic decoder

[124, 45]. In this thesis, the lexical prefix tree approach is used. During

decoding, tokens representing one search hypothesis are propagated in the

resulting graph [157]. The search space of a dynamic decoder can be organized

primarily either according to the graph nodes (token-passing) or the language

model contexts (word-conditioned search). For a discussion regarding the
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differences and the relative strengths of the approaches, see e.g. [103]. In

the experiments in this thesis, the token-passing approach is used. Different

search methods, including hypothesis recombination, beam search [98], and

language model look-ahead [137] are also required to limit the number of active

hypotheses and keep the search effort tolerable.

Proper cross-word acoustic modeling is also known to be important for speech

recognition accuracy [132]. For this purpose, the cross-word modeling paths

can be created on-the-fly [132] or pregenerated into the decoding graph [43].

In this thesis, the cross-unit and cross-word modeling was included in the

decoding graphs as in [43].

The starting point for the experiments in this thesis was the decoder published

as part of the AaltoASR package [116, 1]. This decoder has good support for

unlimited vocabulary speech recognition using subword n-gram models and is

also able to recognize fairly large vocabularies using word-based n-gram models.

The word boundary modeling in the earlier AaltoASR unlimited vocabulary

decoder was created using dedicated word boundary symbols, but in this thesis,

the decoder was extended to support constrained vocabulary recognition using

subword n-gram models. Additionally, three new graph types for unlimited

vocabulary recognition were implemented and evaluated. In these graphs, the

word boundary was modeled as a part of the first or last subword of the word,

or alternatively, it was redundantly in both of them. The supported vocabulary

size for word-based recognition was increased, and the search method was

slightly improved and generalized to support different graph types using the

same decoding algorithm.

Scaling the dynamic decoding approach to very large vocabularies (millions

of word forms) has proven to be problematic in earlier studies, and often, the

vocabulary sizes have needed to be constrained to around 60,000–200,000 of the

most frequent word forms in the training corpus [123, 115]. However, a more

recent study [135] experimented with a large vocabulary of 2.4 million word

forms in an Arabic speech recognition task. As seen also in the experiments

in this thesis, it is possible, in principle, to scale all the required algorithms,

meaning the graph construction (Section 5.2.1), look-ahead model (Section 5.5)

and pruning methods (Sections 5.3 and 5.4), for very large vocabularies.

Naturally, the question arises whether the number of search errors increases

while growing the vocabulary size or moving to an unlimited vocabulary

recognition. An earlier work evaluated the number of errors caused by a search

in unlimited vocabulary recognition and found it to be a fairly small source

of errors [66]. In comparison to that work, the methods used in this thesis

showed an improvement in the recognition rate. Word-based recognition, on

the other hand, is a comparatively simpler task, as the number of possible word

combinations is smaller. This can also be seen in practice by observing the

mean number of tokens using the same beam settings, meaning that the number

of tokens is mostly lower for a constrained vocabulary recognizer. There are,

however, practical challenges, as the graph size is large, and the word labels
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are unevenly positioned in the graph. The percentage of recognition errors was

fairly small with the decoder utilized for the experiments in this thesis, and

the same was true with word-based recognition.

Increasing the search beams, even by a large margin, improved the likelihood

only minimally, with no notable difference in the error rates. The remaining

errors are likely pathological by nature and are hard to decode correctly, at least

with the evaluated methods. A recent study applied incremental backward

passes to the decoding [105], which proved to be an efficient method of reducing

errors in the decoding. However, it seems that almost the same results could be

obtained by increasing the search beams for the standard forward recognition

passes.

5.2 Decoding graph construction

An important part of the experiments in this thesis was comparing different

language modeling units, such as words and subwords, so some general proper-

ties were required from all the recognition graphs under study. In most cases,

the different graph types should contain the same HMM sequences for the

same orthographic word sequences. This is a reasonable requirement for at

least the native words in Finnish and Estonian recognition tasks but would not

strictly hold if, for instance, different pronunciation variants were estimated

to better model the foreign proper names or abbreviations. However, in the

experiments in this thesis, the pronunciation lexicons were such that strictly

the same HMM paths were used in all cases.

It would, for example, be possible to use subword units in a normal word-

based speech recognizer. The pitfall in this case would be that the recognizer

would allow silence paths between all the subword units, even if a word break

would not appear in the result. It was shown in [133], that this naive approach

is, depending on the task, slightly or much worse when compared to a proper

graph construction.

The other requirements depended on the specifics of the acoustic model

training, but they may be derived from the requirement of the HMM sequences

for the same orthographic words. In these experiments, the following paths

were included between the units:

� Context-breaking silence between words.

� Cross-word path with continuing triphone context between words. A

short silence was allowed between the words.

� Cross-subword path with continuing triphone context between the sub-

words. Silence was not allowed between the subwords.

The traditional word-based graph is described in Subsection 5.2.1. A novel

approach of using a graph with a word-based vocabulary and subword-based
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language model was the topic of Publication VI, which is described in Subsection

5.2.2. The graphs for unlimited vocabulary recognition using subword-based

language models are discussed in Subsection 5.2.3.

5.2.1 Word-based decoding

*

_Ta
tAl aLo

TALO

lOa

TALOKIN

lO_

*

TALOA

TALOAKIN

oA_

lOk oKi kIn iN_
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Figure 5.1. Example decoding graph for word n-grams. Gray nodes depict the n-gram
identifiers.

Figure 5.1 contains an example of a simple word-based recognizer using the

re-entrant lexical prefix tree construction [97]. The cross-word modeling is

omitted from this image but would be included in the final recognition graph.

After adding the cross-word paths, the graph can be compacted by tying the

suffixes. When propagating tokens in the graph, the language model score is

updated in the word identifier nodes, and acoustic model scores are updated

in the HMM identifier nodes. In this graph, the transition probabilities are

included in the arcs, and the propagation of a token stops when it reaches

an HMM identifier node. Different organizations of the graph would also be

possible. A unit testing harness was used to ensure the correctness of the

graph construction. The vocabulary size used for the experiments in this

thesis was 2.4M word forms for Finnish and 1.6M word forms for Estonian.

When recognizing very large vocabularies, it is beneficial to interpolate the

word-based n-gram with class-based and subword-based models, as was studied

in Publications IV and VIII.

5.2.2 Subword-based constrained vocabulary decoding

Publication VI evaluated constrained vocabulary recognition with subword

n-gram models, concentrating on graph construction and properties in the

decoding. One shortcoming of the unlimited vocabulary recognition approach

is that, sometimes, nonsense words or very rare word forms are included in the

recognition hypotheses. The percentage of these words depends much on the

task at hand. For the Speechdat evaluation task in Publication VI, the ratio of

nonsense words was evaluated to be 1.4% of the recognized words. In addition,

even though not clearly incorrect, 0.35% of the words would have required

a better pronunciation variant or were otherwise problematic. It thus seems

clear that if a low enough OOV rate is reached, the constrained vocabulary

approach may provide better results. In practice, it proved hard to improve

the recognition rate just by using the constrained vocabulary, even though

avoiding the nonsense words may be preferable in some use cases.
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The experiments were further continued in Publication VII, where the con-

strained vocabulary approach was evaluated in cases with less training data. In

these experiments, improvements were obtained by augmenting the vocabulary

with forms not in the language model training corpus. This would be a realistic

scenario for many agglutinative minority languages like Sami, for which written

resources are scarce, but where, for instance, morphological analyzers may be

available for generating missing word forms. Also, for languages with more

resources, augmenting the vocabulary with the help of dictionaries or morpho-

logical analyzers is likely to improve the vocabulary coverage and, consequently,

recognizer error rates.

The constrained vocabulary recognizer using subword n-gram models also

allows one to study whether the recognition rate has improved because of the

reduced OOV rate or improved language model estimates when comparing a

word-based recognizer to an unlimited vocabulary subword-based recognizer.

As the training corpora for morphologically rich languages are mostly very

sparse when words are used as units, it would be expected that there are

cases where subword n-gram models provide better estimates with the same

recognition vocabulary. In Publication VI, the results were close to equal with

the same vocabulary sizes. However, in the experiments in Publication VII,

the result improved with the Estonian dataset in comparison to a word-based

recognizer using the same recognition vocabulary.

One possible motivation to opt for constrained vocabulary recognition with

subword n-gram models is that word-level pronunciation variants may be

used. For the Finnish and Estonian languages, the G2P mapping is quite

straightforward for the native words. However, optimizing the lexicon for

foreign proper names and acronyms poses challenges for the short morph-like

subword units. The lexicon construction in this case has been studied in more

detail in [89]. In the case of Arabic, the use of diacritics and omitting vowels

from the written text poses challenges for the subword n-gram approaches.

Also, for other morphologically rich languages, the G2P mapping is not quite

as straightforward as for Finnish and Estonian.
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Figure 5.2. Example decoding graph for subword n-grams and a constrained vocabulary.
Gray nodes depict the n-gram identifiers.

Figure 5.2 depicts a constrained vocabulary recognizer using subword n-gram

models. Another advantage of this type of recognizer is that smaller-sized

language models may be used and the graph can be more efficiently tied, as

was seen in the experiments in Publication VI.
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5.2.3 Subword-based unlimited vocabulary decoding

This work concentrates on unlimited vocabulary decoders, which allow arbi-

trary segmentations of words to subwords. This is a reasonable requirement

because any machine learning algorithm can then be applied for inferring the

segmentation of words to subwords. However, some care is required in the

graph construction, especially with subwords consisting of only one phone.

An important consideration when constructing a graph for unlimited vocabu-

lary recognition is the word boundary modeling. The standard approach in the

AaltoASR decoder has been to model the word boundaries as a special symbol

[151, 65]. In this case, the main graph construction does not differ substantially

from a standard word-based recognition graph. The word boundary symbol

needs to be included in the context-breaking silence path and in an optional

path through the cross-unit network. Subwords which consist of only one phone

need special treatment at both the start and the end of the graph and in the

cross-unit network.

Word boundaries may also be modeled as part of the subword units without

a dedicated word boundary symbol, and the word boundary marker can be

included in either the first or last subword of each word. The graphs may, in

this case, be created by constructing two separate prefix trees, one for the pure

prefix or suffix subwords and another for the non-prefix or non-suffix subwords.

In addition, two separate cross-unit networks are required, one cross-subword

network between these trees and a cross-unit network that connects from both

trees to the beginning or end of the words. Many additional loops are required

to allow one-phone subwords in all positions in the words. A unit testing

harness will be helpful if implementing these graphs in practice. A further

possibility is to mark the word breaks redundantly in both the first and last

subword of the word.

All four possible constructions were implemented for this thesis. A similar

study was conducted for the subword language modeling experiments within

the WFST framework in [133]. In that work, the traditional approach using

the word boundary symbol and the redundant approach of marking the word

breaks to both the beginning and the end of the word, provided the best results.

For the experiments in this thesis, fairly similar results were observed, even

though interpolating with class-based models seemed to improve the result for

the other graph types in some cases.

5.3 Hypothesis recombination

Hypothesis recombination concerns tokens that were propagated to the same

graph node and share the same n-gram model state. Normally, the Viterbi

approximation is used, and the decoder performs the search only for the most

likely state sequence for each recognition hypothesis. Consequently, if tokens
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with the same n-gram model state are propagated to the same graph node, the

tokens with the worse likelihood may be discarded. This holds even if more

diverse hypotheses are desirable, for instance, in a second recognition pass.

In that case, the hypothesis for the discarded tokens may still be included

in a recognition lattice. Sometimes, for example with a trigram model, the

hypothesis recombination is applied with the last occurring words. This type of

recombination would clearly not be optimal for cases such as with the long-span

subword n-gram models. Using the n-gram state as the recombination criterion

results in the most effective recombination. This criterion was used for n-gram

model represented as a finite-state transducer in [64, 1]. A similar construction

is also possible for a standard tree-organized n-gram model and was used in

this thesis. As back-offs from the leaf nodes of the n-gram tree may be taken

immediately, state indexes do not need to be assigned for these nodes, further

improving the recombination efficiency.

5.4 Pruning methods

When decoding with a large vocabulary, the number of different search hypothe-

ses and the number of search tokens grows rapidly. In order to keep the search

effort tolerable, the most unlikely search hypotheses are discarded. Normally,

a global likelihood beam is applied in each audio frame, meaning that tokens

are discarded when the total accumulated likelihood falls below a threshold in

comparison to the token with the highest likelihood [98]. Additional likelihood

beams are also useful in further reducing computational complexity. The

decoder in this thesis applied a tighter beam in each active node in the graph.

Another so-called word end beam [98] may be applied for tokens where the

language model probability was updated during the current frame. These

tokens have an accurate language model likelihood and a tighter beam may

be applied to limit the number of different search hypotheses propagated in

the graph. The global beam and the node beam were applied to scores that

included the look-ahead score as defined in Section 5.5. The word end beam

was applied for the total likelihoods excluding the look-ahead score.

5.5 Language model look-ahead

Language model look-ahead [137, 109] is known to improve the time-synchronous

beam search accuracy by incorporating information about the language model

scores as early as possible. The look-ahead method utilizes the quantity:

π(n, h) = max
w∈W (n)

p(w|h), (5.1)

where n denotes a node in the recognition graph, h the recognition history

for the recognition hypothesis, w is one word and W (n) is the set of words
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reachable from the graph node n. This quantity is added to the total likelihood

of the recognition hypothesis and updated as the token progresses in the graph.

As a full-order look-ahead is in most cases computationally expensive, a lower

order n-gram model is normally used for this purpose. A unigram look-ahead

model is computationally simple because only one probability needs to be

stored for each node in the graph. As previously discussed in [109, 116], the

bigram look-ahead model incurs some computational cost that may be avoided

by updating the look-ahead probabilities only in the first nodes of the lexical

prefix tree.

In this work, however, different language modeling units are evaluated with

varying graph constructions. For instance, the approximation which computes

the look-ahead scores in the initial nodes, would fail for the constrained

vocabulary subword decoder, where the language model identifiers are spread

along the word paths. The unlimited vocabulary subword graphs also contain

special loops for the subwords that consist of only one phone. The look-ahead

probabilities for word-based recognition of Finnish would also not be very

accurate due to the large vocabulary sizes and long words. Thus, in the

experiments of this thesis, only non-approximate look-ahead algorithms were

used, and the look-ahead probability was always computed exactly according

to the look-ahead n-gram model. Another recent article also mentions the

possibility of assigning look-ahead scores in this way in word-based recognition

[104].

In the following subsections, algorithms are described for determining the look-

ahead states and assigning the look-ahead scores. Subsection 5.5.1 describes

the algorithm for computing the unigram look-ahead probabilities, and Section

5.5.2 provides the algorithm for determining the look-ahead states. Finally,

algorithms for computing the bigram look-ahead scores for subword-based

decoding are described in Subsection 5.5.3, and the class bigram look-ahead

scores for very large vocabularies is described in Subsection 5.5.4.

5.5.1 Unigram look-ahead

Algorithm 2 may be used to assign unigram look-ahead probabilities to all the

graph nodes. There, G stands for the graph nodes, Gw for the graph nodes

containing a word identifier, n for one node in the graph, V for the vocabulary,

p for the array of look-ahead probabilities, p(w) for the unigram probability

of word w and the nodes operator maps the word w to graph nodes with the
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corresponding word identifier.

Algorithm 2: Unigram look-ahead

1 p := []

2 foreach n ∈ G do

3 p[n] := undefined

4 Vsorted := w ∈ V descending order by p(w)

5 foreach w in Vsorted do

6 nodesToProcess := nodes(w)

7 while size(nodesToProcess) > 0 do

8 n := pop first element of nodesToProcess

9 p[n] := p(w)

10 foreach predecessor node np of node n do

11 if np ̸∈ Gw and p[np] = undefined then

12 push np to nodesToProcess

Even though a higher order look-ahead model normally provides better

accuracy, this approach is still efficient to compute and provides reasonable

recognition accuracy for all the decoding graphs.

5.5.2 Determining look-ahead states

To be able to efficiently compute the look-ahead scores for a higher order

n-gram model, it is useful to divide the graph nodes to look-ahead equivalence

states that share the same successor words. These states can be computed

51



Decoding

using Algorithm 3.

Algorithm 3: Algorithm for determining look-ahead states

1 s := []

2 foreach n ∈ G do

3 s[n] := undefined

4 smax := 0

5 foreach w ∈ V do

6 wordPropagated := []

7 foreach n ∈ G do

8 wordPropagated[n] := false

9 s∆ := {}
10 nodesToProcess = nodes(w)

11 while size(nodesToProcess) > 0 do

12 n := pop first element of nodesToProcess

13 sn := s[n]

14 if s∆[sn] then

15 s[n] := s∆[sn]

16 else

17 s[n] := smax

18 s∆[sn] := smax

19 smax := smax + 1

20 wordPropagated[n] := true

21 foreach predecessor node np of node n do

22 if np ̸= nroot and np ̸∈ Gw and not wordPropagated[np] then

23 push np to nodesToProcess

The algorithm propagates backwards from the word identifier nodes, updating

equivalence state indices on the way. The final look-ahead states for each graph

node will be stored in the array s. The associative array s∆ contains the

state index updates for the current step. The temporary data structures

wordPropagated and nodesToProcess store the information whether the word

w was propagated to a node and the set of nodes that still need to be processed

for the word w. While the look-ahead states could be computed by other means

for the word-based graphs, it is beneficial to use this approach especially in

subword-based graphs as the graph structure is more complex.
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5.5.3 Bigram look-ahead for subword decoding

Algorithm 4: Algorithm for computing bigram look-ahead probabilities

for subword-based decoding

1 initialize laScores := [|L|][|V|]
2 create reverse arcs in the graph

3 compute G ↦→ L with the algorithm 3

4 propagate unigram look-ahead scores πunigram(l) according to the Algorithm 2 a

5 foreach l ∈ L do

6 foreach w ∈ V do

7 laScores[l][w] := pwbackoff * πunigram(l)

8 compute a reversed bigram model

9 foreach n ∈ Gw do

10 find the preceding look-ahead states by propagating backwards

11 foreach wcontext for wn in the reversed bigram model do

12 foreach preceding look-ahead state l do

13 laScores[l][wcontext] = max(laScores[l][wcontext], p(wcontext, wn))

aunigram scores are for this purpose computed starting from the root node
of the bigram look-ahead model

The algorithm 4 computes the bigram look-ahead scores for a decoding graph,

when the mapping from the graph nodes G to the look-ahead states L has

been computed. There, the wn is used to denote the word identifier in node n

and laScores is a two-level array for storing the computed look-ahead scores.

The algorithm may be used as such in unlimited vocabulary recognition. For

constrained vocabulary recognition, the memory requirements are lower if the

look-ahead scores for the inner nodes of the graph are stored in an associative

array. This algorithm is also suitable for word-based recognition with small

to medium vocabulary sizes. The precomputation takes a few minutes with

current PC hardware and the vocabularies evaluated in this work.

5.5.4 Class bigram look-ahead for very large word-based
vocabularies

Algorithm 4 does not easily scale to the very large vocabularies needed for word-

based recognition for agglutinative languages. This is mainly due to the large

number of look-ahead states and the consequently increased computational

requirements and memory consumption. However, a non-approximate bigram

look-ahead could be implemented in this case. That approach had limited

practical value, given that the precomputation time was long and the memory

requirements during decoding were high. The outcome from the experiments

in Publications VI and VII was that for Finnish, the difference was close to

zero, and for Estonian, a small improvement of 1% relative compared to the
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unigram look-ahead was obtained.

A novel approach described in Publication VIII was to use a class-based

bigram model as the look-ahead model during decoding. This proved an efficient

approach, especially with very large vocabularies. In addition to the benefit

of being efficient to estimate, it also provided better recognition accuracy

compared to a bigram model. It is likely that a unigram model is sufficient

to improve the recognition of common words, and increasing the order of the

standard n-gram model is not necessarily beneficial for less common words.

With a class-based bigram model, the rarer words and word combinations get

improved look-ahead scores and are more accurately either included in the

decoding beams or pruned off by the beam search. The class-based approach

can, thus, especially help in improving the recognition accuracy for rarer words.

Also, the scores can be looked up from a precomputed array, thus improving

the recognition accuracy, especially with low real-time factors.

Algorithm 5: Algorithm for computing class n-gram look-ahead equiv-

alence states

1 s := []

2 foreach n ∈ G do

3 s[n] := undefined

4 smax := 0

5 foreach c ∈ C do

6 classPropagated := []

7 foreach n ∈ G do

8 classPropagated[n] := false

9 s∆ := {}
10 csortedwords := w ∈ cwords descending order by p(w|c)
11 foreach w in csortedwords do

12 if p(w|c) < p(wprevious|c) then

13 s∆ := {}
14 nodesToProcess = nodes(w)

15 while size(nodesToProcess) > 0 do

16 n := pop first element of nodesToProcess

17 sn := s[n]

18 if s∆[sn] then

19 s[n] := s∆[sn]

20 else

21 s[n] := smax

22 s∆[sn] := smax

23 smax := smax + 1

24 classPropagated[n] := true

25 foreach predecessor node np of node n do

26 if np ̸= nroot and np ̸∈ Gw and not classPropagated[np] then

27 push np to nodesToProcess
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The look-ahead equivalence states for a class n-gram model can be computed

by the Algorithm 5, where G stands for the graph nodes, Gw for the graph

nodes containing a word identifier and C denotes the classes in the class n-gram

model.

The algorithm propagates backwards from the word identifier nodes towards

the initial node, updating equivalence state indices on the way. Running the

algorithm took around half a minute using an Intel Xeon E3-1230 v5 processor

in the experiments in Publication VIII. Further computing the look-ahead

scores to an array took a few minutes.

5.6 Outline of the decoding algorithm

In this thesis, the decoding algorithm in Algorithm 6 was implemented and

used in most of the recognition experiments. The algorithm combines the

techniques described earlier in this chapter (i.e. hypothesis recombination 5.3,

different pruning methods 5.4, and a look-ahead model 5.5). The different

graph types were created in a separate step, and the look-ahead model was

selected separately for the corresponding graph type. In addition to these

task-specific steps, the algorithm was verified to work well for all graph types.

Many of the techniques used in the algorithm 6 are fairly standard for the

dynamic decoding approach. However, the way in which the techniques are

combined to the final decoding algorithm is important and may, in some cases,

have a big impact on both the recognition speed and recognition accuracy.

One important point to consider is that the hypothesis recombination is an

expensive operation because a dictionary lookup is required for the tokens

propagated to the same node. Hence, it is preferable to perform all pruning

operations before the hypothesis recombination. One of the aims in Algorithm

6 was to apply the beam pruning as early as possible for each frame to be

recognized.

The graph sizes may be substantially reduced by tying the suffixes and the

cross-word part of the network, as was done in Publication VI. Another recent

work also explored the impact of graph tying for decoding [124]. The finding

was that graph tying had no impact on the operation of the decoder. In the

experiments for this thesis, the outcome was different, as the graph tying had

some impact on both the speed and the decoding accuracy, at least if the search

beams were not raised. It may be that the large vocabulary sizes, subword

n-gram models, or a differing organization of the search impacted the results.

Also, the combination of graph tying along with the hypothesis recombination

may in some cases improve performance.

Another implementation detail was that the tokens were passed by value,

and the recognition history was stored separately. This bears the advantage

that the token propagation and the pruning methods were efficiently applied

without pointer arithmetics.
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Algorithm 6: Outline of the decoding algorithm

1 foreach audio frame f do

2 propagatedTokens := [ ]

3 foreach node n ∈ Gactive do

4 foreach token t in the node n do

5 propagate token to all HMM state nodes reachable from the current

node and update language model and look-ahead probabilities

during the propagation

6 foreach propagated token t′ do
7 update current node t′node
8 update acoustic model probability t′ac
9 update look-ahead probability t′la

10 if t′p < (pbest − bglobal) then discard t′

11

12 if t′p < (pbest(t
′
node) − bnode) then discard t′

13

14 update best node probabilities

15 update best global probability

16 append t′p to propagatedTokens

17 foreach token t′′ in propagatedTokens do

18 if t′′p < (pbest − bglobal) then discard t′′

19

20 if t′′p < (pbest(t
′′
node) − bnode) then discard t′′

21

22 if t′′lm updated and t′′p < (pbest(wordend) − bwordend) then

23 discard t′′

24

25 apply histogram pruning

26 if G′
active[t

′′
node]{t′′state} not set or t′′p > G′

active[t
′′
node]{t′′state} then

27 G′
active[t

′′
node]{t′′state} := t′′
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6. Statistical models of morphology as
predictors in a visual lexical
decision task with eye tracking

Publication IX studied how statistical morphological models predict reaction

times and eye-tracking measurements in a visual lexical decision task. The

aim of this study was to better understand the processing units involved at

different stages of human visual word recognition. This chapter starts with

an introduction to the mental lexicon and word recognition in humans in

Section 6.1. Linear mixed-effects models, commonly used for analyzing data

with complex fixed and random effects, are introduced in Section 6.2. Finally,

Section 6.3 discusses the experiments in Publication IX and the contributions

of this thesis.

6.1 Word recognition in humans

The mental lexicon is a term used in early psycholinguistic theories to denote a

mental dictionary thought to package together all of the orthographic (spelling),

semantic (meaning), and phonological (pronunciation) information about known

words [121].

Word recognition research is central to notions regarding the different levels

of analysis in language processing, attention, and memory [12]. According

to [12], the lexical unit is ideally suited for such work because words can be

analyzed at many different levels—for example, features, letters, graphemes,

phonemes, morphemes, and semantics.

One of the most important observed effects with human word recognition is

the word frequency effect, which refers to the observation that high-frequency

words are processed more efficiently than low-frequency words. The effect has

already been observed in very early experiments from the 1930s, e.g. [114].

Cognitive effort requirements for the processing of high- and low-frequency

words were studied for example in [95]. The outcome in [95] was that recognizing

low-frequency words required greater effort than recognizing high-frequency

words. However, perhaps due to this effort, the low-frequency words were

also more accurately recognized in terms of hit rates and false alarm rates,

compared to the high-frequency words. For a more recent review of the word
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frequency effect and related literature, see [26].

The visual lexical decision task [92] is a common psycholinguistic task in

which the participant is shown different stimulus words. Half of the words are

typically correct words of the studied language, and half are pseudo-words,

meaning words that bear no specific meaning. The pseudo-words are typically

selected so that their phonotactical and other properties make them seem to

plausibly belong to the language. A participant must decide as quickly as

possible whether the word being shown is a real word or not, yielding reaction

times and error rates as the dependent measures. The visual lexical decision

task is commonly used for studying areas such as the word frequency effect

and for other word recognition related research.

At the present time, large corpora are available and may be used for estimating

the surface frequencies of words. Using a corpora of subtitles from television

programs has been shown to yield good surface frequency estimates for the

English [27, 145] and Greek languages [44]. The estimates correlated more

accurately with the lexical decision time responses when compared to a corpus

of written text [27, 44, 145].

6.1.1 Word recognition models

The recognition of morphologically complex words has been an active research

topic in psycholinguistics for a long time, and most models in this area assume

some type of segmentation into morphological constituents taking place during

the processing. The so-called full-form models claim that all of the known

words are initially accessed via their whole-word representations [28], even

though segmentation could take place in the later processing stages.

Conversely, the full decomposition models [138, 139] assume that all words

are represented as morphemes. The frequency of the word stem has been

shown in most cases to impact the efficiency of processing the word, which

was coined the base frequency effect [138]. In the experiments, the stimulus

words had matched surface frequency, but the frequency of their stems or the

base frequency was manipulated. For both inflected and uninflected words, the

words with a higher base frequency were recognized faster. This was taken as

evidence that the word forms sharing the same stem are encoded together in

the mental lexicon.

In contrast, also a so-called reverse base frequency effect [139] has been

observed, in which processing is slower for words with higher base frequencies

compared to words with matched surface frequencies but lower base frequen-

cies. If an obligatory morphological decomposition step was assumed, it was

interpreted that the later recombination step (integration of meaning of the

segmented constituents) was slower for the high base frequency words. In

addition, there are also dual or multiple-route models [128, 83] that assume the

mental processing system may include both types of representations and utilize

different kinds of information in parallel in order to process words effectively.
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In a work on the recognition of Dutch, French, and English singular and

plural nouns [96], the results showed that, for English, the processing of plural

forms was better modeled by a decomposition to the singular form and also a

suffix. The results challenge the view that familiar morphologically complex

words are entirely recognized via a direct look-up in the mental lexicon, as is

assumed in the full-storage view or in some dual-route models.

6.1.2 Experimental approaches

The processing of complex words has been studied by utilizing various tools

such as reaction time (RT) measurements in visual word recognition tasks

[99, 69], tracking of eye movements during reading [70, 82], and techniques

measuring brain activity elicited by visual or auditory presentation of words

[134, 87, 48].

Eye fixations when reading morphologically complex words were studied for

example in [16]. In visual word recognition tasks, one eye fixation is defined

as the maintaining of the visual gaze on the stimulus word. Typical measures

are the number of eye fixations and the durations of the distinct eye fixations.

In [16], the surface frequency of the whole-word form of suffixed and prefixed

French words did not affect the first fixation duration. In another experiment

in [16], the cumulative root frequency affected the first fixation duration on

suffixed words and the second fixation duration on prefixed words. The findings

suggested that the lexical access operates on the basis of the root only for

suffixed words.

Lexical decision times were studied in an eye-tracking context in [82]. In

that work, the main research question was the amount of shared variance

between eye movement latencies, lexical decision times, and naming times,

where the naming time was defined as the latency for starting to read a word

aloud after the stimulus word was shown to the subject. When analyzing the

dependencies of eye movement latencies and lexical decision times, most of the

shared variability could be accounted for by the word frequency and the word

length.

6.1.3 Word recognition studies in the Finnish language

Due to the high morphological complexity, studying Finnish word recognition

can provide insights about word recognition for morphologically rich languages.

The processing of Finnish nouns was studied in [99], and the results were

formulated in the stem allomorph/inflectional decomposition (SAID) model.

For the input lexicon, the model assumes that morphological decomposition

takes place for inflected nouns, with the exception of high-frequency word

forms, and the derived word forms are instead not decomposed. For the output

lexicon, it predicts that both inflected and productive derived forms have

decomposed representations.
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The processing of Finnish monomorphemic and inflected word forms with

matched frequencies has been investigated in [99, 69, 18, 86]. An important

result from these studies was that the inflected word forms robustly elicited

longer reaction times, larger error rates, and longer eye fixations as compared

to the matched monomorphemic words. This phenomenon suggests that the

decomposition may also entail a cost.

Work on statistical morphological models has shown that the self-information

estimates provided by the Morfessor Baseline [33] model correlate highly

with the reaction times in a visual lexical decision task [149]. The best

correspondence was found by using a combination of two models: an instance

of Morfessor that segmented some words at some morpheme boundaries, but

not others, and a whole-word model. A neuroimaging study using analysis

of magnetoencephalographic data obtained while reading studied statistical

morphological models for understanding brain dynamics [56] of recognizing

complex words. The results showed that the initial stages of reading were

more correlated with parameters related to visual complexity and orthographic

properties, whereas the later activations were related to full-form based models

and the statistical Morfessor model.

6.2 Linear mixed-effects models

Analyzing the eye tracking and lexical decision data in Publication IX took place

with the lme4 linear mixed-effects modeling [14] package for the R language

for statistical computing [117]. The linear mixed-effects modeling allows for

modeling different experiment related fixed and random effects in a statistically

coherent manner.

A linear mixed-effects model fits the following model to the data:

(Y|B = b) ≈ N (Xβ + Zb + o, σ2W−1), (6.1)

where Y is the response with dimensionality n, and B is the q-dimensional

vector-valued random-effects variable, whose values are fixed at b. In the

equation, X is an n× p model matrix, β is a p-dimensional coefficient vector,

Z is the n× q model matrix for B, o is a vector of known prior offset terms,

and W is a diagonal matrix of known prior weights. The parameters of the

model are the coefficients β and the scale parameter σ. As with other linear

models, the goodness-of-fit of the model can be estimated by measures like

the Akaike information criterion (AIC) [3]. In the experiments of this thesis,

the decrease in the regression model deviance, when adding the statistical

models as additional predictors in the model, was measured. As was discussed

in [13], the maximal random-effect structure should be included in the linear

mixed-effects model. The caveats of residualizing predictor variables in the

linear mixed-effects modeling framework were discussed in [155].
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6.3 Contributions of this thesis

In Publication IX, statistical models of morphology were evaluated as predictors

of lexical decision times and eye-tracking measurements in a visual lexical

decision task.

The statistical morphological models, that were used as predictors in the

experiments included the word unigram as an estimate of the surface frequency,

Morfessor Baseline [33], Morfessor CatMAP [34], and morph unigram and

morph bigram models trained over a morphological gold standard segmenta-

tion. The segmentations provided by the Morfessor Baseline algorithm can be

controlled by the hyperparameter α. In the case of a large α value, only a few

words are segmented, providing a lexicon of long word-like units. For a small

value of α, the lexicon will be more concise, consisting of shorter units. In the

analyses, we included three different segmentations trained by the Morfessor

Baseline approach with the α values of 0.01, 0.8, and 10.0. The Morfessor

Baseline model with an α value of 10.0 had a high correlation with the word

unigram model. The lexicon created by the Morfessor Baseline model with an

α value of 0.01, on the other hand, consists of short morph-like units. With the

α value of 0.8, the model used both decomposed and full-form representations.

The first experiment in Publication IX was a standard visual lexical decision

task, where the participants were shown real Finnish words and pseudo-words

one at a time. The word stimuli consisted of 360 Finnish nouns with one or

multiple (1–5) morphemes. In multimorphemic words, the stem was accompa-

nied by one or several inflectional, derivational, or possessive suffixes and/or

clitic particles. The eye movements of the participants were recorded as a part

of the experiment. In the second experiment, the participants were shown a

line of unrelated letter strings, of which a word in the third of fifth position was

the target word. The experiment was designed to better mimic eye movements

during natural reading. However, by using unrelated letter strings, the aim

was to minimize spillover effects from processing the consecutive words.

In addition to commonly used measures such as RT, gaze duration (GD),

and first fixation duration (FFD), we also included a new measure of GD

minus FFD (GmF) in the analyses. FFD is an eye-tracking measure expected

to reflect early stages of word recognition. Also analyzing the GmF measure

allowed for a closer study of the processes taking place after the initial landing

of the eyes on the word.

The statistical analyses for Publication IX were done by using the linear

mixed-effects modeling framework. We included a number of setup-specific

control predictors to the regression model, and random intercepts were included

for the word item and the subject. The word presentation order was included

in the model as a global estimate. In the second experiment, the launch site

was included in the model as a global estimate and a per-subject slope for the

word’s position in the row. We then evaluated the decrease in the regression

model deviance as the goodness-of-fit for the specific predictor in question.
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One of the key findings was that a Morfessor Baseline segmentation that

allowed both decomposed and full-form representations achieved good perfor-

mance in all stages of the recognition. This result supports the dual-route

cognitive models of morphological processing. At early stages of word recog-

nition, the decompositional models dominated, whereas in the later stages,

the recognition system utilized morpheme-based and predictive information.

Additionally, the full-form measures were stronger in the later recognition

stages, which seems to reflect a postlexical reanalysis processes.
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7. Discussions and conclusion

The main theme in this thesis was ASR of morphologically rich languages.

With the exception of Publication III, the experiments were conducted on

Finnish and Estonian corpora. However, the methods are applicable also to

other morphologically rich languages, for instance, in the Uralic, Dravidian,

and Turkic language families.

Particularly, the thesis concentrated on improving methods and recognition

accuracy for recognizers, which utilize a very large but constrained recognition

vocabulary. This aspect has, perhaps surprisingly, not been so well studied

in the earlier speech recognition research. Most of the research on speech

recognition of morphologically rich languages has so far concentrated on ap-

proaches that use an unlimited recognition vocabulary. For this type of a

speech recognizer, the training corpus is first segmented to subword units, and

the recognizer allows all concatenations of these lexical units. What would

then be the rationale for doing recognition using a constrained vocabulary

when an unlimited vocabulary can be used instead?

Nowadays, the available text corpora are much larger than was the case

earlier, and lower OOV rates can be achieved even in the case of morphologically

rich languages. The price to pay for using the unlimited vocabulary is that

sometimes incorrect or very rare word forms are also produced. Furthermore,

some challenging word forms may be hard to get correctly recognized using the

unlimited vocabulary approach. For example, foreign proper names or some

less common combination of stem and suffixes may not in all cases be optimally

segmented to and modeled by subwords. In the case of a low OOV rate,

some balance is reached between the OOV rate and the rate of incorrect word

forms. There is also the fundamental issue that in the case of opting for the

unlimited recognition vocabulary, one is voluntarily taking on the potentially

more challenging task of recognizing all word forms instead of settling with

the word forms present in the training corpus.

The large vocabulary sizes have in many sources, e.g. [123, 115], been

mentioned to be challenging, especially for the decoder but also for different

language modeling approaches. Indeed, many earlier recognizers that had

been designed mainly for English speech recognition were often limited to
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some hundreds of thousands of word forms. In a sense, the morph or subword

segmentation approach taken in unlimited vocabulary recognition converts the

recognition problem to resemble more the speech recognition of, for example,

English, with regards to the vocabulary size. However, as evaluated in this

thesis, if care is taken in the implementation, there are no fundamental issues

in decoding vocabularies including millions of word forms. Taking into con-

sideration that both subword and class-based models can be used to improve

the recognition accuracy, it becomes clearer that there is potential in using

constrained vocabularies. However, because there are many factors influencing

the recognition result, the outcome of comparing an unlimited vocabulary

recognizer to a constrained vocabulary recognizer is not in any way clear-cut.

Publications I and II evaluated new methods for subword segmentation using

unigram and bigram statistics. Even though the approaches were evaluated

in a setting using an unlimited vocabulary recognizer, they emphasize the

modeling of in-vocabulary words slightly more compared to, for instance, the

Morfessor Baseline segmentation model which includes a cost term for encoding

the lexicon.

In Publication VI, a novel decoder using subword n-gram models in a con-

strained vocabulary setting was introduced. The initial motivation for the

experiments was to evaluate the recognition accuracy to determine if grammat-

ically incorrect word forms can be avoided. Fairly good results were achieved

using this type of recognizer, especially if there were means to augment the

vocabulary to lower the OOV rate. More experiments were conducted in

Publication VII in a less-resourced setting.

Another outcome in Publication VI was that good recognition results were also

obtained by using a recognizer utilizing word n-grams. In the later Publications

IV, VIII and V, this theme was developed further by incorporating the subword-

based and class-based approaches in the word-based recognizer. The class-based

models proved to be useful in all stages of the recognition, meaning that, for

example, a class bigram could be used as a look-ahead language model during

decoding and a larger class n-gram model could be used as one language model

component in the first recognition pass. For rescoring the hypotheses in a

second recognition pass, a neural network language model could be trained

over the class sequences. Even though in the experiments in this thesis a

subword-based NNLM gave better results, interpolating using the class NNLM

always improved recognition accuracy.

Publication IX studied statistical models of morphology as predictors in a

visual lexical decision task, where eye-tracking measurements were also recorded

from the participants. Even though not as directly linked to the title of this

thesis, the language modeling approaches in the experiments were similar to

what can also be used for ASR using subword-based models. The experiment

consisted of two separate tasks. The first experiment was a normal lexical

decision task, where the participants were shown one word at a time and

instructed to decide as quickly as possible whether the word was a real Finnish
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word or a pseudo-word. The real words and pseudo-words were selected to

include words with a range of different morphological properties, meaning

different word frequencies and varying numbers of morphemes and affixes.

Measuring the eye-tracking movements during the experiment allowed for a

more detailed study of the early measures during the first eye fixation and the

late measures in the later fixations. The second experiment also entailed a

lexical decision task, but the words were presented in rows of unrelated forms.

This type of task better resembles processes during normal reading but avoids

spillover processing effects from the context words.

A number of different morph-segmented statistical models were used to

predict the processing times in the different phases of the word recognition task.

A Morfessor Baseline segmentation, which used decomposed representations

for some words and full-form representations for some words, achieved good

performance in all phases of the recognition. This result supports the dual-

route cognitive models of morphological processing. At early stages of word

recognition, the decompositional models dominated, whereas in the later phases,

the recognition system utilized morpheme-based and predictive information.

The full-form measures were stronger in the later recognition phases, which

seems to reflect a postlexical reanalysis process.

Many publications in this thesis compare the recognition accuracy of an un-

limited vocabulary recognizer to the recognition accuracy of a large vocabulary

recognizer. The aim is, naturally, that the comparisons would be in a sense

neutral with regard to the type of recognizer. Indeed, the typical WER metric

can be evaluated for both recognizers. There are, however, some choices that

could have an impact on the results.

Modeling the pronunciation for foreign proper names is one thing that will

have some impact on the recognition accuracy. Inferring the pronunciation

variants is easier when recognition is done using full words instead of subwords.

However, the pronunciations for foreign proper names and acronyms can

also be modeled in the case of subwords, as was studied in [89]. In that

case, the optimal units and lexicon size might be different from the units

evaluated using the language model perplexity. It is unclear what the relative

improvement is with using optimized pronunciation variants when comparing

a large vocabulary recognizer to an unlimited vocabulary recognizer. In the

experiments of this thesis, we chose an approach also used in earlier research

where the pronunciation variants are not optimized for foreign names. This has

the advantage that it can be ensured that the same words in both recognizers

are constructed with the same HMM state chain. More effort could be paid

in the case of large vocabulary recognition to features such as vocabulary

selection and data selection to both minimize OOV rates and improve modeling

accuracy. It is not clear what the best methods would be to achieve improved

recognition rates. So indeed, instead of the fairly neutral stance taken in

this thesis, it would be interesting to optimize both large vocabulary and

unlimited vocabulary recognizers through better pronunciation modeling and
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more optimized data selection.

One important topic that this thesis touches upon is the modeling of rare

words that are not covered in the training corpus. The unlimited vocabulary

recognizer that was often used as the baseline approach in this thesis allowed

for all possible combinations of subwords. However, if a low enough OOV rate

was reached, the large vocabulary approach often gave better results without

attempting to model the missing word forms. This result raises the question of

whether some other type of recovery processing for rare words would lead to

better recognition accuracy. Indeed, other approaches for modeling OOV words

have been tried. For example, in the context of English speech recognition,

[59] used explicit OOV word modeling with confidence thresholds. [156] used

hybrid word–subword language models for detecting OOV words. A phoneme

n-gram based decoder subgraph was used for OOV word recovery in [5].

Naturally, one further question is how much the probabilistic language

modeling accuracy can be further improved. One big leap in perplexities and

ASR error rates has been achieved by using neural network language models

like LSTM. For the experiments on morphologically rich languages studied in

this thesis, the LSTMs have been trained over either subwords or word classes.

Improved model architectures or even more optimized units could still improve

the results, but likely not by very much. Directly using the word-based units

in an NNLM combined with smaller embedding and projection layers is one

possible approach that was not evaluated in this thesis.

The fully neural (end-to-end) recognizers have become commonplace during

recent years. As of this writing, improved results have been obtained compared

to the HMM (hybrid) approaches, at least in cases where the speech training

corpus matches the evaluation task. Also, the end-to-end recognizers tend

to need large amounts of training data to outperform the HMM approaches.

It is interesting to see how the full-neural approaches perform with smaller

training datasets and cases where the speech corpus is from a different domain

compared to the evaluation task. With the current models, a character or

subword based recognition lexicon would be required in the case of recognizing

morphologically rich languages. So, at least at the moment, a hybrid approach

seems to be better suited for using a constrained but very large vocabulary, in

recognizing morphologically rich languages.

66



Bibliography

[1] Aalto University. AaltoASR. http://github.com/aalto-speech/AaltoASR/,
2014.

[2] Mart́ın Abadi, Ashish Agarwal, Paul Barham, Eugene Brevdo, Zhifeng Chen,
Craig Citro, Greg S. Corrado, Andy Davis, Jeffrey Dean, Matthieu Devin,
Sanjay Ghemawat, Ian Goodfellow, Andrew Harp, Geoffrey Irving, Michael
Isard, Yangqing Jia, Rafal Jozefowicz, Lukasz Kaiser, Manjunath Kudlur, Josh
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[4] Tanel Alumäe. Methods for Estonian Large Vocabulary Speech Recognition. PhD
thesis, Tallinn University of Technology, Tallinn, Estonia, 2006.
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[14] Douglas Bates, Martin Mächler, Ben Bolker, and Steve Walker. Fitting linear
mixed-effects models using lme4. Journal of Statistical Software, 67(1):1–48,
October 2015.

[15] Leonard E. Baum and Ted Petrie. Statistical Inference for Probabilistic Functions
of Finite State Markov Chains. The Annals of Mathematical Statistics, 37(6):1554–
1563, 1966.

[16] Cécile Beauvillain. The Integration of Morphological and Whole-Word Form
Information during Eye Fixations on Prefixed and Suffixed Words. Journal of
Memory and Language, 35(6):801–820, December 1996.
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tages of word-conditioned and token-passing decoding. In Proceedings of the
2012 IEEE International Conference on Acoustics, Speech and Signal Processing
(ICASSP’12), pages 4425–4428, August 2012.
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