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Preface

This dissertation summarizes the work I have carried out as a doctoral
student at the Department of Computer Science, School of Science, Aalto
University under the supervision of Prof. Juho Kannala, Prof. Tapani
Raiko, Prof. Juha Karhunen and Prof. Yoshua Bengio (University of
Montreal, Canada), at various times between January 2016 and March
2020. None of these had been possible without enormous support and help
from my supervisors, collaborators and all the wonderful people I have met
during these years. Although I cannot express my gratitude fully in words,
let me try: Thank you!

In January 2016, I started my doctoral studies as part of a group on
Deep Learning and Bayesian Modeling under the supervision of Prof
Tapani Raiko. I had the pleasure to meet my wonderful colleagues in
this group: (in a random order) Pyry Takala, Vikram Kamath, Muddassar
Abbas and Yao Lu. Outside of my own research group, I was fortunate to
discuss research ideas with Dr. Harri Valpola (Curious AI), Prof. Harri
Lähdesmäki, Prof. Mikko Kurimo, Prof. Alexander Ilin (again, in a random
order) Thank you all!

After Prof. Tapani Raiko moved to an industrial job in the mid 2016,
Prof. Juha Karhunen kindly accepted me under his supervision. I thank
Prof. Juha Karhunen for advising me during the early days of my doctoral
studies and attending to some of the administrative matters related to my
doctoral dissertation. In early 2017, I was granted a HICT scholarship
to visit Montreal Institute of Learning Algorithms (MILA) for working
under the supervision of Prof Yoshua Bengio for six months. Those six
months allowed me to explore various topics in Deep Neural Networks,
which became the foundation of several of my later publications.

After Prof. Juha Karhunen retired in mid 2017, I was kindly accepted by
my current supervisor Prof. Juho Kannala. I am deeply grateful to Prof.
Juho Kannala for giving me the freedom to explore the research directions
of my interest, for advising on many of the research papers included in this
dissertation, as well as taking care of many of the administrative matters
related to my doctoral studies. It has been a pleasure to work under the
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supervision of Prof. Juho Kannala. Kittos Prof. Juho!
I spent most of 2018 and 2019 at MILA working under the supervision of

Prof. Yoshua Bengio. Those two years were perhaps the most important
years for me to grow as a researcher. Prof. Yoshua Bengio’s advice on
my various projects has taught me how to select research problems which
could potentially have larger research as well as societal impact, and how
to conduct research of the highest standards. Merci beaucoup Prof. Yoshua!

At MILA, I was fortunate to meet a number of researchers, collaborators
and friends. Although I would like to list all of these people, I can only list
a few: Devansh Arpit, Akhilesh Badrinarayan, Christopher Beckham, Prof.
Aaron Courville, Mojtaba Faramarzi, Simon Guiroy, Devon Hjelm, Sina
Honari, Jason Jo, Alex Lamb, Prof. Ioannis Mitliagkas, Vardaan Pahuja,
Prof. Christopher Pal, Meng Qu, Sai Rajeshwar, Shagun Sodhani, Prof.
Jian Tang (in an alphabetical order). Thank you very much!

Outside of Aalto University and MILA, I was fortunate to collaborate
with many outstanding researchers: (in a chronological order) Stanisław
Jastrzębski (Jagiellonian University, Cracow, Poland), Kenji Kawaguchi
(MIT/Harvard), David Lopez-Paz (Facebook AI Research), Jisoo Jeong
(Seoul National University, Korea), Thang Luong (Google Brain) and Quoc
V. Le (Google Brain). Thank you for having joint research projects with
me! I have learned a lot from all of you.

At various times, my doctoral studies have been funded by various
sources: Prof. Tapani Raiko’s Academy of Finland grant, Prof. Juho
Kannala’s grants, Prof. Yoshua Bengio’s grants and Nokia scholarship.
Thank you all for being kind to me. I would also like to convey my heartfelt
gratitude to all the non-academic staff at Aalto University and MILA for
tirelessly helping in various matters related to my doctoral studies and
research visits. Although I wish I could list all of these people, I can only
list a few: (in an alphabetical order) Päivi Koivunen, Paula Latvala, Julie
Mongeau, Sorana Nagy, Linda Peinthiere and Jenna Vasik. Thank you all!

I express my gratitude to Prof. José Miguel Hernández-Lobato of Univer-
sity of Cambridge, the opponent in my defense. I would like to thank Prof.
Ben Glocker of Imperial College of London and thank Prof. José Miguel
Hernández-Lobato again for being the pre-examiners and providing their
valuable comments and thoughts about the dissertation.

I was fortunate to spend half of the years during my doctoral studies in
Finland and the other half in Canada. These years have been enriching
and exciting both academically and personally. Canada, on one hand,
has probably the biggest concentration of researchers working on Deep
Neural Networks; studying and working there allowed me to broaden
my research spectrum and find collaborators with whom I can foresee
myself collaborating for many years to come. On the other hand, Finland
has a rich tradition of research on neural networks, since as early as the
1970s when Seppo Linnainmaa invented the "back-propagation" algorithm;
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a foundational algorithm for training all the modern-day Deep Neural
Networks. It is a delight to watch that Deep Learning research is gaining
rapid momentum again in Finland since its revival across the world in the
mid 2000s. I hope in my own little ways, I will be able to help foster the
growth of Deep Learning research in Finland, in the years to come.

I would also like to thank all the people I have met in Finland and
Canada, and these countries in general for having given me this enormous
opportunity.

Again, I can not list all the friends I have met in Finland, but let me try to
thank at least a few: Kiran Garimella, Akash Kumar Dhaka, Kunal Ghosh,
Rinu Boney, Antti Keurulainen, Pradeep Eranti and Luiza Sayfullina (in a
random order). Kittos paljon!

Lastly but certainly not the least, my gratitude goes to my parents and
siblings, whose love and support has encouraged me to storm through some
of the most challenging moments of my doctoral studies.

Montreal, Canada, March 30, 2020, November 11, 2020,

Vikas Verma
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1. Introduction

1.1 Aim of this Thesis

Machine learning systems are prevalent across many applications these
days: examples include automatically translating one language to another,
recognizing objects in an image/video, web searches, recommendations on
e-commerce websites, automatic diagnosis of diseases etc.

The conventional machine learning systems are composed of two disjoint
subsystems: The first subsystem, called as a feature extractor is used to
extract suitable hand-crafted features(representations) from the raw input
which can be used by the subsequent subsystem, which is often a classifier,
to identify patterns in the raw input. However, this approach has a major
limitation: designing the hand-crafted representations require consider-
able domain expertise and careful engineering. Due to this limitation,
eliminating the need for the hand-crafted representations is an important
requirement for the successful application of the machine learning systems
across various domains.

Contrary to the conventional machine learning systems, Deep Neural
Networks (DNNs) are composed of a stack of simple but non-linear mod-
ules, with the first module transforming the raw inputs and the subsequent
modules transforming the representations (outputs) of the previous mod-
ules. This hierarchy of modules allows them to learn from simple to more
complex representations. By increasing the number of these modules in
the stack, increasingly complex representations can be learned. This kind
of learning mechanism eliminates the need for the hand-crafted represen-
tations and thus it has made DNNs, popularly known as deep learning, a
dominant approach to machine learning in recent years.

As such, DNNs are a deeper (substantially more number of stacked
modules) versions of earlier learning methods known as artificial neural
networks. The research in artificial neural networks started almost six
decades ago when Rosenblatt [123] presented the perceptron learning algo-
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rithm. Since then various artificial neural networks have been proposed
that include, but are not limited to, multilayer perceptron [125], radial ba-
sis function networks [19], Hopfield networks [67], Botlzmann machines[1],
autoencoders [7], sigmoid belief networks [108], self-organizing maps[83],
convolutional neural networks [92], recurrent neural networks [65]. More
recent networks include residual networks [57, 143], graph neural net-
works [170], memory networks [168], generative adversarial networks
[45], variational autoencoders [78] and attention based networks [5, 159],
among others.

The resurgence of interest in DNNs happened during the mid 2000s.
This resurgence can be attributed to three primary factors: success in
training deeper networks using the layer-wise pretraining [62, 11], the
availability of a large amount of data (such as Imagenet [30]) and the
ability to harness this large amount of data using special purpose parallel
computing hardware such as graphics processing units (GPUs) [84].

The success of current DNNs spans across a wide range of applica-
tions where these methods achieve human-level (or even superhuman
level) performances. For example, various versions of DNNs have be-
come state-of-the-art in numerous computer vision applications such as
object recognition, detection, localization, segmentation, action recognition
[57, 84, 60, 21]. Similarly, for natural language understanding, DNNs
are the current state-of-the-art [145, 159]. Speech recognition has been
also transformed by DNNs [54]. In other areas as well, such as game
playing [137], reinforcement learning [104], medical diagnosis [134] and
generative modeling [45], DNNs are the best performing methods.

While the success of DNNs is indisputable across many domains, there
are still some caveats. DNNs typically consist of millions of parameters,
thus having a sufficiently large training dataset is an important require-
ment for these networks to generalize on unseen examples; if the training
dataset is too small, these networks have the tendency to memorize the
training samples instead of extracting meaningful features. This is at odds
with how humans are able to learn abstract concepts from a handful of
examples. In some domains, it is relatively easier to collect a large amount
of data. Consider the image classification task, where one can use a data
labeling service to label a sufficiently large number of images. However,
this is not possible for all the domains. In many domains a large amount
of unlabeled data is available, but annotating large amounts of data is
often not affordable due to high cost and time requirement. For example,
consider the task of medical image segmentation. In this task, to create
an annotated sample, each pixel of an image is needed to be carefully
labeled by a medical expert, which is very cost and time intensive. In other
domains, creating a large training dataset is simply not feasible due to the
nature of the domain. Let us consider the task of drug repositioning. In
this task, the objective is to predict the interaction of a drug-disease pair.
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Since there are only very few numbers of known drug-disease pairs that
interact, the training dataset for this task is fundamentally limited by the
nature of the task and extending it further is not possible. Furthermore,
in other domains, collecting a large dataset may not be possible due to
privacy reasons.

The aforementioned challenges in collecting the large annotated training
datasets motivate the need for the algorithms that can improve the gener-
alization of a DNN using only a limited amount of annotated data. The
aim of this thesis is to propose such algorithms.

The main underlying hypothesis of the algorithms proposed in this thesis
is that, the generalization of Deep Neural Networks can be improved
by designing constraints on how these networks behave not only on the
training samples but also at the combination (mixing) of the training
samples. We consider these combinations both in the input space as well
as the hidden representation space. More specifically, this thesis explores a
class of algorithms that improve generalization in Deep Neural Networks
by synthetically constructing examples by mixing the training samples in
the input space or/and in the hidden representation space and designing
the appropriate constraints about how the network should behave on
these synthetic samples in various learning paradigms such as supervised,
unsupervised, semi-supervised, adversarial training and graph structure
based learning.

In addition to the above mixing-based methods, this thesis also proposes
a mutual-information based method for improving the generalization of
Deep Neural Networks for the graph-level learning tasks. Finally, this
thesis proposes a method to improve the generalization of ResNets that is
based on their iterative inference interpretation.

Most of the methods proposed in this thesis are general in the sense that
they can be applied to a wide range of neural network architectures. For
instance, the methods proposed in Publication I, Publication III, Publica-
tion IV can be applied to any variant of the feedforward neural network,
the method proposed in Publication II can be applied to any variant of
the autoencoders and the methods proposed in Publication V, Publication
VI can be applied to any graph neural network. The method proposed in
Publication VII is an exception in this sense, since it is specific to ResNets
[57]. ResNets have become the standard choice for various computer vision
applications, thus we have given special attention to ResNets and proposed
a method that is specific to them.

All of the proposed methods in this thesis have virtually no additional
computation and memory cost over the underlying Deep Neural Networks.
Furthermore, despite their simplicity, these methods achieve state-of-the-
art performances across all the learning tasks considered in this thesis.
Similarly, the follow-up work by other researchers has shown that these
methods achieve state-of-the-art in various other learning tasks. This
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makes these methods an appealing choice both in academia as well as for
the industrial applications of Deep Neural Networks.

1.2 Contributions

This thesis contains seven publications that propose methods for improv-
ing the generalization ability of the contemporary and widely used Deep
Neural Networks. This section lists the main contribution of each of the
publications.

In Publication I, we study the limitations of the hidden states learned
by the existing Feed-Forward Deep Neural Networks in the supervised
setting and propose a novel regularizer named Manifold Mixup to address
these limitations. The proposed method creates synthetic training samples
by combining the hidden states of a pair of real samples. This enables
Deep Neural Networks to learn more discriminative representations for
supervised learning, which allows them to have better generalization capa-
bility. Through careful experimental analysis, we show that the proposed
regularizer significantly outperforms other state-of-the-art regularizers
such as Dropout, BatchNorm, Cutout and Mixup. In Publication II, we
propose a novel method named as Adversarial Mixup Resynthesizer for
learning unsupervised representations in the Auto-encoder framework.
This method is motivated by the idea that the Auto-Encoder can learn
better features if the learned features are amenable to various forms of
mixing. Through experiments, we show that the proposed method learns
better representations for the downstream task of classification on various
image datasets. In Publication III, we make an observation that the adver-
sarial training learns uncompressed representations, which is a potential
cause of its worse generalization on the clean samples. To address this,
we propose Interpolated Adversarial Training, which combines Manifold
Mixup with the adversarial training to train adversarially robust networks
without degrading accuracy. In Publication IV, we propose an instance
of the consistency regularizer for semi-supervised Deep Neural Networks,
which is motivated by the idea that perturbations along the direction of
other samples in the data distribution are good directions in which consis-
tency should be enforced. Despite its simplicity, at the time of publication,
this method was the state-of-the-art on various benchmark datasets.

In Publication V and Publication VI, we turn our attention to the learning
problems involving the graph structured data. Broadly, these tasks can
be categorized as node-level tasks and graph-level tasks. In Publication V,
we propose GraphMix, which is a method for regularizing Graph Neural
Networks for the node classification task. The proposed method proposes
an adaptation of Manifold Mixup for graph structured data by training a
Fully-connected network with a Graph Neural Network through shared pa-
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rameters. Through detailed experimental results, we have shown that the
proposed method achieves state-of-the-art results for node classification
on many benchmark datasets. In Publication VI, we propose InfoGraph,
which addresses the problem of unsupervised representations learning
from graph structured samples ( for example, learning the representa-
tions of the chemical compounds) based on the principle of maximizing
the mutual information between the local and global representations of
the sample. Furthermore, we extend InfoGraph for semi-supervised graph
classification using an auxiliary network that is trained using the labeled
samples, and maximizing the mutual information between the representa-
tions of the primary and the auxiliary network. For both the unsupervised
and semi-supervised learning, we demonstrate that InfoGraph outperforms
other state-of-the-art methods.

Finally, in Publication VII, we investigate the learning mechanism of
Residual Networks based on the iterative refinement view. Consequently,
based on this view, we propose a parameter efficient training method for
Residual Networks.

In addition, for all the publications in which I am the first author, I have
made available the source code for reproducing the experimental results
on my GitHub profile: https://github.com/vikasverma1077

1.3 Outline

This dissertation is organized into four main chapters (chapter 2 to chapter
5). In each of these chapters, I start by describing the problem setting,
current approaches to solve this problem and the limitations/drawbacks of
the current approaches. This is followed by the motivation, the summary
and the contributions of the publications. At the end of the chapter, I
discuss ideas for future work whenever it is possible.

Chapter 2 encompasses Publication I, Publication II and Publication III.
This chapter presents proposed methods for learning better representa-
tions in the supervised, unsupervised and adversarial training settings. I
start the chapter by describing the limitations of Expected Risk Minimiza-
tion for training Deep Neural Networks in section 2.1. This is followed by
the current data augmentation methods that aim to address these limita-
tions and the pitfalls of these data augmentation methods. This, in turn,
is followed by the motivation, insights and summary of Manifold Mixup
(Publication I). In section 2.2, I briefly describe the working principle of the
Auto-Encoders, which is followed by the motivation and summary of Adver-
sarial Mixup Resynthesizer (Publication II). In section 2.3, I describe how
adversarial training leads to poor performance on unperturbed samples
and the justification and summary of Interpolated Adversarial Training
(Publication III), which is a proposed method to address this issue.
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In chapter 3, I discuss the principle of consistency regularizers for semi-
supervised learning, which is followed by the discussion of various current
state-of-the-art methods that are based on this principle and their lim-
itations. Following this, I discuss the motivation and summary of the
proposed method: Interpolation Consistency Training (Publication IV).

In chapter 4, I start by giving arguments about why learning from the
graph structured data is an important learning problem. Further, I give an
overview of various Deep Neural Networks for graph structured data ( such
as Recurrence based Graph Neural Networks, Auto-encoder based Graph
Neural Networks and Convolution based Graph Neural Networks). This
is followed by the motivation and summary of GraphMix (Publication V),
which is a regularizer for Graph Neural Network based node classification
task and InfoGraph (Publication VI), which is an unsupervised and semi-
supervised learning method for graph-level learning tasks.

In chapter 5, I describe the degradation problem associated with training
the deep non-residual networks and how Residual Networks (ResNets)
address this problem. Following this, I discuss various interpretations of
ResNets. Further, I summarize Publication VII which investigates ResNets
from the iterative estimation view.

I have written Chapter 2 to Chapter 5 in such a way that they can be
read independently of the other chapters. I hope that the reader, even
without much background in Deep Neural Networks, will understand the
basic principles and methods presented in these chapters.

Finally, in Chapter 6, I briefly summarize the contributions of this thesis
once again and propose the ideas for future work.
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2. Learning Better Representations by
Interpolating Hidden States

Deep neural networks excel at making accurate predictions on the training
data, but often provide incorrect and yet overly confident predictions when
evaluated on slightly different test examples. This includes distribution
shifts, outliers, and adversarial examples. This phenomenon is known
as the generalization gap in the performance of Deep Neural Networks.
In this chapter, we present a new class of algorithms that improve the
generalization of Deep Neural Networks by constructing mixing based
synthetic samples. In Section 2.1, we start by exploring the limitations of
the Expected Risk Minimization which is a commonly used principle for
training Deep Neural Networks, and present Manifold Mixup as a method
for addressing these limitations in the fully supervised setting.

The generalization of Deep Neural Networks can be also improved by
learning the unsupervised representations using a large amount of un-
labeled data and consequently fine-tuning these representations using a
limited amount of labeled data. This approach is particularly appealing
when the labeled data is scarce and thus training a Deep Neural Network
in a fully supervised setting with a reasonable test performance is not
possible. The unsupervised representation learning is an active area of
research and various methods have been proposed to achieve this objec-
tive [1, 62, 11, 117]. In section 2.2, we briefly describe the unsupervised
representation learning using a particular class of algorithms known as
Autoencoders. Following this, we describe Adversarial Mixup Resynthesis,
which is an approach for improving the representations learned by the
Autoencoders using the mixing based methods.

Deep Neural Networks exhibit substantially reduced performance when
tested on the adversarial examples. This limitation makes it challenging to
deploy Deep Neural Networks in safety-critical settings. Adversarial train-
ing is a popular approach to address this limitation, however, it gives rise
to another problem: Deep Neural Networks trained with Adversarial train-
ing become relatively more robust to the adversarial examples but their
generalization to the clean sample degrades significantly in comparison
to the normal training. In section 2.3, we discuss this problem associated
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with Adversarial training and present Interpolated Adversarial Training
as a method to address this. Finally in section 2.4, we discuss the future
directions for improving the generalization of Deep Neural Networks using
the mixing based methods.

2.1 Generalization Gap in Fully-supervised Deep Neural Networks

Let us consider a supervised learning problem: we are interested in learn-
ing a parameterized function f ∈F that maps a random feature vector x to
a random target vector y, where the joint probability of x and y is defined
as P(x,y). We can learn such function f by defining a loss function L that
measures the difference between the prediction f (x) and the target vector
y, and minimizing the expectation of this loss function L over the data
distribution P(x,y). This expectation of the loss over the data distribution
is given as:

R( f )=
∫

L ( f (x),y)dP(x,y) (2.1)

Minimizing R( f ) is known as expected risk minimization. Usually we do
not know the functional form of the data distribution P(x,y), rather we
have access to only a finite set of samples D = {(xi,yi)}n

i=1 drawn from the
distribution P(x,y). Using this finite set of samples, we can approximate
the expected risk by the empirical risk as follows:

Rempirical( f )=
n∑

i=1

L ( f (xi),yi) (2.2)

Learning the parameters of the function f by minimizing Empirical Risk
is known as Empirical Risk Minimization (ERM) [158].

Empirical Risk Minimization has been a widely used principle for train-
ing the supervised Deep Neural Networks. Despite being efficient to
compute, there are clearly some limitations.

• In practice, we usually only have a finite number of samples from P(x,y).
Furthermore, in many domains, the number of samples is rather small.
One particular example of such domains is the medical diagnosis of rare
diseases; since only a small number of people have a particular disease,
the training datasets for the rare diseases are very small. Using ERM,
we may be able to make L (x,y) small at these finite training points, but
ERM does not pose any constraints on the loss on some unseen samples
from P(x,y). If the number of parameters in f is sufficiently larger than
the number of the training samples n, then this will lead to Deep Neural
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Networks simply memorizing the training samples instead of learning
the useful representations from them. Zhang et.al. [178] have shown
that large Deep Neural Networks can memorize the training data even
in the presence of a strong regularizer. Thus ERM can not guarantee
generalization on the unseen samples from the same distribution P(x,y)
if only a small number of training samples are available.

• ERM principle does not put any constraint on how the function f should
behave on the samples which are only slightly different from the training
data. Szegedy et.al. [148] have shown that the predictions of a Deep
Neural Networks trained with ERM change drastically on the adversarial
samples which are slightly outside from the training distribution.

• We may also wish that the function f indicates reduced confidence in its
prediction on the samples from the classes which it has not been trained
on. More specifically, we may want to learn a function f that does not
make highly confident predictions on the test samples which are away
from the manifolds of the classes used in training. ERM does not provide
any guarantees in this case because the functions trained with ERM
have a sharp decision boundary. For example, if the function f is trained
using ERM to distinguish between dogs vs cats, it will still make highly
confident predictions on the test image of other classes (for example, on
an image of an aeroplane).

To address the above mentioned limitations of the ERM, we consider a
class of methods known as Data Augmentation. In Data Augmentation, the
support of the training set is enlarged by constructing synthetic samples.
We consider a few basic approaches for generating synthetic examples:

• Vicinity based Data Augmentation: This is arguably the simplest
technique to generate synthetic examples. It involves defining a vicinity
distribution around each sample in the training dataset. Synthetic sam-
ples are sampled from this vicinity distribution around each sample and
added to the training set to enlarge its size. Vicinal Risk Minimization
[25] formalizes the concept of the vicinity distribution. In particular, [25]
proposes to use a Gaussian distribution around each training sample as
a vicinity distribution. Using this formulation, given a training sample
(x,y), a synthetic sample is generated as (x+δ,y), where δ is a random
vector sampled from the Gaussian distribution N (0,σ2).

Other methods use domain specific knowledge for defining the vicinity
distribution. For example, for image classification, the vicinity distribu-
tion of an image is defined as the set of its rotations, cropped versions,
scaled versions or horizontally flipped versions. Similarly for speech, [82]
and [114] and for natural language, [173] propose methods for construct-
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ing synthetic samples in the vicinity of the training samples.
While being simple and effective, the above kind of data augmentation

techniques have some limitations. For example, while Gaussian vicinity
requires carefully tuning a hyperparameter variance σ2 of the Gaussian
noise N (0,σ2), other above mentioned data augmentation techniques are
domain specific and may require significant domain expertise to design
them.

• Generation: This approach involves using an explicit density model
or generative model to generate synthetic data points. There can be
various ways in which this generative model can be formulated. For
example, we can learn a parameterized distribution Gθ(x̃|x) which gener-
ates semantically similar images x̃ given an input image x. Using this
distribution, given a training sample (xi,yi), we can construct a synthetic
sample (x̃i,yi), where x̃i ∼Gθ(x̃|x= xi). Another methods involves learn-
ing a parameterized distribution Gθ(x̃|z,y), where z ∼ P(z) is a random
vector drawn from a random distribution. Given a random vector z and
a class label y, distribution Gθ(x̃|z,y) is trained to produce the samples
x which are semantically similar to the samples from class y. In yet
another method, a sample x from a given class y can be generated using
a textual description of the class. These methods have been studied in
[73, 102, 120, 128] among others. One disadvantage to this approach is
that it involves training another model, which can potentially be more
difficult than learning the original function f .

• Synthesizing new samples by combining training samples: A sur-
prising and relatively simple approach, Mixup [180], involves construct-
ing synthetic examples by taking the linear interpolation of two randomly
chosen samples from the training data. This approach is appealing in
practice because unlike the Vicinity based Data Augmentation approaches
mentioned above, it is data-agnostic and unlike the Generation based
approaches, it does not require to train an additional network and addi-
tional computation cost. We describe the Mixup [180] more formally in
the following:

Let us suppose that xi,x j are input feature vector of two random train-
ing samples and yi,y j are their corresponding one-hot target vectors,
then in the simplest form of Mixing based approaches, called as Mixup
method [180], a synthetic sample (x̃, ỹ) is constructed as:

x̃=λxi + (1−λ)x j (2.3)

ỹ=λyi + (1−λ)y j (2.4)

where λ ∈ [0,1].
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(a) (b)

Figure 2.1. An experiment showing decision Boundary and hidden state representations of
a Deep Neural Network trained on the 2D spiral dataset. Clearly the decision
boundary is not optimal and the hidden states are not linearly separable.
(Figure reproduced from Publication I)

Essentially, Mixup enforces an inductive bias in the model that the
prediction on the linear interpolation of the input feature vectors should
match the linear interpolation of the corresponding target vectors. Thus
encouraging the model to behave linearly in between the training sam-
ples. Using this simple inductive bias, Mixup has been shown to improve
generalization, reduce memorization, improve the robustness to adver-
sarial examples [180]. We note that concurrent to Mixup, Between-Class
learning [153] also proposes data augmentation based on the linear
interpolation of the training samples.

2.1.1 Manifold Mixup

Although Mixup achieves better generalization by enforcing the constraint
that the model should behave linearly in-between a pair of samples from
the training set, it does not enforce any constraint on the hidden states
of the training samples. We argue that by applying carefully designed
constraints on the hidden states of the samples, we can learn better hidden
states that will lead to the models that can generalize even better.

To get the right intuition about what are the properties of the “better”
hidden states, we start by exploring what are the limitations of Deep
Neural Networks trained with ERM from the perspective of the hidden
states. Let us consider a simple two-dimensional classification task on a
toy dataset of Figure 2.1

In this example, vanilla training of a Deep Neural Network leads to a
complex arrangement of the hidden representations (Figure 2.1b). More-
over, every datapoint in both the input representation space (Figure 2.1a)
and hidden representation space (Figure 2.1b) is assigned a prediction
with very high confidence. This includes points (depicted in black) that
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correspond to inputs off the data manifold! Now, we can take some time
to think about what are the desirable properties of the better hidden
representations for the classification task? Intuitively, the class specific
representations should be concentrated into smaller volumes (more dis-
criminative hidden states). This will lead to learning simpler classification
functions to solve the task; which is a desirable property from the per-
spective of Occam’s Razor. Moreover, the hidden states corresponding
to off-manifold data points should be assigned a low confidence predic-
tion.Manifold Mixup achieves both these objectives. In the following, we
describe Manifold Mixup . For a theoretical as well as an intuitive justifica-
tion for why Manifold Mixup achieves these objectives, refer to Publication
I.

Consider training a deep neural network f (x) = fk(gk(x)), where gk de-
notes the part of the neural network mapping the input data to the hidden
representation at layer k, and fk denotes the part mapping such hidden
representation to the output f (x). Training f using Manifold Mixup is
performed in five steps. First, we select a random layer k from a set of eli-
gible layers S in the neural network. This set may include the input layer
g0(x). Second, we process two random data minibatches (x,y) and (x′,y′)
as usual, until reaching layer k. This provides us with two intermediate
minibatches (gk(x),y) and (gk(x′),y′). Third, we perform Mixup [180] on
these intermediate minibatches. This produces the mixed minibatch:

( g̃k, ỹ ) := (Mixλ(gk(x), gk(x′)),Mixλ(y,y′),

where Mixλ(a,b) = λ ·a+ (1−λ) ·b. Here, (y, y′) are one-hot labels, and the
mixing coefficient λ∼Beta(α,α) as proposed in Mixup [180]. For instance,
α = 1.0 is equivalent to sampling λ ∼ U(0,1). Fourth, we continue the
forward pass in the network from layer k until the output using the mixed
minibatch ( g̃k, ỹ ). Fifth, this output is used to compute the loss value and
gradients that update all the parameters of the neural network.

Mathematically, Manifold Mixup minimizes:

L ( f )= E
(x,y)∼P

E
(x′,y′)∼P

E
λ∼Beta(α,α)

E
k∼S

�( fk(Mixλ(gk(x), gk(x′))),Mixλ(y,y′)).

(2.5)

We show the decision boundary and hidden states of a Deep Neural
Network trained with Manifold Mixup in Figure 2.2. We observe that
Manifold mixup has three effects on learning when compared to vanilla
training. First, it smoothens decision boundaries (from Figure 2.1a to Fig-
ure 2.2a). Second, it improves the arrangement of hidden representations
and encourages broader regions of low-confidence predictions (from Figure
2.1b to Figure 2.2b). Black dots are the hidden representation of the inputs
sampled uniformly from the range of the input space. Third, it flattens the
representations ( Figure 2.2c)
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(a) (b) (c)

Figure 2.2. An experiment on a network trained on the 2D spiral dataset with a 2D bottle-
neck hidden representation in the middle of the network.(Figure reproduced
from Publication I)

One interesting question is whether other state-of-the-art regularizers
can achieve the same effects as that of Manifold Mixup . We examine
this in Figure 2.3. It shows that the effects of Manifold Mixup are not ac-
complished by other well-studied regularizers (input mixup, weight decay,
dropout, batch normalization, and adding noise to the hidden representa-
tions).

Moreover, Manifold Mixup addresses one another limitation of Mixup
[180] as well: mixing the samples in the feature vector space may lead to
the problem of sample collision. Let us assume that we create a synthetic
sample by mixing the feature vectors and corresponding target vectors
of two samples from classes A and B respectively. The feature vector of
this synthetic sample may collide with the feature vector of a sample from
another class C. Since the neural network is trained on both the synthetic
samples and the real samples, it will be trained to produce different target
vectors for the same feature vector! In Manifold Mixup , since the mixing
happens in the hidden states, they can be learned to organize in such a
way that sample collision does not occur or at least occurs less severely
than Mixup.

The experimental results in Publication I demonstrate that Manifold
Mixup can improve generalization on the test samples, robustness to
adversarial examples and better generalization to the novel deformations
in the test samples.

2.2 Unsupervised Representation Learning Using Auto-Encoders

Auto-encoders are fundamental building blocks for the unsupervised rep-
resentation learning. In its most basic form, an Autoencoder is composed
of two functions: an encoder function fθ(.) that maps the input feature
vector x to latent representation vector z and a decoder function gφ(.) that
maps the latent representation vector z to the reconstructed feature vector
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Figure 2.3. The same experimental setup as Figure 2.2, but using a variety of compet-
itive regularizers. This shows that the effect of concentrating the hidden
representation for each class and providing a broad region of low confidence
between the regions is not accomplished by the other regularizers (although
input space mixup does produce regions of low confidence, it does not flatten
the class-specific state distribution). Noise refers to Gaussian noise in the
input layer, dropout refers to dropout of 50% in all layers except the bottleneck
itself (due to its low dimensionality), and batch normalization refers to batch
normalization in all layers. (Figure reproduced from Publication I)

x̃. These two functions are trained jointly to minimize the reconstruction
error ‖x− x̃‖2

The primary goal of an Auto-encoder is to learn useful representations
of the input data [10], which may help in downstream tasks such as clas-
sification [184, 68] or reinforcement learning [156, 48]. In its simplest
form, the representations of auto-encoders can be encouraged to contain
more ‘useful’ information by restricting the size of the bottleneck. More
advanced methods for learning better representations in the Auto-encoders
include, through the use of input noise (e.g., in denoising auto-encoders)
[166], through regularisation of the encoder function [122], or by intro-
ducing a prior [78]. Yet other methods to learn better representations in
the Auto-encoders include learning interpretable representations [26, 75],
disentanglement of latent variables [96, 150] or maximization of mutual
information [26, 8, 63] between the input and the code.

2.2.1 Adversarial Mixup Resynthesis

Different from the above mentioned methods, in this section, we present a
mixing based Auto-encoder (Publication II). The underlying hypothesis of
our method is: an Auto-encoder learns more useful latent representations
if the latent representations are such that the decoded output from the
mixed latent representations of two or more data points is a semantically
meaningful combination of the corresponding datapoint. Consider a dataset
of facial images: If the Auto-encoder simply memorizes how to reconstruct
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a small number of facial images, then decoding the mixed representations
of various facial images will most likely not be a realistic facial image.
Instead, if latent representations have captured the semantic features
such as age, gender, color, etc. effectively, then decoding the mixed latent
representations will likely give a facial image that has the combination of
these semantic features from the corresponding facial images. In this case,
since latent representations have captured factors such as age, gender, etc,
these representations will be more useful for down-stream tasks such as
gender classification or age prediction.

While various Auto-encoder methods have been shown to have the im-
plicit ability to mix between two data points (i.e. by linearly interpolating
the latent representations of two data points and decoding it, an Auto-
encoder produces a data point which is a semantic combination of the cor-
responding data points) [33, 47, 18], enforcing such kind of characteristic
explicitly in the objective function of the Auto-encoders has received little
attention [14, 126]. In the following, we formulate a method (Publication
II) to explicitly enforce such kinds of characteristics in the Auto-encoders
and also study different ways of mixing the latent representations instead
of only the linear interpolations.

Let us consider an auto-encoder model F(·), with the encoder part denoted
as f (·) and the decoder g(·). In an auto-encoder we wish to minimise the
reconstruction, which is simply:

min
F

Ex∼p(x) ‖x− g( f (x))‖2 (2.6)

Because auto-encoders that are trained by pixel-space reconstruction pro-
duce low quality images (characterized by blurriness), we augment this
baseline by adding an adversarial game to the reconstruction (as done in
[90]). In turn, the discriminator D tries to distinguish between real and
reconstructed x, and the auto-encoder tries to construct ‘realistic’ recon-
structions so as to fool the discriminator. This formulation serves as our
baseline (to make this clear throughout this work, we call this ‘AE + GAN’),
which can be written as:

min
F

Ex∼p(x) λ‖x− g( f (x))‖2 +�GAN (D(g( f (x))),1)

min
D

Ex∼p(x) �GAN (D(x),1)+�GAN (D(g( f (x))),0),
(2.7)

where �GAN is a GAN-specific loss function. In our case, �GAN is the binary
cross-entropy loss, which corresponds to the Jenson-Shannon GAN [45].

What we would like to do is to be able to encode an arbitrary pair of inputs
h1 = f (x1) and h2 = f (x2) into their latent representation, perform some
combination between them through a function we denote Mix(h1,h2) (more
on this soon), run the result through the decoder g(·), and then minimise
some loss function which encourages the resulting decoded mix to look
realistic. With this in mind, we propose adversarial mixup resynthesis
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Figure 2.4. The systematic diagram for Adversarial Mixup Resynthesis (AMR). In addi-
tion to the auto-encoder loss functions, we have a mixing function Mix (called
‘mixer’ in the figure) which creates some combination between the latent vari-
ables h1 and h2, which is subsequently decoded into an image intended to be
realistic-looking by fooling the discriminator. Subsequently the discriminator’s
job is to distinguish real samples from generated ones from mixes. Figure
reproduced from Publication II

(AMR), where part of the auto-encoder’s objective is to produce mixes which,
when decoded, are indistinguishable from real images. The generator and
the discriminator of AMR are trained by the following mixture of loss
components:

min
F

Ex,x′∼p(x) λ‖x− g( f (x))‖2︸ ︷︷ ︸
reconstruction

+ �GAN (D(g( f (x))),1)︸ ︷︷ ︸
fool D with reconstruction

+�GAN (D(g(Mix( f (x), f (x′)))),1)︸ ︷︷ ︸
fool D with mixes

min
D

Ex,x′∼p(x) �GAN (D(x),1)︸ ︷︷ ︸
label x as real

+ �GAN (D(g( f (x))),0)︸ ︷︷ ︸
label reconstruction as fake

+�GAN (D(g(Mix( f (x), f (x′)))),0)︸ ︷︷ ︸
label mixes as fake

.

(2.8)

The AMR model is shown in Figure 2.4.

2.2.2 Various Ways of Mixing the Latent Representations

There are many ways one could combine the two latent representations,
and we denote this function Mix(h1,h2). Manifold mixup [162] implements
mixing in the hidden space through convex combinations:

Mixmixup(h1,h2)=αh1 + (1−α)h2, (2.9)

where α ∈ [0,1] is sampled from a Uniform(0,1) distribution.
We also explore a strategy in which we randomly retain some components

of the hidden representation from h1 and use the rest from h2. In this case,
we would randomly sample a binary mask m ∈ {0,1}k (where k denotes the
number of feature maps) and perform the following operation:

MixBern(h1,h2)=mh1 + (1−m)h2, (2.10)

where m is sampled from a Bernoulli(p) distribution (p can simply be
sampled uniformly) and multiplication is element-wise. This formulation is
interesting in the sense that it is very reminiscent of crossover in biological
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reproduction: the auto-encoder has to organize feature maps in such a way
that that any recombination between sets of feature maps must decode
into realistic looking images.

We can generalise the above mixing functions to operate on more than
just two examples. For instance, in the case of mixup (Equation 2.9),
if we were to mix between examples {h1, . . . ,hk}, we can simply sample
α ∼ Dirichlet(1, . . . ,1)1, where α ∈ [0,1]k and

∑k
i=1αi = 1 and compute the

dot product between this and the hidden states:

α1 ·h1 +·· ·+αk ·hk =
k∑

j=1

α jh j, (2.11)

One can think of this process as being equivalent to doing multiple itera-
tions (or in biological terms, generations) of mixing. For example, in the
case of a large k, α1 ·h1+α2 ·h2+α3 ·h3+·· · = (. . . (α1 ·h1 +α2 ·h2)︸ ︷︷ ︸

first iteration

+h3 ·α3

︸ ︷︷ ︸
second iteration

)+ . . . .

In Publication II, we quantitatively demonstrate that with the AMR
formulation, we can learn more useful representations in the Auto-encoder
framework. More specifically, we train a linear classifier on the representa-
tions extracted from the Auto-encoders and show that the AMR can achieve
significant improvements over the baseline methods such as AE+GAN.

2.3 Achieving Adversarial Robustness without Sacrificing too
much Accuracy

Although Deep Neural Networks have been highly successful across a
variety of tasks including computer vision, speech, natural language under-
standing and healthcare applications, work on Adversarial examples [148]
has shown that they can be easily fooled by adding carefully designed
perturbations to the input data. By “carefully designed”, we mean the
perturbations which are imperceptible for the humans but Deep Neural
Networks would often make completely different predictions on these
perturbed inputs than the clean (unperturbed) inputs.

It is not surprising that an adversary of the system can try to benefit by
fooling it using the adversarial examples. This limits the application of
Deep Neural Networks in the areas where reliability and security are criti-
cal, which includes applications such as face recognition [131], self-driving
cars [17], health care, and malware detection [91]. Defenses against the ad-
versarial attacks are a very active research area and many defenses have
been proposed, but most of them rely on obfuscated gradients [2] which

1Another way to say this is that for mixing k examples, we sample α from a k−1
simplex. This means that when k = 2 we are sampling from a 1-simplex (a line
segment), when k = 3 we are sampling from a 2-simplex (triangle), and so forth.
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gives a false illusion of defense by lowering the quality of the gradient
signal, without actually improving robustness [2]. Of these defenses, only
Adversarial Training [44, 86] was found to still be effective without being
suffering from the problem of obfuscated gradients. Adversarial Train-
ing encompasses crafting adversarial examples and using them during
training to increase robustness against unseen adversarial examples. To
scale Adversarial Training to large datasets and large models, often the
adversarial examples are crafted using the fast single step methods such
as FGSM [44].

However, Adversarial Training has a major disadvantage: it drastically
reduces the generalization performance of Deep Neural Networks on the
unperturbed samples, especially for the small networks. For example, [98]
reports that adding Adversarial Training to a specific model increases the
standard test error from 6.3% to 21.6% on CIFAR-10. This phenomenon
makes Adversarial Training difficult to use in practice. If the tension be-
tween the performance and the security turns out to be irreconcilable, then
many systems would either need to perform poorly or accept vulnerability.

How to train the Deep Neural Networks such that they are robust to
adversarial samples as well as have high accuracy on clean samples is
an open research problem. To this end, in Publication III, we propose
Interpolated Adversarial Training (IAT)

In the following, we describe an information compression view of why
Adversarial Training hurts performance on the clean test samples and
describe IAT that addresses this issue.

2.3.1 Interpolated Adversarial Training

Why adversarial training hurts the performance on the clean test samples
is an open research problem [98, 154, 118, 179]. We investigate this
problem from the information compression view.

[152, 136] investigate a relationship between the compression of the
information in the representations learned by the Deep Neural Networks
and their generalization bounds; showing that a stronger generalization
bound exists when the Deep Neural Networks have stronger compression.

To examine the degree to which the information compression is changed
in the adversarially trained models vs the normal training (baseline mod-
els), we performed an experiment where we take the representations
learned after training, and study how well these frozen representations are
able to successfully predict fixed random labels. If the model compresses
the representations well, then it will be harder to fit random labels.

We found that Adversarial Training made the representations much less
compressed in comparison to normal training. More specifically, we ran
a small 2-layer MLP on top of the learned representations to fit random
binary labels. In all cases we trained the model for predicting the random
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Figure 2.5. Adversarial Training (especially with PGD) training makes representations
have substantially more directions of significant variability (both when mea-
sured in an absolute sense and when measured relative to the largest singular
value).

labels for 200 epochs with the same hyperparameters. For fitting 10000
randomly labeled examples, we achieved accuracy of: 92.08% (Baseline),
and 97.00% (PGD Adversarial Training). Since adversarially trained
models can fit the random labels more easily, it suggests that Adversarial
Training causes the learned representations to be less compressed.

To provide further evidence for a difference in the compression character-
istics, we trained 5-layer fully-connected models on MNIST and considered
a bottleneck layer of 30 units directly following the first hidden layer. We
then performed singular value decomposition on the per-class represen-
tations and looked at the spectrum of singular values (Figure 2.5). We
found that both Adversarial Training (with PGD) and Adversarial Training
(with FGSM) increased the number of singular values with large values as
compared to a baseline model.

As per the relationship drawn in [152, 136] between the information
compression and the generalization, this explains why adversarial training
hurts performance on clean samples.

On the contrary, in Publication I, we have demonstrated that Manifold
Mixup significantly compresses the hidden state representations (also
demonstrated in Figure 2.5). Based on these observations, in Publication
III, we propose Interpolated Adversarial Training(IAT), which alleviates
the above mentioned problems of Adversarial Training by augmenting it
with the Mixup or Manifold Mixup training.

More concretely, in IAT, we train a Deep Neural Network using the
interpolations of the adversarial examples along with the interpolations
of the unperturbed examples. We use the techniques of Mixup [180] and
Manifold Mixup[163] as ways of interpolating examples. Learning is
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performed in the following four steps when training a network with IAT. In
the first step, we compute the loss from an unperturbed (non-adversarial)
batch (with interpolations based on either Mixup or Manifold Mixup). In
the second step, we generate a batch of adversarial examples using an
adversarial attack (such as Projected Gradient Descent (PGD) [98] or Fast
Gradient Sign Method (FGSM) [44]). In the third step, we train against
these adversarial examples with the original labels, with interpolations
based on either Mixup or Manifold Mixup. In the fourth step, we obtain the
average of the loss from the unperturbed batch and the adversarial batch
and update the network parameters using this loss. Note that following
[85, 154], we use both the unperturbed and adversarial samples to train the
model with IAT and we use it in our baseline adversarial training models
as well (refer to Publication III for a more detailed algorithm.) Through
extensive experiments (refer to Publication III), we have demonstrated
that IAT retains the performance on the clean test samples while being
robust to adversarial samples.

2.4 Discussion and Future Directions

In this chapter, we have presented mixing based methods for improving the
generalization of Deep Neural Networks. Specifically, we have presented
methods for the fully-supervised learning, unsupervised representation
learning and method for achieving better test accuracy with Adversarial
Training. These methods have negligible added computation cost over the
underlying Deep Neural Networks, which makes these methods particu-
larly appealing for the large scale Deep Learning applications.

In the follow-up work by other researchers, Manifold Mixup has been
successfully applied to other problem settings. [76] applied Manifold
Mixup to U-Nets for prostate cancer segmentation. [105] applied Manifold
Mixup to a recurrent (LSTM) model trained with CTC loss for handwriting
recognition. These follow up works provide some preliminary evidence that
Manifold Mixup can be applied to architectures other than CNNs and with
tasks other than classification (note that in Publication I and Publication
III we only considered CNNs and FCNs based classification tasks). For
speech based applications, [119] used Manifold Mixup for acoustic scene
classification and [15] used Manifold Mixup for voice spoofing detection.
[56] considered using experience replay with quantized hidden states and
also applied Manifold Mixup on the hidden states. In the few-shot learning
paradigm, [99] used Manifold Mixup loss jointly with self-supervision
loss. Additionally, they showed substantial improvements using Manifold
Mixup on the Imagenet dataset and on a variant of Imagenet with novel
deformations introduced during evaluation. CutMix [177] considered a
variant of mixup where rectangular “cutouts” of the image are used to do
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mixing between images. They found that this technique did not perform
as well when applied in the hidden states (following the Manifold Mixup
procedure). Understanding this better could be an interesting area for
future work.

Another line of research has explored the ramifications of the spectral
properties of the hidden layers of deep networks, which ties in closely with
the theoretical results shown in the Publication I. For instance, in Publica-
tion I, we showed that using Manifold Mixup “flattens” the class-specific
hidden representations learned by Deep Neural Networks, reducing the
number of directions with substantial variability. The number of directions
with significant variability has seen increasing theoretical study. [146]
produced a generalization bound which explicitly depends on how quickly
the spectrum of the hidden state decays (with a stronger bound for a faster
decay, as seen with Manifold Mixup). That Manifold Mixup’s property
is explicitly class-specific, may suggest that even better bounds could be
produced if they considered a class-specific (or at least target-dependent)
spectral analysis.

Interpolated Adversarial Training has seen two direct follow-up research
projects. Mixup Inference [113] considers using interpolations between
multiple examples during evaluation as a way of improving adversarial
robustness. They found that this achieves considerable adversarial robust-
ness but at the expense of some amount of clean test accuracy. They also
found that this technique performs better both in terms of clean accuracy
and robustness when combined with Interpolated Adversarial Training
[89]. Instance Adaptive Adversarial Training [6] uses an adaptive pertur-
bation raidus for adversarial training based on how close points are to the
margin and they found that this yields a more robust defense than IAT,
but with somewhat worse generalization on clean examples.

There exist many future directions to be explored along the mixing based
methods. For example, in Manifold Mixup, we randomly selected the mix-
ing coefficient λ and the layer for mixing. Using a more principled way
for these selections may lead to faster convergence of Manifold Mixup.
Moreover, understanding the interaction of Manifold Mixup with other
popular regularizers such as BatchNorm and Dropout can shed light on
whether these regularizers are complementary to Manifold Mixup or not.
Applying Manifold Mixup to various tasks in the natural language under-
standing is another interesting future direction. From the perspective of
the unsupervised learning, mixing based methods can be combined with
the auto-encoder based self-supervised methods such as [182] or with the
more generic self-supervised methods such as [59]. Developing the theoret-
ical understanding of the mixing based methods is yet another important
future reserach direction.
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3. Recent Advances in Semi-supervised
Learning

In many application domains, such as computer vision, speech, natural
language understanding, and medical diagnosis, Deep Neural Networks
can achieve human-level or even super-human-level performance in a
fully supervised setting by leveraging a large collection of labeled data.
However, labeling large amounts of data is often prohibitive due to time,
financial, and expertise constraints. Semi-supervised learning is an attrac-
tive alternative to supervised learning when the label data is scarce but
substantially more amount of unlabeled data is available.

Current deep learning based semi-supervised learning approaches can be
broadly categorized into two streams: (1) Deep generative modeling based
approaches [79, 28] and (2) Consistency regularization based approaches.

While the deep generative modeling based approaches had achieved
better results earlier on, the recent progress in semi-supervised learning
has been primarily driven by the consistency regularization based methods.
This chapter presents basic principles related to consistency regularization
and how these principles have given rise to various methods for deep semi-
supervised learning. We start by introducing the underlying assumptions
and motivations of consistency regularization in Section 3.1. Next, we
describe some of the previous state-of-the-art semi-supervised learning
approaches based on consistency regularization. In Section 3.1.3, we
summarize a consistency regularization method proposed in Publication
IV. Finally, in Section 3.3 we discuss the major advantages of the method
proposed in Publication IV and the future directions to improve existing
consistency regularization approaches.

3.1 Consistency Regularization

Consistency regularization based approaches draw their motivation from
the cluster assumption or equivalent low-density separation assumption
[24]. In the following, we first describe the aforementioned assump-
tions and then present a general formulation that is used to enforce
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these assumptions in various consistency regularization based deep semi-
supervised Learning methods.

The cluster assumption posits that: if two samples belong to the same
cluster in the input distribution, then they are likely to belong to the
same class. The cluster assumption can be equivalently stated as low-
density separation assumption: for the classification problems, the decision
boundary is likely to traverse low-density regions in the sample space.
The equivalence is easy to see: Two samples in the same cluster will be
classified to the same class if and only if the decision boundary does not cut
through that cluster, rather than it passes through a low density region in
the sample space.

Consistency regularization methods enforce above mentioned low density
separation assumption as a model prior by encouraging that the output
of the model does not change under realistic perturbations (for example,
small Gaussian noise or random translation/cropping of the images) to
an unlabeled sample. One can easily see that such kind of constraints
can be satisfied for all the samples only if the decision boundary lies in
the low density region. Note that by realistic perturbations we mean a
perturbation that does not change the semantic of the sample.

Now we mathematically define the consistency regularization. Let us
assume that x ∈DUL be an unlabeled sample, x̂ be a realistic perturbation
to sample x, and fθ(x) be the prediction function, then the consistency
regularization Rθ(x) can be defined as:

Rθ(x)= D( fθ(x), fθ(x̂ )) (3.1)

where D(., .) measures the distance between the prediction function’s
output on the clean and the perturbed sample. For example, D(., .) can
be realized as mean-square error or Kullback-Leibler divergence (KLD).
The loss term used to train the prediction function fθ(x) is obtained by
adding the consistency regularizer of Equation 3.1 to the supervised clas-
sification loss using a weighting hyperparameter. This seemingly simple
principle has motivated a family of recent state-of-the-art methods for
semi-supervised learning, which includes the Π-model [127, 87], Temporal
Ensembling [87], Virtual Adversarial Training (VAT) [103], and the Mean-
Teacher [149], among others. We describe these methods in the following
section. We note that many of these methods also utilize a related princi-
ple: models that are trained to be robust to noise in its parameters should
generalize better than the models which are (overly) sensitive to such kind
of noise [4].

3.1.1 Stochastic Perturbation and Π Model

Stochastic Perturbation method of [127] proposes to apply linear or non-
linear stochastic transformations T(x) to a sample k times and minimize
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the difference of model’s prediction on each pair of these k transformed
samples. Mathematically:

Rθ(x)=
k−1∑
i=1

k∑
j=2

∥∥ fθ(Ti(x))− fθ(T j(x))
∥∥2

2 (3.2)

where Ti(x) is the i-th instance of transformation applied on x.
Π model of [87] is closely related to the Stochastic Perturbation method

of [127]. In addition to applying stochastic perturbations to the samples, Π
model also uses perturbations in the models, such as Dropout, to compute
different model predictions for a single input sample. Let us assume that
f
′
θ and f

′′
θ are two Dropout instances of the model fθ, then the Π model

consistency regularizer is given as:

Rθ(x)=
∥∥∥ f

′
θ(T(x))− f

′′
θ (T(x))

∥∥∥2

2
(3.3)

For image classification problems, both Stochastic Perturbation [127] and
Π model [87] realize the non-linear stochastic perturbations using data-
augmentation techniques ( for example, random-cropping and random
rotation).

3.1.2 Virtual Adversarial Training

We note that Stochastic perturbations used in [127, 87] might be inefficient
in high dimensions, as only a tiny proportion of input perturbations are
capable of pushing the decision boundary into low-density regions. To
alleviate this problem, instead of applying stochastic perturbations to an
input sample, Virtual Adversarial Training (VAT) finds an adversarial
perturbation which causes maximum change to the model’s output for the
given input sample. Virtual Adversarial Training (VAT) is motivated by
Adversarial Training [44, 148]. Formally, an adversarial perturbation radv

in VAT is computed as:

radv = argmax
r;‖r2‖≤ε

D( fθ(x), fθ(x+r)) (3.4)

where ε is a scalar hyperparameter that specifies the upper bound on
the norm of the adversarial perturbation. VAT [103] further proposes to
approximate the computation of radv as follows:

radv ≈ ε
g

‖g‖2
(3.5)

where g=∇rD( fθ(x), fθ(x+r))
∣∣∣
r=ξd

(3.6)

and ξ 	= 0 is a scalar hyperparameter whose value is set to be very small
(such as 1e−6) and d is a randomly sampled unit vector.
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Based on the adversarial perturbation radv for a sample x, the consistency
regularization in VAT is computed as:

Rθ(x)= D( fθ(x), fθ(x+radv)) (3.7)

3.1.3 Temporal Ensembling and Mean-Teachers

The methods described in Section 3.1.1 and 3.1.2 use the model’s own
prediction on the clean and the perturbed sample to design a consistency
regularizer. However, there exists a major limitation: the model’s pre-
diction can be potentially inaccurate (especially in the beginning of the
training and/or if the number of labeled samples are too few) and they can
be potentially unstable ( i.e. they can change rapidly over the course of the
training). The inaccurate predicted-targets used in consistency regularizer
can push the decision boundary of the model towards undesired directions
instead of the low density regions of the sample space. Furthermore, the
unstable predicted-targets can potentially make it more difficult for the
model to converge. To make the predicted-targets fθ(x) of an unlabeled
sample x ∈DUL more accurate and stable, Temporal Ensembling [87] and
Mean-Teacher [149] employ self-ensembling technique. Specifically, Tem-
poral Ensembling proposes to use the running average of the model’s own
predictions as the predicted-target fθ(x). Inspired by Temporal Ensembling,
Mean-Teacher [149] instead proposes to use a Teacher model parameter-
ized by an exponential-moving-average of the parameters θ of the original
prediction function. In practice, Mean-Teacher achieves better results than
the Temporal Ensembling. Mean-Teacher has an added benefit in terms of
reduced memory requirements as compared to the Temporal Ensembling;
it does not require to store the running average of the model’s prediction
on all the unlabeled samples.

3.2 Interpolation Consistency Training

Building on this line of research of consistency regularization methods (Sec-
tion 3.1), in Publication IV, we propose Interpolation Consistency Training
(ICT).

ICT proposes a special form of consistency regularizer, whereby it encour-
ages the prediction at an interpolation of unlabeled points to be consistent
with the interpolation of the predictions at those points. This kind of
consistency regularizer is motivated by a simple observation that for
applying consistency regularization, the perturbations in the directions of
other samples are better than stochastic perturbations. Why is this so?

Recall that, based on the low density separation assumption, our goal
is to push the decision boundary in the low-density regions. This can be
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achieved if, for a given sample x, we can we find a perturbation δ such
that x and x+δ lie on opposite sides of the decision boundary. Although
tempting, using random perturbations is an inefficient strategy, since the
subset of directions approaching the decision boundary is a tiny fraction of
the ambient space. Instead, consider interpolations xi +δ= (1−α)xi +αx j

towards a second randomly selected unlabeled examples x j. Then, the two
unlabeled samples xi and x j can either:

1. lie in the same cluster,

2. lie in different clusters but belong to the same class,

3. lie on different clusters and belong to the different classes.

Assuming the cluster assumption, the probability of (1) decreases as the
number of classes increases. The probability of (2) is low if we assume that
the number of clusters for each class is balanced. Finally, the probability of
(3) is the highest. Then, assuming that one of (xi,x j) lies near the decision
boundary (it is a good candidate for enforcing consistency), it is likely
(because of the high probability of (3)) that the interpolation towards xi

points towards a region of low density, followed by the cluster of the other
class. Since this is a good direction to move the decision, the interpolation
is a good perturbation for consistency-based regularization.

Based on this observation, using a sufficiently small positive scalar λ, we
can design a simple consistency regularization based on Equation 3.1:

Rθ(xi)= D( fθ(xi), fθ(Mixλ(xi,x j)) (3.8)

whereMixλ(a,b)=λ ·a+ (1−λ) ·b (3.9)

Notice, we need λ to be sufficiently small for (1−λ)xi +λx j to be a realistic
perturbation of xi.

While the consistency regularization scheme of Equation 3.8 is well-
motivated, we further note that unlike random or adversarial pertur-
bations of single unlabeled examples xi, our scheme involves two unla-
beled examples (xi,x j). Intuitively, we would like to push the decision
boundary as far as possible from the class boundaries, as it is well known
that decision boundaries with large margin generalize better [132]. In
the supervised learning setting, one method to achieve large-margin de-
cision boundaries is mixup [180]. In mixup, the decision boundary is
pushed far away from the class boundaries by enforcing the prediction
model to change linearly in between samples. This is done by, for random
pairs of labeled samples ((xi,yi), (x j,y j)), training the model fθ to predict
Mixλ(yi,y j) at location Mixλ(xi,x j). Here we extend mixup to the semi-
supervised learning setting by training the model fθ to predict the “fake
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Figure 3.1. ICT uses a mean-teacher fθ′ , where the teacher parameters θ′ are an ex-
ponential moving average of the student parameters θ. During training,
the student parameters θ are updated to encourage consistent predictions
fθ(Mixλ(u j ,uk))≈Mixλ( fθ′ (u j), fθ′ (uk)), and correct predictions for labeled ex-
amples xi. Figure reproduced from Publication IV.

label” Mixλ( fθ(xi), fθ(x j)) at location Mixλ(xi,x j). In order to follow a more
conservative consistent regularization, we encourage the model fθ to pre-
dict the fake label Mixλ( fθ′(xi), fθ′(x j)) at location Mixλ(xi,u j), where θ′ is a
moving average of θ, similar to Mean-Teacher [149].

Based on the above observations and motivations, we proposed the fol-
lowing consistency regularization in Publication IV

Rθ(xi,x j)= D(Mixλ( fθ′(xi), fθ′(x j)), fθ(Mixλ(xi,x j))) (3.10)

The population version of the regularizer in Equation 3.10 is given as:

Rθ(DUL)= E
xi ,x j∼DUL

E
λ∼Beta(α,α)

D(Mixλ( fθ′(xi), fθ′(x j)), fθ(Mixλ(xi,x j))) (3.11)

ICT has a major advantage as compared to VAT (Section 3.1.2): The
additional computation cost associated with VAT (computing the gradient
in Equation 3.5), makes it less appealing in situations where unlabeled
data is available in large quantities. Furthermore, recent research has
shown that training with adversarial perturbations can hurt generalization
performance [106, 154].

Despite its simplicity and no additional computation cost, ICT improves
upon previous state-of-the-art methods across all benchmark architectures
and datasets. The procedure for ICT is depicted in Figure 3.1. In Figure
3.2, we demonstrate how ICT training pushes the decision boundary into
low density regions of input space, resulting in better classifiers. For more
discussions and results, refer to Publication IV.
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(a) After 100 updates (b) After 500 updates

(c) After 1000 updates

Figure 3.2. Interpolation Consistency Training (ICT) applied to the “two moons” dataset,
when three labels per class (large dots) and a large amount of unlabeled data
(small dots) is available. When compared to supervised learning (red), ICT
encourages a decision boundary traversing a low-density region that would
better the unlabeled data. Both methods employ a multilayer perceptron
with three hidden ReLU layers of twenty neurons. Figure reproduced from
Publication IV.

3.3 Discussion and Future Directions

Deep Neural Networks are a highly flexible class of algorithms which
have shown to be state-of-the-art across many domains. However, they
depend on the availability of a large corpus of labeled data. Contrary
to this, semi-supervised learning is a powerful learning framework that
leverages unlabeled data to reduce the amount of labeled data required
for successfully training Deep Neural Networks. With this motivation,
researchers have recently started to develop semi-supervised methods for
training Deep Neural Networks. While earlier of these methods were based
on generative modeling ( such as VAEs and GANs), lately the attention has
shifted to consistency regularization based methods. Consistency regular-
ization based methods are appealing because of their high generalization
performance, training stability and ease of implementation.

Recent years have seen rapid improvements in the direction of consis-
tency regularization based methods. Along these lines, we have proposed
Interpolation Consistency Training(ICT) in Publication IV. Unlike previous
consistency regularization methods such as VAT [103], ICT (Publication
IV) does not has any significant additional computation or memory cost
and hence it is an appealing semi-supervised learning method for the
real-world applications. Furthermore, unlike the previous methods such
as Stochastic Perturbation [127] and Π-model [87], which require domain-
specific transformations, ICT is domain agnostic and can be applied to any
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domain in which the input samples are presented as a fixed-length vector.
The consistency regularization proposed in ICT (Publication IV) has

inspired a number of recent state-of-the-art methods for semi-supervised
learning. The most notable examples include MixMatch [13], ReMixMatch
[12] and FixMatch [139]. These methods use the same form of consistency
regularization proposed in ICT along with some added techniques. One
thing to note is that although these methods improve substantially over
ICT when the number of labeled examples in small, these methods have an
additional assumption that there is an effective form of data augmentation
available, which may depend greatly on the domain.

For Domain Adaptation, Virtual Mixup Training (VMT) [100] uses the
consistency regularization similar to ICT, but on the unlabeled data of
the target domain. Furthermore, [40] proposes an active learning method
based on ICT consistency regularizer.

ICT based methods have been applied to various other domains as well.
[37] used the ICT method for semantic segmentation but uses a spatial-
bernoulli mask (constructed from smoothed gaussian noise) to mix the
images rather than doing linear mixing. [66] applied ICT to audio tagging.
HODGEPODGE [135] applied ICT to audio event detection and found that
it outperformed Mean Teacher [149] and MixMatch [13]. [88] used ICT for
improving the generalization of speech separation models.

Some other approaches use a consistency regularizer similar to ICT in
the noisy lables setting. [185] uses a meta-learning based procedure to
weight between applying a consistency objective and using supervised
learning as a function of how noisy the labels are for a set of data (such
that it leans towards a consistency-based objective on examples with labels
which are most noisy). This substantially improves results on datasets
consisting of a small “trusted dataset” and a large dataset of examples
with noisy labels. [55] also considered the problem of learning from a
combination of clean and noisy-labeled samples, but used a fixed weighting
between the supervised and consistency-based losses, leading to a simpler
but less flexible procedure then [185].

Now we discuss some of the future directions. To start with, we note
that ICT can be readily extended to the hidden states of a neural network
as long as the hidden states are of fixed length for each sample. This is
in a similar spirit of Manifold Mixup [162]. It has two advantages: (1) It
will allow the hidden states to be more discriminative similar to Manifold
Mixup [162], potentially achieving even better test accuracy. (2) The other
more important benefit is that it will facilitate applying ICT to application
domains where input samples do not have a fixed topology (for example,
molecular graphs, 3D protein structures, etc).

The success of the consistency regularization based approaches for semi-
supervised Learning depends heavily on achieving better predicted-targets.
While methods such as Temporal Ensembling [87] and Mean-Teacher [149]
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achieve reasonably accurate predicted-targets using the self-ensembling
technique, there is still a scope to improve the accuracy of the predicted
targets. One such potential direction is to use the meta-learning approach
to rectify the predicted-targets of the Mean-Teacher method.

While the performance gap between fully supervised Deep Neural Net-
works and semi-supervised Deep Neural Networks is closing rapidly, there
is still plenty of scope for improvement and we hope to see further develop-
ment along these lines in the near future.
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4. Learning from Graph Structured Data

Deep learning has revolutionized many applications where the data can be
represented as a fixed-length vector (for example, images) or a set/sequence
of fixed-length vectors (for example, language, audio, video, financial time-
series data, weather time-series data, to name a few). However, there is an
increasing number of applications where data are represented in the form
of graphs. For example, a social network can be represented as a graph.
Each node in the social network represents a user and the edges between
the users encode the relational information between the users. This kind
of graph structure can be used to classify users into various categories or
recommend new connections between them. In a citation network, papers
are linked to each other via citations and the text of the papers as well as
their links can be used to classify them into different categories. In biology
and chemistry, proteins and chemical compounds can be represented as
graphs, and protein-chemical compound affinity is modeled to discover new
drugs. The non-euclidean structure of the graph data opens new challenges
for Deep Neural Networks. As a graph can have an arbitrary topology,
some of the standard operations (such as convolutions), which are easy to
use in other domains, are difficult to apply on the graph-structured data.
Moreover, unlike the assumption in other application domains that the
instances are independent of each other, the instances in graph domain
are related to each other via various type of links, such as undirected
links in the social networks, directed links in the citation networks, or the
atomic bonds between the atoms of a chemical compound. Based on these
motivations, recently there is an increasing research focus on extending
Deep Neural Networks for graph data, which is often termed as Geometric
Deep Learning.

In this chapter, we start by describing various classes of graph-based
learning in Section 4.1. In Section 4.2, we describe and compare various
classes of Deep Neural Networks for graph-structured data. Further in
Section 4.3 and Section 4.4, we discuss the proposed techniques for regu-
larization and unsupervised/semi-supervised learning in graphs. Finally,
in Section 4.5, we discuss the contribution of the proposed techniques and
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future work.

4.1 Two Classes of Graph-Based Learning

Graph-based learning problems can be broadly categorized into two main
classes:

4.1.1 Node Level Learning

In this kind of learning problem, given the graph structure and the input
features for each node, the supervised learning task is node regression
or node classification. For example, predicting the label of a document
in the citation networks. In the unsupervised learning setup, the task is
to learn the latent representations for each node, also known as learning
the network embeddings. Note that the term network embedding is a
misnomer in the sense that the objective here is the learn the embedding
of an individual node, instead of the entire network (graph) Publication V
of this thesis addresses the node classification problem.

4.1.2 Graph Level Learning

In this kind of learning problem, the task is to learn the class label or
regression for the entire graph in a (semi-)supervised learning setting or
to learn the latent representations for the entire graph in an unsupervised
manner. Publication VI of this thesis addresses the problem of the unsu-
pervised representation learning of the entire graph and predicting the
label of the entire graph in a semi-supervised learning setup.

4.2 Deep Neural Networks for Graph Structured Data

With the recent surge of interest in Deep Neural Networks, there has been
a rapid development of Neural Networks methods which are specifically
designed to handle graph structured data. These methods are often called
Graph Neural Networks (GNN). In the following, we categorize and discuss
various forms of GNNs.

4.2.1 Recurrence Based Graph Neural Networks

The earliest work, in the year 1997, that proposed a neural network for
structured data, more specifically for the directed acyclic or directed cyclic
graph was by Sperduti et. al. [140]. In this work, the authors proposed
a generalized neuron, which was used to compute the hidden states of a
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node using the recurrent application of the same set of parameters on its
child nodes. Following this, [129] proposed a general class of graph neural
networks that can be applied to any kind of graph data, e.g. directed,
undirected, cyclic, acyclic graphs. The central idea of their approach is
to update a node’s hidden states by exchanging the information from
neighbourhood nodes recurrently until a stable equilibrium is reached. In
the following, we formally define the hidden states update rule of this class
of algorithms. Given a node i and its neighbours N(i), the hidden state of i
at iteration t is given as:

h(t)
i =

∑
j∈N(i)

fθ(xi,xe
i, j,x j,h(t−1)

j ) (4.1)

where fθ(.) is a recurrent function parameterized by θ, xi is the input
features of node i, xe

i, j is the edge feature of edge connecting node i and
j and h(0) is initialized randomly. Note that for the hidden states of the
nodes to converge to a stable point, function fθ(.) should be a contractive
mapping that shrinks the distance between two nodes when projected
into the hidden space. Using such kinds of function, once the stable
point of the hidden states is achieved, the methods of [129] use a readout
layer followed by a classification layer. To avoid the limitation of using a
contractive function, Gated Graph Neural Networks (GGNN) [94] use a
Gated Recurrent Unit(GRU) as a recurrent function and the recurrence
is applied for a fixed number of steps. Unlike [129], GGNN uses Back-
Propagation Through Time (BPTT) to update the model parameters. The
hidden state update rule for GGNN can be written as:

h(t)
i =GRU(h(t−1)

i ,
∑

j∈N(i)

Wh(t−1)
j ) (4.2)

where W is the linear transformation parameters. Note that the use
of BPTT requires to save the intermediate hidden states (hidden states
corresponding to each application of the recurrent operation) of all the
nodes. This can be problematic for larger graphs. To avoid this problem,
Stochastic Steady-state Embedding (SSE)[27] proposes to alternatively
sample a set of nodes for state updates and a set of nodes for parameter
updates.

4.2.2 Autoencoder Based Graph Neural Networks

Unlike the Recurrence based Graph Neural Networks of Section 4.2.1,
which are mainly concerned about learning from a graph structure data
in a supervised setting, Autoencoder based Graph Neural Networks ad-
dresses the problem of learning the representation of the graph data in an
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unsupervised manner. Most of this line of research has been focused on
learning the representations of the graph’s nodes, however, these meth-
ods can be extended to learn the graph-level representations by applying
pooling operations on the node representations.

One particular class of these algorithms is based on the Network Ho-
mophily assumption, which posits that the nodes which are similar to each
other are more likely to attach to each other than the dissimilar one. This
can be equivalently stated as: if two nodes are connected in a graph, then
they are more likely to be similar than the nodes which are not connected.

Autoencoder based Graph Neural Networks [38, 23] which enforce such
kinds of constraints in its learning framework , use an additional loss
function (along with the reconstruction loss) that minimizes the distance
between the representations of two connected nodes. Concretely, let us
assume that an Autoencoder is composed of an encoder function Enc and a
decoder function Dec, then such loss can be defined as:

L =
∑

(i, j)∈E

D(Enc(xi),Enc(x j)) (4.3)

where (i, j) ∈ E indicates that there exists an edge between nodes i and
j, and D is a distance function, for example, euclidean norm or Kullback-
Leibler Divergence(KLD).

Another class of Autoencoder based Graph Neural Networks use only
the network structure for learning the node embeddings instead of using
both the network structure and node’s input features. In these approaches,
the first step is to construct a matrix S such that an element Si, j consists
of the pair-wise proximity of the node pair (i, j) in the graph. Using this
matrix, each node i is represented as the i-th row in the matrix: si ∈R|V |,
where |V | represents the number of nodes in the graph. Essentially, si

represents the neighbourhood information for the node i in a vector form.
The autoencoding objective of these approaches is to embed the vector si

into a low-dimensional vector zi such that the decoder can recover the
original vector si from these embeddings as follows:

Dec(Enc(si))= Dec(zi)≈ si (4.4)

Using above kind of objective, the loss function of these approaches can
be defined as:

L = ‖Dec(zi)−si‖2
2 (4.5)

These approaches mainly differ in the way they compute the pairwise
proximity of a node pair. For example, Deep Neural Graph Represen-
tation (DNGR) [20] uses the pairwise mutual information of two nodes
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co-occurring on random walks to construct si, whereas, Structural Deep
Network Embedding (SDNE)[167] uses the node adjacency information to
construct si.

Despite showing good predictive performance on the down-stream tasks,
these approaches have two major limitations. First, the input dimension of
the Autoencoder is |V |, which can be intractable for graphs with millions
of nodes. Second, these methods are inherently transductive in nature and
can not generalize across graphs.

4.2.3 Convolution Based Graph Neural Network

Convolution based Graph Neural Networks (CGNN) share the same design
principle as that of the Recurrence based Graph Neural Networks (RGNN):
Both of these networks iteratively update a node’s hidden states based on
the hidden states of its neighbours. However, unlike RGNN which uses the
same set of parameters iteratively, CGNN uses a fixed number of layers
and a separate set of parameters for each layer. The layer in a CGNN is
analogous to the convolution layer of the conventional CNNs for images:
Similar to an image, where a convolutional layer updates the hidden states
at a particular position in a 2D grid by taking the weighted average of the
hidden states of the neighbouring positions, the convolutional layer in a
CGNN updates the hidden states of a node by taking the weighted average
of the hidden states of the node’s neighbours. Various GCNN methods
differ in the way they perform this weighted average operation.

Gilmer et.al.[41] proposed a general framework, called as Message Pass-
ing Neural Networks (MPNN), and shows that various existing GCNNs
can be interpreted as an instance of the MPNN. MPNN performs K-steps
of message passing to propagate the information between nodes. The
message passing function can be formally defined as:

h(k)
i = gk(h(k−1)

i ,
∑

j∈N(i)

fk(h(k−1)
i ,h(k−1)

j ,xe
i, j)) (4.6)

where h(0)
i = xi and gk(.) and fk(.) are functions with learnable parameters.

After the K-th layer hidden states h(K)
i have been derived, they can be

passed to a output layer for performing node-level prediction tasks or they
can be passed to a readout function to obtain graph-level representations.
A readout function can be generally defined as :

hG = R(h(K)
i |i ∈G) (4.7)

Various CGNNs differ in the way they define g(.), f (.) and R(.) functions
[80, 161, 174, 34, 77]. Out of these various possible GCNNs, in Publication
V, we have used GCN [80] and GAT [161] as an underlying model for the
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proposed method GraphMix. In Publication VI, we have used Graph Iso-
morphism Network (GIN) [174] as an underlying model. In the following,
we describe how these methods differ in the instantiation of the Equation
4.6. We made these choices to make a fair comparison of the methods
presented in Publication V and Publication VI with the existing methods.
In the following, we describe the hidden state update rule of GCN, GAT,
and GIN in detail.

GCN assigns predetermined weights ai, j between neighbouring nodes i
and j for updating the hidden states of node i using the Equation 4.6:

ai, j = 1√
deg(i)∗deg( j)

(4.8)

where deg(.) is the degree of a particular node.
GAT uses the attention weights αi, j to measure the connection strength

between two connected nodes i and j. The attention weights are computed
as:

αi, j = sof tmax(ei, j)=
exp(ei, j)∑

n∈N(i) exp(ei,n)
(4.9)

where ei, j is a scalar attention coefficient computed using a parameter-
ized function Attenφ as follows:

ei, j =Atten(h(k−1)
i ,h(k−1)

j ) (4.10)

There can be various ways to instantiate Attenφ function in Equation
4.10. In [161], it is instantiated using a single layer network as follows:

ei, j =LeakyRelu(φT (W(k)h(k−1)
i ||W(k)h(k−1)

j )) (4.11)

where || represents the concatenation of two vectors.
Using the attention weights αi, j computed as above, GAT updates the

hidden states of the nodes as:

h(k)
i =σ(

∑
j∈N(i)∪i

α(k)
i, j W

(k)h(k−1)
j ) (4.12)

Graph Isomorphism Networks (GIN) show that previous MPNN based
methods were incapable of distinguishing between two graphs based on
their graph-level representations. To solve this issue, GIN proposed to use
a learnable parameters ε(k) for adjusting the weights of the central node i
as follows:

h(k)
i =MLP((1+εk)h(k−1)

i +
∑

j∈N(i)

h(k−1)
j ) (4.13)
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where MLP denotes a Multi-layer Perceptron.
In order to provide the necessary contextual information for interpreting

the significance of the contributions made in Publication V and Publica-
tion VI, so far we have described various graph-structure based learning
tasks and various forms of GNNs that are used to solve these tasks. In
Section 4.3, we will discuss the problem of generalization gap in the node
classification task and further we will summarize the proposed GraphMix
method (Publication V) to address this problem. Following this, in Section
4.4 we discuss the unsupervised representation learning at the graph-level
and the proposed method InfoGraph (Publication VI) to address this task.

4.3 Regularizing Graph Neural Networks for Node classification

Similar to other Deep Neural Networks such as CNNs or RNNs, Graph
Neural Networks also exhibit generalization gap. Some of the existing
regularization techniques such as Dropout [141] and BatchNorm [72] can
be readily applied to the Graph Neural Network layers to reduce this
generalization gap, however, there still exists a substantial generalization
gap. For example, in Figure 4.1a, we observe that the Train and Test loss
differ significantly for a widely used Graph Convolutional Network(GCN)
[80] trained with Dropout and BatchNorm for node classification task (
node-level learning task Section 4.1.1.

Recently some methods have been proposed to improve the above men-
tioned generalization gap in Graph Neural Networks for the node classifi-
cation tasks. In the following, we briefly mention some of these methods
and their limitations, and further, we explain GraphMix, the method pro-
posed in Publication V for improving the generalization of Graph Neural
Networks. Refer to Figure 4.1b to observe how the GCN trained with
GraphMix generalizes better than the normal training of GCN.

Some of the recent notable methods for improving the generalization
gap for the node classification tasks include GraphSCAN [32] and BVAT
[31] and graph adversarial training [35]. GraphSCAN[32] first uses an
embedding method such as DeepWalk [116] and then trains generator-
classifier networks in the adversarial learning setting to generate fake
samples in the low-density region between sub-graphs. BVAT [31] and [35]
generate adversarial perturbations to the features of the graph nodes while
taking graph structure into account. While these methods improve gener-
alization in graph-structured data, they introduce significant additional
computation cost: GraphScan requires computing node embedding as a
preprocessing step, BVAT and [35] require additional gradient computation
for computing adversarial perturbations.

To circumvent the limitations of the above mentioned methods, we pro-
posed GraphMix in (Publication V). In the following section, we describe
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(a) GCN [80] (b) GraphMix(GCN) [165]

Figure 4.1. The gap between the train and test loss ( known as the generalization gap) for
the node classification task using the Citeseer citation network dataset. Figure
4.1a and Figure 4.1b shows this generalization gap for normal training of
GCN and GraphMix trained GCN (GraphMix(GCN) in the plots), respectively.
We observe that GraphMix(GCN) significantly reduces the generalization gap,
however, there still exists scope for further improvements.

the motivation and the procedure of GraphMix.

4.3.1 GraphMix

Recent work based on interpolation-based regularizers [180, 162] has seen
sizable improvements in generalization performance across a number of
tasks. However, these techniques are not directly applicable to graphs
for an important reason: Although we can create additional nodes by
interpolating the features and corresponding labels, it remains unclear
how these new nodes must be connected to the original nodes via synthetic
edges such that the structure of the whole graph is preserved. To alleviate
this issue, we propose to train an auxiliary Fully-Connected Network
(FCN) using Manifold Mixup [162]. Note that the FCN only uses the node
features (not the graph structure), thus the Manifold Mixup loss can be
directly used for training the FCN.

Interpolation based regularization techniques have an added advantage
for training GNNs. A vanilla GNN learns the representation of each
node by iteratively aggregating information from the neighbors of that
node (Equation 4.1 and 4.6). However, this induces the problem of over-
smoothing while training GNNs with many layers [93, 175]. Due to this
limitation, GNNs are trained only with a few layers, and thus they can
only leverage the local neighbourhood of each node for learning its repre-
sentations, without leveraging the representations of the nodes which are
multiple hops away in the graph. This limitation can be addressed using
the interpolation-based method such as Manifold Mixup : In Manifold
Mixup , since the representations of a randomly chosen pair of nodes are
used to facilitate better representation learning; it is possible that the
randomly chosen pair of nodes will not be in the local neighbourhood of
each other.
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Furthermore, drawing inspiration from the success of self-training semi-
supervised learning algorithms [164, 13], we explore self-training in the
context of GNNs. Based on these challenges and motivations we summarize
the procedure of GraphMix in the following.

Figure 4.2. The procedure for training with GraphMix . The labeled and unlabeled
nodes are shown with different colors in the graph. GraphMix augments the
training of a baseline Graph Neural Network (GNN) with a Fully-Connected
Network (FCN). The FCN is trained by interpolating the hidden states and
the corresponding labels. This leads to better features that are transferred to
the GNN by sharing the linear transformation parameters of the GNN and
the FCN layers. Furthermore, the predictions made by the GNN for unlabeled
data are used to augment the input data for the FCN. The FCN and the GNN
losses are minimized jointly by alternate minimization.

GraphMix augments the vanilla GNN with a Fully-Connected Network
(FCN). The FCN loss is computed using Manifold Mixup formulation (2.5)
and the GNN loss is computed normally. Manifold Mixup training of FCN
facilitates learning more discriminative node representations [162]. An
important question is how these more discriminative node representations
can be transferred to the GNN? One potential approach could involve
maximizing the mutual information between the hidden states of the FCN
and the GNN using formulations similar to those proposed by [63, 144].
However, this requires optimizing additional network parameters. Instead,
we propose parameter sharing between the FCN and the GNN to facilitate
the transfer of discriminative node representations from the FCN to the
GNN. It is a viable option because for updating a node’s hidden states, a
GNN layer typically performs aggregation of the linear transformations of
node representations (which are essentially pre-activation representations
of the FCN layer).

Using the more discriminative node representations from the FCN, as
well as the graph structure, the GNN loss is computed in the usual way
to further refine the node representations. In this way, we can exploit the
improved representations from Manifold Mixup training for training the
GNNs.
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Additionally, we propose to use the predicted targets from the GNN to
augment the training set of the FCN. In this way, both the FCN and the
GNN facilitate each other’s learning process. Both the FCN loss and the
GNN loss are optimized in an alternating fashion during training. At
inference time, predictions are made using only the GNN.

The GraphMix procedure is highly flexible: it can be applied to any under-
lying GNN as long as the underlying GNN applies parametric transforma-
tions to the node features. In our experiments, we show the improvements
over GCN [81], GAT [161] and Graph U-Nets [39] using GraphMix . A dia-
gram illustrating GraphMix is presented in Figure 4.2. For more technical
discussion of the method and experimental results, refer to Publication V.

4.4 Graph Level Unsupervised and Semi-supervised Learning

Graph level learning, described in Section 4.1.2, is an important problem
because of its direct application to a wide variety of domains. For exam-
ple, predicting the chemical properties and bioactivity of the molecules
using their graph representations [41], activity recognition in videos us-
ing the graph representations of the key points (joints) of a human body
[74] or predicting the interface between two proteins using their graph
representations (each amino acid residue is represented as a node in the
protein graph) [36]. While there has been substantial research work for
supervised graph-level learning [181, 176, 138, 174, 53], unsupervised
and semi-supervised graph-level learning remains under-explored. Most
notable examples include graph2Vec [107] and Pretrainig Strategies for
Graph Neural Networks [69]. Graph2Vec extracts the subgraphs from a
given graph and applies the context prediction or skip-gram principle simi-
lar to word2vec [101] to learn graph-level representations. Graph2Vec has
a major limitation that it only considers the local structure of the graphs
instead of considering the global structure of the graphs. Pretraining
Strategies for Graph Neural Networks propose to combine the node-level
pretraining and graph-level pretraining. For graph-level pretraining, they
consider two strategies: (1) Graph-level multitask supervised pretraining.
For example, for molecular property prediction, one can train a GNNs
to jointly predict all the properties that have been measured so far and
further fine-tune the GNNs to predict the property for which relatively
less labeled data is available. However, this kind of pretraining may not be
applicable in many application domains because of lack of joint prediction
tasks. (2) Predicting the similarity between two graphs. Examples of such
tasks include predicting the graph edit distance or predicting the struc-
tural similarity of two graphs. However, computing ground-truth labels for
such kinds of tasks is a difficult problem and there are a quadratic number
of graph pairs to consider.
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Keeping in mind the limitations of the above mentioned methods, we
take a rather different approach for the unsupervised graph-level rep-
resentation learning. We propose InfoGraph method in Publication VI
and further extended this for the graph-level semi-supervised learning,
denoted as InfoGraph*. In the following, we explain these methods on a
conceptual and mathematical level. For detailed discussions and results,
refer to Publication VI.

4.4.1 InfoGraph

We start with formally defining the problem setup for the graph-level
unsupervised representation learning and graph-level semi-supervised
learning:

• Graph-level Unsupervised Representation Learning: Given a set
of graphs G= {G1,G2, ...} and a positive integer d (the expected embedding
size), our goal is to learn a d-dimensional distributed representation of
every graph Gi ∈ G. We denote the number of nodes in Gi as |Gi|. We
denote the matrix of representations of all graphs as Φ ∈R|G|×d.

• Graph-level Semi-supervised Learning: Given a set of labeled graphs
GL = {G1, · · · ,G|GL|} with corresponding output {o1, · · · , o|GL|}, and a set of
unlabeled samples GU = {G|GL|+1, · · · ,G|GL|+|GU |}, our goal is to learn a model
that can make predictions for unseen graphs. Note that in most cases
|GU |� |GL|.

InfoGraph is motivated by Deep InfoMax [63]. Specifically, to learn the
graph-level representations in an unsupervised manner, we propose to
maximize the mutual information between the representations of the entire
graph and the representations of its substructures of different granularity.
By doing so, the graph representations can learn to encode aspects of the
data that are shared across all substructures.

Assume that we are given a graph G ∈G with |G| nodes. Let φ denote the
set of parameters of a K-layer graph neural network. After the first k layers
of the graph neural network, each node i of the graph G will be represented
as h(k)

i ( for example, by using Equation 4.6). Next, we summarize the
representation of a node i at all depths of the graph neural network into a
single representation vector. This single representation vector of node i
captures patch information at different scales centered at (local to) node i.
Following [175], we use concatenation for this summarization. That is,

hi
φ = CONCAT({h(k)

i }K
k=1) (4.14)

where hi
φ is the summarized patch representation centered at node i .

Note that in Equation 4.14 we slightly abuse the notation of hi
φ for the
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sake of clarity.
Further, we use a READOUT function to combine the representations of

nodes into one feature vector to get graph-level representation:

Hφ(G)=READOUT({hi
φ}|G|

i=1) (4.15)

We define our mutual information (MI) estimator on global/local pairs of
above mentioned representations, maximizing the estimated MI over the
given dataset G := {G j ∈G}N

j=1 as following:

φ̂,ψ̂= argmax
φ,ψ

∑
G∈G

1
|G|

∑
u∈G

Iφ,ψ(hu
φ;Hφ(G)). (4.16)

Iφ,ψ is the mutual information estimator modeled by discriminator Tψ

and parameterized by a neural network with parameters ψ. We use the
Jensen-Shannon MI estimator (following the formulation of [110]),

Iφ,ψ(hi
φ(G);Hφ(G)) :=

EP[−sp(−Tφ,ψ(hi
φ(x),Hφ(x)))]−EP×P̃[sp(Tφ,ψ(hi

φ(x′),Hφ(x)))]
(4.17)

where x is an input sample, x′ (negative sample) is an input sampled from
P̃=P, a distribution identical to the empirical probability distribution of
the input space, and sp(z)= log(1+ ez) is the softplus function. In practice,
we generate negative samples using all possible combinations of global
and local patch representations across all graph instances in a batch.

Since Hφ(G) is encouraged to have high MI with patches that contain
information at all scales, this favours encoding aspects of the data that
are shared across patches and aspects that are shared across scales. The
algorithm is illustrated in Fig. 4.3.

Based on the previous unsupervised model, a straightforward way to do
semi-supervised property prediction on graphs is to combine the purely
supervised loss and the unsupervised objective function which acts as a
regularization term. In doing so, the model is trained to predict properties
for the labeled dataset while keeping a rich discriminative intermediate
representation learned from both the labeled and the unlabeled dataset.
That is, we try to minimize the following objective function:

Ltotal =
|GL|∑
i=1

Lsupervised(yφ(Gi),oi)+λ

|GL|+|GU |∑
j=1

Lunsupervised(hφ(G j);Hφ(G j))

(4.18)

where Lsupervised(yφ(Gi),oi) is defined as the loss function of graph Gi

that measures the discrepancy between the classifier output yφ(Gi) and the
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Figure 4.3. Illustration of InfoGraph. An input graph is encoded into a feature map by
graph convolutions. The discriminator takes a (global representation, patch
representation) pair as input and decides whether they are from the same
graph. InfoGraph uses a batch-wise fashion to generate all possible positive
and negative samples. For example, consider the toy example with 2 input
graphs in the batch and 7 nodes (or patch representations) in total. For the
global representation of the blue graph, there will be 7 input pairs to the
discriminator and same for the red graph. Thus, the discriminator will take
14 (global representation, patch representation) pairs as input in this case.

true output oi. Lunsupervised(hφ(G j);Hφ(G j) is the unsupervised InfoGraph
loss term as defined in eq. (4.16) that can be optimized using both labeled
and unlabeled data. The hyper-parameter λ controls the relative weight
between the purely supervised and the unsupervised loss. The intuition
behind this is that the model will benefit from learning a good representa-
tion from the large amount of unlabeled data while learning to predict the
corresponding supervised label.

However, supervised tasks and unsupervised tasks may favor different
information or a different semantic space. Simply combining the two loss
functions using the same encoder may lead to “negative transfer” [112, 124].
We propose a simple way to alleviate this problem: we deploy two encoder
models: the encoder on the labelled data (supervised encoder) and the
encoder on the unlabelled data (unsupervised encoder). For transferring
the learned representations from the unsupervised encoder to the super-
vised encoder, we define a loss term that encourages the representations
learned by the two encoders to have high mutual information, at all levels
of representations (third term of Eq. 4.19). Formally, let ϕ denote the set of
parameters of another K-layered graph neural network, identical to the
one parameterized by φ, and let λ be a tunable hyper-parameter, Hk

φ(G),
Hk

ϕ(G) be global encoder representations of the graph G at encoder layer k,
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Figure 4.4. Illustration of the semi-supervised version of InfoGraph (InfoGraph*). There
are two separate encoders with the same architecture, one for the supervised
task and the other trained using both labeled and unlabeled data with an
unsupervised objective. We encourage the mutual information of the two
representations learned by the two encoders to be high by deploying a discrim-
inator that takes a pair of representations as input and determines whether
they are from the same input graph. Figure reproduced from Publication VI.
Figure reproduced from Publication VI.

then total loss function can be defined as follows:

Ltotal =
|GL|∑
i=1

Lsupervised(yφ(Gi),oi)+
|GL|+|GU |∑

j=1

Lunsupervised(hϕ(G j);Hϕ(G j))

−λ
|GL|+|GU |∑

j=1

1∣∣G j
∣∣

K∑
k=1

I(Hk
φ(G j);Hk

ϕ(G j).

(4.19)

Notice that this formulation can be seen as a special instance of the
student-teacher framework. However, unlike the recent student-teacher
methods for semi-supervised learning [87, 149, 164], which enforce the
predictions of the student model to be similar to the teacher model, we
enforce the transfer of knowledge from the teacher model to the student
model via mutual-information maximization at various levels of represen-
tations. In practice, to reduce the computation overhead introduced by
the third term of Eq 4.19, instead of enforcing the mutual-information
maximization over all the layers of the encoders, at each training update,
we enforce mutual-information maximization on a randomly chosen layer
of the encoder [162]. We refer to this method as InfoGraph*, which is fully
summarized in Figure 4.4.

4.5 Discussions and Future Directions

While there has been substantial progress in recent years addressing
the node-level and the graph-level tasks in the fully-supervised learning
setup, progress in addressing these tasks in the unsupervised and the
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semi-supervised paradigms remains slow in comparison to other domains.
One potential reason for this slow progress is that unlike other domains
such as images, where there are many natural choices for designing self-
supervised tasks or designing data-augmentation techniques, there are no
such natural choices for graph-structured data. For instance, many of the
current state-of-the-art methods for unsupervised representation learning
methods for images require solving domain-specific self-supervision e.g.
colorization [183], placing image patches in correct order [109], inpainting
[115], among others. Similarly, the recent success of semi-supervised
methods for image classification heavily depends on domain-specific data-
augmentation techniques such as random cropping, horizontal flipping, etc
[13, 12, 171].

This suggests that designing data-augmentation techniques and self-
supervision tasks for the graph structured data is an important area of
research. To this end, in Publication V, we proposed GraphMix, a method
for adaptation of Manifold Mixup (which can be interpreted as a data aug-
mentation technique) [162] for the graph structured data. For the future
work, one may consider to jointly model the node features and edges of
the graph in such a way that it can be used for generating the synthetic
interpolated nodes and their corresponding connectivity to the other nodes
in the graph. This will alleviate the need to train the auxiliary FCN in
GraphMix. In Publication VI, we explored the application of Mutual Infor-
mation Maximization as an unsupervised and semi-supervised objective
for graph-level learning. In the future, one may consider further extending
the framework of Publication VI by mixing the graph-level hidden repre-
sentations and corresponding predicted-targets, similar to Manifold Mixup
procedure.
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5. Understanding Residual Networks
and Techniques for their Improved
Training

By the early 2010s, deep convolutional neural networks had already revo-
lutionized computer vision [84, 130]. The primary reason for this success
was learning the hierarchy of useful representation and the classifier in an
end-to-end manner, instead of using the hand-crafted features. Using the
hand crafted features (such as HOG [29], SHIFT[97], LBP[111]) was the
dominant approach in computer vision research prior to the resurgence
of DNNs. Following the early success of deep convolutional networks, the
follow-up works have shown the depth of the convolutional neural net-
works is crucial for achieving state-of-the-art performance on computer
vision tasks, such as image recognition, object detection and segmentation
[147, 121, 133]. Motivated by the significance of the depth, one obvious
question to ask is whether better networks (networks that generalize bet-
ter) can be learned by just stacking more layers? To answer this question
we need to answer a related question of whether it is possible to train
deeper networks to sufficiently small train loss? It was not possible earlier
to train deeper neural networks to sufficiently small train loss due to
the problem of vanishing and exploding gradients [64, 9]. Some recent
techniques such as normalized initialization of parameters [42] and inter-
mediate layer representation normalization [72, 3], have largely addressed
these issues.

Nevertheless, even if we can train deeper convolutional neural networks
to sufficiently small train loss, it is not possible to get improved general-
ization by simply stacking more layers, due to another problem known as
degradation problem: with the increasing depth of the neural network,
the test error saturates and then degrades rapidly. This degradation does
not happen because of the overfitting (as one might suspect), rather it
happens because of the increase in the train loss [61]! This is a surprising
property. Why so? To understand this, let us consider a shallower network
and its deeper counterpart such that all the layers from the shallower
networks are copied to the deep network and the remaining layers of the
deeper network are identity functions. By construction, there exists a
solution for a deeper network such that it will have the training error no
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(a) A residual block
that converts rep-
resentation hi into
hi+1(Equation 5.1)

(b) A typical residual network architecture.
Green line shows the change of dimension-
ality of hidden states.

Figure 5.1. An illustration of a ResNets. Fi represents a Residual module which consists
of Convolution, BatchNorm and non-linear activation layers.

more than that of the shallower network. This increase in training loss
while increasing the depth indicates that there exists some fundamental
limitation in the architectures of the deep neural networks that makes
them harder to train.

To overcome the degradation problem, Residual Networks (ResNets) [57]
proposed to learn the residual mappings instead of the original desired
mappings. More specifically, let us assume that we want a stack of layers
to learn an original mapping H (h), then H (h) can be recasted as

H (h) :=F (h)+h (5.1)

where F (h) is the residual mapping. Instead of hoping that a stack of
layers could directly fit the original underlying mapping H (h), ResNets
explicitly let this stack of layer to fit only the residual mapping F (h). The
main hypothesis behind this formulation is that for a stack of layers, it is
easier to learn residual mappings than the original underlying mappings.

In ResNets [57], the formulation of F (h)+h is realized using skip con-
nections [16]. The skip connections in ResNets only perform the identity
mapping and their output is added to the output of the stacked layers.
Figure 5.1 shows a simplistic version of a typical ResNet.
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Since their inception in the year 2016, ResNets have become a defacto
choice of architectures for the computer vision tasks. Following their
popularity, there have been several attempts to interpret and understand
their working mechanism which may lead to designing a better way of
training these networks.

In the following, we present various interpretations of ResNets and
methods for their improved training. In Section 5.2, we briefly highlight
how Publication VII builds on and differs from the previous interpretations
of ResNets. (We refer the readers to Publication VII for detailed discussions
and results.)

5.1 Residual Networks: Various Interpretations

In this section, we present various representations of the ResNets and how
these interpretations have led to designing better training methods for
ResNets.

5.1.1 Unraveled and Ensemble view

Veit et.al.[160] introduced an unraveled view of ResNets. This view illus-
trates that instead of a single deep network, a ResNet can be viewed as
a collection of many paths through which data flows. Here a path refers
to a unique combination of which residual blocks to enter and which to
skip (i.e. pass through the identity connection) while the data flows in the
network. Using this view, in a ResNet with n residual blocks, there can
be 2n unique paths. Further Veit et. al.[160], conducted various ablation
studies to understand the behaviour of ResNets:

• By dropping an individual residual block at the test time, ResNets do
not suffer any significant drop in the test accuracy. This is unlike other
non-ResNet architectures (such as VGG), where deleting a single layer
at test time reduces the accuracy to the chance level. This difference in
the behavior of ResNets and VGG can be interpreted using the unraveled
view of ResNets: When a residual block is removed, the number of paths
is reduced to 2n−1 from 2n, leaving half the number of paths still valid.
On the contrary, VGG contains only a single path form the input to the
output, so when a layer is removed, the only viable path is corrupted.

This suggests that paths in the ResNets do not strongly depend on each
other even though they are trained jointly.

• Since in the unraveled view of ResNets, they are interpreted as a col-
lection of many paths, it is a natural question to ask whether ResNets
behave like an ensemble of these paths. One of the key characteristics
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of the ensembles is that their performance smoothly correlates with the
number of members in the ensemble. Thus if the ResNets behave like an
ensemble, their test-time performance will co-relate with the number of
valid paths. To test this hypothesis, Veit et.al.[160] deleted an increasing
number of residual blocks and observed that the test error increased
smoothly. This implies that ResNets act as an ensemble of many paths.

• Another interesting question to investigate is whether all the gradient
back propagates equally through all of these paths or not. To measure
this, Veit et.al.[160] sampled individual paths of certain length and com-
puted the norm of the gradient that arrives at the input from these paths.
The experiments revealed that the gradient magnitude of a path de-
creases exponentially w.r.t its length. This gives rise to another question:
whether shorter or longer paths contribute more gradient magnitude
during training? To find the total gradient magnitude contributed by
the paths of the certain length, Veit et.al.[160], multiplied the frequency
of each path length with the expected gradient magnitude. The results
show that most of the gradient comes from the paths of the relatively
shallower length. For example, for a ResNet with 54 residual blocks,
almost all the gradient during training comes from the paths which are
between 5 and 17 blocks long. This implies that it is not necessary to use
all the paths for training a ResNet. Using this insight, one can design
better training strategies for the ResNets.

This interpretation can be used to justify some of the later variations of
ResNets. For example, Stochastic Depth Networks [71], which randomly
drops some of the residual blocks during the forward and backward pass,
can be justified from the observations described above that a ResNet can be
trained using relatively shallower paths. Other examples include DenseNet
[70] and ResNext [172]. These networks are similar to ResNets in the
spirit; both of these networks employ skip connections between layers.
However there are few important differences. DenseNet employs skip
connections between the layers of a Dense block. This leads to substantially
more number of skip connections and hence more number of paths from the
input to the output. ResNext has multi-branch residual blocks, which also
increases the number of paths from the input to the output. The improved
test accuracy of DenseNet and ResNext in comparison to the ResNet can
be explained using the ensemble view described above: since there are
more paths (members) in the ensemble, these networks have better test
accuracy.
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5.1.2 Dynamical system view

ResNets have been also interpreted from the dynamical system view [49,
50]. The residual block forward pass of a ResNet (Equation 5.1) can be
written using a layer index i as:

hi+1 =hi +F (hi,θi) (5.2)

Without the loss of the generality, using an additional parameter k, the
residual module F (.) in Equation 5.2 can be written as F (.) = kG (.), and
the residual block becomes :

hi+1 =hi +kG (hi,θi) (5.3)

Rearranging the terms in Equation 5.3:

hi+1 −hi

k
=G (hi,θi) (5.4)

The new parameter k is called the step size for discretization. In the
original formulation of the ResNets (Equation 5.3), step size k does not
exist explicitly, rather it is absorbed by the residual module F (., .).

For a sufficiently small k, Equation 5.4 can be considered as a discretiza-
tion of the initial value Ordinary Differential Equation (ODE):

dh(t)
dt

=G (h(t),θ(t)), for 0≤ t ≤ T, h(0)=h0 (5.5)

where t corresponds to the direction from input to the output, h(0) is
the input feature map and h(T) is the output feature map before the
softmax classifier. Thus the problem of optimizing a ResNet’s parameters
θ becomes equivalent to the parameter estimation problem involving the
ODE in Equation 5.5.

Given the connections between the ResNets and the ODE, the existing
numerical techniques for solving the ODEs can be applied to ResNets. For
example, the multigrid technique [51], which is a technique for solving the
differential equations using a hierarchy of discretization with varying step-
size k, can be used to learn the parameters of a ResNet. Along these lines,
[22] proposed the multilevel training of ResNets. The main idea of this
approach is to start with shallower networks and large step-size k. After a
few training steps, the number of residual blocks is doubled by inserting
a residual block before and after each existing residual block, and the
step-size is reduced to half. This process is repeated multiple times. Since
this training method does not train the full-depth ResNet throughout the
training process, rather the depth of the ResNet is increased gradually, [22]
experimentally shows that multi-level training can reduce the training-
time of ResNets to approximately half of its original value. .

69



Understanding Residual Networks and Techniques for their Improved Training

5.1.3 Recurrent Network View

ResNets with shared parameters across all the layers is equivalent to a
shallow Recurrent Neural Network (RNN). This equivalence can be seen
by dropping the per-layer parameters in Equation 5.1 and rewriting it as:

hi+1 =K (hi)+hi (5.6)

where K is a parameterized operator. Such an equation corresponds to
the Recurrent Neural Network of Figure 5.2.

Figure 5.2. Residual Net-
work as a Re-
current Neu-
ral Network.

Using this equivalence, [95] trains ResNets
which have shared parameters for the consecutive
residual blocks of the same input and output di-
mensions, and demonstrates that the performance
of these networks is similar to the ResNets with-
out parameter sharing. This sharing of parame-
ters helps training ResNets which have an order
of magnitude less parameters than the non-shared
networks, thus achieving better memory efficiency.

5.1.4 Unrolled Iterative Estimation View

The success of the erstwhile non-residual Deep
Neural Networks (such as AlexNet [84]) is often attributed to the learning
hierarchy of increasingly abstract representations [91]. In this view, each
layer of a DNN learns a particular level of representation. Contrary to
this view, [46] presents the unrolled iterative estimation/refinement view
for ResNets: Instead of learning an entirely new level of representations,
residual blocks in the same stage work together to estimate and iteratively
refine the same level of representation. For example, if the first residual
block in a stage detects simple shapes then the rest of the residual blocks
in that stage work at that level too. The transition to the next level of
representation happens from one stage to the next one, i.e. when the
dimensionality of representations changes (refer to Figure 5.1b).

This view explains the legion studies conducted in [160], where removing
a residual block from the ResNet at inference time does not lead to a
significant drop in the performance: since the residual blocks in the same
stage iteratively refine the representations, removing one of these residual
blocks does not critically disrupt the input distribution of the following
layers, thus there is negligible effect on the performance.
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5.2 Deeper Understanding of Iterative Estimation View

In Publication VII, we set out to attain a deeper understanding of the
iterative refinement view. Most importantly, we formalize the notion of
iterative estimation in ResNets and study the properties of representations
that residual blocks tend to learn, as a result of being additive in nature,
in contrast to traditional compositional networks.

Specifically, let us consider ResNet architectures (see figure 5.1b) where
the first hidden layer is a convolution layer, which is followed by L residual
blocks. A residual block transforms a representation hi as,

hi+1 =hi +Fi(hi) (5.7)

Consider L such residual blocks stacked on top of each other followed by
a loss function. Then, we can Taylor expand any given loss function L

recursively as,

L (hL)=L (hL−1 +FL−1(hL−1)) (5.8)

=L (hL−1)+FL−1(hL−1).
∂L (hL−1)
∂hL−1

(5.9)

+O (F2
L−1(hL−1))

Here we have Taylor expanded the loss function around hL−1. We can
similarly expand the loss function recursively around hL−2 and so on until
hi and get,

L (hL)=L (hi)+
L−1∑
j=i

F j(h j).
∂L (h j)
∂h j

+O (F2
j (h j)) (5.10)

Notice we have explicitly only written the first order terms of each expan-
sion. The rest of the terms are absorbed in the higher order terms O (.).
Further, the first order term is a good approximation when the magnitude
of Fj is small enough. In other cases, the higher order terms come into
effect as well.

Thus in part, the loss equivalently minimizes the dot product between
F(hi) and ∂L (hi)

∂hi
, which can be achieved by making F(hi) point in the

opposite half space to that of ∂L (hi)
∂hi

. In other words, hi+F(hi) approximately
moves hi in the same half space as that of −∂L (hi)

∂hi
. The overall training

criteria can then be seen as approximately minimizing the dot product
between these two terms along a path in the h space between hi and hL

such that loss gradually reduces as we take steps from hi to hL. Using this
analysis we formalize iterative inference in Resnets as moving down the
energy (loss) surface.

To empirically confirm the above formalization, we compute the cosine

loss
Fi(hi).

∂L (hi )
∂hi

‖Fi(hi)‖2‖ ∂L (hi )
∂hi

‖2
and ‖Fi(.)‖2 A negative cosine loss and small ‖Fi(.)‖2
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together suggest that Fi(.) is refining features by moving them in the half
space of −∂L (hi)

∂hi
, thus reducing the loss value for the corresponding data

samples.
So far we have formally defined how residual blocks perform iterative

refinement of features. In addition to this, in Publication VII, we also
investigate the behaviour of individual residual blocks of a ResNet from
the viewpoint of iterative refinement vs representation learning. Precisely,
we investigate whether all the residual blocks perform a similar degree of
refinement or some of them perform representation learning ( meaning to
make the output of the residual block significantly different from its input).
We empirically observed that lower residual blocks learn to perform repre-
sentation learning, meaning that they change representations significantly
and removing these blocks can sometimes drastically hurt prediction per-
formance. The higher blocks on the other hand essentially learn to perform
iterative inference– minimizing the loss function by moving the hidden
representation along the negative gradient direction.

The iterative refinement view suggests that deep networks can poten-
tially leverage intensive parameter sharing for the layer performing iter-
ative inference. But sharing a large number of residual blocks without
loss of performance has not been successfully achieved yet. (Note that [95]
shared parameters for only a few numbers of residual blocks.) Towards
this end, in Publication Publication VII we propose improved training
of ResNets by reusing residual blocks in two ways: 1. Sharing residual
blocks during training: We find that training ResNet with naively shared
blocks leads to bad performance. We expose reasons for this failure and
investigate a preliminary fix for this problem. 2. Unrolling a residual block
for more steps at inference time than that it was trained to unroll: We
observed that the performance of a ResNet can be improved using this
technique.

5.3 Discussion

In this chapter, we presented various interpretations of ResNets and how
these interpretations have been used to design better training methods
for ResNets. Further, we highlighted the major contributions made in
Publication VII towards understanding and improving the training of the
ResNets.

Due to the wide-spread use of the ResNets in computer vision applica-
tions, understanding and improving their training is an important research
direction. While we have taken initial steps for using the notion of iterative
refinement for improving the training of ResNets, various other hypothe-
ses for iterative inference in the human brain are studied extensively in
neuroscience research [151, 157]. In the future, one important direction
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could be to leverage these hypotheses to design better training strategies
for the existing ResNets.
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6. Discussion

Deep Neural Networks have achieved state-of-the-art performance in many
machine learning tasks. These tasks include but are not limited to, speech
recognition [54], image recognition [57, 84, 60], natural language under-
standing [159], robotics [104], medical diagnosis [134]. Across all these
tasks, Deep Neural Networks significantly outperform other conventional
models and approaches.

Based on the success of Deep Neural Network on academic benchmarks
and tasks, it has rapidly found its way into the commercial applications
through companies such as Google, Facebook, Microsoft, Apple, and Sales-
force, etc. Some of the notable examples of these commercial applications
that are used by millions of customers on a daily basis include speech
recognition systems such as Apple Siri and Google Voice, text translation
systems such as Google translate and image recognition systems used in
Google Street view and Facebook photo tagging applications.

The resurgence of interest in Deep Neural Networks started with the
seminal papers on layer-wise pretraining of Deep Neural Networks [62, 11].
Since then there have been many notable breakthroughs that have further
pushed the boundaries of the performance of Deep Neural Networks. For
instance, novel architectures such as ResNets [57] have been proposed
that facilitated training Deep Neural Networks with even thousands of
layers for the first time. For generative modeling, architectures such as
Generative Adversarial Networks [45] and Variational Autoencoders [78]
have been proposed which have become the foundation of the current state-
of-the-art generative modeling methods. Recently proposed attention based
architectures such as Transformers [159] have achieved breakthroughs in
language modeling. To address the problem of saturation in the previous
non-linear activation units, novel activation units such as ReLU [43] have
been proposed. Besides architecture and non-linearities, breakthroughs
have been also made for regularization (such as Dropout [142]) and for
faster convergence (such as BatchNorm [72]) of Deep Neural Networks.

Despite its indisputable success in various domains, the application of
Deep Neural Networks is still largely limited by the availability of a large
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amount of annotated data. This is a prohibitive constraint especially in
the domains where the annotated data is fundamentally limited due to
the nature of the domain, such as drug discovery. Designing Deep Neural
Network algorithms and models that can generalize well with a limited
amount of annotated data is an important and ongoing research direction.
To this end, in this dissertation, I have proposed methods that improve
the generalization of Deep Neural Networks in supervised, unsupervised,
semi-supervised, adversarial learning and graph-based learning settings.
The proposed methods in this thesis have achieved state-of-the-art in
aforementioned learning settings and have inspired many follow-up works.
These methods are particularly appealing for the industrial applications
of Deep Neural Networks because of their simplicity, no computation
overhead and applicability to a wide variety of architectures.

In the following sections, I will conclude this write-up by mentioning the
main areas in which the follow-up work can be deployed.

6.1 Mixing based Synthetic samples for Reinforcement Learning

A widely discussed challenge in reinforcement learning is poor sample
efficiency as well as the difficulty of collecting data. One reason why
collecting data can be difficult is that any system which runs in the real
world can only run “at real time”, which increases the cost of data collection.
Another challenge is that if the system needs to interact with humans,
then human time or attention may be expensive to get (depending on the
system). Still another challenge is that some events are very rare and may
occur occasionally, if at all (for example many car crashes are highly unique
and may only occur a few times). This is part of the broader problem of
sparse rewards.

The mixing based learning techniques discussed in this thesis could
play an important role in improving the sample complexity and thus the
efficiency of reinforcement learning. The most straightforward project in
this space would be to improve the sample efficiency of imitation learning
using a Manifold Mixup kind of regularizer on the states. However, there
are several more interesting questions that could be explored:

• What types of examples should be combined? Is it best to combine within
an episode or between episodes? Is there some special consideration for
high value states which could be relevant?

• What is the right type of target or loss to combine? Does it make sense
to think about values, especially due to their high variance?

• Does consistency (as used in SSL) also have a relevance in reinforcement
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learning? This could be one flexible way of exploiting off-policy data.

• If we have a model or a partial model, could we also use these “synthetic
states”, and possibly combine them with real samples?

6.2 Mixing based Self-supervision objectives

Self-supervision based methods have emerged as a promising approach
for learning the representations with any explicit annotations. These
methods typically design an auxiliary task that is domain-specific. For
instance, for computer vision, these auxiliary tasks include colorization
[183], placing image patches in correct order [109], inpainting [115], etc.
Although domain specific auxiliary tasks are appealing because they can
probably more effectively capture the structure in the data, designing
domain-agnostic auxiliary tasks is an important research problem because
of its applicability to many domains in which domain-specific tasks can
not be designed. To this end, mixing based tasks can be a promising
approach. The simplest form of such a task could be to learn the hidden
representations that are amenable to demixing (constructing the original
pair of input samples from the mixed sample). Note that demixing would
be only possible if the DNN learns sufficiently good representations from
the data.

Contrastive learning [52] is another family of methods that has been
shown to achieve state-of-the-art for self-supervised learning [155, 169, 58].
In this kind of approach, a DNN is trained with the objective that it
learns to map the “similar” samples closer in the hidden space than the
“dissimilar” samples. Mixing based approaches can be directly integrated
with this kind of loss. For instance, for a given sample, a similar sample
can be synthesized by its linear interpolation with other samples using a
small mixing coefficient. Similarly, a dissimilar sample can be created by
its linear interpolation with other samples using a large mixing coefficient.

6.3 Connecting Manifold Mixup to Temporal Robustness in the
Brain’s computation

Deep neural networks run on a standardized clock, in which layers prop-
agate a forward pass in order. Then the layers conduct a coordinated
backward pass that uses the hidden states from the forward pass.

An intriguing observation is that the above mentioned synchronized
updates in the Deep neural networks differ from computation in the brain,
where neurons do not fire on a simple synchronized clock. One possibility
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is that neurons in the brain might be able to relax this strict computational
condition by continuously receiving new inputs, and simply mixing the
newly computed hidden values with the previously stored hidden values.
If the feedback signals get mixed in the same way, this might amount to
something similar to Manifold Mixup .

The more conservative way to do this would involve using the running
mean in the forward pass, while still doing a normal backward pass on
these mixed hidden states. Does this confer any actual computational
benefit? Perhaps it’s a valid way of mixing on multiple layers at once?

However, to remove the coupling between layers, we would also need
a way to do the backward pass in a decoupled way, which seems a more
challenging problem.
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