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Abstract—Active Queue Management (AQM) schemes such as 
Random Early Detection (RED) or Explicit Congestion Notification 
(ECN) for TCP-based traffic are important components of the 
General Packet Radio Service (GPRS) system performance because 
of potential traffic bottlenecks caused by, e.g., limited radio 
capacity.  Poorly implemented or configured AQM may lead to 
intolerable end-to-end buffer delays in the Serving GPRS Support 
Node (2G-SGSN) as well as reduced overall throughput when the 
system load increases.  Although the usefulness of AQM in the fixed 
Internet is well known, the need for adequate AQM in GPRS or 
Enhanced GPRS (EGPRS) has not been much documented.  In this 
paper, we evaluate the performance of various AQM schemes by 
means of simulations and we show that RED and ECN are among 
the most efficient for reducing buffer delay and improving overall 
end-user experience.  
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I. INTRODUCTION 
The 2G-SGSN acts as a buffer for the GPRS/EGPRS radio 

access network.  That is, the 2G-SGSN shall temporarily hold 
downlink packets (instead of forwarding them immediately) if 
the Base Station Controller (BSC) is not able to receive them due 
to, e.g., lack of own buffer space.  The main benefit of this 
approach is to avoid placing too high memory requirements at 
the Base Station Subsystem (BSS) network elements.  However, 
it also means that in loaded conditions, the 2G-SGSN will be the 
main element in charge of handling excess downlink traffic in 
the Radio Access Network (RAN).  In other words, the 2G-
SGSN downlink buffer is a potential traffic bottleneck, since 
overload may not only be caused by the 2G-SGSN or the Gb 
interface capacity limitations but also by cell or even Mobile 
Station (MS) congestion which are indeed more common cases.  
Measurements performed in live GPRS/EGPRS networks 
typically confirm that the end-to-end latency grows with the 
network load.  Thus, some efficient mechanisms to control or 
reduce buffer delays for non-real time traffic are needed in 2G-
SGSN to optimize both the end-user experience and the spectral 
efficiency.  It should be noted, that although the same 
observation applies to any other core network element (e.g., 
GGSN, 3G-SGSN or backbone routers), the buffer delay issue is 

typically most acute, and also in a way specific to 2G-SGSN 
because of the standard flow control between the radio and the 
core network domains.  Therefore, specific non-classical 
approaches to solve this buffer delay problem are worth 
investigating.  

This paper is organized as follows: Section II describes the 
standard flow control mechanism implemented between the BSC 
and the 2G-SGSN.  Section III introduces various AQM schemes 
that may be suitable for GPRS/EGPRS.  Section IV presents the 
simulator used for that study.  Section V displays and discusses 
the simulation results obtained.  Finally section VI concludes the 
study. 

II. FLOW CONTROL IN EGPRS 
There are three different flow control levels (see Fig. 1).  The 

first one is the BVC (BSSGP, i.e., Base Station Subsystem 
GPRS Protocol, Virtual Connection) flow control, which refers 
to the cell level.  If the available buffer space in the BSC 
reserved for a particular BVC gets below a certain threshold, the 
BSC will signal the 2G-SGSN to reduce its sending rate for the 
traffic accessing that BVC.  The second level is the Mobile 
Station (MS) specific flow control.  Again, if the available 
memory in the BSS reserved for a particular MS gets too low, 
the 2G-SGSN will reduce the sending rate for that particular MS.  
The last (optional) level is the Packet Flow Context (PFC) 
(introduced in release 5) that handles flows within a certain MS 
that have specific Quality of Service (QoS) requirements. 

As specified in [1], the 2G-SGSN will apply these flow 
control tests to every Logical Link Control (LLC) Protocol Data 
Unit (PDU): The flow control is performed on each LLC PDU 
first by the PFC flow control mechanism (if applicable and 
negotiated), then by the MS flow control mechanism and last by 
the BVC flow control mechanism. 
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Fig. 1.  Flow control levels in the 2G-SGSN applied to every LLC PDU. 

This flow control approach has the benefits that it prevents 
downlink traffic overflow (i.e., packet drops) in the BSS and it 
ensures that a certain congested cell, MS or PFC will not create 
unnecessary downlink buffer delay in the 2G-SGSN for other 
flows accessing non-congested cells, MSs or PFCs. 

One way to deal with potential buffer delay is to prioritise the 
traffic based on how delay sensitive it is.  In 2G-SGSN, the 
traffic from different traffic classes may be handled in separate 
buffers.  A weighted fair queuing scheduler may then allocate a 
certain share of the output capacity to each buffer.  Although 
QoS-based queuing and scheduling may lower or even eliminate 
buffer delays for highest priority classes (i.e., real time traffic), 
lowest priority classes (i.e., non-real time traffic) are then even 
more likely to experience long delays (depending on the traffic 
mix).  Thus, the need for efficient AQM schemes for TCP-based 
traffic is even more critical. 

III. ACTIVE QUEUE MANAGEMENT SCHEMES 
The first way to control buffer delays in the 2G-SGSN is to 

introduce a pre-defined lifetime for LLC frames.  The idea is 
very simple: After having spent a certain pre-defined time in the 
2G-SGSN and/or BSC buffers, the LLC frame will be discarded.  
Such mechanism is available by default in most router-like 
network elements in order to ensure that too old packets are 
removed.  In the 2G-SGSN, this scheme can also help to 
guarantee a certain maximum buffer delay depending on the 
traffic class considered.  The objective is to find the right trade-
off between high resource utilization and optimized end-user 
throughput.  For instance, network utilization may be affected if 
the packet lifetime is set too low.  On the other hand, a too large 
lifetime may degrade TCP goodput because of high latency, 
which may result in TCP timeouts and retransmissions. 

A. Splitting LLC Frame Lifetime 
In order to avoid unnecessary packet drops at the BSS, LLC 

frames successfully sent from the 2G-SGSN to the BSS should 
be given at least a pre-defined minimum lifetime, i.e., the total 
LLC frame lifetime should be split between the 2G-SGSN and 
the BSS.  Moreover, since flow control cannot provide any delay 
bounds (and there is no active queue management at the BSS), 
we should also introduce a pre-defined maximum lifetime for 
LLC frames at the BSS. 

B. Smaller Buffer Sizes 
Another way to limit buffer delays is simply to limit the buffer 

size.  It very much resembles the previous approach although in 
this case the output interface speed shall be known in order to 
predict the maximum buffer delay.  What complicates things in 
this respect in 2G-SGSN, is the multi-layer flow control 
presented earlier.  For instance, although the output link speed of 
the 2G-SGSN would allow to forward immediately the received 
packets, some packets may have to be buffered because the BSC 
is not able to accept them.  Thus, extracting a maximum buffer 
delay out of the 2G-SGSN buffer size is not easy.  Moreover, the 
2G-SGSN buffers tend to be big (and getting bigger in the 
future), which suggests that it is not wise to rely on the 
maximum buffer size in order to control the buffer delay.  
However, it should be noted that buffer sizes may be configured 
differently in the 2G-SGSN for each traffic class. 

C. Random Dropping/Marking Based on Buffer Occupancy 
A third, more advanced, approach is to randomly drop packets 

before the buffer gets full or before the packet lifetime expires.  
The Random Early Detection (RED) algorithm [2], which does 
exactly this, is probably the most popular active queue 
management scheme used nowadays.  As mentioned, the RED 
algorithm drops arriving packets probabilistically.  The 
probability of packet drop increases as the estimated average 
queue size grows.  RED responds to a time-averaged queue 
length, not an instantaneous one.  Thus, if the queue has been 
mostly empty in the “recent past”, RED is not likely to drop 
packets (unless the queue overflows).  On the other hand, if the 
queue has recently been relatively full, indicating persistent 
congestion, newly arriving packets are more likely to be 
dropped. 

An improvement of RED called Explicit Congestion 
Notification (ECN) has later been introduced.  As stated in [3], 
Explicit Congestion Notification allows a TCP receiver to inform 
the sender of congestion in the network by setting the ECN-Echo 
flag upon receiving an IP packet marked with the CE 
(Congestion Experienced) bit(s).  The TCP sender will then 
reduce its congestion window.  Thus, the use of ECN is believed 
to provide performance benefits. 

RED/ECN implementation could, in principle, take into 
account the 2G-SGSN multi-layer flow control mechanism (see 
Fig. 1).  That is, one instance of RED/ECN could be applied to 
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each independent flow control entity.  As an illustration, if the 
RED threshold in the 2G-SGSN buffer is exceeded mostly due to 
a few congested cells (BVC flow control), it does not necessarily 
mean that packets accessing other, non-congested cells (buffered 
in the 2G-SGSN for other reasons, e.g., due to Gb capacity 
limitation) should be randomly dropped by the same rules.  
Likewise, if a detected 2G-SGSN buffer congestion is mostly 
due to a few MSs, RED may not need to be applied on other non-
congested MSs.   

Although all packets may not be buffered in the 2G-SGSN for 
the same reasons (MS vs. BVC vs. Gb congestion), all the 
aforementioned reasons indicate some sort of congestion.  The 
state of the art [2] recommends the buffer delay to be only a 
fraction of the round trip time, and thus it is probably a good idea 
to allow only a relatively small buffer delay in the 2G-SGSN.  A 
multi-layered RED/ECN approach in the 2G-SGSN would 
probably add significant complexity and require additional CPU 
and memory resources, while the practical performance gains are 
not so clear.  As a conclusion, our view is that the potential 
performance gains of applying one separate instance of 
RED/ECN to each independent flow control entity do not justify 
the required extra complexity. 

D. Random Dropping/Marking Based on Frame Lifetime 
Another alternative for the 2G-SGSN, is to follow a Time To 

Live (TTL) based RED approach since, as explained above, it is 
not straightforward to relate 2G-SGSN buffer occupancy and 
buffer delay.  The motivation for TTL-based RED is the fact that 
Gb buffer usually stores packets destined to different cells.  
Some cells can be more congested than others.  When RED is 
enabled, random packet dropping is applied for all packets using 
that buffer – even if their destination cells are very lightly 
loaded.  Instead of averaged queue size we shall use the packet 
lifetime as a basis for random packet dropping. 

There are two possible implementations for a TTL-based RED 
approach.  In the first one, the packet is checked periodically 
(every T seconds) and if the age of the packet (current time less 
timestamp) exceeds a threshold (lowTh), the packet is randomly 
dropped (or marked if ECN is used and the flow supports ECN) 
if one of the following conditions holds1: 

• age ≥ highTh 

• U(0, 1) < ((age - lowTh)/(highTh - lowTh))*maxDP 

 
1 This is very similar to RED: at lowTh we start to apply random packet 

dropping, highTh is the maximum packet lifetime, maxDP is the maximum drop 
probability and U(0, 1) stands for a uniformly distributed random variable. 
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Fig. 2.  The probability that a packet is dropped at Nth TTL-check or earlier. 

The probability that a given packet is dropped at the Nth TTL-
check or earlier is given by (1). 
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With the parameters (lowTh = 1.0 s, highTh = 3.0 s, maxDP = 
1.0 and T = 10 ms) this means that a given packet is dropped 
with the probability of 0.9991 after 50 TTL-checks, which 
translates to 500 ms.  Fig. 2 illustrates the probability that a 
given packet is dropped at the Nth TTL-check or earlier with 
different parameter combinations. 

Our second TTL-based RED implementation is a bit simpler.  
In this variant each packet is given a random lifetime (in addition 
to the other,  fixed lifetime that is used both in the 2G-SGSN and 
in the BSC) when it enters the 2G-SGSN.  As in the first 
implementation, the packet is then periodically checked if it 
should be discarded.  When the age of the packet exceeds its 
assigned lifetime, the packet is dropped (or marked if ECN is 
used and the flow supports ECN).  Packet marking algorithm is 
illustrated in Fig. 3 and it is somewhat analogous to gentle RED 
[2].   

if (U(0, 1) < maxDP) { 
lifetime := U(lowTh, highTh) 

} else { 
lifetime := U(highTh, 2*highTh) 

} 

Fig. 3.  TTLRED packet marking algorithm. 

IV.  SIMULATION MODEL 
Simulations were performed in order to evaluate the efficiency 

of the aforementioned AQM schemes in decreasing buffer delay 
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and improving TCP goodput.  Our simulator makes use of 
publicly available ns-2 [4] modules such as TCP (NewReno 
variant [5]) and traffic sources, e.g., HTTP/1.1 [6].  The 
simulator architecture is illustrated in Fig. 4.   

A. GPRS Model 
The GPRS agent has four different instances: GGSN, 2G-

SGSN, BSC and cell.  Moreover, a simple “pass agent” is needed 
for each protocol agent. 
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Fig. 4.  The end-to-end EGPRS simulator. 

The cell and 2G-SGSN agents take care of LLC segmentation 
and reassembly as well as LLC retransmissions.  Moreover, the 
2G-SGSN agent inserts and removes GPRS Tunnelling Protocol 
(GTP) headers, and it also performs 2G-SGSN downlink queuing 
equipped with MS, cell and Committed Information Rate (CIR) 
specific flow/rate control. 

The BSC and GGSN agents are really simple; the BSC agent 
simply passes the packets while the GGSN agent inserts and 
removes GTP headers. 

GPRSQueue and the SARConnectors model the air interface 
by doing RLC block segmentation and reassembly as well as 
implementing scheduling with a combination of flow-based 
round-robin and time slots.  GPRSQueue also provides MS and 
BVC flow control info for the 2G-SGSN.  

B. Other Settings 
We have the following traffic mixture: 

• Five active streaming users in the streaming traffic 
class.  Mean bit rate of 40 kbps, maximum bit rate of 80 
kbps, UDP used as the transport protocol. 

• 15 active PoC (Push to talk over Cellular) users in the 
interactive Traffic Handling Priority (THP) 1 traffic 
class.  Constant bit rate of 8 kbps, UDP used as the 
transport protocol. 

• 30 active web-browsing users [6] both in the interactive 
THP2 and interactive THP3 traffic class.  Traffic model: 

Main page and the 30 inline items per page all have a 
size of 4.91 kB, which results in a total page size of 152 
kB; page reading time is 1.0 seconds; four persistent 
TCP connections are utilized. 

• 30 active file-downloading users in the background 
traffic class.  The same HTTP traffic model is used here, 
too, but now  four files (each having a size of 875 kB, 
which results in a total content size of 3.5 MB) are 
downloaded; time between two downloads is 1.0 
seconds; four persistent TCP connections are utilized. 

• A total of 48 EGPRS time slots available for packet 
switched traffic (equivalent to, e.g., five sites having 
three sectors each, where each sector allocates three 
EGPRS timeslots for packet switched traffic). 

• The users are distributed evenly in two cells, i.e., the 
cells have the same traffic mix.  The cells are under the 
same Gb “pipe”.  Gb capacity is set to 2048 kbps. 

We use the following AQM-parameters: 

• RED/ECN parameters: minTh = 15 kB, maxTh = 45 kB, 
maxDP = 0.2. 

• TTLRED/TTLECN (the simpler implementation used) 
parameters: lowTh = 0.75 s, highTh = 2.25 s and maxDP 
= 0.2. 

The following class queue weights are applied at the 2G-
SGSN: wstreaming = 900, wIA THP1 = 50, wIA THP2 = 35, wIA THP3 = 15 and 
wBG = 5.  A kind of priority queuing is applied at the BSS. 

V. RESULTS 
Fig. 5 and Fig. 6 illustrate the end-to-end IP packet delay and 

average TCP goodput experienced by end-users users with 
various congestion control schemes.  From the simulation results 
we can observe that: 

• First of all, the end-to-end delay (95th percentile) can be 
fairly high without any AQM: Up to five seconds for the 
interactive THP2 traffic class, 14 seconds for the 
interactive THP3 traffic class and 34 seconds for the 
background traffic class.  These are definitely too high 
for interactive applications such as web browsing. 

• In most cases, RED and ECN (and their TTL-based 
variants) reduce the buffer delays dramatically, e.g., 
down to one from five seconds. 

• RED increases the average goodput by 10–20% 
depending on the traffic class while ECN performs even 
better (40–90%). 
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Fig. 5.  End-to-end delay (95th percentile). 
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Fig. 6.  TCP goodput. 

It should be noted that the RED/ECN (as well as the 
TTLRED/TTLECN) implementation in the simulator followed 
the basic approach recommended in the literature.  In other 
words, there was only a single instance of RED/ECN per traffic 
class specific BSSGP buffer. 

VI. CONCLUSIONS 
In this study, various AQM schemes for the 2G-SGSN were 

evaluated. Although a single simulation scenario is presented 
here, several traffic mix and network configurations (e.g. varying 
number of available EGPRS timeslots) were considered during 
the study. The obtained results are in general well in line with the 
one presented in Section V. 

The importance of well implemented and configured features 
for optimal end-user experience and spectral efficiency was 
illustrated.  Our simulation results suggest that in loaded 
conditions such AQM could nearly double the average end-user 
goodput and decrease the buffer delay by a factor of 2 or 3. 
Some obvious conclusions are that: 

• Appropriate congestion control mechanisms are very 
useful in the 2G-SGSN for handling non-real time 
traffic in loaded scenarios.  

• RED and ECN seem to be suitable active queue 
management schemes for the 2G-SGSN. 

Although a normal Internet router buffer significantly differs 
from the 2G-SGSN buffer, a simple RED implementation in that 
element (with only one instance per traffic class buffer) seems to 

provide dramatic improvements.  Future research could study if a 
more complex RED implementation would give additional gains 
(we doubt this).  Also, TTL-based variants of RED could be 
studied further to evaluate if different parameters or logic would 
achieve better goodput results.  Finally alternative congestion 
control schemes described in the literature (e.g., Explicit 
Window Adaptation [7] and adaptive RED [8]) could also be 
studied. 
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