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1. Introduction

Process mining is devoted to extracting information from event logs [57].
Event logs are often automatically generated descriptions of events that
have occurred in a system. They could be originating from, e.g., audit trails
of a workflow management system, a web server log, or transaction log of
an Enterprise Resource Planning system. Process mining can be used to
extract information about the actual as-is process instances as well as to
analyze and build a picture of the whole as-is process. Other uses could be
to generate further analyses, such as investigating long lead times using
influence analysis or finding process bottlenecks such as lack of allocated
resources.

Due to process instances in process mining models usually following a
process that often includes at least some deterministic behavior, machine
learning models can be trained using event log data to create models that
can mimic the properties of the actual systems generating those event
logs. This area of study, which is the focus of this dissertation, is also
known as predictive process analytics. It has lately been a hot topic in
process mining and has produced several publications as shown by Chiara
Di Francescomarino et al. in their publication [21] as well as publication
by Alfonso Eduardo Márquez-Chamorro et al. in their publication [39].
Machine learning approaches have also been found to be quite efficient in
this field, as demonstrated, e.g., in [52], where the authors have compared
several approaches for process mining-related prediction tasks spanning
three different related research fields: Machine learning, process mining
and grammar inference. As a result, they have found that overall, the
techniques from machine learning field generate more accurate predictions
than grammar inference and process mining fields.

Using process mining based machine learning models, it has been shown
that it is possible to, e.g., predict the next activity [62, 36, 52, 40, 48] or
remaining time [53, 45] of any ongoing case, predict the value of any predi-
cate for an ongoing case [38, 34, 20], and to perform use case clustering to
find similar clusters [50, 6].

Lately, also process mining industry has recognized the possibilities of
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machine learning techniques as several commercial process mining tools,
such as QPR ProcessAnalyzer 1, Celonis 2, and myInvenio 3, have started to
incorporate more and more predictive analytics functionalities into them.

Machine learning-based models do not require domain experts and their
ability to provide a full picture of the as-is process as a prescriptive process
model, which could be highly biased and cannot as easily be automated.
Developing machine learning models can be automated completely, pro-
vided that the material used for training is available. However, the quality
of the built model always depends on the quality of the training data.
This dissertation aims at techniques that could be used on any process
mining event logs without any additional information. Thus, I decided to
concentrate on machine learning methods that can be fully automated and
can be applied to various scenarios like binary classification or predict-
ing the next activity of ongoing processes in an industrial application of
predictive process analytics where, e.g., approaches based on automated
planning [22] and model checking [14] cannot be used as the goal state
and an additional prescriptive model describing the process is often not
available.

This dissertation and the included publications bring new contributions
into the field of predictive process analytics by exploring methods to im-
prove classification and prediction efficiencies in process mining models.
The main contributions are in feature selection and exploiting all the event
log data in machine learning models.

Another trend, that has been evident since the first steps of process
mining, is the fact that users want to incorporate more and more data
into the generated event logs to increase the scope of the analyses made
from them. This increases the computing resource requirements. The
performance of such a system can be improved either by scaling up, where
the performance is improved by improving the performance of the single
computer responsible for single-handedly processing the provided tasks, or
by scaling out, where more computers are added to process the provided
tasks concurrently.

Scaling up is usually considered to not be a cost-effective way of increas-
ing performance [31]. Also, there is an absolute limit that just cannot be
exceeded, no matter how much money one can spend. Scaling out in an
ideal case, however, allows you to improve system performance indefinitely
just by deploying new low-cost “commodity” hardware and adding it to the
system as new worker hosts. The usability of the scaling out strategy, how-
ever, depends also on the tasks being performed. Some tasks just cannot
be performed concurrently [2]. Scaling out makes the system also more
resilient to fluctuations in the number of requests made to the system since

1https://www.qpr.com/solutions/process-mining
2https://www.celonis.com/intelligent-business-cloud/process-analytics
3https://www.my-invenio.com/myinvenio-process-insight/
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Table 1.1. Primary concepts in the publications

Topic PI PII PIII PIV PV PVI PVII PVIII

Machine learning X X X - - - - X

Feature selection X - - - - - - X

Clustering X - X - - - - X

Neural networks - X X - - - - -

Big data - - - X - - - -

Distributed computing - - - X - - - -

Influence analysis - - - - X X X X

Process drift detection - - - - - - X -

processing separate requests do not have to compete so much on shared
hardware resources.

Being able to perform process mining algorithms in a distributed fashion
is another of the main topics in this dissertation. Also, all the publications
covered in this dissertation, in a form or another, pay attention to the
computing resource usage of the presented techniques and algorithms.
The primary envisioned target user for the presented techniques is an
interactive web-based tool providing a user interface for users that do not
like to wait for responses to interactions for a very long time.

This dissertation also presents an evaluation of a novel influence analysis
methodology in the context of feature selection. Influence analysis itself
is a method for finding correlations in issues organizations may have in
their business operations. It can also be used for detecting whether and
how a process has been changed between two time periods, also known as
process drift detection.

Table 1.1 shows a summary of focused concepts discussed in each of the
included publications.

1.1 Contributions

The actual contributions of the publications in this dissertation to the
scientific community are listed below as four research questions for which
this dissertation is seeking answers to.

Research Question 1. How to accurately perform case-level prediction
of eventual classification labels, such as a binary classification or the next
activity of a case, while also minimizing the amount of required computing
resources?

Research Question 2. Can event attribute value clustering be used to
compress the information in event attributes in a way that it allows a user
to make a trade-off between prediction accuracy and time needed for model
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Table 1.2. Research Questions coverage in the publications

Topic PI PII PIII PIV PV PVI PVII PVIII

RQ1 X X X - X X X X

RQ2 - - X - - - - -

RQ3 X - - - X X - X

RQ4 - - - X - - - -

training and prediction?

Research Question 3. How to find case-level features that maximize the
prediction accuracy while requiring minimum computational resources?

Research Question 4. Are distributed computing frameworks mature
enough to be used for performing common process mining-related tasks
using SQL like syntax?

Table 1.2 lists all the publications by the research questions they are
contributing to.

In more detail, Publication I, Publication II, and Publication III explore
the approaches on creating efficient machine learning models based on
event logs created using process mining techniques. First, Publication I,
explores the efficiency of different structural features unique for event
logs, such as the occurrence of certain activity within a case, to be used as
source data for a binary classification performed using gradient boosting
machine (GBM). The publication also explores applying different kinds of
feature selection methods to provide the best possible performance even
for interactive use of the tool implementing the prediction. Finally, it
also describes a very efficient cluster-based feature selection algorithm.
Publication II and Publication III further expand the work to recurrent
neural network (RNN) models. Publication II introduces a relatively
simple way to encode event activity sequences into input vectors of GRU-
and LSTM-based RNNs and trains the prediction model to create binary
predictions based on the data. Publication III improves the method further
by also presenting a scalable technique for incorporating event attribute
data into the input vectors and to predict the next activity for any given
ongoing case. The version of this publication included in this dissertation
is the latest extended version. An earlier version is published in [28].

Publication IV presents an empirical study of the maturity of selected
distributed computing frameworks to analyze event logs using SQL syntax.
It can also be seen as a more generic study on the properties of several
relational- and distributed database management systems and how they
manage to distribute queries given in SQL like syntax.

Publication V, and Publication VI present a novel influence analysis
methodology to be used to identify dependencies and correlations within
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event logs. This methodology can be adapted also, e.g., for detecting event-
level process drifting as well as finding out features having the greatest
impact on the process flow as presented in Publication VII, and Publication
VIII.

1.2 Related Work

There has been a lot of interest in the academic world on the topic of
performing case-level predictions on event logs (RQ1). This can be seen,
e.g., in [21] where the authors have collected a survey of 55 accepted
academic papers on the subject.

Also, in [55] authors present a systematic review and taxonomy of
outcome-oriented predictive process monitoring methods. Eleven meth-
ods are compared using a benchmark covering several predictive process
monitoring tasks based on nine public real-life event logs. Traces are first
divided into buckets of cases having similar activity paths using one of the
six tested methods. After this, cases inside each bucket are encoded using
one of the four encoding methods into feature vectors. Next, these feature
vectors are used to train a model where the outcome is dependent on the
predictive process monitoring tasks to be benchmarked. Their results,
when using traditional random forest or GBM prediction models, disprove
the general opinion of the superiority of a lossless event data encoding,
where all the information available for events, including event attributes,
is passed to the models. They also note that concept drifting significantly
affected the performance of all the tested methods. Finally, they question
whether LSTM or similar deep neural networks could be used to derive
relevant features from collections of trace prefixes. This is exactly the
question explored detail in Publication II, and Publication III. Also, in Pub-
lication I the main focus is in finding out what structural features provide
the best accuracy gain and how to select the most important features out of
potentially very long feature vectors with a minimal performance penalty.

In [52], the authors have compared several approaches spanning three
different research fields: Machine learning, process mining and grammar
inference. As a result, they claim that overall, the techniques from machine
learning field generate more accurate predictions than grammar inference
and process mining fields.

Several papers have been written also on the subject of selecting the most
efficient event log-based features for classification (RQ3). The importance
of this work is also indicated in [39], where the authors performed a survey
of several predictive business process monitoring methods. This survey
points out the lack of studies on the selection of key features to reduce the
computational complexity in a monitoring prediction task.

Some of the most studied patterns studied in the process mining commu-
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nity have been related to discovering repeats such as tandem- and maximal
repeats [5][8][42] within the sequences of activities. Repeat types can be
extracted from event logs efficiently using suffix trees [24].

On the other hand, discriminative patterns as discussed in [42][37][9] are
capturing repetitive iterative patterns within the sequences of activities in
traces. After this, a feature selection algorithm based on Fisher scoring [17]
is used to select the most discriminating features to be used for actual
classification. This method picks the most important repetitive iterative
patterns and uses only them as a set of features.

Several papers have also been written about applying data mining and
machine learning techniques into predicting outcomes of the business
processes. In [7], the authors present a framework that is capable of
automatically detecting "signatures" that can be used to discriminate
between desired and undesired behavior within traces both seen or unseen.
These signatures are essentially combinations of structural features like
those described in Section 3.2.1. This paper does not in itself specify
any automatic feature selection method. Instead, the user is required to
specify manually the desired activity sequence patterns, referred to as
sequence feature types. After this, all the matching features will be used
for signature detection. Thus, our research complements the research
made in this paper by experimenting with different automatic feature
selection methods that could be applied before this signature detection
phase to reduce the computational cost of signature detection at the cost of
some prediction accuracy.

In [42], the authors evaluate the accuracy achieved with three differ-
ent classification methods using several combinations of more complex
structural feature patterns discussed in Section 3.2.1 for three different
datasets. As a result, they find out that just having Activity frequencies
often yield, if not the best, then at least almost as good results as the best
tested structural feature pattern combination.

On the topic of exploiting event log attributes (RQ2), in [20] the authors
present a framework for predicting outcomes of user-specified predicates
for running cases using clustering-based on activity sequence prefixes and
classification using attributes associated to events. In [34], the authors
have assessed the benefits of including case and event attributes when
performing predictions based on sequences of activities. In [54], the authors
present a predictive process monitoring framework that is also able to
mine unstructured textual information embedded into attributes related
to events. In [13], the authors propose a recommendation system that
automatically determines the risk that a fault will occur if the input the
user is giving to the system will be used to carry on a process instance.

In [53] the authors used long short-term memory (LSTM) recurrent
neural networks to predict the next activity and its timestamp. They use
one-hot encoded activity labels and three numerical time-based features:
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duration between the current activity and the previous activity, time
within the day and time within the week. Event attributes were not
considered at all. In [19] the authors trained LSTM networks to predict
the next activity. In this case, however, network inputs are created by
concatenating categorical, character string-valued event attributes and
then encoding these attributes via an embedding space. They also note that
this approach is feasible only because of the small number of unique values
each attribute had in their test datasets. Similarly, in [48], the authors
take a very similar approach based on LSTM networks, but this time also
incorporate both discrete and continuous event attribute values. Discrete
values are one-hot encoded, whereas continuous values are normalized
using min-max normalization and added to the input vectors as single
values.

In [43] the authors use gated recurrent unit (GRU) recurrent neural
networks to detect anomalies in event logs. One one-hot encoded vector is
created for activity labels and one for each of the included string-valued
event attributes. These vectors are then concatenated into one vector
representing one event, that is then given as input to the network. Similar
approach is used for benchmarking a clustering-based approach in PIII.
The system proposed in their paper can predict both the next activity
and the next values of event attributes. Specifically, it does not take case
attributes and temporal attributes into account.

In [62] the authors train an RNN to predict the most likely future activity
sequence of a running process based only on the sequence of activity labels.
Similarly our earlier publication [29] used sequences of activity labels to
train an LSTM network to perform a boolean classification of cases.

Also, process mining models obtained using process mining techniques
themselves can be used as a model for prediction. In [3] the authors
first generate a process tree using the inductive miner algorithm, after
which this process tree is used to predict the future path of ongoing cases.
This approach does not take any additional event- or case attributes into
account.

None of the mentioned earlier works present a solution that is scalable
for datasets having lots of event- or case attributes and unique attribute
values.

Specifically, on the topic of distributed computing (RQ4), Resource uti-
lization nor scalability of different frameworks have been studied in [64]
for tasks not related to pro. Also, there have been similar related work
done for the Map-Reduce-based Hadoop framework [18] [46].
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1.3 The Structure of the Dissertation

The rest of this dissertation is structured as follows: Chapter 2 formulates
the problems the publications are solving. Chapter 3 presents methods
used in Publication I, Publication II, and Publication III. Due to the large
differences in the approach of Publication IV, a separate Chapter 4 has
been dedicated to that publication. For each publication, a separate Im-
plementation, and Evaluation section is used to describe the publication-
specific research. The only exception for this rule is PII, and PIII which
have shared sections due to the similarity of the problems and used tech-
niques. For a more in-depth analysis of the experiment results, the reader
is advised to consult the publications.

Finally, Chapter 5 will wrap up all the papers and gives a summary of
the results from the perspectives of the research questions listed in the
previous chapter.
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2. Problem Formulation

PI, PII, and PIII seek an answer to RQ1 by applying machine learning
techniques for data originating from process mining. This chapter formu-
lates the problems discussed in these publications as a machine learning
problem, while also explaining the underlying concepts and principles.
Mainly these concepts are related either to machine learning or to process
mining.

2.1 Machine Learning

Machine learning is one of the fastest-growing fields in computer science.
We are currently living in the age of "big data", where the amount of
data, as well as the rate of the new data being generated in the world, is
continuously growing. Machine learning is a field of study that aims to
turn this data into knowledge. It assumes that by building a relatively
simple model of the real-world process, out of the data it has generated,
we can achieve a better understanding of underlying dependencies and
patterns. The model itself usually consists only of a small number of
hidden factors and their interactions.

Two of the main types of machine learning algorithms referred to in this
dissertation are supervised and unsupervised machine learning.

In supervised machine learning [1, Chapter 2], such as classification
and prediction tasks, a model is built by using training data, where each
training data point has one or more inputs (also known as predictors or
features) and at least one desired output (also known as outcome). The
model is trained by using the training data to iteratively minimize the
value of a cost- or loss-function which measures how well the model is
able to produce the outputs in the training data point with corresponding
input. After the model has been trained, it can be used to produce outputs
for any test inputs it has or has not seen before. As a good training data
set is a representative sample of the actual test data to be used on the
model, the trained model will also be able to predict also the outcomes
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of the actual test data. If the accuracy of predictions for a training data
is much better than the accuracy achieved for the test data, the model is
said to be overfitting: The model has been trained with the biases in the
training data and it is not able to generalize its predictions for test data.

A common supervised machine learning task is to predict or classify
data points based on their properties. Features, as well as outcomes of
the prediction, can be either continuous or they may be of enumerated
types which often are also known as categorical values or labels. When the
outcome of a prediction is this kind of a categorical value, such as a binary
value, the performed analysis task is often called classification.

In unsupervised machine learning, a model is built based just on inputs.
These models can then be used to find out properties of the input data,
such as identifying closely related input data points and splitting the data
into a number of as closely connected clusters as possible in clustering
algorithms [1, Chapter 7].

The actual learning in machine learning is usually performed by applying
loss function (also known as cost- and error function) to measure the
difference of the actual outputs of trained model for the training inputs, to
the actual occurred outputs included in the training data. Thus, its purpose
is to give an estimation of how well the trained model can reproduce the
data in the training data set. The goal of the training algorithm is to
minimize the value of the loss function, which in turn should maximize
the amount of the training data the model is able to successfully predict [1,
Chapter 11].

Loss functions can be roughly split into two categories: regression- and
classification-loss functions. Since this dissertation focuses on classification
problems, the selection is further dependent on the type of predicted
value. For binary classification problems (as in Publication II), widely
used choices are cross-entropy and hinge loss. Hinge loss is primarily
developed to be used in the context of support vector machines (SVMs) [1,
Chapter 13]. Cross-entropy estimates the average difference between
the actual and predicted probability distributions for all classes in the
problem [1, Chapter 10].

For cases when there are more than two outcomes (as in Publication III),
cross-entropy is a very common solution. Another example of a commonly
used option is Kullback Leibler divergence (or KL divergence) [1, Chap-
ter 16], which is often more suited for cases where the model trained to
work as a more complex function than simply multi-class classification,
such as in autoencoders, where the model must be able to reconstruct the
original input.

The model is adjusted by optimizing the loss function, e.g., using some
kind of a gradient descent algorithm [1, Chapter 11]. After applying the
adjustments to the model, the model training is performed again. This
process is continued until the defined model quality criteria have been met.
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Quality criteria could be, e.g., that the training function hasn’t been able to
find any better performing parameters for a certain number of iterations.
Sometimes it is also possible that the training never stops. Instead, new
training data points will be added to the model whenever available.

2.2 Process Mining Terminology

In PI, PII, and PIII, label classification is performed at case-level in the
event log event data. An example of an event log is shown in Table 2.1 and
Table 2.2, which is an event log that contains a four case sample from an
order to cash process.

The order to cash process is a business process used for receiving and
processing customer orders. The order to cash process in this example
is from a company selling clothes across several regions of the United
States. For cases, the log includes CaseId that is used as a case iden-
tifier that binds events to cases, four case attributes: AccountManager,
CustomerGroup, ProductGroup, and Region. For events, the log includes
CaseId, EventId that is unique to each event, a Timestamp that describes
the actual time this event occurred, Activity describing what exactly hap-
pened, and one additional event attribute, Resource, that describes the
resource that processed the event.

An event log is an ordered list of records known as events [57, Chapter 5].
Every event has at least a case identifier, an activity identifier and some
additional property such as a timestamp that can be used to put the events
into some deterministic order. Case identifier groups events belonging
somehow into some common contexts. This could be, e.g., order identifier
as shown in our example data. For every event, an unambiguous case can
be identified which represents a collection of events belonging to the same
process. The events for a case are represented in the form of a trace, i.e., a
sequence of unique events. In addition, every event can also include any
number of additional event attributes. Similarly, every case can include any
number of additional case attributes. A transition represents the transition
between two successive activities within a case.

2.3 Machine Learning Model Building and Usage

As input features in ML models of PI, PII, and PIII, we use features derived
from cases in event logs and as outputs, we get separate predictions for
each tested case.

The focus of PI is feature selection methods and exploring the properties
of different structural feature types, such as the ones shown in Table 3.1,
that are based on patterns found in the events of the event log cases,
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Table 2.1. Example event log event data

CaseId EventId Timestamp Activity Resource

1

1 4.6.2011 23:42 Sales order Greg

2 8.6.2011 11:15 Outbound delivery James

3 10.6.2011 1:58 Handling unit Timothy

4 10.6.2011 6:09 Shipment Shipment Unit

5 13.6.2011 0:38 Invoice Sharon

6 18.6.2011 14:48 Payment received Sharon

2
7 19.8.2011 3:45 Sales order John

8 31.8.2011 13:07 Invoice Mia

9 17.9.2011 16:43 Payment received Mia

3

10 22.1.2012 10:51 Sales order John

11 22.1.2012 18:27 Outbound delivery Mathieu

12 22.1.2012 21:40 Outbound delivery Mathieu

13 25.1.2012 0:13 Delivery changed Greg

14 26.1.2012 0:21 Handling unit Timothy

15 26.1.2012 10:25 Shipment Shipment Unit

16 27.1.2012 13:43 Invoice Mia

17 10.2.2012 23:18 Payment received Mia

4

18 27.8.2011 13:16 Sales order John

19 2.9.2011 1:29 Outbound delivery Mathieu

20 3.9.2011 0:17 Customer pick-up James

21 3.9.2011 18:21 Shipment Shipment Unit

22 5.9.2011 20:42 Invoice Mia

23 14.9.2011 6:29 Payment received Mia

Table 2.2. Example event log case data

CaseId AccountManager CustomerGroup ProductGroup Region

1 Patricia White Men Hats Houston

2 Robert Miller Men Hats Austin

3 Mary Wilson Kids Hats Chicago

4 Patricia White Women Shoes Houston

as discussed in Section 3.2.1. Depending on the types of the included
structural features and the event logs being analyzed, the number of
structural features ranged in our experiments from a couple of features
up to 1864 features. The more complicated the model, the more there
are structural features to select from as, e.g., the number of activities
and unique transitions between activities increases. These structural
feature types and their efficiency in improving the prediction accuracy are
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then estimated using a gradient boosting machine (GBM)-based machine
learning model. This model has been trained using the numeric feature
vectors created from the selected structural features together with binary
outcomes. Numeric feature vectors are built from structural features
generally by identifying how many times each structural feature, each
represented by one value in the feature vector, occurs in each event log
case. A binary outcome could be, e.g., a Boolean value indicating that
the duration of a case is longer than some event log-specific value. GBM
model has been trained to optimize its model using receiver operating
characteristic (ROC)-based metric [1, Chapter 19]. The efficiency of all
the used feature selection algorithms is measured using three primary
metrics:

• Classification accuracy: How a big percentage of the cases are classified
correctly?

• Mutual information: Approximated mutual information score [41] be-
tween each of the selected set of features and when feature selection is
not performed at all.

• Response time: How long it took to perform the feature selection?

In PII and PIII we use recurrent neural networks to perform prediction
of eventual classification labels, e.g., a binary classification or a prediction
of the next activity, of cases. As part of PII, we are also comparing the
performances of LSTM- and GRU-RNN types in a prediction task. After
the experiences gained from that research, we proceeded to only use GRU
in PIII. Even though the actual network layout of the RNN varies, the
numeric input vectors are laid out identically in all the network layouts
covered in the publications: Each case is encoded as multiple vectors, as
described in Section 3.3.2, each representing one event in that case in the
order in which the events occurred.

As features in these events, we use concatenated numeric vectors created
out of the one-hot encoded activity types (in both PII and PIII), and one-hot
encoded event attribute cluster labels and raw values (in PIII). As outcomes
of the predictions in PII, we use similar binary values to the ones used in PI,
determining whether any given case will have given predicted property or
not. In PIII, the outcome of the prediction is a numeric vector representing
the predicted probabilities of the next activity of given ongoing case, where
each activity has an own probability. As the actual predicted outcome, we
use the activity that has the highest value in the vector.

As loss function for the RNN used in both RNN-based publications, we
use the mean of the cross-entropy between the outcome and the target.

In PII, the efficiency of the classification model is measured using the
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Table 2.3. Common hyperparameter values used in PII and PIII

Parameter Value

Gradient descent algorithm Adam

Learning rate 0.01

β1 (Adam) 0.9

β2 (Adam) 0.999

Gradient clipping 100

Batch size 256

following metrics:

• Classification accuracy: How a big percentage of the cases are classified
correctly?

• Calculated Area under the receiver operating characteristics (AUROC)
value.

• Training time: Time required for training the model.

• Testing time: Time required for testing the model.

PII explores also the effect of the following factors and hyper parameters
related to the input features used in the RNN model to the model efficiency:

• Comparing GRU and LSTM RNN layouts.

• Exploring the effect of different RNN hidden state sizes.

• Exploring the effect of model trained using incomplete cases versus full
cases when predicting using incomplete cases.

• Exploring the effect of replacing the most infrequent activity types with
a common new virtual activity representing all the infrequent activities.

• Exploring the effect of combining sequences of successive infrequent
activity types with just one occurrence of infrequent activity type.

As for the rest of the hyperparameters such as batch size and gradient
descent parameters, we performed manual tuning with several different
options and selected the ones providing the best overall prediction accuracy.
This was a good enough solution as we wanted also to limit the number of
factors that need to be taken into account when interpreting the results.
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The most notable hyperparameters are shown in Table 2.3.
In PIII, our main objective is to be able to build an efficient and user-

configurable mapping of event log event attributes into RNN input vectors
so that user can control exactly how many numbers in the RNN input vector
are dedicated for event attributes thus allowing a trade-off between the
prediction accuracy and the time needed for model training and prediction.
In this publication we are measuring the efficiency of a clustering-based
encoding of event attributes into RNN input features by comparing it
with three other approaches: Not having case attributes at all, separately
encoding all the values of event’s attributes into the input vectors, and
using both clustered event attributes as well as separately encoding all the
event attributes. The efficiency of the resulting models is measured using
the following metrics:

• Prediction accuracy: How big percentage of the cases the prediction of
the next activity was successful?

• The length of the input vector.

• Training time: Time required for training the model.

• Testing time: Time required for testing the model.

As hyperparameters in this publication, we use the same values as the
ones used in PII, except this time we fixed also hidden state size, based on
our manual experiments, to be 256 as it seemed to provide a good trade-off
between CPU usage and prediction accuracy.

In PIV, we perform an evaluation of the capabilities of a set of distributed
computing frameworks. We evaluate the capabilities through performing
a couple of very common algorithms used in process mining tools: flow
analysis and trace analysis.

Flow analysis comprises collecting all the direct follows-relationships
from the event log including starter and finisher flows as well as calculat-
ing the number occurrences of each flow. This analysis is often a sub-task
for constructing actual hierarchical representations of the event log. For ex-
ample, this step is the same as collecting a >L b "directly follows" relations
performed as part of α as well as inductive miner algorithm as described
in [57]. An example of flow analysis for event log shown in Table 2.1 is
shown in Table 2.4.

Just by using the results of the flow analysis, one could, e.g., produce a
flowchart similar to the one shown in Figure 2.1 to provide better under-
standing on the relationships between different activities.

Trace analysis, on the other hand, instead of counting the number of
unique flows and their usage in the event log, calculates the number of
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Table 2.4. Example flow analysis (PIV)

# Occurrences From To

4 START Sales order

4 Payment received END

4 Invoice Payment received

3 Sales order Outbound delivery

3 Shipment Invoice

2 Handling unit Shipment

1 Customer pick-up Shipment

1 Delivery changed Handling unit

1 Outbound delivery Customer pick-up

1 Outbound delivery Delivery changed

1 Outbound delivery Handling unit

1 Outbound delivery Outbound delivery

1 Sales order Invoice

Table 2.5. Example trace analysis (PIV)

# Occurrences Path

1 Sales order, Invoice, Payment received

1
Sales order, Outbound delivery, Customer pick-up,

Shipment, Invoice, Payment received

1
Sales order, Outbound delivery, Handling unit,

Shipment, Invoice, Payment received

1
Sales order, Outbound delivery, Outbound delivery,

Delivery changed, Handling unit, Shipment, Invoice,

Payment received

unique complete activity label sequences in the given event log. This
analysis is useful when you need to categorize cases by their activity
sequences, or when you want to efficiently filter cases based on properties
found in their activity paths, such as the structural features discussed in
Section 3.2.1. An example of trace analysis is shown in Table 2.5.

In PIV, we make an assessment of these two analyses in which we esti-
mate frameworks’ capability to support SQL language expressing these
analyses, as well as the throughput performance of those analyses com-
pared to some more traditional relational databases using different num-
bers of events.

Finally, in PV, PVI, PVII, and PVIII, we use statistical methods to find out
the case and event-based features that have the greatest effect to a selected
outcome. An example of influence analysis is shown in Table 2.6 where we
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Figure 2.1. A flowchart created from the example event log using flow analysis

measure the contributions of case attribute values of the four example cases
to problem set "Case takes longer than 19 days to finish" (matches to cases
having CaseId of 2 and 3). As described in Section 3.2.2, we have named
this methodology as an Influence Analysis. The information generated by
influence analysis can be used then as, e.g., as a feature selection function
to narrow down the set of features used in the actual prediction. As data
points in these publications, we are using cases (PV, PVI, PVIII) and events
(PVII). As features, we consider any case- or event-level features. These
can be, e.g., case and event attributes, structural features extracted from
events of cases, or any other related and/or derived data. The output of
the analysis can be considered as a kind of machine learning model that
describes the characteristics of cases or events that most often belong or
do not belong to the set of "problematic objects". This characterization
includes an identifier of an input feature, an identifier of an input feature
value, and a measure of the size of that effect called contribution. A
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Table 2.6. Example influence analysis (PV, PVI, and PVII)

Case Attribute Value Contribution %

AccountManager Mary Wilson 25%

AccountManager Robert Miller 25%

CustomerGroup Kids 25%

Region Austin 25%

Region Chicago 25%

ProductGroup Hats 25%

CustomerGroup Men 0%

CustomerGroup Women -25%

ProductGroup Shoes -25%

AccountManager Patricia White -50%

Region Houston -50%

separate prediction engine could be built on top of this analysis result to
predict whether any given new case or event belongs to the problem set or
not. However, this prediction engine has been left as future study, since our
publications were mostly discussing correlations, which does not require
the ability to predict, nor iteratively train and improve the model. Thus,
loss functions were not used in these publications.
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This chapter is split into two sections corresponding to Publication I as
well as Publication II, and Publication III. Section 3.2 describes the ap-
proach for selecting the most relevant case level structural features for
the classification purposes out of event log data, which is the main topic
of PI. Section 3.3 will focus on RNN-based prediction-related issues that
were the main topics of PII, and PIII. Both of these sections begin with
presenting the concepts specific to the section. Next, detailed descriptions
will be given for the experiment implementations in the publications, and
finally evaluation of the experiment results.

3.1 Formal Definitions of Event Log Concepts

Every row in the case data table (e.g., 2.2), there can be any number of
rows in the event data table (e.g., 2.1) with matching CaseId column value.
We can define this formally using the following definitions:

We begin by defining the concept of events as follows:

Definition 1. Let E be a set of all the possible event identifiers. Each
event has a unique event identifier that is used to refer to that exact event
instance.

Similarly, we define the concept of cases as follows:

Definition 2. Let C be a set of all the possible case identifiers. Each case
has a unique case identifier that is used to refer to that exact case instance.

Next, we define attribute names using definition:

Definition 3. Let AN be a set of all the possible attribute names. In
this dissertation are just short textual attribute identifiers. Moreover, we
define ANe ⊆ AN as the set of all the possible attribute names of events.
For cases, we similarly use ANc ⊆ AN to denote the names of all the case
attributes. The values of all the attributes can be of any arbitrary type.
The set of all the possible attribute values is denoted as AV .
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Using previous definitions, we can define an event log as:

Definition 4. Event log L = {c1, ...cn}, is a set of cases. Each case ci ∈ L is a
sequence of events ci = 〈e1, e2, ..., em〉, where ∀1 ≤ j ≤ m : e j ∈ E . We denote
e ∈ L iff ∃ci = 〈e1, e2, ..., en〉 ∈ L, such that e j = e, for some 1≤ j ≤ m.

In the example data, the CaseId column is used to create the relationship
between events and their cases. Next, we define a function for accessing
any attribute of any given event as follows:

Definition 5. Let #n : E → AV , be a mapping function which returns the
value of the specified attribute n ∈ ANe for any given event e ∈ E .

Using this function, we can refer to any of the standard attributes (in
this dissertation, only Activity, Timestamp and CaseId are considered as
standard event attributes), as well as event log-specific attributes. For this
dissertation, we will define the set of standard attributes as shown below:

Definition 6. Let ANestd ⊆ ANe, be the set of standard event attribute
labels: 〈activity, time, caseid〉. Also, let (ANeL ∩ ANestd = �)∧ (ANestd ∪
ANeL = ANe), where ANeL is the set of custom event attributes in event
log L, which are not part of standard attributes. Thus, as a restriction to
simplify our definitions, these standard attribute labels are not allowed to
contain the labels of any custom attribute labels.

The standard event attributes listed above have the following meanings:

Definition 7. #activity(e) ∈ AV , where e ∈ E , is the activity label associated
with the event e. This describes what has occurred. Activity labels in this
dissertation are considered to be textual descriptions of the performed
task.
#time(e) ∈ AV , where e ∈ E , is the timestamp of the event e. This describes
when something has occurred. In this dissertation, timestamps include
both time and date of the occurred event.
#caseid(e) ∈ AV , where e ∈ E , is the identifier of the case associated with the
event e. This describes the (case) context of the occurrence. Case identifiers
in this dissertation are considered to be short textual or numeric identifiers
identifying the case.
#cluster(e) ∈ AV , where e ∈ E , is an event attribute described in more detail
in definition 28.

Similarly, to event attributes, we can define a function for accessing case
attributes of a case:

Definition 8. Let #n : C → AV , be a mapping function which returns the
value of the specified attribute n ∈ ANc for any given case c ∈C .

Also, we can define the set of standard case attributes as follows:
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Definition 9. Let ANcstd ⊆ ANc, be the set of standard case attribute
labels: 〈caseid〉. Also, let (ANcL ∩ ANcstd = �)∧ (ANcstd ∪ ANcL = ANc),
where ANcL is the set of custom case attributes in event log L, which
are not part of standard attributes. Thus, as with the event attributes,
these custom attribute labels are not allowed to contain the labels of any
standard attributes.

The standard case attributes listed above have the following meanings:

Definition 10. #caseid(c), where c ∈C , is the identifier of the case and is
used in event data to refer to identify the case.
#weight(c), where c ∈C , is a case attribute described in more detail in the
Definition 12.
#al(c), where c ∈ C , is an case attribute described in more detail in the
Definition 32.

The only standard attribute referred to in this dissertation is #caseid(c),
where c ∈C , which is the identifier of the case and is used in event data to
refer to the case.

For a more detailed introduction to process mining concepts, it is rec-
ommended to, e.g., consult "Process Mining - Discovery, Conformance and
Enhancement of Business Processes" -book by Wil M. P. van der Aalst[57].

3.2 Structural Feature Selection

Central to PI is the concept of feature selection. The quality of a model
built using machine learning techniques depend on the quality of inputs,
or features, it is given. E.g., the more inputs there are, that are relevant to
the outcome of a prediction task, the better. Also, if there are features that
are not relevant regarding the outcome, in ideal scenario, those features
should not be included at all since the algorithm now needs to learn to
ignore those features. Similarly, to make the learning as fast as possible,
duplicate, and even near duplicate, features should be avoided.

In process mining context, all the process-related information is usually
included into the event logs as event or case attributes. Thus, a good
starting point for features to select the inputs from are the case and event
attributes that are included in event logs.

There are infinite number of structural features that could be also used
as features. These features are described in the Section 3.2.1. Whenever
selecting the features to be used in the machine learning model building,
one should keep in mind that due to the properties of some of the structural
feature types, the combinations of different features may become too big to
be able to perform exhaustive tests for and leading to the problem of curse
of dimensionality [25]. Luckily, there are many approaches for performing
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the actual selection of relevant features automatically from the set of
candidate features. These approaches are discussed in Section 3.2.3.

3.2.1 Structural Features

As opposed to normal case attributes assigned to cases in event logs, struc-
tural feature term in this dissertation is used for representing properties
of activity sequences traversed by cases. Thus, they can be derived directly
from any event log without need to include any additional custom proper-
ties. Having a case identifier, activity identifier and order information such
as a timestamp for each event occurrence, is enough. These features are
especially useful in the context where the used machine learning algorithm
is not able to learn the properties of the activity sequences from other input
data. E.g., when using RNN that is fed with input data consisting of all the
event data within cases in a sequence, thus providing the model building
algorithm to learn also the structure and patterns of the activity sequences,
these kind of features are not that useful. However, models created in this
way cannot be easily used, e.g., for correlation analysis and to find out
what exact structural features may be causing the observed effect.

There are several different types of structural features to select from.
In this dissertation, we use notations similar to those used in regular
expressions [56] combined with notation commonly used for activity se-
quences [57]. Some of the most common patterns are listed in Table 3.1
with examples of matches when the sequence of activities is illustrated as
〈S,a,b,b, c,a,E〉, where S denotes the start activity and E the end activity
of a case. A brief description of each listed feature type is shown below:

Activity: Occurrences of activities.

Transition / 2-grams: Occurrences of direct activity follows relation-
ships.

Starter: Activities that starts a trace.

Finisher: Activities that finish a trace.

Ordering: An activity follows another activity. There can exist any
number of additional activities in between the two activities.

Tandem repeat: Activity directly following itself.

Repeat: Activity repeating itself while possibly having additional activi-
ties occurring in between.

In addition to just have features as binary features, they can also be
integers that represent the number of occurrences of that feature type in
each case, or they could represent ranges of occurrences, such as, e.g., 0
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Pattern / predictor type Example sequences(s)

Activity 〈a〉,〈b〉,〈c〉
Transition / 2-grams 〈S,a〉,〈a,b〉,〈b,b〉,〈b, c〉,〈c,a〉,〈a,E〉
Starter 〈S,a〉
Finisher 〈a,E〉
Ordering 〈a〉→ 〈a〉, 〈a〉→ 〈b〉, 〈a〉→ 〈c〉, 〈b〉→ 〈a〉, 〈b〉→ 〈c〉,

〈c〉→ 〈a〉
Tandem repeat 〈b,b〉
Repeat 〈a〉→ 〈a〉, 〈b〉→ 〈b〉

Table 3.1. Structural Feature Types

represents no occurrence, 1 represents one occurrence and 2 represents
more than 1 occurrence. Also, e.g., ordering feature can be calculated in
several different ways. E.g., in the example above, 〈a〉 → 〈b〉 as well as
〈b〉 → 〈a〉, and 〈b〉 → 〈c〉 could have been calculated to occur both once or
twice, depending on the implementation.

Finally, each of the structural feature types discussed above can also be
transformed so that each activity that is shown in the Table 3.1 actually
represents a specific sequence of activities. E.g., we could say that the
example sequence has ordering structural feature: 〈a,b〉→ 〈c,a,E〉.

3.2.2 Influence Analysis

Influence analysis is a methodology that can be used for multiple purposes
in the context of event logs. It can be used for identifying dependencies
and correlations between properties in event logs as introduced in the
Publication V and Publication VI as well as analyze the working capital of a
process. Another application of this methodology, introduced in Publication
VII, is to detect event-level process drifting. Also, as detailed in Publication
VIII, influence analysis together with clustering can be used for feature
selection purposes to, e.g., find out properties of event logs that have the
greatest impact to the process flow.

The author of this dissertation is not the main author of these publica-
tions, thus, the detailed description of this methodology is left for Teemu
Lehto, who is the main author of these publications, to discuss in detail in
his own dissertation work. However, in this dissertation, I will cover some
application ideas of this methodology in the context of work the author of
this dissertation is the main author.

The main steps of influence analysis methodology can be described as
shown in Figure 3.1.
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Identify the relevant business process and define the case

Identify the actual business process we want to examine, and we define what is the
phenomena we are interested in that business process.

Collect event and case attribute information
Collect all the information related to the process instances that are readily available
in the event log as event and case attributes and collect this information as features.

Form a classification of cases such that each case is either problematic or
successful with certain numeric weight

Categorize each case being analyzed either to have the phenomena of interest or
not. Phenomena could be, e.g., long lead times of cases. Also, if needed, define the

weight for the case to use. The weight could be, e.g., the cost of an order in the
order-to-cash process.

Create new categorization dimensions
Derive new features out of the case data we already have that could be useful for
the purposes of the analysis. These features could be, e.g., the structural features

described in Section 3.2.1.

Present the results to business people
Present the results using color coding and ordering to highlight the feature values

that correlate the most and the least with the phenomena being analyzed.

Find the best categorization rules and attributes
Run a rule learning algorithm with the parameters specified in the previous steps to

find the best categorization.

Select a corresponding interestingness measure based on the desired level
of business process improvement effect

Decide what is the goal of the business process improvement. Do you want to reach
the ideal, other average or as-is average probability of occurrences of the selected

phenomena within each value of each feature.

Figure 3.1. The main steps of influence analysis methodology

Formal Definition of Influence Analysis
For this dissertation, we can simplify influence analysis by using the
following formal definitions. First, we define the set of problematic cases
as:

Definition 11. Let LP ⊆ L be a set of cases in event log L that are selected
by the user as problematic cases.

Next, we need to define a weight function that makes it possible to ignore
cases that are known to not be relevant for the specific use case. E.g., cases
having lower value for the end-user may have smaller weight values.
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Definition 12. Let #weight : C →R, where R represents real numbers, be a
function mapping given case into its numeric weight. This case attribute
is a user defined domain specific attribute.

We also need to define a function for accessing the values of features
selected to be included in the analysis. This can be performed using a
function defined as follows:

Definition 13. Let F be a set of case-level features, such as case attribute
values or structural features, that are selected by the user. The value of
any of these features can be queried using the function # f : C → AV , which
is parameterized by f ∈ F.

Finally, we can define the influence analysis as:

Definition 14. Influence analysis is an algorithm that takes an event log
L and its subset LP as parameters. The result of the algorithm is a set of
〈feature, featureval,contribution〉 tuples, where feature ∈ F is any feature, and
featureval= # f eature(c) for at least one c ∈ L, and contribution ∈R. Internally,
influence analysis calculates contribution values for all the attribute and
attribute value combinations of cases in L and assigns contribution value
to each of these combinations by simultaneously also taking the weight of
the case into account. Contribution is a percentage value that measures
how much having given feature and feature value combination differ from
the baseline. For detailed description of this algorithm, see Publication V.

The result of the influenceAnalysis function can, e.g., be ordered in
descending order by their contribution value, thus showing first the feature
and feature value combination having the most contribution for cases
belonging, or not belonging to the set of problem cases LP .

3.2.3 Feature Selection Methods

Feature selection aims to reduce the dimensionality of the structural
features constructed from the raw data [1, Chapter 6]. Reducing the
dimensionality not only reduces the computational complexity of the sub-
sequent prediction methods, it may also lead to an improved prediction
accuracy. Indeed, learning algorithms based on a smaller set of features
are less prone to overfitting, i.e., the effect of erratic statistical variations
of observed dataset is reduced. Finally, feature selection also enhances the
interpretability (visualization) of the features and understanding classifi-
cations based on them (e.g., if only two numerical features are selected, we
can illustrate them by using scatterplot).

Feature extraction differs from feature selection in that they create new
features that will be used instead of the original features. The newly
created features try to maximize the variance and expressive power of the
features by combining several original features into one new feature. This
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has a drawback that it hides the original features and makes it harder to
understand the properties of the created model. E.g., when analysing root
causes or correlations, it is often desirable to understand how much the
outcome depends on certain features and to understand which features
affect the outcome.

In the following subsections, we will first describe our novel clustering-
based approach first introduced in Publication I for feature selection in
Section 3.2.3. After this, we describe five different approaches for using it
in event logs.

Feature Clustering
In the algorithm developed in Publication I, the training data is first
clustered so that every structural feature in the training set constitutes
one clustering data point. Each activity sequence in the training data
represents one dimension for clustering data point with values equaling
the number of times that structural feature occurs within that activity
sequence. Thus, instead of clustering cases by their structural features,
the data is transposed resulting in structural features being clustered by
the cases. K-means algorithm is used to generate K clusters of structural
features. For each K clusters, the structural feature having the minimum
distance to the mean of that cluster will be selected as the representative
for all the features in that cluster. It should be noted also that as a side
product of applying this method for feature selection, every selected feature
will represent all the features within the same cluster. Thus, for every
original feature, you have one cluster it belongs to and exactly one feature
that is representing that feature in that cluster. This could be useful, e.g.,
in some root cause or correlation analysis scenarios.

It should be noted that K-means feature clustering, being an unsuper-
vised learning method, does not take outcomes into account in any way
and thus divides the data point space evenly without any kind of weighting
or prioritization. However, the clustering method, as any other feature
selection method used in our paper, can easily be used in combination with
other feature selection algorithms. This makes it possible to implement
hybrid feature selection methods where more than one method is used to
select the final set of selected features. We used this technique to com-
bine the clustering method with several other methods to combine the
properties of methods.

Clustering Only
In this approach, the feature clustering approach is used in its pure form
without taking the outcomes into account at all.
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Clustering with Variable Importance
In variable importance-based feature selection, some Machine learning
algorithm capable of building variable importance information, such as
random forest [35], is first performed. After this, the results of the al-
gorithm are used to pick N variables having the greatest effect on the
outcome. These N variables are then used as the selected features.

Clustering with Fisher Scoring
This is a hybrid feature selection method where the clustering method is
performed in a way that the number of features is brought down from the
original full set of features to some subset, such as double the number
of desired target number of features. Fisher score-based method is used
to pick exactly the desired number of features as the final set of selected
features.

Fisher scoring is based on measuring a Fisher score [17] for each available
feature after which N features that produced the highest Fisher score
are used as the selected features. Fisher scores behave in such a way
that for a feature to have a high value, it must have very similar values
within one classification value but very dissimilar values between different
classification values.

Clustering with Influence Scoring
In a similar fashion as in the method above, this method is also a hybrid
combination of clustering methods described above. Also, in this case,
clustering is used first to select a subset of the original set of features.
After this, an influence analysis-based approach is used to pick exactly the
desired number of features as the final set of selected features.

The influence analysis-based approach is based on the influence analysis
methodology discussed in Publication V. It is used similarly with Fisher
scoring in the previous section to first calculate scores for each of the
features and based on the values of those scores, the top-N features are
selected. Influence analysis gives a higher score to those features whose
average value within a single classification value differs the most from the
global average value over all the different classifications.

3.2.4 Implementation

Experiments were implemented on a single system using Microsoft R Open
version 3.3, Windows 10 operating system. The used hardware consisted
of 3.5 GHz Intel Core i5-6600K CPU with 8 GB of memory.

Initial tests were performed on 4000 and 40000 case sample of BPI
Challenge 2014 dataset [60]. These tests were used to make the number
of tested feature selection methods smaller by dropping all the methods
that do not fit the interactive performance requirements that were part of
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Event Log # Cases # Selected # Act # SF # 2-Gram # Order # Total

BPIC14-4k [60] 4000 1441 / 581 39 20 772 1033 1864

BPIC14-40k [60] 40000 8108 / 7473 39 20 772 1033 1864

BPIC12 [59] 13087 3330 36 21 161 866 1084

BPIC13, incidents [51] 7554 1579 12 8 75 129 224

BPIC17 [61] 31509 11584 26 14 165 459 664

Hospital [58] 1143 372 624 36 4272 79571 84503

Table 3.2. Used Event logs and numbers of features by predictor types

our requirements. After this, four additional datasets were used. Table 3.2
shows relevant details of each dataset including exact numbers of extracted
structural features of different types and the number of cases that belonged
into the classification being predicted, which is shown in "# Selected" -
column. The table has two rows for the BPIC14 case, one for sample
having 4000 cases, and one for a sample having 40000 cases. Also, for both
versions, two numbers are shown in the "# Selected" -column. The former
is the number of cases having long durations and the latter the number
of cases that represent a "request for information". The total number of
cases in BPIC14, without any sampling, is 46616 cases.

All the test runs were performed using an R function that ran all the
desired test runs in sequence. At the beginning of every test run, a random
seed is initialized. Thus, the random case samples, used in BPIC14 data set,
and other random values generated within the used algorithms behaved
the same way in every run, provided that the algorithm used random
-methods that support setting the seed using set.seed -R function.

In the tests, the training data was first extracted by randomly selecting
25% of the provided data rows. This training data was first used by the
feature selection algorithm to be tested, after which it was used to build the
classification GBM model for predicting a given phenomenon. Finally, this
model was then used for measuring the performance of feature selection.
Mutual information metrics were approximated also at this final phase.

The first run of tests was performed using test data having 4000 cases
extracted from the full BPI Challenge 2014 data set. For this first run, all
the algorithms were tested so that the number of selected features were
10 and 30. For each of these combinations, we selected 13 different sets of
feature patterns. The selected structural feature patterns were different
combinations of the following patterns described in Table 3.1: activity,
starter + finisher, 2-grams, and ordering.

The combinations of used feature types were created in a way that all the
possible combinations of the patterns were tested where activity pattern
was present. We also included some other more interesting combinations,
thus generating total of 11 different pattern combinations.

All the tests performed on the first data set were run to predict two
different outcomes. The first scenario was whether the case duration is
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longer than 7 days. In this case, nearly 36% of all the cases in the small
test set had this outcome. This is an example of a prediction that can be
trained directly from the event information without any need for additional
case or event attributes. The second scenario that was tested is based on
additional case-level information provided with the event data: Does the
case represent a "request for information" or something else such as an
"incident"? In this case, nearly 15% of all the test cases in the small sample
had this outcome. For all the tests performed on the same sample size, the
actual used cases and their features were always the same.

For all the other data sets, a classification was made based on the dura-
tion of cases. In BPIC12 and BPIC13, the duration threshold was set to 2
weeks. In BPIC17, 4 weeks was used as a threshold. In the Hospital data
set, 20 weeks was used as a threshold.

3.2.5 Evaluation

A system was built for PI to assess the performance and response times
of selected feature selection algorithms specifically tuned into the context
of selecting structural features extracted from properties of sequences of
activities derived from event logs. Using this system, nine feature selection
techniques were tested.

Each technique was tested first using a publicly available real-life Rabo-
bank Group ICT dataset [60] and tuned for two different classification use
cases: Predicting whether the duration of a case is longer than seven days,
and classifying whether a case is of type request for information. Most
of the tests were also run using two different sample sizes out of the full
dataset. For sanity checking and benchmarking purposes, two additional
test runs were added: a test run without any feature selection, and a test
run with randomized feature selection. Finally, for a smaller sub-set of
algorithms, an additional duration-based classification tests on four other
publicly available data sets were performed. The publication also proposed
a rough categorization method for some of the types of structural features
that can be extracted from event logs. In this publication, four types were
selected for closer inspection.

In summary for all the tests and their results, it can be clearly seen that
structural features provide additional means for improving the precision
of classifications made for cases in event logs. When the number of se-
lected features is small, the most efficient source of features is activities.
Increasing the number of features improves the classification accuracy,
but also while doing so, best results are achieved by adding features from
other structural feature types such as event type orderings into the set
of structural features from which the feature selection is made. However,
there is a drawback that having a bigger pool of features to select from
makes creating classification models as well as the feature selection slower.
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As our goal was also to find an algorithm that could perform feature selec-
tion and classification with interactive response times using the sample
sizes used in this paper, it was found out that only one feature selection
algorithm of the tested algorithms provided both the speed and accuracy
required for the task.

According to the tests, the most consistently well-performing algorithm
is Cluster algorithm we developed for this publication. It first uses k-
means [1, Chapter 7] algorithm for clustering features into the desired
number of clusters by having cases as clustering dimensions, after which
the features closest to the center of each cluster are selected as the actual
selected features.

This algorithm performed especially well when the available structural
features did not have many redundant features that did not have an effect
on the final classification or when the available training data did not cover
very well all the available features. In those cases, hybrid algorithms, such
as one mixing both the Clustering and Fisher scoring, seem to outperform
Cluster algorithm. Our own Cluster algorithm was not, especially with a
larger number of cases, as fast as another quite well-performing mRMR
component. Both of these algorithms lose, in average accuracy in some
data sets, to Recursive Feature Selection, but due to its decades slower
response time, it cannot be recommended due to the interactive usage
requirements set in this paper. For computer-assisted root cause analysis,
in addition to providing the list of the most important features, Cluster
algorithm provides also a mapping from each of the original structural
features to one selected feature that most closely resembles the original
feature in the set of selected features.

3.3 Prediction Using Recurrent Neural Networks

The main topics of Publication II, and Publication III revolve around the
idea of completely avoiding the need to perform feature selection and
precalculation of the structural features, which were the main topics of the
Publication I, completely by using RNN, that is capable of learning those
features automatically from events.

3.3.1 Recurrent Neural Networks

Artificial Neural Networks are computing systems inspired by biological
neural networks constituting animal brains. They consist of simple inter-
connected units, also known as neurons. The whole network can be trained
to provide desired outputs for desired inputs. Recurrent neural networks
(RNN) are a kind of deep neural networks that are connected in a way
that provides the neural network a capability to remember earlier inputs
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fed into the network or when producing text, the network is capable of
remembering what it has produced before. For example, recurrent neural
networks can be used to train to produce text sentences. In this case, it is
essential to know what words have been produced before. RNNs have been
used for large variety of problems, such as speech recognition, machine
translation and automatic image captioning.

Traditional RNNs have an inherent problem called vanishing gradient
problem that makes it very hard for them to learn long distance dependen-
cies [12].

Long Short-Term Memory
To overcome the vanishing gradient problem, more complicated cell types
have been developed, such as long short-term memory (LSTM) [30] and
gated recurrent units (GRU) [10].

LSTM’s solution to the problem is through a gating mechanism. Gates
are layers of neurons that optionally let information through. In LSTM,
multiple gate layers are used for different purposes: forget gate determines
what information to throw away from the current cell state, input gate
layer decides which values to update and output gate decides which values
the cell should output. All of these layers are trained as any other neural
network which usually involves defining a cost function and using some
method of gradient descent to find out the optimal parametrization.

Gated Recurrent Unit
Gated recurrent unit (GRU), introduced by Cho et al. in their paper [11],
implements another variation of the gating mechanism similar to that in
LSTM. In GRU, as illustrated in the Figure 3.2. The more detailed idea
behind implemented GRU is defined by the following equations [11]:

hj
t = (1− z j

t )h
j
t−1 + z j

t h̃ j
t

z j
t =σ(Wzxt +Uzht−1) j

h̃ j
t = tanh(Wxt +U(rt �ht−1)) j

r j
t =σ(Wrxt +Urht−1) j

In these equations, the hidden state of the unit at time t is represented
by ht, which is a linear interpolation of the previous hidden state and a
new candidate activation h̃t governed by the update gate zt. Reset gate rt

determines what to do with the previous hidden state. As with LSTM, the
size of the hidden state defines how long the vector of numeric values is
used to store the internal state of the unit. The longer the hidden state
size is, the more the model has the potential for learning while also taking
more time to train. When using too large hidden states compared to the
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Figure 3.2. GRU Gates [12]

actual modeled phenomenon, there is also a risk of overfitting the training
data.

According to the empirical evaluations [32][12], there is no clear winner
on whether GRU or LSTM is the preferred choice. Both the architectures
yield models with similar performance characteristics. However, due to
GRU having fewer parameters to train, it has the reputation of being
somewhat faster to train. Publication II also included a comparison of
the efficiency of LSTM and GRU in the context of binary prediction using
process mining originating data.

3.3.2 Encoding Event Data from Event Logs

Due to RNN being able to remember earlier inputs, it is possible to encode
events for RNN in a way where each case in the event log is actually input
as a vector of vectors, where each inner vector represents input data from
one event. In Publication II, presents a method of one-hot encoding just
the activity labels into the input vectors, whereas Publication III presents
a technique that allows building input vectors from multiple features, each
having one categorical value. This approach is shown in Table 3.3, where
each column represents one feature vector element fab, where a is the
index of the feature and b is the index of the element of that feature. In the
table, n represents the number of feature types used in the feature vector
and mk represents the number of elements required in the input vector
for feature type k. Thus, each feature type produces one or more numeric
elements into the input vector, which are then concatenated together into
one actual input vector passed to RNN both in training and in prediction
phases. Table 3.4 shows an example input vector having three different
feature types: activity label, raw event attribute values (only single event
attribute named food having four unique values) and the event attribute
cluster. Clustering is performed by first splitting the dataset by each
activity, and then performing the clustering for each activity independently
of the clustering performed for the other activities.
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Table 3.3. Feature input vector structure

f11 f12 ... f1m1 f21 ... f2m2 ... fn1 ... fnmn

Table 3.4. Feature input vector example content

row acteat actdrink foodsalad foodpizza foodwater foodsoda cluster1 cluster2

1 1 0 1 0 0 0 1 0

2 0 1 0 0 1 0 1 0

3 1 0 0 1 0 0 0 1

4 1 0 0 1 0 0 0 1

5 0 1 0 0 0 1 0 1

Event Attributes
Our novel solution for incorporating information in event attributes into
input vectors is detailed in Publication III. The approach uses clustering
to cluster all the event attribute values in the training set and then uses
a one-hot encoded cluster identifier to represent all the attribute values
of the element. The used clustering algorithm must be such that it tries
to automatically find a suitable number of clusters for the given data
set within the range of 0 to N clusters, where N can be configured by
the user. By changing N, the user can easily configure how much of the
original information in the attributes is to be retained by the clustering.
N also directly affects the length of the input vector. For this publication,
a slightly modified version of Xmeans -algorithm [44] was used. Another
option could have been a method where silhouette scoring [47] is used to
determine the optimal number of clusters for k-means [26], but based on
our tests, this approach did not perform fast enough to be applied as our
selected approach.

Commonly, different activities get processed by different resources yield-
ing a completely different set of possible attribute values. E.g., different
departments in a hospital have different people, materials, and processes.
Also, in the example feature vector shown in Table 3.4, food -event attribute
has completely different set of possible values depending on the activity
since it is forbidden by, e.g., the external system to not allow activity of
type eat to have food event attribute value of water. If we would cluster
all the event attributes using a single clustering, we would easily lose this
activity type-specific information.

To retain this activity-specific information, a separate clustering for
each unique activity type is used. All the event attribute clusters are
encoded into one one-hot encoded vector representing only the resulting
cluster label for that event, no matter what its activity is. This is shown
in the example table as clusterN , which represents the row having N as
a clustering label. E.g., in the example case, cluster1 is 1 in both rows 1
and 2. However, row 1 is in that cluster because it is in the 1st cluster
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of the acteat activity, whereas row 2 is in that cluster because it is in the
1st cluster of the actdrink activity. Thus, to identify the actual cluster, one
would require both the activity label and the cluster label. For RNN to be
able to properly learn about the actual event attribute values, it needs to
be given both the activity label and the cluster label in the input vector.

This clustering method can be used to encode any number of event at-
tributes and event attribute values into a single vector whose length can
be adjusted freely. The length of the vector essentially controls how much
information from the event attributes we want to use in the input vectors
used in the RNN model. One could argue that similar trade-off could be im-
plemented by filtering out, or combining more infrequent values attribute
by attribute, as we did for event’s activities in PI, however, clustering has
an additional benefit of combining nearly identically behaving data points
into a single cluster. However, at least in some cases, it would probably be
useful to apply some kind of filtering of attribute values before applying
clustering to reduce the effect of, e.g., noisy attributes and their values.
This approach is left for future study.

In the publication, we also present a method that combines having all
the attribute values encoded in the raw format, as well as also having the
clustered value included. It was found out that in some cases, this could
bring additional accuracy to the predictions with the cost of losing the
control on the length of the input vectors as well as worsened training and
testing times.

This clustered event attribute approach can be specified formally as
follows. First, we split the event log into two disjoint sets: Training set
and test set. Formally this can be expressed as:

Definition 15. Training set is Ltr ⊂ L, where Ltr �= �. Similarly, test set is
Lt ⊂ L, where (Lt �= �)∧ (Lt ∩Ltr =�)∧ (Lt ∪Ltr = L).

Next, we define the formal definitions of activity labels as:

Definition 16. A denotes the universe of all the possible activity labels.
AL ⊂A refers to all the activity labels available in event log L.

We also formally define separate subsets of activity labels for both the
test and the training set as follows:

Definition 17. Atr ⊆AL is used to denote all the activity labels available
in the training set, whereas At ⊆AL denotes those in the test set.

Similarly, we denote sets of available attributes in both the training set
and the test set as follows:

Definition 18. ANtr ⊆ ANeL is used to denote all the attribute names
available in the training set, whereas ANt ⊆ ANeL denotes those in the
test set.

50



Prediction

Next, we define a function used to concatenate multiple vectors to each
other. First, we need to define a numeric vector that is used as an input
vector for the training as follows:

Definition 19. Let NV be an universe of all the possible numeric vectors.
Further, let 〈x1, ..., xn〉 ∈ NV , be a numeric vector where n is the length of
the vector, and xi ∈R, where 1≤ i ≤ n.

Using this definition of a numeric vector, we can define a concatenation
of several numeric vectors using the following notation:

Definition 20. Let concat : 〈NV1, ..., NVn〉→ NVout, where ∀1≤ i ≤ n : NVi ∈
NV , and NVout ∈ NV , be a function that returns a numeric vector which
consists of the concatenated contents of given numeric vectors in the
specified order into one numeric vector.

After this, we define a function that maps each unique attribute value
into unique integer value as follows:

Definition 21. Let V be the universe of all the possible values of any data
type. Let V X = {x1, ..., xn}, where ∀1 ≤ i ≤ n : xi ∈ V be its limited subset
having n = |V X | values. Let codifyV X : V X → ZX , where ZX = {z ∈ Z : 1 ≤
z ≤ n}, where Z represents integer numbers, be a function that creates a
bijection between every value xi ∈V X and a integer representation of that
value zi ∈ZX .

Now we can give a formal definition for the one-hot encoding function as
follows:

Definition 22. Let

onehotV X : V X → NV ;

x �→ 〈y1, ..., y|V X |〉,

where

yk =
{

1, iff k = codifyV X (x), and

0, otherwise,

be an onehot encoding function that transforms every unique value of
x ∈V X to an unique numeric vector of length |V X |.

An example of a one-hot encoding process is shown in Table 3.5, where
the activity labels used event data shown in Table 2.1 are one-hot encoded
to corresponding one-hot vectors.

Next, since we need to be able to iterate through all the attributes, we
need to specify an unambiguous way to map iteration index to an attribute
name. For this purpose, we define the following function:
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Table 3.5. One-hot encoding example using onehotAtr

Original After codify After onehot

Sales order 1 〈1,0,0,0,0,0,0,0〉
Outbound delivery 2 〈0,1,0,0,0,0,0,0〉

Handling unit 3 〈0,0,1,0,0,0,0,0〉
Shipment 4 〈0,0,0,1,0,0,0,0〉

Invoice 5 〈0,0,0,0,1,0,0,0〉
Payment received 6 〈0,0,0,0,0,1,0,0〉
Delivery changed 7 〈0,0,0,0,0,0,1,0〉
Customer pick-up 8 〈0,0,0,0,0,0,0,1〉

Definition 23. Let attname :Zattindex → ANeL, be a bijective function map-
ping each integer value i ∈ Z, where 1 ≤ i ≤ |ANeL| to an attribute name.
Zattindex is used to denote the set of all the possible attribute indexes in
event log L.

As an example, if we apply attname function to the event data shown in
the Table 2.1, we could have:

attname(1)= "Resource",

while all the other parameter values would be invalid since the example
event log has only one event attribute.

Using the previous definition, we can refer to nth event attribute of e
by writing #attname(n)(e). Next, we define a method for creating subsets of
events in a way that each subset will have all the events having one specific
activity label. Formally we express these sets as:

Definition 24. Let Bact, where act ∈ Atr be the set of events e ∈ L such
that #activity(e)= act.

Dividing event data shown in the Table 2.1 according to Bact, we will get
the sets as shown in the Table 3.6, where events are identified by their
EventId value.

Next, we will define a function for retrieving a set of all attribute values
of a given set of events:

Definition 25. Let

#k : 〈E , ...,E 〉→ 〈AV , ..., AV 〉;

〈e1, ..., en〉 �→ 〈#attname(k)(e1), ...,#attname(k)(en)〉,

which maps given n events, where each given event ei ∈ L, where 1≤ i ≤ n,
into a set of attribute values of attribute having attribute index k ∈Zattindex

for given events.
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Table 3.6. Bact example

Activity Bact

Sales order 〈1,7,10,18〉
Outbound delivery 〈2,11,12,19〉
Handling unit 〈3,14〉
Shipment 〈4,15,21〉
Invoice 〈5,8,16,22〉
Payment received 〈6,9,17,23〉
Delivery changed 〈13〉
Customer pick-up 〈20〉

Table 3.7. #k(Bact) example with k = 1

Activity #1(Bact)= #attname(1)(Bact)

Sales order 〈Greg, John, John, John〉
Outbound delivery 〈James, Mathieu, Mathieu, Mathieu〉
Handling unit 〈Timothy,Timothy〉
Shipment 〈ShipmentUnit,ShipmentUnit,ShipmentUnit〉
Invoice 〈Sharon, Mia, Mia, Mia〉
Payment received 〈Sharon, Mia, Mia, Mia〉
Delivery changed 〈Greg〉
Customer pick-up 〈James〉

Using these definitions, the set of all the attribute values of all the events
having a specific activity label act can be referred to using #attname(n)(Bact),
which yields a set of attribute values of attribute having index n for all the
events having activity label act.

Again, as an example, applying #k function to our example event data in
the Table 2.1, we get the results as shown in Table 3.7.

Next, to perform clustering for events in activity buckets, we need to first
one-hot encode event attribute values.

Definition 26. Let

onehotAttribute : E ×Zattindex → NV ;

e×k �→ onehotV X (e),

where V X = #attname(k)(B#activity(e)), be a function that performs one-hot en-
coding for attribute having given attribute iteration index.

An example result of applying this function to our example event data
in the Table 2.1 we first present all the one-hot vectors that get generated
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Table 3.8. All the possible onehotAttribute results when k = 1

Activity Attribute value After codify After onehot

Sales order Greg 1 〈1,0〉
Sales order John 2 〈0,1〉
Outbound delivery James 1 〈1,0〉
Outbound delivery Mathieu 2 〈0,1〉
Handling unit Timothy 1 〈1〉
Shipment Shipment Unit 1 〈1〉
Invoice Sharon 1 〈1,0〉
Invoice Mia 2 〈0,1〉
Payment received Sharon 1 〈1,0〉
Payment received Mia 2 〈0,1〉
Delivery changed Greg 1 〈1〉
Customer pick-up James 1 〈1〉

for different combinations of activity labels and the values of Resource-
event attributes. These vectors are shown in the Table 3.8. Applying
onehotAttribute to any event can now be performed just by finding a row
that has equal Activity and Attribute value with any given event. Some
examples are shown in Table 3.9.

Using onehotAttribute definition, we can transform all event attribute
values into a single numeric vector using the following additional function
definition.

Definition 27. One-hot encoding function for all event attributes of given
event:

onehot# : E → NV ;

e �→ concat(onehotAttribute(e,1),

...,

onehotAttribute(e, |ANeL|)),
where e ∈ L.

Since our example data has only one attribute, the results of applying
mathitonehot# to our example data yields the same results as the results
of onehotAttribute shown in the Table 3.9.

Next, we define the actual clustering function that uses the number
vectors created by onehot# function as follows.

Definition 28. Let #cluster : E →Zmaxcc , be a mapping function that maps
given event to an integer y ∈Z, where 1≤ y≤ maxcc. This integer identifies
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Table 3.9. Applying onehotAttribute where k = 1 to example event log

EventId Activity Resource onehotAttribute

1 Sales order Greg 〈1,0〉
7 Sales order John 〈0,1〉
10 Sales order John 〈0,1〉
18 Sales order John 〈0,1〉
2 Outbound delivery James 〈1,0〉
11 Outbound delivery Mathieu 〈0,1〉
12 Outbound delivery Mathieu 〈0,1〉
19 Outbound delivery Mathieu 〈0,1〉
3 Handling unit Timothy 〈1〉
14 Handling unit Timothy 〈1〉
4 Shipment Shipment Unit 〈1〉
15 Shipment Shipment Unit 〈1〉
21 Shipment Shipment Unit 〈1〉
5 Invoice Sharon 〈1,0〉
8 Invoice Mia 〈0,1〉
16 Invoice Mia 〈0,1〉
22 Invoice Mia 〈0,1〉
6 Payment received Sharon 〈1,0〉
9 Payment received Mia 〈0,1〉
17 Payment received Mia 〈0,1〉
23 Payment received Mia 〈0,1〉
13 Delivery changed Greg 〈1〉
20 Customer pick-up James 〈1〉

the assigned cluster label for that event among the set of all the possible
cluster labels Zmaxcc . maxcc denotes a RNN model-level parameter that
specifies the maximum cluster count. Clustering is performed separately
for each activity label Bact, where act ∈Atr using suitable clustering algo-
rithm. Every clustered event is translated into a clustering input vector
using onehot#(e) function. These input vectors are then used as data points
for the clustering algorithm.

Thus, every activity will have its independent clustering having maxcc as
the maximum cluster count. In the testing phase, the clusterings created
from the training data will be used to fit the input vectors created from the
events in the testing data.

Finally, we can specify the vector used as input vector in RNN training
as follows:

Definition 29. Generating input vector for one event in training is per-
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formed using:

inputvector : E → NV ;

e �→ concat(onehotAtr(#activity(e)),

onehotcl(#cluster(e))),

where e ∈ Ltr, and cl = 〈1, ...,n〉 ∈ NV , where n ∈Zmaxcc represents the set of
all the possible cluster labels. The value of n depends on the clustering
algorithm and represents the actual maximum number of clusters that
were created for event attribute data of any single activity in Ltr.

When applying the inputvector-function to our simple example data, the
values shown in "After codify" column of the Table 3.8 can be considered
to be equal to cluster labels of all the matching events, provided that we
have set the value of maxcc to be higher than one. Thus, the value in "After
codify" column, after padding the end of the vector by zero if the vector
length is only one number, can be considered as being equal to the result
of onehotcl(#cluster(e)) for this example data. Also for this example data, the
results of onehotAtr(#activity(e)) were already presented in the Table 3.5. By
combining these, we can build the results of inputvector function of each
event in our example data as shown in Table 3.10.

The results of inputvector function calls are then passed to the RNN
training as ordered sequences of event input vectors, where each sequence
represents all the events of a single case in the Ltr in the order determined
by their ascending timestamps.

As a result, when training, every event is preprocessed by performing the
input vector generation using inputvector function. At the testing phase,
the same encoding functions are used, however, if the event used in testing
has some attributes, attribute values or activities that were not part of
the training data set, those will just be ignored. Also, event attribute
clustering in the testing phase is performed using the clustering models
created in the training phase. Thus, to store the trained model, also all the
trained clustering models must be stored.

Event Attribute Selection
For future study, one approach to further improve the performance of the
event attribute encoding as described above is related to the fact that
the user is still required to process all the event attributes and all event
attribute values. This is often time-consuming and not useful since some
attributes might easily be completely irrelevant to the actual flow of the
process. To improve the performance further, an additional step could
be added to the prediction process where we first identify those attribute
values in the event log that have the greatest impact on the flow of the
process. After this, we only return these attribute values in the result
vectors returned by onehotAttributes in Definition 26. Another alternative
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Table 3.10. Example input vectors including encoded event attribute data (maxcc > 1)

EventId onehotAtr(#activity(e)) onehotcl(#cluster(e)) inputvector

1 〈1,0,0,0,0,0,0,0〉 〈1,0〉 〈1,0,0,0,0,0,0,0,1,0〉
2 〈0,1,0,0,0,0,0,0〉 〈1,0〉 〈0,1,0,0,0,0,0,0,1,0〉
3 〈0,0,1,0,0,0,0,0〉 〈1,0〉 〈0,0,1,0,0,0,0,0,1,0〉
4 〈0,0,0,1,0,0,0,0〉 〈1,0〉 〈0,0,0,1,0,0,0,0,1,0〉
5 〈0,0,0,0,1,0,0,0〉 〈1,0〉 〈0,0,0,0,1,0,0,0,1,0〉
6 〈0,0,0,0,0,1,0,0〉 〈1,0〉 〈0,0,0,0,0,1,0,0,1,0〉
7 〈1,0,0,0,0,0,0,0〉 〈0,1〉 〈1,0,0,0,0,0,0,0,0,1〉
8 〈0,0,0,0,1,0,0,0〉 〈0,1〉 〈0,0,0,0,1,0,0,0,0,1〉
9 〈0,0,0,0,0,1,0,0〉 〈0,1〉 〈0,0,0,0,0,1,0,0,0,1〉
10 〈1,0,0,0,0,0,0,0〉 〈0,1〉 〈1,0,0,0,0,0,0,0,0,1〉
11 〈0,1,0,0,0,0,0,0〉 〈0,1〉 〈0,1,0,0,0,0,0,0,0,1〉
12 〈0,1,0,0,0,0,0,0〉 〈0,1〉 〈0,1,0,0,0,0,0,0,0,1〉
13 〈0,0,0,0,0,0,1,0〉 〈1,0〉 〈0,0,0,0,0,0,1,0,1,0〉
14 〈0,0,1,0,0,0,0,0〉 〈1,0〉 〈0,0,1,0,0,0,0,0,1,0〉
15 〈0,0,0,1,0,0,0,0〉 〈1,0〉 〈0,0,0,1,0,0,0,0,1,0〉
16 〈0,0,0,0,1,0,0,0〉 〈0,1〉 〈0,0,0,0,1,0,0,0,0,1〉
17 〈0,0,0,0,0,1,0,0〉 〈0,1〉 〈0,0,0,0,0,1,0,0,0,1〉
18 〈1,0,0,0,0,0,0,0〉 〈0,1〉 〈1,0,0,0,0,0,0,0,0,1〉
19 〈0,1,0,0,0,0,0,0〉 〈0,1〉 〈0,1,0,0,0,0,0,0,0,1〉
20 〈0,0,0,0,0,0,0,1〉 〈1,0〉 〈0,0,0,0,0,0,0,1,1,0〉
21 〈0,0,0,1,0,0,0,0〉 〈1,0〉 〈0,0,0,1,0,0,0,0,1,0〉
22 〈0,0,0,0,1,0,0,0〉 〈0,1〉 〈0,0,0,0,1,0,0,0,0,1〉
23 〈0,0,0,0,0,1,0,0〉 〈0,1〉 〈0,0,0,0,0,1,0,0,0,1〉

is to use the most impactful attribute values as raw feature columns and
use the clustering encoding for the rest of the attribute values that seem
to have at least some effect on the process flow.

The actual feature selection algorithm could be, e.g., a derivative of any
of the algorithms discussed 3.2.3, or from clustered influence analysis as
detailed in Publication VIII which is optimized to take process flow into
account.

3.3.3 Implementation

Experiments were performed using a Python-based test framework built
on top of a prediction engine. The test framework was first built in Publi-
cation II after which it was further improved to fit the new requirements
for Publication III. The engine is highly configurable from separate config-
uration files and can be used to easily run sets tests using several different
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Event Log # Traces # Positive % Positive Seq. Length # Activities

BPIC14-40k [60] 40000 8108 / 7473 20% / 19% 179 39

BPIC12 [59] 13087 3330 25% 176 36

BPIC13, incidents [51] 7554 1579 21% 124 12

BPIC17 [61] 31509 11584 37% 181 26

Hospital [58] 1143 372 33% 1201 624

Table 3.11. Used Event logs and their relevant statistics

combinations of hyperparameter values. The prediction engine takes a
single JSON configuration file as input and outputs test result rows into a
CSV file.

The rest of this subsection is divided by publications, so that for both
the RNN-related publications included in this dissertation have their own
section.

Classifying Process Instances using Recurrent Neural Networks
In Publication II, the tests were performed using five publicly available
data sets. Table 3.11 shows relevant details of each of the tested datasets
including the number of traces, the number of positive classifications, the
maximum activity sequence lengths of traces and the number of unique
activities. For all the other datasets except BPIC14, we used all the
available rows. For BPIC14 we used 40000 first cases of all the available
466616 traces in order for the results to be comparable with our earlier
work in Publication I, which had this limitation. For every data set, we
selected at least one property that somehow split the model into two
segments with roughly 20%-40% of all the traces in the positive segment
and the rest in the negative. For the BPIC14 model, we used two boolean
labelings: Is the total duration of the case longer than 7 days, and does
the case represent a "request for information" or something else. Case
duration-based labeling relies only on the contents of the events in the
event log, whereas the categorization uses a separate case attribute. For
all the other data sets we decided to test only case durations in order for
the results to be comparable with the tests performed in PI. In BPIC12
and BPIC13, the duration threshold was set to 2 weeks. In BPIC17, this
threshold was set to 4 weeks and in Hospital data set to 20 weeks.

The input given to the test framework was a CSV file that was formatted
in such a way that every row in the file had one column for the labeling
and another column for the activity sequence of a single trace in the source
data set. These CSV files were created using the QPR ProcessAnalyzer
Excel Client-process mining tool1. The used CSV files are available in the
support materials [27].

After reading these CSV files into memory, we used standard Natural

1https://www.qpr.com/products/qpr-processanalyzer
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Language Processing techniques. I.e., every activity sequence is treated
as a sentence and every activity identifier as a word in a sentence. These
sentences are then converted by assigning a unique integer identifier for
each unique activity identifier and for each classification label. Finally,
when sending the activity sequences into the RNN, both in the training
and in the actual validation phase, these integers representing activities
were "one-hot" encoded. The actual "one-hot" encoded classification label
for the trace was used as the expected classification label in the training
phase.

In order to enhance the training time performance, we experimented with
limiting the number of activity identifiers by only accepting the N most
common activity identifiers in the training set and using a special unknown
activity identifier to represent all the rest of the activity identifiers. We
also ran an experiment applying an additional truncation step where all
continuous sequences of these unknown activity identifiers were replaced
with just one occurrence of the said activity identifier.

The experiments have been performed on a single system having Win-
dows 10 operating system. The used hardware consisted of 3.5 GHz Intel
Core i5-6600K CPU with 32 GB of main memory and NVIDIA GeForce
GTX 960 GPU having 4 GB of memory. The testing framework was built
on the test system using the Python programming language. The actual re-
current neural networks were built using Lasagne 2 library that works on
top of Theano 3 which is an efficient mathematical expression evaluation
library that can transparently perform computations in GPU and can also
perform symbolic differentiation efficiently. Theano was configured to use
GPU via CUDA for expression evaluation. The framework also allowed
testing several different hyperparameter combinations.

The model was trained using Adam -gradient descent optimizer that has
been found performing well with various types of neural networks [33]. We
also used a fixed learning rate through all the test runs referred to in this
paper. Cross-entropy between the predicted and true labeling is used as
the model training cost function. Gradient clipping was also used to avoid
the exploding gradients problem. All the training and prediction were
performed in batches of configurable size by creating a batch of sentences
and then sending these batches as the training or test data for the RNN
to process. Batching is used to improve efficiency since it enables Theano
to distribute calculations in bigger chunks to GPU for parallel processing.
All RNN unit gates, nonlinearities, and weight matrices were initialized
with the default initialization values built-in in the Lasagne library. The
experiments were performed both using LSTM- and GRU-RNN types.

In most of the experiments, a model was trained for 50 test iterations,
each consisting of a total of 100000 traces, which translated roughly to

2https://lasagne.readthedocs.io/
3http://deeplearning.net/software/theano/
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a minimum of 166 and a maximum of 5834 epochs, depending on the
used dataset. After every iteration, prediction accuracies, Area under the
receiver operating characteristic curves (AUROC) and confusion matrices
were calculated for the whole validation data set. The accuracy prediction
was performed separately for traces of length 25%, 50%, 75% and 100%
from the original length so that a continuous subsequence starting from
the first activity is used. Every test iteration consisted of one hundred
thousand training runs to train the model. One training run consisted of
one activity sequence and its associated outcome.

Exploiting Event Log Event Attributes in RNN-Based Prediction
The experiments in Publication III have been performed using a commonly
used 3-fold cross-validation technique [1, Chapter 19] to measure the gen-
eralization characteristics of the trained models. In 3-fold cross-validation,
the input data is split into three subsets of equal size. Each of the subsets
is tested one by one against models trained using the other two subsets.

Training begins by loading the event log data contained in the two of the
three event log subsections. After this, the event log is split into actual
training data and validation data that used to find the best performing
model out of all the model states during all the test iterations. For this,
we picked 75% of the cases for the training and the rest for the validation
dataset. After this, we initialize event attribute clusters as described in
Section 3.3.2.

The initialization of the actual prediction model and the data used to
generate the actual input vectors is performed next. This data initializa-
tion involves splitting cases into prefixes and taking a random sample
of the actual available data if the amount of data exceeds the configured
maximum number of prefixes. To avoid running out of memory during any
of our tests, these limits were set to 75000 for training data and 25000 for
validation data. We also had to filter out all the cases having more than
100 events.

Finally, after the model is initialized, we start the actual training in which
we concatenate all the requested feature vectors as well as the expected
outcome and feed it to the RNN model repeatedly for the whole training set
until 100 test iterations have passed. The number of actual epochs trained
in each iteration is configurable. In our experiments, the total number of
epochs was set to be 10. After every test iteration, the model is validated
against the validation set. To improve validation performance, if the size
of the validation set is larger than the separately specified limit of 10000,
a random sample of the whole validation set is used. These test results,
including additional status and timing-related information, are written
into the resulting test result CSV file. If the prediction accuracy of the
model against the validation set is found to be better than the accuracy of
any of the models found thus far, then the network state is stored for that
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Table 3.12. Used Event logs and their relevant statistics

Event log # Cases # Activities # Events # Attributes # Unique values

BPIC124 13087 24 262200 1 3

BPIC13, incidents5 7554 13 65533 8 2890

BPIC146 46616 39 466737 1 242

BPIC177 31509 26 1202267 4 164

BPIC188 43809 41 2514266 5 360

model. Finally, after all the training, the model having the best validation
test accuracy is picked as the final prediction model.

In the testing phase, the third subset of cross-validation folding is tested
against the model built in the previous step. After initializing the event
log following similar steps as in the training phase, the model is asked
for a prediction for each input vector built from the test data. To prevent
running out of memory and to ensure tests are not taking an exceedingly
long time to run, we limited the number of final test traces to 100000 traces
and used random sampling when needed. The prediction result accuracy,
as well as other required statistics, are written to the resulting CSV file.

We performed our tests using several different data sets. Some of the
most relevant details of the used data sets are shown in the Table 3.12.
The table lists the number of cases, activities, events, and event attributes
for each event log. In addition, # Unique values column shows the sum of
all the unique attribute values for each of the selected attributes.

The criteria for selecting or not selecting an event attribute in a model
were based on the maximum usage of any unique value that the attribute
has in the event log. If a value of an attribute was used in more than 4%
of all the events in the event log, then that attribute was included in the
test. In addition, we did not select any attributes that had just one unique
attribute value. Names of all the selected event attributes are listed in the
Table 3.13.

For each dataset, we performed the next activity prediction where we
wanted to predict the next activity of any ongoing case. This was accom-
plished by splitting every input case into possibly multiple virtual cases
depending on the number of events the case had. If the length of the case
was shorter than 4, the whole case was ignored. If the length was equal or
higher, then a separate virtual case was created for all prefixes at least of
length 4. Thus, for a case of length 6, 3 cases were created: One with length
4, one with 5 and one with 6. For all these prefixes, the next activity label

4https://doi.org/10.4121/uuid:3926db30-f712-4394-aebc-75976070e91f
5https://doi.org/10.4121/uuid:500573e6-accc-4b0c-9576-aa5468b10cee
6https://doi.org/10.4121/uuid:c3e5d162-0cfd-4bb0-bd82-af5268819c35
7https://doi.org/10.4121/uuid:5f3067df-f10b-45da-b98b-86ae4c7a310b
8https://doi.org/10.4121/uuid:3301445f-95e8-4ff0-98a4-901f1f204972
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Table 3.13. Included event attributes

Event log Attribute names

BPIC12 lifecycle:transition

BPIC13, incidents

impact

lifecycle:transition

org:group

org:resource

organization country

organization involved

product

resource country

BPIC14 Assignment Group

BPIC17

Action

EventOrigin

lifecycle:transition

org:resource

BPIC18

activity

doctype

note

org:resource

subprocess

was used as the expected outcome. For the full-length case, the expected
outcome was a special finished-token.

3.3.4 Evaluation

Employing recurrent neural network-based classification for process min-
ing traces can achieve at least a similar level of performance as feature
selection and GBM-based classification. One big advantage for RNN /
GRU / LSTM-based solutions is that the amount of input data required
is very small: just the list of traces with their activity sequences and the
classification information for the training data. Our experiments clearly
showed that GRU-based models yield more accurate classification results
faster than more traditional GBM-based classification using any of the
structural feature combinations experimented in Publication I. All the
experiments were performed on a framework that offloaded most of the
calculations to GPU for improved performance and scalability.

One of our main contribution in Publication I is the suggestion to use
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Figure 3.3. Average prediction success rate over all the datasets separately

GRU models for predicting process instance outcomes as GRU, that has
not previously been used in process mining context, is usually better choice
for RNN type than LSTM mostly due to it being faster to train and its
ability to achieve almost identical classification and prediction accuracy.
Another contribution is that we experimented also two approaches for the
prediction of eventual classification labels for still ongoing traces. From
the results of this experiment, we found out that it is always clearly better
to train a model with traces at similar phases of their lifetime as possible
to the traces being tested.

We also investigated how to improve the required training time, espe-
cially when using data sets having long activity sequences and a lot of
activities compared to the number of training data activity sequences. We
found out that the number of activities can be decreased by treating all the
infrequent activities as one activity without it having a big effect on the
classification accuracy, while still having a noticeable effect on throughput
time and GPU memory requirements. We also found out that replacing
long sequences of infrequent activities with just one activity represent-
ing all the infrequent activities can further improve the throughput time
without it affecting dramatically into classification accuracy.

In Publication III, our main contribution was that clustering can be ap-
plied to attribute values to improve the accuracy of predictions performed
on running cases. In four of the five experimented data sets, having event
attribute clusters encoded into the input vectors outperformed having the
actual attribute values in the input vector, as shown in Figure 3.3. Also,
due to raw attribute values having direct effect to input vector lengths, the
training and prediction time will also be directly affected by the number of
unique event attribute values, as indicated by the Figure 3.4. Clustering
does not have this problem: The number of elements reserved in the input
vector for clustered event attribute values can be adjusted freely. As can
be seen in the figures, clustering (shown as Clust80) improves the success
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Figure 3.4. Average training time over all the datasets

rate over not having event attribute values at all (shown as None) while
costing only a small amount of increased training time. The effect to the
training time is much smaller when using clustering than when encoding
the attributes using raw attribute values (shown as Raw).

Also, the memory usage is directly affected by the length of the input
vector. In the tested cases, the number of clusters to use to get the best
prediction accuracy seemed to depend very much on the used datasets,
when the tested cluster sizes were 20, 40 and 80. In some cases, having
more clusters improved the performance, whereas, in others, it did not have
any significant impact, or even made the accuracy worse. We also found
out that in some cases, having attribute cluster indicators in the input
vectors improved the prediction even if the input vectors also included all
the actual attribute values (shown as Both80).
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The main driver behind the distributed computing technologies is the fact
that the amount of data and systems generating the data, including event
logs, is increasing rapidly. Traditional methods can no longer be applied to
these massive amounts of data, which is often called Big Data. To tackle
analyzing the growing volume of data, the analyzing systems need to be
scaled. Scaling up, which has been the traditional approach, is no longer
possible after the amount of data exceeds a certain limit. Thus, the system
needs to be scaled out, which means that instead of using better and more
expensive hardware, several less expensive systems are used in parallel
with each other. This, in turn, means that the processing needs to be
distributed to all these systems; hence the name distributed computing.
Being able to scale out makes the system also more resilient to fluctuations
in the number of requests made to the system since processing separate
requests do not have to compete so much on shared hardware resources.

The efficiency of the distributed computation for a given task varies.
Some tasks just cannot be performed efficiently in parallel [2]. process
mining-related analyses are usually performed on event logs often consist-
ing of millions of cases. These analysis algorithms, such as flow, trace and
influence analysis discussed in Chapter 2, can often be performed on case,
or even event-level in a way that the result is first calculated case-by-case
(map) after which a simple aggregation operation (reduce) is performed
(E.g., get count of all, or collect all the values into set of all the unique
values). It should be relatively easy to perform these kinds of analyses in
a parallel and distributed manner, e.g., using the MapReduce[15]-based
Hadoop framework 1.

Since there are many different Big Data frameworks to choose from, in
Publication IV a decision was made to limit the search to only to a small
subset of them all: Only open source products were selected. SQL query
language support was considered important since it is relatively easy to
change the underlying processing framework when both the original and

1https://hadoop.apache.org/
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the new framework support SQL. The work was also motivated by an
existing process mining tool where all performance-critical tasks have
been implemented using RDBMS 2. Besides, the experience of the authors
of the publication is that data analysts are usually quite familiar with SQL
and there was a desire to be able to access event data using it.

Usually in process mining tools, the event log data is presented to the
user in aggregating and/or graphical analysis. There are a large variety
of analyses that can be performed for event logs. Two very common types
uniquely characterizing for process mining event logs are referred to as
flow analysis and trace analysis which will be described in the next section.

4.1 Formal Definition of Event Log Analyses

Next, formal definitions of the analyses performed in Publication IV to
assess the capabilities of the big data frameworks will be introduced. The
introduction begins by defining the flow analysis, for which an example
was already shown in Table 2.4.

First, define a notation to help to define sets of entities as follows:

Definition 30. Let X be a set. Notation X∗ is used to specify a sequence
of elements from this set.

Next, a similar definition to be applied for tuples:

Definition 31. Let 〈X1, ..., Xn〉 be a finite tuple of sets. Notation 〈X1, ..., Xn〉∗
is used to specify a sequence of tuples 〈x1,1, ..., x1,n〉, ...,〈xm,1, ..., xm,n〉, where
xi, j ∈ X j, when (1≤ i ≤ m)∧ (1≤ j ≤ n).

Using these notations, define a special function for cases returning a
sequence of activity labels as follows:

Definition 32. Let #al : C → A ∗, be a function returning a sequence of
activity labels visited by a given case in the ascending order of event
timestamps.

In addition to this function, the starter and finisher activities need to be
taken into account by defining special sets for virtual activities that do not
really exist in the event log, but will be required in the analysis results,
e.g., to find out which activities were the most common start activities of
event log cases.

Definition 33. Astart is used to denote a set that contains just one virtual
activity representing the starter activity of a case. Similarly, Aend is used
to denote a set containing just the virtual finisher activity. Thus, both sets
have just one element and they represent something that does not exist in
the actual event log.
2https://www.qpr.com/products/qpr-processanalyzer
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Then, the concept of flows is defined as follows:

Definition 34. 〈x1, x2〉 ∈ FL, where x1, x2 ∈ (AL ∩Astart ∩Aend), is a flow in
event log L iff there is at least one case c that has #al(c) = 〈y1, ..., yn〉 such
that there is (x1 = yi ∧ x2 = yi+1)∨ (x1 = astart ∧ x2 = y1)∨ (x1 = yn ∧ x2 = aend),
where astart ∈ Astart, and aend ∈ Aend, when 1 ≤ i ≤ (n−1). Universe of all
the possible flows is denoted as F.

Finally, the actual flow analysis function that returns the number of
occurrences with flows is defined as follows:

Definition 35. Let flowAnalysis : E ∗ → 〈F,Z〉∗, be a function that, given a
sequence of events, returns a set of tuples containing both the flow and the
number of times that flow occurred in given set of events for all flows that
occurred at least once.

Next, for trace analysis, a formal definition for Trace analysis, for which
an example was presented in Table 2.5, is given. Here, the set of all the
traces in a given event log is defined as follows:

Definition 36. 〈x1, ..., xn〉 ∈ TL, where (xi ∈ AL)∀(1 ≤ i ≤ n), is an activity
sequence in event log L if there is at least one case c that has #al(c) =
〈x1, ..., xn〉. Universe of all the possible traces is denoted as T.

Using this definition, the actual trace analysis function is defined by
coupling each of the traces in an event log to the number of times that
trace occurs in that event log.

Definition 37. Let traceAnalysis : E ∗ → 〈T,Z〉∗, be a function that, given a
sequence of events, returns a set of tuples containing both the trace and
the number of times that trace occurred in given set of events for all the
traces that occurred at least once.

4.2 Frameworks

In this section, we will give a short description of all the distributed
computing frameworks considered in PIV. The discussion below refers to
the state of the art at the time of writing the publication.

4.2.1 Apache Hive

Apache Hive3 works on top of the Hadoop framework 4 so that it converts
SQL scripts into Map-Reduce tasks [15] that are run in Hadoop as if
they were normal Map-Reduce jobs. Hive also provides a mechanism for

3https://hive.apache.org/
4https://hadoop.apache.org/
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accessing data in table-format which is persisted into distributed Hadoop
File System (HDFS) [4].

If measured by the number of supported SQL features, Hive is clearly
the winner from the tested distributed frameworks. It supports many
kinds of aggregate and windowing functions out-of-the-box and users can
also create new ones quite easily using the supported UDF interface. Also,
support for different data types, including complex types such as structures,
makes the framework flexible and easy to use for various analysis tasks.

Hive uses Hadoop’s own Map-Reduce mechanism for processing SQL
queries which is not suitable for interactive use even with very small event
logs. However, its performance with larger data sets is more promising on
both the tested clusters, especially in scenarios where Spark cannot use its
own in-memory cache as source data for the analysis. For the test run on
the largest event log, Hive performed a bit better than Spark.

The performed tests indicated that Hive would be a quite good candidate
in the cluster consisting of hosts similar to the ones used in the tests for
performing flow analysis on large event logs. From the tested Big Data
frameworks, Hive seems to be the best choice especially when using worker
hosts that have limited resources and event logs to be processed are bigger
than 10 million events.

4.2.2 Facebook Presto

Facebook Presto5 is a distributed computing framework that processes
tasks mostly in-memory, without the requirement to write intermediate
results into disk, unlike Apache Hive. Facebook Presto performed quite
well in all the flow tests except for some of the tests performed on the
largest of the tested event logs. Probable reason for this is that when doing
a join in Presto, the whole right side of the join must completely fit into
the memory of the worker. Since the tested Presto versions did not have
any built-in fault tolerance mechanism and since Presto processes tasks
in-memory, tests failed if it was not possible to process the test in memory.
The measured response times for all the successfully run tests were good
once the data had been completely loaded into used Hive rcfile tables.

Since at the time the tests were created and run Presto still lacked
functionalities required to produce trace analysis efficiently, the tested
version was not yet well suited for event log analysis, unless only flow
analysis is required.

These observations indicate that Presto would be a good candidate for
simple interactive usage scenarios with smaller event log sizes and when
using hosts having large amounts of memory.
5https://prestodb.io/
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4.2.3 Spark

During the writing of Publication IV, it was found out that Spark SQL 6

was not really designed to be able to run complex analyses given completely
in SQL format. Instead, e.g., usually only one select operation was possible
at a time and managing the results of the select operations was still left to
the host programming environment, which in our case was Java.

Being an in-memory processing-based framework, all the spark test
results were quite promising when run on an environment having enough
memory. For smaller event log sizes, the performance was much better than
that of Hive. Presto has mostly better response times when performing flow
analysis when the data has already been loaded into the system. However,
when data loading is taken into account, Presto has only slightly better
performance as Spark up to the point when Presto runs out of memory. At
that point, Spark is also beginning to have some problems thus resulting
in Hive getting a bit better results for event logs having 50 million or 100
million events. Unlike Presto, Spark spills data to disk if a task cannot be
performed in-memory. Spark’s performance in trace analysis is similar or
better than Hive’s in the Triton cluster.

In an environment where the amount of memory was not enough for
Spark to process the analyses, the lack of available memory can be clearly
observed and the performance in both flow and trace analysis was the
worst of all the tested frameworks.

4.3 Implementation

Initially, all the experiments were performed in a test environment consist-
ing of 4 Amazon Web Services’ (AWS) EC2 instances of type m1.large [49].
These instances were equipped with Intel Xeon E5-2650 processors having
2 CPUs, 7.5 GiB memory and 100 GiB General Purpose SSD as root device.
Tests performed in the AWS cluster did not include actual framework
initialization and shutdown, instead only a warm-up run, and three actual
test runs were performed on frameworks that were continuously running.

After the initial tests were performed, it was found out that the perfor-
mance of the distributed environments in the created test cluster did not
meet our expectations. The main suspect of this behavior is the implicit
3-way replication of data in all the tested Big Data frameworks, we decided
to perform the tests also in a cluster which has much better networking
capabilities and twice the amount of memory in the worker hosts. For this
purpose, we used hosts in a Triton cluster using hosts equipped with Scien-
tific Linux 6 operating system and as hardware: HP ProLiant BL465c G6

6https://spark.apache.org/sql/
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equipped with 2x Six-Core AMD Opteron 2435 2.6GHz processors, 16GiB
memory, 4xDDR Infiniband port, and local 10k SAS drive. In there we run
all the tests twice. Once with 4 worker hosts and once with 8 worker hosts.
The maximum time used by the whole test run was limited by the system
to be four hours. If the test did not finish before that, the test was logged as
failed. One test run was done for every tested node count, framework, data
set size combination. Each test run preformed in Triton cluster consisted
of three phases:

• Set up phase: Initialize framework, load event log and make a warm-up
run of the test. The result of the warm-up run will be separated from
other results since the first test run usually differs a lot from subsequent
runs due to all kinds of initialization done during the run.

• Test phase: Perform the actual tested task three times.

• Clean up phase: Shut down framework, collect test results and clean up
test hosts.

Finally, it was decided to also run a series of tests using an open-source
PostgreSQL database and a popular commercial RDBMS database. Com-
mercial RDBMS tests were performed on a traditional RDBMS running on
a single Amazon EC2 Instance of type c3.2xlarge [49]. The used instance
type is equipped with Intel Xeon E5-2680 v2 Processors having 8 cores
and 15 GiB memory. Two test runs were performed for different types of
database storage. One run using 200 GiB General Purpose SSD and the
other using 200 GiB Magnetic EBS volume. Windows Server 2012 R2 was
selected as the operating system. This instance type having a database
stored in a magnetic disk had the closest match with the hardware of the
used nodes in the Triton cluster. However, it must be emphasized that the
absolute results of analysis runs are not comparable between this system
and the nodes in the Triton cluster due to the differences in the used
hardware (E.g., network resources, available memory, and IO resources).
To make framework comparison a bit easier against the AWS cluster, tra-
ditional RDBMS tests were performed also on Amazon EC2 instance of
type m1.large, which was the same instance type used for nodes in the
AWS-based cluster. Two test runs were performed also for this instance
type: one using SSD and one using Magnetic EBS as the database storage
type.

70



Distributed Computing

4.4 Evaluation

In Publication IV a test framework was designed for both a Triton comput-
ing cluster and an AWS EC2-based cluster that can be used to evaluate the
performance of different Big Data processing frameworks. An emphasis
was put on analyzing the performance of two central tasks often performed
in process mining.

The most important finding of this work was that when measuring the
performance of Big Data frameworks, you always have to consider multiple
factors consisting at least of the characteristics of the worker hosts and
the size of the data set being tested. Just by performing the tests in a
different kind of cluster having workers having different types of CPUs,
memory and network could cause a huge effect on how the performance of
one framework compares with other frameworks. A similar effect could be
observed when the size of the data set changes.

As a summary of all the test results, it seems that Spark or Hive would
be best suited when doing more complex process mining analyses requiring
features not found in Presto or when using very big event logs. Hive’s
biggest strength was the ability to consistently generate good results even
if the worker hosts had quite limited resources available. Hive’s slow
response time with the smaller event logs, however, limits its usability in
the interactive usage scenarios.

Spark performed better than Hive in an environment having better
networking and memory capabilities, but its performance was the worst of
the tested frameworks in the tests performed in a cluster having less of the
said resources. It must be also noted that Spark SQL was is not designed
to be used to run more complicated SQL queries. Instead, you must often
mix SQL with Java or Scala code to perform the actual analyses.

Facebook Presto had the best performance among the tested Big Data
frameworks when the event logs were smaller than 5 million events. How-
ever, when taking also into account the time required to load the data
into the system, Presto’s performance was quite close to that of Spark’s.
Presto could not perform analyses at all for the largest event logs, which is
probably because Presto lacks fault tolerance, which means that once there
is not enough memory to process the query, the query just fails without
even trying to, e.g., spill data to disk temporarily. Also, due to missing
Presto features at the time of writing, trace analysis was not possible to be
performed in it at all.

Queries performed on both Presto and Spark performed well when scaling
out, making them good alternatives for expensively scaling up traditional
RDBMS. Tests performed on AWS using less memory and less expensive
hardware also indicate that the performance of in-memory processing-
based frameworks, such as the tested Spark and Presto, clearly suffer
much more from the lack of resources than Hive.
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All the Big Data platform results showed noticeable improvement when
testing in the Triton cluster even though it did not have SSD drives. Thus,
based on the results of the performed experiments, it seems that the type
of the disk is not critical when using the tested Big Data frameworks.

One important finding related to traditional RDBMS, when compared to
the Big Data processing frameworks is that while traditional frameworks
performed in the tests very reliably and predictably, their performance
is still very much dependent on the hardware of the single system doing
the processing. Test results also indicate that on systems having fewer
resources and when using the tested event log sizes, the tested commercial
RDBMS has clearly better performance than Big Data frameworks. One
possible cause for this is the implicit 3-way replication of the data in all
the tested Big Data frameworks which leads to heavy network utilization.

In the results of the experiments performed in the Triton cluster, it can
be also seen that a Big Data processing framework-based cluster can be
used to improve the system throughput when compared to a commercial
RDBMS-based system having similar hardware as one of the hosts. It
must still be emphasized that due to the differences in the used hard-
ware in the measurements made with the traditional commercial RDBMS
and distributed frameworks in the Triton cluster, the results in the pre-
sented figures should only be used as approximations when performing
comparisons between the results.

When considering the results discussed in this publication, it should
be considered that Big Data frameworks are still very young compared
to, e.g., the traditional RDBMS we used in our tests. Therefore, it can
relatively safely be assumed that the performance of the frameworks will
still increase rapidly in the future. On the other hand, traditional RDBMS
will also integrate more and more features from Big Data frameworks
thus making it harder to make the distinction between the two framework
types.

As the final result of this assessment, it can be seen that contemporary
SQL supporting Big Data processing frameworks are very close to becoming
mature enough to be able to process even more complex process mining
tasks efficiently in cloud-based software services. There are, however, still
some rough edges to smooth away that hinder their usability in these
tasks: Improving SQL support (Spark SQL), more aggregation functions
and support for large joins and better fault tolerance (Presto) and improve
performance and startup times especially with shorter queries (Hive).
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5. Conclusions

This dissertation has presented several methods to efficiently perform
tasks on process mining-based event logs. Tasks have ranged from perform-
ing some core tasks of almost any process mining tool, such as flowchart
and trace analyses, in a distributed fashion using distributed computing
frameworks, to performing predictions of ongoing cases using deep neural
networks. The following sections will list the conclusions and answers to
the research questions presented in the introduction of this dissertation.

All the raw test results gathered from all the performed experiments,
some of which were not discussed nor explored in any of the publications
in detail, together with the developed source code for the test frameworks,
can be found in the support materials 1.

5.1 RQ1: How to accurately perform case-level prediction of
eventual classification labels, such as a binary classification or
the next activity of a case, while also minimizing the amount of
required computing resources?

This dissertation explored two main approaches to solve this question.
First, in Publication I we examined using feature selection together with
event-based structural features aggregated to case-level prediction algo-
rithm. This solution, while it produced quite ok results, has several quite
severe drawbacks. E.g., the number of potential features easily explodes.
It is also still unclear how to pick structural feature types that essential
for a given prediction scenario. Also, this approach does not easily allow
taking event attributes into account.

As a kind of solution to all of the above-mentioned issues, the usage of
recurrent neural networks was explored in Publication II, and Publication
III. As RNNs can learn from previous events, they do not need any struc-
tural features to be given as separate features. They are capable to learn
structures directly from the sequences of events it is fed with. Also, event

1https://github.com/mhinkka/articles
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attributes can be taken easily into account since every event is given as
a separate feature vector for RNN. We also found out that GRU was the
most efficient type of RNN for this purpose of the types examined.

However, the length of input of events for event logs having several event
attributes each having several different values easily gets so long that it
makes the training so expensive both time and memory vise. To overcome
this issue, we developed a clustering-based mechanism to encode event
attributes in a fashion that the user can freely configure the length of the
input vector. This allows a user-configurable trade-off, where the longer
the input vector, the more the information of the original event attributes
are retained, but the slower the training will be. Thus, the short answer to
this question is that we recommend using GRU and use clustered event
attribute values.

5.2 RQ2: Can event attribute value clustering be used to compress
the information in event attributes in a way that it allows a user
to make a trade-off between prediction accuracy and time
needed for model training and prediction?

As discussed in Publication III, using the maximum desired input vector
length to be allocated for event attributes as the maximum number of
clusters the events are clustered into based on their event attribute values,
is an efficient method of encoding event-specific data to be used in the RNN
models. This method allows the user to explicitly specify the maximum
allowed input vector length which in turn directly specifies the maximum
number of clusters the events will be mapped into. The cluster label is
then one-hot encoded into the actual generated input vector whose length
cannot exceed the user-specified value. Clustering also ensures that the
more similar the events are, the higher probability they have to end up
being in the same cluster. However, the less there are clusters, the more
varied are the actual events ending up into them and the less information
is represented by the cluster labels and, consequently, also in the input
vectors. Also, based on the experiments, the length of the input vectors
directly affects the time needed for model training and prediction. Thus,
this trade-off between prediction accuracy (the longer the input vectors, the
more information there is embedded in them and the better the accuracy)
and the time needed for model training and prediction exists.
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5.3 RQ3: How to find case-level features that maximize the
prediction accuracy while requiring minimum computational
resources?

In Publication I, we tested several feature selection algorithms and devel-
oped our cluster-based algorithm, which in the end, yielded the best results
when considering both the accuracy and the amount of mutual information
maintained after the feature selection was used to pick the most relevant
features.

We also introduced approach for using influence analysis, that is the main
topic of Publication V, Publication VI, Publication VII, and Publication VIII,
as part of the feature selection algorithm to remove completely irrelevant
features. However, in our tests, the implemented solutions were not as
good as simply using clustering. This approach, and especially the one
derived from Publication VIII, could still be investigated further in some
future work.

5.4 RQ4: Are distributed computing frameworks mature enough to
be used for performing common process mining-related tasks
using SQL like syntax?

Distributed computing frameworks capable of supporting some kind of SQL
like queries were investigated in Publication IV. The result of that research
was that while the test results were not as good with Distributed Database
Management Systems as with more traditional relational databases. Also,
most of them still lacked several functionalities that make process mining-
based analyses easier and more efficient to implement. However, as stated
in the publication, the DDBMSs are still very young and evolving very
fast. Probably if the tests would be re-implemented today with the latest
versions of the tested frameworks (and some of their new competitors), the
results could be already different.

5.5 Technology Transfer

While I have been performing doctoral studies at Aalto University, I have
also been working in the process mining industry as a product architect and
developer in QPR Software Plc. developing QPR ProcessAnalyzer product.
From my employer’s point of view, my studies have most of the time been
seen as feasibility studies for new features and approaches to issues we
are facing with our customers, most of which are still unimplemented in
the end product. The most notable changes that have made it thus far into
the product originate from the need to be able to perform tests on several
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publicly available datasets. To be able to perform them as efficiently as
possible, we needed to implement support for the XES file format 2. This
support was made official in November 2018, when QPR ProcessAnalyzer
2018.6 received the official XES Certification for the XES WG 3. This
has allowed customers to use public and, at least in the process mining
community, widely known datasets for training and experimenting with
our product.

To integrate QPR ProcessAnalyzer with external testing frameworks,
such as the Python-based framework built initially for Publication II, and
improved further for Publication III, we have also implemented several
improvements into the Expression Language supported by QPR Process-
Analyzer 4. Expression language is a scripting language integral to QPR
ProcessAnalyzer that can be used to perform extract, transform, and load
(ETL) operations as well as act as a query language to access the data,
such as event logs, stored in QPR ProcessAnalyzer and connected data
sources. This scripting language is also used by the QPR ProcessAnalyzer
web user interface to perform most of the data queries, diagramming, and
filtering operations for the data being shown. The expression language
improvements triggered by my studies include, among others, support for
JSON export and import, dictionary objects, and several built-in clustering
functions as well as initial functionalities and data types required for build-
ing prediction models. Also, we have implemented the clustering algorithm
proposed in Publication I for speeding up feature selection to be used in
case level prediction tasks using an algorithm written in the expression
language. We also have implemented several built-in dashboards related
to influence analysis methodology discussed in Publication V, Publication
VI, Publication VII, and Publication VIII as well as implemented miss-
ing functionalities into the expression language to perform the required
server-side calculations.

Also, I have developed and used in my studies several still unpublished
functionalities, such as functionality allowing expression language to call
Python, or any other external script and to read/write files in the file
system, which allow user, e.g., to build and use ML models using the test
framework built for Publication II, and Publication III.

5.6 Future Work

As future work, it would be interesting to test this clustering approach also
with other machine learning model types such as more traditional random
forest and gradient boosting machines. Similarly, it could be interesting

2http://www.xes-standard.org
3https://www.win.tue.nl/ieeetfpm/doku.php?id=shared:xeswg:certificates
4https://devnet.onqpr.com/pawiki/index.php/QPR_ProcessAnalyzer_Expressions
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to first filter out some of the most rarely occurring attribute values before
clustering the values. This could potentially reduce the amount of noise
added to the clustered data and make it easier for the clustering algorithm
to not be affected by noisy data. Another idea that we leave for future
study is whether it would be a good idea to first perform some kind of a
feature selection algorithm such as influence analysis, recursive feature
elimination [23] or mRMR [16] to find the attribute values that correlate
the most with the prediction results and have those attribute values added
into the input vectors as raw one-hot encoded attribute values in addition
to having the one-hot encoded cluster labels. More work is also required
to understand exactly what properties of the event log affect the optimal
number of clusters to use. Finally, more study is required to understand
whether a similar clustering approach performed for event attributes in
this work could be applicable also for encoding case attributes.
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Errata

Publication III

Definition 18 incorrectly refers to ACTtr when it should have referred to
Atr. The whole inputvector function definition should have been written as:

inputvector : e×maxcc �→ concat(onehot(#activity(e),Atr),

onehot(#cluster(e,maxcc), cl))
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