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Abstract

Flow cytometry has been used for several decades to quantitatively analyse single cells in
a high-throughput manner. This has resulted in a wide range of medical and biological
applications. For example in immunology, flow cytometry data analysis identifies pop-
ulations of immune cells based on cellular marker expression. As a concequence, flow
cytometry has established itself as one of the main instruments in the diagnosis, moni-
toring and classification of leukemias, human immunodeficiency virus (HIV), and other
diseases. State-of-the-art flow cytometers allow the detection of more than 20 cellular
parameters but the instruments used in clinical practise usually have much more limited
capabilities. Thus, flow cytometry samples are often split into separate tubes with varying
marker combinations to increase the number of measurable markers. However, this poses
challenges to the analysis of flow cytometry data because the data from multiple tubes
must be integrated while preserving the original biological information. Currently, most of
the computational analysis techniques are not able to handle this kind of multi-tube flow
cytometry data. In this work, we develop a deep generative modelling framework to enable
simultaneous integration, clustering, and visualization of such data. We show that the
model, named fcmVI, successfully discovers a latent representation of the cell types from
flow cytometry data. Furthermore, we show that the fcmVI model can be used to align
multiple tubes originating from the same sample in the latent space. The model is applied
to two different data sets from mouse immune cells and human acute myeloid leukemia
(AML) samples. In addition, the model enables the imputation of missing marker values
for each tube, which is demonstrated on both data sets and the results are compared to
nearest neighbor imputation.

Keywords flow cytometry, computational gating, neural networks, generative modelling,
variational autoencoder, adversarial learning
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Tiivistelmä

Virtaussytometria on mahdollistanut yksittäisten solujen kvantitatiivisen mittaamisen
jo vuosikymmenien ajan, ja sillä onkin useita biologisia ja lääketieteellisiä sovelluksia.
Esimerkiksi immunologiassa virtaussytometriaa käytetään immuunisolupopulaatioden
tunnistamiseen solujen markkeriekspression avulla. Monien hyvien puoliensa ansiosta vir-
taussytometria on vakiinnuttanut itsensä yhtenä tärkeimmistä tutkimusinstrumenteista
mm. leukemian diagnosoinnissa, monitoroinnissa ja luokittelussa. Uusimmat virtaussy-
tometrit pystyvät mittaamaan yli 20 parametriä soluista, mutta useimmat kliinisessä
käytössä olevat laitteet mittaavat yleensä vain 8-10 parametriä. Siksi solunäytteet on
usein jaettu erillisiin alinäytteisiin eli ’putkiin’. Kustakin alinäytteestä mitataan osittain
eri parametrejä, jolloin saadaan lisättyä mitattujen parametrien määrää koko näyttees-
sä. Tämä asettaa kuitenkin haasteita virtaussytometriadatan analysoinnille, koska ali-
näytteet on yhdistettävä biologisesti merkityksellisellä tavalla. Tällä hetkellä useimmat
laskennalliset menetelmät virtaussytometriadatan analysoimiseksi eivät pysty huomioi-
maan tällaista dataa. Tässä työssä kehitämme syviin generatiivisiin malleihin perustuvan
menetelmän, joka mahdollistaa virtaussytometria-alinäytteiden yhdistämisen, kluste-
roinnin ja visualisoinnin. Kehitettyä mallia, nimeltään fcmVI, voidaan käyttää samasta
biologisesta näytteestä tulevien putkien yhdistämiseen latentissa avaruudessa. Tässä
työssä sovellamme mallia kahteen eri aineistoon, joista toinen koostuu hiiren immuuniso-
luista ja toinen akuutin myelooisen leukemian (AML) näytteistä. Mallia voidaan myös
käyttää puuttuvien markkerien imputoimiseen jokaisessa putkessa. Havainnollistam-
me imputointia kummallakin aineistolla sekä vertaamme tuloksia lähimmän naapurin
interpolaatiomenetelmään.

Avainsanat virtaussytometria, neuroverkot, generatiivinen malli
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1. Introduction

The first developed flow cytometer was a single-parameter device measuring the size of

cells. Nowadays, flow cytometry can be used to detect multiple optical and fluorescence

characteristics of single cells and microorganisms, creating massive data sets on a daily

basis. [1] Flow cytometry has become an essential instrument in both basic research and

clinical diagnosis, especially in immunophenotyping of normal, reactive and malignant

cells [2]. Immunophenotyping refers to the analysis of heterogeneous cell populations and

identification of the cell types of interest using antibodies that recognise specific antigens

expressed by these cells. The growing number of measurable parameters and the high-

throughput nature of flow cytometry have also required developments in the data analysis

and visualization methods.

During the last decade, many computational tools have been developed for analysing flow

cytometry samples. However, the identification of cell populations for diagnostic purposes is

still often performed manually by an experienced clinician, which can result in bias and

the results are hard to reproduce [3]. Another challenge prevalent in clinical settings is the

fact that clinical flow cytometers often cannot measure all the needed markers in a single

sample. Thus, samples are often split into several tubes with varying marker combinations

in order to obtain all the required measurements. [4] This is especially common in the

immunophenotyping of hematological malignancies [5]. However, most of the computational

methods for flow cytometry data analysis are not able to handle such multi-tube data.

In this work, we want to address the problem of aligning multi-tube flow cytometry

data as well as provide an unsupervised clustering and visualization technique for such

data. In order to utilize all biological information from multiple tubes, the data sets

need to be integrated in a way that takes into account variation between the tubes while

mapping corresponding cell populations. As a solution, we introduce fcmVI (flow cytometry

variational inference), a deep generative model for integrating multi-tube flow cytometry

data. The probabilistic model is inspired by gimVI [6] (gene imputation with variational

inference), a recently published method for integrating single-cell spatial transcriptome

and RNA-sequencing data. Recently, several approaches for integrating data from different
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Introduction

single-cell experiments have been developed. Some of these methods successfully utilize

neural networks and deep generative modelling to learn mappings between data sets as it

offers a flexible framework for the analysis of single cells, including simultaneous clustering,

visualization and integration of data sets. In addition, the model can be used to impute

missing marker values for each tube. We apply the fcmVI model to two different flow

cytometry data sets to demonstrate its ability to integrate multiple tubes. We also assess

its performance on the imputation of missing markers in comparison to nearest neighbor

based imputation.

We begin this work by presenting the technology of flow cytometry and current challenges

in the data analysis. Then, the theoretical background for neural networks and deep

generative modelling are described in Chapters 3 and 4, respectively. We also present our

probabilistic model in Chapter 4. Finally, we present the results obtained from applying

fcmVI to the integration of multi-tube flow cytometry data on two different data sets.
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2. Flow cytometry in immunophenotyping

In this chapter, the technology and existing methods for flow cytometry data acquisition

and analysis are presented more in detail. First, we will discuss the technology of flow

cytometers and the required preprocessing steps used in the flow cytometry data analysis.

Then, we will review different computational data analysis approaches for discovering cell

populations from flow cytometry data. Finally, we will examine the applications of flow

cytometry in research and clinical immunology as well as the challenges and limitations

that are typical to clinical flow cytometry.

2.1 Flow cytometry

Since its first use in the 1970’s, flow cytometry has transformed basic and clinical research

by allowing high-throughput quantitative analysis of single cells. Flow cytometers measure

multiple parameters of the cells, such as cell surface markers or intracellular antigens. [3]

Flow cytometry can additionally be used to investigate whole cells and cellular components

such as nuclei, DNA, RNA, organelles, and chromosomes [1]. The underlying principle

of flow cytometers has remained almost unaltered for several decades, highlighting the

robustness of the technology. In a flow cytometer, cells flow through a system of detectors

that measure the fluorecence intensity of fluorophore-coupled markers [7]. Fluorophores are

chemical compounds that can absorb and emit light within a certain range of wavelengths,

thus serving as excellent detection reagents. Flow cytometry has developed into one of

the primary instruments in immunology as it can be used to characterize unknown cell

types, to detect specific cell populations based on disease biomarkers, and to compare the

cell population abundances of various patient groups [8]. Its clinical diagnostic value is

particularly utilized in the evaluation of normal and malignant cells in different types of

leukemia [2].

Flow cytometry has several advantages that have contributed to its widespread use. Flow

cytometry enables fast and accurate analysis with low operating costs, allowing hundreds of

thousands of cells to be measured in a single experiment. In addition, flow cytometers can
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be used for sorting single cells for subsequent analyses as the cells remain intact during

the measurement process. Instruments that have the ability to sort cells are known as

fluorescent activated cell sorters (FACS). [3] Modern flow cytometers can detect even up to

30 parameters at throughput rates above 10000 cells per second, but routine clinical analysis

is typically performed with 8-10 parameters [9]. As a result, massive high-dimensional

datasets are generated on a daily basis, which poses several challenges for data analysis,

visualization and interpretation.

Mass cytometry, or CyTOF (cytometry by time-of-flight mass spectrometry), is another

recent innovation that can measure around 40 parameters per cell. Instead of using

fluorophores, cellular markers are labelled with metal isotopes, and the labelled cells are

passed through a time-of-flight mass cytometer. This reduces the problem of spectral overlap

associated with the classical flow cytometry, enabling the detection of a greater number

of parameters per cell. However, cells are destroyed during mass spectrometry analysis,

which eliminates the possibility to collect them for subsequent investigation. [3, 8] Other

considerable drawbacks of mass cytometry are lower throughput rates and much higher

purchasing and operating costs in comparison to flow cytometers.

Traditionally, the analysis of flow cytometry data has been performed manually by se-

quentially inspecting two-dimensional scatter plots to identify known cell populations. This

technique has serious disadvantages as manual analysis is hard to reproduce and it is

exposed to subjectivity and bias. [3] It is also very time-consuming and ineffective to analyse

increasingly high-dimensional datasets by hand. Therefore, computational methods are

greatly needed to overcome the limitations of manual flow cytometry data analysis. [10]

2.1.1 Technology

In a flow cytometry experiment, cells from individual samples are stained with dyes or

monoclonal antibodies targeting surface markers or intracellular molecules. The single

cells from this suspension are then passed one-by-one in front of laser beams that excite

the fluorophore-conjugated antibodies. The measured fluorescence emission is proportional

to the amount of the targeted cellular component in the moving cell. Flow cytometers also

provide information about the structural and morphological features of the cells by detecting

scattered laser light. [2] Forward scatter is measured by a detector along the path of the

laser whereas side scatter is measured by a detector at a ninety degree angle to the laser.

The amount of forward and side scatter are directly related to the size and granularity of

the cells [1].

A schematic representation of a flow cytometer is shown in Figure 2.1. The instrument

fundamentally consists of a fluidic system and an optical system with electronic detectors

and a computer. The fluidic system forces the suspended cells to a small channel that

separates the cells from each other and directs them to the focused light source. The
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Figure 2.1. A schematic representation of a flow cytometer. As a clarification, photomultiplier tubes (PMTs) are
devices used to detect light whereas the term ’tube’ otherwise in this work refers to the laboratory
tubes used to hold flow cytometry aliquots. The figure is taken from [11].

resulting scattered light and fluorescence emission are detected by photomultiplier tubes

(PMTs) that convert them to an electronic signal. Finally, this signal is processed and stored

for further analysis by the computer. [1, 11]

Proteins localized on the plasma membrane are most commonly used for cell type identifi-

cation and characterization because antibodies can easily access them on the cell surface.

Intracellular proteins can also be stained by permeabilizing the cells with detergent. An

important aspect in flow cytometry is the selection of appropriate fluorophores and an-

tibodies, which depends on the amount of autofluorecence and spectral overlap between

the chosen fluorecent dyes. Some cellular molecules, such as nicotinamide adenine dinu-

cleotide (NADH), generate natural fluorecence that can interfere with the staining. Spectral

overlap refers to the overlapping emission spectra of different fluorophores, and must be

compensated during data analysis.[12] There are three most commonly used fluorophores

for labeling antibodies: fluorescein isothiocyanate (FITC), phycoerythrin (PE) and allophy-

cocyanin (APC). [1] Recently, tandem dyes containing two conjugated fluorophores have also

been developed to increase the number of markers that can be measured [2].
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2.2 Data analysis

2.2.1 Data storage

Early cytometers used real-time screens to represent analog signals measured from single

cells. The development of computers quickly led to their incorporation in flow cytometry as

they could be used to store the data. However, different instrument manufacturers used

varying formats for data storage at that time. Therefore, a standardized format for raw flow

cytometry data, known as the FCS 1.0, was introduced in 1984. Since then, the FCS data

format has been through several updates, including the ability to handle measurements

from digital instruments. Currently, the FCS 3.0 data file contains a data matrix whose

rows represent cells and columns represent measured parameters. [2]

Flow cytometry data deposition and analysis is not as standardized as in other fields such

as genomics and transcriptomics. Nevertheless, several data repositories and standardiza-

tion efforts have emerged during the last decade as a response to the increasing need for

sharing raw data and reproducible workflows. FlowRepository is a recommended public

repository for storing, searching and downloading annotated flow cytometry data [13]. Also,

researchers have focused efforts community-widely to standardize marker panels, aiming at

a better data integration between laboratories. [3] For example, the EuroFlow consortium

has designed a set of standardized marker panels for diagnosing different types of leukemia

[5].

2.2.2 Preprocessing

The analysis of raw data files starts with several preprocessing steps. First, the data is

compensated for spectral overlap of different fluorophores. [3] Because fluorophores inher-

ently have wide emission spectra, the signal of a fluorophore can bleed into other channels

that were not assigned to measure it. The compensation is performed by determining

the fraction of overlapping fluorecence in each channel, and it requires running control

readings with unstained and singly-stained samples. Modern flow cytometers often include

a pre-computed compensation matrix in the output file but it can also be computed from the

control samples if available. [14]

Secondly, the compensated flow cytometry data is transformed in order to facilitate clear

visualization and identification of cell populations. Traditionally, the data have been

transformed to a logarithmic scale as the detected intensities are often described to be

log-normally distributed. However, log transformation cannot handle negative values that

are introduced into the data during compensation [11], and often fails to display asymmetric

and overlapping cell populations. Thus, many other transformations are commonly deployed,
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including biexponential logicle, log-linear hyperlog as well as generalized arcsinh and Box-

Cox transformations. These allow negative values while representing data linearly around

zero and logarithmically at higher intensity values. In addition, each transformation has

one or more parameters that can be selected in a data-dependent manner. [15]

Thirdly, quality control and normalization are important preprocessing steps in flow

cytometry data analysis. Technical artefacts and outliers can be detected by visualizing

individual samples. Samples should also be compared using for example statistical tests to

check for batch effects [11]. If they are found, normalization methods are required to correct

for between-sample variation. In addition, dead cells, cellular debris, and doublets should

be removed from the data. Doublets are single measurements that actually consist of two

cells but the instrument could not distinguish them as individual particles. [3] There exists

many software packages, such as flowCore [16], flowStats [17] and flowClean [18] from

Bioconductor [19], that can be used to perform the preprocessing steps for flow cytometry

data.

2.2.3 Computational gating

The process of identifying cell populations from flow cytometry data is called gating, re-

ferring to the manual iterative inspection of bivariate scatter plots performed by clinical

experts [20]. As previously mentioned, manual gating suffers from operator bias and subjec-

tivity, and is practically impossible in high-dimensional settings. Consequently, a number

of computational techniques have been developed for multiparameter flow cytometry data

analysis. These automated gating approaches can be divided into unsupervised and super-

vised methods. Unsupervised methods include dimensionality reduction techniques and

clustering analysis, which both aim to discover a hidden structure from high-dimensional,

unlabelled data [3]. On the other hand, supervised methods use categorical variables,

such as disease status or survival time, to train a model that can further be employed

in predicting the clinical outcome of a new sample [8]. Here, we will focus on reviewing

unsupervised approaches that have been applied to the identification of cell populations

from flow cytometry data.

Dimensionality reduction methods project a high-dimensional data set to a lower-dimensional

representation while preserving as much of the original information as possible [3]. The

methods presented here are general dimensionality reduction techniques and not only spe-

cific to flow cytometry data. Principal component analysis (PCA) is a traditional technique

for finding the directions, or principal components, that contain the largest variation in the

data. It is one of the most widely known multivariate analysis methods, and has also been

used to visualize multi-dimensional flow cytometry data [21]. More recent nonlinear meth-

ods for dimensionality reduction are t-distributed stochastic neighbor embedding (t-SNE)

[22] and uniform manifold approximation and projection (UMAP) [23]. t-SNE projects data

7



Flow cytometry in immunophenotyping

points to a lower dimensional space in a way that best preserves the similarity between the

data points, and has been shown to work well with flow cytometry and CyTOF data [24].

UMAP is a newer algorithm that is claimed to better preserve the global structure of the

data and having a shorter running time than t-SNE. It is widely utilized in many single-cell

data analysis toolkits and packages [25]. Dimensionality reduction is typically performed

after preprocessing to get an overview of the data but can also be used for identifying cell

types based on the marker expression of visualized cell clusters [3]. However, in the context

of flow cytometery data, the dimensionality reduction methods can only be applied to one

tube at a time.

Assigning individual cells to a cell population is essentially a clustering problem. Therefore,

many flow cytometry-specific clustering methods have been introduced during the past

decade [8]. These automated gating techniques can be sorted by the clustering approach

they rely on. Model-based approaches, such as flowClust [26], FLAME [7] and SWIFT [27],

use finite mixture models to cluster the data. Other techniques build upon density-based

(FLOCK [28]) or graph-based clustering algorithms (SamSPECTRAL [29]). There also

exists hybrids of several algorithms, including eg. flowPeaks [30] that combines k-means

clustering and density peak finding.

SPADE (spanning-tree progression of density-normalized events) [31], FlowSOM [32]

and Phenograph [33] are other common clustering approaches for flow cytometry data.

However, these methods can be used to cluster individual samples and are not suitable

for clustering multi-tube data. SPADE performs agglomerative clustering and builds a

spanning tree, connecting cell clusters with minimum total edge length. The resulting

nodes can be visualized to describe the size of the clusters and the median intensity of

some marker. FlowSOM is based on the self-organising map algorithm [34], in which a

neural network model is trained to learn a low-dimensional representation of the data such

that closely connected nodes are clustered together. Similarly to SPADE, the resulting

clusters can be visualized in a minimal spanning tree (MST). PhenoGraph is relatively

recent method that partitions cells into populations based on a graph representing their

similarity. It finds nearest neighbors for each cell, and then constructs a weighted graph

such that the weights between nodes correspond to the number of neighbors they share.

The Louvain method [35] is finally used to discover a clustering of the graph that maximizes

modularity.

Aforementioned clustering methods differ in terms of parameters, software requirements,

and memory and time complexity [11]. In some methods, the number of cell clusters must

be defined as a parameter prior to clustering, whereas some algorithms try to identify the

correct number of clusters in an automated way. Due to the diversity of computational

gating methods, researchers have realized the need for extensive benchmarking in the field

of flow cytometry [3]. The FlowCAP project (Critical Assessment of Population identification

8



Flow cytometry in immunophenotyping

methods) was initiated to compare the performance of automated gating methods using

distinct datasets [10]. The methods were evaluated based on their ability to reproduce

expert manual gating and their accuracy on a sample classification task. Weber et al. also

compared different clustering methods on flow and mass cytometry data in a more recent

study [8].

2.3 Challenges in flow cytometry immunophenotyping

The gating process is usually a part of a cross-sample analysis aiming to discover pheno-

typical or functional variations between study groups. Cross-sample studies are designed

to discover relevant features and characteristics from multiple samples. In the context

of flow cytometry, they focus on diagnosing a disease, or a subclass of a disease, by com-

paring differences in cell populations. Alternatively, they aim to identify cell populations

that are correlated with an external variable, such as clinical outcome. [11] Consequently,

flow cytometry immunophenotyping is a crucial practice in the diagnosis, monitoring and

classification of leukemias, human immunodeficiency virus (HIV), and a variety of other

diseases. [4] For example, flow cytometry is used to detect minimal residual disease (MRD)

that serves as a prognostic indicator for acute myeloid leukemia (AML) after treatment [36].

The identification of different cell types and subsets requires assessment of multiple

parameters as tissues are composed of several cell populations with varying cell lineages,

activation states, and maturation stages. Although state-of-the-art flow cytometers are

able to measure more than 20 fluorophores, currently used clinical instruments have much

more limited multicolor capabilities. Thus, a common approach to overcome this is staining

several aliquots of the same sample with different combinations of the parameters. In

this method, a few markers are used as backbone markers in all aliquots of the sample to

discover the same cell populations. Additionally, each aliquot is stained with a number of

unique markers to further characterize the populations. However, this approach emphasizes

the need for robust computational analysis techniques as the cell populations have to be

aligned across multiple aliquots of the same sample during data analysis. [2]

The precise mapping of corresponding cell populations is difficult due to natural and

technical variation, and remains a challenging issue [37]. Most of the automated analysis

techniques are not designed to handle multi-tube flow cytometry data and each sample is

analysed separately, which results in a loss of information [4]. For example, if six tubes are

assayed, each tube containing three overlapping and four unique markers, the total number

of different markers is 3 + 4 ∗ 6 = 27. In this case, there exists 227 ≈ 1.3 ∗ 108 possible cell

types when assuming that each marker can have either positive or negative expression in a

cell type [38]. However, only 26 ∗ 6 = 324 cell types can be discovered by analysing the tubes

individually, which highlights the need for some means of integrating the tubes together [4].
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Previous studies have attempted to merge tubes based on the assumption that the nearest

neighbor of each cell in another tube can be used to assign the missing markers values for

that cell [39, 40]. The nearest neighbors are found by computing the distances between cells

using only shared markers. O’Neill et al. have also developed flowBin [4], a Bioconductor

package that performs probability binning on the cells and matches the obtained bins across

tubes using nearest neighbor mapping. However, these methods can generate erroneous

clusters and require that the number of clusters is defined prior to analysis.

Some model-based gating methods, such as FLAME, HDPGMM [41] and ASPIRE [42],

enable the mapping of equivalent cell clusters from different biological samples [3]. FLAME

uses a mixture modeling approach to identify cell clusters in each sample, which are then

pooled and clustered to construct between-sample metaclusters. Finally, it assigns cell

populations to global metaclusters using a bipartite matching algorithm. [7] HDPGMM

builds a hierarchical Dirichlet process Gaussian mixture model that allows information

sharing across samples. ASPIRE is another hierarchical Bayesian model using Dirichlet

processes, but additionally uses random effects to model between-sample variation and

sample-specific effects. Also Hsiao et al. have developed an algorithm that compares the

similarity of cell populations between samples using the Friedman-Rafsky test statistic.

This is performed as a post-processing step after manual or computational gating. [37]
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3. Neural networks

This chapter introduces deep feedforward neural networks that are popular machine learn-

ing models. Neural networks are a fundamental part of variational autoencoders that

are applied to flow cytometry data analysis in this work. The theoretical background for

variational autoencoders is given in the next chapter. Here, the basic principles behind

neural networks are explained. We will also present required design decisions for deploying

a neural network model. In addition, we will examine the most common techniques used in

the regularization and optimization of neural networks.

3.1 Deep feedforward neural networks

Deep feedforward neural networks are used to approximate complex functions. For example,

we want to learn a classifier that maps an input x into a category y. A neural network

learns a mapping y = f(x; θ) with optimal parameters θ that produce the best function

approximation y = f∗(x). Previously, we used the term "parameter" to describe the cellular

features measured by a flow cytometer but from here, we use it to refer to the parameters of

a neural network model (i.e. the weights and biases). Deep feedforward neural networks

are loosely inspired by neuroscience as they are composed of connected nodes (also called

artificial neurons) that can transmit signals to other nodes, similarly to the neurons in a

biological brain. The term "feedforward" refers to the architecture of these models, as there

are no feedback connections in which the output of the model is fed back into itself. Neural

networks with feedback connections are called recurrent neural networks. [43] From now

on, we will use neural networks as a synonym to deep feedforward neural networks.

Neural networks consist of any system of artificial neurons. This network can range from

a single node to a large set of nodes connected to all the other nodes in the neural network.

One simple example of a network is shown in Figure 3.1. [44] Nodes are organized into

several layers, which usually include an input layer, one or more hidden layers and an

output layer. The complexity of the problem determines the number of hidden layers and

the number of nodes in each layer. The input data is fed into the input layer as a vector of
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Input layer
Hidden layer

Output layer

Figure 3.1. A simple fully connected neural network.

predictor variables, each described as a node. The data flows through the hidden layer, in

which it is multiplied by a set of weights. Then, these linear transformations are summed

and passed through a non-linear activation function, generating a scaled output. [45] That

is, the output for each node is calculated so that

vn =
k∑
i=1

wnixi (3.1)

and

yn = f(vn + bn), (3.2)

where x1, x2..., xk are the input signals coming to node n, and wn1, wn2, ..., wnk are the

interconnecting weights for each node. Variable yn represents the output of the node and bn

is a bias term. The activation function f(.) introduces non-linearity to the input and thus

enables the approximation of complex functions. [45] In the next section, we will review the

most common types of activation functions.

Finally, the modified data is passed to the output layer, resulting in the output of the

whole network. This can be the continuous output in a regression model, or the predicted

label in a classification task. [45] Deep neural networks have successfully been applied to

many machine learning problems in different fields of science, business and industry as they

are very good at discovering intricate structures in high-dimensional data. For example,

deep learning has outperformed many other machine learning approaches in image and

speech recognition as well as natural language processing tasks. [46]
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Figure 3.2. Sigmoid activation function.

3.1.1 Activation functions

The choice of activation functions plays a central role in the successful training of neural

networks [47]. Activation functions introduce non-linearity to the network, which enables

it to learn complex functions. There exists several types of activation functions, including

rectified linear unit (ReLU), sigmoid, softmax, and hyperbolic tangent (tanh) functions.

Currently, the use of ReLUs is recommended for most neural networks [43], because

they allow easier optimization with gradient-based methods compared to sigmoid or tanh

functions [47].

In current applications, sigmoid and softmax functions are usually used in the output

layer of the neural network. The sigmoid activation function is an s-shaped curve, given as

fsigmoid(x) =
1

1 + e−x
. (3.3)

The function maps the interval [−∞,∞] to the interval [0, 1], as seen in Figure 3.2. Therefore,

they are often used in binary classification tasks, where the network has to predict a

probability as an output. Softmax function is defined as

fsoftmax(xi) =
exi∑J
j=1 e

xj
, (3.4)

where xi is an element of the J-dimensional input vector. Softmax function is a generalized

version of sigmoid function and can be used for any number of classes. [48]

Hyberbolic tangent function introduces a similar s-shaped non-linearity to the output as

the sigmoid function, but instead of mapping to the range from 0 to 1, it outputs values on

the interval [−1, 1]. [48] The function

ftanh(x) = tanh(x) (3.5)
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Figure 3.3. Hyperbolic tangent activation function.

is visualized in Figure 3.3.

Both sigmoid and tanh functions can suffer from the vanishing gradient problem, when

used as an activation function in the hidden layers. When the input to the neuron is small

or large, the derivatives of these functions become very small. As a consequence, when the

network consists of several layers, the gradients approach zero during backpropagation,

which makes training ineffective. [49]

The ReLU activation function was originally introduced by Hahnloser et al. in 2000 [50],

and later popularized by Nair and Hinton (2010) [51]. The ReLUs are defined as

fReLU(x) = max(x, 0), (3.6)

visualized in Figure 3.4. This function has two linear pieces, and it shares many of the

advantages of linear models, including good generalization and easy optimization. [43] In

contrast to sigmoid and tanh functions, the ReLUs have been shown to reduce the problem

of vanishing gradients. In addition, ReLUs introduce sparsity to the neural network since

all negative inputs are passed on as zeros. Sparsity often improves the predictive power of

the model and makes the learning process faster. [49]
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Figure 3.4. Rectified linear unit activation function.

3.2 Learning in neural networks

Learning an accurate neural network model requires finding the optimal network parame-

ters. The general training process consists of the following steps:

1. The parameters of the network are initialized using an appropriate initialization method.

With ReLU activation functions, a good method to use is Kaiming He initialization [52].

2. During a training cycle (or epoch), input data flows through the network, and the output

is compared to the true output to compute the error according to a chosen cost function.

3. The parameters are updated so that the error decreases after the next training cycle.

4. Steps 2. and 3. are repeated until the error converges.

Determining the cost function is an essential consideration when building neural network

models. Usually, the model defines a probability distribution p(y|x, θ) and tries to find

the parameters θ that maximize the likelihood of the data. This means that the cost

function is chosen to be the negative log-likelihood function as maximizing it is equivalent

to minimizing the cross-entropy between the predicted output distribution and the true

training data distribution. [43]

Next, we will discuss common optimization techniques that can be used to update the cost

function after each epoch. The optimization techniques usually utilize the gradient of the

cost function with respect to the network parameters, which is hard to compute analytically

by hand. Therefore, modern neural network implementations have been designed to

automatically differentiate the operations performed on each input, and compute the

gradients using backpropagation algorithm.
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3.2.1 Backpropagation

In neural networks, the information obtained from the cost function is fed back through the

network using the backpropagation algorithm [53]. The algorithm computes the gradient of

the cost function J(θ) with respect to the parameters of the model, i.e. ∇θJ(θ). To compute

the gradient, the chain rule of calculus is utilized in the backpropagation algorithm. The

chain rule allows computing the derivatives of composite functions. Let x ∈ R, and f : R → R

and g : R → R. Now, if we have y = g(x) and z = f(g(x)) = f(y), the chain rule states that

dz

dx
=

dz

dy

dy

dx
. (3.7)

This can also be generalized to higher dimensional cases. Let x ∈ Rm, y ∈ Rn, f : Rn → R

and g : Rm → Rn. Now, if y = g(x) and z = f(y), we have that

∂z

∂xi
=

∑
j

∂z

∂yj

yj
xi
, (3.8)

or in vector notation,

∇xz =

(
∂y

∂x

)⊺

∇yz. (3.9)

Here, we see that the gradient of z is obtained by multiplying the Jacobian matrix of g

by a gradient ∇yz. In the backpropagation algorithm, this product is computed for each

operation in the neural network, and often the same algebraic expression is evaluated

repetitively. Therefore, during implementation, one has to consider whether it is more

feasible to store these intermediate computations or to recompute them. [43]

3.2.2 Optimization

After computing the gradient of the cost function, we want to perform learning using this

gradient. The most common method for optimizing neural networks is gradient descent.

It aims to minimize the cost function J(θ) by iteratively updating the parameters of the

model in the opposite direction of the gradient at each iteration. This way, we move towards

a (local) minimum on the surface created by the cost function. Here, we will present

three variants of gradient descent: batch gradient descent, stochastic gradient descent and

minibatch gradient descent. [54]

Batch gradient descent, often shortened to gradient descent, uses the whole training

dataset to compute the gradient of the cost function. The iterative update rule is

θ(i+1) = θi − ϵ · ∇θJ(θ
(i)). (3.10)

The learning rate ϵ > 0 determines the size of the update. Batch gradient descent converges
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to the global minimum for convex cost functions and to a local minimum for non-convex

functions. However, since the whole training set is needed at every update, batch gradient

descent can be very slow or intractable for large datasets. The whole data set might not

also fit to random access memory. [54]

Stochastic gradient descent (SGD), on the other hand, uses only one randomly chosen

training instance x to perform one update of the network parameters:

θ(i+1) = θ(i) − ϵ · ∇θJ(θ
(i);x(i)), (3.11)

where i corresponds to i:th iteration. SGD allows faster computation as less memory is

required. In addition, there is often redundancy in the training dataset, as many of the

data samples are very similar. Therefore, we can use a single sample to estimate the

exact gradient for each parameter update. [43] However, the frequent updates have a high

variance, which causes fluctuations in the cost function. This fluctuation can allow SGD to

jump to a better local minimum, but also complicates convergence. [54]

Current learning algorithms for neural networks combine the best features of the two

methods discussed above, using more than one but fewer than all the training samples [43].

Minibatch gradient descent updates the model parameters for every minibatch of n training

samples:

θ(i+1) = θ(i) − ϵ · ∇θJ(θ
(i);x(i)n ). (3.12)

Thus, it is faster than vanilla gradient descent and has more stable convergence than

SGD. Furthermore, state-of-the-art programming libraries have been optimized to compute

minibatch gradients very efficiently. The size of a minibatch is typically chosen to be between

50 and 256, depending on the application. In the literature, the term stochastic gradient

descent often refers to minibatch optimization as well. [54]

There exists several challenges in the optimization of neural networks. Choosing a suitable

learning rate can be difficult, and the learning algorithm might get stuck in suboptimal local

minima [54]. In addition, optimization is strongly affected by the choice of initial parameters

[43]. Therefore, many techniques have been developed to overcome these problems.

Momentum is used to speed up learning in SGD. It further improves the idea of averaging

gradients in order to reduce variance on a minibatch. The momemtum algorithm accelerates

SGD in the correct direction by introducing a velocity variable v:

vt = βvt−1 + ϵ∇θJ(θ
(i)) (3.13)

θ(i+1) = θ(i) − vt (3.14)
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The velocity can be interpreted as the direction and speed of the parameters moving in

the parameter space. [43] In the algorithm, the current gradient is replaced by a weighted

average of past gradients. This accelerated gradient helps to obtain more stable gradients

in cases where the progress of the objective function is much slower in some directions than

in others. [54] An alternative to the standard momentum algorithm is Nesterov’s accelated

gradient method, in which the gradient is evaluated after applying the current velocity [43].

The learning rate is one of the most important hyperparameters and also the most difficult

to set. We would like to adjust the updates of each individual parameter depending on

their importance. Thus, several algorithms that adapt the learning rate to the parameters

have been developed. The most widely used algorithms with adaptive learning rates are

AdaGrad [55] and RMSprop [56]. Adam [57] is another popular optimization algorithm that

can be seen as a combination of SGD and RMSprop. Currently, no single algorithm has

outperformed the others, and the choice of the optimization algorithm often depends on the

users’s knowledge about them and the problem at hand [43].

Batch normalization is a recent technique for helping the optimization of neural networks,

used together with the methods presented above. It has quickly become very popular as

it makes the learning easier in deep neural networks. Very deep models are composed of

several functions that are updated simultaneously. However, the gradients are computed

under the assumption that the other layers remain unchanged. Thus, updating these models

can lead to unexpected results and slow training. [43] In batch normalization, the inputs

for every layer are normalized to have a zero mean and unit variance. Backpropagation is

also applied to the operations that compute the mean and variance, which stabilizes the

learning process and enables the use of higher learning rates. [54]

3.2.3 Regularization

When building a machine learning model, the input data set is split into a training, valida-

tion and test set. The training data is used to fit the model, and the resulting error is called

training error. The validation set can be used to evaluate the model while tuning model

hyperparameters. After the model is completely trained and the optimal hyperparameters

have been found, the final model is evaluated using the test set. Model comparison can be

performed based on the test error of different models. Overfitting can occur if the model

does not generalize well to the test data and the gap between the training error and test

error is large.

Neural networks are powerful machine learning models but often suffer from overfitting

[58]. Regularization aims to improve the performance of the model on previously unobserved

data by reducing overfitting on the training data. In other words, regularization refers

to machine learning strategies that are used to decrease the test error, sometimes at the

expense of training error. Regularization methods utilize different approaches to constrain
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the parameter values of the model. [43] For example, L1 and L2 regularization add extra

terms in the cost function. Other approaches include early stopping and dropout, all of

which are reviewed shortly here. [58]

L1 and L2 regularization are commonly used in linear models to restrict the capacity of

the model. They add a parameter norm penalty to the cost function with a hyperparameter

α that controls the strength of the norm. In the context of neural networks, only the

weights (Equation 3.1) are penalized at each layer, and the biases (Equation 3.2) remain

unregularized. L2 regularization, also known as ridge regression or weight decay, forces the

weights to be closer to zero and thus leads to a simpler model. [43] The total cost function

with L2 regularization is defined as

J̃(θ) = J(θ) +
α

2
||w||22. (3.15)

L1 regularization is another option for penalizing the model parameters, and it is defined

as

J̃(θ) = J(θ) + α||w||1. (3.16)

Here, the absolute values of the weights are penalized. This means that L1 regularization

creates sparsity in the the parameters because some of them more often have an optimal

value of zero. Therefore, L1 regularization is also used as a feature selection method to

produce a simpler model. [43]

One should always monitor the generalization error when training a neural network

model. Early stopping refers to halting the training as soon as overfitting starts to occur,

and is an easy way to improve the generalization of the model. Stopping is based on a

criterion which measures the performance of the model on a validation set, and is designed

to halt the learning whenever the validation error gets too large. [54]

A recent, very popular regularization method for neural networks is called dropout,

introduced by Srivastava et al. in 2014 [58]. Dropout is shown to reduce generalization error

in many machine learning problems. In an ideally regularized model, one would average

the outputs of several separately trained models with all possible settings of the parameters.

However, in the case of neural networks, training many different models is too expensive,

especially for large networks. Dropout addresses this problem by approximately combining

exponentially many different network architectures. In this method, nodes of the network

are dropped out, ie. removed temporarily, with all of their connections during training. The

nodes that are dropped out are chosen randomly with a probability p, which results in a

"thinned" neural network. During testing, a simple approximation is used to average the

outputs using a single network: if a node is dropped out with a probability p during training,

the outgoing weights from that node are multiplied by p at test time. This way the expected
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output for any node in a thinned network is the same as the predicted output at test time.

[58]
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4. Deep generative modelling

Machine learning can be divided into discriminative and generative modelling. The objective

of discriminative modelling is to learn a predictor given the observations, whereas generative

modelling aims to learn a joint distribution over all the variables in a more general setting

[59]. In this chapter, we will present theoretical background for generative modelling.

In addition, we will look more into variational autoencoders that are one of the major

approaches to deep generative modelling. The latter part of the chapter will introduce

the experimental setting of this work, in which the variational autoencoder framework is

applied to integrative flow cytometry analysis.

4.1 Probabilistic modelling

4.1.1 Fully observed probabilistic models

Probabilistic models are used to mathematically describe natural and artificial phenomena

from data. These models help understanding such phenomena, making predictions about

future data and taking decisions based on the predictions. [59] Uncertainty has a funda-

mental role in probabilistic modelling, because observed data is almost always incomplete

and can contain measurement noise. Thus, many different models can be consistent with

the observed data. In addition, uncertainty is introduced to the model from the structural

and parametric modelling choices. For example, one has to decide that whether random

forest or a neural network is more appropriate, or which values of the parameters will yield

the best predictions. In probabilistic models, all forms of uncertainty are defined in terms of

probability distributions. [60]

Let us define x as one observation and assume that it is a random sample from the

true, unknown underlying process that generates the data. In probabilistic modelling, this

underlying process is approximated with a chosen model pθ(x):

x ∼ pθ(x). (4.1)
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We want to learn the parameters θ such that the probability distribution given by the model

approximates the true distribution of the data. [59]

Often, we are interested in learning a conditional model pθ(y|x) instead of an unconditional

model pθ(x). For example in image classification, we want to find the correct labels y for

images x. As in the unconditional model, the true underlying distribution of y given x is

approximated by the conditional model. However, conditional models become difficult to

learn with high-dimensional data sets, such as images, videos, or genomics data. As we

remember from the previous chapter, neural networks are efficient function approximators.

Therefore, parameterizing conditional probabilistic models using neural networks is a

particularly interesting approach because neural networks are computationally scalable

and allow stochastic minibatch optimization. [59]

4.1.2 Directed graphical models

One type of probabilistic models are directed probabilistic graphical models (DPGMs), also

called Bayesian networks. Variables in these models are organized into a directed acyclic

graph, as can be seen in Figure 4.1. [59] With DPGMs, the structure of complex distributions

can be exploited to describe them compactly. As illustrated in Figure 4.1, the nodes of the

graphical representation correspond to the variables in the model, and the links correspond

to direct probabilistic dependencies between the variables. Missing links in PGMs imply

conditional independence. In order to make probabilistic inference about the values of

the unknown variables, we have to construct a joint distribution over all of the random

variables. This joint distribution can be factorized as

pθ(x1, ..., xN ) =

N∏
j=1

pθ(xj |Pa(xj)) (4.2)

based on the chain rule in probability theory. [61] In Equation 4.2, Pa(xj) refers to the

parent nodes of xj .

Directed probabilistic graphical models are used to solve one or several statistical inference

problems [62]. If all of the variables are observed, we can compute the (log) probability of the

data under the model and use optimization techniques to find the parameters that maximize

the log-likelihood. Bayesian framework can also be employed to provide inference of a full

approximate posterior over the parameters instead of maximum likelihood estimation. [59]

4.1.3 Deep latent variable models

In many cases, probabilistic models require latent variables to make inference about

phenomena that is not directly observable in the data. In other words, latent variables are

hypothetical constructs whose effect on the measured variables can be observed but they
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x1 x2

x3

x4

Figure 4.1. An example of a directed graphical model.

need to be created by a researcher during the modelling process. [63] If we denote such

hidden variables with z, we can then make inferences of z by first building a graphical model

(Section 4.1.2) for the joint distribution pθ(x, z). When parameterized by neural networks,

these models are called deep latent variable models (DLVMs). DLVMs are able to express

very complex marginal distributions pθ(x), making them attractive for many applications.

[59]

The main difficulty with DLVMs is that learning involves computing the marginal distri-

bution

pθ(x) =

∫
pθ(x, z)dz, (4.3)

which usually does not have an analytical solution or is computationally too expensive to

evaluate exactly [60]. This also leads to an intractable posterior distribution pθ(z|x). Fortu-

nately, several approximate inference techniques have been developed to enable learning

in DLVMs, including Markov Chain Monte Carlo methods and variational approximations

[64, 65]. Next, we will discuss one variational inference framework called variational au-

toencoders that can be used to approximate the likelihood and posterior distributions in

latent graphical models.

4.2 Variational autoencoders

4.2.1 Encoder and decoder

The variational autoencoder (VAE) is a powerful method that allows efficient approximate

inference and learning with deep latent variable models, first introduced by Kingma et al.

and Rezende et al. [66, 67]. The VAE consists of two coupled, but separately parameterized

models. These two models are called the inference model and generative model. The

generative model is a DLVM we are interested in and the inference model is a parametric

model that approximates the posterior of the generative model such that

qϕ(z|x) ≈ pθ(z|x). (4.4)
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Figure 4.2. The graphical representation of the variational autoencoder framework. The generative model
pθ(x|z)pθ(z) is denoted by solid lines and the approximate posterior qϕ(z|x) is represented by
dashed lines. The generative model parameters θ are jointly optimized with the variational
parameters ϕ.

In other words, the approximate posterior enables solving the intractability of the DLVM’s

posterior. The VAE framework utilizes amortized variational inference in which the param-

eters are shared across data points, in contrast to other traditional variational inference

techniques that optimize them separately for each data point. This facilitates the use of

efficient optimization methods such as SGD. [59] We will discuss the objective function and

optimization of variational autoencoders in the following sections more closely.

The inference model, also called the encoder, can be almost any graphical directed model,

and Figure 4.2 shows the simplest possible graphical model in the VAE framework as an

example. The hidden variables z are interpreted as a latent representation of the data.

Given a data point xi, the probabilistic encoder model produces a distribution (typically a

Gaussian) over the possible values of z from which the data point could have been generated.

Similarly, the decoder model produces a distribution over the possible values of xi given the

latent representation z. The VAE framework is applicable to almost any inference task with

continuous latent variables, and offers an excellent algorithm for dimensionality reduction,

data representation and denoising of high-dimensional data sets. [66]

4.2.2 Variational lower bound and optimization

The goal of optimization is to find the parameters θ such that pθ(x|z) resembles the true

data distribution with high probability, i.e. we want to maximize the probability of each

data point under the generative model, according to the Equation 4.3. To solve this equation

approximately, variational inference methods make use of the variational lower bound, also

known as the evidence lower bound (ELBO), as the objective function. [68] For any encoder

model qϕ(z|x), we have
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log pθ(x) = Eqϕ(z|x) [log pθ(x)] (4.5)

= Eqϕ(z|x)
[
log

pθ(x, z)

pθ(z|x)

]
(4.6)

= Eqϕ(z|x)
[
log

pθ(x, z)

qϕ(z|x)
qϕ(z|x)
pθ(z|x)

]
(4.7)

= Eqϕ(z|x)
[
log

pθ(x, z)

qϕ(z|x)

]
  

=Lθ,ϕ(x)

+Eqϕ(z|x)
[
qϕ(z|x)
pθ(z|x)

]
(4.8)

= Lθ,ϕ(x) +DKL(qϕ(z|x)||pθ(z|x)). (4.9)

In Equation 4.10, the second term represents the Kullback-Leibler divergence between

the approximate posterior qϕ(z|x) and the generative model’s posterior pθ(z|x), measuring

the difference between the two distributions. It is always non-negative, and zero only if the

distributions are identical. [66] Therefore, we can write

Lθ,ϕ(x) = log pθ(x)−DKL(qϕ(z|x)||pθ(z|x)) (4.10)

≤ log pθ(x). (4.11)

Here, Lθ,ϕ(x) defines a lower bound on the log-likelihood of the data, and is consequently

known as the evidence lower bound. The KL divergence quantifies the size of the gap

between the ELBO and the marginal likelihood: the gap is small if the encoder model

approximates the true posterior well. [59] The goal of the optimization is to minimize this

gap while maximizing the approximate marginal likelihood, and thus the lower bound is

optimized with respect to both the encoder parameters ϕ and generative parameters θ [66].

The variational parameters ϕ contain the biases and weights of the neural network. The

ELBO can be written as

Lθ,ϕ(x) = Eqϕ(z|x)
[
log

pθ(x, z)

qϕ(z|x)

]
(4.12)

= Eqϕ(z|x)[log pθ(x, z)− log qϕ(z|x)] (4.13)

= Eqϕ(z|x)[log pθ(x|z) + log p(z)− log qϕ(z|x)] (4.14)

= Eqϕ(z|x)[log pθ(x|z)]−DKL(qϕ(z|x)||p(z)). (4.15)

The second term is the negative KL divergence between the variational distribution qϕ(z|x)

and the latent prior p(z). It has a closed-form solution if both the variational distribution

and the prior are chosen to be Gaussian. The first term in Equation 4.15 is the likelihood of
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the reconstructed output from the decoder and is thus called the reconstruction term. It

usually must be approximated numerically using Monte Carlo methods.

4.2.3 Reparameterization trick

During optimization, it is simple to differentiate the ELBO with respect to the generative

parameters θ using a naive Monte Carlo estimator but a bit more problematic with respect

to the variational parameters ϕ. In other words, we are not able to obtain an unbiased

gradient estimate for this type of problem because the gradient of the expectation is not

equal to the expectation of the gradient:

∇ϕLθ,ϕ(x) = ∇ϕEqϕ(z|x)[log pθ(x, z)− log qϕ(z|x)] (4.16)

̸= Eqϕ(z|x)[∇ϕ(log pθ(x, z)− log qϕ(z|x))]. (4.17)

Using a Monte Carlo estimator for the Equation 4.16 results in high variance estimates

that are impractical to use. Therefore, Kingma and Welling propose a reparameterization

trick to estimate the ELBO with respect to all the parameters of the model. [66]

While training the VAE, the data is first propagated through the encoder model. Then, the

decoder randomly draws samples from the approximate posterior qϕ(z|x). However, during

optimization, we are not able to backpropagate through the random sampling because it has

no gradient. [68] The reparameterization trick solves this by moving the random sampling

to an external layer and reparameterizing z as a deterministic and differentiable function

of x, ϕ and a new random variable ϵ:

z = g(ϵ,x, ϕ), (4.18)

where ϵ is independent of x and ϕ. Now, we can rewrite the ELBO for a single datapoint in

terms of the random noise sample ϵ ∼ p(ϵ) and formulate a Monte Carlo estimator of the

gradients:

∇ϕEqϕ(z|x)[log pθ(x, z)− log qϕ(z|x)] = ∇ϕEp(ϵ)[log pθ(x, z)− log qϕ(z|x)] (4.19)

= Ep(ϵ)[∇ϕ(log pθ(x, z)− log qϕ(z|x))] (4.20)

≈ ∇ϕ(log pθ(x, z)− log qϕ(z|x)). (4.21)

By selecting the appropriate transformation g(.) in the Equation 4.18, the density log qϕ(z|x)

in the ELBO is simple to compute. [59] The approximate posterior is often chosen to be a
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Gaussian with a diagonal covariance matrix:

qϕ(z|x) = N (z;µ, σ2I). (4.22)

If we also define ϵ to be a Gaussian ϵ ∼ N (0, I), we can rewrite

z = g(ϵ,x, ϕ) = µ+ σ ⊙ ϵ, (4.23)

where ⊙ represents an element-wise product. [66] Now, instead of computing the gradient

of an expectation of qϕ(z|x), we can rewrite it as the expectation of gradient with respect to

the simpler function p(ϵ) as in Equation 4.21.

4.3 Generative adversarial networks in domain adaptation

Domain adaptation is a subfield of machine learning that addresses situations in which

there is a shift between the training and test distributions. These kind of situations arise

in many different application areas of machine learning, leading to the natural question

how samples from different distributions relate to each other. One of the goals in domain

adaptation is to construct a mapping between the distributions such that the model can not

learn to discriminate between the data points originating from different domains. [69] For

this purpose, Ben-David et al. have defined H-divergence dH that can be used to measure

the difference between two distributions DS and DT . It can be approximated based on

the empirical error of a classifier trained with samples from both distributions. [70, 71]

Mathematically, it is defined as

dH(DS ,DT )
def
= 2 sup

η∈H

⏐⏐⏐⏐ Pr
xs∼DS

[η(xs) = 1]− Pr
xt∼DT

[η(xt) = 1]

⏐⏐⏐⏐ , (4.24)

where xs and xt are samples from the source and target distributions DS and DT , respectively.

The hypothesis η belongs to a hypothesis class H. Generally, a hypothesis is defined as

a function h : X → {0, 1} [72]. In machine learning, the terms ’hypothesis’ and ’model’

are used interchangeably, and classifiers constitute one type of hypotheses. A hypothesis

approximates the target function and performs a mapping from inputs to outputs. The

hypothesis space is defined by the chosen algorithm and hyperparameters. During learning,

the hypothesis space is explored to discover the best possible hypothesis that approximates

the target function.

There are two major difficulties when trying to integrate data from multiple sources:

distribution mismatch and feature mismatch. [73] Distribution mismatch is caused by

different experiment protocols or other technical variation between the data sets, whereas
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feature mismatch refers to the potentially differing features in each data set. Thus, a model

must learn features that combine (i) domain-invariance and (ii) discriminativeness in order

to meaningfully align the data. Ganin et al. have shown that this can be achieved using

an adversarial classifier whose loss approximates the H-divergence [69]. Consequently,

generative adversarial networks (GANs) have been utilized in many domain adaptation

problems.

The GAN framework creates a game between a generator network G and a discriminator

D. The generator is trained to create samples that resemble the training data as much

as possible, and the discriminator is trained to determine if the samples are real or fake.

The generator is used to fool the discriminator by feeding fake samples into it. [74] The

framework is structured as a DLVM with observed variables x and latent variables z. The

generator is a deep neural network that takes z as input and aims to learn the distribution

pg over data x using parameters θG. The noise variables z are drawn from a simple prior

distribution p(z), and G(z) represents their mapping to data space. The discriminator is

defined as a function D(x) with the parameters θD. The discriminator takes x as an input

and the output represents the probability that x came from the data instead of pg. [75]

Both of these functions have objective functions that are defined in terms of the parameters

θG and θD. The discriminator aims to maximize the probability of correctly labeling the

examples from x and samples from the generator. On the other hand, the generator tries to

minimize log(1−D(G(z))), i.e. the log-probability of the discriminator being correct. [75]

Thus, the GAN equilibrium is defined as

min
G

max
D

Ex∼pdata [logD(x)] + Ez∼p(z)[log(1−D(G(z)))]. (4.25)

The training of the generator and discriminator is performed simultaneously using stochas-

tic gradient descent. On every step, a minibatch of input values from the training data and

a minibatch of z from p(z) are sampled and fed into the model. Then, two optimization steps

are performed: one updating θG to minimize the loss of the generator and one updating θD

to minimize the loss of the discriminator. The pseudocode for the optimization of generative

adversarial networks is outlined in Algorithm 1. Any standard gradient-based methods can

be used for the optimization, Adam-optimizer being a common choice in the literature. [75]

The training of generative adversarial networks can be tricky. It is often believed that

the discriminator and generator should somehow be balanced by running more steps of one

player than the other. GANs are assumed to work by estimating the ratio of the data distri-

bution and model distribution, which is only estimated correctly when the discriminator

is optimal. This would suggest updating the discriminator with k > 1 times at each step.

However in practice, the model often works the best with simultaneous SGD with one step

on both players. [74]
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for m training iterations do
for k steps do

draw a minibatch of n noise samples from the prior p(z);
draw a minibatch of n instances from the data distribution pdata(x);
update D by ascending its gradient:

∇θD
1

n

n∑
i=1

[logD(xi) + log(1−D(G(zi)))]

end
draw a minibatch of n noise samples from the prior p(z);
update G by descending its gradient:

∇θG
1

n

n∑
i=1

log(1−D(G(zi)))

end
Algorithm 1: The training algorithm of GANs.

4.3.1 GimVI model

In biological systems, it is especially common to conduct several different experiments on

the same underlying system. In such cases, it is important to align the related domains

arising from each experiment in order to acquire an improved description of the system.

In a recently published method called gimVI [6], domain adaptation theory is utilized in

the integration of single-cell RNA-sequening data and spatial single-cell transcriptomics

data. Spatial transcriptome studies provide information about tissue architecture and

cellular organization by mapping RNA molecules to specific tissue sections [76]. However,

the experimental protocols for spatial transcriptomics are able to capture only a very

low number of genes in comparison to standard single-cell RNA-sequencing (scRNA-seq).

Therefore, the integration of these two types of data is an important research question

because it would allow transferring cell type annotations from scRNA-seq to spatial cells

as well as imputing missing gene expression measurements in the spatial experiments.

The deep generative model proposed by Lopez et al. enables the joint representation and

imputation of these data. [6]

In the gimVI paper, the objective is to find a representation of the cells where the data

sets cannot be distinguished from each other while preserving the biological information in

each experiment. Therefore, the authors establish a min-max adversarial game between a

variational autoencoder and a discriminator. The basic idea is similar to the GAN framework:

the discriminator is trained to discriminate between the latent spaces of the data sets, and

simultaneously, the VAE is maximally trained to fool the discriminator in order to integrate

the data sets into a joint representation. However, the fooling is accomplished by switching

the batch annotations during the VAE optimization, whereas in the GANs, the fake samples
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Figure 4.3. The fcmVI graphical model. Shaded nodes depict observed random variables and blank nodes
depict latent random variables. Edges indicate conditional dependency.

are generated from random noise.

4.4 fcmVI probabilistic model

As we remember from Chapter 2, flow cytometry samples are often split into several tubes

with varying marker combinations to increase the number of measurable markers. This

separation of the samples introduces both distribution and feature mismatch to the data

as the tubes contain different cell types in varying proportions and each tube also has a

unique subset of the markers. In addition, running independent experiments can create

technical variation in the data. In this work, we want to address these challenges in order

to jointly analyse all the tubes from one sample. Next, we will describe fcmVI, the proposed

generative modelling approach for aligning multi-tube flow cytometry data.

4.4.1 Generative model

The generative process for fcmVI is presented below, and the graphical model is visualized

in Figure 4.3. For the sake of clearer notation, we formulate the model for only two tubes,

but it can be easily extended to handle multiple aliquots. Each fluorecence intensity value

xn,m is drawn independently through the following generative process:

zn ∼ N (0, I) (4.26)

ρn = fw(zn) (4.27)

xn,m ∼ N (ρn,m, σ
2) (4.28)

The latent variable zn is a random variable describing cell n. The observed variable sn

specifies the tube from which each cell originates. For each marker m ∈ U = {1, . . . , U}, we

model the (log) transformed intensity value xn,m as conditional on zn and sampled from a

normal distribution with a fixed variance σ2.
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Let M and M′ be the set of markers measured in tube 1 and tube 2, respectively. In

addition, we assume that their union U contains all the measured markers in the sample.

fw : Rd → RU is a neural network that reconstructs the mean abundance of all U markers

from the latent space.

4.4.2 Posterior inference

In the variational autoencoder framework, we want to maximize the marginal likelihood

of the data under the model. In the case of two tubes and N cells in each tube, the log

likelihood of the data is

N∑
n=1

log pθ(xn|zn) +
N∑
n=1

log pθ(x
′
n|zn), (4.29)

where θ denotes the parameters of the generative model. This can also easily be generalized

to cases with multiple tubes. The likelihood pθ(x|z) is computed only over the dimensions

that are measured in each tube even though the reconstruction is m-dimensional.

The likelihood of the reconstructed output is defined as

pθ(xn|zn) =
∑
m

N (xn,m|ρm, σ2), (4.30)

where the variance σ2 is a parameter to be optimized and the mean ρm is obtained from the

decoder fw(z). During testing, the mean of z is used as the input for the decoder.

We use variational distributions qϕ(z|x, s) and qψ(z|x′, s) to approximate the exact posterior

distributions. The approximate posteriors are Gaussian with a diagonal covariance matrix

whose mean and variance are parameterized by neural networks. The optimization of the

model involves maximizing the following domain-specific lower bounds:

log pθ(x|s) ≥ Eqϕ(z|x,s) log pθ(x|z, s)−DKL(qϕ(z|x, s)||p(z)) (4.31)

and

log pθ(x
′|s) ≥ Eqψ(z|x′,s) log pθ(x

′|z, s)−DKL(qψ(z|x′, s)||p(z)). (4.32)

We use Adam-optimizer to maximize the lower bounds.
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4.4.3 Latent space alignment and missing marker imputation

In order to match corresponding cell populations across tubes, we align the latent represen-

tations of the cells by adapting a similar approach as in gimVI. Let q(z|x, s) and q(z|x′, s)

denote the latent distributions for two tubes. Here, we want to find a representation of

the cells where we can not distinguish between the tubes of origin of the cells while pre-

serving the biological information of each tube. Thus, a mini-max adversarial game is

set up between the encoder and the discriminator. The discriminator in the fcmVI model

tries to discriminate between the latent spaces of the tubes, and the VAE tries to fool the

discriminator with switched tube annotatations sn.

The generative model can also be used to impute the intensity values for missing markers

in each tube. Imputing is possible if the latent samples are well aligned and the generative

model is also well fitted to the data. More specifically, there exists a constant k for a given

bounded loss function L so that the following bound holds:

Eq(z|x′,s)L(ρm, x∗m) ≤ Eq(z|x,s)L(ρm, x∗m) + k · dH(p(z|x, s), p(z|x′, s)), (4.33)

where the marker values are denoted by x∗m and ρm is the obtained mean value from

the decoder, and dH signifies the H-divergence between the latent distributions. This

bound derived from domain adaptation theory [72] combines the source and target data.

The imputation error for the target data (i.e. one tube) can be approximated using the

imputation error of the source data (another tube) and the distance between the domains.

Finally, our loss function for the generator is defined as

Eqϕ(z|x)[log pθ(x|z)]−DKL(qϕ(z|x, s)||p(z))]  
VAE loss

+Ex′∼pdata(x′)[log(1−D(G(x′))]  
fool loss

, (4.34)

and the loss function of the discriminator is

Ez∼qϕ(z|x,s)[logD(z)]. (4.35)

Similar to GANs, there is no single objective function in our model. Instead, it is a game

between two agents that optimize their own objective functions. This game is used in the

model because the loss of the discriminator approximates the H-divergence between the

latent distributions. In other words, we approximately minimize the empirical H-divergence

between the domains when the generator learns to produce latent representations that the

discriminator is not able to differentiate from each other [69].

We test two different encoder architectures to help learning a joint latent space for the
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Figure 4.4. The schematic representation of the first model architecture with two tubes as inputs. There is
one individual hidden layer for each input and one shared layer in the encoder. The input vectors
x1, ..., xr represent the intensity values from tube 1 with r markers, whereas the input vectors
x′
1, ..., x

′
r′ represent the intensity values from tube 2 with r′ markers. The total number of markers

is denoted by U .
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Figure 4.5. The schematic representation of the second model architecture with two tubes as inputs. There is
one shared layer for the markers that are present in all tubes (inputs are colored with a gradient to
represent markers from both tubes), and an individual layer for the unique markers of each tube.
The number of shared markers is denoted by t− 1, and the input vectors x1, ..., xt−1 represent the
intensity values from the shared markers in each tube.

domains. The first architecture is similar to gimVI as one hidden layer is shared between

the domains. Thus, the encoder network consists of two separate input layers and one

shared hidden layer for qϕ(z|x, s) and qψ(z|x′, s). We use one fully-connected hidden layer

with 128 nodes for encoder networks. The number of latent dimensions, decoder width and

regularization constant k are chosen according to the hyperparameter tuning presented in

Chapter 5. The activation functions between layers are all ReLU. We use Adam optimizer

with a learning rate of 0.001, and batch normalization in order to enhance the learning. In

the second architecture, all of the network parameters are shared between the common

markers for both domains. The encoder network consists of n+ 1 input layers in case of n

tubes: one for the common markers and n individual input layers for the unique markers of

each tube. The schematic representations of these architectures are shown in Figures 4.4

and 4.5.
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5. Results

In this chapter, we will present the results obtained from applying fcmVI to the integration of

multi-tube flow cytometry data. Two different architectures for the model were implemented

and their performance was validated. We apply the model to two flow cytometry data

sets that are presented first. Then, the unsupervised clustering results and latent space

alignment are shown for these data sets. We also evaluate the imputation results for the

mouse data set and compare them to imputation performed with the nearest neighbor

mapping. We visualize imputed marker values for the AML data set as well although the

ground truth is unknown.

5.1 Data sets and preprocessing

The fcmVI model was applied to two different flow cytometry data sets. The first data

set, published by Sayes et al. [3], originally consists of four mouse spleen samples, each

having approximately 500 000 cells. All the samples were stained with 11 protein markers.

To simulate multi-tube flow cytometry data, we took two subsets of 30 000 cells from

one splenocyte sample. Then, we hid some of the markers from both subsets to form

combinations of three shared markers and four unique markers per subset.

The other data set was first published as a part of the FlowCAP 2 challenge, and it consists

of 43 acute myeloid leukemia (AML) patients and 316 healthy individuals [10]. Peripheral

blood or bone marrow samples were collected from each patient using six tubes with varying

marker combinations. Each tube contains three common markers (forward scatter, side

scatter and CD45) and four unique markers. In addition, isotype controls and unstained

control tubes are provided for each patient. The raw FCS files for the mouse and AML

data set are available in FlowRepository under the accession codes FR-FCM-ZZQY and

FR-FCM-ZZYA, respectively.

The mouse data set was compensated and transformed using a custom script provided by

the authors. For the AML data set, no spillover matrices were available so no compensation

was performed for it. We also standardized both data sets to have zero mean and unit
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variance to adjust the marker values to a common scale.

5.2 Hyperparameter tuning and model selection

Variational autoencoders can be tuned by finding optimal hyperparameter values. We

perform a grid search for three hyperparameters: the latent dimension d, the decoder

width n and the regularization constant k which is used to control the significance of the

adversarial loss. Prior to tuning, both data sets are split into a training, validation and

test set (80/10/10). Here, the AML data consists of all six tubes of one patient. We use

reconstruction error as a performance metric for model tuning. Reconstruction error is the

likelihood of the reconstructed output as defined in Equation 4.30, averaged over all data

points. In addition, the accuracy of the discriminator is inspected in order to study the effect

of hyperparameter values on it. The performance of the proposed encoder architectures are

also compared to the performance of a standard VAE model (baseline model).

The grid search results for mouse data are shown in Figures 5.1-5.3. The left side

figures show the reconstruction error against the regularization coefficient k with different

hyperparameter combinations. On the right, the accuracy of the discriminator is plotted

against k. Here, we want accuracy to be as close to 0.5 as possible, because then the

discriminator is not able to distinguish between the tubes. When k = 0, accuracies are very

close to 0.5 as the discriminator does not get updated. Increasing the number of decoder

nodes and latent dimension produces better reconstruction errors in all models. However,

the results are very similar with all hyperparameter combinations.

For the fcmVI architectures (Figures 5.1 and 5.2), we choose the hyperparameter values

k = 60, d = 6 and n = 128. For the baseline model (Figure 5.3), the values k = 100, d = 6

and n = 64 were selected. After choosing the hyperparameters, we used a separate test

set to assess the performance of the tuned models. The results are shown in Table 5.1.

Both fcmVI architectures seem to slightly outperform the baseline model. Furthermore, the

fcmVI architecture with shared parameters for common markers gives the best performance

Figure 5.1. Hyperparameter grid search for the fcmVI architecture 1 using mouse data.
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Figure 5.2. Hyperparameter grid search for the fcmVI architecture 2 using mouse data.

Figure 5.3. Hyperparameter grid search for the baseline model using mouse data.

in terms of both the reconstruction error and accuracy.

The results for hyperparameter grid search on the AML data set are shown in Figures 5.4-

5.6. In cases with > 2 tubes, the discriminator is implemented as a multi-class discriminator

that outputs the probabilities of cells belonging to each class. Now, we expect that in an

ideal model, the accuracy of the discriminator would be 1
6 ≈ 0.167 since there are six tubes

and thus six classes. Here, we clearly see that increasing the number of decoder nodes and

latent dimension leads to a better reconstruction in all models, and vice versa, we gain

higher accuracies with lower latent dimensions and fewer decoder nodes. Again, when

k = 0, accuracies are very close to 0.167 as the discriminator does not learn to discriminate

between the tubes.

We choose the hyperparameter values k = 60, d = 6 and n = 128 for all three models.

Then, we assessed the performance of the models with a test set. The results are shown

in Table 5.2. Both fcmVI architectures clearly outperform the baseline model. The fcmVI

architecture 2 has the smallest reconstruction error whereas the architecture 1 has the best

discriminator accuracy out of the models.

We further investigated the effect of regularization on both data sets. In Figures 5.7 and

fcmVI 1 fcmVI 2 baseline
Reconstruction error 17.76 17.56 18.04

Accuracy 0.5115 0.5024 0.5295

Table 5.1. Performance metrics for the mouse test set.
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fcmVI 1 fcmVI 2 baseline
Reconstruction error 49.11 40.24 102.01

Accuracy 0.1919 0.2108 0.2592

Table 5.2. Performance metrics for the AML test set.

5.8, the accuracy of the discriminator is plotted during training using mouse data and AML

data, respectively. Only a subset of the hyperparameter combinations are plotted. In Figure

5.7, we see that the larger k is, the closer accuracy is to 0.5. However, we observe also here

that the differences between the hyperparameter combinations are small with the mouse

data set. As can be seen in Figure 5.8, regularization drastically improves accuracies for

the AML data set as they get closer to 0.167.

Based on these model comparisons, we continue with the fcmVI architecture 2 in further

experiments. Sharing encoder parameters between the common markers seems to facilitate

the learning of joint representation for multiple tubes in the best way.

Figure 5.4. Hyperparameter grid search for fcmVI architecture 1 using AML data.

Figure 5.5. Hyperparameter grid search for fcmVI architecture 2 using AML data.
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Figure 5.6. Hyperparameter grid search for the baseline model using AML data.

Figure 5.7. Accuracy of the discriminator during training (mouse data).

Figure 5.8. Accuracy of the discriminator during training (AML data).

5.3 Latent space alignment

In this section, we visualize the integrated latent spaces for the mouse and AML data sets.

For alignment tasks, we use one fully-connected hidden layer with 128 nodes for all encoder

networks. The number of latent dimensions, decoder width and regularization constant

are chosen according to the results presented in Chapter 5.2. The activation functions

between layers are all ReLU. We use Adam optimizer with a learning rate of 0.001, and

batch normalization in order to enhance the learning. Uniform manifold approximation and

projection (UMAP) was used to visualize the latent spaces in two dimensions. There are

also cells whose cell type is labelled unknown in the mouse data set but we discard those

cells from the visualizations in order to make them clearer.
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For the mouse data set, we demonstrate latent space alignment with different numbers

of cells. The joint representations using two artificially split tubes with 10000, 30000, and

100000 cells are shown in Figures 5.9- 5.11. In these figures, two upper scatter plots show

the individual latent codings for tube 1 (on the left) and tube 2 (on the right). We see

that fcmVI is able to cluster mouse immune cell types well. Only the cluster consisting of

dendritic cells is not clearly defined in tube 2. This is likely caused by the artificial creation

of multi-tube data. The mouse data set originally consists of 11 protein markers from which

four were hidden for each ’tube’. Therefore, tube 2 may be missing a marker that is crucial

for separating dendritic cells from B cells.

The lower scatter plot in Figures 5.9- 5.11 show both latent codings in the same visual-

ization. Cell clusters are mostly very well aligned. However, using fewer cells can make

alignment more challenging for rarer cell types. For example in Figure 5.9, macrophage

clusters do not match in the joint representation. In general, fcmVI produces robust clusters

and latent space mixing regardless of the number of cells. Also, it should be noted that

the cell labels produced in the manual gating in the original study by Sayes et al. may be

erroneous.

For the AML data set, we visualize latent space mixing with two and with six tubes from

a healtly subject (Figure 5.12). Since the the cell type labels are not provided for this data

set, we also plot the expression of common markers in two tubes (Figures 5.13 and 5.14).

The common markers are forward scatter (FSC), sideward scatter (SSC) and CD45. By

comparing the colored representations between the tubes, we see that cells with similar

marker expression are clustered together.
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Figure 5.9. Joint visualization of the latent spaces for mouse data (10k cells). The cell type labels are B cells,
dendritic cells (DCs), macrophages, natural killer T cells (NK T cells), natural killer cells (NK cells),
neutrophils and T cells. In the lower figure, the labels 1 and 2 refer to the tubes 1 and 2.
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Figure 5.10. Joint visualization of the latent spaces for mouse data (30k cells).

42



Results

Figure 5.11. Joint visualization of the latent spaces for mouse data (100k cells).
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(a) Two tubes. (b) Six tubes.

Figure 5.12. Joint visualization of the latent spaces from a healthy patient.

Figure 5.13. Visualization of the latent space for tube 1 from a healthy patient. Cells are colored according
to the intensity of shared markers FSC, SSC and CD45, blue indicating low values and yellow
indicating high values.

Figure 5.14. Visualization of the latent space for tube 2 from a healthy patient. Cells are colored according
to the intensity of shared markers FSC, SSC and CD45, blue indicating low values and yellow
indicating high values.
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5.4 Imputation of missing marker values

Our model can also be used to impute missing marker expression for each tube. This enables

the merging of data from different aliquots into a single experiment. Since we hid four

markers from the mouse tubes, we can use the true values of these markers to assess the

performance of fcmVI in imputation. As a performance metric, we use the median Spearman

rank correlation ρ̃ over all cells for each imputed marker. The results are also compared to

nearest-neighbor (NN) based imputation performed as in [39]. In NN imputation, we find

the nearest neighbor in other tubes for each cell based on the common marker expression.

Then the missing marker values are imputed using the nearest neighbor of that cell. The

imputed values for the mouse data set using fcmVI and NN imputation are shown in

Table 5.3. Although the median correlations ρ̃ are relatively low for fcmVI, our model is a

vast improvement to the nearest neighbor imputation as the values obtained from the NN

imputation have basically zero correlation with the real values. For the NN imputation, the

differences between the correlations of each marker are small, whereas they vary on the

range [0.10, 0.72] for the fcmVI imputation.

fcmVI NN imputation
Tube 1 0.162 0.0047
Tube 2 0.242 -0.0098

Table 5.3. Correlation coefficients of the imputation results for the mouse data set.

We visualize the real and imputed values for mouse data in Figures 5.15-5.18. Each

scatter plot is named according to the flurescent dye for that marker. For tube 1, the dyes

correspond to MHCII, CD49b, FcERI and Ly-6G, and for tube 2 they correspond to CD64,

CD11c, L/D and CD19. In Figure 5.15, the true marker expression is plotted in tube 1

and the corresponding imputed expression in Figure 5.16. The first two imputed markers

seem to very be accurate. The two latter markers are accurately imputed for the small cell

clusters in the lower part of plots. However, their imputed expression in B and T cells is

lower than in the true expression. Similarly in tube 2 (Figures 5.17-5.18), we observe that

the imputation is accurate for the small clusters but not so accurate for the larger clusters

consisting of B and T cells. The first three markers have lower expression and the last one

has higher expression compared to the true values.

We used fcmVI to impute the missing markers for the AML data as well. In Figure 5.23,

the true values for the unique markers in tube 4 are plotted. In Figures 5.23-5.22, the

corresponding imputed values for other five tubes are shown. We observe that the fcmVI

model is able to impute similar expression values for each cluster in multiple tubes.
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Figure 5.15. True marker expression in tube 1. Darker color signifies higher expression and the axes represent
the two-dimensional UMAP space (also in the following figures).

Figure 5.16. Imputed marker expression in tube 1.

Figure 5.17. True marker expression in tube 2.

Figure 5.18. Imputed marker expression in tube 2.
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Figure 5.19. True marker expression in tube 4 (AML).

Figure 5.20. Imputed marker expression in tube 1 (AML).

Figure 5.21. Imputed marker expression in tube 2 (AML).

Figure 5.22. Imputed marker expression in tube 3 (AML).
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Figure 5.23. Imputed marker expression in tube 5 (AML).

Figure 5.24. Imputed marker expression in tube 6 (AML).
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6. Discussion and future work

In this work, we provide a probabilistic model for integrating, clustering and visualizing

multi-tube flow cytometry data. The method is named fcmVI as it is based on the variational

autoencoder framework that consists of two separately parameterized models. The inference

model maps the high-dimensional data sets to a lower dimensional latent space, and the

generative model reconstructs the data sets back to the full dimension. Because here we

have multiple data sets originating from the same sample, we expand the VAE framework

with an adversarial classifier that is used to match the different tubes in the latent space.

To enhance the learning of the joint latent space, we tested the performance of two different

inference model architectures with tuned hyperparameters. In the chosen model, the same

input layer is used for the shared markers of each tube, whereas a separate input layer

is used for the unique markers of each tube. The model is implemented in Pytorch and is

available on Github (https://github.com/hetasaara/fcmVI).

The model was applied to two different data sets with mouse and human immune cells.

We demonstrated that the model is accurately able to align multiple tubes with varying

number of cells from both data sets. Additionally, the fcmVI model can be used to impute

missing marker values for each tube. The mouse data set was modified and some of the

markers were hidden to simulate multi-tube flow cytometry data. This slightly affected the

clustering and alignment results as each of the markers were originally selected to have a

specific purpose in the gating process. Nevertheless, the hidden markers could be used to

assess the accuracy of the imputed values. The imputation results clearly outperformed the

nearest neighbor imputation used in the literature. Imputing missing values enables the

merging of multiple tubes into a single data set.

Here, the model was used to analyse tubes originating from a single sample. However, our

model could be extended to a more extensive analysis comprehending several samples with

a technique that takes into account the between-sample variation. In addition, the fcmVI

model could further be used to discover and characterize cell populations from healthy and

diseased tissues, for example in the AML data. Our model demonstrates that computational

methods can replace the laborious and possibly biased manual cell population identification
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Discussion and future work

from flow cytometry data in clinical laboratories.
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