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A recently developed measurement technique, called single-cell RNA sequencing
(scRNA-seq), has provided us to study biological samples with unprecedented
resolution, as we are now capable of studying tissues at single-cell level. As a
result of scRNA-seq, new cell types have been discovered, detailed developmental
paths of various tissues have been revealed, and regulatory relationships between
genes have been uncovered. During a last few years, especially the research of
differentiation trajectories of single cells has gained popularity, because it can
broaden our knowledge of development of both normal and abnormal tissues.
These trajectory inference studies can potentially let us understand better causes
of various diseases and later on help us to discover new treatments against several
pathogens.

The aim of this thesis is to develop a new tool to analyse scRNA-seq data and
especially the dynamics and the differentiation trajectories of the single cells. This
method relies on a theory of RNA velocities discovered by La Manno et al. (2018),
but has a unique approach to solve the latent dynamics: we utilise variational
autoencoders (VAEs) to project the cells to the low-dimensional latent space
and nonparametric ordinary differential equations (ODEs) to solve the latent
differentiation trajectories.

With our new method, we obtain rather promising results as the differentiation
trajectories for two data sets are in agreement with the current knowledge of
the development of the studied tissues. The novelty of our method is that we
are capable of selecting any single cell from the data set and study its individ-
ual differentiation path or even intervene in its gene expression and follow the
differentiation of the perturbed cell. These results suggest that our method has
potential to become a widely applicable tool for analysing scRNA-seq data, but
some aspects still require further refining.
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Yksittäisten solujen RNA-sekvensointi (engl. single-cell RNA sequencing, scRNA-
seq) on mahdollistanut biologisten näytteiden tutkimisen viime vuosina en-
nennäkemättömällä tarkkuudella, koska voimme tutkia nyt kudoksia yksittäisten
solujen tarkkuudella. scRNA-seq on mahdollistanut muun muassa uusien solu-
tyyppien löytämisen, useiden kudosten kehittymisen mallintamisen ja geenien
välisten sääntelymekanismien löytämisen. Erityisesti solujen erikoistumispolku-
jen tutkiminen on noussut suosioon, koska niiden avulla voimme ymmärtää pa-
remmin sekä normaalin että epänormaalin kudoksen kehityskaaren.

Tämän diplomityön tavoitteena on kehittää uusi työkalu analysoimaan scRNA-
seq dataa ja erityisesti yksittäisten solujen erikoistumispolkuja. Menetelmä poh-
jautuu teoriaan RNA nopeuksista, jonka La Manno et al. (2018) ovat kehittäneet,
mutta lähestymistapamme ratkaista solujen latentti dynamiikka on uusi: pro-
jisoimme solut latenttiin avaruuteen käyttäen neuroverkkoja ja käytämme
epäparametrisia differentiaaliyhtälöitä ratkaisemaan solujen latentit erikoistumis-
polut.

Uudella menetelmällämme saavutimme lupaavia tuloksia, sillä latentit erikoitu-
mispolut vastasivat suhteellisen hyvin nykyistä tietämystä tutkittujen kudos-
ten kehittymisestä. Verrattuna muihin vastaaviin menetelmiin menetelmämme
uutuus on, että voimme valita minkä tahansa yksittäisen solun ja tutkia sen
yksittäistä erikoistumispolkua. Voimme lisäksi jopa muuttaa keinotekoisesti yk-
sittäisen solun geenien ilmentymistä ja tutkia, miten tämä muutos vaikuttaa so-
lun erikoistumispolkuun. Täten voinee todeta, että menetelmällämme on mah-
dollisuus kehittyä ensiluokkaiseksi työkaluksi analysoimaan yksittäisten solujen
erikoistumispolkuja, mutta tämä vaatii vielä työkalun jatkokehittämistä.

Asiasanat: RNA-sekvensointi, RNA nopeus, neuroverkot, differentiaa-
liyhtälöt
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Abbreviations and Acronyms

cDNA Complemetary DNA
CPM Counts per million
DNA Deoxyribonucleic acid
ELBO Evidence lower bound
EP Endocrine progenitor or endocrine precursor
HVG Highly variable gene
KL Kullback-Leibler
mRNA Messenger-RNA
NgN3 Neurogenin 3
ODE Ordinary differential equation
PCA Principle component analysis
PCR Polymerase chain reaction
pre-mRNA Precursor-mRNA
RNA Ribonucleic acid
SCP Schwann cell precursor
scRNA-seq Single-cell RNA sequencing
scVI Single-cell Variational Inference
SGD Stochastic gradient descent
t-SNE t-distributed stochastic neighbour embedding
UMAP Uniform manifold approximation and projection
UMI Unique molecular identifier
VAE Variational autoencoder
ZINB Zero-inflated negative binomial
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Symbols

∇ Gradient
� Element-wise multiplication
DKL Kullback-Leibler divergence
E Expectation
L Evidence lower bound
x Scalar
x Vector
diag(x) Diagonal matrix with the values of vector x on the

diagonal
p(x) Probability density function of continuous (vector-

valued) random variable x
p(x, z) Joint probability density function of x and z
p(z|x) Conditional probability density function of z given x
pφ(x) The parameters of the distribution are denoted with

a subscript
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Chapter 1

Introduction

Biological tissues are very heterogeneous as they contain numerous differ-
ent cell types. For example, blood contains red blood cells, white blood
cells (e.g. T and B cells), and platelets (Tortora and Derrickson, 2013a).
With previous measurement techniques, we have only been able to detect
an average information of the heterogeneous sample, while loosing cell type
specific information and information of the rare cell types. Fortunately, a
recently developed measurement technique, i.e. single-cell RNA sequencing
(scRNA-seq), has enabled us to study biological samples with unprecedented
resolution, as it allows us to examine the sample at single-cell level instead
of considering the whole biopsy as one data point. Therefore, we are now
capable of discovering rare cell types, revealing the composition of tissues
with higher resolution, and comprehending the developmental lineages of
numerous tissues (Hwang et al., 2018).

During the last few years, the analysis of the developmental trajectories
from the scRNA-seq data has gained popularity, as it can broaden our knowl-
edge of cell lineages (Petropoulos et al., 2016), development of various tissues
(e.g. Bastidas-Ponce et al. 2019; Trapnell et al. 2014), and differentiation of
rare cell types (Montoro et al., 2018). It has also provided us novel insight
of the dynamics of single cells, e.g. of the immune cells (Li et al., 2019;
Sade-Feldman et al., 2018). The complex immune system constitutes largely
of the white blood cells and it evolves continuously in order to eliminate the
pathogens and the cancerous cells that have invaded our bodies (Tortora and
Derrickson, 2013c). However, our understanding of the immune system and
its functions is still incomplete. For example, it has been discovered that the
immune system is capable of attacking against the cancer cells but during
this process some of the immune cells become exhausted and loose their cyto-
toxic power. Therefore, the cancer cells are capable of evading the attack by
the immune system (Weinberg, 2006). If we knew more about the dynamics
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CHAPTER 1. INTRODUCTION 2

of the immune cells and the directionality of the transitions between differ-
ent cell states, we potentially could aid the immune system and enhance its
killing power against the cancer cells.

Typically, the conventional trajectory inference tools order the single cells
from a so called root cell to the most differentiated cell to model the differen-
tiation path of the cells (Saelens et al., 2019). However, these trajectory in-
ference tools often lack the information of the directionality of the transitions
between cell states. To tackle this issue, La Manno et al. (2018) developed
a tool that provides us the needed directionality information. They discov-
ered that intronic reads correspond to the unspliced precursor messenger
RNA (pre-mRNA), while the exonic reads correspond to the spliced mRNA.
Therefore, they validated that the abundance of the spliced mRNA reflects
the current state of the cell, while the future state of the cell can be predicted
using the abundance of the unspliced pre-mRNA. With this approach, we are
now capable of inferring the developmental trajectories with the direction-
ality information even though scRNA-seq provides us only a static snapshot
of all the processes and functions that are going on within the cells.

Currently, the number of tools that can be utilised to analyse scRNA-
seq data is over 600 (Zappia et al., 2018), while a year ago it was still less
than 400. The number is growing rapidly, as new ways to utilise and analyse
the scRNA-seq data are been discovered continually. These numerous tools
concentrate on different stages of processing and analysing the scRNA-seq
data. Some of the tools concentrate on processing the raw data, while the
others focus on analysing the preprocessed data and performing either cell
or gene level analyses.

Here, we propose a new tool that can be utilised to analyse scRNA-seq
data and especially the differentiation trajectories of the single cells. Our
new method relies on a theory of RNA velocities that La Manno et al. (2018)
has developed, but the novelty of our method is to utilise a deep generative
model to analyse the RNA velocities. First, we utilise variational autoen-
coders (VAEs) to project the cells to a low-dimensional space, e.g. to a
2-dimensional space for the purpose of visualisation. Second, we take ad-
vantage of ordinary differential equations (ODEs) to infer the differentiation
trajectories in this low-dimensional space. To assess the performance of our
new method, we apply it on two scRNA-seq data sets and compare the results
to other comparable tools and to the current knowledge of the development
of the studied tissues.

With our method, we obtain rather promising results, as the resulting
differentiation trajectories for the both data sets are close to what would
be expected based on literature. Compared to the other existing tools, an
advantage of our method is that it is possible to select any single cell from



CHAPTER 1. INTRODUCTION 3

the data set and study its individual differentiation path instead of just
considering the data set as a whole. This allows us to artificially intervene
the functions of a cell and thereafter study whether this perturbation induced
a behavioural change on the differentiation of this single cell. Even though
most of the results were promising, we faced some difficulties in optimising
our model for both of the data sets, as some of the obtained trajectories were
incomplete or ambiguous. Therefore, this method should aimed to be further
developed and improved to become a widely applicable tool for analysing the
differentiation trajectories of single cells.

In this thesis, we will first get a short recap of molecular biology of the cell
in Chapter 2, before diving into the world of single-cell RNA sequencing: in
Chapter 3, we will discover how the scRNA-seq measurements are typically
performed, while in Chapter 4 we concentrate on how to analyse scRNA-seq
data. In Chapter 5, we will move from the biological perspective to more
computational part of this thesis, as we will learn about neural networks
and variational autoencoders. Finally, in Chapter 6 we will present our new
method and its implementation to analyse scRNA-seq data and especially
the dynamics of the single cells. In Chapter 7, we will explain the performed
experiments and utilised data sets before continuing with the results in Chap-
ter 8. Chapters 9 and 10 will finalise this thesis with some discussions and
future prospects of our method.



Chapter 2

Gene Expression

Cell is the basic functional and structural unit of any living organism. In
eukaryotes, it consists of a cell membrane, a cytoplasm comprising all the
cytosolic organelles, and a nucleus (Alberts et al. 2015, Chapter 1). In the
nucleus, the genetic information is stored in a large molecule called deoxiri-
bonucleic acid (DNA). The functional units of the DNA molecule are called
genes. Genes carry all the instructions to characterise the cell and the whole
organism. All cells, expect gametes, of an organism contain same genetic in-
formation even though the functions of different cells may vary. This genetic
information is utilised through a process called gene expression.

This Chapter describes the process of gene expression, starting from the
chemical structure of DNA in Section 2.1, which follows Chapter 4 of Alberts
et al. (2015). Sections 2.2 and 2.3 describe how cells use the genetic infor-
mation to synthesise proteins that have various functions in the organism.
Sections 2.2 and 2.3 follow Chapter 6 of Alberts et al. (2015).

2.1 Structure and Function of DNA

DNA consists of two long polynucleotide chains composed of four types of
nucleotide subunits. Each nucleotide consists of a sugar molecule called de-
oxyribose, a phosphoric acid and a base from which the last varies between
the four nucleotides: the possible bases are adenine (A), cytosine (C), gua-
nine (G) and thymine (T). The two DNA chains run antiparallel to each
other and hydrogen bonds between two bases of opposite nucleotides hold
the two chains together forming a double helix structure. The pairing of the
opposite bases is highly specific: the hydrogen bond can be formed between
one purine (adenine or guanine) and one pyrimidine (thymine and cytosine)
so that A pairs always with T and C pairs with G. This pairing is called

4



CHAPTER 2. GENE EXPRESSION 5

complementary base-pairing and it provides most energetically favourable
arrangement in the interior of the double helix.

The way in which the nucleotides are linked together gives the DNA
strand its chemical polarity. Sugar and phosphate molecules together com-
prise a backbone of the DNA chain which alternates from sugar to phosphate
that are covalently attached to each other. The varying base is attached to
this backbone via a sugar molecule. This backbone gives DNA strand its
directionality: at the one end of the strand there exists an unbound phos-
phate group and at the other end an unbound hydroxyl group of the sugar
molecule. The unbound phosphate is attached to the 5th carbon of the sugar
molecule and the unbound hydroxyl group is attached to the 3rd carbon of
the sugar. Hence, the ends of the DNA strand are named as 5’ and 3’ ends,
correspondingly.

The two complementary bases can form a bond within the DNA double
helix only if the two opposite strands are in an antiparallel orientation, i.e.
the polar ends of the two strands orient to opposite directions. Thanks to the
antiparallel orientation and the complementary base pairing, the nucleotide
sequence of one strand is exactly complementary to the sequence of the other
strand. Figure 2.1a illustrates the structure of the DNA molecule.

In eukaryotes, the immensely long DNA molecule is located in the rela-
tively small cell nucleus. To fit in the nucleus the double stranded DNA helix
is first enfolded around histone proteins to constitute nucleosomes and then
further folded to form a chromatin fibre. This tightly packed fibre is coiled
and condensed to form chromosomes. Each human cell, excluding gametes,
contains 23 pairs of chromosomes comprising its genome.

The primary purpose of the DNA molecule is to pass the genetic infor-
mation, i.e. all the genes, to the offspring. A gene is defined as a segment of
the DNA molecule that either encodes a specific protein or a group of sim-
ilar proteins, or it can also synthesise a functional ribonucleic acid (RNA)
molecule as a final product. Hence, the genetic information determines the
repertoire of all the proteins and RNA molecules that the cell can possibly
synthesise. Genes amount to only a small proportion of the whole genome
and thus, most of the DNA sequence is non-coding intergenic DNA.

2.2 From DNA to RNA

Protein synthesis is a process where the genetic information is expressed in
a form of proteins or RNA molecules. It includes two steps: transcription
and translation. When the cell needs a particular protein or RNA molecule,
transcription is initiated to copy the specific region of DNA, i.e. the gene,
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into RNA. If the final product is a protein, RNA is further translated into
an amino acid chain and folded into a functional protein. The highly com-
plex regulative machinery orchestrates the expression of different genes and
thus dictates which genes are transcribed when and where. This regulatory
machinery enables existence of a variety of different cell types.

In transcription, the DNA double helix is opened around the specific
gene and one of the DNA strands acts as a template for the synthesis of
the RNA molecule. The RNA chain is determined by complementary base
pairing between incoming nucleotides and the DNA template: C pairs with
G and vice versa, A pairs with T and a base called uracil (U), which replaces
thymine in RNA, pairs with A. The structure of the RNA molecule is similar
to the one of DNA, but the sugar molecule is now ribose and whereas DNA
appears only double-stranded, RNA is single-stranded.

In eukaryotes, the RNA transcript must be modified before transport-
ing it outside the cell nucleus, into cytoplasm as messenger-RNA (mRNA).
While the RNA molecule is still being transcribed, the first modification of
precursor-mRNA (pre-mRNA) is already initiated: the 5’ end of the new
RNA molecule is processed via insertion of a cap. The cap contains a methyl
group, which signals the cell that the newly generated RNA is mRNA, i.e.
protein coding RNA.

Eukaryotic genes contain two types of sequences: expressed sequences
(i.e. exons) and intervening sequences (i.e. introns). Both exons and introns
are transcribed into pre-mRNA, but introns, i.e. the non-coding sequences,
are removed through a process called RNA splicing. The exons are then
assembled together back to the original order. However, it is also possible
to switch the order of the exons or even modify the combination of included
exons. This phenomenon is called alternative splicing. Due to alternative
splicing, one gene can encode multiple proteins increasing significantly the
biodiversity of proteins that can be encoded from the genome (Fig 2.1c).

Finally, the 3’ end of the pre-mRNA is enriched with an insertion of
a poly-A tail: multiple adenine nucleotides are attached to the 3’ end of
the newly synthesised RNA maturing the RNA molecule. Once mature,
mRNA is transported from nucleus into the cytoplasm. Hence, studying
gene expression and RNA levels within cells, one can compare the functions
of different tissues and cell types, while whole genome provides knowledge of
an organism as whole.
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(a) Modified from Alberts et al. (2015,
p. 177)

(b) Alberts et al. (2015, p. 315)

(c) (Cornell, 2016)

Figure 2.1: a) DNA consists of two complementary polynucleotide strands.
A nucleotide consists of a sugar, a phosphate, and a base (A, T, C, or G).
b) In eukaryotes, DNA is transcribed into pre-mRNA, which is processed
before transporting outside nucleus. In cytoplasm, mRNA is translated into
a protein. c) Intronic regions of pre-mRNA are removed in a process called
splicing. As a result of alternative splicing, one gene can encode multiple
different proteins.

2.3 From RNA to Protein

In the cytoplasm, mRNA is translated into an amino acid chain. In tran-
scription, one nucleotide in the template DNA encodes one nucleotide into
the RNA, but in translation, three consecutive nucleotides, i.e. one codon,
encodes one amino acid. In this fashion, the genetic code in DNA and RNA
can be translated into a chemically and structurally different form, i.e. to
amino acid chain.
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After translation, the amino acid chain is folded into a three dimensional
structure and may be further modified by some deletions or additions. Fi-
nally, the fully functional protein is either positioned within the cell or ex-
ported into the extracellular matrix. Figure 2.1b is an illustration of the
whole protein synthesis starting from the double stranded DNA and ending
with the final product, i.e. the fully functional protein.



Chapter 3

Single-cell RNA sequencing

RNA sequencing (RNA-seq) is a technique for measuring the abundance
of mRNAs per gene in a biological sample describing a static snapshot of
continuous biological processes. The traditional RNA-seq, i.e. bulk RNA-seq,
assumes that the whole sample constitutes of a homogeneous tissue and hence
is able to detect only an average expression signal over all the sampled cells.
Therefore, bulk RNA-seq can be utilised to analyse transcriptome differences
between samples, e.g. between disease and control, but it is unable to capture
the heterogeneity of the cell population. For example, blood and cancer are
both very heterogeneous tissues and when studying them with bulk RNA-seq,
the versatility of the sample cannot be explored. Additionally, even similar
cell types can differ in gene expression (e.g. different cell states) (Hwang
et al., 2018).

To detect this heterogeneity, single-cell RNA sequencing (scRNA-seq)
needs to be employed. In scRNA-seq the cells are isolated from the sample
and analysed independently, allowing us to perform cell-to-cell transcriptome
comparison. scRNA-seq allows us to study gene expression at an exception-
ally high resolution and therefore has substantially reinforced our under-
standing of biological systems. For example, scRNA-seq has enabled discov-
ery and analysis of rare cell populations, e.g. circulating tumor cells, and has
provided insight in cell differentiation trajectories, e.g. in early embryo, and
in gene regulatory networks (Haque et al., 2017; Shapiro et al., 2013).

Nowadays, there are multiple methodologies for extracting single-cell RNA-
sequencing data, but in general, they all constitute of 4 steps, i.e. (1) single-
cell isolation and lysis, (2) reverse transcription, (3) cDNA amplification, and
(4) library preparation (Hedlund and Deng, 2018), after which the protocol
continues with sequencing and data analysis (Luecken and Theis, 2019). In
this Chapter, we will explain shortly the four steps of scRNA-seq procedure
and in Chapter 4, we will concentrate more in analysing scRNA-seq data.

9



CHAPTER 3. SINGLE-CELL RNA SEQUENCING 10

3.1 Single-cell Isolation and Lysis

The first step in the single-cell RNA-sequencing procedure is to free cells
from the extracellular matrix of the biopsy and loosen the cell-cell adhesions
(Hedlund and Deng, 2018; Shapiro et al., 2013). Typically, this is done
enzymatically and thus is one of the main challenges in the scRNA-seq, since
the treatment may affect cell’s viability and transcriptome. The enzymatic
treatment can also result in a bias towards easily dissociated and resilient
cell types (Hedlund and Deng, 2018; Kolodziejczyk et al., 2015). In solid
tissues, the cell-cell adhesions and communication between neighbouring cells
maintain the cellular states and hence, the removal of all the communication
may also initiate a rapid artefactual transcriptomic change. The isolation
of hematopoietic cells and lymphoid tissue, however, is more straightforward
thanks to their detached nature or loose adherence to the extracellular matrix
and other cells (Haque et al., 2017).

Most well established isolation techniques are fluoresence-activated cell
sorting (FACS), microfluidics platforms, and microdroplet-based isolation.
All of these techniques can be considered high-throughput when comparing
to more conventional methods (Kolodziejczyk et al., 2015; Shapiro et al.,
2013).

FACS (Bonner et al., 1972) is a specialised type of flow cytometry and
enables both single-cell isolation and sorting (Fig 3.1b). The flow of the cell
suspension within a narrow funnel isolates the cells from each other, while
the single cells are sorted based on either fluorescent antibody tagging or the
light-scattering properties of the cells. FACS has high level of accuracy but
it requires monoclonal antibodies and a large sample as a starting material,
increasing reagent costs and decreasing the detection of rare cell subpopula-
tions (Hwang et al., 2018; Shapiro et al., 2013).

Microfluidic technology has gained popularity due to its many advantages
compared to the conventional single-cell isolation techniques. Microfluidic
chip can be designed to multiple single-cell manipulation tasks, e.g. single-
cell isolation, sorting, and stimulation (Luo et al., 2019), and the nanolitre-
sized volumes reduce the risk of external contamination (Hwang et al., 2018).
Microfluidic technologies provide higher throughput with lower volumes, re-
ducing reagent costs and improving accuracy (Shapiro et al., 2013). On the
other hand, some of these techniques are limited to samples with rather ho-
mogeneous cell size and the capture efficiency for sticky and non-spherical
cells is low (Kolodziejczyk et al., 2015). To overcome the challenge with
varying cell sizes, the microwell chips (Fig 3.1b) can used instead (Hedlund
and Deng, 2018).

Microdroplet-based microfluidics is one of the promising single-cell isola-
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(a) Modified from Haque
et al. (2017).

(b) Modified from Hedlund and Deng (2018).

(c) Modified from Hwang et al. (2018).

Figure 3.1: a) scRNA-seq protocol starts with single-cell isolation (1) and
lysis (2) after which poly(T) primers are employed to capture poly(A) mR-
NAs (3) for reverse transcription (4). cDNAs are amplified (5) and each cell
is tagged with a unique barcode (6). Finally, cDNAs are pooled to com-
prise a sequencing library (7) for sequencing. b) FACS, microwell chip and
microdroplets are commonly used single-cell isolation techniques. c) Use of
UMIs in microdroplets-based protocol: after lysing the cell mRNAs attach
to poly(T) primers for reverse transcription. Cell barcodes aid to trace back
the cell of origin and counting of UMIs reveals the number of transcripts per
gene expressed within a cell.

tion techniques (Luo et al., 2019). It requires two immiscible fluids to form
monodispersion of aqueous droplets containing a single cell in a continuous
oil phase (Fig 3.1b). Droplet-based microfluidics is a high-throughput single-
cell isolation method, which requires lower fluids volume compared to other
microfluidic chambers and hence, allows screening of up to millions of cells
at reduced cost. After single-cell isolation and potential sorting, the cells
are lysed in a hypotonic buffer liberating mRNAs for reverse transcription
(Hwang et al., 2018).
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3.2 Reverse Transcription

Most of the scRNA-seq techniques take advantage of poly(T) priming to
capture polyadenylated (poly(A)) mRNAs for reverse transcription (Haque
et al., 2017). Once the mRNA has attached to the primer, reverse transcrip-
tion from RNA to complementary DNA (cDNA) can begin. The first strand
is typically synthesised using an engineered version of the Moloney murine
leukemia virus (M-MLV) reverse transcriptase (Hwang et al., 2018). The sec-
ond strand can be synthesised either using poly(A) tailing (Sasagawa et al.,
2013; Tang et al., 2009), which provides only partial reverse transcription,
or using template-switching mechanism (Islam et al., 2011; Zhu et al., 2001),
which in turn provides full-length transcripts. The latter can be considered
superior to poly(A) tailing when investigating e.g. allele-specific expression
or alternative splicing as they require full-length transcript coverage (Hwang
et al., 2018; Kolodziejczyk et al., 2015).

One of the challenges in scRNA-seq is the low mRNA capture efficiency:
it is estimated that only 10-40% of poly-adenylated mRNAs are captured,
reverse transcribed to cDNA and amplified (Islam et al., 2013; Wu et al.,
2013) and thus, majority of the mRNAs is lost from the downstream analysis.
Due to these dropout events, some genes may be truly expressed at low levels
but are not detected by the current scRNA-seq methods leading to high
technical noise (Haque et al., 2017; Kolodziejczyk et al., 2015). However,
Svensson (2020) states that in droplet-based techniques the proportion of
dropouts is low and hence, the overabundance of zeros would actually be
indicative of biological variation.

Recently, many researchers have incorporated use of cell barcodes and
unique molecular identifiers (UMIs) in the reverse transcription step to reduce
amplification bias: thanks to the cell barcodes and the UMIs, each transcript
can be assigned to its original cell improving the quantitative precision when
counting the number of transcripts per gene per cell (Fu et al., 2011; Hug
and Schuler, 2003). Figure 3.1c illustrates the use of UMIs in microdroplet-
based scRNA-seq method. Each droplet contains one cell along with a bead.
The bead is coated with DNA oligos, which are composed of four nucleotide
segments: between a PCR handle, which lies next to the bead, and the
poly(T) tail at the outer end reside the cell barcode and the UMI. The cell
barcodes are identical for every oligo coating one individual bead, whereas
the UMIs vary between oligos. Therefore, the cell barcode helps to trace
back the cell of origin for each transcript, whereas the UMI is utilised when
counting the transcripts per gene (AlJanahi et al., 2018).
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3.3 cDNA Amplification

The synthesised minute amount of cDNA can be amplified either by poly-
merase chain reaction (PCR) or in vitro transcription (IVT). PCR is a very
common approach and amplifies DNA exponentially. However, this expo-
nential growth can potentially skew the representation of gene expression
profiles towards shorter and less G-C rich amplicons (Hedlund and Deng,
2018). IVT, on the other hand, amplifies DNA linearly. It is a time consum-
ing method, because it requires an additional reverse transcription, which
may in turn lead to 3’ coverage biases (Hwang et al., 2018; Kolodziejczyk
et al., 2015).

3.4 Library Preparation and Sequencing

The last step prior to sequencing is to prepare the sequencing library by
multiplexing the samples. This cell barcoding allows large number of cells
to be pooled and sequenced simultaneously. In some protocols, cellular
barcoding is performed already earlier in the protocol (e.g. when utilis-
ing UMIs), whereas in others it is done during the library preparation step
(Kolodziejczyk et al., 2015). Finally, the pooled cDNAs are fragmented to
short reads (Hedlund and Deng, 2018) to comprise a sequencing library and
is followed by next-generation sequencing.

Figure 3.1a demonstrates the whole scRNA-seq protocol explained in this
Chapter starting from single-cell isolation and going through lysis, poly(T)
priming, reverse transcription, cDNA amplification, and library preparation,
and finishing with sequencing of the reads.



Chapter 4

Analysis of scRNA-seq Data

Next-generation sequencing machines provide raw read data, which requires
numerous processing steps before obtaining the final results. Nowadays, there
are hundreds of analysis tools available, but in general, the preprocessing
steps include quality control of the raw reads and the sequencing libraries,
read alignment to reference genome or transcriptome, normalisation and scal-
ing, data correction, dimensionality reduction, and visualisation, after which
the gene and cell level analyses can be performed (Luecken and Theis, 2019).
Often, this procedure needs to be performed step by step with varying tools,
but nowadays, there are also some tools, e.g. scVI (Lopez et al., 2018), that
takes normalisation, data correction, dimensionality reduction, and visuali-
sation into account within the statistical model. Hence, the only required
preprocessing steps are the read alignment and the quality control.

Due to the research question or the biology of the sample, some of the
preprocessing steps may not be required or if performed, may even produce
spurious effects. For example, statistical comparison of the expression profiles
between cells can be performed after read alignment and quality control
without a need for further processing and correction the data (Luecken and
Theis, 2019). Even though this analysis pipeline is well established, the
workflow can be considered rather heuristic as many of the steps require
user-defined thresholds and assumptions of the underlying processes.

4.1 From Raw Data to Count Data

The main purpose of this processing step is to produce a count matrix from
the raw sequencing data. This matrix indicates the number of reads found
within one cell for each gene and is the main source of data for any further
analysis (Luecken and Theis, 2019).

14
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As stated in Chapter 3, the mRNA reads are typically tagged with a
cell barcode and potentially also with a UMI and hence, the first step is to
demultiplex the raw sequencing data, i.e. to remove all the barcode sequences
from the reads and assign reads to the cells and mRNA molecules of origin
(Luecken and Theis, 2019). Additionally, any other adapter sequences should
be removed from the reads and poor quality bases should be excluded from
the downstream analysis (Hwang et al., 2018).

To quantify the gene expression level, reads are aligned to a reference
genome or transcriptome in order to annotate each read with its gene of
origin (Nguyen et al., 2018). Alignment can be done using tools as for bulk
RNA data, e.g. Burrows-Wheeler Aligner (BWA; Li and Durbin, 2009) and
Spliced Transcripts Alignment to a Reference (STAR; Dobin et al. 2012).

After alignment, reads are allocated either exonic, intronic, exon-intron
spanning, or intergenic features using transcriptome annotation. A read is
defined to be exonic or intronic if it is fully aligned with an exon or an intron,
respectively. A read is defined to be spanning, if it falls partly on exonic and
partly on intronic sequence and thus, it is spanning the exon-intron boundary.
Intergenic reads fall into the genome between genes (Fig 4.1a). Traditionally,
only exonic reads are considered and counted when forming the count matrix
for downstream analysis (Anders et al., 2014; Hwang et al., 2018). However,
recently it has been shown that intronic and spanning reads can be useful
when predicting future states of the cells and hence at times, also the number
of intronic and spanning reads needs to be assessed (La Manno et al., 2018).

4.2 Pre-processing and Visualisation of the

Count Data

4.2.1 Quality Control

Single-cell RNA sequencing data is prone to many technical artefacts arising
from single-cell isolation, library preparation, and sequencing procedure. For
example, in droplet-based isolation method, douplets, i.e. when two or more
cells are enclosed in one droplet, may result in a substantial number of tran-
scripts for one cell barcode whereas cell death and premature cell rupture
may lead to poor capture efficiency and hence to a small number of tran-
scripts per cell barcode. Hence, poor quality libraries need to be discarded
from the downstream analysis. (AlJanahi et al., 2018; Luecken and Theis,
2019)

Typical quality control metrics are the total number of transcripts per cell
(i.e. count depth), the number of expressed genes per cell, and the fraction
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of counts from mitochonrial genes per cell (Ilicic et al., 2016). Unexpectedly
high count depth and number of expressed genes are indicative of douplets,
whereas relatively low count depth and number of genes expressed suggest for
a premature lysis resulting a leakage of mRNAs. This, in turn, leads to mR-
NAs from mitochondrial genes being captured in relatively high abundances
(Luecken and Theis, 2019)

These three quality control metrics should be considered jointly to ensure
that the underlying biological signal is not misunderstood. For example, cells
with low count depth or number of genes expressed can be quiescent cells
whereas cells with high count depth may be large in size or cancer cells.
Hence, it is important to understand the nature of the studied cell popula-
tions when setting the quality control metrics thresholds to filter out only
technical variation and not true biological variation. (Luecken and Theis,
2019)

In addition to verifying the quality of each library, it is possible to perform
quality control for genes. Raw count matrices typically contain some tens of
thousands of genes, some of which are expressed at very low level over the
whole data. These genes are not considered informative regarding the cellular
heterogeneity and hence can be filtered out speeding up the computational
process. However, setting the threshold for the number of cells expressing a
specific gene is again crucial: if rare cell populations are of interest, it can
be difficult to detect those cell types if genes that are primarily expressed in
those cells are excluded from the analysis. (Luecken and Theis, 2019)

4.2.2 Normalisation and Scaling

The obtained gene expression matrix of the raw counts is extremely sparse
due to both technical and biological effects, for example due to dropouts
during the reverse transcription and due to true fluctuation in gene expres-
sion, respectively (Nguyen et al., 2018). Also, the count depth can vary
between identical cells due to technical variation in mRNA capture, reverse
transcription and sequencing. Hence, the data needs to be normalised to rep-
resent more truthful relative gene expression abundances between cells. The
challenge is to retain the biological cell-to-cell variability while eliminating
technical noise (Luecken and Theis, 2019).

The most common normalisation method for single-cell data is CPM
(counts per million) normalisation, also called as count depth scaling. This
method utilises size factor that is proportional to the count depth for each
cell. Some variations of CPM scale the size factor by different factors of 10.
CPM normalisation assumes equal count depth across all cells and hence, any
variation in the count depth is assumed to arise only from technical variation
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and not from biological variation (Luecken and Theis, 2019). This assump-
tion can be problematic if the sample is highly heterogeneous in cell size and
mRNA abundance and hence, more sophisticated methods have been devel-
oped, for example scran (Lun et al., 2016), BASiCS (Vallejos et al., 2015),
SAMstrt (Katayama et al., 2013), and SCnorm (Bacher et al., 2016).

In addition to the cell counts normalisation, it is possible to scale gene
counts to make them comparable by scaling gene counts to zero mean and
unit variance. This scaling results that all the genes are weighted equally in
the downstream analysis and therefore some biological information may be
lost. Currently, there is no consensus whether gene count scaling should be
performed or not. (Luecken and Theis, 2019)

Final step in the normalisation procedure is to log(x+1)-transform the
data in order to better mimic normal distribution, because many downstream
analysis tools assume normality (Luecken and Theis, 2019). However, log-
transformation can introduce some spurious effects in data, if the normalisa-
tion size factor distributions vary significantly between tested groups (Lun,
2018).

4.2.3 Data Correction

Normalisation and scaling aim to remove technical and biological noise, but
typically, they are not enough to exclude all the unwanted variation and
hence, data correction is needed. Data correction tackles both technical and
biological source of variation, such as batch effect, dropout and cell cycle
genes. However, regressing out biological variation is only recommended
when studying developmental trajectories (Luecken and Theis, 2019).

Correction of biological covariates means that a particular biological sig-
nal of interest is regressed out from the data. This typically denotes removal
of the cell cycle related variation in the transcriptome (Luecken and Theis,
2019) and is performed by a simple linear regression against a computed cell
cycle score as in Seurat (Butler et al., 2018) and Scanpy (Wolf et al., 2018)
or by utilisation of more complex mixture models (Buettner et al., 2017).
These methods can also be used for regressing out other known biological
signals, such as mitochondrial gene expression or variation in lymphocyte
receptors. However, correcting one process may have an effect on another
signal as biological processes within cells do not function in isolation from
each other (Luecken and Theis, 2019).

Batch effect is often unavoidable technical variation in the data caused
by handling of the cells in distinct groups, e.g. different chips or sequencing
lanes, and it needs to be removed for valid sample-to-sample comparison.
However, with careful experiment design, by for example utilising cellular
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barcodes, batch effects can be in many circumstances avoided. Normalisa-
tion and scaling are able to mitigate the batch effect, but typically they are
not powerful enough to fully polish the data. Multiple methods have been
developed to tackle this issue (Luecken and Theis, 2019). For example, Com-
Bat is an empirical Bayes approach to remove batch effects (Johnson et al.,
2006), whereas scVI is a deep neural networks-based method (Lopez et al.,
2018). Figure 4.1c demonstrates the batch effect on the data and the batch
corrected data with UMAP visualisation.

The cell-specific bias is notably caused by dropout events, which are also
the main cause of sparsity in the data. A few studies (e.g. Huang et al.
2018, Lopez et al. 2018, and van Dijk et al. 2017) have aimed to replace the
excess zeros with appropriate expression values to denoise the data. When
performing denoising, user should be cautious when inferring the results,
because of the risk of over- or under-denoising the data and the difficulty of
assessing whether the imputation was successful or not (Luecken and Theis,
2019).

4.2.4 Dimensionality Reduction and Visualisation

Single-cell RNA-sequencing data is very high dimensional and commonly
lacks cell type information. To identify different cell types, dimensional-
ity reduction, visualisation, clustering, and marker genes are typically used
(Luecken and Theis, 2019). To reduce the computational burden and the
noise in the data, dimensionality of the data can be reduced by focusing only
on the most informative features. This is typically done by keeping only
genes that explain most of the variability in the data, i.e. by finding highly
variable genes (HVGs; Brennecke et al. 2013). HVGs can be defined to be
those genes that have highest variance-to-mean ratio. In some applications,
genes are binned by their mean expression, and the genes that have highest
variance-to-mean ratio in each bin are selected as HVGs (Butler et al., 2018;
Wolf et al., 2018). Practical number of HVGs is a few thousands and the
exact choice of the number does not seem to have a strong influence on the
downstream results (Luecken and Theis, 2019).

After reducing the number of genes, the data is still very high-dimensional
and needs to be projected into a lower-dimensional space for visualisation
and other downstream analyses that require a more compact description of
the data. Principle component analysis (PCA; Pearson, 1901), t-Distributed
stochastic neighbour embedding (t-SNE; van der Maaten and Hinton, 2008)
and Uniform Manifold Approximation and Projection (UMAP; McInnes et al.,
2018) are commonly used techniques for dimensionality reduction and visu-
alisation (Luecken and Theis, 2019). PCA is a relatively simple unsupervised



CHAPTER 4. ANALYSIS OF SCRNA-SEQ DATA 19

(a) (b) (Becht et al., 2018)

(c) (Luecken and Theis, 2019)

Figure 4.1: a) Mapping reads to certain features. Gray rectangle indicates
the read. b) t-SNE separates some of the cell populations, i.e. CD8 T cells, γδ
T cells and contaminating cells (including B cells), into two distinct clusters
more commonly than UMAP. Points are coloured based on cell types. c)
UMAP visualisation of mouse intestinal epithelium data (Haber et al., 2017)
with batch effect (left side) and with batch correction (right side). Single
cells (each dot) are colour coded based on cell subtypes of mouse intestinal
epithelium.

linear dimensionality reduction algorithm. It transforms genes into uncor-
related principle components (PCs) and ranks them in descending order so
that the first PC explains the greatest possible variance in the data. The low
ranked PCs have barely any impact in explaining the variance in the data
and hence, it is profitable to utilise only the top ranked PCs in the down-
stream analysis (Abdi and Williams, 2010). The number of PCs to use, can
be determined for example with an elbow plot (Luecken and Theis, 2019).

t-SNE and UMAP are typically applied on the significant PCs obtained
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from PCA. t-SNE is a nonlinear machine learning algorithm that retains lo-
cal structures well but may be misleading when considering the global struc-
ture. Therefore, the algorithm may overestimate the differences between cell
identities (Wattenberg et al., 2016). t-SNE is based on computing a proba-
bility distribution over two data points both in the high-dimensional space
and in the low-dimensional space. To obtain an optimal low-dimensional
representation, t-SNE attempts to minimise the difference between the two
conditional probabilities by minimising the sum of Kullback-Leibler (KL) di-
vergence. Due to the stochastic nature of t-SNE, the algorithm may give
rise to different solutions for consecutive runs (van der Maaten and Hinton,
2008).

UMAP is constructed from a theoretical framework based on algebraic
topology and it assumes that the data is uniformly distributed on some low-
dimensional locally connected Riemannian manifold. After constructing a
fuzzy topological representation of the data, the low dimensional representa-
tion is optimised measuring cross entropy between two topological represen-
tations (McInnes et al., 2018). Nowadays, UMAP is considered superior to
t-SNE as it preserves better the global structure of the data (Fig 4.1b) and
is able to reduce computational load (Becht et al., 2018). Furthermore, it
can project new data points without refitting the projection (McInnes et al.,
2018).

4.3 Cell Level Analysis

Cell level analysis aims to explain the heterogeneity of the scRNA-seq data
via clustering and comparison of the expression profiles of different clusters.
The crucial step in this procedure is to annotate each cell to a specific cell type
or state. Typically, this is based on predefined marker genes (Luecken and
Theis, 2019), but unfortunately, only few reliable marker genes are know for
any given cell type (Hwang et al., 2018). In addition to studying the static
nature of the scRNA-seq data, it is possible to inspect the cell’s dynamic
processes via trajectory inference (Luecken and Theis, 2019).

4.3.1 Clustering

The objective of scRNA-seq is typically to identify and characterise cell pop-
ulations, i.e. to cluster cells based on their cell identities. This can be
performed by comparing the gene expression profiles and defining their sim-
ilarity via distance matrices, e.g. Euclidean distances. Most commonly used
unsupervised clustering techniques are clustering algorithms, e.g. k -means
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clustering, and community detection methods, e.g. K -Nearest Neighbour
graph (KNN graph). Both of these methods are often applied on the low-
dimensional data obtained from PCA or other projection method. (Andrews
and Hemberg, 2018; Luecken and Theis, 2019)

Clustering algorithms assign cells to clusters by minimising intracluster
distances or by finding dense regions in the lower-dimensional space (Luecken
and Theis, 2019). k -means clustering algorithm defines k cluster centroids
and assigns cells to the clusters with a nearest cluster centroid. The algorithm
then optimises the centroid positions iteratively (MacQueen, 1967). The
drawback of this clustering algorithm is that the number of clusters needs to
be predefined and it assumes roughly equally sized round clusters (Andrews
and Hemberg, 2018).

Community detection methods are based in representing the data as a
graph and hence, they are also called as graph clustering methods (Luecken
and Theis, 2019). In KNN algorithm, each cell is considered as a single node
and it is connected to K nearest nodes, i.e. to K most similar cells. The sim-
ilarity of the cells is typically defined using Euclidean distances on the PCA
reduced data. The advantage of the community detection methods is that
the algorithm needs to consider only neighbouring cells when constructing
the clusters. This reduces significantly the search space for possible clus-
ters and hence, KNN performs the task faster and can process larger sample
sizes than the clustering algorithms (Cover and Hart, 1967; Fix and Hodges,
1951). Currently, a modularity optimisation based algorithm, i.e. Louvain
algorithm, is considered as a best practice for clustering single-cell datasets
(Duò et al., 2018; Freytag et al., 2018). It constructs KNN graphs and then
compares the density of edges within and between communities. If a group
of cells has more edges within the group than what would be expected, it is
indicative of a cluster (Blondel et al., 2008).

4.3.2 Cell Type Identification

After obtaining the clusters, their biological meaning needs to be assessed.
Typically, it is considered that each cluster represents a distinct cell type, but
due to the heuristic nature of the clustering algorithms or insufficient quality
control, the clustering can e.g. be based on cell states or noise (Andrews and
Hemberg, 2018; Luecken and Theis, 2019). Furthermore, the concept of cell
types is still poorly defined as the similarity of the cells to identify them as a
same cell type is not specified precisely enough (Kolodziejczyk et al., 2015).

The cluster annotation is typically performed based on marker genes
and comparison of the gene expression profiles to literature and reference
databases. The marker genes can be determined via differential expression
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analysis: which genes are upregulated in a cluster compared to the rest of the
data. For example, Wilcoxon rank-sum test and the t-test can be applied to
find the genes that vary the most in expression between the two groups. The
top-ranked genes are considered as marker genes. Finally, the clusters can
be annotated to specific cell types or states by comparing the marker genes
from the dataset to the known marker genes (Luecken and Theis, 2019).

4.3.3 Trajectory Inference

Cells, even senescent cells, are active and dynamic compartments comprising
of multiple simultaneous biological process. Even though scRNA-seq provides
only a snapshot of these continuous processes, we can study the cell dynamics
with trajectory analysis. It aims to find paths through the cells so that the
change in the expression profile is minimal between consecutive cells. Hence,
in trajectory inference, the cells are ordered along a pseudotime from the
so called root cell to the most differentiated cells. This approach allows
us to examine for example differentiation, embryogenesis and pathogenesis
(Luecken and Theis, 2019; Nguyen et al., 2018).

The main differences between various trajectory inference methods are
whether the topology of the trajectory is fixed, what kind of topologies they
can infer, and which dimensionality reduction method is utilised. Addition-
ally, some of the methods require prior knowledge of the data, e.g. a start
cell (weak prior) or cell clusters (strong prior). Saelens et al. (2019) carried
out a comprehensive comparison of single-cell trajectory inference tools and
declared that PAGA (Wolf et al., 2019), Slingshot (Street et al., 2018), and
SCORPIUS (Cannoodt et al., 2016) seem to perform best in overall com-
parison. However, the studied data set and assumptions of the underlying
biological process must be take into account when considering which tool to
utilise.

4.3.4 RNA Velocities

Even though the pseudotime trajectory inference has elucidated the contin-
uous cellular processes (e.g. Chu et al. 2016; Habib et al. 2016; Shin et al.
2015; Zhao et al. 2017), it lacks the information of the path’s directionality.
A recently published approach, RNA velocity (La Manno et al., 2018), is able
to tackle this issue. It is based on a theory that the abundance of the spliced
mRNA reflects the current state of the cell and with the unspliced mRNA
abundance we are capable of computing the RNA velocity and therefore the
future state of the cell. RNA velocity of each gene is defined to be the time
derivative of the current gene expression profile.
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La Manno et al. (2018) model the transcriptional dynamics of single cells
independently for each gene with basic reaction kinetics

du(t)

dt
= α(t)− β(t)u(t) (4.3.1)

ds(t)

dt
= β(t)u(t)− γ(t)s(t), (4.3.2)

where s and u are size-normalised abundances of spliced and unspliced mR-
NAs, respectively, α is the transcription rate, β is the splicing rate of the un-
spliced mRNA, and γ is the degradation rate of the spliced mRNA (Fig 4.2b).
However, the transcriptional parameters are unknown and hence needs to be
estimated based on the data set. To simplify the model and make it identifi-
able, the original approach assumes that the transcription rate α is constant

and the splicing rate β is 1. Furthermore, either the RNA velocity v =
ds(t)

dt
or the number of unspliced molecules u(t) is assumed to be constant. The
parameter γ can then be fitted using linear regression or extreme quantiles,
which can be justified by assuming that some cells are in a steady state. In
contrast to this simplified model, a more recent approach, i.e. scVelo (Bergen
et al., 2019), aims to solve full dynamics of transcription and splicing based
on the data and also declares to have more robust estimation of γ.

When considering the simplified model, RNA velocity can be simply com-
puted as given in Equation 4.3.3. Finally, the future gene expression state of
each cell can be computed as in Equation 4.3.4, where s0 represents the initial
state of the cell, i.e. the spliced mRNA count. With the high-dimensional
velocity vector, the future states of the cells can be predicted in a timescale
of hours.

v = u− γs (4.3.3)

s(t) = s0 + vt (4.3.4)

Figure 4.2a shows the RNA velocity field of the developing mouse hip-
pocampus cells on the t-SNE projection. The field indicates a strong flux
towards the tips of the branches, i.e. to astrocytes, oligodendrocyte precur-
sors (OPCs), dentate gyrus granule neurons, and the pyrimidal neurons (the
subiculum, CA1, CA2, CA3, and CA4). The flow seems to originate from the
radial glia cells, which are in fact known to act as precursor cells for virtually
all cortical cells (Malatesta et al., 2003).
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(a) Modified from La Manno et al. (2018).

(b) Bergen et al. (2019)

Figure 4.2: a) The RNA velocity field of hippocampus cells projected using
t-SNE. The velocity field flows from the precursor cells towards the tips of
the branches. b) A theoretical model of the dynamics of transcription.

4.4 Gene Level Analysis

Typical gene level analyses for scRNA-seq data are differential gene ex-
pression tests, gene set analyses and gene regulatory network constructions
(Hwang et al., 2018). Differential expression analysis aims to discover whether
some genes are differentially expressed, i.e. either up- or downregulated, be-
tween two conditions, typically between diseased and control (Scholtens and
von Heydebreck, 2005). There are multiple scRNA-seq specific methods (e.g.
Finak et al. 2015; Kharchenko et al. 2014; Satija et al. 2015; Trapnell et al.
2014), but it appears that the bulk RNA-seq based methods can perform
comparably well (Soneson and Robinson, 2018). DESeq2 (Love et al., 2014)
and EdgeR (Robinson et al., 2009) can even outperform their single-cell coun-
terparts when gene weights are applied to model scRNA-seq more precisely
(Van den Berge et al., 2018). Also, a recently published, deep learning-based
tool scVI (Lopez et al., 2018) seems to provide comparable results.

Differential gene expression analysis may give rise to thousands of genes



CHAPTER 4. ANALYSIS OF SCRNA-SEQ DATA 25

that may be up- or downregulated between diseased and control individuals.
Gene set analysis facilitates the analysis of the differentially expressed genes
by grouping differentially expressed genes based on their involvement in bi-
ological processes. Therefore, it is possible to compare whether one gene set
is enriched compared to the other gene sets. (Luecken and Theis, 2019)

The expression of genes is regulated by other genes constructing a highly
complex gene regulatory network (GRN). GRN inference methods aim to
discover these interactions and the causal regulatory relationships. These
analyses can be performed by utilising co-expression-based (e.g. measuring
correlation), model-based (e.g. Bayesian networks) or information theory-
based (e.g. measuring mutual information) methods (Hwang et al., 2018).
However, the construction of the gene regulatory networks in scRNA-seq
data has been difficult and unfortunately, both bulk RNA-seq and scRNA-
seq based methods perform rather poorly in this task (Chen and Mar, 2018).



Chapter 5

Variational Autoencoders

In a past few years, variational autoencoders (VAEs) have gained popularity
in encoding the data into a lower-dimensional space, but also in generating
new data similar to the original one. VAEs are based on neural networks and
hence, we start this Chapter with a short introduction to the world of neural
networks (Sec. 5.1). Thereafter in Section 5.2, we will concentrate more in the
model of the variational autoencoders and explain the mathematics behind
them. To end up with, we will present an application that utilises VAEs to
analyse single-cell RNA-sequencing data (Sec. 5.3).

5.1 Neural Networks

The concept of artificial neural networks originate from a theory of a percep-
tron (Rosenblatt, 1958) (Fig 5.1a), which is an algorithm for binary classifi-
cation. Perceptron takes a vector x as an input with the parameter vector w
and the bias term and feeds the weighted sum to the activation function, i.e.
to a heaviside step function, yielding a class y as an output (Eq. 5.1.1, where
f is the activation function and w0 indicates the bias term). Hence, a percep-
tron consist of an input and an output layer and one hidden node in between.
When increasing the number of hidden layers, we obtain a multilayer percep-
tron, which is architecturally similar to neural networks (Fig 5.1b). However,
the activation function in neural networks is not restricted to a step function,
enabling the use of continuous nonlinearities (Bishop, 2011).

y = f

(
m∑
i=1

wixi

)
=


1 if

m∑
i=1

wixi > 0

0 otherwise

(5.1.1)

26
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(a) (Nicholson, 2019) (b) (Bhatia, 2018)

Figure 5.1: a) Graphical illustration of a perceptron. The bias term is indi-
cated with the input 1 and the weight w0. Inside the hidden node, the inputs
are summed up with the corresponding weights and passed to the activation
function. b) An example architecture of a neural network. The number of
hidden layers and the nodes in them is arbitrary.

Neural networks can learn an unknown function f(x) = y between the
input x and the output y assuming they are related. During the learning
process the data is fed forward through the network and the output is com-
pared to the target value using a loss function. Modern neural network soft-
ware implementations utilise reverse automatic differentiation (Linnainmaa,
1970), i.e. backpropagation, to compute the gradient of the loss function
with respect to network parameters w. The gradient then informs us how
the parameters should be adjusted. This process is repeated until the error
reaches its minimum, i.e. it converges (Bishop, 2011).

Neural networks can be applied to supervised, semi-supervised, or un-
supervised tasks. Classification, for example, is supervised learning as the
labels of the input are known and the network aims to categorise the inputs
to correct classes. Clustering, on the other hand, is an example of an unsu-
pervised learning: the labels are unknown and hence, the algorithm aims to
cluster the inputs based on similar patterns in the data (Duda et al., 2001).

Nowadays, there exist a large variety of different architectures for neural
networks aiming to solve different tasks. For example, convolutional neural
networks (Bishop, 2011) are typically applied to image data (e.g. Krizhevsky
et al. 2012; Lawrence et al. 1997), whereas recurrent neural networks are
useful in speech recognition (Graves et al., 2013). Autoencoders (Rumelhart
et al., 1986), in turn, aim to learn a representation of the data in lower
dimensions and reconstruct the data from the reduced space back to the high-
dimensional space (Baldi, 2012). Variational autoencoders (VAEs; Kingma



CHAPTER 5. VARIATIONAL AUTOENCODERS 28

and Welling 2013; Rezende et al. 2014) are similar to traditional autoencoders
but assume a certain underlying probability distribution and attempt to find
the parameters of the distribution. In addition, VAE is a generative model
as it is able to generate new data similar to the original one. For example,
VAEs have been used to generate fictional face images (e.g. Hou et al. 2016).
VAEs will be discussed with more details in the next section.

5.2 Variational Autoencoders

Variational autoencoders were invented by Kingma and Welling (2013) and
Rezende et al. (2014) as an unsupervised machine learning technique. VAEs
assume that the original data has a certain underlying probability distribu-
tion and attempts to learn the parameters of this distribution. Due to the
generative nature of VAEs, they are able to generate new data similar to the
original one. Hence, VAEs serve similar purpose as generative adversarial
networks (GANs; Goodfellow et al. 2014) even though they function rather
differently.

The traditional autoencoders (Goodfellow et al., 2016a) encode the data
x from the high-dimensional feature space into a lower-dimensional space,
typically with two or three dimensions, and then decode the latent variable
z back to the original space (Fig 5.2). Due to the dimensionality reduction,
some information is lost and hence, the encoder network needs to learn the
most important features of the data to obtain a meaningful latent represen-
tation of the data so that the decoder network is able to reconstruct the
data with high accuracy. The architectures of the encoder and the decoder
networks can be similar as in Figure 5.1. Autoencoders are typically used
either to visualise data in lower dimensions or to remove noise from the data.

In contrast to traditional autoencoders, variational autoencoders model
the latent representation z as a random variable (Kingma and Welling, 2019).
It is modelled in a Bayesian manner by defining a prior pθ(z) and likelihood
pθ(x|z) of the data given its latent representation. Together, these comprise
the joint distribution

pθ(x, z) = pθ(z)pθ(x|z), (5.2.1)

which corresponds to the generative model of the data. The likelihood func-
tion pθ(x|z) is parameterised using a decoder network (Fig 5.2).

Based on the Bayes’ theorem (Gelman et al., 2013), the posterior distri-
bution of the latent variable z can be written as
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qφ(z |x ) pθ(x |z )

z ∼ qφ(z |x )

Figure 5.2: Autoencoder on the left side and variational autoencoder on
the right side. Autoencoder encodes the input directly to the latent space,
whereas variational autoencoder obtains the parameters of the latent distri-
bution for sampling the latent variables. Modified from RenNom (2018).

pθ(z|x) =
pθ(x|z)pθ(z)

pθ(x)
=
pθ(x|z)pθ(z)∫
pθ(x, z)dz

. (5.2.2)

However, the true posterior distribution pθ(z|x) is intractable because of
the marginal likelihood (also known as model evidence) pθ(x): to solve the
denominator, we would need to integrate over all the possible configurations
of the latent variable z (Kingma and Welling, 2019). Unfortunately, the inte-
gral does not have any analytic solution nor an efficient estimator. Therefore,
in VAEs the encoder, i.e the inference model, endeavours to approximate the
true posterior with a more simple distribution qφ(z|x) (Fig 5.2), i.e.

pθ(z|x) ≈ qφ(z|x). (5.2.3)

5.2.1 Evidence Lower Bound

In VAEs, the aim is to learn the parameters θ so that the probability distri-
bution function given by the model, pθ(x), approximates the true underlying
probability distribution of the data. Therefore, the objective is to maximise
the log marginal likelihood, i.e. log pθ(x), to optimise the encoder-decoder
pair (Kingma and Welling, 2019).

Starting from the log marginal likelihood of the data (Eq.5.2.4), we yield
the equation of the evidence lower bound (ELBO; Eq 5.2.9), i.e. the lower
bound of the log marginal likelihood. The Jensen’s inequality f (E [X]) ≥
E [f (X)] (Jensen, 1906) is applied in Equation 5.2.7.
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log pθ(x) = log

∫
pθ(x, z)dz (5.2.4)

= log

∫
pθ(x, z)

qφ(z|x)

qφ(z|x)
dz (5.2.5)

= log

(
Eqφ(z|x)

pθ(x, z)

qφ(z|x)

)
(5.2.6)

≥ Eqφ(z|x)
[
log

pθ(x, z)

qφ(z|x)

]
(5.2.7)

= Eqφ(z|x)
[
log

pθ(x|z)pθ(z)

qφ(z|x)

]
(5.2.8)

= Eqφ(z|x) [log pθ(x|z)] + Eqφ(z|x)
[
log

pθ(z)

qφ(z|x)

]
(5.2.9)

= Lθ,φ(x) (5.2.10)

On the other hand, starting from the Kullback-Leibler divergence (KL;
Kullback and Leibler 1951) of the approximate posterior and the true poste-
rior (Eq 5.2.11), we yield the ELBO deducted from the log marginal likelihood
(Eq 5.2.17). The Bayes’ theorem (Eq 5.2.2) is applied to Equation 5.2.13 and
the last term in Equation 5.2.16 is obtained as

∫
qφ(z|x)dz = 1.

DKL (qφ(z|x)||pθ(z|x)) (5.2.11)

=

∫
qφ(z|x) log

qφ(z|x)

pθ(z|x)
dz (5.2.12)

= −
∫
qφ(z|x) log

pθ(z|x)

qφ(z|x)
dz (5.2.13)

= −
∫
qφ(z|x) log

pθ(x|z)pθ(z)

pθ(x)qφ(z|x)
dz (5.2.14)

= −
∫
qφ(z|x) log pθ(x|z)dz−

∫
qφ(z|x) log

pθ(z)

qφ(z|x)
dz

+

∫
qφ(z|x) log pθ(x)dz (5.2.15)

= −Eqφ(z|x) [log pθ(x|z)]− Eqφ(z|x)
[
log

pθ(z)

qφ(z|x)

]
+ log pθ(x) (5.2.16)

= −Lθ,φ(x) + log pθ(x) (5.2.17)
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By rearranging Equation 5.2.17, we obtain a decomposition of the marginal
likelihood, i.e.

log pθ(x) = Lθ,φ(x) +DKL (qφ(z|x)||pθ(z|x)) . (5.2.18)

Kullback-Leibler divergence is always non-negative yielding the ELBO
being the lower bound of the logarithm of the evidence. Therefore, maximis-
ing the ELBO with respect to the parameters θ and φ will also minimise the
KL divergence between the approximate and the true posteriors (Kingma
and Welling, 2019).

By applying the definition of KL divergence to the equation of the ELBO
(Eq 5.2.19), we obtain the negative loss function (Eq 5.2.20) that is utilised
virtually in any variational method (Kingma and Welling, 2019). The first
term in ELBO is the expected log-likelihood with respect to the inference
model, i.e. the reconstruction loss of the generative model. This term is
responsible for improving the performance of the decoder network. The sec-
ond term, i.e. the Kullback-Leibler divergence, is a regulariser. It drives the
encoder to approximate the true posterior better by measuring how much
information is lost when encoding the high-dimensional data into the low-
dimensional latent space.

Lθ,φ(x) = Eqφ(z|x) [log pθ(x|z)] + Eqφ(z|x)
[
log

pθ(z)

qφ(z|x)

]
(5.2.19)

= Eqφ(z|x) [log pθ(x|z)]−DKL (qφ(z|x)||pθ(z)) (5.2.20)

Both of the terms in Equation 5.2.20 involve integrals and hence are
intractable. The KL divergence, however, can be computed if both of the
distributions are for example Gaussians, but the likelihood term needs to be
always evaluated using Monte Carlo methods (Kingma and Welling, 2019),
i.e.

Eqφ(z|x) [log pθ(x|z)] =

∫
qφ(z|x) log pθ(x|z)dz

≈ 1

L

L∑
l=1

log pθ(x|z(l)), (5.2.21)
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where z(l) is a sample drawn from the inference distribution qφ(z|x) (Fig 5.2).
Typically, L is set to 1. Now, the equations of the ELBO can be rewritten as

Lφ,θ(x) ≈ 1

L

L∑
l=1

log pθ(x|z(l))−DKL (qφ(z|x)||pθ(z)) . (5.2.22)

5.2.2 Reparameterisation Trick

The encoder-decoder network is trained jointly and usually optimised using
stochastic gradient-based optimisation methods to maximise the ELBO with
respect to the inference model parameters φ and the generative model param-
eters θ (Eq 5.2.23). However, the first term is not differentiable, because it is
affected by the variational parameters φ through the random latent variable
z ∼ qφ(z|x) (Kingma and Welling, 2019). The KL divergence is differentiable
if the two distributions are assumed to be Gaussians.

∇φ,θLφ,θ(x) = ∇φ,θ

(
1

L

L∑
l=1

log pθ(x|z(l))

)
−∇φ,θ (DKL (qφ(z|x)||pθ(z))) (5.2.23)

To be able to backpropagate the gradients through the latent variable z,
we need to perform a reparameterisation trick (Fig 5.3; Kingma and Welling
2019), where the randomness of the latent variable z is externalised to noise
ε. Instead of drawing the latent variable z from the encoder distribution
qφ(z|x), the noise is drawn for example from a Gaussian distribution, i.e.
ε ∼ N (0, I), and the latent variable z is yielded through a deterministic and
differentiable function g(φ,x, ε), i.e.

z = g(φ,x, ε) = µ+ σ � ε, (5.2.24)

where µ and σ are the mean and the standard deviation, respectively, yielded
from the inference model qφ(z|x). In consequence, the variable z(l) in the
Monte Carlo estimation (Eq. 5.2.21) is now computed analytically as z(l) =
µ+σ�ε(l), where ε(l) is a noise sample drawn from the Gaussian distribution.
Thanks to the reparaterisation trick, the gradients of the ELBO can now be
computed analytically and backpropagated through the latent space z with
respect to variational parameters φ.
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Figure 5.3: Reparameterisation trick. The gradients cannot be backpropa-
gated through a so called random node z (on the left side) and therefore,
in reparemetrisation trick (on the right side), the randomness is externalised
to noise ε and the latent variable z can be now defined deterministically
allowing the backpropagation through z and computation of the gradients
∇φf .

5.2.3 Training and Optimisation

The trainable parameters in variational autoencoders are the neural network
parameters (i.e. the weights and the biases) φ and θ of the encoder and
the decoder, respectively. The aim of the training process is to tune these
parameters so that the reconstruction error and the error in the approxi-
mate inference distribution are minimized. As stated, in VAEs this equals
to maximising the evidence lower bound (Kingma and Welling, 2019). The
training procedure of a VAE is described in Algorithm 1. To begin with, the
data is fed through the encoder-decoder network to first represent the data
in the latent space via reparameterisation trick and then the latent variable
z is reconstructed back to the original space. The total loss is computed as a
combination of the reconstruction loss and the Kullback-Leibler divergence.
Finally, the gradients are computed with respect to the parameters φ and
θ and based on the gradients, the values of these parameters are updated.
This is repeated until the ELBO reaches the global maximum.

The neural network parameters are optimised using gradient descent
(Bertsekas, 1997; Cauchy, 1847) algorithm. After each training epoch, the
model is updated along the gradient towards the minimum error value. When
using the stochastic gradient descent (SGD), the model is updated after each
data point, which can be time consuming for large datasets (Goodfellow et al.,
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Algorithm 1 Training VAE

1: Initialise parameters φ and θ
2: while φ and θ not converged do
3: µ, σ ← Encoderφ(x)
4: ε ∼ N (0, I) . Sample noise
5: z ← µ+ σ � ε . Reparameterisation trick
6: xr ← Decoderθ(z)
7: Rec Loss ← Gaussian Log-Likelihood(xr, x) . Reconstruction loss
8: KL div ← DKL(N (µ,σ2)||N (0, I)) . Kullback-Leibler divergence
9: Lφ,θ(x) ← Rec Loss - KL div . Combine losses

10: Gradients ← ∇φ,θLφ,θ(x)
11: Update φ and θ based on gradients

12: return φ, θ

2016b). A variation of the SGD is a minibatch gradient descent, where the
dataset X with N data points is divided into random minibatches. A mini-
batch XM = {x(i)}Mi=1 is obtained via drawing randomly M datapoints from
the full dataset X. In this approach, the error and the gradients are computed
for each minibatch according to Equation 5.2.25 and the model is updated
after each minibatch (Goodfellow et al., 2016b; Kingma and Welling, 2013).
The minibatch gradient descent is superior to SGD as it is computationally
more efficient and is potentially able to avoid local minima.

Lφ,θ(X) ' LMφ,θ(XM) =
N

M

M∑
i=1

Lφ,θ(x(i)) (5.2.25)

The challenge in learning the optimal values for φ and θ is that the objec-
tive function is typically non-convex, i.e. it has multiple optima, but only one
of which is the global optimum. Hence, the gradient descent can get stuck
in a local optimum. Also, the magnitude of the learning rate of the gradi-
ent descent can be crucial, as a too small step size may increase the time
required until convergence, whereas with a too big step size the objective
function might never converge. Fortunately, with an adaptive learning rate,
it is possible to mitigate both of these problems (Goodfellow et al., 2016b).

Overfitting is a challenge virtually in all machine learning tasks. To re-
duce overfitting in neural networks, batch normalisation and dropout can
be utilised to improve the generalisation error. Typically, the data is nor-
malised before passing it to the neural network. However, only the first
hidden layer gains from the normalisation as the data evolves while passing
through the network. In batch normalisation, the output of the previous acti-
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vation layer is normalised by subtracting the batch mean and dividing by the
batch standard deviation. Therefore, each layer benefits from the normalisa-
tion making each layer independent from other layers and allowing them to
learn by themselves (Goodfellow et al., 2016b). While batch normalisation
modifies the data, dropout regularisation modifies the network architecture
as it randomly ignores some nodes. Thus, learning becomes more noisy and
the model turns out to be more robust (Goodfellow et al., 2016c).

5.3 scVI

Single-cell Variational Inference (scVI; Lopez et al., 2018) is a VAE-based
tool designed for analysing scRNA-seq data. It takes raw expression data
with g genes and n cells as an input and uses nonlinear transformation to
map the data into a low-dimensional Gaussian latent vector z (Eq. 5.3.1).
The latent vector can be utilised to cluster and visualise the data in lower
dimensions in a similar manner as in t-SNE (van der Maaten and Hinton,
2008) and UMAP (McInnes et al., 2018).

The generative model decodes the latent vector back to the original space
by estimating the posterior parameters of a zero-inflated negative binomial
(ZINB) distribution for each gene in each cell. ZINB distribution can be
represented as a mixture of Bernoulli and negative binomial distributions
(Agarwal et al., 2002), which in turn, can be divided into Gamma and Poisson
distributions (Karlis and Xekalaki, 2007), where the Poisson rate is a random
variable from the Gamma distribution (Eq. 5.3.4-5.3.7).

As stated in Section 4.2.3, batch effects can skew the scRNA-seq results
if not removed properly. scVI is able to tackle this issue by taking the batch
annotation sn as an input alongside with the expression data to perform
batch correction. The generative model also takes into account the cell-
specific scaling factor ln, whose prior is parameterised by the mean lµ and
the variance lσ of the true library size in logarithmic scale (Eq. 5.3.2). The
cell-specific scaling is necessary to account for the technical variation due to
differences in capture efficiency and sequencing depth.

In the scVI model, fw and fh are neural networks of the generative model.
fh models the expected dropout rate, whereas fw decodes intermediate values
ρn (Eq. 5.3.3), which can be considered as expected frequencies: fw estimates
how big proportion of all the transcripts within a cell originate from a gene
g. This percentage can be utilised in differential expression analysis, but also
when multiplied by the estimated library size, in computing the expected
read counts for data imputation. Figure 5.4 is a graphical illustration of the
scVI model described here.
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Figure 5.4: A graphical illustration of the scVI model. Raw expression data x
with batch annotation sn is passed through the encoder to obtain the latent
representation z. scVI can be utilised for clustering, visualisation, batch
removal, data imputation, and differential gene expression analysis (Lopez
et al., 2018).

zn ∼ Normal(0, I) (5.3.1)

ln ∼ log normal(lµ, l
2
σ) (5.3.2)

ρn = fw(zn, sn) (5.3.3)

wng ∼ Gamma(ρgnθ) (5.3.4)

yng ∼ Poisson(lnwng) (5.3.5)

hng ∼ Bernoulli(f gh(zn, sn)) (5.3.6)

xng =

{
yng if hng = 0

0 otherwise
(5.3.7)

The advantage of scVI compared to other existing scRNA-seq analysing
tools is that it is an all-in-one model, which can be utilised for multiple pur-
poses starting from the raw counts, ensuring consistency and interpretabil-
ity. Also, some of the current methods (e.g. PCA) assume that a gen-
eralised linear model can be exploited to encode the data precisely into a
low-dimensional space, which is not necessarily justified. Finally, the current
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data sets can contain hundreds of thousands of cells or even more (Regev
et al., 2017) and the analysis of these big data sets need to be efficient. scVI
can scale up to 1 million cells, whereas many other methods can process only
tens of thousands of cells (Lopez et al., 2018).



Chapter 6

Modelling Latent Single-cell
Dynamics

In Chapters 4 and 5, we introduced various methods to analyse single-cell
RNA-sequencing data, specifically, Velocyto (La Manno et al., 2018) and
scVelo (Bergen et al., 2019) to model the dynamics of single cells, and scVI
(Lopez et al., 2018) to represent single cells in the latent space using VAEs.
In this Chapter, we introduce a new method to model the dynamics of single
cells in the latent space. The idea of this method lies largely on the afore-
mentioned methods, as it aims to combine their assets while enhancing the
modelling of the latent dynamics.

As stated in Section 4.3.4, the current state of a cell can be expressed by
the number of spliced mRNA molecules within the cell, whereas the future
state of the cell in a small time scale can be predicted using RNA velocities
(La Manno et al., 2018). If we define the time increment T to be 1 and assume
that the transcription, splicing and degradation happen in a constant rate,
the RNA velocity of each gene is

v = u− γs, (6.0.1)

where u and s are the unspliced and spliced counts, respectively, and γ is the
degradation rate of the spliced mRNAs. The future state of the cell is hence

s(t) = s0 + v, (6.0.2)

where s0 is the initial state of the cell, i.e. the spliced count. Our method
takes advantage of the RNA velocities to compute the high-dimensional ex-
trapolated gene expression profiles for each cell.

38
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x0 xT

z0 zT

Inference model qφ(z0, zT |x0)

Generative model pθ(x0,xT |z0, zT )

Figure 6.1: Overview of the model: the inference model includes encoding
the current cell states x0 into the latent space and driving the system there
forward, whereas the generative model decodes both of the latent variables,
i.e. z = (z0, zT ), back to the original high-dimensional space.

However, both of the Velocyto (La Manno et al., 2018) and scVelo (Bergen
et al., 2019) tools rely on correlation matrices and transition probabilities
when inferring the latent dynamics on a predefined latent representation
of the current gene expression profiles. Instead of using correlation matrices
and transition probabilities, we utilise variational autoencoders to project the
single cells into the latent space and ordinary differential equations (ODEs)
to infer the latent dynamics. The aim is to learn a vector field that would
indicate the differentiation trajectories in the latent space.

6.1 Model

We expect to have a high-dimensional observation x = (x0,xT ), where x0

represents the current gene expression state of a cell and xT represents the
future gene expression state given by the velocity estimations after a small
time increment T . Both x0 and xT are expected to be size-normalised and
log(x + 1) transformed. We expect that x contains N independent and
identically distributed observations with G genes.

We assume that the current gene expression profiles x0 can be encoded
into a D dimensional latent space, i.e. to z0, using neural networks and in
the latent space there exists an unknown function fφ that drives the cells
towards the future latent states zT . Therefore, the inference model equals to
determining the latent cell states z0 and the extrapolated latent cell states zT
given the high-dimensional current gene expression profiles x0. The genera-
tive model, thereafter, decodes both the current and the extrapolated states
back to the original high-dimensional gene expression space given the latent
representations z0 and zT , respectively. This approach is demonstrated in
Figure 6.1.
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6.1.1 Inference Model

As in all VAEs, the true posterior pφ(z|x) of the inference model is intractable
and hence, it needs to be approximated with qφ(z|x) (Eq. 6.1.1). Given the
model definition, the approximated posterior distribution is parameterised
as in Equations 6.1.2-6.1.3.

pθ(z|x) ≈ qφ(z|x) (6.1.1)

= qφ(z0, zT |x0) (6.1.2)

= qφ(z0|x0)qφ(zT |x0) (6.1.3)

The first term, i.e. qφ(z0|x0) represents the encoder network as it outputs
the mean (µenc) and the variance (σ2

enc) of the latent Gaussian distribution,
i.e.

µenc, logσ2
enc = Encoderφ(x0) (6.1.4)

qφ(z0|x0) = N (z0|µenc,σ2
enc). (6.1.5)

The second term of the inference model, i.e. qφ(zT |x0), represents the
posterior distribution of the future cell states after a small time step T along
the vector field. We know that qφ(z0|x0) is inherently Gaussian, but qφ(zT |x0)
is, in general, non-Gaussian when fφ is nonlinear. To estimate this density,
we can take advantage of instantaneous change of variables (Chen et al.,
2018)

∂ log p(z(t))

∂t
= −Tr

(
∂fφ
∂z(t)

)
, (6.1.6)

where z(t) is a finite continuous random variable and fφ is an unknown
function that is uniformly Lipschitz continuous in z. This function defines
the latent vector field and hence describes the latent dynamics of the cells
through an ordinary differential equation

dz(t)

dt
= fφ(z(t)). (6.1.7)

The instantaneous change of variables provides us that when moving
along the vector field, the total change in the log-density is as given in Equa-
tion 6.1.8 (Grathwohl et al., 2018), where z0 is solved by going backwards
along the vector field fφ from time point T to time point 0 (Eq. 6.1.9).



CHAPTER 6. MODELLING LATENT SINGLE-CELL DYNAMICS 41

Latent space

Data space

x0 xT

.

T

qφ(z0|x0) qφ(zT |x0)

fφ

x0 xT

. .

T

qφ(z0|x0) qφ(zT |x0)

fφ

Figure 6.2: When moving forward in the latent space along the field fφ, the
density might not remain Gaussian (left), but if we expect that the time
increment T is small enough, we can thereby approximate the density with
a Gaussian distribution (right).

log qφ(zT |x0) = logN (z0|µenc,σ2
enc)−

∫ T

0

Tr

(
∂fφ
∂z(t)

)
dt (6.1.8)

z0 = zT −
∫ T

0

fφ(z(t))dt. (6.1.9)

Nonetheless, it is demanding to implement the computation of the trace
(Eq. 6.1.8) and therefore, we approximate that the distribution remains
Gaussian when moving along the vector field a small time step T (Fig 6.2).
Now, the estimation of the posterior density becomes rather simple (Eq. 6.1.10),
as we obtain the mean µT of the distribution by integrating the unknown
function fφ (Eq. 6.1.11), and assume that the variance remains unaltered,
i.e. the variance equals to σ2

enc.

qφ(zT |x0) ≈ N (zT |µT ,σ2
enc) (6.1.10)

µT = µenc +

∫ T

0

fφ(z(t))dt (6.1.11)
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Now, we have obtained the full definition of the inference model, i.e.

qφ(z|x) = N (z0|µenc,σ2
enc)N (zT |µT ,σ2

enc). (6.1.12)

6.1.2 Generative Model

The generative model of our method is largely similar to the one of any
other VAE: the latent observations are reconstructed back to the original
space using a decoder network. Here, both the current and the extrapolated
latent cell states, i.e. z0 and zT , respectively, are decoded back to the high-
dimensional gene expression space x (Fig. 6.1).

The generative model of our method is parameterised as shown in Equa-
tion 6.1.14. Both of the conditional distributions are Gaussian distribution
(Eq. 6.1.15), where the mean value (µdec) is obtained from the decoder net-
work (Eq. 6.1.16) and σ2 a gene specific variance.

pθ(x|z) = pθ(x0,xT |z0, zT ) (6.1.13)

= pθ(x0|z0)pθ(xT |zT ) (6.1.14)

pθ(x|z) = N (x|µdec, diag(σ2)) (6.1.15)

µdec = Decoderθ(z) (6.1.16)

6.2 ELBO

As defined in Chapter 5, in VAEs the aim is to maximise the evidence lower
bound with respect to the parameters φ and θ of the neural networks, i.e.

Lφ,θ(x) = Eqφ(z|x)[log pθ(x|z)]−DKL (qφ(z|x)||pθ(z)) , (6.2.1)

where the first, i.e. the log-likelihood, term is the expectation of the gener-
ative model with respect to the inference model and the second term corre-
sponds to the Kullback-Leibler divergence between the approximate posterior
of the inference model and the prior of the generative model. The likelihood
term can be estimated with Monte Carlo approximation, and we can derive
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that the Kullback-Leibler divergence is actually a combination of two simpler
KL divergences, i.e.

DKL(qφ(z|x)||pθ(z)) (6.2.2)

= DKL(qφ(z0, zT |x0,xT )||pθ(z0, zT )) (6.2.3)

= DKL(qφ(z0|x0)qφ(zT |x0)||pθ(z0)pθ(zT )) (6.2.4)

=

∫ ∫
qφ(z0|x0)qφ(zT |x0) log

qφ(z0|x0)qφ(zT |x0)

pθ(z0)pθ(zT )
dz0dzT (6.2.5)

=

∫ ∫
qφ(z0|x0)qφ(zT |x0)

[
log

qφ(z0|x0)

pθ(z0)
+ log

qφ(zT |x0)

pθ(zT )

]
dz0dzT (6.2.6)

=

∫
qφ(z0|x0) log

qφ(z0|x0)

pθ(z0)
dz0

∫
qφ(zT |x0)dzT︸ ︷︷ ︸

=1

+

∫
qφ(zT |x0) log

qφ(zT |x0)

pθ(zT )
dzT

∫
qφ(z0|x0)dz0︸ ︷︷ ︸

=1

(6.2.7)

=

∫
qφ(z0|x0) log

qφ(z0|x0)

pθ(z0)
dz0 +

∫
qφ(zT |x0) log

qφ(zT |x0)

pθ(zT )
dzT (6.2.8)

= DKL(qφ(z0|x0)||pθ(z0)) +DKL(qφ(zT |x0)||pθ(zT )). (6.2.9)

The first term corresponds to KL divergence between the posterior and
the prior of the current cell state, whereas the second term is between the
posterior and the prior of the extrapolated cell state. Both of these terms are
now tractable, as both of them are KL divergences between two multivariate
Gaussian distributions: the first term innately and the second term due to
the Gaussian approximation when inferring the latent dynamics (Eq. 6.1.10).
Now, we can rewrite the evidence lower bound of as

Lφ,θ(x) = Eqφ(z|x)[log pθ(x|z)]−DKL(qφ(z0|x0)||pθ(z0))

−DKL(qφ(zT |x0)||pθ(zT )). (6.2.10)
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The likelihood term of the ELBO can be approximated as

Eqφ(z|x)[log pθ(x|z)] =

∫
qφ(z|x) log pθ(x|z)dz

≈ 1

L

L∑
l=1

log pθ(x|z(l)), (6.2.11)

where z(l) = (z
(l)
0 , z

(l)
T ), is a sample drawn from the qφ(z|x) distribution.

The sample is drawn in two steps: first, we draw a sample z
(l)
0 from the

Gaussian distribution qφ(z0|x0) and second, we compute z
(l)
T based on Equa-

tion 6.2.12. In this way, we obtain a sample z(l) that is drawn from the
distribution qφ(z|x) = qφ(z0|x0)qφ(zT |z0). This parameterisation of the in-
ference distribution is utilised here even though elsewhere we have defined it
as qφ(z|x) = qφ(z0|x0)qφ(zT |x0).

z
(l)
T = z

(l)
0 +

∫ T

0

fφ(z(t))dt (6.2.12)

6.3 Implementation

The overview of the implementation of our method is shown in Figure 6.3.
The size-normalised and log(x + 1) transformed spliced data is first fed
through the encoder network to acquire the latent representation of the cur-
rent cell states. The latent dynamics are then inferred using ordinary dif-
ferential equations and solved using the torchdiffeq (Chen et al., 2018) tool.
The function fφ is parameterised by another neural network. Finally, both
of the latent variables are reconstructed back to the original gene expression
space using decoder networks.

Simple systems with small number of cells may function well with a latent
space with only two dimensions, but more complex systems may require a
higher number of latent dimensions to infer precisely the differentiation tra-
jectories. Depending on the dimensionality of the latent space, the latent rep-
resentation and the dynamics can either be visualised directly or through one
more dimensionality reduction, using e.g. PCA (Pearson, 1901) or UMAP
(McInnes et al., 2018). As stated in Section 4.2.4, these dimensionality re-
duction techniques are capable of preserving the global structure of the data
rather well when embedding the single cells from the high-dimensional space
to 2-dimensional space.
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Inference Model Generative Model

...
...

...
...

...

NN1

qφ(z0|x0)

ODE Solve(fφ=NN2, z0, t)

qφ(zT |x0)

NN3

pθ(xT |zT )

NN3

pθ(x0|z0)

xn×G0 zn×D0 zn×DT xn×GT xn×G0

Normalised
spliced data

Current
latent

cell state

Extrapolated
latent

cell state

Reconstructed cur-
rent and extrap-
olated cell states

Figure 6.3: Overview of the implementation of our method. Within the
inference model, the current cell states x0 are encoded into the latent space
from where the extrapolated latent cell states zT are solved using ODEs.
In the generative model, both of the latent variables are reconstructed back
to the original space x = (x0,xT ). The current latent cell states z0 can
be utilised to visualise the single cells in lower dimensions (top right figure,
simulated data), whereas the vector fields (bottom right figure) are defined
with the differential function fφ. NN: neural network.

The neural networks of our method can be trained and optimised either
in parallel or in succession. This means that it is possible to first train only
the encoder-decoder pair that positions the cells in the latent space. This
equals to training a traditional variational autoencoder. After this, the neural
network that learns the vector field is optimised. On the other hand, in some
cases, it can be more practical to train and optimise all the neural networks
at the same time, i.e. to learn the latent representation of the cells and
the vector field simultaneously. Hence, there exists 3 different modes to be
utilised for different purposes when training and optimising this VAE-based
modelling of single-cell dynamics.
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Experiments

To assess the performance of our new method, we applied it on two single-
cell RNA-sequencing data sets: first, to the chromaffin differentiation data
set by Furlan et al. (2017) (E12.5 data set), and second, to the pancreatic
endocrinogenesis data set by Bastidas-Ponce et al. (2019) (E15.5 data set).
Both of these data sets are derived from mice and are ideal for validating the
performance of modelling the latent dynamics and the direction of differen-
tiation as the differentiation trajectories of these tissues have already been
established. To benchmark the performance of our new method, we also ap-
plied Velocyto (La Manno et al., 2018) and scVelo (Bergen et al., 2019) on
these data sets.

7.1 Data

7.1.1 Chromaffin Differentiation

Adrenal medulla is the inner part of the adrenal gland and constitutes of chro-
maffin cells, which play a significant role in regulating the autonomic nervous
system by realising hormones, including noradrenaline and adrenaline (Tor-
tora and Derrickson, 2013b). During embryonic development, the adrenergic
chromaffin cells arise from peripheral glial cells, called Schwann cell precur-
sors (SCPs) (Fig 7.1a), whereas the sympathetic neurons, i.e. the sympa-
thoblasts, originate from different progenitor cells (Furlan et al., 2017).

The E12.5 data set of developing adrenal medulla by Furlan et al. (2017)
contains altogether 384 single cells that are divided into 5 cell types or cell
subtypes. The distinct cell types are SCPs, chromaffin cells and sympa-
thoblasts. Additionally, the data set contains two cell subtypes, which corre-
spond to intermediate cell states between the SCPs and the chromaffin cells.

46
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Together, these two subtypes are known as a differentiation bridge. The
raw Smart-seq2 (Picelli et al., 2013) data of E12.5 data set could be utilised
via read alignment, annotation and counting, but here we utilise predefined
count matrices of the spliced and unspliced reads computed and provided by
La Manno et al. (2018).

7.1.2 Pancreatic Endocrinogenesis

The pancreas is a heterocrine gland, as it has both endocrine and exocrine
functions, i.e. it secretes hormones to e.g. regulate blood sugar levels,
but it also secretes pancreatic juice to participate in food digestion (Tor-
tora and Derrickson, 2013b). The endocrine tissue of the pancreas (also
known as islets of Langerhans) is composed of 5 different cell types, i.e.
glucagon-secreting α-cells, insulin-secreting β-cells, somatostatin-secreting δ-
cells, ghrelin-secreting ε-cells and pancreatic polypeptide-producing PP-cells
(Bastidas-Ponce et al., 2019).

During embryonic development, bipotent ductal and endocrine progeni-
tor cells at the pancreatic epithelium start to express a transcription factor
neurogenin 3 (NgN3). When NgN3 is expressed in low levels, the cells have
started the differentiation towards the hormone-producing endocrine cells
and are called NgN3low EPs (endocrine progenitors). With further signals,
the expression level of NgN3 increases, and hence, the cells become NgN3high

EPs (endocrine precursors) before developing to the aforementioned, termi-
nal cell types of hormone-producing endocrine cells (Bastidas-Ponce et al.,
2019). Figure 7.1b summarises this differentiation process of the pancreatic
endocrine cells.

The pancreas data set by Bastidas-Ponce et al. (2019) contains altogether
3,696 single cells with 8 distinct cell types or cell subtypes: ductal progen-
itors, both NgN3 low and high EPs, α, β, δ and ε endocrine cells, and
additionally, pre-endocrine cells as a transient cell state between NgN3 EPs
and fully differentiated pancreatic endocrine cells. The raw scRNA-seq data
is provided by Bastidas-Ponce et al. (2019), but again we utilise here the
processed version of the data, i.e. the count matrices of the spliced and
unspliced reads, provided by Bergen et al. (2019).

7.2 Methods

The analysis pipelines of Velocyto (La Manno et al., 2018) and scVelo (Bergen
et al., 2019) were both executed on the both data sets following the recom-
mendations and the tutorials of the aforementioned tools (Appendix A). In
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SCPs Intermediate cell states Chromaffin cells

(a)

Bipotent ductal
and endocrine
progenitors

NgN3low EP NgN3high EP

α-cells

β-cells

δ-cells

ε-cells

PP-cells

(b)

Figure 7.1: a) Differentiation of the chromaffin cells of the adrenal medulla.
SCP: Schwann cell precursor. b) Differentiation of the pancreatic endocrine
cells. NgN3: neurogenin 3. EP: endocrine progenitor (when NgN3low), en-
docrine precursor (when NgN3high). PP: pancreatic polypeptide.

scVelo, the RNA velocities were computed using the steady-state assump-
tion. To project the single cells into a latent embedding, UMAP (McInnes
et al., 2018) was utilised within the analysis pipelines, instead of exploiting a
predefined projection in both pipelines. The cell annotations were predefined
and provided by Furlan et al. (2017) and Bastidas-Ponce et al. (2019) for the
chromaffin differentiation and for the pancreatic endocrinogenesis data sets,
respectively, and they remained unchallenged.

Our new analysis method requires the current gene expression profiles
of the cells, but also the future cell states to model the latent dynamics.
Therefore, scVelo (Bergen et al., 2019), with the steady-state assumption,
was utilised to obtain the size-normalised and log(x+1) transformed current
and future cell states. The dimensionality of the latent space was mainly
set to 2 but we also explored the usability of the latent space with higher
number of dimensions. For the chromaffin differentiation data set, we first
trained all the neural networks simultaneously for 2,000 epochs, after which
we tuned only the vector field by optimising only the corresponding neural
network for a few hundred more epochs. Other neural networks remained
fixed. For the pancreatic endocrinogenesis data set, we run only 300 epochs
and optimised all the networks simultaneously. Further details of the hyper-
parameter values are shown in Appendix B. In all cases, adaptive learning
rate and mini batches were utilised.

As all the aforementioned methods produce visualisation of the single cells
and their differentiation trajectories, the performance of the methods was
assessed only visually: we compared the obtained trajectories to literature
and to the current knowledge of the development of the studied tissues.
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Results

When assessing the performance of our new method, we are especially inter-
ested in two aspects: firstly, how well our method projects the single cells to
the latent space, and secondly, whether it is capable of inferring the latent
dynamics of the differentiating cells. In Sections 8.1 and 8.2, we will answer
to these two questions and in Section 8.3, we will discuss how we can study
the effect of gene loss with our method.

8.1 Latent Embedding of Single Cells

When comparing our new method to other dimensionality reduction meth-
ods, particularly to UMAP, our method seems to perform equally well as
the latent representations of the cells (Figs. 8.1 and 8.2) appear to be rather
similar. In both methods, the cells are correctly clustered based on their cell
types or subtypes and similar clusters are close to each other while distinct
cell types are further away. For example, the lineages of the symphatoblasts
and the chromaffin cells diverge relatively early during the embryogenesis
(Furlan et al., 2017), and hence, these two cell lineages should also be clearly
separated in the latent projection. Figure 8.1 indicates that both of the meth-
ods are able to disassociate the symphatoblasts from the other, adrenergic
cells.

The only distinct difference between the embeddings generated by these
two methods is that in general, UMAP places the cells in more compact
and narrow fashion. This can be seen in the chromaffin differentiation data
set (Fig 8.1), but also in the pancreatic endocrinogenesis data set (Fig 8.2).
However, some clusters in the pancreas data set, e.g. pre-endocrince cells
and β-cells, are more dense in our method than in UMAP.
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(a) (b)

Figure 8.1: Latent representation of the chromaffin differentiation data set
obtained using our method (a) and UMAP (b). Cells (dots) coloured based
on their cell types. Cell annotations provided by Furlan et al. (2017).

(a) (b)

Figure 8.2: Latent representation of the pancreatic endocrinogenesis data
set obtained using our method (a) and UMAP (b). Cells (dots) coloured
based on their cell types. Cell annotations provided by Bastidas-Ponce et al.
(2019).

8.2 Inferring Latent Dynamics

To validate the modelling of the latent dynamics, we applied all three meth-
ods on the both data sets, in which the differentiation paths have already
been established. In chromaffin differentiation, the chromaffin cells arise from
the SCPs through intermediate cell states, while the lineage of the sympa-
thoblasts segregate from the chromaffin cells earlier in the process (Furlan
et al., 2017). When considering the pacreatic endocrinogenesis, the endocrine
cells, i.e. α, β, δ, and ε cells arise from bipotent progenitor cells via NgN3
low and high EPs (Bastidas-Ponce et al., 2019).
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(a) (b)

(c) (d)

Figure 8.3: Latent dynamics of differentiating chromaffin cells obtained using
our method (a, c), Velocyto (b), and scVelo (d). With our method, it is
possible to visualise the direction of the movement of each cell (a) or the
differentiation trajectories (c; trajectories of random 50 cells are shown).
Each cell (dot) is coloured based on its cell type. In general, all methods
indicate a flow from the SCPs towards the chromaffin cells.

The arrows in Figures 8.3a and 8.3b, yielded from our method and Ve-
locyto (La Manno et al., 2018), respectively, indicate the direction where
the cells’ next states lie. When utilising a linear dimensionality reduction
technique, e.g. PCA (Pearson, 1901), the lengths of the arrows in the low-
dimensional space are comparable to gene expression changes in the high-
dimensional space, i.e. the longer arrow, the faster the cell is differentiating
(Svensson and Pachter, 2018). The lengths of the arrows can be compared
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within one figure, but one should be cautious when comparing the lengths
between two figures. However, here both of the dimensionality reduction
techniques are non-linear and therefore, only the directions of the arrows are
comparable. Noticeably, the overall direction of the movement is towards
the chromaffin cells (green dots) and originates from the SCPs (blue dots)
in both figures. However, the differentiation paths differ in the smoothness,
as the movement of the cells seems more stochastic when using Velocyto.
This difference in the smoothness of the paths is largely due to the fashion in
which the RNA velocities are embedded into the latent space: we optimise a
latent vector field, which is utilised to determine the direction of the move-
ment, whereas in Velocyto the embedding shift is determined using transition
probabilities.

The full dynamics of the differentiating chromaffin cells are captured in
Figures 8.3c and 8.3d, i.e. the trajectory plot of our method and the stream
plot of scVelo (Bergen et al., 2019), respectively. Both of these figures agree
rather well with the current understanding of the development of the adrenal
medulla as the flow originates from the SCPs and terminates at the chromaf-
fin cells. However, some unexpected diverging dynamics are captured in the
SCP cluster when using scVelo.

All in all, the separation of the sympathoblasts from the adrenergic cells is
captured by all 3 methods, as the cluster is located in the distance, but also
the directionality of the sympathoblasts’ movement is dissenting from the
trajectories of the others. This corresponds with the current understanding
of the segregation of the sympathetic and the adrenergic lineages.

Furlan et al. (2017) state that the two clusters seen within the differenti-
ation bridge (red and yellow dots) are at different states of cell cycle. When
the data is normalised in relation to cell-cycle genes, these two clusters should
merge. Here, we did not take this into account while performing the analyses
and it can be seen rather clearly in Figure 8.3b: the red and yellow dots are
distinctively separated from each other and their paths remain unconnected.
On the other hand, scVelo and our method are capable of somewhat exclud-
ing the cell-cycle effect, as they place these two clusters more closely and
somewhat merge the paths even though the cell cycle related genes were not
consciously excluded from the data.

With our method, it is possible to select any single cell from the data set
or even a new cell similar to the other cells and visualise its differentiation
trajectory (Fig. 8.4). This is novel compared to the other two methods
and allows us to study the dynamics of the single cells with unprecedented
resolution.

The pancreatic endocrinogenesis is more complex process than the differ-
entiation of the chromaffin cells from SCPs, as the number of intermediate
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Figure 8.4: Differention path of one random SCP (big blue dot). The end
point is indicated with the black diamond.

cell states and the terminal cell types is more generous. Hence, it can be
expected that the modelling of the latent dynamics of this data set is more
challenging than for the chromaffin data set. Figure 8.5 illustrates the latent
dynamics of the differentiating pancreatic endocrine cells modelled using all
three methods, i.e. Velocyto (La Manno et al., 2018), scVelo (Bergen et al.,
2019), and our method. We can see that the differentiation paths differ
slightly between the methods. For example, Velocyto and scVelo (Figs. 8.5a
and 8.5b) detect some cycling dynamics within the ductal cell type, which
is not detected by our method (Figs. 8.5c and 8.5d). Bergen et al. (2019)
uncovered that this cycling movement is related to cell cycle and therefore,
it models true biological dynamics. Also, it seems somewhat difficult for
our method to detect the complete trail from the ductal cells through the
NgN3 low and high EPs towards the endocrine cells, as the trajectories ap-
pear to skip the NgN3 clusters and seem to directly differentiate towards the
pre-endocrine cells (Fig 8.5d).

Divergence of the paths at the pre-endocrine cells towards the terminal
cell types, i.e. the hormone producing endocrine cells, seems rather difficult
for all three methods as none of the methods managed to segregate the paths
flawlessly. Both Velocyto and scVelo detect well the differentiation of the β
and δ cells, but have some challenges in forming the trajectories of the α and
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(a) (b)

(c) (d)

Figure 8.5: Differentiation paths of the pancreatic encodrine cells: veloc-
ity fields projected onto a UMAP embedding (a) using Velocyto (La Manno
et al., 2018) and a so called streamline plot (b) yielded from scVelo (Bergen
et al., 2019). Our method utilised to visualise the arrows (c) and the differ-
entiation trajectories (d). Cells (dots) are coloured based on their cell types
(annotations shown in a).

ε cells (Figs. 8.5a and 8.5b): Velocyto partly combines the paths of the α
and ε cells, while scVelo detects only slight movement in the ε cluster and
shows some incongruous backflows within the α cluster. In contrast, our
method is capable of diverging rather precisely three paths out of four, i.e.
the trajectories of α, β, and ε cells (Fig 8.5d). However, the differentiation of
the δ cells seems somewhat unexpected as they neither appear to originate
from the pre-endocrine cells nor display a distinct direction of differentia-
tion. Instead, the population of δ cells presents unwanted somewhat circular
backflows.
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8.3 Differentiation of Perturbed Cells

The knockout effect has traditionally been utilised in animal models to de-
termine the function of a novel gene or to study the importance of a gene
or genes in signalling cascades. Typically, mice are genetically engineered by
introducing a null mutation to a specific gene. Due to this mutation, the
gene is inactivated and it loses its functions, i.e. it is knocked-out. The null
mutation is introduced to the embryonic stem cells and therefore, a substan-
tial proportion of the cells of the newborn mice will carry this knockout gene,
while a proportion of the cells carry a fully functional copy of the gene. Half
of the offspring of these mice, in turn, inherit only the inactivated copy of this
gene and therefore, all of the cells have lost the functions of this knocked-out
gene (Hansson, 2007). These mice are the desired progeny and are exploited
in the research.

An alternative approach to study the functions of genes is to knockdown
the genes, i.e. to temporarily deactivate or suppress the gene expression in-
stead of permanently deleting the gene (Mocellin and Provenzano, 2004). In
the knockdown studies the genes are silenced momentarily using for exam-
ple RNA interference (RNAi) or small inhibitor molecules to block the gene
expression.

With our method, it is possible to study computationally, to some extent,
the impact of knockdowns on the cell’s behaviour, as we can select any cell
from the data set, intervene in its gene expression and study the differentia-
tion path of this perturbed cell. In our model, the inactivation of a gene is
only temporary and therefore, we can mimic computationally the the knock-
down studies but the full deletion of a gene, i.e. the knockout, cannot be
accomplished.

To assess how powerful our method is in modelling the behavioural change
in the knockdown cell, we utilised the pancreatic endocrinogenesis data set
and studied the cell fate decision between α and β cells. This scheme is
interesting, as the destruction of the β cells collapses the insulin production
and leads to insulin deficiency. Without insulin, the regulation of the blood
sugar levels is compromised and therefore, there is a high probability of
encountering type 1 diabetes (Karlsson et al., 2000).

Based on studies by Bastidas-Ponce et al. (2019), Collombat (2003), Mu-
raro et al. (2016), and Prado et al. (2004), we selected some interesting genes
that play a significant role in determining the cell fate between the four pos-
sible endocrine cell types. These genes are expressed at high levels within
NgN3 high EPs and pre-endocrine cells, but also to certain degree at the
terminal cell types. Figure 8.6a presents the expression levels of the 10 se-
lected genes within the whole data set. The first 7 genes, i.e. from Pax4 until
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Myt1, promote the generation of β cells, whereas the last 3 genes promote
the differentiation towards the α cells.

We selected one pre-endocrine cell in the original data space and silenced
the 7 β related genes, while increasing the expression of the 3 α related
genes by a few folds. Thereafter, we projected this perturbed cell onto to the
latent representation and followed its differentiation path. Throughout this
experiment, the vector field remained fixed.

Figure 8.6b illustrates the trajectories of the selected normal pre-endocrine
cell (large orange dot and continuous path) and the perturbed cell (large grey
dot with dashed path): the normal cell progresses towards the β cluster,
whereas the direction of perturbed cell is towards the α cells. This segrega-
tion of the paths occurs, because the position of the cell in the latent space
shifts slightly closer to the α cluster when knocking-down the 7 β related
genes and increasing the expression of the 3 α related genes. These findings
agree with the previous studies by Bastidas-Ponce et al. (2019), Collombat
(2003), Muraro et al. (2016), and Prado et al. (2004), that the selected genes
play a significant role in making the cell fate decision at the later stages of
pancreatic endocrinogenesis. More precisely, Pax4, Pax6, Nkx2-2, Nkx6-1,
Pdx1, Upkl3bl, and Myt1 promote the generation of the β cells, and when
inactivated, other cell types are in favour. Additionally, when the expres-
sion level of Arx, Sct, and Meis2 is increased, the cell fate is shifted largely
towards the α cells.
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(a)

(b)

Figure 8.6: a) Expression levels of selected genes within the pancreatic cells.
Expression of first 7 genes (i.e. Pax4, Pax6, Nkx2-2, Nkx6-1, Pdx1, Upk3bl,
and Myt1) promote generation of β cells, while expression of the last 3 genes
(i.e. Arx, Sct, and Meis2) promote generation of α cells. b) The cell fate
of the knockdown cell differs from its normal counterpart as the terminal
cell type shifts from β cells to α cells. Normal cell shown in orange and
its trajectory with continuous line, whereas the knockdown cell is shown in
grey and its path with dashed line. The end points are indicated with black
diamonds.
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Discussion

With our new method, we obtained promising results as the latent repre-
sentation and the differentiation paths for the both data sets were close to
the current knowledge of the development of the studied tissues. Especially,
with the chromaffin differentiation data set, with only a rather small num-
ber of cells and simple dynamics, the trajectories followed rather precisely
the known biology of differentiating chromaffin cells and also the sympahto-
blasts segregated clearly from the other cells. However, with the pancreatic
endocrinogenesis data set there is still room for improvement in inferring the
trajectories starting from the bipotent cells and going through all the inter-
mediate cell states before segregating the paths towards the four terminal
endocrine cell types. Compared to Velocyto (La Manno et al., 2018) and
scVelo (Bergen et al., 2019), our method performed seemingly well as all
three methods inferred rather well the differentiation of the chromaffin cells
but had some difficulties in inferring the latent dynamics of the pancreatic
endocrinogenesis data set. However, Bergen et al. (2019) has shown that
when the dynamical model is used to compute the RNA velocities, scVelo is
capable of capturing more coherent cellular dynamics. Here, we utilised only
the steady-state model to compute the velocities for scVelo, but also for our
method, and therefore, the resulting trajectories of these two methods could
have been slightly different if the dynamical model was used instead.

Compared to the other existing tools, the novelty in our method is that
it is possible to select any single cell and study its differentiation path. This
allows us to take one step further and mimic the studies of knockdown genes,
as we can intervene in the gene expression of a single cell and study the impact
of this intervention in the cell’s differentiation. However, with our method
it is not possible to fully simulate the in vivo inactivation of a gene. This is
because the vector field remains fixed when studying the differentiation paths
of the perturbed cells and therefore, we cannot be certain that the expression
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of the intervened gene remains zero while moving along the vector field.
Because of this and the fact that the vector field is fully deterministic, the
intervention must additionally happen at the correct differentiation stage,
i.e. when the specific gene is expressed at levels that have an impact on
the cell fate decision. Based on Bastidas-Ponce et al. (2019), the cell fate
decision in pancreatic endocrinogenesis is made in step-wise fashion and the
most crucial decisions are made within NgN3 EPs and pre-endocrine cells.
However, if there existed a gene or a set of genes that actually determined
the cell fate already at earlier stages, this phenomenon could be examined
with our method. Unfortunately, we were not yet able to capture the full
dynamics of the pancreatic data set and therefore, we were not capable of
testing this theory.

The training and optimisation processes of our method appear to be some-
what difficult, as the results obtained from the consecutive runs may vary
rather substantially: the overall appearance of the latent representation of
the single cells remains unaltered, but the vector field can fluctuate consid-
erably. We utilise stochastic gradient descent when optimising the neural
network parameters and therefore, the consecutive runs may vary slightly.
However here, we notice greater fluctuation in the results than what would
be expected just because of utilisation of SGD. This is most probably due
to the circumstance that the loss function in our model is very complex and
hence, there is a substantial probability for SGD to get stuck in a local mini-
mum instead of reaching the global minimum. Due to this stochasticity, one
must be cautious when making conclusions from the yielded figures.

La Manno et al. (2018) performed a throughout sensitivity analysis for
the parameters used to compute the RNA velocities and thereafter, to project
the velocities to the latent space. They noticed that the choice of the num-
ber of genes and PCs used had only a minuscule impact on the results, if
any, whereas the number of nearest neighbours used, when computing the
neighbour graph, and the size of the neighbourhood, when projecting the
velocities onto a predefined latent embedding had more significant impact.
We did not perform ourselves a similar, throughout sensitivity analysis, but
noticed equivalent patterns as La Manno et al. (2018) when we were aim-
ing to optimise the analysis pipelines for the both data sets. For example,
in chromaffin differentiation data set the choice in the number of nearest
neighbours had an impact on the results obtained from scVelo (Bergen et al.,
2019), especially in the SCP cluster. When only a small number of nearest
neighbours were used, more local dynamics were captured, whereas when
increasing the number, the captured dynamics represented a global direction
(data not shown). In our method, we did not notice a notable variation due to
the choice of parameter values. However, this can be due to the stochasticity



CHAPTER 9. DISCUSSION 60

in the training process mentioned above.
Based on the sensitivity analysis by La Manno et al. (2018), the choice

of the size of the neighbourhood when projecting the velocities onto a pre-
defined latent embedding, has the largest influence on the directionality and
magnitude of the latent arrows. Change in the size of the neighbourhood
can even invert the direction of the movement. Fortunately, in our method,
we utilise VAEs to project the cells to the latent space and thereafter utilise
ODEs to solve the latent dynamics. Therefore, our method does not face
this same challenge.

Nowadays, single-cell RNA-sequencing data sets may contain hundreds of
thousands of cells or even more. Here, we evaluated the performance of our
method using only two data sets with less than 5,000 cells. Therefore, one of
the future prospects is to evaluate how well our method is capable of inferring
the latent dynamics when the number of cells increases. Also, the memory
usage and runtimes are off interest. Based on Bergen et al. (2019), scVelo can
process more than 300,000 cells within some minutes, whereas the runtimes
of Velocyto (La Manno et al., 2018) increase in quadratic manner and may
run out of memory already with some tens of thousands of cells. Big data sets
may also require that the dimensionality of latent space is higher than 2 to
infer correctly the differentiation trajectories. An additional dimensionality
reduction is then needed to visualise the trajectories in 2 dimensions. Here,
we explored the usage of higher-dimensional latent space, but did not notice
a remarkable improvement in the results (data not shown).

A major challenge in our method but also in Velocyto (La Manno et al.,
2018) and scVelo (Bergen et al., 2019) is that the computation of the veloci-
ties requires choices from the user to set the parameters and if not evaluated
properly, the obtained results may be ambiguous. To tackle this issue that
can cause bias in the results, we could aim to develop our method with the
same approach as in scVI (Lopez et al., 2018), i.e. the encoder network could
take raw spliced counts as an input and therefore, no preprocessing of the
data would be needed. This would mean that the library size estimation and
the batch annotations should be taken into account within the VAE. Also,
the generative model should assume that the high-dimensional data comes
from the ZINB distribution and therefore should aim to learn the parame-
ters of this distribution instead of normal distribution. The most challenging
task would be to solve the latent dynamics without the precomputed RNA
velocities. A scRNA-seq analysis tool like this could, in general, make the
results more credible, as the user caused bias could be eliminated. Addi-
tionally, we would then have a tool that could be used in numerous different
tasks ranging from clustering and visualisation, to batch effect removal, data
imputation, and inferring the latent dynamics of the single cells.



Chapter 10

Conclusions

In this project, the aim was to develop a new tool to analyse single-cell
RNA-sequencing data and especially, the dynamics of the single cells. After-
wards the discovery of RNA velocity, there has been a plenty of studies (e.g.
Bastidas-Ponce et al. 2019, Guerrero-Juarez et al. 2019, and Zhang et al.
2019) utilising the RNA velocity-based tools to comprehend the differentia-
tion trajectories of various tissues. As a result of the RNA velocities, we are
now capable of studying the dynamics of the cells even though the scRNA-seq
data is just a static snapshot of the dynamic and active cells. This allows us
to study the developmental lineages of varying tissues. When we understand
better the development of normal tissues, there is higher probability to also
understand the development of abnormal tissues such as tumor tissue.

There already exists some other tools, e.g. Velocyto (La Manno et al.,
2018) and scVelo (Bergen et al., 2019), that can be utilised to analyse the
differentiation paths of single-cell RNA-sequencing data, but they rely on
somewhat different approach, compared to our method, in projecting the cells
to the latent space and inferring the latent dynamics. Our novel approach is
to utilise VAEs to embed the single cells from the high-dimensional data space
to the low-dimensional latent space and thereafter, solve the latent dynamics
using ODEs. The latent vector field fφ is parameterised by a neural network
and we assume that the density remains Gaussian when moving forward
along the field. Also currently, we take advantage of the RNA velocities to
compute the high-dimensional current and future states of each single cell.

With our method, we managed to obtain promising results for both of the
data sets and the accuracy of the differentiation trajectories was comparable
to Velocyto (La Manno et al., 2018) and scVelo (Bergen et al., 2019). How-
ever, for the pancreatic endocrinogenesis data set, the obtained trajectories
did not yet fully agree with the current knowledge of developing pancreas
and therefore, we should aim to develop our method further to improve the
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trajectory inference for data sets with complex dynamics.
The novelty of our method is that we are now capable of selecting any

single cell and follow its differentiation path. This application allows us
to mimic the in vivo knockdown studies by perturbing the gene expression
profile of a single cell and thereafter study the behavioural change in the
differentiation trajectory. This application allows us to study the importance
of specific genes in the cell fate decisions in developing tissues.

However, due to the notable stochasticities within the training process
of our method, the obtained results may still be somewhat ambiguous, espe-
cially when the size of the data set increases and the latent dynamics becomes
more complex. Additional care must be taken in the future to make sure that
reliable results and good performance regarding the memory utilisation and
runtimes are guaranteed with even bigger and more complex data sets.

Additionally, the computation of the RNA velocities requires heuristic
decisions from the user in choosing proper values for various parameters.
The major challenge is that some of the parameters are rather sensitive and
slight changes in the parameter values may alter the final results. There-
fore, the visualisations of the differentiation paths may become ambiguous.
To eliminate this user caused-bias, we should aim to develop our method
independent of the computation of the RNA velocities, at least as they are
currently computed. The ultimate objective of our method would be that
it could take the count matrix as an input without a need of preprocessing
the data first and solve the latent dynamics without the precomputed RNA
velocities. This would provide us an ”all-in-one” tool to analyse single-cell
RNA-sequencing data and potentially guarantee even more reliable results.
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Appendix A

Parameters

Table A.1: Parameters used in RNA velocity estimations for the chromaffin
differentiation data set.

Parameter Velocyto scVelo Our method
Number of genes 3,000 3,000 3,000
Number of PCs 175 30 30
Number of
nearest neighbours

30 200 30

Size of the
neighbourhood

50 - -

Reference
La Manno et al.,

(2018)
Bergen et al.,

(2019)
-

Table A.2: Parameters used in RNA velocity estimations for the pancreatic
endocrinogenesis data set.

Parameter Velocyto scVelo Our method
Number of genes 2,000 2,000 2,000
Number of PCs 30 30 30
Number of
nearest neighbours

30 30 30

Size of the
neighbourhood

200 - -

Reference
La Manno et al.,

(2018)
Bergen et al.,

(2019)
-
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Appendix B

Hyperparameters

Table B.1: Hyperparameters used in our method for the both data sets.
Possible training modes: 1) All, 2) VAE, 3) Field

Parameter
Chromaffin

differentiation
Pancreatic

endocrinogenesis
Dimensionality
of the latent space

2 2

Learning rate 0.005 0.001
Length of
the time step

0.1 0.1

Training mode and
number of epochs

1) All: 2,000
2) Field: 500

1) All: 300

Size of the
validation data set

10% 25%
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Appendix C

Software Versions

Table C.1: Software versions

Software Version Reference
Velocyto 0.17.17 La Manno et al. (2018)
scVelo 0.1.25 Bergen et al. (2019)
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