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1 Introduction

1.1 Motivation and context

The industrial market for the Internet of Things (IoT) devices is growing rapidly.
IHS Markit expects the worldwide installed base of IoT devices to grow from 23 to 62
billion between 2018 and 2024 [1], while Ericsson expects the installed base of cellular
IoT devices to grow from one to four billion in the same period [2]. However, security
aspects remain a significant deterrent for growth. Studies by Bain & Company found
that security is the leading barrier for IoT adoption [3], and that enterprise customers
would be willing to buy, on average, 70% more devices with a 22% premium if their
security concerns were resolved [4]. Along these lines, Grand View Research expects
the IoT security market size to be nearly $10 billion by 2025 [5].

Traditionally, security solutions have involved a great deal of manual configuration,
monitoring, and responding. In this context, rapidly growing device counts mean
that the potential device attack surface expands. This calls for automated and
scalable methods for security services. One of the research areas is network intrusion
detection, a set of methods that aim to recognize malicious connection attempts and
established connections.

Anomaly-based network intrusion detection methods model legitimate traffic
with the assumption that typical traffic is legitimate. Traffic that differs enough
from what is normal is labeled as anomalous, and an alert indicating a security
incident is raised. Anomaly detection methods work best when a strict definition of
normality can be distinguished. A challenge for the design of intrusion detection is
the heterogeneity of IoT networks, which are comprised of a multitude of different
device types. This means that numerous kinds of legitimate traffic exist. For example,
there are low-powered sensors, such as electricity meters, that might send a few
kilobytes of data per month. At the same time, a high definition security camera
might have a constant bandwidth of several megabits per second. The traffic patterns
of different device types, applications, and configurations vary wildly in terms of
destinations, application protocols, data volumes, and temporal patterns.

Accurately defining normal traffic is a difficult task with a heterogeneous device
base since various forms of legitimate traffic patterns exist. From a mathematical
perspective, it would be appropriate to use a separate intrusion detection model
for each device. However, this is not efficient for computational and statistical
reasons. Moreover, for device types with infrequent traffic, the robustness of the
models might suffer due to the reduced numbers of data samples per model. A more
efficient approach is to group the devices into homogeneous device groups before
the actual intrusion detection. This would combine the benefits of 1) increased
accuracy through simplifying the task, 2) robustness from having enough data and
thus representativeness per model, and 3) efficiency of running a low count of parallel
models.
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The knowledge of which devices are homogeneous, or equivalently, which mobile
subscription identifiers (IMSIs) map to which device types, is only available to the
device end-user. From the perspective of a mobile network operator, it is unfeasible
to collect this information because the number of potential stakeholders is vast. The
effort of manually gathering this information from all involved parties is further
discouraged by the fact that devices are continuously added or removed, meaning that
there would have to be a constant update cycle for this information. Furthermore,
the end-user might not have a detailed list of device types easily accessible in any
database.

As it is not feasible to collect the actual information of device similarities, we
need to come up with an alternative solution. The data that we have available for
this thesis is the internet traffic of these devices on the internet-protocol-flow level.
In our case, the definition of a homogeneous group is a group for which the same
security policies can be applied. The same security policies can be applied for devices
that should behave similarly. We believe that it should be possible to detect device
clusters from the traffic data. Essentially, what is needed is a clustering system that
takes as input the time series of internet-protocol (IP) flows for each device and
outputs a device-level clustering. In other words, we should aim to recognize the
true underlying structure of the device types through the application of unsupervised
clustering methods and appropriate feature engineering.

The data that we deal with, IP flows, contain several types of features that
embody a variety of information. In its raw form, the data is unsuitable for clus-
tering algorithms. Instead, a feature engineering approach must be developed that
transforms the data to a usable form, capturing most of the relevant knowledge,
while simultaneously filtering out as much of the random variance as is possible. As
a leading artificial intelligence researcher of Stanford, Google, and Baidu, Andrew
Ng, has stated: “Coming up with features is difficult, time-consuming and requires
expert knowledge. ‘Applied machine learning’ is basically feature engineering” [6].
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1.2 Scope of the research

The clustering system, which takes as input IP flows for each device and outputs a
device-level clustering, is split into two steps: 1) the feature-engineering step and 2)
the clustering algorithm step, as shown in Figure 1.

Figure 1: Generic formulation of a clustering task, adapted from [8]

The scope of this thesis is limited to include the feature-engineering step, whereas
the clustering algorithm is fixed as the density-based spatial clustering of applications
with noise (DBSCAN) [7]. The exclusion of one of the steps is necessary due to the
steps being interdependent. Evaluating all relevant combinations would be unfeasible.

Furthermore, we have chosen to focus on the feature-engineering step due to
having identified it as the more likely source of achieving significant advancements.
The reasoning for this is twofold: 1) The raw data, IP flows, must be aggregated to
device-level data points for clustering. When compressing multi-data-type, variable-
length, high-dimensional data through aggregation, significant information loss is
bound to ensue. As next to no prior research exists on creating device-level data
points from a collection of IP flows, it is likely that improvements on standard,
non-industry-specific feature-engineering approaches can be achieved. 2) The generic
properties of clustering algorithms are well-known. Since we are familiar with the
context of IoT devices and networks, which is the ground truth behind the data, we
are able to make an educated assessment on what kind of generic properties are needed
from a clustering algorithm to fit the use case. To support these choices regarding
scope, in Subsubsection 2.1.2, the environment of a network of IoT devices and the
requirements it poses for the clustering algorithm are presented. In Subsection 2.2,
an exhaustive taxonomy of clustering algorithm types is presented. And lastly, in
Subsubsection 2.2.2 and Subsubsection 2.2.3, the reasoning for choosing DBSCAN is
elaborated on.
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1.3 Research problem

The task of intrusion detection poses the need to form device-level clusters based on
time series of IP flows. These devices should be similar in terms of their network
activity, meaning that the devices of a given group should be subject to the same
security rules and policies. The definition of similarity in this context is further
discussed in Subsection 2.1.

This thesis focuses on feature engineering for the clustering algorithm DBSCAN [7].
DBSCAN requires a pairwise distance matrix, as the core of the algorithm revolves
around comparing pairwise distances. The data that we have available for clustering
consists of IP flows. For each device, we have a time series of IP flows.

We pursue answering the following research questions:

1 How to aggregate IP flows (raw data) to device-level data points that are similar
for homogeneous devices?

2 Which distance function should be used for computing pairwise distances between
data points?

3 How does the feature engineering approach we develop compare to standard
approaches when measuring the end-to-end performance of the system?

The research problem and scope of this thesis is further visualized in Figure 2.

Figure 2: Illustration of our research problem and scope definition
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1.4 Research methods

This thesis is a combination of constructive and empirical research. The first
two research questions are constructive by nature. We develop a context-specific
feature-engineering approach and define a suitable distance metric. Developing
well-performing solutions requires expert knowledge of telecommunication networks,
application protocols, and machine-to-machine traffic characteristics.

The empirical aspect of the thesis emerges from the third research question,
measuring the end-to-end performance of the clustering system. The business goal
is to use the system for live network data for which the ground truth labels are
not known, and where labeled training data is unfeasible to be collected. Before a
clustering system can be implemented into live networks, a reasonable estimate of
how reliably the system can be expected to recognize the underlying structure of the
devices is needed.

Nevertheless, measuring the performance of a clustering system is not trivial.
There exist some methods that attempt to measure the performance of a clustering
system implicitly without requiring ground-truth labels. However, such methods
always rely on assumptions that might not be true in the context at hand. For
example, such a method might attempt to maximize the separation of the clusters
with regard to the input data. In reality, any clustering output could correspond to
the underlying ground truth that we are not aware of.

In order to have explicit performance measures for the clustering system, we need
labeled data. As manually labeling the live network data is unfeasible, we resort
to simulating realistic IoT network traffic. The data simulation produces traffic for
which the underlying ground truth classes are known, as the simulation parameters
define them. We use the simulated traffic to conduct performance measurements.
We expect our simulations to represent live network data quite accurately, as the
majority of IoT device traffic is machine-to-machine-based, which means that the
data generation mostly follows deterministic rules. On top of the expected systematic
behavior, we also simulate external noise factors. These are further described in
Subsection 3.4.
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1.5 Structure of the study

The structure of this thesis attempts to describe the original problem, development
branches, and results in a linear and straightforward fashion. Nonetheless, this does
not reflect the actual order the research was conducted. The work of this thesis
followed a cyclical process. We made progress simultaneously on four separate fronts,
which looped back to each other. These included 1) studying related literature and
analogous tasks for inspiration, 2) analyzing anonymized live network data to gain
insights, 3) developing the data simulation to further maximize the quality of the
simulated data, and 4) running experiments on both the simulated and anonymized
live network data to derive the explicit performance measures and to gain an intuitive
feeling of the challenges the implementations faced. Learnings of these fronts were
utilized in the other parts of the process to enhance the entirety. Furthermore,
some of the ideas and development paths provided no benefit and were discarded.
This thesis describes in detail the final solution and includes abstract learnings and
thoughts from the paths that were deemed unfruitful.

In Section 1, we introduce the research topic on a high level. Research context,
scope, and questions are defined. We further elaborate on the background in Section 2,
where Subsection 2.1 dives deeper into the technical context of intrusion detection
and network structure, and what boundary conditions and requirements they pose.
Subsection 2.2 elaborates on clustering in general, compares the strengths and
weaknesses of different clustering methods, and justifies why we chose DBSCAN for
the rest of the thesis. Subsection 2.3 introduces related work from several application
areas that are in some way related or analogous to our work, even though none of
them tackle this exact research problem.

In Section 3, we describe the raw data for the clustering system. In addition,
we elaborate on the technical details of the connectivity stacks that are relevant
for the thesis, such as Long-Term Evolution (LTE) and the Internet protocol suite.
Furthermore, we discuss the assumptions and characteristics of machine-to-machine
traffic in contrast to generic Internet traffic. Lastly, we describe how these are
represented in the data simulation.

Section 4 describes the feature engineering approaches. First, we identify what
challenges the characteristics of the data pose from a data science perspective. We
continue to describe our proposed feature engineering approach and more widely
used methods. Lastly, we explain the rationale and inspiration behind our method.

In Section 5, we introduce relevant performance metrics for clustering tasks,
present the performance comparison between the method we designed and reference
approaches, and elaborate on the results. In Section 6, we assess the research
outcomes and wider implications of the thesis. Lastly, we discuss limitations of our
work and what future research directions these might point toward.
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2 Background

In this section, we discuss three topics. Firstly, we dive deeper into the technical
context of this research problem. This includes a) elaborating on the requirements
that the overarching task of intrusion detection poses for the developed end-to-
end clustering system, and b) describing the structure of the network, especially
the assumed composition of IoT devices, and what requirements these pose to the
clustering system.

Secondly, we tackle clustering in general: we aim to describe an overview of
the field of clustering. This includes making a distinction between the primary
mathematical lenses that reflect the task definition of clustering. We continue on
a more concrete level, describing methods for feature-based-clustering. Finally, we
come back to the requirements posed by the thesis context and reason why DBSCAN
is suitable for our use case.

Lastly, we take a look at the most relevant related work. To our best knowledge,
there exist no previous attempts of clustering devices for which the same security
policies can be applied in IoT networks based on time series of IP flows. We explore
a variety of research topics that are related or analogous to these aspects.

2.1 Technical context: Intrusion detection and IoT networks

In this subsection, we first give an overview of intrusion detection, which is the task
that motivates the need for clustering. Secondly, we describe the network structure
and assumptions regarding device compositions, as they are the elements of reality
that set boundary conditions and objectives for developing clustering and feature
engineering methods.

2.1.1 The overarching task: Intrusion detection

One of the defenses Ericsson is researching regarding IoT security is called an intrusion
detection system (IDS). Intrusion detection consists of a collection of methods that
attempt to monitor and recognize malicious connections from network traffic data.
In layman’s terms, intrusion detection can be described as ‘a burglar alarm’ of
information technology. Any connection that the system deems suspicious triggers
an alarm, which is then reported and dealt with either through automated measures,
expert intervention, or only logged for later analysis.

In this thesis, we are focusing on a network-based centralized intrusion detection
system. Nisioti et al. have published an exhaustive taxonomy of intrusion detection
system types [9], which is illustrated in Figure 3. We consider a network-based
rather than host-based system due to the constrained nature of IoT devices, that
is, the computational resources are not available at the host level. Furthermore,
the devices are heterogeneous, consisting of multiple CPU architectures, meaning



18

implementing host-based systems would be excessively costly. Additionally, direct
access to the network presents mobile network operators a natural position to
implement a centralized system with low overhead, as the traffic data can be captured
directly from the network core without needing to send monitoring data separately.

Figure 3: Taxonomy of intrusion detection systems, from [9]

Several approaches are being researched regarding detection methods. In this
thesis, we are mainly interested in the anomaly-based unsupervised use-case. Un-
supervised methods are the most scalable approach, as they do not require labeled
data for a learning phase. Furthermore, it is practically impossible to manually label
live network data in sufficient quantities for general-purpose supervised intrusion
detection. To be sufficiently representative for supervised machine learning solutions,
the labeled data would have to include legitimate and every possible type of attack
data for each possible device type with enough examples to cover possible variance of
the feature values. The sheer quantity of required data makes the thought of manual
labeling unfeasible.

In contrast to supervised methods, unsupervised anomaly-based methods rely on
assumptions to define what legitimate traffic looks like. Instead of having explicit
information whether each connection is malicious or not, unsupervised methods look
for the definition of normality and then deem anything that does not resemble normal
as malicious. An often-used assumption in network security solutions is that the
majority of traffic over a long time is legitimate [10]. For anomaly-based methods, this
means assuming that the most typical types of traffic are legitimate. Consequently,
large volumes of malicious traffic would throw off anomaly-based methods. However,
it is unlikely that substantial volumes of malicious traffic would be present in the
data as all malicious traffic has had to slip through simpler means of security, e.g.,
firewalls and data volume monitoring.

In our use case, we are attempting to cluster together devices for which the
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same security policies can be applied for, in other words, devices that should behave
similarly. These devices are likely to be running at least similar hardware, likely
to be running the same applications (possibly varying versions), and they should
be identically configured. We have derived the definition of similarity for clustering
based on expert understanding of network security solutions and communication
patterns of IoT devices and confirmed it with anecdotal observations of test devices
and their traffic data.

Essentially, the narrower the description of legitimate traffic of a device cluster,
the stricter security policies can be defined. Narrow descriptions of legitimate traffic
are only possible for highly homogeneous device clusters. In Table 1, we illustrate
what strict security policies could look like for an example device cluster A.

Cluster A A

Policy A1 (Regular traffic) A2 (Firmware update)

IMSI range [imsi1, imsi2, . . . ,
imsin]

[imsi1, imsi2, . . . ,
imsin]

Flow duration (s) < 120 < 3600

IP Version IPv4 IPv4

IP Protocol number 6 (TCP) 6 (TCP)

Network IP 234.112.43.1 234.112.45.12

User equipment IP * *

Network port 1883 8883

User equipment port * *

Bytes received < 200 < 10000

Bytes sent < 1000 < 200

Table 1: Examples of strict rule-based network security policies.
Traffic of devices of cluster A has to follow policy A1 OR
policy A2 in order to be considered non-anomalous.

2.1.2 The environment: Network of IoT devices

In order to make relevant design choices for the end-to-end clustering system, it
is critical to understand the underlying characteristics of the environment we are
operating in. Based on discussions with industry experts, we have formed a set of
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data-science-related notions regarding the composition of devices and generic network
phenomena. These notions are listed in Table 2.

Notion from the network Data science challenge

IoT devices exist in massive numbers Clustering scalability

Dynamic number of underlying
device groups

Varying count of clusters

Amount of data per device can vary
wildly, might have devices with very
few data samples

Representativeness,
computational resources

True underlying device groups can
have large differences in device
counts

Class imbalance

Not all devices are part of a true
underlying group

Outliers

Devices might be connecting to
servers behind load balancing

Feature ambiguity

Domain names of servers might re-
solve to widely used cloud services

Feature ambiguity

Table 2: Notions of the network of IoT devices from a data science perspective

Our first observation is that the device numbers are massive and expected to
grow. The number of cellular IoT subscriptions worldwide is currently over a billion,
and Ericsson expects it to grow to over four billion by 2024 [2]. While the number of
devices in clustering can be lowered through, e.g., client-wise separation, the device
counts are still massive enough to require well-scaling methods.

Similarly, the number of underlying device groups is dynamic. The number of
device groups is likely to grow with the number of devices and is further accelerated
by the constant introduction of new hardware and new uses for IoT devices. From a
data science perspective, this means a continually changing (likely growing) number
of clusters and that we are not aware of the true underlying number of groups at a
given time. It would, therefore, be beneficial if the clustering method would not be
dependent on a user-entered hyperparameter of cluster count K, but rather, would
intelligently derive the number of clusters from the data.

The network contains various kinds of devices. Characteristics over which the
devices vary wildly are, for example, the bitrate and intermittency of data transfer.
Some devices might send high data volumes continuously, while some devices, such
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as electricity meters, might send a tiny burst of data from time to time, e.g., once a
week. This means that the representativity of the data for different devices varies,
and in order to capture enough data for all devices, we must look at a rather long time
window. On the contrary, a long time window will result in the high-bitrate devices
accumulating enormous amounts of data. We must thus develop methods that capture
patterns from possibly very low counts of samples and design efficient aggregation
methods that can deal with devices with enormous sample counts. Furthermore, if
devices have long periodic data transfer tendencies, we might end up capturing a
different number of bursts for different devices of the same group. The methods should
thus attempt to be agnostic about time window effects on the feature representation.

There can be substantial differences in the device counts per cluster. For instance,
there might exist a single cluster of tens of thousands of sensors that monitor the
conditions of the server racks in a large data center. In contrast, another cluster
might consist of just a handful of devices, e.g., security cameras at the entrances of
the same data center. This means that the data can have large class imbalances.
The implications of class imbalance must be considered in the clustering algorithm
choices. For example, clustering methods that rely on minimizing a sum of error
might not be suitable to distinguish small clusters. This is because correctly grouping
small clusters might contribute less to the optimization goal than splitting a large
underlying group into several unnecessarily strictly defined clusters.

Furthermore, there can exist devices that are not part of any underlying group,
or the group size might be too small to make sense for it to be considered as a cluster.
From the clustering task perspective, these should be considered outliers. In order
to achieve high intrusion detection performance, the clusters must be homogeneous.
However, the opposite type of labeling mistake, declaring devices that should be
part of a cluster as outliers, is more forgivable than clustering several device types
together. Devices labeled as outliers can be dealt with either manually, or assigned
with some predefined default security policies. The aim of clustering is to reduce
the amount of manual work needed, and a reliable partial reduction is a better end
result than producing exhaustive but unreliable clustering outputs.

The IP addresses present in the data and the domain names that the IP addresses
point to contain important information about device behavior. A subset of devices
connecting to the same IP address, especially if that IP address is globally rare, is
a strong indicator of the devices behaving similarly. However, we have also come
up with some counterarguments with respect to relying too heavily on IP addresses.
A common practice in cloud service architectures is to have servers behind load
balancing. This is done to parallelize computing, reduce costs, and improve service
levels. From our perspective, this might mean that several devices that attempt
to connect to the same service might end up communicating with different servers,
meaning that the IP addresses might not be as reliable indicators of service/server
identity as initially thought.

The first idea to combat the ambiguity of entities that load balancing causes is to
resolve domain names of the IP addresses and match several addresses pointing to
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the same domain name. Nonetheless, the next problem arises: many IoT devices are
connecting to widely used cloud IoT platforms even though they are not part of the
same group, not necessarily even managed by the same organization. Reverse DNS
lookups thus contain risks and might cause erroneous grouping of differing devices.

2.2 Overview of clustering

In this section, we aim to form a general understanding of what clustering methods
exist, how they relate to each other, and what their strengths and weaknesses are.
The field of clustering contains various types of approaches that are difficult to force
into a clear cut taxonomy, yet we try our best.

2.2.1 Clustering lenses: linear algebra and graph theory

On the highest level of abstraction, we need to define what we mean by clustering.
Generally, clustering refers to grouping the data points into coherent groups, modules,
or clusters. In the most general form, clustering has no access to information about
how many clusters there are or the cluster assignment of any data point. Clustering
can also be interpreted as a classification problem with the cluster assignment as
the label of a data point. Furthermore, we do not know the true label (cluster
assignment) of any data point. However, challenges emerge when we attempt to set
a precise definition for similarity. We are familiar with two schools of thought that
approach the topic from very different angles, through the mathematical lenses of
linear algebra and graph theory. These correspond to the methods of feature-based
clustering and graph clustering. A summary of these mathematical lenses is shown
in Table 3.

In feature-based clustering, the data set is considered as a matrix of data point
rows and feature columns. Each data point is described as a combination of feature
values. These feature values can be thought of as a description of the data point.
For example, a well-known data set called Fisher’s Iris data set [11, 12] includes
fifty samples of three species of the flower Iris (Iris setosa, Iris virginica, and Iris
versicolor). Each sample consists of four features: the width and length of sepals
and petals. The expectation is that similar samples, i.e., flowers of the same species,
would have similar feature values, i.e., similar petal and sepal widths and lengths,
or, at least, continuous distributions for them. Essentially, the objective in feature-
based clustering is to maximize intracluster feature value similarity and minimize
intercluster similarity.

In graph theory, data sets are viewed as collections of vertices and edges, where
the edges connect vertices to one another, possibly with a certain weight. Widely
known examples include Stanford’s Large Network Dataset Collection, where one
of the data sets describes Facebook’s social network. In this data set, the vertices
represent people, and the edges represent interactions between people. Typically,
graph clustering attempts to cluster together vertices that are highly interconnected,
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e.g., people that form a group of friends.

Mathematical lense Graph theory Linear algebra

Clustering type Graph clustering Feature-based-
clustering

Data type Vertices and edges that
represent relationships
between vertices

Data samples described
through features

Underlying clustering
task definition

Maximizing intracluster
assortativity, minimiz-
ing intercluster assorta-
tivity

Maximizing intracluster
feature value similarity,
minimizing intercluster
feature value similarity

Table 3: Overview of mathematical lenses through which clustering can be viewed

Often, the type of data that one is dealing with naturally defines which mathe-
matical lens to look through. Either the data consists of descriptions of data samples,
which guides towards feature-based clustering, or the data contains interactions
between nodes, which tends towards graph clustering. At first glance, clustering IoT
devices based on Internet traffic seems like a topic where the graph view would be
appropriate. After all, the devices are nodes in a network, and the captured IP flows,
that is, the available data, are interactions between devices.

However, to assess the suitability of these mathematical lenses, and the respective
methods, we need to examine what are the definitions of the tasks the methods are
designed for. This is closely linked to the concept of similarity. There exists no
general definition of cluster similarity that would hold in every context. Schaeffer
states that “in the setting of graphs, each cluster should intuitively be connected:
there should be at least one, preferably several paths connecting each pair of vertices
within a cluster. If a vertex u cannot be reached from a vertex v, they should not be
grouped in the same cluster” [13].

Assortative mixing (or assortativity) is defined as the tendency of nodes to attach
to other nodes that are similar to former nodes in some way [14]. Disassortativity
refers to the opposite, nodes having a tendency to attach to different kinds of nodes.
Furthermore, Newman et al. have found that “technological networks tend to be
disassortative” [14].

All graph clustering methods we are aware of are designed with the task definition
of maximizing intracluster assortativity and minimizing intercluster assortativity. In
our use case, the objective is to cluster together devices for which the same security
policies can be applied. This means that the devices should behave similarly, and
consequently, be similar. However, they are not connected to each other.
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Instead, if we consider the traffic data as a description of the IoT device that
produced it, we can use feature-based-clustering methods to cluster devices that
have similar characteristics together. For example, cluster together devices that use
similar protocols with similar bitrates and connect to the same server addresses at
similar times of day. In conclusion, we focus on feature-based clustering methods, as
its task definition is better suited for our use case.

2.2.2 Taxonomy of clustering algorithms

There exists a wide variety of clustering methods. The authors of [15] categorize
clustering methods to seven high-level categories, which are listed in Table 4.

Hierarchical clustering · Agglomerative hierarchical clustering
· Divisive hierarchical clustering

Partitional clustering · K-Means algorithm
· Mixture density-based clustering
· Graph theory-based clustering
· Fuzzy clustering
· Search techniques-based clustering

Neural network-based clustering · Hard competitive learning clustering
· Soft competitive learning clustering

Kernel-based clustering · Kernel principal component analysis
· Squared-error-based clustering

with kernel functions
· Support vector clustering

Sequential data clustering · Indirect sequence clustering
· Model-based sequence clustering

Large-scale data clustering · Random sampling methods
· Condensation-based methods
· Density-based methods
· Grid-based methods
· Divide and conquer
· Incremental clustering

High dimensional data clustering
and data visualization

· Linear projection algorithms
· Nonlinear projection algorithms
· Projected and subspace clustering

Table 4: Taxonomy of clustering methods, adapted from [15]
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Hierarchical clustering uses either agglomerative or divisive algorithms to form a
tree-structure (dendrogram) of data points that represents the structure of the data.
Typically the time complexities are high, in the range of O(n3) for agglomerative
methods and O(2n) for divisive methods. Exceptions with lower time complexities
are single-linkage (SLINK) and complete-linkage (CLINK) clustering, with the
complexities of O(n2). Additionally, clustering with hierarchical methods requires a
hyperparameter for setting the dendrogram cutoff height, which is not trivial if the
number of clusters is not known.

Partitional methods are sometimes called centroid-based clustering methods. The
core idea of partitional clustering is defining K partitions and assigning all data
points into the partitions. Some of the methods assume hard partitions, where each
data point belongs in exactly one partition, e.g., K-Means, while some of the methods
assume soft assignments, where data points belong to partitions with a certain weight,
e.g., fuzzy clustering and mixture density-based clustering. Iterative update methods
are used to adjust partition centers in such a way that they distribute the data points
across the partitions while optimizing a specified clustering objective, e.g., square-
error of distances to partition centers. Partitional methods can be extremely efficient,
reaching time complexities of O(kni), where k stands for the number of partitions
and i for the number of iterations. The downside of partitional methods is that
the number of partitions must be defined as a hyperparameter. Furthermore, since
partitional methods are generally sensitive to outliers, defining a suitable number for
partitions becomes even more difficult, as the effect of outliers must be estimated
into the hyperparameter choice.

Neural networks can be used for clustering purposes in various ways. Autoencoders
can be used for dimensionality reduction, which is an often useful preprocessing
step for clustering. The best known neural network-based clustering method is the
self-organizing map (also known as Kohonen map) [16]. The neurons use competitive
learning to learn common representations of the input data, thus producing a
structure in the neurons that represents the distribution of the data. However, the
self-organizing map produces a two-dimensional map of the original input space
instead of hard cluster labels for each data point. This is useful in a data exploration
situation, but in our use case of detecting hard clusters for which security policies
can be applied, the method is not well suited.

Kernel-based clustering covers a variety of clustering methods belonging to other
categories with the difference of non-linearly transforming the input data into a high
dimensional implicit feature space. This allows finding linearly separable clusters in
the high dimensional space, which can be arbitrarily shaped in the original space.
The downside of using kernel-based methods is a possibly increasing time complexity
and difficulties in interpretability. Understanding data point similarities in the high
dimensional implicit feature space is difficult for experts examining clustering results.

Sequential data clustering is designed for data that has variable length. Examples
of such data are text strings in text mining and speech processing, DNA sequences
in biomedical engineering, etc. We disregarded sequential methods due to the
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assumption that our large-volume, high-dimensional (IP space), mixed-data-type
network traffic data is complex enough without taking into account sequence order in
the IP flows. Furthermore, we believe that the amount of information stored in the
data without taking into account sequence order is enough to separate clusters well.

Our interpretation is that the authors of this taxonomy combined methods that
did not fit under the previous categories under large-scale data and high dimensional
data clustering. Out of all of the clustering methods listed in the taxonomy, density-
based methods appeal to us due to several factors: 1) they reduce the clustering
problem to begin with pairwise distances, thus allowing a user-specified proximity
metric to be used; 2) they define a simple and understandable definition for a cluster,
where the density of a data point’s neighbors needs to be over a set threshold to count
as being part of a cluster; which means that 3) the algorithm supports labeling data
points as outliers if they do not meet cluster requirements; 4) the shape of the clusters
can be arbitrary; 5) the algorithm infers the number of clusters from the data; and 6)
the greedy cluster assigning step runs in sublinear time, making the time complexity
depend on neighborhood query complexity, with the brute-force worst-case option
being O(n2) and case-specific search structures being able to reduce this to O(n log n).
Based on these characteristics of density-based clustering approaches, we conclude
that they seem to best fit our use case.

2.2.3 Density-based spatial clustering of applications with noise (DB-
SCAN)

In Subsection 2.2, we concluded that density-based clustering algorithms are best
suited for our use case. Out of these algorithms, we choose to use DBSCAN [7] due
to its widely used status in the academic community (as measured by the number of
citations) and the fact that other widely used density-based algorithms are typically
either variations or generalizations of DBSCAN. Numerous attempts to enhance
DBSCAN have been made over the years, some examples being [17–25]. These
attempts at enhancement typically aim to tackle either the challenges around dealing
with clusters of varying densities, or aim to improve the time complexity of the
method through parallelization, sampling methods, or other means. However, none of
these enhanced versions have achieved a status comparable to the original algorithm.
Furthermore, the simplicity of defining a static threshold for cluster density enables
a straightforward interpretation of the outputs, so we consider it a strength rather
than a weakness. Even though active debate on potential improvements to DBSCAN
continues, the original method continues to have academic support, as emphasized by
DBSCAN Revisited, Revisited: Why and How You Should (Still) Use DBSCAN [26].

The DBSCAN algorithm is based on pairwise distances between data points,
which allows using a user-specified distance function. When the algorithm is run,
data points get assigned three different types: core points, border points and noise
points (outliers). Core points are defined by having at least minPts number of points
reachable within the distance of radius ε. Border points are points that are in reach
of a core point within ε, but have less than minPts number of points reachable from
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themselves. The rest of the points do not reach a core point within a distance ε and
are thus considered noise points. All core and border points that are connected in
a continuous chain belong to the same cluster. Each continuous chain is its own
cluster. If a border point is reachable from several clusters, the assignment depends
on execution order, making the algorithm not entirely deterministic with edge case
data sets. [7] The assignment types and propagation are illustrated in Figure 4, where
A represents a core point, B and C border points, N a noise point, and the circles
the radius ε. The pseudocode of DBSCAN is shown in Figure 5.

Figure 4: Illustration of DBSCAN data point assignment types and their propagation,
from [26]

Figure 5: Pseudocode of an abstract DBSCAN algorithm, from [26]

DBSCAN implementations differ in the order in which these point type assign-
ments are done. The original implementation executes every step sequentially, as
shown in Figure 6, while modern implementations use parallelization wherever pos-
sible. Parallelized methods can have clear run time advantages, but typically have
greater memory requirements due to keeping distance computations cached. De-
pending on the implementation, the computation of pairwise distances can either
be considered a part of the algorithm or a separate step. In this thesis, we assume
that the DBSCAN algorithm has access to priorly computed pairwise distances of
data points. These can be presented as a complete distance matrix, or a database
from which distances to neighboring points can be queried. Only distances (and
according data points) that are less than distance ε away from the queried data point
are relevant. As computing the vast majority of the complete distance matrix of size
n2/2 is unnecessary, search structures that query for only neighboring points can
massively speed up the algorithm.
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Figure 6: Pseudocode of the original sequential DBSCAN algorithm, from [26]

2.3 Related work: Application areas

We are not aware of any previous attempts of clustering IoT devices based on the
IP-flow-level network traffic for intrusion detection purposes.

We have explored the relevant scientific literature to find research areas that
relate to our work in some manner. The areas that we describe are either 1) somehow
analogous to our task and thus are useful or inspirational, or 2) seem similar, but in
fact tackle a quite different task.

2.3.1 TCP/IP stack fingerprinting

The umbrella task of recognizing device types based on network traffic has been an
active research area since the 1990s. It first emerged as TCP/IP fingerprinting [27],
where the objective was to recognize the operating system of a target device.

TCP/IP fingerprinting is based on recording field values from TCP headers.
Some header fields have different default values based on the operating system
implementation [27]. The TCP/IP fingerprinting utilizes prior knowledge that
certain combinations of field values indicate specific operating systems. Fields that
are recorded include the initial packet size, initial TTL, window size, maximum
segment size, window scaling value, “don’t fragment” flag, “sackOK” flag and “nop”
flag. [29]
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Originally, TCP/IP fingerprinting was based on the idea that for each operating
system, a one-to-one mapping to a unique combination of default TCP field values
could be found. As the number of device types grows, collisions become increasingly
more likely to happen. A statistical approach was later proposed to counter this [28].

On a technical level, TCP/IP fingerprinting differs from our context with two
distinctions, firstly, TCP/IP fingerprinting relies heavily on such TCP header infor-
mation that we do not have available, and secondly, the aim is to classify operating
systems (with at most dozens of classes), whereas our clustering is designed to scale
to a potentially massive and priorly unknown number of clusters.

2.3.2 Unique device identification using implicit identifiers

Unique device identification and tracking using implicit identifiers has been researched
in several areas. Two of the most notable areas are web browser identification and
802.11 user fingerprinting. The core idea is that by gathering a large enough
collection of various non-unique identifiers about a user/device, the combination of
such identifiers eventually becomes unique, and allows for tracking of that particular
user/device [30].

In web browser identification, possible identifying factors include cookies, user
agent, HTTP ACCEPT headers, screen resolution, timezone, browser plugins, plugin
versions, and MIME types, system fonts, [30,31], and in later works, the rendering of
various HTML5 elements. These are all accessible to a web server the user connects
to either through inferring them out of static HTTP requests, or serving and running
AJAX on the client machine.

In 802.11 user fingerprinting, the identifying factors can include network des-
tinations, SSID probes, broadcast packet sizes, MAC protocol fields, etc. [33, 34].
Passive 802.11 user fingerprinting methods usually require the identifying party to
have either legitimate or illegitimate access to the wireless router the devices are
connected to in order to monitor the traffic of the devices.

Generally, identifying unique devices is quite a different task with regard to our
use case of finding clusters for security policy purposes. However, the core idea used
is analogous to our approach. Instead of trying to identify features that alone are
highly correlated with a certain class or cluster, gathering a collection of features that
together form a fingerprint that is either unique, as in unique device identification,
or specific to the security policy cluster, as we aim for in our use case. However, we
have a completely different set of input data available than in the aforementioned
cases.

2.3.3 Classification of IoT device types

The research area of classification of IoT device types has close ties to our task.
The motivation of these techniques is similar to ours. The use cases revolve around
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monitoring and security, including authentication and detection of anomalous devices.
However, the main difference is that the problem definition is typically supervised
classification instead of clustering. We believe that this might be related to the
typical research setting, where researchers have gathered a collection of IoT devices
and monitor their network traffic. With low device counts, labeled data is accessible
through manual labeling, and there is no need for clustering.

The methods can roughly be partitioned into several categories, e.g., based on
deep packet inspection, duration and/or timing, active participation, and IP-level
statistics.

Deep packet inspection

Bezawada et al. use a combination of used protocols, packet header features,
payload based features, such as TCP payload length, TCP window size, and payload
entropy [35]. However, they refrain from using network-specific features such as IP
addresses and source and destination ports.

Miettinen et al. record n packets when a newly observed device begins its setup
phase [36]. From each packet, 23 features are extracted, including link, network,
transport, and application layer protocols, IP protocol options, data volume and IP
address and port classes. IP addresses are used by aggregating the count of unique IP
addresses per device. Ports are classified into four categories: "no port", "well known
port [0,1023]", "registered port [1024,49151]" and "dynamic port [49152, 65535]".

We are not able to deep packet inspect our data, as the payload contents are not
included in the raw data. Furthermore, deep packet inspection is costly in terms of
computational resources, and it would not scale to the range of millions of devices.

Duration and/or timing

These methods revolve around measuring timing and duration differences that
are due to software stack implementations and hardware characteristics. Even the
slightest differences in clock frequencies and packet generation processes can result
in reproducible patterns of packet arrival times. Various classification algorithms are
further used to map the collected timing-related features into device classes [37–40].

However, timing-based methods are not suitable in our use case, as the raw data
that we have at hand is aggregated to the IP-flow level. The timing-based methods
would require being able to delicately measure packet interarrival times. Furthermore,
the accuracy of these methods diminishes the more distance and hops there are
between the communicating devices, which would pose a challenge in our system
that aims to be location agnostic.

Active participation

Various active participation classification methods exist. Bratus et al. used the
technique of probing devices with various kinds of packets, involving non-standard
and malformed frames, and forming a data set of expected behavior per device
type [41].
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Maurice et al. installed custom software, in the form of a daemon, to all their
devices [42]. The daemon changes network traffic characteristics for each device in a
unique manner, thus providing an identifying fingerprint for each device.

The methods that revolve around active participation are not suitable for our
use case, as we do not necessarily have access to the devices in the network; instead,
we merely can monitor them. Additionally, the active participation methods would
cause large resource consumption, most likely unfeasible for large scaling.

IP header features

Two papers that deal with similar input data as us, i.e., IP header information,
have been published by Sivanathan et al. In [43] they used simple descriptive statistics
from IP headers. These included typical sleep time, active volume, average packet
size, mean rate, peak/mean rate, active time, count of unique servers, count of unique
protocols, count of unique DNS requests, DNS interval time, and NTP interval time.
The DNS and NTP requests were inferred from the combination of transport layer
protocol and destination port number. A random forest classifier was then trained
to learn a mapping to device classes from these features.

In [44], Sivanathan et al. developed a two-stage method. In stage 0, bags of
port numbers, domain names, and cipher suites were created. Each of these three
had their own naïve Bayes multinomial classifier trained that predicted a device
type class and confidence value. In stage 1, the classes and confidence values were
combined with similar descriptive statistics as in the previous paper. Similarly, a
random forest classifier was trained to predict a class and confidence value for the
device class mapping.

These IoT device type classification methods based on IP headers rely on similar
ideas as our method. The difference between a supervised classification task and a
clustering task still remains as the most notable distinction. The naïve Bayes multi-
nomial classifiers used on bags of features utilizes the concept that the combination
of features that do not identify devices on their own give a robust indication of the
device type together. We utilize the same concept, and furthermore, on the same
type of data, remote port numbers and domain names.

2.3.4 Network traffic classification

Network traffic classification (NTC) is an automated process for classifying observed
network connections into traffic classes based on their header fields. The main
distinction between NTC and our use case is that the unit of interest is a single
connection instead of an aggregation of connections to the device level. Furthermore,
NTC is most commonly based on supervised machine learning or rule-based systems,
but unsupervised clustering-based approaches also exist. Most notable application
areas for NTC revolve around network administrators ensuring quality of service
(QoS) and executing lawful interception (LI) [45].

Traditional methods of NTC are based on rules that either only observe well
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known port numbers [46] or recognize application specific signatures through deep
packet inspection of the payloads [47]. Nonetheless, relying solely on port numbers
has a poor accuracy, while deep packet inspection is costly in terms of resources.

Statistical machine-learning-based approaches have also been developed. Zuev et
al. developed a naïve Bayes estimator with 249 features derived from succesful TCP
flows, including flow duration statistics, TCP port information, payload size statistics,
Fourier transform of packet interarrival times, and many others [48]. Calculating this
many features is resource intensive. Roughan et al [49] claim that nearest neighbor
models provide a more robust supervised approach, as they require less training data
to achieve similar results.

Zhang et al. developed a multistep method, where a nearest neighbor classifier
is presented descriptive flow statistics together with a flow correlation analysis
output [50]. Essentially, a correlation analysis is modeled across triples of destination
IP, destination port, and protocol that belong to the same application’s traffic.

Clustering can also be utilized as a step in network traffic classification. Liu et al.
developed a method using k-means clustering, where they used number of packets,
data volume, average packet size, maximum packet size and variance of packet size,
calculated both from and to the device [51]. However, Erman et al. found that
although intrinsic metrics preferred k-means, DBSCAN achieved better results in
terms of clusters matching actual applications [52].

2.3.5 Network anomaly and intrusion detection

Network anomaly and intrusion detection is the task that motivates this thesis.
However, the widely used approach is to develop methods that deal with all traffic
data at once, instead of partitioning data into homogeneous device clusters before
anomaly detection. This is because the majority of network anomaly detection
is aimed at personal device use cases, where structured and homogeneous device
behavior does not exist, rather, users form a continuous distribution of varying traffic
types. The systematic and predictable nature of IoT device traffic allows us to target
higher anomaly detection performances with simpler and more robust methods.

Network anomaly and intrusion detection methods typically consider the data at
the connection level rather than aggregated to the device level, similarly to network
traffic classification. Based on their comprehensive survey [54], Bhuyan et al. present
a taxonomy of anomaly detection methods, which is illustrated in Figure 7.
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Figure 7: Taxonomy of network anomaly detection methods, from [54]

Our main area of interest comprises the feature engineering choices used as a
preprocessing step for the actual anomaly detection algorithm. In their survey Bhuyan
et al. found that typical approaches only consist of feature selection, i.e. choosing
which features out of the original feature set to use. Essentially, no transformations
or additional computations are performed on the the header fields.

Davis et al. have published a review of data preprocessing methods for anomaly-
based intrustion detection [55], where they list various single-connection-derived
(SCD) and multiple-connection-derived (MCD) features. The SCD features are
similar as seen in earlier publications, header fields, interarrival times and deep
packet inspection derived features. The MCD features are more relevant to our use
case. Lakhina et al. calculated entropies of each original feature (header field) for a 5
minute time window [56]. Barbara et al. applied association rule mining techniques
as a preprocessing step for a decision tree classifier [63]. Several publications [57–62]
used simple descriptive statistics of header fields aggregated over a set time period
or a set count of packets. The simple descriptive statistics seem to be the industry
norm. Due to this, we utilize them for our reference methods.

2.3.6 Wireless sensor network clustering

Wireless sensor network (WSN) clustering is an active research area [64–66]. The
name gives an impression that it might be relevant to our topic, however, WSNs refer
to spatially dispersed sensors that are designed to measure their environments and
are connected to each other through mesh networking. The clustering aspect refers
to flocking such sensors together that are physically near each other. Slave devices of
a single cluster send their data to the cluster’s master device, which further sends all
data at once to the cloud. This is done in order to achieve efficient communication.
The task of clustering devices based on their location is quite different from our task
of clustering devices based on the contents of their communication.
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3 Data

In this chapter, firstly, the conceptual models of internet protocol suite and long-term
evolution (LTE) network are explained. These form the context from which our data
is captured. Secondly, the raw data that we have available for the purposes of this
thesis is described. Thirdly, assumptions of the source distribution of the data are
discussed. The assumptions are logical conclusions based on knowledge of how single
devices operate. Given the deterministic nature of machine-to-machine behavior,
we should expect these assumptions to hold even for more varied data sets. Lastly,
based on our assumptions, we simulate data that represents reality as closely as
possible, using dedicated internet traffic simulation software.

3.1 Overview of raw data

For this thesis, we simulate data that matches what would be attainable from a
mobile network probe that captures IP flows. The data includes identifier fields
from the mobile network side coupled with IP header information aggregated to the
flow level. Additionally, Transmission Control Protocol (TCP) flags are inspected
from the transport layer if TCP is used. Furthermore, the point-of-capture records
time-related fields itself. The header fields available in the raw data are listed in
Table 5.
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Feature Source

Tunnel end-point identifier (TEID) GTP headers

International mobile subscriber identity (IMSI) Inferred based on TEID

International mobile equipment identity (IMEI) Inferred based on TEID

Flow start time Recorded by probe

Flow end time Recorded by probe

Duration Recorded by probe

IP protocol number IP header

Network IP IP header

User equipment IP IP header

Volume received (bytes) IP header

Volume sent (bytes) IP header

Network port TCP or UDP header

User equipment port TCP or UDP header

TCP flags TCP header

Table 5: Features of raw data samples and respective sources

3.2 Telecommunication technologies

In this section, we describe the generic attributes and features of the protocol stack
that we are dealing with. This includes an overview of an LTE network, including the
point-of-capture and the protocols involved. Furthermore, we present an overview of
the Internet protocol suite, with a focus on what protocols are being used in IoT
networks.

3.2.1 LTE network

In the simulation, the network probe (i.e., point of data capture) is configured as
part of an LTE network. Its function is to capture the control plane and user plane
packets of GPRS Tunneling Protocol (GTP-C and GTP-U) and aggregate them. The
generic usage for these packets is 1) the signaling of mobile devices to form network
connections and 2) to encapsulate the IP payload to tunnel it through the various
mobile network nodes to the edge of the network that faces the Internet.

In our use case, we are interested in both the IP payload, as it contains most of the
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input data for clustering and device/subscription identifiers, which are used to group
IP flows per device. From the GTP headers, we capture a tunnel endpoint identifier
(TEID). With the TEID, we can link a specific connection to the related user
information, i.e., international mobile subscriber identity (IMSI) and international
mobile equipment identity (IMEI).

3.2.2 Internet protocol suite

The data we have available for clustering is the internet traffic of IoT devices in
the form of IP flows. Internet traffic consists of connections made over the IP suite.
IP suite is a set of protocols that ensures end-to-end data communication between
devices, abstracting required features into several layers in order to standardize
division of responsibility and functionality. These layers are the link layer, the
internet layer, the transport layer, and the application layer, as shown in Table 6.
The link layer is responsible for transmitting data between two devices that are
physically connected to each other, and the specific implementation is dependent
on the type of hardware involved. The internet layer is responsible for routing
packages across the network until the defined destination is reached. The transport
layer is responsible for providing connection establishment and reliability of data
transmission. The application layer is responsible for defining the interfaces devices
can use to interact with each other.

Internet protocol suite OSI model

Application layer
Application layer

Presentation layer

Session layer

Transport layer Transport layer

Internet layer Network layer

Link Data link

Physical

Table 6: Internet protocol suite model

The features we use for clustering come from aggregated header information of
internet protocol packets, combined with certain fields inspected from the transport
layer. For our use case of clustering, we are not interested in the data link or physical
layers, as they are abstracted away, and not visible in our data. On the other hand,
the internet layer and all layers above it are relevant. Even though we have no
visibility to the application layer, it is relevant to understand the commonly used
protocols for IoT and their characteristics, as essentially they are proxies of the
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applications and application configurations of the devices, which is the information
we want to infer.

Internet layer - IPv4, IPv6, ICMP

The purpose of the internet layer is to route packets to the destination defined
by its IP address. To achieve this, at every gateway, the layer selects the next-hop
gateway and passes the packet to the link layer for transmission. The Internet layer
follows a principle of best-effort delivery, which means packets are not guaranteed
to reach their destination - instead, if a packet does not reach its destination in a
defined time limit (TTL), it is dropped.

In the network, we have four protocols working on the Internet layer: IPv4, IPv6,
ICMP, and ICMPv6. From the perspective of our use case, IPv4 and IPv6 contain
the same relevant information: IP addresses, IP protocol numbers, and message
lengths. The IPv4 header is illustrated in Figure 8. We do not gather any additional
information from ICMP and ICMPv6 headers. Rather, we simply note that a packet
contains either of them based on the IP protocol number stating “1”. The only
relevant characteristic specific to the ICMP/ICMPv6 packets is that due to the
non-existence of higher transport layer protocol, there is no port number defined for
the connection.

Figure 8: IPv4 header, from [67]
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Transport layer - TCP, UDP

The transport layer is responsible for transmitting data between specific ports
across two hosts. The layer is responsible for the reliability of data transfer if such a
requirement exists. While many protocols exist, the overwhelming majority of traffic
consists of two protocols, Transmission Control Protocol (TCP) and User Datagram
Protocol (UDP).

TCP provides reliable data transfer, including that packets are handled in the
correct order, and that missing packets are retransmitted. While TCP provides
reliable data transfers, its downside is high overhead costs due to handshakes to
establish connections as well as large header sizes.

UDP takes the opposite approach - there is no guarantee that packets reach the
destination, nor of the order of the packets. However, there is very little overhead. The
lightweight nature of the protocol suits some use cases particularly well. Conserving
resources for lightweight IoT devices is such an example.

In our use case, the probe extracts three fields from the transport layer. Firstly, for
all TCP and UDP packets, both the source and destination port fields are extracted.
Secondly, for TCP packets, possible URG, ACK, PSH, RST, SYN, and FIN flags are
extracted. For the flow, these are aggregated as a Boolean set of whether they were
seen. TCP and UDP headers are illustrated in Figure 9 and Figure 10.

Figure 9: TCP header, from [67]
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Figure 10: UDP header, from [67]

Application layer

The application layer is responsible for defining the rules of communication be-
tween devices. This includes the interfaces, methods, syntax, and semantics the
devices have to use to interact with each other. The application layer is also respon-
sible for implementing synchronization and error recovery methods. Furthermore,
the application layer protocol also defines which transport layer protocol is used.

In our use case, the relevant notion is that the specific implementation decisions
of the application layer are reflected in the transport and IP layers, and consequently,
in the data that we collect. For example, an application protocol determines whether
keepalive messages are used. A keepalive refers to a feature that periodically pings the
other party to ensure the connection is still up and running. The keepalive capability
can be implemented on the application-protocol level, or the application protocol
can utilize the optional TCP keepalive feature. Whether or not the keepalive feature
is used can significantly affect the data we collect. If the actual data transmission
is highly intermittent, the aggregated flow records can either be considered as a
sequence of short connections or a single long connection that is being kept alive
through a periodic sequence of keepalive messages that link the data transmission
bursts together.

3.3 Assumptions regarding IoT networks

Making assumptions on what traffic typically looks like in networks containing IoT
devices serves two purposes. Firstly, understanding traffic characteristics helps us
to identify feature engineering and clustering methods that recognize underlying
patterns properly. Secondly, understanding how devices function helps us to simulate
realistic IoT traffic for validation purposes.

The most imperative notion is that IoT device applications run in an extraordi-
narily predetermined manner. Typically in data science challenges, measurements
that attempt to measure a specific phenomenon end up containing measurement
error as well as a combined effect of the true underlying phenomenon together with
some additional noise factors that are not being modeled. In very few data science
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tasks the input data is as exact and comprehensive as in machine-to-machine network
traffic. The captured traffic data is the exact representation of what happened;
there is no noise involved in the measurement process. Furthermore, in machine-
to-machine traffic, the actual decision-making process, where the devices determine
what connections to form, is, in fact, exactly the same across all devices running the
same application.

The source for unpredictability in machine-to-machine network traffic data
emerges from external factors outside the software-defined intended behavior. These
factors can be, for example, related to human intervention. An IT administrator
can take a one-off connection to a specific device in order to, e.g., reconfigure the
device. Also, human intervention could be of malicious type — a hacker might try
to infiltrate the device. Furthermore, physical world factors can include some part
of the network losing power, resulting in failed connection attempts or the device
itself going offline. All in all, numerous possible external factors exist. From a
network-level perspective, these seem random, unpredictable events. However, on a
single device’s level, the handling of such events is always predetermined. If any of
the devices with the same software encounter the same unexpected external factor,
the subsequent behavior will be exactly the same.

The degree of predeterminedness in the device behavior suggests that in the data,
patterns based on which highly accurate clustering outcomes can be gathered should
exist. The difficult challenge is how to represent the complex and vast amount of
data in such a simplified expression of information from which clustering algorithms
are able to pick up the underlying patterns.

3.3.1 IoT device classes

Incalculable numbers of different IoT device types exist. IoT devices can range from
temperature sensors and surveillance cameras to self-driving cars. Understandably,
the Internet traffic patterns for these devices vary wildly. Simulating IoT device traffic
requires representing these countless devices types as a reasonable subset of prototype
device classes, as otherwise, the complexity of the simulation configuration becomes
unfeasible. However, we aim to develop clustering and feature engineering methods
that are agnostic about how many or what kinds of device hardware exist in the data,
as the aim is to recognize device groups (same application and configuration). Due to
this, the exact number of simulated device types is irrelevant, as the relevant metrics
are if the methods can tell apart device groups that are of highly different device
types and device groups that are very similar but not identical. These represent
the easiest and the most difficult cases for the clustering and feature engineering
methods.

We consider the most relevant taxonomy for IoT devices to be the degree of how
constrained they are. The RFC 7228 of IETF introduces three classes of constrained
devices [68], which together with our addition of Class 3 are illustrated in Table 7.
Resource constraints dictate the software and protocol stacks, as a trade-off between
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being lightweight and having an extensive set of features exists. Typically devices
use the most feature-rich protocol stack that their resource constraints allow.

data size
(e.g., RAM)

code size
(e.g., Flash)

protocols

Class 0 ≪ 10 KiB ≪ 100 KiB not Internet capable

Class 1 ∼ 10 KiB ∼ 100 KiB stateless (UDP)

Class 2 ∼ 50 KiB ∼ 250 KiB lightweight stateful (TCP)

Class 3
Smart or
Gateway-like

≫ 50 KiB ≫ 250 KiB any protocols

Table 7: IoT device taxonomy based on their degree of resource constraints,
classes 0-2 are introduced by [68]

Class 0 devices are typically low-powered sensors. These devices generally do not
possess resources to connect to the Internet in a secure way. The typical use case is
that sensors are connected to a local gateway or server (Class 3) through proprietary
lightweight protocols. If the data collected by these devices is required in the cloud, the
data is processed by the gateway/server and re-encapsulated with any unconstrained
protocols, as the middle device is typically not constrained. Furthermore, this results
in a number of Class 0 devices connecting through a single Class 3 gateway, making
it difficult to distinguish individual Class 0 IoT devices based on the traffic.

Class 1 devices are typically capable of connecting to the Internet using lightweight,
stateless protocols designed for extremely constrained use-cases. These devices can
be, e.g., standalone sensors that rely on a battery and only intermittently connect
to the network. Furthermore, their chips might not have enough memory to store
states of stateful connections

Class 2 devices are typically capable of running quite feature-rich protocols but
aim to limit the amount of unnecessary traffic, e.g., to conserve electricity or mobile
network traffic volumes. These devices typically use protocols designed for IoT
devices that minimize the number of not necessary packets, for example, related
to keepalive, ping, handshakes, etc. Furthermore, a lightweight connectivity stack
leaves more resources for the application itself.

Class 3 is our addition to the three constrained IoT classes introduced by RFC
7228 [68]. These smart or gateway-like devices are not constrained, but we consider
them to be IoT devices due to their nature of not being operated by a human,
and that they employ similar predetermined and regular machine-to-machine traffic
patterns as more constrained devices. However, protocol-wise they are similar to
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personal devices, as they are able to use the full range of existing protocols.

3.3.2 IoT protocols

Network traffic data properties are largely determined by the application running on
the device. Most importantly, the application defines which application protocol is
used. The application protocol further defines which transport layer protocol is used.
The application protocol also greatly affects what type of packets are typically sent
and how long connections these packets typically form.

Numerous IoT application protocols exist, both proprietary and open. We have
formed an approximated list of most widely used protocols based on reviewing which
IoT protocols cloud IoT providers support, as listed in Table 8. It is difficult to
form accurate estimates of protocol popularity, as there is very little visibility to IoT
device ownership and usage in general as they are mainly used privately.

As a side note, we realize this list is biased, as some types of protocols are better
suited to be connected to cloud IoT providers. For example, low-level and lightweight
protocols might lack the required security features to connect to the cloud providers,
and are better suited to connect to an intranet server, which would be out of business
scope for these cloud providers. Nevertheless, we believe that this list gives us a
reasonable understanding of the protocol landscape.
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IoT
Appli-
cation
protocol

Cloud IoT
providers
with support

Trans-
port
layer

Standar-
dization

Notes

MQTT Amazon AWS
MS Azure
IBM Watson
Google Cloud
Bosch IoT
Cisco IoT
GE IoT
SAP IoT

TCP OASIS and
ISO

Lightweight publish-
subscribe protocol.

HTTP Amazon AWS
MS Azure
Google Cloud
Bosch IoT
Cisco IoT
SAP IoT

TCP IETF Request-response
protocol.
The majority of web traf-
fic consists of HTTP.

CoAP Oracle IoT
Cisco IoT

UDP IETF Lightweight request-
response protocol.
Developed to easily
translate to HTTP.

AMQP MS Azure
Oracle IoT
SAP IoT

TCP OASIS and
ISO

Originally developed at
JPMorgan for reliable
banking middleware.

XMPP Oracle IoT
Cisco IoT

TCP or
HTTP
over TCP

IETF Originally developed for
instant messaging on
personal devices.

Modbus Cisco IoT
GE IoT

UDP or
TCP

IEC Originally developed for
serial communications of
industrial devices.
Further extended to sup-
port the internet proto-
col suite.

Table 8: Cloud provider support of IoT application protocols,
collected from cloud IoT provider websites in June 2019
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3.4 Data simulation

External and explicit clustering evaluation metrics can be used only when ground
truth labels are known. However, as is often the case in the real world, the data that
we receive from the network probe does not contain labels, and manual labeling is
unfeasible.

However, given the deterministic nature of IoT device traffic, we have the tools
available to create realistic simulations of the environment. On top of aiding us
to explicitly measure clustering performance, the process of simulating the traffic
also requires us to deeply understand its complex characteristics, which in turn is
valuable in developing feature engineering and clustering methods.

3.4.1 Ixia BreakingPoint software

The software tool that we use for simulation, Ixia BreakingPoint, is an “all-in-one
applications and network security testing platform” [69]. Ixia products (acquired by
Keysight Technologies Inc. in 2017) are used by most of the major network equipment
manufacturers and network operators [70].

The features of Ixia BreakingPoint include creating customizable virtual (mo-
bile) networks, simulating traffic with customizable traffic volumes, patterns, and
application protocols. Furthermore, Ixia is maintaining a database of known security
threats, which can also be simulated in the virtual environment. Effectively, Break-
ingPoint enables simulating and replicating a large variety of network activity, the
limiting factor being the amount of manual work required in creating large network
simulations.

3.4.2 Simulation parameters

In this section, we present the choices made for simulation parameters, including
network structure, device counts, server counts, application protocols, device con-
figuration, and non-pattern-abiding traffic, i.e., noise. We have listed definitions of
concepts and parameters used in the simulation in Table 9.

Term Description Mapping

Device A simulated or real device. In the simulation a device is always
part of exactly one group. In real
life, a device can be part of one or
no group.
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Group A simulated or true underlying set
of devices that run the same ap-
plication (same protocols) with the
same configuration (connect to same
servers, with similar bitrates, approx-
imately as often, etc.).

Cluster A set of devices learned based on the
data. The output of the clustering
system.

The goal is to find a one-to-one map-
ping between clusters and groups.

Class A category of a simplified taxon-
omy for IoT devices based on re-
source constraints. In the simulation,
classes are mapped with application
protocols.

• One-to-one mapping with a spe-
cific simulation application profile

• All devices of a group are of a sin-
gle class

• Different groups can be of the
same class, in which case they have
a different configuration, i.e., same
protocols but different target

True signal Traffic patterns, i.e., data character-
istics, that identify a group.

Shared within a group, not shared
across groups.

Noise Traffic, i.e., data, that deters us from
finding a one-to-one mapping be-
tween clusters and groups because:
1. it is not shared within a group

(e.g., a one-off hacking attempt of
a device)

2. it is shared with some other set of
devices than a single group (e.g.,
several groups might use the same
DNS server)

Either not shared within a group or
shared with some larger set than a
group.

Organization An organization is an entity that
owns and operates several groups of
devices in the simulation. Similar to
clients of clients in the real world.

In the simulation, a portion of the
noise is simulated to be shared within
the organization. Essentially, the
noise creates “false structure” in the
data.

Table 9: Disambiguation of terminology used in the simulation
of IoT devices
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Network structure and device composition of the simulation

We consider all the IoT devices to exist within a single mobile network. The
devices make connections to servers that reside in the Internet. The data capture
happens at the probe, which is located within the Evolved Packet Core. In the
simulation, the probe captures the data from the interface of the Packet Data Network
Gateway (PGW), which is the point of entry/exit in an LTE network with regard to
external networks. The network structure of the simulation is illustrated in Figure 11.

Figure 11: Network structure of the simulation, mobile network of industrial IoT
devices

We simulate a total of twelve device groups that are distributed into four orga-
nizations. Organizations A through C contain only devices of a single class, while
organization D contains all three classes.

We have chosen device counts pseudorandomly, with the guidelines of:
1. In real networks, countless of device types and use cases exist; thus, a group of

any size is possible.
2. Large variance in group sizes presents challenges for clustering, which is typical

in real networks.
3. High device counts typically exist only for constrained devices as they are

inexpensive.
4. The total number of devices must remain within the resource constraints of

the simulation.

In order to make the simulation complexity reasonable, we consider devices to
be classified based on the degree of resource constraints, as described in Subsub-
section 3.3.1. We continue to map the device classes together with particular IoT
application protocols, as shown in Table 10.
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Simulated application protocols and configurations

To form a reasonable understanding of what kind of connections the IoT network
traffic consists of, we have resorted to examining IoT device lifecycle management
specifications. Lifecycle management specifications include processes regarding device
onboarding, boot-ups, updating, configuring, etc. — essentially, all types of intended
usage for the devices. Several standardization bodies and other organizations have
created their own specifications for IoT device lifecycle management. However, as
they all include a similar set of functionality, we only benchmark one example in
this thesis, OMA Lightweight M2M (LwM2M) from Open Mobile Alliance [72]. The
specification is designed to be able to “extend to meet the requirements of most any
application”, effectively, most device features can be represented as a subset of the
LwM2M specification functionality. The core functionalities of LwM2M specification
are depicted in Figure 12.

Device Group Organization Class Application protocol Device count

A1 A 1 CoAP 20

A2 A 1 CoAP 200

A3 A 1 CoAP 2000

B1 B 2 MQTT 100

B2 B 2 MQTT 500

B3 B 2 MQTT 1000

C1 C 3 HTTP 40

C2 C 3 HTTP 80

C3 C 3 HTTP 160

D1 D 1 CoAP 200

D2 D 2 MQTT 200

D3 D 3 HTTP 200

Table 10: Device composition of the simulation

We assume all device classes in the simulation to run a subset of the LwM2M
functionality. However, as we deal with aggregated data on the IP-flow level, the
type of the data aggregates away finer details that would be found in the payloads,
such as the application-level functions a device is executing. The relevant aspect is
that over their lifetimes, devices run several functionalities with various servers, each
with their characteristic data volumes and temporal aspects. For example, there
might be an authentication server that the device connects to once per boot-up,
typically with low data volumes. If the repeating behavior of the device is sending
large amounts of sensor data, the number of packets sent to the authentication server
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will be minuscule compared to the data reporting server. A detailed list of operations
included in the LwM2M specification is shown in Table 11.

Generally, we make the assumption that device classes use different sets of
functionality depending on their resource constraints. More constrained devices use a
lighter set of features and have a lesser number of unique connection types to unique
servers to accomplish this. Furthermore, more constrained devices will generally send
lesser amounts of data.

Figure 12: Core functionalities of a benchmark IoT device lifecycle management
standard, LwM2M, from [71]

In the simulation, we map the resource-constraints-based device classes to specific
application protocols, CoAP, MQTT, and HTTP. These application protocols
are chosen because 1) their resource consumption maps logically to the classes of
constraint and 2) they are widely used and/or will likely be so in the future. HTTP
and MQTT are widely supported by IoT cloud providers. On the other hand, CoAP
is still in the earlier stages of adoption. However, it is an open standard specially
designed for very constrained IoT devices. Furthermore, the IoT lifecycle management
specification LwM2M is specifically designed to support CoAP. The cloud provider
support of IoT protocols is discussed in Subsubsection 3.3.2.

The simulation software, Ixia BreakingPoint, contains implementations for these
application protocols. The majority of the packet parameters have been left to the
protocol-specific default values set by the software, e.g., ports, flags, and application-
protocol-specific fields. To our understanding, the developers of Ixia have determined
these values to be representative of what the protocol usage typically entails. How-
ever, we have adjusted bitrates, payload sizes, and network targets to correspond
to the network structure and device usage description of our use case. The proto-
col descriptions used in the simulation are listed in the appendices: Appendix A,
Appendix B, Appendix C.
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Interface Direction Operation

Bootstrap Uplink Bootstrap-Request

Bootstrap Downlink Write, Discover, Delete,
Bootstrap-Finish

Client Registration Uplink Register, Update, De-register

Device Management and
Service Enablement

Downlink Create, Read, Write, Delete, Ex-
ecute, Write-Attributes, Discover

Information Reporting Downlink Observe, Cancel Observation

Information Reporting Uplink Notify

Table 11: Relationship of operations and interfaces of our benchmark device lifecycle
management standard, LwM2M, from [72]

Simulated application protocols and configurations

We define all traffic of a device that is not characteristic to its group as noise.
Effectively, this consists of two types: 1) traffic that creates false structure, and 2)
traffic that forms no structure. These are illustrated in Figure 13. Furthermore,
these can be thought of as 1) intended machine-to-machine traffic that, for some
reason, is shared by a collection of devices that is not a group. For example, a large
numbers of devices across multiple device groups could be connecting to the same
DNS server, creating false structure. The second type 2) can be thought of as one-off
events. For example, an administrator can form a one-time connection to a device to
configure it manually, and no other device will have a similar connection, especially
if the administrator’s IP address changes dynamically over time.

Figure 13: Types of traffic in the simulation: true signal and two types of noise
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The traffic that we consider noise can consist of both malicious and safe traffic.
Safe traffic is more straightforward to model, as we can assume it follows the LwM2M
specifications, e.g., as the DNS requests or manual device configurations would. In
the simulation, safe noise that creates false structure is modeled similarly to the
non-noise traffic, i.e., traffic that is characteristic to a certain group of devices.

Malicious traffic is more challenging to model accurately. In theory, malicious
traffic can take any kind of shape, as only the hacker’s imagination is the limit. For
the purposes of this simulation, we are assuming malicious traffic to be principally
random. The malicious traffic is assumed to come from random public IP addresses
and from random network ports, with random data volumes using either UDP or
TCP protocols. The malicious traffic is also assumed to be attempting to connect
to a set of well-known ports, as defined by Nmap [73]. Nmap is an open-source
network scanning tool that is being developed by a community of computer security
experts in order to have a tool to test systems against malicious attacks.
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4 Methods

In this section, we elaborate on what challenges the characteristics of the data pose,
and describe the solution we have developed. We also introduce three reference
approaches for IP flow feature engineering.

4.1 Qualitative analysis of the features

We have identified three main data science challenges regarding the properties of the
data we are dealing with. These three challenges are 1) that the data contains mixed
data types, 2) that it has variable-length data per device, and 3) that the categorical
features have high cardinality, i.e., a large number of unique values. Furthermore,
we also discuss the relevancy of the curse of dimensionality that is associated with
high cardinality. These challenges are summarized in Table 12.

Mixed data types

Defining a distance measure that combines continuous and categorical values
poses challenges — the most important being how to normalize the features with
respect to each other. Solutions with a sound and solid reasoning exist only for
purely continuous or purely categorical data, but the combination of both is difficult.

There are various ways to normalize continuous variables to be comparable. For
example, it is possible to MinMax-normalize the features, essentially meaning that
the features are scaled so that the lower value becomes zero, while the highest value
becomes one. Alternatively, it is possible to normalize to zero mean and unit variance,
also known as z-score normalization, which is widely used in statistics.

Categorical features are typically assumed to have equal weight in comparison.
For example, Jaccard Index is defined as the size of the intersection over the size of
the union, which gives a measure of similarity between zero and one. Furthermore,
Jaccard distance is defined as one minus Jaccard Index. When assuming equal
weight to all categorical features it does not matter what the value of the numerical
representation of a feature ends up as, as the same treatment applies for every feature,
which results in a comparable output.

An approach to normalizing continuous and categorical variables is assuming
that each feature has equal maximum weight. The most known implementation is
A General Coefficient of Similarity, also known as the Gower distance. This metric
defines each feature to be scaled between zero and one. For continuous features, it
equals to MinMax-scaling. In contrast, for categorical features, it equals to simple
matching coefficient; if the values match, distance with regard to that feature is zero;
if the values do not match, the distance is one.
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Challenge Description

Mixed data types Generally, clustering algorithms require the
data to be of a single type. Various compari-
son methods exist for solely numerical data
(e.g., Euclidean distance) or for solely cate-
gorical data (e.g., Jaccard distance), but a
combination of both is challenging.

Variable-length data
per device

We are clustering devices, yet our raw data is
on the connection (transaction) level. Devices
have varying counts of IP flows. Clustering
algorithms expect to have fixed length input.

Dynamic and high cardi-
nality of categorical fea-
tures

Standard approach of transforming categori-
cal features to numerical is pivoting the data
to have as many features as there were unique
categories, i.e., one-hot encoding. Represent-
ing the whole IP space in this manner will hit
resource constraints.

Curse of dimensionality This applies to the high cardinality categor-
ical features. If represented as separate di-
mensions, the volume of the high dimensional
space grows so quickly that the data becomes
sparse. In terms of distance metrics, the
curse of dimensionality predicts that all dis-
tances between data points approach the up-
per bound of the metric. This is problematic
for clustering, as clustering algorithms gener-
ally aim to find structure of high density, i.e.,
nearby points.

Table 12: Challenges posed by the properties of the raw data, IP flows of IoT devices

The Gower distance might seem to solve the problem. However, taking a deeper
look into the outputs, we notice that the features might not truely have equal weight
even if it seemed so. Let us consider a continuous feature such as network traffic
volume that is distributed with a semi-infinite interval [0, ∞). If we MinMax-scale
this feature to be between zero and one, the upper limit will be set by the largest
outlier in the original data. The majority of data points will get squashed to near-zero
values. Subsequent calculations of distance between such points are likely to account
for nearly nothing. On the other hand, categorical data that differ even just slightly,
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e.g., colors “light blue” and “dark blue”, would be assigned a distance of one, as
they are not an exact match. Through such examples, it can be questioned whether
continuous and categorical features truthfully have equal weight in this distance
metric, due to their significant difference in how they are distributed, and how it
affects the distances.

Variable-length data per device

Feature-based clustering algorithms generally require a fixed-length vector for
each data point. We aim to cluster devices. However, the data captured from the
probe is on the flow level. The number of flows per device is highly variable.

Essentially, this means that we have to use aggregation functions to standardize
our data length. The most common practice is to do this feature-wise. For example,
in case of customer segmentation, a customer’s shopping habits might be described
through features such as the average value of a single purchase and the monthly sum
of purchases.

There are several challenges with aggregation functions. Generally, when data is
compressed into a denser representation information is lost. This can be mitigated by
choosing an aggregation function that captures as much of the relevant information
as possible. However, it requires context-specific expert knowledge to make informed
choices. Furthermore, several aggregation functions can be used simultaneously;
however, this will cause further considerations. The representation of the data will
be less dense, and more computation is required to calculate it. Especially for time
series data, like IP flows, there exists an abundance of aggregation functions to
choose from, some of which are computationally expensive. Resource constraints can
limit how many aggregated features are sensible to be computed.

Furthermore, clustering algorithms typically expect features to be statistically
independent. Calculating several aggregations from the same original feature might
end up capturing overlapping information, thus biasing the clustering towards certain
original features. Distance metrics can be tuned to balance out this bias. Though,
it is a difficult task to estimate how much weighting should be done to achieve a
viable balance. Dealing with aggregated features that can be logically concluded to
have equal weight in clustering makes the clustering more robust in comparison to
methods that require manual weighting.

Dynamic and high dimensionality of categorical features

The typical approaches regarding categorical features are based on encoding
them as a set of new boolean features. One of the most popular methods is one-hot
encoding. In this encoding scheme, each possible distinct value of the categorical
feature is represented as its own feature. For example, if the original feature consisted
of colors, there would be a new feature for each color: “is_blue”, “is_red”, “is_green”,
etc, with values 0 or 1 for each feature. Some other encoding methods create a smaller
set of new features, but the inevitable downside is that some original feature values
will have identical representations in the new features, even though their original
feature values differed. All in all, information is lost.
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However, when we deal with categorical values of high cardinality, we face the
challenge that the length of the new feature vector grows linearly with the number
of distinct values in the original feature. The IP address space allows for 232 (∼ 4.3
billion) unique values for IPv4 and 2128 (∼ 3.4 × 1038) unique values for IPv6. In
view of finite computational resources, the magnitudes of these numbers do not allow
simply one-hot encoding the entire IP space in a dense representation.

Furthermore, the number of IP addresses actually used is dynamic. New devices
can be added to the network, existing devices can suddenly form connections with
previously unseen network IP addresses, and rarely seen IP addresses can vanish out
of the data set once the IP flows they were included in expire from the time window
of the data set. The feature engineering step must be able to adapt to a varying
number of distinct feature values.

Curse of dimensionality

The curse of dimensionality refers to a set of challenges that occur when the
dimensionality of the data reaches high enough numbers. These challenges originate
from the fact that the volume of a space rapidly grows as dimensions are added.
Furthermore, the vast majority of the volume resides far away from the center, as
illustrated by Figure 14. This also has consequences regarding proximity, distance
measures, and clustering, as we can infer from the statement by Beyer et al. in their
work regarding nearest neighbors: “We show that under a broad set of conditions
(much broader than independent and identically distributed dimensions), as dimen-
sionality increases, the distance to the nearest data point approaches the distance to
the farthest data point” [75].

Figure 14: Illustration of the root cause of curse of dimensionality: the majority of
the volume of a high dimensional space resides near the surface of the space, from [74]

The theory of curse of dimensionality indicates that in a high dimensional space,
the concept of neighboring points begins to diminish. Essentially, from the point-
of-view of a single data point, all other data points seem to be far away, with little
variation between them. However, the curse of dimensionality only holds depending
on the distribution of the data. The more evenly the points are distributed, the
worse the effects of the curse of dimensionality are. Our exploratory analysis of
anonymized live network and simulated data suggests that the traffic of IoT devices
resides on locally low dimensional manifolds, where the concept of neighboring points
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exists distinctly. We hypothesize that this is a causation from the predetermined
and regular nature of IoT device behavior. There exists no inexplicable natural
variance in the behavior of programmed devices; rather, they execute their behavioral
pattern routinely. This invariability includes the addresses and ports they connect
to. Effectively, only the noise data is distributed in a way that could cause problems
related to the curse of dimensionality, which is something our methods aim to
mitigate.

4.2 Forming a device-level data point

In this section, we describe the feature engineering solution that we have developed
and compare it to solutions that are considered standard or best practice in the
field. In total, three reference methods are introduced. First, we discuss the feature
selection part - i.e., which features are considered when forming a fingerprint for a
device. Secondly, we discuss how the aggregations of the selected fields are computed.

4.2.1 Feature selection

The list of available features is presented in Table 13. The following features are
disregarded from the feature selection.

• IMSI is used as the subscription/device ID over which the aggregation to a
device-level data point will be performed in a later step. It is thus unique for
each device-level data point and bears no predictive power for clustering.

• IMEI is a hardware ID and, therefore, redundant with IMSI.
• TEID is a session ID - it is randomly assigned for each session and has no

predictive power to represent a device’s behavior.
• User equipment IP is either static or randomly dynamically assigned, meaning

that it either is redundant to IMSI (if static) or produces false structure (when
unrelated devices get assigned the same IP over time) and bears no predictive
power.

• User equipment port is randomly assigned by the operating system for each
connection, meaning that it bears no predictive power.

• Flow end time is a direct summation of Flow start time and duration and, thus,
it is disregarded to reduce redundancy.
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Feature Type Count of
unique
values

Ref
mtd
1

Ref
mtd
2

Ref
mtd
3

Our
mtd

TEID Categorical ≫ 10 000

IMSI Categorical ≫ 10 000 (X) (X) (X) (X)

IMEI Categorical ≫ 10 000

Ue IP Categorical ≫ 10 000

Ue port Categorical ∼ 10 000

Flow start time Continuous - X X

Flow end time Continuous -

Duration Continuous - X X

Volume received Continuous - X X

Volume sent Continuous - X X

IP protocol number Categorical ∼ 10 X X X X

Network IP Categorical ≫ 10 000 X X X X

Network port Categorical ∼ 100 X X X X

TCP flags Categorical ∼ 10 X X X

Table 13: Feature selection for reference methods and our method

Typical approaches to feature selection are largely dependent on the aggregation
functions and the distance metrics used afterward, as these steps generally have
limitations as to which data types can be handled simultaneously. Typical solutions
to the challenge of varying data types include:

1. Only consider continuous features
2. Only consider categorical features
3. Use specialized aggregation functions and distance metrics that can deal with

mixed data types
4. Re-encode the categorical features as numerical features (e.g., one-hot encoding)
The chosen reference methods for feature engineering correspond to solutions

1), 2), and 3). In the reference method 1) we consider both i) continuous features
and ii) categorical features with such aggregations that have a numerical output
- which can thus be considered continuous. Option 4) is not feasible due to the
high dimensionality of categorical features in our data, which is further discussed in
Subsection 4.1.
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We hypothesize that IP protocol number, Network IP and Network port contain
the majority of the predictive power. Thus, in our approach, we consider only these
three features. The basis for the hypothesis emerges from our view of what identifies
an application. Essentially, data exchange in client-server communication is defined
so that a server application is listening on a socket that is defined by the server’s IP
address, the socket type (corresponds to transport layer protocol, i.e., IP protocol
number), and the port number while the client establishes a connection to this socket
using these identifiers. We view that the most relevant part of defining security
policies is defining the collection of accepted applications.

4.2.2 Aggregation to device-level

As discussed in Subsection 4.1, we need to aggregate the data in order to transform
it into a format that clustering algorithms can deal with.

Aggregations for reference methods

The typical approaches in data science utilize descriptive statistics for each input
feature. Descriptive statistics are a standard approach of summarizing data in the
field of statistical analysis [76]. Our reference methods consist of subsets of widely
used aggregation functions. The set of functions used for each reference method are
listed in Table 14. These have been implemented in the feature engineering Python
library Featuretools [77]. Furthermore, the complete set of aggregation outputs is
shown in Table 15.

Aggregation
function

Data type of
input feature

Data type of
aggregation
output

Ref
mtd
1

Ref
mtd
2

Ref
mtd
3

Count - Numerical X X

AvgTimeBetween Datetime Numerical X X

Mean Numerical Numerical X X

Min Numerical Numerical X X

Max Numerical Numerical X X

Std Numerical Numerical X X

Median Numerical Numerical X X

Skew Numerical Numerical X X

Trend Numerical Numerical X X

Entropy Categorical Numerical X X

NumUnique Categorical Numerical X X

Mode Categorical Categorical X X

Table 14: Aggregation functions used for reference methods
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Reference method 1 Reference method 2 Reference method 3

A
gg

re
ga

te
d

fe
at

ur
es

Count(flow) Mode(flow.network_port) Count(flow)
Avg_Time_Between(flow.flowStart) Mode(flow.network_ip) Avg_Time_Between(flow.flowStart)
Mean(flow.duration) Mode(flow.ip_protocol) Mean(flow.duration)
Mean(flow.vol_sent) Mode(flow.tcp_flags) Mean(flow.vol_sent)
Mean(flow.vol_rcvd) Mean(flow.vol_rcvd)
Min(flow.duration) Min(flow.duration)
Min(flow.vol_sent) Min(flow.vol_sent)
Min(flow.vol_rcvd) Min(flow.vol_rcvd)
Max(flow.duration) Max(flow.duration)
Max(flow.vol_sent) Max(flow.vol_sent)
Max(flow.vol_rcvd) Max(flow.vol_rcvd)
Std(flow.duration) Std(flow.duration)
Std(flow.vol_sent) Std(flow.vol_sent)
Std(flow.vol_rcvd) Std(flow.vol_rcvd)
Median(flow.duration) Median(flow.duration)
Median(flow.vol_sent) Median(flow.vol_sent)
Median(flow.vol_rcvd) Median(flow.vol_rcvd)
Skew(flow.duration) Skew(flow.duration)
Skew(flow.vol_sent) Skew(flow.vol_sent)
Skew(flow.vol_rcvd) Skew(flow.vol_rcvd)
Trend(flow.duration) Trend(flow.duration)
Trend(flow.vol_rcvd) Trend(flow.vol_rcvd)
Trend(flow.vol_sent) Trend(flow.vol_sent)
Entropy(flow.network_port) Entropy(flow.network_port)
Entropy(flow.network_ip) Entropy(flow.network_ip)
Entropy(flow.ip_protocol) Entropy(flow.ip_protocol)
Entropy(flow.tcp_flags) Entropy(flow.tcp_flags)
Num_Unique(flow.network_port) Num_Unique(flow.network_port)
Num_Unique(flow.network_ip) Num_Unique(flow.network_ip)
Num_Unique(flow.ip_protocol) Num_Unique(flow.ip_protocol)
Num_Unique(flow.tcp_flags) Num_Unique(flow.tcp_flags)

Mode(flow.network_port)
Mode(flow.network_ip)
Mode(flow.ip_protocol)
Mode(flow.tcp_flag)

Table 15: Aggregated device-level features for reference methods

Transformation and aggregation for our method

In our method, we only consider three original categorical input features, IP
protocol number, Network IP and Network port. We view that together these three
identify a network socket, i.e., interacting with the same server applications, which
we consider a strong signal of similarity. However, instead of using them as separate
features, we combine them to form a new categorical feature, as shown in Figure 15.
We propose to call this novel concept a network socket identifier.
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Figure 15: The transformed flow-level feature for our method,
the network socket identifier. Illustrative example.

To aggregate the newly transformed feature, network socket identifier, we compute
the frequencies of each observed distinct value over the observation time period, which
would typically be a sliding window of some weeks. This produces a variable-length
set of network socket identifier frequencies for each device. An illustrative example
is shown in Table 16.

Device (identified
by IMSI)

Network socket
identifier

Frequency

Device A
(210398725185)

17 | 174.59.32.121 | 5683 89

17 | 89.29.78.1 | 5683 79

17 | 89.29.78.21 | 5683 42

... ...

17 | 174.59.32.121 | 5683 13

Device B
(338128663355)

6 | 49.143.67.23 | 1883 542

17 | 49.143.67.23 | 5504 289

6 | 89.44.59.23 | 22 23

... ... ...

Table 16: The device-level aggregation for our method: frequencies of observed
network socket identifier values over the observation time period.
Illustrative example.

A possible step to mitigate noise at this point is to filter out connections based
on certain criteria. For example, a simple cut to only include highest N frequencies
per device can be performed. Alternatively, we can target connection types that we
expect to produce noise — for example, removing all entries using UDP to port 53,
as they are likely indicators for the connection being a DNS request, which we might
suspect obscuring the clustering. In the experiments, we chose not to filter anything



60

out to showcase the performance without manual expert tuning as it would be biased
for this particular data set, given that we have simulated it ourselves. However,
potential robustness increases could be achieved in live use.

4.2.3 Normalization of the features

It is common practice in the field of machine learning to normalize features to have
equal weight in situations where the original features are not known to be directly
comparable. This is true especially in situations where the modeling methods are not
capable of performing feature weighting themselves. Distance metrics for clustering
are typical examples of having an underlying assumption that all dimensions are
given the same importance.

The fields of the IP flow headers, as well as their aggregations, are not comparable
with each other. Several units of measure are present, and even for the fields that
are measured with the same unit, there exists no reason to believe their relative
scales would be correlated with their predictive power. Therefore, normalization
methods are required to attempt to make the feature value ranges more comparable.
A summary of the normalization method used for each approach is shown in Table 17.

Reference
method 1

Reference
method 2

Reference
method 3

Our method

Normalization
method

Z-score
normalization

Not applicable MinMax-
normalization

Scaling to
unit length
vector

Notes For numerical
features only

Table 17: Normalization functions used for each method

Reference method 1 contains all aggregations with a numerical output data type,
as shown in Table 14. Numerical data types allow for most freedom regarding both
normalization and distance computations. Due to this, we use what we consider the
most common practice in the field, Z-score normalization (also known as standard
score). In Z-score normalization, the feature is shifted to have a zero-mean and scaled
to have unit variance. The general basis for this normalization method is closely
related to the assumption of being normally distributed. Z-score normalization is
defined as:

for each feature i of a feature matrix X,

Xnormalized
i = Xi − E[Xi]

σ(Xi)
. (1)

Reference method 2 contains only outputs of a single aggregation function - mode,
which produces a categorical output. Generally, normalization methods are not
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applicable for categorical features. However, the type of distance metrics that deal
with only categorical features are not based on any assumptions that would require
normalization.

Reference method 3 utilizes all available descriptive aggregation outputs, com-
bining both numerical and categorical data types. As discussed in Subsection 4.1,
this calls for specific distance metrics. The one that we use, Gower’s distance, by
definition, requires scaling all numerical features to have a minimum value of 0.0 and
a maximum value of 1.0. This is achieved through MinMax-scaling, which is defined
as:

for each feature i of a feature matrix X,

Xnormalized
i = Xi − min(Xi)

max(Xi) − min(Xi)
. (2)

Our method differs from the reference methods in that only a single flow-level
feature is used: the network socket identifier. The aggregation of calculating network
socket identifier frequencies produces a set of value counts for each device-level data
point. However, because all the frequency values are calculated based on a single
flow-level feature, they are by default directly comparable, as they measure the same
originating source. This means that it would not be necessary to perform any kind
of normalization even though the data types are numerical.

However, the choice of distance function for our method, cosine distance (further
discussed in Subsection 4.3), requires scaling each device-level data point to a
unit length vector with regard to Euclidean norm. Intuitively the outputs of this
normalization can roughly be thought to represent standardized proportions of flows
to each server application identified by their network socket. Even though technically
they are not percentages, rather the square root of percentages. However, the intuition
is human-understandable. In the distance calculations, this allows for considering the
distance comparison between two devices to be the proportional overlap of flows to
server applications identified by their network socket. Scaling to unit length vectors
is defined as:

for each data point x of a feature matrix X,

xnormalized = x
||x||

. (3)

4.3 Computing distances between devices

DBSCAN, the clustering algorithm that is fixed in the scope, assumes that it is
given distances between data points as its input. The choice of distance metric
can generally be freely decided, though, in our case, the distance metric choices are
largely restricted by the characteristics of the data types in question. The chosen
distance metrics are listed in Table 18.
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Reference
method 1

Reference
method 2

Reference
method 3

Our method

Distance
metric

Euclidean
distance

Jaccard
distance

Gower’s
distance

Cosine
distance

Table 18: Distance metrics used for each method

Reference method 1 consists of aggregation outputs that have numerical values,
which further have been Z-score normalized. This allows utilizing a large variety of
distance functions. Euclidean distance is widely considered the default choice for
measuring distance when there is no prior knowledge suggesting otherwise; thus, we
resort to it. Euclidean distance is defined as:

Euclidean distance = dE(A, B) =
√ n∑

i=1
(Ai − Bi)2. (4)

Reference method 2 consists of categorical aggregation outputs. One of the most
commonly used methods for comparing finite sets is Jaccard index. However, since
it is a measure of similarity, we need to deduct it from one to compute a measure of
distance. These are defined as:

Jaccard index = J(A, B) = |A ∩ B|
|A ∪ B|

= |A ∩ B|
|A| + |B| − |A ∩ B|

(5)

and

Jaccard distance = dJ(A, B) = 1 − J(A, B) = |A ∪ B| − |A ∩ B|
|A ∪ B|

. (6)

Reference method 3 consists of both categorical and numerical aggregation outputs.
Comparing different data types is difficult to be done meaningfully. One of the few
available assumptions that enables comparison between data types is assigning each
feature an equal maximum possible dissimilarity value. Effectively Gower distance
can be considered the average dissimilarity of each feature, with a fixed dissimilarity
value range. It is defined as:

Gower distance = dG(A, B) =
∑n

i=1(δABidABi)∑n
i=1(δABi)

(7)

where i refers to the ith feature; dABi refers to the dissimilarity of ith feature of
feature vectors A and B and it is defined as:

dABi =

⎧⎨⎩0, if Ai == Bi

1, otherwise
for categorical ith feature, and as

dABi = |Ai − Bi| for numerical ith feature; and lastly, δABi is a normalizing term
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and it defined as:

δABi =

⎧⎨⎩1, if both Ai and Bi exist
0, otherwise

.

For categorical features, this means that if values match, dissimilarity is 0.0; and if
values do not match, dissimilarity is 1.0. Numerical values have been MinMax-scaled
to be between 0.0 and 1.0; thus, the maximum L1 distance between values of a
numerical feature is 1.0.

We have chosen cosine distance for our method. This is due to several reasons,
firstly, cosine distance has an understandable meaning in a high dimensional space -
the angle between two feature vectors. Similar vectors have a small angle between
them. Secondly, the distance range is bound between zero and one, which makes
setting hyperparameter values for clustering algorithm intuitive. Thirdly, since
cosine distance is calculated with a dot product, it is computationally effective with
sparse matrices. Only features for which both feature vectors have values need to
be considered, if either value is zero (no observations, has not been stored), the dot
product nullifies the relevance of said feature. Cosine distance is defined based on
cosine similarity, as shown below:

Cosine similarity = cos(θ) = A · B
|A||B|

(8)

and
Cosine distance = dcos(A, B) = 1 − cos(θ) = 1 − A · B

|A||B|
. (9)

4.4 Inspiration for our method

In typical network security solutions (traditional IDS, firewalls, etc.), especially the
IP address field is ignored due to the difficulty of meaningfully comparing such a high
dimensional categorical field, with the exception of black and whitelists of known
malicious or trusted addresses.

Machine-learning-based security solutions have mostly continued on the same
track of ignoring IP address due to its complexity. However, we view that identifying
connections to specific server applications based on their network socket identifier
includes massive amounts of information about the behavior of IoT devices. The
question is simply how can the modeling problem be formulated in a way that allows
utilizing it to full potential.

We have noted that other domains have successfully dealt with high dimensional
categorical data. These include natural language processing and collaborative filtering
in recommendation engines. In natural language processing, words are encoded as
categorical values, and frequency-based bags-of-words are computed. In collaborative-
filtering-based recommendation engines, users and items are considered as categories,
and the frequencies of actions are counted, which allows for predictions based on
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other users’ behavior who have a similar action history. In both of these use cases, the
number of distinct values for categorical data is comparable in scale to the dimensions
of the IP address space, or at least the number of observed unique IP addresses.

In our method we exploit several approaches that have been found fruitful in
these other contexts. The concept of representing an article as the frequencies of
words it consists of, or representing a streaming service user as the frequency of
songs the user has previously played is analogous to representing an IoT device as
the frequency of server applications it has connected to. Furthermore, these can be
stored efficiently as a sparse matrix, as the majority of feature values are zero and
do not need to be stored. Furthermore, cosine distance is a commonly used method
to compare distances of these frequency collections.

However, we have marked one major difference comparing our setting with these
reference use cases. In both natural language processing and collaborative filtering, an
essential step to make the system perform well is dimensionality reduction. Essentially,
through dimensionality reduction methods, the bags-of-words are condensed into bags-
of-topics (intuitive concept). Likewise, in collaborative filtering of music streaming,
the musical preferences of users are condensed from listened songs to listened genres
(again, intuitively). However, we concluded that this step is not productive in our
context. This is because in both of the reference settings, the available data does
not represent the entirety of the underlying phenomenon. An article could have
been written with more words, or with other synonyms, which would not necessarily
have changed the actual message of the article. Similarly, a user’s listening history is
only a subset of the user’s music taste — there surely exists songs the user would
listen to more if the user found them, or which the user listens to through other
non-tracked sources (e.g., CD collection). Dimensionality reduction is performed
in order to smooth out this lack of representation to bridge the gap between the
observed data and the real underlying phenomenon. In our setting, the collected
data truly represents all activity of the device. There are no gaps nor errors in the
measurement, and the devices do not possess any innate qualities that would not be
reflected through their activity (like humans’ tase of music). Because of this, there
is no need to use dimensionality reduction to bridge gaps between data and reality,
because the data is reality.
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5 Results

In this section, we first define and describe the evaluation metrics. Secondly, we
show results from our experiments with regard to these metrics and interpret their
performance and applicability.

5.1 Evaluation metrics

For the evaluation and interpretation of the performance of the clustering system, we
mainly rely on completeness and homogeneity, which together form the V-measure,
as defined by Rosenberg et al [78]. We are especially interested in evaluating homo-
geneity and completeness, as together they provide an understandable description of
what types of clustering errors are occurring — whether the system is being overly
conservative, aggressive, or just disorganized due to noise. The computation of
homogeneity and completeness is based on conditional entropy analysis. Furthermore,
we complement this with our own metric of unlabeledness that quantifies the portion
of proposed outliers, a feature specific to DBSCAN.

Homogeneity

The intuition for high homogeneity is that each proposed cluster only contains
members of a single true class, as shown in Figure 16. More precisely, the definition
is the conditional entropy of true class distribution given the proposed clustering
H(C|K) normalized by the maximum reduction in entropy the clustering information
could provide, H(C), as illustrated below:

homogeneity = h =

⎧⎪⎨⎪⎩
1 , if H(C) = 0

1 − H(C|K)
H(C) , otherwise

, (10)

where

H(C|K) = −
|K|∑
k=1

|C|∑
c=1

ack

N
· log

(
ack∑|C|

c=1 ack

)
(11)

and

H(C) = −
|C|∑
c=1

∑|K|
k=1 ack

n
· log

⎛⎝∑|K|
k=1 ack

n

⎞⎠ . (12)

In the equations, N refers to the number of data points, C to a set of classes
{ci|i = 1, ..., n}, K to a set of proposed clusters {ki|i = 1, ..., m}, and A to the
contingency table of the clustering output such that A = {aij}, where aij refers to
the number of data points that are members of class ci and elements of cluster ki.
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Figure 16: Examples of proposed cluster boundaries that result in high and low
completeness and homogeneity values

Completeness

Completeness is symmetrical to homogeneity. Intuitively, a high completeness
value means that all members of a single true class belong to a single proposed cluster.
The definition is the conditional entropy of the proposed cluster distribution given
the true classes of the component data points H(K|C) normalized by the entropy of
the proposed clustering H(K). This is illustrated below:

completeness = c =

⎧⎪⎨⎪⎩
1 , if H(K) = 0

1 − H(K|C)
H(K) , otherwise

, (13)

where

H(K|C) = −
|C|∑
c=1

|K|∑
k=1

ack

N
· log

(
ack∑|K|

k=1 ack

)
(14)

and

H(K) = −
|K|∑
k=1

∑|C|
c=1 ack

n
· log

⎛⎝∑|C|
c=1 ack

n

⎞⎠ . (15)

V-measure

V-measure is the harmonic mean of homogeneity and completeness. Rosenberg
originally designed homogeneity, completeness, and V-measure to be analogous to
precision, recall, and F-measure. Similar to F-measure, V-measure is a combined
measure of overall goodness that can be weighted with parameter β to prefer either
of the components if the application context so demands. It is defined as:

V-measure = v = (1 + β) × h × c

(β × h) + c) . (16)
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Unlabeledness

Homogeneity, completeness, and V-measure metrics assume that the clustering
algorithm assigns all data points into clusters. However, the algorithm we use,
DBSCAN, has the functionality of declaring points as outliers if they are far enough
from all core points. This means that they are part of no proposed clusters, and are
thus excluded from the computation of the metrics mentioned above.

Due to this, we introduce our own metric that shows the extent of outlier assign-
ments — unlabeledness. It is defined as the count of outlier assignments divided
by the count of all points. We prefer the clustering system to declare points as
outliers rather than misclustering them together with data points they should not be
clustered with. However, the simulated data set does not contain any true outliers,
thus in our case, a non-zero value of unlabeledness can be viewed as the clustering
system being overly conservative with labeling. Intuitively, leaving points as outliers
is analogous to assigning them into clusters with a size of one. A high unlabeledness
value can thus be understood as DBSCAN being too conservative with the clustering.
Unlabeledness is defined as:

Unlabeledness = u =
∑N

i=1 δxi

N
, (17)

where δxi
=

⎧⎨⎩1, if data point xi is declared outlier
0, otherwise

.

5.2 Experimental results

The labeled ground truth data for these experiments originates from our data simu-
lation, as described in Subsection 3.4. The clustering algorithm that we fixed in the
scope of the thesis, DBSCAN, is described in Subsubsection 2.2.3. Here we present
the results from our experiments that compare the feature engineering methods, as
summarized in Table 19.

We have simulated ten data sets with increasing degrees of noise, starting from
zero percent up to 90 percent. Effectively, the clustering task becomes increasingly
difficult with more noise in the raw data. In the figures below, we plot the evaluation
metrics against various values of the hyperparameter epsilon of DBSCAN, ranging
from zero to one. This graph is plotted separately for each data set of increasing
degree of noise.

Epsilon effectively dictates how far away points are considered neighbors. For
example, with a bound distance range of [0,1], an epsilon value of zero means all
points are proposed to have their own individual cluster, while a value of one would
have all data points assigned to a single cluster. The width of the range of epsilon
values that the clustering system produces good results with corresponds to the
robustness of the system. Different data sets would produce slightly differing plots,
meaning that if the choice of epsilon is unstable, the system could not be trusted in
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Reference
method 1

Reference
method 2

Reference
method 3

Our method

Feature
selection of
raw features

All features Categorical
features

All features IP protocol
number,
Network IP,
Network port

Aggregation
methods

Numerical
descriptive
statistics

Categorical
descriptive
statistic

All descriptive
statistics

Relative frequen-
cies of network
socket identifier
values

Normalization
method

Featurewise
Z-score
normalization

Not applicable Featurewise
MinMax-
normalization

Vectorwise
scaling to
unit length

Distance
function

Euclidean
distance

Jaccard distance Gower distance Cosine distance

Notes No upper bound.
Divided by quan-
tile(0.9) to nor-
malize approxi-
mately to [0,1]

Bound between
[0,1]

Bound between
[0,1]

Bound between
[0,1]

Clustering
algorithm

DBSCAN
minPoints: 3
epsilon:
range(0,1)

DBSCAN
minPoints: 3
epsilon:
range(0,1)

DBSCAN
minPoints: 3
epsilon:
range(0,1)

DBSCAN
minPoints: 3
epsilon:
range(0,1)

Table 19: Summary of feature engineering methods

an unsupervised setting, where there exists no capability to monitor validity.
In Figure 17 we show how Reference method 1 performs. Throughout the data

sets, the clustering system is declaring a large portion of data points as outliers with
low values of epsilon. With epsilon values ranging from 0.2 to 0.5, the clustering
performs decently; few points are left unlabeled. The homogeneity and completeness
values are quite high, suggesting that the clustering is recognizing some true patterns
from the data. However, neither homogeneity nor completeness reaches a value of
one, meaning that the system keeps making errors to both directions: it clusters
together devices that should not be in the same cluster and assigns devices that
should be part of the same cluster into separate clusters. Across the data sets, it
seems that epsilon values larger than 0.5 tend to result in a catastrophic drop in
homogeneity, suggesting that the system is erroneously assigning most points into
few large clusters regardless of their ground truth types.
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Figure 17: Results for Reference method 1, Numerical aggregations / Euclidean
distance

In Figure 18 we show how Reference method 2 performs. As expected, the
categorical data types produce a rather discrete clustering performance plot. Fur-
thermore, the clustering never assigns any points as outliers. This makes sense, as
with a small number of categorical fields, it is likely that some other points will
have exactly matching values. With low epsilon values, the clustering tends to
propose decent results. With the exception of the noisiest data sets, homogeneity
achieves a perfect score, while completeness stays above 0.8. This means that the
clustering does not cluster together devices that should not be in the same cluster,
but tends to split clusters into too many small clusters, resulting in a true device
type being spread across clusters. With higher values of epsilon, the overall goodness
of the clustering drops considerably. While completeness tends to climb to a perfect
score, homogeneity falls substantially, resulting in a decreasing V-measure as epsilon
increases.

Figure 18: Results for Reference method 2, Categorical aggregations / Jaccard
distance

Reference method 3 combines the aggregations used in methods 1 and 2. However,
as shown in Figure 19, instead of providing better clustering results with the aid of
additional available information, the difficulties of comparing data types meaningfully
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weigh the end results down. The clustering system produces decent results with a
small range of very low epsilon values, but quickly deteriorates to assigning all data
points into a single large cluster. The clustering assigns data points as outliers only
with the lowest value of ε, this is understandable, as the dissimilarities of continuous
numerical features ensure that it is very likely that no points are entirely identical.
Interestingly, the clustering performance is not affected much by the degree of noise
in the data.

Figure 19: Results for Reference method 3, All aggregations / Gower distance

The results of our method are presented in Figure 20. Unlike the reference methods
for any data sets, our method provides a range of epsilon values with a flawless
clustering outcome for data sets ranging from 0% to 50% degree of noise. With
higher degrees of noise, the clustering produces a reduced completeness score with
low epsilon values, and a reduced homogeneity score with higher epsilon values, the
optimal epsilon range being around 0.3-0.4. Generally, we can deduce that with low
degrees of noise, the system is very robust, a wide range of epsilon values will produce
flawless outcomes. With higher degrees of noise, the system will perform decently,
and with the choice of epsilon value, it is possible to prefer either homogeneity or
completeness. Similarly to Reference method 3, with a near-zero epsilon value, the
clustering assigns a majority of points outliers as points are very unlikely to be
identical.
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Figure 20: Results for our method, Relative frequencies of network socket identifiers
/ Cosine distance

5.3 Discussion of the results

Clustering devices using their pairwise distances is a task that requires a massive
amount of data (the IP flows of two devices) to be compressed into a single number, a
pairwise distance. A high compression rate implies that a large amount of information
is lost. This indicates that relevant choices in the feature engineering process have
large a impact for the quality of the clustering outcomes.

We view that the first reference method, using Euclidean distance, suffers from a
lack of explainability and stability. After normalizing numerical features, which in
itself is a difficult task to do in a balanced and meaningful way, we are left with a
distance that can not be described in a human-comprehensible way, and that has
no upper bound. Even experts will have a difficult time reasoning what the cut-off
distance for neighboring points in DBSCAN should be without empirical testing.
However, the Z-score normalization of the numerical features is majorly affected by
outlier values. Normalizing numerical features is necessary, as otherwise, the features
with inherently large values dominate the clustering while the information of the
other features is lost. Nevertheless, due to the nature of internet traffic, consisting of
long tails and outliers, the normalization process itself is difficult to execute robustly,
likely producing unstable results.

The second reference method, using only categorical features and Jaccard distance,
is more robust than the other two reference methods. The aggregation function
mode excels at disregarding noise. Furthermore, for categorical values, the weight
of a single data entry is by nature equal to the weight of every other data entry.
This means that the challenges the normalization of numerical features suffers from,
outliers causing a bias on all other data points, are not present. However, this method
suffers from a lack of separability and fine detail. Many categorical features have so
few distinct values (for example, most devices likely use either UDP or TCP) that
they do not possess the predictive power to separate between actual device clusters.
In order to separate devices that are somewhat similar but do not belong to the same
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device cluster, the distance cut-off value must be set low. Effectively, this means that
most of the mode outputs are required to be an exact match not to provide false
positives. However, another challenge appears - the Internet traffic of IoT devices
often targets servers behind load balancers. Hypothetically, if a load balancer assigns
traffic to N servers randomly, a device cluster connecting to this service is likely
to have the mode function outputs of IP addresses and ports randomly distributed
across these N servers. A similar problem arises with devices that, for some reason,
consist of several distinct types of normal behavior, and their relative portions vary
depending on external factors.

The third reference method, combining numerical and categorical features with
Gower distance, is the least promising. Instead of the additional available data
providing additional insights, it seems that the unique challenges of both numerical
features and categorical features are aggravated when combined. We hypothesize
that categorical values dominate the distance computations due to the majority of
numerical values having been squashed to near-zero values, as the MinMax-scaling
has divided numerical features by the largest observed value. Furthermore, as Gower
distance is the average feature difference, with each feature bound between zero and
one, this results in most of the distance values ending up near zero.

Our method essentially attempts to remedy the challenges identified with the
second reference method. We benefit from the robustness of only considering cate-
gorical features that are not heavily affected by outliers. Nevertheless, we attempt
to capture more information instead of only considering mode, as there are clear
examples of cases where it is bound to fail. However, capturing more information
than mode from the aggregation of a set of categorical features produces a set of new
challenges that have to be dealt with, including combining several features, sparsity,
and variable-length data. Using the concept of network socket identifier and distance
computation methods inspired by natural language processing and recommendation
engines seems to produce outstanding results as measured through explicit clustering
metrics.
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6 Conclusions

In this section, we begin by answering the research questions directly. Next, we
continue to describe what kind of impact these findings have in a wider sense. Finally,
we describe the limitations and possible paths for further research.

6.1 Assessment of research outcomes

We concluded that when aggregating time series of IP flows (raw data) to such
device-level data points that are suitable for clustering, the best results are achieved
through utilizing only a subset of categorical features for each IP flow of a device –
the IP protocol number, the Network IP address and the Network port. These features
are combined into a single new feature, that we propose to call a Network socket
identifier. We consider that two connections sharing a Network socket identifier
means that they are connecting to the same web service.

In order to aggregate this flow-level data into a device-level data point, we
calculate frequencies of each observed distinct value of Network socket identifier
for each device. We continue to normalize the device-level data point to a unit
length vector. Effectively, we now have relative frequencies of observed network
socket identifier values. The choice of a distance function when calculating pairwise
distances between data points was dependent on the chosen aggregation. The best
results were achieved through using the cosine distance between these unit length
sparse vectors of relative frequencies of observed network socket identifiers. Intuitively,
this can be thought of as each device having its own fingerprint that depends on which
network sockets (i.e., which web services) the device has interacted with. Devices
that connect to the same web services have similar fingerprints. Taking the cosine
distance between these fingerprints means effectively comparing how much these
fingerprints overlap, assigning it a large distance if the fingerprints differ considerably.
Furthermore, the cosine distance is bound between [0, 1], which can be considered as
the proportion of overlap.

Regarding the end-to-end performance of the clustering system, our method
outperforms the three reference methods by a substantial degree. With the current
understanding of the live network data, we believe that our method can be imple-
mented in live network environments with confidence. The empirical experiments
with simulated data showed that the method has the potential to accurately and
robustly cluster all devices. Live network data might contain corner cases that we
have not been able to simulate, and thus for which we do not know how well the
method would perform. However, we believe that the majority of live network traffic
will fall within the simulation parameters, and thus is likely to be correctly clustered
using our method.
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6.2 Impact of the research

The main contribution of this work is showing that IoT devices can be accurately and
robustly clustered based solely on their observed network traffic. This is a novel and
promising finding, especially regarding the business objective of providing IoT security
services for industrial clients. Being able to cluster devices accurately and robustly
allows utilizing intrusion detection methods separately for each homogeneous group of
devices without prior knowledge of the device types. There exists a strong indication
that intrusion detection methods are likely to perform significantly better with
homogeneous device groups, as the problem setting is greatly simplified. Furthermore,
as discussed in the Subsection 1.1, the knowledge of device types is unfeasible to
gather through external means. To our understanding, neither clustering IoT devices
based on IP flow data for security purposes nor utilizing IoT device clusters for
improving intrusion detection methods has been studied before. Furthermore, being
able to accurately and robustly cluster IoT devices might open doors for other uses
that we have not envisioned yet. For example, the research regarding network traffic
classification, discussed in Subsubsection 2.3.4, might find uses for IoT device clusters.
Furthermore, any kind of device monitoring might benefit from clustering devices if
the groups are not explicitly known a priori.

From a purely technical perspective, an interesting contribution of this thesis
is the successful usage of high dimensional categorical features in the domain of
network traffic feature engineering and machine learning. Typically IP addresses
and possibly even network ports are ignored from analysis, as the characteristics of
high dimensional categorical features inherently create practical challenges regarding
applied data science. However, as shown in this thesis, in certain settings putting
a heavy focus on IP addresses and ports can provide superior results, as those
features contain highly valuable information. We view that utilizing high dimensional
categorical features, as inspired by the fields of natural language processing and
recommendation engines, has tremendous potential for numerous research topics
dealing with network traffic data. However, each unique problem setting requires
thought regarding what kind of feature engineering should be applied to answer to
the needs of that context.

6.3 Limitations and further research

A limitation regarding the impact of this study is that clustering is only a partial
milestone regarding the objective of enhancing intrusion detection capabilities. The
true measure of the usefulness of the clustering solution will only be revealed by com-
paring intrusion detection performance with and without clustering as a preprocessing
method. This is also a clear next step regarding further research. However, since the
foundation of the task when performing intrusion detection on either homogeneous or
heterogeneous device groups is greatly different, further research will be required to
determine the most effective intrusion detection methods for the former, previously
unstudied case.
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Another current limitation of this method is the run time complexity. DBSCAN,
by definition, has the worst-case run time of O(n2), which is realized if a brute
force distance matrix computation is performed. While O(n2) is a decent run time
complexity in the domain of clustering, it is still high if we consider that a security
service might serve millions of IoT devices. We can think of two ways to approach
this in further research.

Since DBSCAN is only interested in whether or not the distance between devices
is less than the hyperparameter ε, data partitioning methods can be used to limit
the number of distance computation to a fraction of n2. DBSCAN is typically used
in low dimensional settings as distance measures tend to lose their meaning in high
dimensional settings due to the curse of dimensionality, as discussed in Subsection 4.1.
In low dimensional settings it is customary to use KD-trees or ball trees to speed up the
querying of nearby points. However, those methods are not suited for high dimensional
settings, as their query times are exponentially dependent on dimensionality [79].
Data partitioning is closely related to the task of finding nearest neighbors. The
research topic of finding nearest neighbors for high dimensional cases has taken recent
advances, especially regarding the approximate methods, e.g., proximity graphs,
random projections, and locality sensitive hashing. The approximate methods
designed for high dimensional settings could provide major speedup regarding the run
time of DBSCAN.However, the suitability of data partitioning methods is majorly
affected by how the data is distributed among its dimensions. Whether or not the
approximate methods would provide speedups without significantly reducing accuracy
can only be found out through empirical experiments.

Another way to tackle the run time complexity would be to run the DBSCAN
in batches while carrying over all points that have been deemed outliers to the
subsequent batches. This batch process should find all true underlying cluster cores.
However, it should create too many clusters and possibly leave some points not
assigned to a cluster even though they should be. A second step would then be
needed to merge overlapping or nearby clusters. A third step would also be needed to
assign points that have been mistakenly left out of clusters into them in a supervised
fashion, using the prior cluster labels as training data. While the accuracy of this
multistep process is likely to be worse than running DBSCAN simultaneously for
all of the points, it should be possible to develop steps 2 and 3 with a sublinear run
time complexity, limiting the total run time to kb2, where k is the number of batches
and b is the batch size.
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A Constrained Application Protocol, simulation
flow description

The Constrained Application Protocol (CoAP) flow used in the simulation of our
data is based on the flow BreakingPoint Constrained Application Protocol (CoAP) as
defined by Ixia [80]. A generic illustration of a CoAP header is shown in Figure A1.

Figure A1: Illustration of a Constrained Application Protocol (CoAP) header

The messaging between clients and servers using CoAP follows this procedure in
the simulation:

Client to Server:
transflag: startend
msgid: 1

----------------------------
Client to Server:

transflag:start
msg_type: 1
request_code_detail: 2
msgid: 2027
token: aa11
payload: abcdef

----------------------------
Server to Client:

transflag: end
msg_type: 1
response_code_class: 5
response_code_detail: 03c
msgid: 2027
token: aa11

----------------------------
Client to Server:

transflag: start
msg_type: 0
request_code_detail: 1
msgid: 1023
token: aa01bbbb
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payload: THIS_IS_A_PAYLOAD
option_number_1: 11
option_value_1: 1
option_number_2: 11
option_value_2: 1
option_number_3: 11
option_value_3: 768
option_number_4: 11
option_value_4: foo.bar

----------------------------
Server to Client:

transflag: end
msg_type: 2
response_code_class: 2
token: aa01bbbb
payload: [string of length 192]

----------------------------
Client to Server:

transflag: start
msg_type: 0
request_code_detail: 2
token: aa01bbbb
option_number_1: 11
option_value_1: 1
option_number_2: 11
option_value_2: 1
option_number_3: 11
option_value_3: 768
option_number_4: 11
option_value_4: bar.foo
option_number_5: 12
option_value_5: 42
payload: gkgkgkgk0322

----------------------------
Server to Client:

transflag: end
msg_type: 2
response_code_class: 2
token: aa01bbbb



84

B MQ Telemetry Transport protocol, simulation
flow description

The MQ Telemetry Transport (MQTT) flow used in the simulation of our data
is based on the flow BreakingPoint MQTT Connect Subscribe and Publish over
Websocket defined by Ixia [80]. A generic illustration of an MQTT header is shown
in Figure B1.

Figure B1: Illustration of a MQ Telemetry Transport (MQTT) header

The messaging between clients and servers using the MQTT protocol follows this
procedure in the simulation:

Client to Server: Open handshake client
----------------------------
Server to Client: Open handshake server
----------------------------
Client to Server: Websocket connect

will_retain: 1
will_qos: 1
will_clean_session: 1
will_keepalive: 1
will_topic: Test Topic
will_message: Test Message

----------------------------
Server to Client: Websocket connectack
----------------------------
Client to Server: Open handshake client flow 2
----------------------------
Server to Client: Open handshake server flow 2
----------------------------
Client to Server: Websocket connect flow 2

will_retain: 1
will_qos: 1
will_clean_session: 1
will_keepalive: 1
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will_topic: Test Topic
will_message: Test Message

----------------------------
Server to Client: Websocket connectack flow 2
----------------------------
Client to Server: Websocket subscribe

packet_identifier: 1
topic_filter: /Test:0

----------------------------
Server to Client: Websocket suback

packet_identifier: 1
suback_ret_code: 0

----------------------------
Client to Server: Websocket publish flow 2

retain: 1
dup: 1
qos: 1
topic_name: Test Topic
packet_identifier: 1
publish_payload: Test Message C1

----------------------------
Server to Client: Websocket puback flow 2

packet_identifier: 1
----------------------------
Client to Server: Websocket publish flow 2

retain: 1
dup: 1
qos: 1
topic_name: Test Topic
packet_identifier: 2
publish_payload: Test Message C2

----------------------------
Server to Client: Websocket puback flow 2

packet_identifier: 1
----------------------------
Server to Client: Websocket publish

retain: 1
dup: 1
qos: 1
topic_name: Test
publish_payload: Test Message C1

----------------------------
Client to Server: Websocket puback
----------------------------
Client to Server: Websocket unsubscribe
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topics: /Test
----------------------------
Server to Client: Websocket unsuback
----------------------------
Client to Server: Websocket disconnect
----------------------------
Client to Server: Websocket disconnect flow 2
----------------------------
Client to Server: Close
----------------------------
Server to Client: Close flow 2
----------------------------
Client to Server: Close
----------------------------
Server to Client: Close flow 2
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C Hypertext Transfer Protocol Secure, simulation
flow description

The Hypertext Transfer Protocol Secure (HTTPS) flow used in the simulation of our
data is based on the superflow HTTPS Simulated developers at Ixia have defined [80].
HTTPS headers consist of key-value pairs in string format and are separated by lines.
Available request types include OPTIONS, GET, HEAD, POST, PUT, DELETE,
TRACE, CONNECT, and PATCH. Dozens of common request fields exist, and
applications can define their own custom fields.

The messaging between clients and servers using HTTPS follows this high-level
procedure in the simulation:

Client to Server: Hello
----------------------------
Server to Client: Hello
----------------------------
Server to Client: Certificate

num_certificates: 1
https_server_certificate: certificate

----------------------------
Server to Client: Hello done
----------------------------
Client to Server: Key exchange
----------------------------
Client to Server: Change cipher spec
----------------------------
Client to Server: Finished
----------------------------
Server to Client: Change cipher spec
----------------------------
Server to Client: Finished
----------------------------
Client to Server: Application data

appdata_min: 10
appdata_max: 50
application_name: client application data (encrypted)

----------------------------
Server to Client: Application data

appdata_min: 10
appdata_max: 50
application_name: client application data (encrypted)
transflag: end
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D Matching matrices of clustering results

Matching matrices visualize how the devices are distributed into proposed clusters.
It is similar to a confusion matrix from the area of classification tasks. However,
the distinction is that the true groups and proposed clusters follow different naming
conventions. Furthermore, it is satisfactory if any of the proposed clusters map well
to a certain true group.

The simulation device composition is shown in Table 10. In the matrices below,
each true device group is represented as its own row. Columns refer to proposed
clusters, with “-1” referring to being considered an outlier.

Due to space limitations, we only showcase here the noise levels of 0%, 30%, and
60% with the epsilon values of 0.25, 0.5, and 0.75 for each of the methods.
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Method: Reference method 1 | Noise: 0.0 | Epsilon: 0.25

-1 0 1 2 3 4 5 6 7 8 9 10 11

A.1 0 0 20 0 0 0 0 0 0 0 0 0 0
A.2 2 0 198 0 0 0 0 0 0 0 0 0 0
A.3 4 0 0 0 0 1687 0 3 3 303 0 0 0
B.1 0 100 0 0 0 0 0 0 0 0 0 0 0
B.2 2 498 0 0 0 0 0 0 0 0 0 0 0
B.3 2 998 0 0 0 0 0 0 0 0 0 0 0
C.1 4 0 0 0 22 0 0 0 0 0 0 0 0
C.2 5 0 0 0 52 0 14 0 0 0 0 0 9
C.3 4 0 0 0 156 0 0 0 0 0 0 0 0
D.1 1 0 54 118 0 0 0 0 0 0 23 4 0
D.2 3 197 0 0 0 0 0 0 0 0 0 0 0
D.3 8 0 0 0 173 0 19 0 0 0 0 0 0

12 13

A.1 0 0
A.2 0 0
A.3 0 0
B.1 0 0
B.2 0 0
B.3 0 0
C.1 6 8
C.2 0 0
C.3 0 0
D.1 0 0
D.2 0 0
D.3 0 0
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Method: Reference method 1 | Noise: 0.0 | Epsilon: 0.50

-1 0 1 2 3 4 5 6

A.1 0 0 20 0 0 0 0 0
A.2 0 0 200 0 0 0 0 0
A.3 1 0 0 0 1995 4 0 0
B.1 0 100 0 0 0 0 0 0
B.2 0 500 0 0 0 0 0 0
B.3 0 1000 0 0 0 0 0 0
C.1 0 24 0 0 0 0 0 16
C.2 2 67 0 0 0 0 0 11
C.3 2 158 0 0 0 0 0 0
D.1 1 0 54 141 0 0 4 0
D.2 0 200 0 0 0 0 0 0
D.3 1 199 0 0 0 0 0 0

Method: Reference method 1 | Noise: 0.0 | Epsilon: 0.75

-1 0 1 2 3

A.1 0 20 0 0 0
A.2 0 200 0 0 0
A.3 1 1995 4 0 0
B.1 0 100 0 0 0
B.2 0 500 0 0 0
B.3 0 1000 0 0 0
C.1 0 24 0 0 16
C.2 0 67 0 0 13
C.3 0 160 0 0 0
D.1 0 196 0 4 0
D.2 0 200 0 0 0
D.3 0 200 0 0 0
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Method: Reference method 1 | Noise: 0.3 | Epsilon: 0.25

-1 0 1 2 3 4 5 6 7 8 9 10 11

A.1 2 0 0 0 0 0 18 0 0 0 0 0 0
A.2 4 0 0 0 0 0 191 0 0 0 0 0 0
A.3 66 0 0 0 0 1645 0 0 285 0 0 0 0
B.1 3 97 0 0 0 0 0 0 0 0 0 0 0
B.2 1 497 0 0 0 0 0 0 0 0 0 0 0
B.3 20 978 0 0 0 0 0 0 0 0 0 0 0
C.1 4 0 0 0 34 0 0 0 0 0 0 0 2
C.2 6 0 0 0 56 0 0 0 0 0 0 0 0
C.3 12 0 0 0 147 0 0 0 0 0 0 0 1
D.1 24 0 44 0 0 0 0 132 0 0 0 0 0
D.2 14 0 0 165 0 0 0 0 0 0 0 4 0
D.3 11 0 0 0 0 0 0 0 0 21 168 0 0

12 13 14 15 16 17 18 19

A.1 0 0 0 0 0 0 0 0
A.2 0 5 0 0 0 0 0 0
A.3 0 0 4 0 0 0 0 0
B.1 0 0 0 0 0 0 0 0
B.2 0 0 0 0 2 0 0 0
B.3 0 0 0 0 2 0 0 0
C.1 0 0 0 0 0 0 0 0
C.2 0 0 0 0 0 3 12 3
C.3 0 0 0 0 0 0 0 0
D.1 0 0 0 0 0 0 0 0
D.2 5 0 0 12 0 0 0 0
D.3 0 0 0 0 0 0 0 0
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Method: Reference method 1 | Noise: 0.3 | Epsilon: 0.50

-1 0 1 2 3 4

A.1 0 0 20 0 0 0
A.2 0 0 200 0 0 0
A.3 1 0 1999 0 0 0
B.1 0 100 0 0 0 0
B.2 0 500 0 0 0 0
B.3 1 999 0 0 0 0
C.1 0 40 0 0 0 0
C.2 0 80 0 0 0 0
C.3 3 157 0 0 0 0
D.1 0 0 52 145 0 3
D.2 1 199 0 0 0 0
D.3 1 191 0 0 8 0

Method: Reference method 1 | Noise: 0.3 | Epsilon: 0.75

-1 0 1

A.1 0 20 0
A.2 0 200 0
A.3 0 2000 0
B.1 0 100 0
B.2 0 500 0
B.3 1 999 0
C.1 0 40 0
C.2 0 80 0
C.3 0 160 0
D.1 0 200 0
D.2 0 200 0
D.3 0 191 9
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Method: Reference method 1 | Noise: 0.6 | Epsilon: 0.25

-1 0 1 2 3 4 5 6 7 8 9 10 11

A.1 1 0 19 0 0 0 0 0 0 0 0 0 0
A.2 8 0 192 0 0 0 0 0 0 0 0 0 0
A.3 58 0 0 0 0 1785 0 157 0 0 0 0 0
B.1 1 92 0 0 0 0 0 0 4 0 0 3 0
B.2 3 474 0 0 0 0 0 0 9 0 0 11 0
B.3 11 951 0 0 0 0 0 0 22 0 0 10 0
C.1 2 0 0 0 23 0 8 0 0 0 0 0 6
C.2 2 0 0 0 62 0 0 0 0 0 0 0 0
C.3 7 0 0 0 97 0 22 0 0 0 0 0 25
D.1 6 0 184 0 0 0 0 0 0 0 0 0 0
D.2 5 0 0 172 0 0 0 0 0 0 0 0 0
D.3 8 0 0 0 0 0 0 0 0 21 167 0 0

12 13 14 15 16 17 18 19 20 21

A.1 0 0 0 0 0 0 0 0 0 0
A.2 0 0 0 0 0 0 0 0 0 0
A.3 0 0 0 0 0 0 0 0 0 0
B.1 0 0 0 0 0 0 0 0 0 0
B.2 0 0 0 0 0 0 1 2 0 0
B.3 0 0 0 0 0 0 3 3 0 0
C.1 0 0 0 0 0 0 0 0 1 0
C.2 0 0 0 0 0 0 0 0 0 16
C.3 0 0 0 0 4 3 0 0 2 0
D.1 0 0 10 0 0 0 0 0 0 0
D.2 19 0 0 4 0 0 0 0 0 0
D.3 0 4 0 0 0 0 0 0 0 0
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Method: Reference method 1 | Noise: 0.6 | Epsilon: 0.50

-1 0 1 2 3

A.1 0 20 0 0 0
A.2 0 200 0 0 0
A.3 0 2000 0 0 0
B.1 0 100 0 0 0
B.2 1 499 0 0 0
B.3 3 997 0 0 0
C.1 0 40 0 0 0
C.2 0 80 0 0 0
C.3 1 153 6 0 0
D.1 0 187 0 0 13
D.2 0 200 0 0 0
D.3 2 190 0 8 0

Method: Reference method 1 | Noise: 0.6 | Epsilon: 0.75

-1 0

A.1 0 20
A.2 0 200
A.3 0 2000
B.1 0 100
B.2 1 499
B.3 3 997
C.1 0 40
C.2 0 80
C.3 0 160
D.1 0 200
D.2 0 200
D.3 1 199
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Method: Reference method 2 | Noise: 0.0 | Epsilon: 0.25

-1 0 1 2 3 4 5 6 7 8 9 10 11

A.1 0 0 0 0 0 0 0 0 0 5 0 0 0
A.2 0 0 0 0 0 0 0 0 0 0 200 0 0
A.3 2 0 0 0 0 0 0 0 1988 0 0 0 10
B.1 0 0 0 100 0 0 0 0 0 0 0 0 0
B.2 0 0 0 0 0 0 0 0 0 0 0 0 0
B.3 0 354 294 0 0 352 0 0 0 0 0 0 0
C.1 2 0 0 0 0 0 0 0 0 0 0 0 0
C.2 0 0 0 0 0 0 0 0 0 0 0 0 0
C.3 0 0 0 0 0 0 0 97 0 0 0 63 0
D.1 0 0 0 0 200 0 0 0 0 0 0 0 0
D.2 0 0 0 0 0 0 82 0 0 0 0 0 0
D.3 0 0 0 0 0 0 0 0 0 0 0 0 0

12 13 14 15 16 17 18 19 20 21 22

A.1 0 0 7 0 0 0 0 0 8 0 0
A.2 0 0 0 0 0 0 0 0 0 0 0
A.3 0 0 0 0 0 0 0 0 0 0 0
B.1 0 0 0 0 0 0 0 0 0 0 0
B.2 0 0 0 0 0 0 500 0 0 0 0
B.3 0 0 0 0 0 0 0 0 0 0 0
C.1 0 0 0 0 0 0 0 38 0 0 0
C.2 0 0 0 0 0 0 0 0 0 59 21
C.3 0 0 0 0 0 0 0 0 0 0 0
D.1 0 0 0 0 0 0 0 0 0 0 0
D.2 0 62 0 0 56 0 0 0 0 0 0
D.3 126 0 0 47 0 27 0 0 0 0 0
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Method: Reference method 2 | Noise: 0.0 | Epsilon: 0.50

0 1 2

A.1 0 20 0
A.2 0 200 0
A.3 0 2000 0
B.1 100 0 0
B.2 500 0 0
B.3 1000 0 0
C.1 0 0 40
C.2 0 0 80
C.3 0 0 160
D.1 0 200 0
D.2 200 0 0
D.3 0 0 200

Method: Reference method 2 | Noise: 0.0 | Epsilon: 0.75

0 1

A.1 0 20
A.2 0 200
A.3 0 2000
B.1 100 0
B.2 500 0
B.3 1000 0
C.1 40 0
C.2 80 0
C.3 160 0
D.1 0 200
D.2 200 0
D.3 200 0
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Method: Reference method 2 | Noise: 0.3 | Epsilon: 0.25

-1 0 1 2 3 4 5 6 7 8 9 10 11

A.1 0 0 0 0 0 0 0 0 0 5 0 0 0
A.2 0 0 0 0 0 0 0 0 0 0 200 0 0
A.3 2 0 0 0 0 0 0 0 1988 0 0 0 10
B.1 0 0 0 100 0 0 0 0 0 0 0 0 0
B.2 0 0 0 0 0 0 0 0 0 0 0 0 0
B.3 0 354 294 0 0 352 0 0 0 0 0 0 0
C.1 2 0 0 0 0 0 0 0 0 0 0 0 0
C.2 0 0 0 0 0 0 0 0 0 0 0 0 0
C.3 0 0 0 0 0 0 0 97 0 0 0 63 0
D.1 0 0 0 0 200 0 0 0 0 0 0 0 0
D.2 0 0 0 0 0 0 82 0 0 0 0 0 0
D.3 0 0 0 0 0 0 0 0 0 0 0 0 0

12 13 14 15 16 17 18 19 20 21 22

A.1 0 0 7 0 0 0 0 0 8 0 0
A.2 0 0 0 0 0 0 0 0 0 0 0
A.3 0 0 0 0 0 0 0 0 0 0 0
B.1 0 0 0 0 0 0 0 0 0 0 0
B.2 0 0 0 0 0 0 500 0 0 0 0
B.3 0 0 0 0 0 0 0 0 0 0 0
C.1 0 0 0 0 0 0 0 38 0 0 0
C.2 0 0 0 0 0 0 0 0 0 59 21
C.3 0 0 0 0 0 0 0 0 0 0 0
D.1 0 0 0 0 0 0 0 0 0 0 0
D.2 0 62 0 0 56 0 0 0 0 0 0
D.3 126 0 0 47 0 27 0 0 0 0 0
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Method: Reference method 2 | Noise: 0.3 | Epsilon: 0.50

0 1 2

A.1 0 20 0
A.2 0 200 0
A.3 0 2000 0
B.1 100 0 0
B.2 500 0 0
B.3 1000 0 0
C.1 0 0 40
C.2 0 0 80
C.3 0 0 160
D.1 0 200 0
D.2 200 0 0
D.3 0 0 200

Method: Reference method 2 | Noise: 0.3 | Epsilon: 0.75

0 1

A.1 0 20
A.2 0 200
A.3 0 2000
B.1 100 0
B.2 500 0
B.3 1000 0
C.1 40 0
C.2 80 0
C.3 160 0
D.1 0 200
D.2 200 0
D.3 200 0
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Method: Reference method 2 | Noise: 0.6 | Epsilon: 0.25

-1 0 1 2 3 4 5 6 7 8 9 10 11

A.1 2 0 0 0 0 0 0 0 0 5 0 0 0
A.2 0 0 0 0 0 0 0 0 0 0 200 0 0
A.3 2 0 0 0 0 0 0 0 1988 0 0 0 0
B.1 0 0 0 100 0 0 0 0 0 0 0 0 0
B.2 0 0 0 0 0 0 0 0 0 0 0 0 0
B.3 0 354 294 0 0 352 0 0 0 0 0 0 0
C.1 0 0 0 0 0 0 0 0 0 0 0 0 0
C.2 0 0 0 0 0 0 0 0 0 0 0 0 0
C.3 0 0 0 0 0 0 0 12 0 0 0 40 0
D.1 0 0 0 0 127 0 0 0 0 0 0 0 16
D.2 3 0 0 0 0 0 81 0 0 0 0 0 0
D.3 0 0 0 0 0 0 0 0 0 0 0 0 0

12 13 14 15 16 17 18 19 20 21 22 23 24

A.1 0 0 0 0 0 0 0 5 0 0 0 0 0
A.2 0 0 0 0 0 0 0 0 0 0 0 0 0
A.3 10 0 0 0 0 0 0 0 0 0 0 0 0
B.1 0 0 0 0 0 0 0 0 0 0 0 0 0
B.2 0 0 0 0 0 0 0 0 0 0 0 0 0
B.3 0 0 0 0 0 0 0 0 0 0 0 0 0
C.1 0 0 0 0 0 0 0 0 0 0 0 0 0
C.2 0 0 0 0 0 0 0 0 0 0 0 0 0
C.3 0 0 0 0 0 0 0 0 0 0 0 11 0
D.1 0 20 19 0 0 18 0 0 0 0 0 0 0
D.2 0 0 0 0 60 0 0 0 0 0 56 0 0
D.3 0 0 0 47 0 0 37 0 36 31 0 0 10
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25 26 27 28 29 30 31 32 33 34

A.1 0 0 0 8 0 0 0 0 0 0
A.2 0 0 0 0 0 0 0 0 0 0
A.3 0 0 0 0 0 0 0 0 0 0
B.1 0 0 0 0 0 0 0 0 0 0
B.2 500 0 0 0 0 0 0 0 0 0
B.3 0 0 0 0 0 0 0 0 0 0
C.1 0 0 37 0 1 0 0 0 2 0
C.2 0 0 0 0 0 0 0 59 0 21
C.3 0 80 0 0 12 0 0 0 5 0
D.1 0 0 0 0 0 0 0 0 0 0
D.2 0 0 0 0 0 0 0 0 0 0
D.3 0 0 0 0 0 29 10 0 0 0

Method: Reference method 2 | Noise: 0.6 | Epsilon: 0.50

0 1

A.1 0 20
A.2 0 200
A.3 0 2000
B.1 100 0
B.2 500 0
B.3 1000 0
C.1 40 0
C.2 80 0
C.3 160 0
D.1 0 200
D.2 200 0
D.3 200 0
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Method: Reference method 2 | Noise: 0.6 | Epsilon: 0.75

0 1

A.1 0 20
A.2 0 200
A.3 0 2000
B.1 100 0
B.2 500 0
B.3 1000 0
C.1 40 0
C.2 80 0
C.3 160 0
D.1 0 200
D.2 200 0
D.3 200 0

Method: Reference method 3 | Noise: 0.0 | Epsilon: 0.25

0

A.1 20
A.2 200
A.3 2000
B.1 100
B.2 500
B.3 1000
C.1 40
C.2 80
C.3 160
D.1 200
D.2 200
D.3 200
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Method: Reference method 3 | Noise: 0.0 | Epsilon: 0.50

0

A.1 20
A.2 200
A.3 2000
B.1 100
B.2 500
B.3 1000
C.1 40
C.2 80
C.3 160
D.1 200
D.2 200
D.3 200

Method: Reference method 3 | Noise: 0.0 | Epsilon: 0.75

0

A.1 20
A.2 200
A.3 2000
B.1 100
B.2 500
B.3 1000
C.1 40
C.2 80
C.3 160
D.1 200
D.2 200
D.3 200



103

Method: Reference method 3 | Noise: 0.3 | Epsilon: 0.25

0

A.1 20
A.2 200
A.3 2000
B.1 100
B.2 500
B.3 1000
C.1 40
C.2 80
C.3 160
D.1 200
D.2 200
D.3 200

Method: Reference method 3 | Noise: 0.3 | Epsilon: 0.50

0

A.1 20
A.2 200
A.3 2000
B.1 100
B.2 500
B.3 1000
C.1 40
C.2 80
C.3 160
D.1 200
D.2 200
D.3 200
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Method: Reference method 3 | Noise: 0.3 | Epsilon: 0.75

0

A.1 20
A.2 200
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B.3 1000
C.1 40
C.2 80
C.3 160
D.1 200
D.2 200
D.3 200

Method: Reference method 3 | Noise: 0.6 | Epsilon: 0.25

0
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A.2 200
A.3 2000
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B.3 1000
C.1 40
C.2 80
C.3 160
D.1 200
D.2 200
D.3 200
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Method: Reference method 3 | Noise: 0.6 | Epsilon: 0.50
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D.1 200
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Method: Reference method 3 | Noise: 0.6 | Epsilon: 0.75
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Method: Our method | Noise: 0.0 | Epsilon: 0.25
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Method: Our method | Noise: 0.0 | Epsilon: 0.75
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