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1. Introduction

Speech is the hallmark of human communication. It is difficult to imagine
communication between people without speech. Speech communication is a
chain that includes both the production and perception of speech. For effective
communication, humans adapt their speaking style depending, for example, on
the person to whom they speak and on the environment in which they speak.
In efforts to make machines communicate as effectively as humans, one should
make machines speak and listen like humans. In the past several decades,
researchers in the fields of speech recognition and speech synthesis have been
tirelessly working to reach this holistic goal. This thesis focuses on speech
synthesis by studying techniques that aim to make machines speak like humans
from a given text input. Machines that take text as an input and produce a
corresponding speech waveform are called text-to-speech (TTS) systems.

TTS systems have many applications. They play a key role in many modern
speech enabled technologies such as spoken dialogue systems, GPS navigation
and speech-to-speech translation. For example, virtual personal assistants de-
veloped by the major IT companies (including Siri by Apple, Echo by Amazon
and Home by Google) extensively use TTS to interact with the user. Another
important application for TTS systems is to provide tools for people with disabil-
ities, for instance, screen readers for visually impaired people. In principle, TTS
systems can be used anywhere where natural speech communication is used
which makes TTS a ubiquitous application of ICT.

Recent advances in speech technology, specifically in automatic speech recogni-
tion (ASR) and TTS, have significantly improved the performance of baseline
systems. This is due to the advancements in algorithms, computational power
and memory, and also due to improved access to effective development tools
and data. It is therefore not surprising that the current state-of-the-art TTS
systems are able to generate speech that at its best is difficult to distinguish from
natural human speech. These systems are based on statistical models, which in
general require a large amount of data recorded in a studio environment and
extensive computational resources for training. Current deep learning-based
approaches have transformed the TTS problem into a machine learning problem
where the importance is put on the data, and at the same time narrowing the
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domain specific knowledge. However, sufficiently large data resources may not
be always available. This data scarcity is an essential issue, for example, in
the synthesis of under-resourced languages and in the synthesis of speaking
styles which are difficult to produce in large quantities. Despite the recent
progress in TTS, the developed systems are still not capable of generating a
large variation of speaking styles and vocal emotions in a similar manner that
is done by natural speakers. The variations including speaker characteristics,
speaking styles, and emotions are necessary to make synthetic speech expressive
which is crucial for successful communication. Further, humans change their
speaking style based on many factors including the auditory environment. For
instance, Lombard speaking style is produced in noisy environment to enhance
the overall intelligibility of speech (Lombard 1911). Hence, there is room for
improvement in TTS systems especially in developing voices for which there are
limited data resources available.

The aim of this thesis is to reduce the gap between natural and synthetic
speech by improving the overall naturalness as well as intelligibility of TTS.
To achieve this, the thesis addresses two important aspects of modern TTS
systems: (1) vocoders and (2) speaking style adaptation. A vocoder is a tool
that is employed in the analysis and synthesis of speech signals. This thesis
proposes novel techniques to generate high-quality glottal excitations that are
necessary to produce more natural sounding synthetic speech using a certain
class of vocoders called glottal vocoders. These techniques combine advanced
machine learning (deep learning) and signal processing methods. Moreover,
the thesis compares various existing vocoders for different applications of TTS
systems including laughter synthesis. Furthermore, the study investigates
speaking style adaptation, specifically to Lombard speaking style, in different
TTS system architectures including a recently proposed sequence-to-sequence
model architecture.

The thesis consists of two main parts. The fist part presents a general introduc-
tion to the development of a TTS system and discusses the topics relevant to this
thesis. The topics discussed are artificial neural networks, vocoders, and statisti-
cal methods for modeling and adaptation. The second part of the thesis consists
of selected publications from peer-reviewed journals and conference proceedings
on vocoders and adaptation approaches in TTS. The first three publications
describe techniques to improve the quality of glottal vocoders by modeling the
glottal waveform. Publication I proposes a new glottal inverse filtering tech-
nique, which showed improved results compared to previous techniques. In
Publications II and III, new deep learning approaches, a generative adversarial
network (GAN) and WaveNet, were used to generate glottal waveforms from a
given set of acoustic parameters. Publications IV, V, VI and VII compares various
vocoders for different applications of TTS: Publication IV compares vocoders for
the task of laughter synthesis, Publications V and VI study how the performance
of vocoders change with respect to audio compression (MPEG) and TTS voices,
respectively. Publications VII, VIII and IX investigate Lombard speaking style
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adaptation using various TTS architectures and vocoders.
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2. Introduction to Text-To-Speech
Systems

The aim of a TTS system is to output a speech signal that resembles human
speech corresponding to a given input text string (Taylor 2009). When humans
are asked to read a given text, they typically produce the corresponding speech
signal easily without paying attention to how complex the human speech pro-
duction process is. To read the text, humans first parse and understand the
semantic and syntactic relations in the text, after which speech is produced by
moving articulators according to the interpretations derived from the text. Thus,
in addition to the linguistic information embedded in the input text, human
speech contains a lot of other information about, for example, the speaker iden-
tity and emotions. Moreover, human speakers typically read the same text aloud
differently depending on with whom they communicate and where they speak.
Therefore, human speech production is an intricate process whose modeling calls
for a great deal of research and development.

This chapter provides an overview of a TTS synthesis system. The chapter acts
as the theoretical basis for the structure of the chapters to follow. The chapter is
organized as follows. In section 2.1, the traditional TTS pipeline is first described.
Section 2.2 discusses the recent progress in TTS that has happened due to the
emergence of more advanced deep learning algorithms, computing power and
memory. An introduction to the evaluation of TTS systems is presented in
section 2.3. Finally, section 2.4 discusses some of the shortcomings that are
present in current TTS systems.

2.1 The traditional pipeline

Many recent TTS systems are targeting the end-to-end framework, where the
relations between the text and speech are learned by using a single monolithic
network. However, traditional TTS systems are constructed in a modular fashion,
where each module is developed separately and completes a task depending upon
its role. Figure 2.1 depicts the traditional pipeline of a TTS system. It usually
consists of two blocks: 1) text analysis (front-end) and 2) waveform generation
(back-end). The text analysis block takes a text string as input and extracts
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Figure 2.1. A block diagram of a TTS system based on the traditional pipeline approach.

linguistic features or specifications that are understandable to a machine. The
waveform generation block generates a speech waveform that corresponds to the
extracted linguistic features. Sometimes the waveform generation also refers
to the conversion of acoustic features into the corresponding speech waveform.
Unless otherwise stated explicitly, the waveform generation refers in this thesis
to the former definition. The subsequent sections present the text analysis and
waveform generation blocks in more detail.

2.1.1 Text analysis

Humans can easily read a given text that is composed of letters, numbers, and
symbols. This is because humans learn at very young age how to read and parse
written texts. Similarly, when machines are developed to read text they need
to parse it in an understandable way. The text analysis block is responsible for
this job and it transforms the text into a linguistically-meaningful representa-
tion often referred to as the linguistic specification. This specification contains
phonemes, syllables, words, and some higher level features that describe seman-
tic and syntactic relations of the text. The waveform generation block receives
the derived linguistic specifications and produces the corresponding speech sig-
nal. Since the output of the back-end depends upon the front-end, one must
carefully design the front-end otherwise errors caused in it will affect the quality
of the generated synthetic speech signal.

The major steps involved in the text-analysis block are as follows.

• Tokenization splits an input sentence into a sequence of text tokens by
utilizing whitespaces. Each token contains either a word or a punctuation
mark.

• Parts-of-speech (POS) tagging is performed on the tokens to disambiguate
between different possible interpretations. It helps in identifying whether
a particular token belongs to the cardinals, ordinals, nominals, numerals,
acronyms, or abbreviations. Consider, for example, a word such as "lives"
which can be described as a noun or a verb based on its context. In this
case POS tags can help to disambiguate the word. Furthermore, the correct
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interpretation of an acronym also depends on the context of its appearance.

• Text-normalization transforms numbers, acronyms, and abbreviations into
equivalent written-out words. Typically weighted finite-state transducers are
used in this task (Sproat 1996).

• Grapheme-to-phoneme (G2P) conversion produces an appropriate pronun-
ciation for each word either by looking into a pre-existing dictionary, by using
letter-to-sound (LTS) rules or by using recent neural network based G2P map-
pings (Juzová et al. 2019). The pre-existing dictionary is also called the lexicon.
There exist a few open-source dictionaries, e.g., cmudict (Weide 2005) and
combilex (Richmond et al. 2010). The G2P conversion seems straightforward
for some languages such as Finnish and Spanish, which have a direct corre-
spondence between written words and their spoken pronunciations, whereas
English and French can have different pronunciations for the same word.
Typically new LTS rules that are learned from an existing lexicon are applied
to out-of-vocabulary (OOV) words (Taylor et al. 1998).

• Prosodic patterns are added as suprasegmental features to the derived
phoneme sequence (Quené et al. 1992). The suprasegmental features help the
listener to understand the linguistic structure of the message. These features
contain information about various levels of the input text utterance such as
phrase breaks (at the phrase level), the onset, coda, stress and position of the
syllable in the word (at the syllable level), and the position of the word in the
phrase (at the word level). Additionally, accent related features such as pitch
and duration are also added.

For more details about the text analysis block, the reader is referred to the
text books by Dutoit (1997) and Taylor (2009).

2.1.2 Waveform generation

The waveform generation block converts the input intermediate linguistic spec-
ifications into a speech waveform. Since all the language related steps are
conducted at the front-end, usually the waveform generation (or the back-end)
is language independent. In addition to the front-end, the back-end also models
the prosody related information.

Numerous techniques have been proposed to generate speech waveforms from
given linguistic specifications. The speech synthesis methods can be categorized
based on what waveform generation technique is used to produce the speech
signal. The following section provides a brief overview of the most popular
waveform generation techniques.
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2.2 Progress in TTS

Earlier waveform generation techniques were based on rule-based approaches.
These methods synthesize speech by utilizing certain rules that are derived from
the human speech production mechanism. There exist two dominant types of
synthesis systems that fall into the rule-based category: (1) formant synthesis,
and (2) articulatory synthesis. In formant synthesis, rules are devised through
the realization of various acoustic components such as fundamental frequency
and formants. The DECtalk system proposed by Klatt (1980) is a well-known
example of a formant synthesis system. An articulatory synthesis system at-
tempts to reconstruct the human sound production mechanism as accurately
and practically as possible using a physical model (Mermelstein 1973; Sondhi
et al. 1987). Since the vocal tract shape changes in myriad ways by moving
the articulators such as the tongue, jaw and lips, it poses a big challenge to
the physical model. Therefore, articulatory synthesis systems are still at a
primitive stage of development, i.e., they can only produce certain phone cate-
gories, typically vowels (Arnela et al. 2016). The rule-based approach has many
advantages including flexibility in modifying the parameters, and controlling
the voice characteristics. However, this technology is less attractive since it calls
for experts to determine the rules and the technology also needs lots of manual
tuning to generate intelligible speech sounds.

Modern waveform generation techniques are based on data-driven approaches.
These stepped into the limelight after the huge progress in modern computer
technology. Most of the existing commercial TTS systems are based on data-
driven approaches. The three dominant synthesis paradigms that fall into the
data-driven category are: (1) concatenative speech synthesis (CSS), (2) statistical
parametric speech synthesis (SPSS), and (3) hybrid synthesis.

In the CSS paradigm, the first step is to collect and store a large amount of
data recorded from a single speaker in a studio environment. The next step is to
split the stored data into small speech units and index them based on linguistic
specifications provided by the front-end. Once the database is prepared, the
generation of a speech waveform for a given text involves the following steps:

1. Extracting the linguistic specifications using the front-end.

2. Finding the best speech units corresponding to the linguistic specifications by
searching through the indexed database.

3. Stitching the found units in a synchronous manner such that the concatenated
waveform sounds as good as natural speech. The stitching involves signal
processing steps to avoid any audio glitches while joining the units.

Diphone synthesis (Moulines et al. 1990) and unit-selection synthesis (Hunt
et al. 1996) are popular examples of the CSS paradigm. Despite its success
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in the generation of natural-sounding speech, CSS technology depends heavily
upon many factors including the size of the database, and the accuracy of
labelling (Möbius 2000). Moreover, it is challenging to synthesize various voice
styles using CSS-based TTS systems (Edgington 1997).

In the SPSS paradigm, a statistical model is used to synthesize speech from
linguistic specifications. Here, speech signals are represented by a set acoustic
parameters that are extracted from an external tool called the vocoder. The
vocoder represents speech in a frame-by-frame fashion. Often in speech synthesis
the frame size is 5 ms. Chapter 4 presents a brief overview of the vocoders that
are typically employed in SPSS. Once the acoustic parameters are extracted,
a statistical framework is employed to model them. Hidden Markov models
(HMMs) (Zen et al. 2009; Tokuda et al. 2013) and deep neural networks (DNNs)
(Zen et al. 2013) are popular statistical frameworks in SPSS.

The development of an SPSS-based TTS system involves two phases: (1) the
training phase, and (2) the synthesis phase. The training phase estimates the
statistics of the speech parameters with means and variances of Gaussian prob-
ability density distributions conditioned on the input linguistic specifications.
The synthesis phase generates a sequence of acoustic parameters for a given se-
quence of linguistic specifications by using the statistics learned in the training
phase. The generated acoustic parameters pass through a vocoder to render the
speech waveform. Since the SPSS paradigm needs only the parameter statistics
to synthesize any text, it has many advantages compared to the CSS paradigm:
SPSS requires less computational resources, has a small memory footprint and
offers flexibility to control and adapt various voice styles. However, the SPSS
paradigm still requires a large amount (approx. 5 hours) of high-quality data
and it would be difficult to collect such quantity of data for some challenging
speaking styles (e.g., shouted speech). To address the data scarcity issue, one
can use adaptation techniques to synthesize high-quality speech with just a few
minutes of speech data (Yamagishi et al. 2009). Chapter 5 describes both the
traditional as well as modern approaches employed in the SPSS paradigm.

Hybrid synthesis systems are developed by combining the best properties of the
CSS and SPSS paradigms (Qian et al. 2012). For instance, Merritt et al. (2016)
employed DNN-based parametric models to modify the target cost function in
CSS-based TTS systems and they showed that DNN-based parametric models
can help in generating better sounding speech. SPSS-based TTS systems have
also been used to synthesize new units that are not available when building
CSS-based TTS systems (Pollet et al. 2008; Fernandez et al. 2015).

The Blizzard challenge (Black et al. 2005) annually evaluates the progress
of TTS using a common platform. In this challenge, each participating team
is provided with the same data and rules to enable fair comparison. It is no
surprising that all the systems that have been submitted to the challenge belong
to the data-driven approaches including systems based on CSS, SPSS or hybrid
systems. In consolidating the results of the Blizzard Challenge 2014 (King 2014),
clear patterns shown below can be observed.

31



Introduction to Text-To-Speech Systems

1. TTS systems based on the CSS paradigm are able to yield the most natural
sounding synthetic speech.

2. TTS systems based on the SPSS paradigm are able to yield synthetic speech
of high intelligibility.

3. Hybrid systems are capable of producing intelligible synthetic speech that is
of good naturalness.

2.3 Evaluation of TTS

The ultimate goal of TTS is to generate a humanlike speech signal from a given
text string. Hence, it is necessary to evaluate the generated signal by human
listeners. However, hiring a large number of people to evaluate a TTS system
can be time consuming and laborious. Thus, the use of objective evaluations to
estimate the performance of TTS systems becomes a justified alternative. In
general, both subjective and objective evaluations are employed in the evalua-
tion of TTS systems. The following subsections give an overview of these two
evaluation procedures.

2.3.1 Subjective evaluations

Subjective evaluations are listening tests where subjects are commonly asked
to judge an attribute of synthesized speech with or without a reference speech
signal. Here, the attribute refers, for example, to quality, naturalness and intel-
ligibility. The speech quality is often defined as the total auditory impression of
synthetic speech perceived by the listener. Various factors such as naturalness,
voice quality, prosodic structure, loudness and speaker identity can influence
speech quality.

There might be many factors that affect the subjective scores. For example,
the intelligibility of synthetic speech affected by the gender of the voice and
environmental noise (Stevens et al. 2005). Due to these reasons, the same
TTS system could receive different scores. To reduce variability in scores, the
listening tests are often conducted in a laboratory where external conditions can
be controlled. The following standard listening tests have been employed in this
thesis.

Absolute category ratings (ACR)
This is a standard method used to evaluate the overall quality of synthetic
speech (ITU-T 1996a). In this test, listeners are asked to judge the stimuli
generated by a synthesis system using a scale from 1 to 5, where 1 refers to
poor and 5 to excellent. The test is also referred to as the mean opinion score
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(MOS) test as one uses the mean of the scores received by the synthesis system
to grade its performance. Since the MOS scores are categorical, Rosenberg et al.
(2017) recommended using non-parametric statistical tests when comparing the
scores of different systems. In ACR, there is no reference sample to compare the
synthesized samples. In the degradation mean opinion score (DMOS) evaluation,
the reference sample is provided and the listeners are asked to rate the samples
with respect to the reference (ITU-T 1996b).

Comparative ratings
An ACR test evaluates each system independently and the results grade the
overall performance of each system. However, there might be a situation where
one wants to make a comparative evaluation between systems. To address this,
comparative listening tests have been proposed. In comparative evaluations,
the systems are evaluated side by side so it is possible to evaluate the subtle
differences between the systems. Categorical comparison rating (CCR) is one
popular method used to evaluate differences between systems (ITU-T 1996b). In
the CCR test, two samples generated by different systems are stitched together,
and the listeners evaluate the quality of the second sample with respect to
the first sample using an integer rating scale ranging from -3 (much worse) to
3 (much better). The overall performance of the system is computed by taking the
average of the scores, which yields the comparison mean opinion score (CMOS).

Similarity tests
The main goal of the ACR and CCR tests is to measure the overall performance
of a TTS system either separately or comparatively. In similarity tests, the goal
is to evaluate how similar the presented two samples are from the point of view
of a certain aspect. For instance, in speaker similarity tests, subjects are asked
to focus only on the speaker identity, not on the overall quality of the stimuli.
These kind of tests are typically employed in the evaluation of voice conversion
systems (Toda et al. 2016).

Speech intelligibility tests
Speech intelligibility is defined as the easiness for a listener to understand the
content of the speech signal. If listeners need the same listening effort to decode
the message of synthetic speech as they need for the corresponding natural
speech, then the intelligibility of the synthetic speech is equal to natural speech.
The intelligibility measures are typically conducted using comprehension tests
(Pisoni et al. 1987). In these tests, results are quantified by calculating the
overall word error rate (WER). In addition, semantically unpredictable sentences
(SUS) are often used in intelligibility evaluations in order to make it more
difficult for the subjects to guess the words of the speech stimuli (Benoit 1990).
When assessing the intelligibility in noisy conditions, intelligibility tests are
typically conducted by asking the subjects to listen to stimuli corrupted by noise
at various SNR levels (Cooke et al. 2013).

33



Introduction to Text-To-Speech Systems

2.3.2 Subjective evaluations using crowdsourcing

Conducting listening tests in a laboratory environment can be sometimes time-
consuming and expensive. Luckily, crowdsourcing platforms provide an alterna-
tive method to conduct listening tests with less time and more cost-effectively.
In these platforms, the researcher who posts the task is called the contributor
and the person who conducts the evaluation task is called the worker. In order
to initiate the listening test, the contributor uploads the task to the crowdsourc-
ing platform and transfers money to the platform to pay remuneration to the
workers. The workers conduct the tasks using their own computers and get paid
by the platform. Popular crowdsourcing platforms are Amazon Mechanical Turk
(MTurk) 1 and FigureEight 2. The FigureEight platform was used in the crowd-
sourcing listening tests of this thesis. The drawbacks of crowdsourcing are that
the workers participating in the listening tests can cheat due to the anonymous
nature of the interaction. Moreover, some workers might want to earn more
money in less time, which makes them not listen to utterances completely before
providing judgment. Commonly some kind of pre-screening tests are done to
reduce cheating. Only those workers who have passed the pre-screening tests
with a certain accuracy are allowed to do the complete test. For more details
about crowdsourcing tests, the reader is referred to the articles by Wolters et al.
(2010), Ribeiro et al. (2011), Buchholz et al. (2011), and Gadiraju et al. (2015).
Many of the attached Publications have taken advantage of crowdsourcing in
subject evaluations. Although the workers of these listening tests cannot be
controlled as closely as in in-house tests, the workers of the crowdsourcing tests
were instructed to use headsets and they were told to listen to the samples in a
quite environment.

2.3.3 Objective evaluations

The objective assessment of synthetic speech can be a useful tool in the develop-
ment of TTS systems, as it provides a reproducible and inexpensive alternative
to subjective evaluations. Objective evaluations are commonly employed in
SPSS systems, TTS platforms that involve modeling of acoustic parameters in
a statistical framework. Thus, one could use a distance measure to compute
differences between the acoustic parameters predicted by the statistical model
and the actual acoustic parameters. A widely used distance measure is the
root-mean square error (RMSE) defined in Eq. 2.1.

RMSE =
√∑N

i=1(yi − ỹi)2

N
, (2.1)

where yi, ỹi denote the actual and predicted acoustic parameter vectors, re-
spectively, and N denotes the total number of the parameter vectors. The kind

1https://www.mturk.com/
2https://www.figure-eight.com/
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of distance metric employed often depends upon the vocoder and its speech
representations.

Unfortunately, there is no one-to-one relation between objective scores and
subjective speech quality. It can sometimes even happen that a better sounding
speech synthesis system shows poorer objective scores than a system with a
lower subjective quality. In the literature, several studies have been conducted to
estimate the subjective quality of synthetic speech based on objective measures
(Möller et al. 2010; Remes et al. 2013). Moreover, there are other objective
scores to assess the intelligibility of synthetic speech. These objective measures
have been designed so that they measure how much speech is distorted due
to background noise or reverberations. These measures compare the acoustic
properties of both the distorted and the undistorted signals (Taal et al. 2011). For
more details about the objective intelligibility measures, the reader is referred
to the articles by Valentini-Botinhao (2013) and Van Kuyk et al. (2018)

2.4 Shortcomings of TTS

• Intelligibility is vital in speech communication. Current state-of-the-art TTS
systems are able to produce synthetic speech whose intelligibility is equal
to natural speech in quiet listening environments. However, in noisy sur-
roundings, the intelligibility of synthetic speech is typically lower compared
to natural human speech. This is due to the capability of human speakers to
involuntarily change their speaking style in the presence of noise to enhance
the intelligible of their speech, the phenomenon known as the Lombard ef-
fect (Lombard 1911). Hence, there is a need for the current TTS systems to
increase the intelligibility of synthetic speech in adverse environments. The
topic has been studied using both signal processing approaches (Erro et al.
2014; Valentini-Botinhao 2013; D.-Y. Huang et al. 2010) or statistical meth-
ods (Langner et al. 2005; Raitio et al. 2011a; Valentini-Botinhao et al. 2013)
to convert synthetic speech in a normal speaking style to Lombard speech.
Publications VII, VIII and IX of this thesis address the adaptation of speech
synthesis from normal speaking style to Lombard style in a DNN-based SPSS
system.

• Data requirements are another important issue in current TTS systems. Due to
the progress achieved in the past five years, deep learning approaches are now
default tools in TTS. Deep learning networks, however, have a large number
of parameters that need to be learned from the data. Therefore, deep learning
networks require a large amount of training data to synthesize speech of high
quality. For many major languages, such as English, it may be easy to collect
large volumes of speech data. However, collecting an adequate quantity of
data for low-resource languages poses difficult challenges. Therefore, research
has been conducted to take advantage of adaptation techniques to leverage

35



Introduction to Text-To-Speech Systems

the existing large volumes of data for synthesis of low-resource languages
(Schnell et al. 2002; Cooper 2019). Similarly, to make synthesized speech more
expressive, various adaptation approaches have been proposed to synthesize
different speaking styles depending upon the context (Jauk et al. 2018).

• Prosody is an important property in human speech communication. For exam-
ple, when a person wants to convey important information then he/she usually
emphasizes some words by changing, for example, the pitch range, intensity
(or loudness) or speaking rate. This extra information presented in speech
signals can be referred as prosodic characteristics of speech. Humans make
their speech more expressive by producing various prosodic characteristics
that make listeners pay attention for a longer duration (Rosenberg 2011).
However, current TTS systems are capable of producing prosodic character-
istics which are best for short utterances but they typically fail to do so for
utterances of longer durations. Applications such as audio books, news reading
and human-machine interaction require expressive speech to engage humans
in communication for longer periods of time. To make these applications more
attractive, they require prosody generation by taking into account the contex-
tual factors of the communication. Hence, it is important to generate prosody,
as humans do in speech communication. Mainly suprasegmental features such
as the fundamental frequency, intensity and duration are important compo-
nents of prosody, which vary slowly in utterances. Many studies (e.g. Badino
et al. 2009; Schröder 2009; Ronanki et al. 2016) have been conducted on the
modeling and generation of prosody in TTS systems, but the applicability of
these techniques is still limited.

In addition to the above three issues, there are also other shortcomings (e.g.
vocoding) that have been discussed by, for example, by Henter et al. (2018)
related to SPSS-based TTS systems.

2.5 Summary

A brief introduction of TTS systems was presented in this chapter. The chapter
described both the traditional as well as modern paradigms employed in TTS and
also discussed the evaluation of TTS. Finally, some of the known shortcomings
of current TTS synthesis systems were handled. The topics discussed here play
a crucial role in developing and understanding the chapters presented later in
this thesis.
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This chapter presents an introduction to artificial neural networks (ANNs). It
starts with the history and describes various standard neural network models
that form the cornerstones for the techniques studied in this thesis. Further, the
chapter delves into recent neural network models that have become popular in
the implementation of current state-of-the-art TTS synthesis systems.

3.1 History

Early studies of artificial neural networks (ANNs) were motivated by biological
neural networks in the brain, though ANNs do not address biological interactions
but rather computations between neurons. The first model of an artificial neuron
was introduced by McCulloch et al. (1943). Each neuron in ANNs can be seen
as a computational node that first receives information in the form of real
numbers from various input signals, later aggregates weighted inputs and finally
computes the output by applying an activation function. The advancements in
computers have led to the development of various neural networks, for instance,
the perceptron model (Rosenblatt 1958) which is one of the key neural models
in modern ANNs. Back in the 1980s, researchers created a hype around ANNs
by claiming that ANNs can solve any real-life problem. However, due to the
lack of adequate data and limited computational resources, researchers failed to
provide evidence for their claim. This caused disappointment in the research
community and led to the AI winter (Haykin et al. 2009).

Advancements in parallel processing by graphical processing units (GPUs),
better access to an abundance of data, and the development of algorithms
have increased interest in neural networks in the last few years. This recent
development can be seen as a resurgence of neural networks (Krizhevsky et al.
2012; G. Hinton et al. 2012; LeCun et al. 2015). The subsequent sections discuss
some of the most important modern neural network models that have been
employed in building speech synthesis systems.
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3.2 Deep neural networks

Figure 3.1. A feedforward neural network with two hidden layers. The S-shaped curves in the
hidden and output layers depict nonlinear activation functions.

Widely used deep learning models are deep forward networks also called
feedforward neural networks, or multilayer perceptrons (MLPs). As illustrated
in Figure 3.1, the units or nodes in a feed forward neural network are arranged
in layers, with connections feeding forward from one layer to the next. Generally,
these models consist of an input layer (first layer), hidden layers (intermediate
layers) and an output layer. The depth and width of a neural network is defined
by the number of hidden layers and the number of hidden units in each layer.
Deeper models are also known as deep neural networks (DNNs). DNNs can
be employed to approximate a function f ∗ for given inputs and outputs. For
instance, given an n-dimensional input x and an m-dimensional output y, the
feedforward network defines a mapping as

y= f (x;θ), (3.1)

where θ represents the parameters of the model. The task of the neural network
model is to learn function f which is as close as possible to the actual function
f ∗. In recent years, DNNs have become the most widely used tool in TTS,
particularly for building acoustic models.

3.2.1 Learning mechanism

Let x ∈Rd be an input vector with d features, where each feature represents a
particular attribute of the data. The entire dataset can be denoted as matrix
X ∈ Rn×d containing n data samples, one in each row. In supervised learning,
each input example has its corresponding output vector y ∈ Rm with m (≥ 1)
features. If the output vector y contains categorical or class labels then the
problem can be seen as a classification problem otherwise it can be regarded as
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a regression problem. In a DNN, the input features are passed through hidden
layers in the following manner

z=Wx+b

h=g(z),
(3.2)

where W ∈ Rk×d, x ∈ Rd, b ∈ Rk, k is number of nodes in a hidden layer, d is
the dimensionality of the input and g(.) is the activation function. The hidden
layer parameters are W and b. This layer can be seen as a composition of two
functions: 1) an affine function and 2) an activation function. A typical DNN
is composed of a multiple of such affine functions associated with non-linear
activation functions. The output of the network y is computed by propagating
the output of one layer, e.g., h as input to subsequent layers. This process is
known as forward propagation. The generalization capabilities of a DNN mainly
stem from its non-linear activation functions. The following activation functions
are commonly employed in DNNs:

1. Sigmoid activation function, which outputs values in the range (0, 1):

σ(x)= 1
1+ e−x . (3.3)

2. Hyperbolic tangent or tanh function, which output values in the range (-1, 1):

tanh(x)= ex − e−x

ex + e−x . (3.4)

3. Rectified linear unit (ReLU) (Nair et al. 2010), which is defined as:

ReLU(x)= max(0,x). (3.5)

4. Softmax activation function, which models a categorical distribution:

softmax(y)i = eyi∑m
k=1 eyk

for i = 1, . . . ,m (3.6)

Common choices for activation functions in hidden layers are σ(.), tanh(.), and
ReLU(.). For output layers, DNNs typically use linear (also known as identity
functions), σ(.), or Softmax(.) activation functions.

The main task of neural network models is to learn a set of optimal parameters
that minimize a cost function J(θ)

θ = argmin
θ

1
n

n∑
i=1

J(θ). (3.7)

The cost function, often also referred to as an objective function or loss function,
is defined over the actual and predicted outputs. The choice of the cost function
depends on the particular problem that the DNN aims to solve. The mean
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squared error (MSE), which is one of the most popular cost functions in many
neural network models, is defined as:

J(θ)=MSE= 1
n

n∑
i=1

(ŷi −yi)2, (3.8)

where yi, and ŷi denote the actual and predicted data vectors and n is the
total number of data vectors, respectively. The MSE is mainly used in solving
regression problems. In classification problems, the binary cross entropy (BCE)
loss is widely used and this loss is defined as follows

J(θ)= 1
n

n∑
i=1

−(1−yi) log(1− ŷi)−yi log ŷi. (3.9)

In training the DNN model, the loss function is commonly minimized itera-
tively using the gradient descent algorithm. This corresponds to first computing
the gradient of J(θ) WRT the model parameters and then updating the param-
eters in the direction which is opposite to the gradients. The parameters are
updated in the following fashion:

θ = θ−η.�θJ(θ) (3.10)

where θ are parameters of the DNN, �θJ(θ) are gradients of the parameters that
are computed over the cost function J(θ), and η is the learning rate that deter-
mines the magnitude of an update to the parameters. The goal of this updating
scheme is to converge to the local minimum of the loss function. The backproga-
gation technique is utilized for an efficient computation of gradients (Rumelhart
et al. 1988). The learning rate parameters are crucial in training DNN mod-
els and they are often scaled or annealed over the course of training to make
the model stable (Kingma et al. 2014). In the literature, many variants of the
gradient descent algorithm have been proposed. The most popular of these
algorithms are the batch gradient descent algorithm, the stochastic gradient
descent (SGD) algorithm and the mini-batch gradient descent algorithm (Ruder
2016). In the batch gradient descent algorithm, the parameters are updated only
after computing the gradients over the entire dataset, which delays the learning.
In the stochastic gradient descent algorithm, the parameters are updated after
computing the gradients for every data instance, which introduces noise to the
gradients. In the mini-batch gradient descent algorithm, the parameters are
updated after computing the gradients for a mini-batch (≥ 2) of data instances.

The DNN model improves by learning hidden representations that capture
information of the inputs. The design and training settings of the network are
known as hyperparameters. To increase the generalization capabilities of neural
networks, different regularization techniques are generally used in training the
network. Regularization is the process of adding information or constraints to
the loss function in order to mitigate the overfitting. Widely used regularization
techniques are the l1 (Tibshirani 1996) and l2 (Hoerl et al. 1970) regularizations,
and dropout (Srivastava et al. 2014).
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3.3 Convolutional neural networks

Figure 3.2. A convolutional neural network with two hidden layers. The dashed line nodes
indicate zero padding. The S-shaped curves in the hidden and output layers depict
nonlinear activation functions.

Convolutional neural networks (CNNs) are a special kind of feedforward
networks. They have shown significant success in deep learning research (LeCun
et al. 1995), especially in computer vision. CNNs are capable of capturing the
spatial and temporal relations present in an image or a spectrogram by utilizing
a set of filters or kernels (Krizhevsky et al. 2012; G. Hinton et al. 2012). Since the
filter weights are shared between each layer, the number of learnable parameters
in CNNs is much lower compared to DNNs. Moreover, CNNs are able of learning
better representations of the input, which is critical to achieve good model
performance. For instance, CNNs are able to extract high-level features such as
edges, color, or the gradient orientation from an input image (Zeiler et al. 2014).

Figure 3.2 illustrates a 1-dimensional CNN with two hidden layers and a filter
width of 3. The convolutional operation shrinks the output dimension and to
preserve the original input dimension padding is necessary. Typically, the zero
padding technique is used where zeros are added to each side of the input layer,
and the amount of padding depends on the filter size. In CNNs, the receptive
field is defined as the region in the input that a particular node is looking at.
This means that the nodes in the deeper layers have larger receptive fields
than the nodes in the shallow layers (Le et al. 2017). Since speech signals are
sequential and depend on the context, it is recommended to have large receptive
fields when CNNs are used to solve speech problems. For more details about
CNNs, the reader is referred to Chapter 7 of Goodfellow et al. (2016).
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Figure 3.3. A recurrent neural network with one hidden layer.

3.4 Recurrent neural networks

Recurrent neural networks (RNNs) are commonly used to process sequential
information. In the literature, many variants of RNNs have been proposed, for
instance, Elman networks (Elman 1990), Jordan networks (Kolen et al. 2001),
time delay networks (Lang et al. 1990), and echo state networks (Jaeger 2007).
This section focuses on a simple RNN containing a single and self-connected
hidden layer as displayed in Figure 3.3. In contrast to feed-forward DNNs, an
RNN has a feedback connection that forms a cycle as shown in the left side of
Figure 3.3. When the RNN is unfolded in time, it can be seen as a feed-forward
network that has a dynamic number of hidden layers which all share the same
parameters as illustrated in the right side of Figure 3.3. The RNN maintains a
hidden state ht, which represents its memory of the contents of the sequence at
each time step t. The hidden layer as well as the output layer are computed by
iterating the following equations in time from t = 1 to t = T

ht =σh (Wxhxt +Whhht−1 +bh) (3.11)

yt =σy
(
Whyht +by

)
, (3.12)

where Wxh is the weight matrix connecting the inputs to the hidden layer, Whh

is the weight matrix for the recurrent connections in the first hidden layer, Why

is the weight matrix connecting the hidden units to the output layer, bh and by

are bias vectors of the hidden and output layers, respectively, and σh and σy

refer to the hidden and output layer activation functions, respectively.
The RNN employs the back propagation through time (BPTT) algorithm to

compute the gradients of the parameters (Werbos et al. 1990). One of the main
challenges in training deep RNNs is that the gradients either vanish or explode,
which happen due to squashing of the non-linear activation functions over
time (Bengio et al. 1993). To address this issue, gated RNNs have been proposed
and the most popular such networks are long short-term memory network RNNs
(LSTMs) (Hochreiter et al. 1997) and gated recurrent unit RNNs (GRUs) (Cho
et al. 2014).
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3.4.1 Long short-term memory networks (LSTMs)

An LSTM unit consists of four components: a cell, an input gate, a forget gate,
and an output gate. The cell attempts to remember information over arbitrary
time intervals and the three gates control the amount of the information flowing
through the cell. For a given input xt, the corresponding hidden state ht at time
instant t is computed by the LSTM unit using the following equations

i t =σ (Wxixt +Whiht−1 +Wci ct−1 +bi) (3.13)

ft =σ
(
Wxf xt +Whf ht−1 +Wcf ct−1 +bf

)
(3.14)

ct = ftct−1 + i t tanh(Wxcxt +Whcht−1 +bc) (3.15)

ot =σ (Wxoxt +Whoht−1 +Wcoct +bo) (3.16)

ht = ot tanh(ct), (3.17)

where σ and tanh are the logistic sigmoid and hyperbolic tangent functions,
respectively, and i, f , and o are the input gate, forget gate, and output gate
activation vectors, respectively, and c is the cell activation vector. Vector i, f ,
c and o are of the same size as the hidden vector h. W and b with subscripts
denote the weight matrices and the bias terms that need to be learned during
training.

Bidirectional sequential neural networks have been developed for applications
where an output depends on the whole input sequence, for instance, BiRNNs
(Schuster et al. 1997)) and BiLSTMs (Graves et al. 2005). As the name suggests,
the BiLSTM consists of two LSTMs where one LSTM moves forward through
time, starting at the beginning of the sequence, and the other LSTM moves
backwards through time, starting at the end of the sequence. These networks
have shown good performance in speech recognition (Graves et al. 2013), speech
synthesis (Fan et al. 2014) and handwriting recognition (Graves et al. 2008).

3.5 Recent popular neural network models

As deep learning emerged as a prominent technique in the field of speech
synthesis, various complex neural network models were developed to enhance
the quality of synthetic speech. This section presents some of the most popular
neural network models that have been applied in speech generation.

3.5.1 Generative adversarial networks (GANs)

Unlike in traditional neural networks, generative adversarial networks (GANs)
take advantage of a new type of training procedure. In this procedure, two
components, called the generator (G) and the discriminator (D), compete with
each other in an adversarial process. Figure 3.4 shows a general block diagram of
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Figure 3.4. A general block diagram of generative adversarial networks (GANs).

a GAN. During training, the G receives noisy data drawn from either a uniform
or Gaussian distribution as input and generates fake data x′. Then D takes
both the real x and fake x data and attempts to classify them into correct labels.
Inspired by game theory, D and G play a two-player minmax game with the
following objective function

min
G

max
D

VGAN(D,G)= Ex∼pdata(x)[logD(x)]+Ez∼pz(z)[log(1−D(G(z)))]. (3.18)

In Eq. 3.18, both G and D are differentiable networks, thus they can be learned
by the back propagation algorithm. The discriminator D aims to maximize the
objective function, thus a gradient ascent algorithm can be used. The generator
G aims to minimize the objective function, thus gradient descent can be used.
Therefore, the model can be trained by alternating between the gradient ascent
and descent. The gradients are computed by using loss functions such as BCE
and MSE in discriminator D. The main theoretical advantage of GANs is that
they do not make any prior assumptions about the distribution of the data that
is processed.

The first GAN model was proposed by Goodfellow et al. (2014) and it was used
to generate images in an unsupervised manner. Since then, GANs have attracted
lots of attention in different research domains including speech research. The
latest GANs have been used to generate realistic images and voices (Karras
et al. 2019; Kaneko et al. 2017b), transform data from one domain to another
(Choi et al. 2018; Hsu et al. 2017), and also for data augmentation (Antoniou
et al. 2017). In this thesis, GANs were employed in Publication II to generate
realistic voice excitation waveforms.

An example of the shortcomings of GANs is the lack of an explicit objective
score to measure the performance of the generator. In addition, the training
of GANs can be unstable due to the use of a single backpropagation while
training two networks. Therefore, visual inspection is typically adopted to check
performance (Radford et al. 2015), and the use of various loss functions have
been proposed to tackle the instability issue (Gulrajani et al. 2017).

3.5.2 WaveNet

WaveNet models are generative models that use convolutional neural nets to
learn data distributions, enabling the model to generate new samples from the
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Figure 3.5. A block diagram of the WaveNet model.

Figure 3.6. Components of the WaveNet residual block.

distribution. The first WaveNet was proposed by Van Den Oord et al. (2016) to
generate a raw waveform from a given input text string and later it became state-
of-the-art in speech generation. Since its inception, the WaveNet has shown
tremendous success in waveform generation and it has found many applications
including voice conversion (Kobayashi et al. 2017), music generation (Engel et al.
2017), and speech enhancement (Rethage et al. 2018). Nowadays, the name
WaveNet has been used as a synonym for sample level raw waveform generation.

Figure 3.5 shows a block diagram of a WaveNet model. It consists of three main
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parts: 1) the residual block, 2) the upsampling block and 3) skip connections.
The raw waveform is preprocessed by a causal convolutional layer (i.e. the
model does not depend on future samples). The preprocessed signal is passed
through n residual blocks. The residual block is the main driver of the model
and its components are shown in Figure 3.6. The dilated convolutions are the
fundamental components of the residual blocks as they can model the long-
range temporal dependencies between samples. The main advantage of dilated
convolutions is that they provide a high receptive field without increasing the
model complexity. The residual block takes two inputs: 1) the output of the
previous residual block, and 2) auxiliary features. The block emits two outputs:
1) the input to the next residual block, and 2) the skip connection. A gated
activation function is used in each residual block as it has been shown to yield
better performance compared to ReLU activation (Oord et al. 2016).

The role of the upsampling block is to bring the conditional auxiliary features
to the same resolution as in the waveform either by using linear interpolation
or transposed convolutional layers. The postprocessing block receives the skip
connections from each residual block as inputs and it either concatenates or
adds them to a single input. The combined skip connections are passed through
two convolutional layers with ReLU activation function. The final output layer
is softmax layer that computes a categorical distribution of waveform samples.
The parameters of the network are optimized by maximizing the log likelihood
of the data. Since WaveNet contains only convolutional layers, training can be
done in parallel. However, during inference time, the network needs to generate
samples in a sequential manner.

Despite its huge success, the WaveNet model has several shortcomings: it
requires large amounts of training data, the inference speed is slow, and the
network sometimes produces audible noise clicks in the output. Many studies
have tried to tackle these drawbacks by, for example, proposing networks with
improved inference speed (Paine et al. 2016; Oord et al. 2017). Publications III
and IX of this thesis have employed WaveNet models for raw glottal and speech
waveform modeling.

3.5.3 Sequence-to-Sequence model networks

The speech synthesis problem can be seen as a sequence-to-sequence regression,
where the goal is to generate a sequence of speech samples from a sequence of
characters. The lengths of the two sequences vary greatly. However, conventional
neural networks require the two sequences to be modeled to be of the same
length. Therefore, conventional speech synthesis methods have introduced
many intermediate steps to map the input and output sequences to be of the
same length, as explained in Chapter 5.

Recently, a new framework has been proposed to synthesize speech directly
from text without any intermediate steps. The framework is called sequence-
to-sequence (seq2seq) modeling and it enables building mappings between se-
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Figure 3.7. A general block-diagram of sequence-to-sequence models with the attention mecha-
nism.

quences of different lengths. Initially, seq2seq models were developed to solve
the machine translation problem where the goal is to transform the text of one
language to another language (Sutskever et al. 2014a). After their success in ma-
chine translation, seq2seq models spread to different domains including speech
recognition (Bahdanau et al. 2016), voice conversion (Kaneko et al. 2017a) and
speech synthesis (Sotelo et al. 2017).

The vanilla seq2seq model contains two main components called the encoder
and the decoder (Sutskever et al. 2014b). Both the encoder and the decoder are
neural networks that are typically composed of several RNN layers, e.g. LSTMs.
The encoder takes a variable length text as input and compresses it to a fixed
dimensional vector called the context vector. The decoder emits a target sequence
of a different length from the context vector in an autoregressive manner. As
the encoder compress the whole input sequence into a fixed dimensional vector
it causes issues with long sequences and is unable to generalize well when
the length of input sequences increases. To address this issue, an attention
mechanism was introduced in seq2seq models by Bahdanau et al. (2014).

Figure 3.7 depicts a block diagram of a seq2seq model with an attention
mechanism. The encoder processes the textual input and computes a sequence
of hidden states, denoting them as memory. The decoder begins with a start
token and produces a query vector. The attention mechanism computes a context
vector using memory and query vectors, and later passes the context vector to
the decoder to produce the output. The attention mechanism interacts with both
memory and query vectors for every output step in the decoder. The attention
mechanism computes an alignment between the input and output sequences.
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3.6 Summary

A brief introduction of ANNs was presented in this chapter by including the
study area’s history and its recent progress. The chapter summarized the
fundamentals of neural networks that are essential to build more advanced and
complex neural networks. Moreover, the chapter discussed the most popular
neural network architectures that are used today in TTS systems. ANNs are
taken advantage of in one form or another in all the publications of this thesis
(except in Publications IV and V).
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4. Vocoders

The task of a vocoder in current TTS is to provide a representation for speech
that is suitable for statistical modeling whilst the representation is capable of
producing high-fidelity speech either by using reconstruction or neural network
models. The design of the vocoder involves a trade-off between the representation
and the reconstruction of speech. When one attempts to represent speech with
high-resolution features aiming at perfect reconstruction, the features selected
may not be well suited for statistical modeling. Similarly, when one attempts
to represent speech with low-resolution features for better statistical modeling,
the features in question may not yield high-fidelity speech. Even though the
main application area of vocoders is TTS, they have also been used in other
areas of speech technology such as in voice conversion (Stylianou 2009), emotion
conversion (Kawanami et al. 2003), speaking style conversion (Seshadri et al.
2019), and speech analysis (Schroeder 1966).

Generally, the vocoder in TTS conducts two tasks: 1) analysis (encoding)
and 2) synthesis (decoding). In the analysis part, the vocoder extracts time
varying acoustic parameters at a certain frame rate (often once per 5 ms) and
it is assumed that the extracted parameters contain enough information to
reconstruct the speech waveform. In the synthesis part, the speech signal is
generated from the extracted parameters. Vocoders can be broadly classified into
two categories based on the approach that is employed in the analysis and/or
synthesis phase: 1) vocoders based on signal processing and 2) vocoders based
on statistical methods. The subsequent sections describe shortly both of these
vocoder categories.

4.1 Vocoders based on signal processing

As the name suggests, in this category signal processing methods are used to
extract acoustic parameters from the speech waveforms. The signal processing
methods used are usually motivated either by human speech production or
by a mathematical decomposition of speech signals. Vocoders based on signal
processing methods are broadly classified into two categories: vocoders based
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on 1) the source-filter model and 2) vocoder based on the sinusoidal model.
In general, some simplifications such as linearity and (local) time-invariance
are assumed to enable straightforward parameter optimization. The extracted
parameters make the analysis, manipulation and transformation of speech
signals possible. The following subsections briefly explain both the source-filter
and the sinusoidal model.

4.1.1 Source-filter model

In the source-filter model, a speech signal is defined as the output of a time-
varying vocal tract system excited by a time varying excitation signal (Fant 1970).
Here the excitation signal refers to the signal that is produced at the glottis by
the vocal folds and the vocal tract system refers to the filtering operations caused
by the cavities between the vocal folds and the mouth (and nostrils). According
to the functioning of the speech production process, the produced speech signals
can be broadly grouped into three categories: voiced, unvoiced and plosives
(Rabiner et al. 2007). The production of voiced speech can be interpreted as a
linear cascade of three process:

S(z)=G(z)V (z)L(z), (4.1)

where S(z) denotes the z-transform of the speech signal, and G(z), V (z), and
L(z) denote the z-transforms of the voice source, vocal tract and lip radiation
effect, respectively. The voice source is represented by the glottal air flow that is
generated by the vibration of the vocal folds (Fant 1970; Alku 2011). The voiced
speech production can be simplified into a form that is composed of two parts:

S(z)= E(z)T(z) (4.2)

where S(z) denotes again the z-transform of the speech signal, E(z) is a flat
excitation (impulse train or noise), and T(z) models the combined effects of the
vocal tract and the spectral decay of the glottal source. The main advantage
of decomposing speech into the source and filtering components is that the
decomposition enables explicit control to produce various voice characteristics
by modeling.

Vocoders that are motivated by the source-filter speech production model are
a common choice in the SPSS paradigm. In this model, the information about
vocal tract is well-captured by spectral features such as mel-generalized cepstral
coefficients (MGCs) (Tokuda et al. 1994) and line spectral frequencies (LSFs)
(Soong et al. 1984). However, the exact characterization of the excitation signal
is very hard and most of the times it is the main culprit in synthesizing a
bad quality of speech. Numerous studies have investigated a better excitation
signal representation. It is no wonder that source-filter vocoders can be further
categorized into different classes based on what kind of excitation signal is
utilized in the synthesis. A few dominant excitation signal representations are
follows:
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1. Impulse excitation
In this representation, the excitation signal is modeled by a selection between
an impulse train and Gaussian noise (Griffin et al. 1988). The impulse train is
employed for voiced regions whereas Gaussian noise is employed for unvoiced
regions. This kind of excitation is often referred to as simple voice/unvoiced
excitation. In the frequency domain, the impulse train has a flat spectrum and
therefore the excitation signal has strong high-frequency harmonics which
indirectly produces buzziness in synthesized speech. Earlier SPSS-based TTS
systems employed this kind of excitation (Masuko et al. 1996).

2. Mixed excitation
As said earlier, simple impulse excitation results in synthesized speech of poor
quality due to the overly strong periodicity of the excitation. To tackle this, var-
ious studies have proposed methods to reduce the periodicity by modeling the
source signal with a mixture of a periodic component and noise. Earlier mixed
excitations were developed in speech coding (McCree et al. 1995) and they were
later adopted in other speech applications such as speech synthesis (Yoshimura
et al. 2005). STRAIGHT (speech transformation and representation using
adaptive interpolation of weight spectrum), which is a widely used vocoder
in SPSS, uses mixed excitation to represent the excitation signal (Kawahara
et al. 1999; Kawahara et al. 2001). Although the STRAIGHT vocoder is able to
synthesize high-quality speech, it requires a lot of computations. To address
this drawback, a similar vocoder, called WORLD, was proposed (Morise et al.
2016).

3. Glottal excitation
An excitation signal representation derived from a natural speech excitation
(i.e. the glottal flow generated by the vocal folds) may produce better sounding
synthetic speech than one derived from a mathematical model. However, it is
challenging to capture the glottal flow in a noninvasive way. The glottal flow
produced at the glottis can be approximated from the speech signal using a
technique called glottal inverse filtering (GIF) (Alku 2011). Many techniques
have been proposed for GIF, for example, close phase covariance analysis (Wong
et al. 1979), iterative adaptive inverse filtering (IAIF) (Alku 1992), and quasi-
closed phase (QCP) (Airaksinen et al. 2014) are popular techniques. Since it is
hard to measure the actual glottal flow non-invasively, the GIF approaches rely
on synthetic glottal signals to measure their performance. Once the glottal flow
signal is extracted, it can be parametrized, modeled and reconstructed. The
GlottHMM proposed by Raitio et al. (2011b) is the first vocoder that employed
a single glottal pulse derived from a natural glottal flow signal to create the
excitation signal of the synthesizer. In GlottHMM, IAIF was utilized as the
GIF method to estimate the glottal flow signal from a given speech signal.
The single glottal pulse is modified depending upon fundamental frequency,
energy, harmonic-to-noise ratio (HNR) and spectral tilt parameters. GlottDNN

51



Vocoders

(Airaksinen et al. 2016), a more recent glottal vocoder, utilizes QCP analysis
to estimate the glottal flow. QCP has been shown to be more accurate than
IAIF in the estimation of the glottal flow in high-pitched speech (Airaksinen
et al. 2014). In GlottDNN, a deep neural network is employed to map acoustic
parameters directly to the time-domain glottal flow waveform. This DNN-
based generation of the synthesis excitation has resulted in better quality
compared to excitation generation using a single glottal pulse extracted from
natural speech which is used in GlottHMM. Moreover, Publication II and III
have employed advanced neural network models including GAN and WaveNet
to generate the glottal pulse excitation as accurately as possible.

In the literature, other types of models have also been proposed to estimate
the excitation signal, for example, in residual signal modeling (Drugman et al.
2009; Al-Radhi et al. 2017) and in glottal signal modeling (Cabral et al. 2014).

4.1.2 Sinusoidal models

Sinusoidal models are popular approaches in modeling speech signals (McAulay
et al. 1986). Here, speech signals are represented by a sum of sine waves in a
frame-by-frame manner by assuming that speech parameters are time-invariant
in a frame (short period signal). Hence, the speech signal can be represented by
the sum of K sinusoids:

s(n)=
K∑

k=1

Ak exp( j(2πkf0n+θk)), (4.3)

where Ak, f0 and θk denote the amplitude, frequency and phase of the kth
sinusoid. This model has been proved to work well in many applications such as
speech synthesis, speech coding, and speech analysis.

In the literature, various approaches have been proposed to extract the param-
eters of the sinusoidal models and one of the most popular approaches in speech
synthesis is the least squares technique (George et al. 1997). In this approach,
the parameters are estimated by minimizing the squared error between the orig-
inal and reconstructed speech frames. Earlier sinusoidal approaches assumed
that speech can be represented as a sum of pure tone components. However, this
assumption makes the modeling of fricatives and plosives difficult because these
speech sounds are aperiodic. To tackle this problem, the harmonic plus noise
model (HNM) was proposed (Stylianou 2001).

In the HNM model, speech is decomposed into two parts: 1) periodic and 2)
non-periodic. A separation parameter called the maximum voiced frequency
(MVF) is used to divide the speech into two parts. The HNM model has been
successfully deployed in SPSS systems (Erro et al. 2013). However, in the HNM
model, harmonic frequencies are located exactly at integers of F0. Thus, a small
error in F0 could cause a large error at high frequencies. For this reason, a more
sophisticated sinusoidal vocoder called an adaptive quasi-harmonic vocoder
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(aQHM) which minimizes the mismatch of harmonic frequencies by the adaptive
iterative refinement (AIR) method, has been proposed (Pantazis et al. 2010). In
terms of vocoded speech quality, Hu et al. (2013) showed that sinusoidal vocoders
yield better performance than source-filter vocoders. However, they usually need
a higher number of parameters, which might cause problems in statistical
modeling. Some studies have addressed this issue by reducing the number of
parameters to a constant number (Erro et al. 2013; Hu et al. 2014; Degottex
et al. 2014). Recently, more advanced vocoders have been developed by utilizing
ideas from both the source-filter and the sinusoidal model. Examples of these
techniques are the pulse model in log-domain (PML) vocoder (Degottex et al.
2016), continuous vocoder (Al-Radhi et al. 2018), and Vocaine (Agiomyrgiannakis
2015).

4.2 Neural vocoders

The previous section dealt with classical vocoders that use signal processing
approaches for speech analysis and synthesis. Those approaches work well if the
speech signal to be processed matches the underlying assumptions of the model.
For instance, the classical models assume that the speech signal is stationary
inside the analysis frame and the source-filter model assumes that the source
and the filter are independent. Though these assumptions make parameter
optimization computationally effective, they do not always hold. Recently, neural
network methods have been utilized to generate speech waveforms from acoustic
features, and these new vocoders are often referred to as neural vocoders. These
neural vocoders are able to generate more natural speech than the classical
(signal processing-based) vocoders (Shen et al. 2018). The main limitation of
neural vocoders is that they rely heavily on data and computational resources
which limit their usage in real-time applications.

The first neural vocoder was the WaveNet model which predicts one sample
at a time depending on previously generated samples and auxiliary conditions
such as the linguistic specification, duration and fundamental frequency (F0).
The WaveNet architecture is described in Chapter 3. This model has been
modified so that it can generate speech from acoustic features, specifically using
low-dimensional mel-spectrogram features. Since the inception of WaveNet,
neural vocoders have undergone tremendous progress (Govalkar et al. 2019).
The following subsections describe the most popular neural vocoders that have
been used in TTS systems.

4.2.1 Autoregressive neural vocoders

The first neural vocoders used autoregression (AR) to model the speech waveform.
In the AR approach, the joint distribution of high-dimensional data is modeled
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as a product of conditional distributions by the probabilistic chain-rule:

p(x)=
∏

t

p(xt|x<t,θ), (4.4)

where xt is the tth variable of x and θ are the parameters of the AR model.
Neural networks are typically employed to model the conditional distributions
by taking x<t as the input and by outputting a distribution over possible xt.
Neural vocoders such as WaveNet and its derivatives including FFTNet (Jin
et al. 2018) use CNNs to model the conditional distributions. Alternatively,
RNNs have also been used for modeling conditional distributions (Kalchbrenner
et al. 2018; Mehri et al. 2016). The main advantage of CNNs over RNNs is that
they can make the model training faster by using parallel training. However, in
testing, RNNs can generate speech faster than CNNs.

4.2.2 Other neural vocoders

Neural vocoders based on AR models generate speech sample-by-sample in a
sequential manner. To synthesize just one second of speech using the widely
used sampling frequency in TTS, 16 kHz, the AR system needs to handle 16000
samples. For this many sequential samples, it takes lots of time for the AR
system to generate the synthetic speech waveform which makes it hard to deploy
AR-based models in real-time TTS applications. Various optimization techniques
have been proposed to use RNNs in AR models to speed up the generation speed,
but these techniques require highly engineered inference kernels (Kalchbrenner
et al. 2018). To improve the generation speed, inverse autoregressive flow (IAF)
-based models have also been proposed (Kingma et al. 2016). Vocoders based on
IAFs can be run in parallel at inference time and they can take advantage of
parallel processors like GPUs or tensor processing units (TPUs). In the inference
time, an IAF model can transform a noise signal into a speech waveform in a
single forward pass. However, the IAF model has to be trained in a sequential
manner, which again calls for lots of time and computational resources. To
address this issue (Oord et al. 2017; Ping et al. 2018a) used a pre-trained AR
trained model as a teacher model to distill knowledge onto a student IAF model
that can be run in parallel in both training and inference time. These knowledge
distillation models still require a well pre-trained AR model that might be
difficult to generate. Recently, a sophisticated neural vocoder was proposed by
Prenger et al. (2019) showing that an auto-regressive flow is unnecessary for
synthesizing high-quality speech. These recent neural vocoders employ the Glow
(generative flow with 1x1 invertible convolutions) (Kingma et al. 2018) model
and are able to generate speech in real time.
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4.3 Hybrid vocoders

Despite their progress in synthesis of high-quality speech, neural vocoders still
suffer from their need for large amounts of training data and computational
resources. Moreover, neural vocoders rely completely on data and they do not
fully take advantage of signal processing methods which have been successfully
utilized in classical vocoders for modeling speech information. However, a few
recent studies have proposed vocoders based on combining the neural and the
signal processing approaches (Valin et al. 2019; X. Wang et al. 2019). These
vocoders are referred to as hybrid vocoders. Since the classical vocoders are
able to represent speech spectral envelopes (vocal tract filter information) well,
neural networks are primarily employed to model the excitation signal.

A study by Valin et al. (2019) demonstrated that it is possible to reduce the
computational load of vocoding by modeling the excitation signal with neural
networks. This is attractive because it makes possible to generate synthetic
speech with neural vocoders on platforms with reduced computational resources
such as mobile phones. Furthermore, novel non-autoregressive approaches have
been developed to generate the excitation signal (X. Wang et al. 2019; Juvela
et al. 2019). In the present thesis, a method was proposed in Publication IX to
model the glottal excitation signal using a WaveNet like model and it was shown
that the amount of data required to train a glottal WaveNet model is less than
the WaveNet model trained to generate speech.

4.4 Summary

An overview of a key component of SPSS systems, the vocoder, was presented
in this chapter. Vocoders were classified into three different categories (signal
processing-based, neural, and hybrid) depending on what approaches are used
for parameter representation and speech generation. The classical vocoders
based on signal processing approaches have reached their highest level of synthe-
sis. Recent vocoders based on neural speech synthesis algorithms were reported
to synthesize high-quality speech. Hybrid vocoders that use both signal pro-
cessing and neural approaches were shown to be more agnostic to the data and
computational resources compared to neural vocoders.
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5. Statistical Modeling and Adaptation

This chapter provides a brief overview of acoustic modeling using statistical
methods in the context of speech synthesis. In general, the performance of
statistical methods depends upon the large quantities of data. Thus, in order
to reduce the data requirements, this chapter discuss a few popular adaptation
approaches that are typically employed in speaker adaptation in TTS.

5.1 Statistical modeling

Figure 5.1 depicts a general block diagram of a statistical parametric speech
synthesis (SPSS) system. It involves two stages 1) training and 2) inference. In
the training stage, statistical models are learned from linguistic and acoustic
features that are derived from a given speech corpus. The acoustic features
are typically extracted by one of the vocoders described in Chapter 4, and the
linguistic features are extracted using language specific tools (e.g. Festival is
used for English and Spanish) as described in Chapter 2. The inference stage
uses the trained model to generate acoustic features from the linguistic features.
Finally, the speech signal is rendered by the vocoder.

The training contains two models: duration modeling and acoustic modeling.
In the duration modeling, statistical models learn the durations of input lin-
guistic units (e.g. phonemes) and express them using the same time resolution
as the acoustic features. The acoustic model maps time-adjusted linguistic fea-
tures onto acoustic features. Statistical models such as hidden Markov models
(HMMs) and deep neural networks (DNNs) are popular in SPSS systems. This
section describes HMM- and DNN-based SPSS systems.

5.1.1 Hidden Markov model-based modeling

HMMs are generative models that use Markov chains to represent sequential
data using a sequence of states. According to the Markov property assumed
between the state sequence, the future state depends only on the current state.
This assumption limits the modeling capacity of HMMs. Each state represents
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Figure 5.1. A block diagram of a statistical parametric speech synthesis system.

data according to a probability distribution. Since the state sequence in HMMs is
unknown, the term "hidden" is used. For more details concerning the formulation
of HMMs and how to train them, the reader is referred to the tutorial paper by
Rabiner (1989).

In SPSS, HMMs are used for both duration and acoustic modeling. However,
durations generated by HMMs are not sufficient to produce synthetic speech of
good quality. To address this, an explicit duration model known as the hidden
semi-Markov model (HSMM) is attached to the HMMs (Zen et al. 2007). Input
linguistic information represented in a sequence of context-dependent phonemes
is often referred to as full context labels. The output acoustic features (composed
of static, delta, delta-delta coefficients) are modeled as observation vectors. In
principle, each full context label can be modelled by one HMM, but there exists
a nearly infinite number of full context labels which poses a challenge for the
modeling. To overcome this challenge, the context-based clustering technique
has been applied where the HMMs are clustered by decision trees using full
context label information (Donovan et al. 1995). In training, the model attempts
to learn distributions of acoustic features from the given input labels. Since the
fundamental frequency (F0) feature contains both continuous and discrete val-
ues, a multi-space probability distribution is used, whereas continuous acoustic
features such as spectral parameters are modelled by multivariate Gaussian
distribution. During inference, the model generates the trajectories of acoustic
features from the learned probability distributions by maximizing their output
probabilities.
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5.1.2 Deep neural network-(DNN) -based modeling

DNNs began to attract interest in SPSS after their success in ASR. Numerous
studies have shown that DNNs are capable of producing more natural speech
than HMMs in SPSS. This is due to the fact that DNNs are able to model
complex context dependencies between input linguistic features and output
acoustic features better than the decision trees that are employed for context
modeling in HMM-based SPSS systems (Zen et al. 2013; Watts et al. 2016).

As described in Chapter 3, various deep neural network architectures have
been explored to generate synthetic speech from the input linguistic features
(Zen et al. 2015). Initially, DNNs were mainly used for acoustic modeling. Since
the DNNs require both input and output features to have same granularity in
time resolution, the input features are upsampled to have an equal number of
frames as the durations estimated by the HMM-based force-alignment technique
(Zen et al. 2013). Later, the duration and the acoustic modeling were conducted
in a single pipeline using DNNs (Zen et al. 2015). To represent the input
textual features as numeric features, one-hot encoding is employed. Except for
Publications IV and V, all other articles attached to this thesis study DNN-based
SPSS systems.

5.2 Adaptation

Since SPSS systems are based on data-driven approaches, the synthesis needs
a relatively large amount of high-quality speech training data to achieve good
quality. However, the collection of such quantities of data is nearly impossible
when the goal is to produce TTS voices for low-resource languages or for speaking
styles that are difficult to produce in large volumes. To address the data scarcity
issue, adaptation techniques are usually employed in SPSS to develop TTS
voices using little data. Most of the adaptation techniques are designed in such
a way that they leverage large existing datasets to train models with small
amounts of data.

Most adaptation techniques used in SPSS are motivated by studies in ASR
where adaptation is commonly used to reduce the generalization error by adapt-
ing the models to different speakers or channels. Typically, adaptation in SPSS
is done in the following manner. First, an average voice model (AVM) is built
using a large amount of data that is collected from a large number of speakers,
after which a small set or all the parameters of the AVM model are automatically
tuned using the given adaptation data. Often, the adaptation techniques are
employed to generate voices for new speakers who are unable to record large
amounts of data due to disabilities such as neuromotor disease. Moreover, the
same adaptation techniques can be applied to synthesize various speaking styles.
The speaking style is varied by natural speakers when they produce different
vocal emotions (such as anger and happiness), when they change their speech
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production from hypo-articulation to hyper-articulation, or when they generate
speech that is more intelligible (clear speech and Lombard speech). In speaking
style adaptation, first an SPSS system is trained with a large quantity of neu-
tral speech and later the trained model is adapted to different speaking styles
depending upon the given data (Raitio et al. 2014). The subsequent sections
describe the adaptation techniques employed in HMM- and DNN-based SPSS
systems.

5.2.1 Adaptation in HMM-based SPSS systems

The adaptation techniques in HMM-based speech synthesis are based on lin-
ear regression (LR) methods. These methods are used to shift and scale the
mean vectors and covariance matrices of the Gaussian distributions of the state
observations. The maximum likelihood linear regression (MLLR) is a popular
approach used for adapting the acoustic models, which updates the mean vectors
in order to maximize the likelihood of the given adaptation data (Leggetter et al.
1995). In constrained MLLR (CMLLR), covariance matrices are also updated
along with mean vectors (Gales 1998). Approaches such as the structured maxi-
mum a posterior linear regression (SMAPLR) and the constrained structural
maximum a posterior linear regression (CSMAPLR) are also used for updating
the Gaussian parameters (Yamagishi et al. 2009). Publication VII used the
CSMAPLR techniques to adapt HMMs of speech in normal speaking style to
speech in Lombard style.

5.2.2 Adaptation in neural network-based modeling

DNNs contain many hidden layers and each layer contains a number of param-
eters based on the layer sizes. Thus, the adaptation in DNNs can be done in
different ways, for example, in one layer or in multiple layers. There are two
popular ways to implement speaker adaptation in DNN-based SPSS systems: 1)
using auxiliary features (AFs), and 2) transfer learning (TL).

Auxiliary features (AFs)
AFs provide explicit information about the task that the model is adapting. For
instance, in speaker adaptation the AFs contain speaker-specific information,
while in speaking style adaptation the AFs contain speaking-style-specific infor-
mation. The AFs are extracted from the given adaptation data. The i-vectors
(Wu et al. 2016), d-vectors (Doddipatla et al. 2017), speaker embeddings (Ping
et al. 2018b), and one-hot vectors are common choices in the selection of AFs.
Except for one-hot vectors, other AFs are typically learned from a separate
statistical model. For instance, speaker embeddings are derived from another
neural network model that is trained by a large corpus containing thousands of
speakers for a speaker verification task. In a recent study, the AFs extraction
model was also integrated into the TTS system to learn the speaker embeddings
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Figure 5.2. A block diagram of transfer learning.

simultaneously (Arik et al. 2018). Similarly to speaker adaptation, AFs are
also used for speaking style adaptation, Publications VII and VIII used AFs for
speaking style adaptation from normal to Lombard speech.

Transfer learning (TL)
The goal of TL is to reuse a model developed to solve a source task as a starting
point to solve a target task. Figure 5.2 illustrates a schematic diagram of
transfer learning. TL attempts to solve the target task through the transfer of
knowledge from a source task that has already been learned. Here, the source
task usually contains a large amount of data with labels and the target task
contains only a small amount of data with labels. For instance, an average voice
model can be seen as the source task and a new speaker adaptation can be seen
as the target task. TL tends to work well if there is a similarity between the
source and target tasks. A popular way to transfer knowledge from one model to
another is to use the fine-tuning approach, which updates the parameters of the
source task (pre-trained) model with the target task data. Since a typical DNN
model contains millions of parameters, one can fine-tune all the parameters of
the network or a small set of them depending upon the size of the target data.
Usually, the amount of the available target data is small which may make the
model overfit and increase generalization error. There are two ways to address
this. (1) By introducing regularization techniques such as dropout, learning rate
scaling, or early stopping in the fine-tuning step. (2) Another way is to reduce
the number of adaptable parameters by updating only a small set of parameters
rather than all layers, for example, by using singular value decomposition (SVD)
to reduce the number of learnable parameters using weight matrix factorization.
Sometimes, new parameters are added to the pre-trained model and only those
parameters are learned in the adaptation stage, while all the other remaining
parameters are frozen. For instance, Swietojanski et al. (2016) proposed the
learning hidden unit contribution (LHUC) technique in which a new set of
parameters are used to scale the hidden values, Luong et al. (2017) introduced
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bias vectors, and Z. Huang et al. (2018) added new layers for speaker adaptation.

5.3 End-to-end TTS systems

A TTS system inputs a textual string, which is a sequence of characters, pro-
ducing the corresponding speech waveform as an output, which is a sequence of
samples. Thus, the text-to-speech mapping problem can be viewed as a sequence-
to-sequence regression task. In traditional TTS systems this problem is solved
with the help of two blocks (front-end and back-end) and these two blocks are
developed independently (see Section 2.1). The front-end is constructed using a
text corpus that neglects speaker-specific pronunciations, for example English
spoken by a native UK citizen is significantly different from a native US citizen.
Since the front-end completely relies on the textual data, it can introduce some
errors into the current pipeline. Similarly, the vocoders and statistical models
employed in the back-end have their own limitations (see Chapter 4). Moreover,
errors caused in the front-end are carried to the back-end where they accumulate
and degrade the overall performance of the synthesis system. Furthermore, do-
main expertise is needed to tune the performance of the system, e.g., knowledge
of linguistics, machine learning and signal processing.

Recently a new kind of framework has been developed to synthesize speech in
an end-to-end manner. Here, end-to-end means that the system receives plain
text as input and generates the corresponding speech signal at a sample level as
output. End-to-end systems are often referred to as neural TTS systems, because
all the involved components are developed using various neural architectures
and trained with the back-propagation algorithm. A neural TTS system takes
<text, audio> pairs and learns relations between them from the data alone.
The important modules of a neural TTS system are sequence-to-sequence and
WaveNet architectures (discussed in Section 3.5). Since these architectures
contain millions of parameters, they require large resources, both in data and
computations, to produce high-fidelity synthetic speech. Thus, building a neural
TTS system in low data settings will be challenging and adaptation techniques
are employed in these scenarios.

5.3.1 Adaptation in end-to-end neural TTS systems

The adaptation techniques discussed in Section 5.2.2 are valid for end-to-end
neural TTS systems. A neural TTS system was developed by Ping et al. (2018b)
using eight hundred hours of speech data that consisted of two thousand speak-
ers and it employed one-hot vectors as AFs to train a multi-speaker TTS system.
The main limitation of their study is that it can only generate voices of the
speakers that are present in the training data. To address this limitation, a new
approach was proposed by Jia et al. (2018). In this approach, two independent
systems are trained: 1) a speaker verification system, and 2) a neural TTS
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system. The speaker verification system is trained using a large number of
speakers and it is used to extract the speaker embeddings as AFs. The neural
TTS system is trained with the extracted AFs. To adapt the neural TTS system
to an unseen speaker, the proposed study first extracts the AFs (speaker embed-
dings) using a speaker verification system and later fine-tunes the pre-trained
neural TTS system with the unseen speaker data. In Taigman et al. (2017), a
new mechanism was proposed to combine a speaker embedding network with
a neural TTS system by training both simultaneously. In Publication IX, the
TL approach is utilized for Lombard speaking style adaptation in an end-to-end
neural TTS system.

5.4 Summary

This chapter provided an overview of statistical modeling and adaption in SPSS
systems. The chapter briefly discussed SPSS systems based on both the classical
HMM-based approach and on the modern DNN-based approach. Moreover, the
chapter described adaptation methods that are employed in SPSS systems with
low data resources. Furthermore, an introduction was given to recent end-to-end
or neural TTS systems by discussing how to adapt such systems.
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6. A summary of the publications

This chapter presents a brief summary of the publications that are included in
this thesis. The publications are arranged in the following order: Publications I-
III discuss the proposed approaches for modeling the glottal signal in the context
of glottal vocoders. Publications IV-VI compare vocoders that are widely used
in TTS for various speech synthesis related applications. Publications VII-IX
discuss the ways to adapt the normal speaking style TTS to the application of
Lombard speaking style TTS.

6.1 Publication l: “Glottal vocoding with frequency-warped
time-weighted linear prediction”

Linear prediction (LP) is a prevalent method for computing source-filter rep-
resentations of speech signals. However, for high-pitched speech, the formant
estimates given by LP might be biased by the harmonic peaks. To address
this problem, approaches such as time-weighted LP (WLP) have been proposed.
However, these techniques use a linear frequency scale that requires a larger
number of features to represent speech. This publication proposed a novel LP
technique called frequency-warped time-weighted linear prediction (WWLP).
This is a combination of frequency warped LP (WaLP) and WLP. The WWLP
technique provides high-quality source-filter separation that produces better
speech representations for speech synthesis applications.

Figure 6.1. ABX test results of the TTS experiments.

The proposed WWLP technique was integrated into the GlottDNN vocoder
and evaluated using both analysis-synthesis and TTS experiments. CCR and
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ABX listening tests were conducted to evaluate the analysis-synthesis quality
and TTS quality, respectively. The TTS systems were built using two full-band
(Fs = 48 kHz) voices Nick (male) and Nancy (female). The CCR test results
showed that the WWLP-based spectral modeling improves the quality compared
to the WLP technique which was used in the previous versions of the GlottDNN
vocoder. The similar trend was observed in the ABX test results as shown in
Figure 6.1.

6.2 Publication ll: “Generative adversarial network-based glottal
waveform model for statistical parametric speech synthesis”

Conventional glottal neural vocoders utilize deep neural networks (DNNs) to
estimate glottal signals, where the objective is to minimize the mean square
error (MSE) between predicted and actual glottal waveforms. Due to the MSE,
the generated glottal waveform fails to capture the stochastic variation which
makes the synthesize speech muffled. This publication proposed a new method
using generative adversarial networks (GANs) to model the glottal waveforms.
The GANs are generative models and are capable of generating new instances
that are similar to the original samples (see Section 3.5.1)

(a) Glottal excitation signals after PSOLA.

(b) CCR results of the quality eval-
uation.

Figure 6.2. Ref: Reference excitation signal. DNN: excitation generated using the baseline DNN
model. DNN+HNR: baseline DNN with additive shaped noise. CGAN+CNN+LS:
convolutive LS-GAN conditioned with acoustic features.

To assess the effectiveness of GANs, the study conducted subjective evaluations
and evaluated them with respect to the conventional DNN-based approach.
Figure 6.2a illustrates the different glottal excitation signals after the pitch
synchronous overlap-and-add (PSOLA). It can be observed that the glottal signal
generated by the DNNs is smooth compared to the reference signal, whereas
the GAN generated glottal signal shows a stochastic component similar to the
reference glottal signal. Typically, the HNR additive noise component is added
to the DNN generated glottal pulse. Figure 6.2b shows the results of the CCR
listening test. The proposed GAN method performed significantly better than
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the DNN-based approach.

6.3 Publication lll: “GlotNet – A raw waveform model for the glottal
excitation in statistical parametric speech synthesis”

This publication studied a WaveNet like model for glottal waveform modeling.
It presented a raw waveform glottal excitation model, called GlotNet, and
compared its performance with the corresponding direct speech waveform model,
WaveNet, using similar architectures. The WaveNet vocoder falls under the
category of neural vocoders (see Section 4.2) whereas GlotNet falls under the
hybrid vocoders (see Section 4.3) category. Although WaveNet style vocoders
are able to generate speech that sounds very close to natural speech, they are
computationally prohibitive. To reduce the computations, this study simplified
the WaveNet model architecture for the generation of a glottal waveform which
is simpler and more elementary compared to a speech waveform. Moreover,
a non-causal convolutional network was adapted to encode the input acoustic
sequences to condition the autoregressive causal waveform generator.

Figure 6.3. CCR quality scores comparing different neural and conventional vocoders for “Jenny”
(upper panes) and “Nick” (lower panes). For clarity, the nine-layer WaveNet and
GlotNet models are grouped to the left and the 30-layer WaveNet and GlotNet models
are grouped to the right, but the scores are directly comparable across columns.

TTS systems were built using two voices: Nick (male) and Jenny (female). The
WaveNet and GlotNet models were trained separately for each voice. Extensive
subjective evaluations were conducted on the TTS quality and copy-synthesis
quality and on the TTS voice similarity, and two signal processing-based vocoders
(STRAIGHT and GlottDNN) were included for comparison. The results of the
study show that all the tested WaveNet and GlotNet TTS systems achieved
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high quality and voice similarity to the target speaker, while systematically
outperforming the STRAIGHT vocoder (see Figure 6.3). The proposed GlotNet
vocoder outperformed WaveNet when using an architecture of reduced complex-
ity (i.e a 9-layer model). Surprisingly, for the male voice (Nick), the conventional
GlotDNN vocoder performed the best.

6.4 Publication lV: “A comparative evaluation of vocoding
techniques for HMM-based laughter synthesis”

This publication evaluated the role of vocoders, which are commonly used in
normal speech TTS, for human laughter synthesis. While many studies have
focused on the analysis and detection of natural laughter, only a few synthesis
studies have been conducted on laughter. The vocoders studied in this publica-
tion are: 1) the impulse train excited mel-cepstrum-based vocoder (denoted as
MCEP in this publication), 2) STRAIGHT using mixed excitation, 3) the deter-
ministic plus stochastic model (DSM), and 4) GlottHMM using a single glottal
pulse for excitation. All the vocoders are based on signal processing methods,
specifically source-filter mechanisms (see Section 4.1.1). The HMM-based speech
synthesis system (see Section 5.1.1) was used to synthesize laughter. One male
voice and one female voice from the AVLaughterCycle dataset were used in the
experiments.

Figure 6.4. Naturalness scores for copy-synthesis (left) and HMM-based synthesis (right) for
male (upper) and female (lower) speakers.

Subjective evaluations were conducted to assess the performance of the four
vocoders in copy-synthesis (analysis-synthesis) and HMM-based synthesis of
laughter. The subjective evaluation was based on the mean-opinion score (see
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Section 2.3.1). Figure 6.4 illustrates the means and 95% confidence intervals
of the naturalness ratings for copy-synthesis (left) and HMM-based synthesis
(right) of the male (upper) and female (lower) voices. The obtained results
showed that there was no clear winner. In copy-synthesis, the STRAIGHT
vocoder performed better for the female voice but was unable to hold the same
advantage in HMM-based synthesis. Overall, the simpler vocoders MCEP and
DSM were found to be good choices for HMM-based laughter synthesis.

6.5 Publication V: “Effect of MPEG audio compression on
vocoders used in statistical parametric speech synthesis”

Nowadays, one can find abundance of speech data on the world wide web (WWW).
However, due to the limitations of bandwidth and storage, speech data is com-
pressed by general audio compression methods. Depending on the optimization
of the video and audio data rate, compression may introduce severe artefacts
to the speech signal. This publication investigated the effect of MPEG audio
compression on vocoders that are used in HMM-based speech synthesis systems.
The vocoders employed were the STRAIGHT and GlottHMM vocoders. The sam-
pling of speech was conducted using a sampling rate of 16 kHz and a resolution
of 16 bits. First, the speech signals were encoded at different compression rates
using a freely available software called the LAME-v3.99. The encoding scheme
was based on the MPEG-1 Audio Layer 3 compression method, commonly known
as MP3. Later, the compressed signals were analyzed by the GlottHMM and
STRAIGHT vocoders.

Figure 6.5. Naturalness scores in HMM-based synthesis as a function of the bit-rate for (a)
GlottHMM and (b) STRAIGHT for the female (F) and male (M) speakers, and (c)
averaged MOS scores for both vocoders. Label hts_x represents HMM-based TTS
system which was trained using recordings with x kbit/s. Label hts_pcm denotes the
HMM-based TTS system trained on uncompressed recordings.

To assess the impact of audio compression on the vocoders, both objective and
subjective evaluations were conducted. Two TTS voices (1 male and 1 female)
were built using the HTS toolkit. The objective evaluation results showed that
the parameters of the STRAIGHT and GlottHMM vocoders gradually degraded
with increasing compression rates. The degradation showed a clear increase
when the bit-rate was 32 kbit/s or less. The listening test results shown in Figure
6.5 reveal that there was a perceptual quality degradation when the bit-rate
was 32 kbit/s or less and that both vocoders showed a similar quality pattern as
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a function of the compression ratio.

6.6 Publication Vl: “A Comparison between STRAIGHT, glottal, and
sinusoidal vocoding in statistical parametric speech synthesis”

This publication compared four state-of-the-art vocoders that are based on
signal processing techniques (see Section 4.1) with in-house and crowd-sourced
listening tests. The vocoders were: the STRAIGHT, GlottHMM, GlottDNN and
pulse model in log-domain (PML) vocoders. The performance of the vocoders was
evaluated in the context of analysis-synthesis and text-to-speech (TTS). Here,
the TTS systems were developed using an LSTM-based acoustic model. Except
for the output features, all the architecture settings and input features were
kept the same for all the TTS systems so that the differences between systems
would result only due to the differences in vocoders. The output features were
dependent upon the vocoder type. In the TTS experiments, the final speech
waveform was rendered in two ways: (1) by using vocoder-specific parameters
and (2) by using a shared envelop model. To study the effect of voice on the
vocoders, four distant voices were employed in the experiments. The four voices
were: (1) Nick (male), (2) Roger (male), (3) Nancy (female) and (4) Jenny (female).

Figure 6.6. MUSHRA test results (means and their 95% confidence intervals) obtained with the
repeated measures ANOVA model (N = 16). For all the presented panels, p � 10−3.
(a) Results of the MUSHRA analysis-synthesis test. (b) Results of the MUSHRA TTS
test.

Figure 6.6 shows the MUSHRA test results of all vocoders for all voices. The
MUSHRA tests were conducted on the synthetic speech that was rendered using
vocoder specific parameters. With respect to the vocoders’ performance, there
was no clear winner. This implies that the performance of vocoders depends on
the type of the voice employed in TTS. However, when examining the average
performance of the vocoders, the PML vocoder showed the best performance both
in analysis-synthesis and in TTS experiments. A similar trend was observed
with synthetic speech rendered using the shared STRAIGHT envelope model.
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6.7 Publication Vll: “Lombard speech synthesis using long
short-term memory recurrent neural networks”

Figure 6.7. An example of a glottal flow derivative pulse generated by the glottal model in the
Lombard speaking style.

This publication proposed three adaptation methods to synthesize Lombard
speaking style using an LSTM-based SPSS system. The three methods were
1) adding speaking style codes as auxiliary features (AFs) to the input, (2)
learning a small set of parameters using learning hidden unit contribution
(LHUC) method, and (3) fine-tuning (FT) an LSTM-based SPSS system that
was trained on normal speaking style. The adaptation experiments were carried
out using two different numbers (10 and 500) of utterances for Lombard speech,
which shows how the proposed adaptation method performed on various data
sizes. The GlottDNN vocoder was used for analysis and synthesis. A separate
DNN model was trained to map acoustic features to the corresponding Lombard
glottal pulse waveform. It can be observed from Figure 6.7 that the predicted
glottal flow derivative using DNN matched the original glottal waveform.

Figure 6.8. Box plots describing similarity evaluations between HMM- and LSTM-based adapted
systems. (a) Adaptation using 10 utterances. (b) Adaptation using 500 utterances.
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To assess the performance of the adaptation approaches studied, objective and
subjective evaluations were conducted. The baseline system was an HMM-based
speech synthesis system with the MLLR adaptation technique. The adaptation
system based on the FT method was chosen for the similarity tests as it showed
good performance in objective evaluations compared to two other adaptation
methods. Figure 6.8 shows the results of the similarity test. It can be observed
that the adapted LSTM-based TTS system outperformed the adapted HMM-
based TTS system in both low (10 utterances) and high (500 utterances) data
settings.

6.8 Publication Vlll: “Normal-to-Lombard adaptation of speech
synthesis using long short-term memory recurrent neural
networks”

This article extends the Publication Vll mainly in two respects. The first issue
is the vocoder, where the goal was to find a vocoder which is better suited for
normal-to-Lombard adaptation. The following four vocoders were evaluated:
(1) GlottHMM, (2) GlottDNN, (3) STRAIGHT, and (4) PML. The second issue
was the evaluation of the proposed adaptation methods, where the goal was
to find the most successful adaptation method for Lombard style synthesis.
The adaptation methods studied were (1) the auxiliary features (AFs), (2) the
learning hidden unit contribution (LHUC) method, and (3) the fine-tuning (FT).
Moreover, this study also investigated the adaptation of the duration model from
normal to Lombard speech.

Figure 6.9 shows the results of the style similarity test for each vocoder. Most of
the listeners found that speech produced by the FT adaptation method sounded
similar to natural Lombard speech and different from natural normal speech.
The FT adaptation method performed consistently better across vocoders. Table
6.1 presents the results of the speech intelligibility tests for each vocoder in
different SNRs. The results were computed using the word error rate (WER).
It can be observed that the results obtained in speech shaped noise (SSN)
conditions were better than in the more challenging competing speaker (CS)
noise conditions. Overall, the PML vocoder gave the best WER scores in both
noise conditions.

Table 6.1. Speech intelligibility scores in WER (%) for the FT adaptation method in speech shape
noise (SSN) and competing speaker (CS) noise conditions. The WERs in parentheses
correspond to the CS noise conditions.

Vocoder snrHi snrMid snrLo

GlottDNN 14.5 (27.2) 31.9 (49.1) 74.7 (79.3)

GlottHMM 13.5 (30.0) 28.4 (43.8) 72.6 (79.5)

PML 13.4 (26.5) 31.8 (53.0) 72.0 (77.0)

STRAIGHT 13.9 (27.7) 27.7 (46.6) 71.0 (79.9)

72



A summary of the publications

Figure 6.9. Results of the style similarity test for the GlottDNN (first row), GlottHMM (second
row), PML (third row), and STRAIGHT (fourth row) vocoder. The left column shows
the results compared to the natural Lombard reference, and the right column shows
the results compared to the natural normal reference.

6.9 Publication lX: “Lombard speech synthesis using transfer
learning in a Tacotron text-to-speech system”

Table 6.2. The systems developed for the experiments.

Sys. ID TTS model Output Vocoder

S1 LSTM MGC+F0+BAP+VUV World

S2 Seq2Seq " "

S3 LSTM " WaveNet

S4 Seq2Seq " "

S5 " Mel-spectrogram "

This publication studied the Lombard speaking style adaptation in an end-to-
end TTS framework. Recently, end-to-end TTS systems have become popular due
to their goal to directly synthesize speech from a text without any intermediate
steps, unlike in the standard SPSS paradigm. In this framework, a sequence-to-
sequence network is used to map text to acoustic features. Often these features
are simple mel-spectrograms, and statistical neural vocoders such as WaveNet
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are used to generate waveform from the acoustic features. Since these models
are completely data-driven, they typically require large quantities of data to
generate synthetic speech of good quality.

Figure 6.10. Results of the style similarity test.

This study investigated a transfer learning approach to adapt a TTS system
in normal speaking style to Lombard style. The TTS system was based on
the Tacotron architecture, which was developed using a sequence-to-sequence
network. A total of five systems were built for comparison as shown in Ta-
ble 6.2. The systems were different in terms of their acoustic parameter out-
put types (WORLD vocoder parameters/mel-spectrograms) and the vocoder
(WORLD/WaveNet) used. Figure 6.10 shows the results of the style similarity
test. When the listeners were asked to compare the adapted speech with respect
to normal style speech, most of them found the adapted speech to sound very
different from the normal style as shown on the right side of Figure 6.10. Simi-
larly, listeners found that the adapted speech sounded close to Lombard style as
shown on the left side of Figure 6.10.
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7. Conclusions

Converting a given input text to the corresponding speech waveform is a chal-
lenging problem because the input text is in a low-dimensional discrete space
and the output speech is in a large-dimensional continuous space, and also there
is no one-to-one mapping between the text and speech. Typically the design of a
TTS system involves multiple blocks, such as a text analysis front-end, an acous-
tic model and a waveform synthesis module. However, recent advancements in
machine learning, particularly in deep learning, merge these blocks into a single
end-to-end framework in which the emphasis is put on training algorithms
and data. These end-to-end models are able to generate speech that resembles
natural human speech. This thesis studied the vocoders and speaking style
adaptation techniques with the goal of improving the overall quality of synthetic
speech. Publications I-III proposed new training algorithms to generate the
voice source of speech, the glottal flow signal. Publications IV-VI evaluated the
widely used vocoders for the speech synthesis applications, and Publications
VII-IX investigated adaptation methods to synthesize Lombard speaking style
with a small amount of speech data.

As shown in Chapter 4, vocoders determine to a large extent the overall quality
achieved by a SPSS-based TTS system and a small development in vocoders
can lead to big improvement in the quality of synthetic speech. In glottal
vocoders, a clear separation of the source and filter components is essential for
their performance. Publication I proposed a novel method, WWLP, to extract
the filter coefficients with a high degree of accuracy and it was integrated in
glottal vocoders. The subjective test results showed an improvement in the
naturalness of synthetic speech. Publications II and III studied new training
algorithms using adversarial and auto-regressive generation, respectively, for
glottal waveforms. The GAN architecture makes it possible to capture the
stochastic component, which is missing in the DNN generated glottal waveforms.
The generation of a glottal waveform using the WaveNet model makes it possible
to reduce the model size thereby reducing the computation cost.

Along with the contributions to the glottal vocoders, the present thesis com-
pared their performance for different tasks and with other vocoders that are
dominantly used in the SPSS paradigm. Publication IV compared the vocoders
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in the context of laughter synthesis and the results showed that simple vocoders
such as MCEP can DSM were good choices for this task. Publication V investi-
gated the impact of audio compression on vocoders where speech was compressed
at different bit-rates. The results revealed that the audio compression degraded
the vocoder parameters with respect to the compression rate and a large amount
of degradation happened at bit-rates of 32kbit/s and less. Publication VI con-
ducted a large-scale comparison of vocoders using a DNN-based TTS system.
The GlottDNN vocoder was also presented in its complete form in this article.
The results indicated that the performance of vocoders is profoundly dependent
on the choice of the voice employed in TTS. The GlottDNN performed better for
a not very expressive male voice but failed to show a similar performance for
other voices.

As mentioned earlier, the current TTS systems require large quantities of data
to render high-fidelity synthetic speech. The collection of such quantities of data
for challenging speaking styles is practically impossible. Publications VII, VIII
and IX studied adaptation methods to synthesize Lombard speaking style with
just 20 minutes of data. The results showed that a simple and effective transfer
learning technique, with fine-tuning, can synthesize Lombard style with good
quality. Moreover, the LSTM-based TTS system outperformed the HMM-based
TTS system in the Lombard speaking style adaptation task. Publication IX
concluded that the naturalness of Lombard speech can be further improved
when a WaveNet model was employed as a vocoder.

Future research in TTS will probably move towards reducing computational
and data resources, and focus on controllable speech generation in end-to-end
frameworks. Efforts in synthesizing speech with less computational resources
have already started, e.g. Kumar et al. (2019) proposed a set of techniques
to train GANs in a stable manner for audio generation and Ma et al. (2018)
integrated a GAN training objective to enhance the controllability and dis-
entanglement ability of end-to-end TTS systems. It seems natural to extend
the current TTS systems to generate more context aware synthetic speech by
incorporating various speaking styles as humans do.
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[30] D. Erro, T. C. Zorilă, and Y. Stylianou. “Enhancing the Intelligibility of
Statistically Generated Synthetic Speech by Means of Noise-Independent
Modifications.” In: IEEE/ACM Trans. on Audio, Speech, and Language
Proc. 22.12 (Dec. 2014), pp. 2101–2111.

[31] D. Erro, I. Sainz, E. Navas, and I. Hernaez. “Harmonics plus noise model
based vocoder for statistical parametric speech synthesis”. In: IEEE
Journal of Selected Topics in Signal Processing 8.2 (2013), pp. 184–194.

[32] Y. Fan, Y. Qian, F.-L. Xie, and F. K. Soong. “TTS synthesis with bidirec-
tional LSTM based recurrent neural networks.” In: Proc. Interspeech.
2014, pp. 1964–1968.

[33] G. Fant. Acoustic theory of speech production. 2. Walter de Gruyter, 1970.

79



REFERENCES

[34] R. Fernandez, A. Rendel, B. Ramabhadran, and R. Hoory. “Using deep
bidirectional recurrent neural networks for prosodic-target prediction in
a unit-selection text-to-speech system”. In: Interspeech. 2015.

[35] U. Gadiraju, R. Kawase, S. Dietze, and G. Demartini. “Understanding
malicious behavior in crowdsourcing platforms: The case of online sur-
veys”. In: Proceedings of the 33rd Annual ACM Conference on Human
Factors in Computing Systems. ACM. 2015, pp. 1631–1640.

[36] M. J. Gales. “Maximum likelihood linear transformations for HMM-based
speech recognition”. In: Computer speech & language 12.2 (1998), pp. 75–
98.

[37] E. B. George and M. J. Smith. “Speech analysis/synthesis and modifica-
tion using an analysis-by-synthesis/overlap-add sinusoidal model”. In:
IEEE transactions on speech and audio processing 5.5 (1997), pp. 389–
406.

[38] I. Goodfellow, Y. Bengio, and A. Courville. Deep Learning. http://www.
deeplearningbook.org. MIT Press, 2016.

[39] I. Goodfellow, J. Pouget-Abadie, M. Mirza, B. Xu, D. Warde-Farley, S.
Ozair, A. Courville, and Y. Bengio. “Generative adversarial nets”. In:
Advances in neural information processing systems. 2014, pp. 2672–2680.

[40] P. Govalkar, J. Fischer, F. Zalkow, and C. Dittmar. “A Comparison of
Recent Neural Vocoders for Speech Signal Reconstruction”. In: Proc. 10th
ISCA Speech Synthesis Workshop. 2019, pp. 7–12.

[41] A. Graves, M. Liwicki, H. Bunke, J. Schmidhuber, and S. Fernández.
“Unconstrained on-line handwriting recognition with recurrent neural
networks”. In: Advances in neural information processing systems. 2008,
pp. 577–584.

[42] A. Graves, A.-r. Mohamed, and G. Hinton. “Speech recognition with deep
recurrent neural networks”. In: 2013 IEEE international conference on
acoustics, speech and signal processing. IEEE. 2013, pp. 6645–6649.

[43] A. Graves and J. Schmidhuber. “Framewise phoneme classification with
bidirectional LSTM and other neural network architectures”. In: Neural
networks 18.5-6 (2005), pp. 602–610.

[44] D. W. Griffin and J. S. Lim. “Multiband excitation vocoder”. In: IEEE
Transactions on acoustics, speech, and signal processing 36.8 (1988),
pp. 1223–1235.

[45] I. Gulrajani, F. Ahmed, M. Arjovsky, V. Dumoulin, and A. C. Courville.
“Improved training of wasserstein gans”. In: Advances in neural informa-
tion processing systems. 2017, pp. 5767–5777.

80



REFERENCES

[46] S. S. Haykin, S. S. Haykin, S. S. Haykin, K. Elektroingenieur, and S. S.
Haykin. Neural networks and learning machines. Vol. 3. Pearson educa-
tion Upper Saddle River, 2009.

[47] G. E. Henter, S. King, T. Merritt, and G. Degottex. “Analysing Short-
comings of Statistical Parametric Speech Synthesis”. In: arXiv preprint
arXiv:1807.10941 (2018).

[48] G. Hinton, L. Deng, D. Yu, G. Dahl, A.-r. Mohamed, N. Jaitly, A. Senior,
V. Vanhoucke, P. Nguyen, B. Kingsbury, et al. “Deep neural networks
for acoustic modeling in speech recognition”. In: IEEE Signal processing
magazine 29 (2012).

[49] S. Hochreiter and J. Schmidhuber. “Long short-term memory”. In: Neural
computation 9.8 (1997), pp. 1735–1780.

[50] A. E. Hoerl and R. W. Kennard. “Ridge regression: Biased estimation for
nonorthogonal problems”. In: Technometrics 12.1 (1970), pp. 55–67.

[51] C.-C. Hsu, H.-T. Hwang, Y.-C. Wu, Y. Tsao, and H.-M. Wang. “Voice conver-
sion from unaligned corpora using variational autoencoding wasserstein
generative adversarial networks”. In: arXiv preprint arXiv:1704.00849
(2017).

[52] Q. Hu, K. Richmond, J. Yamagishi, and J. Latorre. “An experimental
comparison of multiple vocoder types”. In: Eighth ISCA Workshop on
Speech Synthesis. 2013.

[53] Q. Hu, Y. Stylianou, R. Maia, K. Richmond, J. Yamagishi, and J. Latorre.
“An investigation of the application of dynamic sinusoidal models to
statistical parametric speech synthesis”. In: Fifteenth Annual Conference
of the International Speech Communication Association. 2014.

[54] D.-Y. Huang, S. Rahardja, and E. P. Ong. “Lombard effect mimicking”.
In: Proc. 7th ISCA Workshop on Speech Synthesis. 2010.

[55] Z. Huang, H. Lu, M. Lei, and Z. Yan. “Linear Networks Based Speaker
Adaptation for Speech Synthesis”. In: Proc. ICASSP. 2018, pp. 5319–
5323.

[56] A. J. Hunt and A. W. Black. “Unit selection in a concatenative speech
synthesis system using a large speech database”. In: 1996 IEEE Interna-
tional Conference on Acoustics, Speech, and Signal Processing Conference
Proceedings. Vol. 1. IEEE. 1996, pp. 373–376.

[57] R. ITU-T. “P. 800: Methods for subjective determination of transmission
quality”. In: International Telecommunication Union, Geneva (1996),
p. 22.

81



REFERENCES

[58] R. ITU-T. “P. 830: Subjective performance assessment of telephone-band
andwideband digital codecs”. In: International Telecommunication Union,
Geneva (1996), p. 22.

[59] H. Jaeger. “Echo state network”. In: Scholarpedia 2.9 (2007), p. 2330.

[60] I. Jauk, J. Lorenzo Trueba, J. Yamagishi, and A. Bonafonte Cávez. “Ex-
pressive speech synthesis using sentiment embeddings”. In: Interspeech
2018: 2-6 September 2018, Hyderabad. International Speech Communi-
cation Association (ISCA). 2018, pp. 3062–3066.

[61] Y. Jia, Y. Zhang, R. J. Weiss, Q. Wang, J. Shen, F. Ren, et al. “Transfer
Learning from Speaker Verification to Multispeaker Text-To-Speech
Synthesis”. In: arXiv preprint arXiv:1806.04558 (2018).

[62] Z. Jin, A. Finkelstein, G. J. Mysore, and J. Lu. “FFTNet: A real-time
speaker-dependent neural vocoder”. In: 2018 IEEE International Confer-
ence on Acoustics, Speech and Signal Processing (ICASSP). IEEE. 2018,
pp. 2251–2255.

[63] L. Juvela, B. Bollepalli, J. Yamagishi, and P. Alku. “GELP: GAN-Excited
Liner Prediction for Speech Synthesis from Mel-spectrogram”. In: arXiv
preprint arXiv:1904.03976 (2019).

[64] M. Juzová, D. Tihelka, and J. Vit. “Unified Language-Independent DNN-
Based G2P Converter”. In: Odesláno na Interspeech (2019).

[65] N. Kalchbrenner, E. Elsen, K. Simonyan, S. Noury, N. Casagrande, E.
Lockhart, F. Stimberg, A. v. d. Oord, S. Dieleman, and K. Kavukcuoglu.
“Efficient neural audio synthesis”. In: arXiv preprint arXiv:1802.08435
(2018).

[66] T. Kaneko, H. Kameoka, K. Hiramatsu, and K. Kashino. “Sequence-
to-Sequence Voice Conversion with Similarity Metric Learned Using
Generative Adversarial Networks.” In: INTERSPEECH. 2017, pp. 1283–
1287.

[67] T. Kaneko, H. Kameoka, N. Hojo, Y. Ijima, K. Hiramatsu, and K. Kashino.
“Generative adversarial network-based postfilter for statistical paramet-
ric speech synthesis”. In: 2017 IEEE International Conference on Acous-
tics, Speech and Signal Processing (ICASSP). IEEE. 2017, pp. 4910–
4914.

[68] T. Karras, S. Laine, and T. Aila. “A style-based generator architecture for
generative adversarial networks”. In: Proceedings of the IEEE Conference
on Computer Vision and Pattern Recognition. 2019, pp. 4401–4410.

[69] H. Kawahara, J. Estill, and O. Fujimura. “Aperiodicity extraction and con-
trol using mixed mode excitation and group delay manipulation for a high

82



REFERENCES

quality speech analysis, modification and synthesis system STRAIGHT”.
In: Proc. MAVEBA. 2001.

[70] H. Kawahara, I. Masuda-Katsuse, and A. De Cheveigne. “Restructuring
speech representations using a pitch-adaptive time–frequency smoothing
and an instantaneous-frequency-based F0 extraction: Possible role of a
repetitive structure in sounds”. In: Speech communication 27.3-4 (1999),
pp. 187–207.

[71] H. Kawanami, Y. Iwami, T. Toda, H. Saruwatari, and K. Shikano. “GMM-
based voice conversion applied to emotional speech synthesis”. In: Eighth
European Conference on Speech Communication and Technology. 2003.

[72] S. King. “Measuring a decade of progress in text-to-speech”. In: Loquens
1.1 (2014), p. 006.

[73] D. P. Kingma and J. Ba. “Adam: A method for stochastic optimization”.
In: arXiv preprint arXiv:1412.6980 (2014).

[74] D. P. Kingma and P. Dhariwal. “Glow: Generative flow with invertible 1x1
convolutions”. In: Advances in Neural Information Processing Systems.
2018, pp. 10215–10224.

[75] D. P. Kingma, T. Salimans, R. Jozefowicz, X. Chen, I. Sutskever, and
M. Welling. “Improved variational inference with inverse autoregres-
sive flow”. In: Advances in neural information processing systems. 2016,
pp. 4743–4751.

[76] D. H. Klatt. “Software for a cascade/parallel formant synthesizer”. In:
the Journal of the Acoustical Society of America 67.3 (1980), pp. 971–995.

[77] K. Kobayashi, T. Hayashi, A. Tamamori, and T. Toda. “Statistical Voice
Conversion with WaveNet-Based Waveform Generation.” In: Interspeech.
2017, pp. 1138–1142.

[78] J. F. Kolen and S. C. Kremer. A field guide to dynamical recurrent net-
works. John Wiley & Sons, 2001.

[79] A. Krizhevsky, I. Sutskever, and G. E. Hinton. “Imagenet classifica-
tion with deep convolutional neural networks”. In: Advances in neural
information processing systems. 2012, pp. 1097–1105.

[80] K. Kumar, R. Kumar, T. de Boissiere, L. Gestin, W. Z. Teoh, J. Sotelo,
A. de Brébisson, Y. Bengio, and A. C. Courville. “MelGAN: Generative
Adversarial Networks for Conditional Waveform Synthesis”. In: Advances
in Neural Information Processing Systems. 2019, pp. 14881–14892.

[81] K. J. Lang, A. H. Waibel, and G. E. Hinton. “A time-delay neural net-
work architecture for isolated word recognition”. In: Neural networks 3.1
(1990), pp. 23–43.

83



REFERENCES

[82] B. Langner and A. W. Black. “Improving the Understandability of Speech
Synthesis by Modeling Speech in Noise”. In: Proc. ICASSP. 2005, pp. 265–
268.

[83] H. Le and A. Borji. “What are the receptive, effective receptive, and
projective fields of neurons in convolutional neural networks?” In: arXiv
preprint arXiv:1705.07049 (2017).

[84] Y. LeCun, Y. Bengio, and G. Hinton. “Deep learning”. In: nature 521.7553
(2015), p. 436.

[85] Y. LeCun, Y. Bengio, et al. “Convolutional networks for images, speech,
and time series”. In: The handbook of brain theory and neural networks
3361.10 (1995), p. 1995.

[86] C. J. Leggetter and P. C. Woodland. “Maximum likelihood linear regres-
sion for speaker adaptation of continuous density hidden Markov models”.
In: Computer speech & language 9.2 (1995), pp. 171–185.

[87] E. Lombard. “Le signe d’élévation de la voix [the sign of the elevation of
the voice]”. In: Annales des maladies de l’oreille et du larynx 37 (1911),
pp. 101–119.

[88] H.-T. Luong, S. Takaki, G. E. Henter, and J. Yamagishi. “Adapting and
controlling DNN-based speech synthesis using input codes”. In: Proc.
ICASSP. 2017, pp. 4905–4909.

[89] S. Ma, D. Mcduff, and Y. Song. “Neural TTS Stylization with Adversarial
and Collaborative Games”. In: (2018).

[90] T. Masuko, K. Tokuda, T. Kobayashi, and S. Imai. “Speech synthesis using
HMMs with dynamic features”. In: 1996 ieee international conference on
acoustics, speech, and signal processing conference proceedings. Vol. 1.
IEEE. 1996, pp. 389–392.

[91] R. McAulay and T. Quatieri. “Speech analysis/synthesis based on a sinu-
soidal representation”. In: IEEE Transactions on Acoustics, Speech, and
Signal Processing 34.4 (1986), pp. 744–754.

[92] A. V. McCree and T. P. Barnwell. “A mixed excitation LPC vocoder model
for low bit rate speech coding”. In: IEEE Transactions on Speech and
audio Processing 3.4 (1995), pp. 242–250.

[93] W. S. McCulloch and W. Pitts. “A logical calculus of the ideas immanent in
nervous activity”. In: The bulletin of mathematical biophysics 5.4 (1943),
pp. 115–133.

[94] S. Mehri, K. Kumar, I. Gulrajani, R. Kumar, S. Jain, J. Sotelo, A. Courville,
and Y. Bengio. “SampleRNN: An unconditional end-to-end neural audio
generation model”. In: arXiv preprint arXiv:1612.07837 (2016).

84



REFERENCES

[95] P. Mermelstein. “Articulatory model for the study of speech production”.
In: The Journal of the Acoustical Society of America 53.4 (1973), pp. 1070–
1082.

[96] T. Merritt, R. A. Clark, Z. Wu, J. Yamagishi, and S. King. “Deep neural
network-guided unit selection synthesis”. In: 2016 IEEE International
Conference on Acoustics, Speech and Signal Processing (ICASSP). IEEE.
2016, pp. 5145–5149.

[97] B. Möbius. “Corpus-based speech synthesis: Methods and challenges”. In:
Forum phoneticum. Vol. 69. Hector. 2000, pp. 79–96.

[98] S. Möller, F. Hinterleitner, T. H. Falk, and T. Polzehl. “Comparison of
approaches for instrumentally predicting the quality of text-to-speech
systems”. In: Eleventh Annual Conference of the International Speech
Communication Association. 2010.

[99] M. Morise, F. Yokomori, and K. Ozawa. “WORLD: a vocoder-based high-
quality speech synthesis system for real-time applications”. In: IEICE
Transactions on Information and Systems 99.7 (2016), pp. 1877–1884.

[100] E. Moulines and F. Charpentier. “Pitch-synchronous waveform process-
ing techniques for text-to-speech synthesis using diphones”. In: Speech
communication 9.5-6 (1990), pp. 453–467.

[101] V. Nair and G. E. Hinton. “Rectified linear units improve restricted
boltzmann machines”. In: Proceedings of the 27th international conference
on machine learning (ICML-10). 2010, pp. 807–814.

[102] A. v. d. Oord, N. Kalchbrenner, and K. Kavukcuoglu. “Pixel recurrent
neural networks”. In: arXiv preprint arXiv:1601.06759 (2016).

[103] A. v. d. Oord, Y. Li, I. Babuschkin, K. Simonyan, O. Vinyals, K. Kavukcuoglu,
G. v. d. Driessche, E. Lockhart, L. C. Cobo, F. Stimberg, et al. “Par-
allel wavenet: Fast high-fidelity speech synthesis”. In: arXiv preprint
arXiv:1711.10433 (2017).

[104] T. L. Paine, P. Khorrami, S. Chang, Y. Zhang, P. Ramachandran, M. A.
Hasegawa-Johnson, and T. S. Huang. “Fast wavenet generation algo-
rithm”. In: arXiv preprint arXiv:1611.09482 (2016).

[105] Y. Pantazis, G. Tzedakis, O. Rosec, and Y. Stylianou. “Analysis/synthesis
of speech based on an adaptive quasi-harmonic plus noise model”. In:
2010 IEEE International Conference on Acoustics, Speech and Signal
Processing. IEEE. 2010, pp. 4246–4249.

[106] W. Ping, K. Peng, and J. Chen. “Clarinet: Parallel wave generation in
end-to-end text-to-speech”. In: arXiv preprint arXiv:1807.07281 (2018).

85



REFERENCES

[107] W. Ping, K. Peng, A. Gibiansky, S. O. Arik, A. Kannan, S. Narang,
J. Raiman, and J. Miller. “Deep Voice 3: 2000-speaker neural text-to-
speech”. In: Proc. International Conference on Learning Representations
(ICLR) (2018).

[108] D. B. Pisoni, L. M. Manous, and M. J. Dedina. “Comprehension of natu-
ral and synthetic speech: Effects of predictability on the verification of
sentences controlled for intelligibility”. In: Computer speech & language
2.3-4 (1987), pp. 303–320.

[109] V. Pollet and A. Breen. “Synthesis by generation and concatenation of
multiform segments”. In: Interspeech. 2008.

[110] R. Prenger, R. Valle, and B. Catanzaro. “Waveglow: A flow-based gen-
erative network for speech synthesis”. In: ICASSP 2019-2019 IEEE
International Conference on Acoustics, Speech and Signal Processing
(ICASSP). IEEE. 2019, pp. 3617–3621.

[111] Y. Qian, F. K. Soong, and Z.-J. Yan. “A unified trajectory tiling approach
to high quality speech rendering”. In: IEEE transactions on audio, speech,
and language processing 21.2 (2012), pp. 280–290.

[112] H. Quené and R. Kager. “The derivation of prosody for text-to-speech
from prosodic sentence structure”. In: Computer Speech & Language 6.1
(1992), pp. 77–98.

[113] L. R. Rabiner. “A tutorial on hidden Markov models and selected appli-
cations in speech recognition”. In: Proceedings of the IEEE 77.2 (1989),
pp. 257–286.

[114] L. R. Rabiner, R. W. Schafer, et al. “Introduction to digital speech pro-
cessing”. In: Foundations and Trends® in Signal Processing 1.1–2 (2007),
pp. 1–194.

[115] A. Radford, L. Metz, and S. Chintala. “Unsupervised representation
learning with deep convolutional generative adversarial networks”. In:
arXiv preprint arXiv:1511.06434 (2015).

[116] M. S. Al-Radhi, T. G. Csapó, and G. Németh. “A Continuous Vocoder
Using Sinusoidal Model for Statistical Parametric Speech Synthesis”.
In: International Conference on Speech and Computer. Springer. 2018,
pp. 11–20.

[117] M. S. Al-Radhi, T. G. Csapó, and G. Németh. “Time-Domain Envelope
Modulating the Noise Component of Excitation in a Continuous Residual-
Based Vocoder for Statistical Parametric Speech Synthesis.” In: 2017.

[118] T. Raitio, A. Suni, M. Vainio, and P. Alku. “Analysis of HMM-Based
Lombard Speech Synthesis.” In: Proc. Interspeech. 2011, pp. 2781–2784.

86



REFERENCES

[119] T. Raitio, A. Suni, M. Vainio, and P. Alku. “Synthesis and perception
of breathy, normal, and Lombard speech in the presence of noise”. In:
Computer Speech & Language 28.2 (2014), pp. 648–664.

[120] T. Raitio, A. Suni, J. Yamagishi, H. Pulakka, J. Nurminen, M. Vainio,
and P. Alku. “HMM-based speech synthesis utilizing glottal inverse
filtering”. In: IEEE Trans. on Audio, Speech, and Language Proc. 19.1
(2011), pp. 153–165.

[121] U. Remes, R. Karhila, and M. Kurimo. “Objective evaluation measures
for speaker-adaptive HMM-TTS systems”. In: Eighth ISCA Workshop on
Speech Synthesis. 2013.

[122] D. Rethage, J. Pons, and X. Serra. “A wavenet for speech denoising”. In:
2018 IEEE International Conference on Acoustics, Speech and Signal
Processing (ICASSP). IEEE. 2018, pp. 5069–5073.

[123] F. Ribeiro, D. Florêncio, C. Zhang, and M. Seltzer. “Crowdmos: An ap-
proach for crowdsourcing mean opinion score studies”. In: 2011 IEEE in-
ternational conference on acoustics, speech and signal processing (ICASSP).
IEEE. 2011, pp. 2416–2419.

[124] K. Richmond, R. Clark, and S. Fitt. “On generating combilex pronuncia-
tions via morphological analysis”. In: Proc. Interspeech. 2010, pp. 1974–
1977.

[125] S. Ronanki, G. E. Henter, Z. Wu, and S. King. “A Template-Based Ap-
proach for Speech Synthesis Intonation Generation Using LSTMs.” In:
INTERSPEECH. 2016, pp. 2463–2467.

[126] A. Rosenberg. “More than Words Can Say: Prosodic Analysis Techniques
and Applications”. In: Inerspeech. 2011.

[127] A. Rosenberg and B. Ramabhadran. “Bias and Statistical Significance
in Evaluating Speech Synthesis with Mean Opinion Scores”. In: Proc.
Interspeech. 2017, pp. 3976–3980.

[128] F. Rosenblatt. “The perceptron: a probabilistic model for information
storage and organization in the brain.” In: Psychological review 65.6
(1958), p. 386.

[129] S. Ruder. “An overview of gradient descent optimization algorithms”. In:
arXiv preprint arXiv:1609.04747 (2016).

[130] D. E. Rumelhart, G. E. Hinton, R. J. Williams, et al. “Learning represen-
tations by back-propagating errors”. In: Cognitive modeling 5.3 (1988),
p. 1.

87



REFERENCES

[131] M. Schnell, M. Kustner, O. Jokisch, and R. Hoffmann. “Text-to-speech for
low-resource systems”. In: 2002 IEEE Workshop on Multimedia Signal
Processing. IEEE. 2002, pp. 259–262.

[132] M. Schröder. “Expressive speech synthesis: Past, present, and possible
futures”. In: Affective information processing. Springer, 2009, pp. 111–
126.

[133] M. R. Schroeder. “Vocoders: Analysis and synthesis of speech”. In: Pro-
ceedings of the IEEE 54.5 (1966), pp. 720–734.

[134] M. Schuster and K. K. Paliwal. “Bidirectional recurrent neural networks”.
In: IEEE Transactions on Signal Processing 45.11 (1997), pp. 2673–2681.

[135] S. Seshadri, L. Juvela, O. Räsänen, and P. Alku. “Vocal effort based
speaking style conversion using vocoder features and parallel learning”.
In: IEEE Access 7 (2019), pp. 17230–17246.

[136] J. Shen, R. Pang, R. J. Weiss, M. Schuster, N. Jaitly, Z. Yang, et al.
“Natural TTS Synthesis by Conditioning WaveNet on Mel Spectrogram
Predictions”. In: Proc. ICASSP. 2018, pp. 4779–4783.

[137] M. Sondhi and J. Schroeter. “A hybrid time-frequency domain articula-
tory speech synthesizer”. In: IEEE Transactions on Acoustics, Speech,
and Signal Processing 35.7 (1987), pp. 955–967.

[138] F. Soong and B. Juang. “Line spectrum pair (LSP) and speech data com-
pression”. In: ICASSP’84. IEEE International Conference on Acoustics,
Speech, and Signal Processing. Vol. 9. IEEE. 1984, pp. 37–40.

[139] J. Sotelo, S. Mehri, K. Kumar, J. F. Santos, K. Kastner, A. Courville, and Y.
Bengio. “Char2wav: End-to-end speech synthesis”. In: Proc. International
Conference on Learning Representations (ICLR) (2017).

[140] R. Sproat. “Multilingual text analysis for text-to-speech synthesis”. In:
Natural Language Engineering 2.4 (1996), pp. 369–380.

[141] N. Srivastava, G. Hinton, A. Krizhevsky, I. Sutskever, and R. Salakhutdi-
nov. “Dropout: a simple way to prevent neural networks from overfitting”.
In: The journal of machine learning research 15.1 (2014), pp. 1929–1958.

[142] C. Stevens, N. Lees, J. Vonwiller, and D. Burnham. “On-line experimen-
tal methods to evaluate text-to-speech (TTS) synthesis: effects of voice
gender and signal quality on intelligibility, naturalness and preference”.
In: Computer speech & language 19.2 (2005), pp. 129–146.

[143] Y. Stylianou. “Applying the harmonic plus noise model in concatenative
speech synthesis”. In: IEEE Transactions on speech and audio processing
9.1 (2001), pp. 21–29.

88



REFERENCES

[144] Y. Stylianou. “Voice transformation: a survey”. In: 2009 IEEE Interna-
tional Conference on Acoustics, Speech and Signal Processing. IEEE.
2009, pp. 3585–3588.

[145] I. Sutskever, O. Vinyals, and Q. V. Le. “Sequence to Sequence Learning
with Neural Networks”. In: Proc. NIPS. MIT Press, 2014, pp. 3104–3112.

[146] I. Sutskever, O. Vinyals, and Q. V. Le. “Sequence to sequence learning
with neural networks”. In: Advances in neural information processing
systems. 2014, pp. 3104–3112.

[147] P. Swietojanski, J. Li, and S. Renals. “Learning hidden unit contributions
for unsupervised acoustic model adaptation”. In: IEEE/ACM Trans. on
Audio, Speech, and Language Proc. 24.8 (2016), pp. 1450–1463.

[148] C. H. Taal, R. C. Hendriks, R. Heusdens, and J. Jensen. “An algorithm
for intelligibility prediction of time–frequency weighted noisy speech”.
In: IEEE Transactions on Audio, Speech, and Language Processing 19.7
(2011), pp. 2125–2136.

[149] Y. Taigman, L. Wolf, A. Polyak, and E. Nachmani. “Voiceloop: Voice fitting
and synthesis via a phonological loop”. In: arXiv preprint arXiv:1707.06588
(2017).

[150] P. Taylor. Text-to-speech synthesis. Cambridge university press, 2009.

[151] P. Taylor, A. W. Black, and R. Caley. “The architecture of the Festival
speech synthesis system”. In: Proc. 3rd ESCA Workshop on Speech Syn-
thesis. 1998.

[152] R. Tibshirani. “Regression shrinkage and selection via the lasso”. In:
Journal of the Royal Statistical Society: Series B (Methodological) 58.1
(1996), pp. 267–288.

[153] T. Toda, L.-H. Chen, D. Saito, F. Villavicencio, M. Wester, Z. Wu, and J.
Yamagishi. “The Voice Conversion Challenge 2016.” In: Proc. Interspeech.
2016, pp. 1632–1636.

[154] K. Tokuda, T. Kobayashi, T. Masuko, and S. Imai. “Mel-generalized
cepstral analysis - a unified approach to speech spectral estimation”.
In: Proc. 3rd International Conference on Spoken Language Processing.
1994.

[155] K. Tokuda, Y. Nankaku, T. Toda, H. Zen, J. Yamagishi, and K. Oura.
“Speech synthesis based on hidden Markov models”. In: Proceedings of
the IEEE 101.5 (2013), pp. 1234–1252.

[156] C. Valentini-Botinhao. “Intelligibility enhancement of synthetic speech
in noise”. PhD thesis. University of Edinburgh, 2013.

89



REFERENCES

[157] C. Valentini-Botinhao, E. Godoy, Y. Stylianou, B. Sauert, S. King, and J.
Yamagishi. “Improving intelligibility in noise of HMM-generated speech
via noise-dependent and-independent methods”. In: ICASSP. 2013, pp. 7854–
7858.

[158] J.-M. Valin and J. Skoglund. “LPCNet: Improving neural speech synthesis
through linear prediction”. In: ICASSP 2019-2019 IEEE International
Conference on Acoustics, Speech and Signal Processing (ICASSP). IEEE.
2019, pp. 5891–5895.

[159] A. Van Den Oord, S. Dieleman, H. Zen, K. Simonyan, O. Vinyals, A.
Graves, N. Kalchbrenner, A. W. Senior, and K. Kavukcuoglu. “WaveNet: A
generative model for raw audio.” In: 9th ISCA Speech Synthesis Workshop.
2016, p. 125.

[160] S. Van Kuyk, W. B. Kleijn, and R. C. Hendriks. “An evaluation of intrusive
instrumental intelligibility metrics”. In: IEEE/ACM Transactions on
Audio, Speech, and Language Processing 26.11 (2018), pp. 2153–2166.

[161] X. Wang, S. Takaki, and J. Yamagishi. “Neural source-filter-based wave-
form model for statistical parametric speech synthesis”. In: ICASSP
2019-2019 IEEE International Conference on Acoustics, Speech and Sig-
nal Processing (ICASSP). IEEE. 2019, pp. 5916–5920.

[162] O. Watts, G. E. Henter, T. Merritt, Z. Wu, and S. King. “From HMMs to
DNNs: where do the improvements come from?” In: 2016 IEEE Interna-
tional Conference on Acoustics, Speech and Signal Processing (ICASSP).
IEEE. 2016, pp. 5505–5509.

[163] R. Weide. The Carnegie mellon pronouncing dictionary [cmudict. 0.6].
2005.

[164] P. J. Werbos et al. “Backpropagation through time: what it does and how
to do it”. In: Proceedings of the IEEE 78.10 (1990), pp. 1550–1560.

[165] M. K. Wolters, K. B. Isaac, and S. Renals. “Evaluating speech synthesis
intelligibility using Amazon Mechanical Turk”. In: (2010).

[166] D. Wong, J. Markel, and A. Gray. “Least squares glottal inverse filtering
from the acoustic speech waveform”. In: IEEE Transactions on Acoustics,
Speech, and Signal Processing 27.4 (1979), pp. 350–355.

[167] Z. Wu and S. King. “Investigating gated recurrent networks for speech
synthesis”. In: ICASSP. 2016, pp. 5140–5144.

[168] J. Yamagishi, T. Kobayashi, Y. Nakano, K. Ogata, and J. Isogai. “Analysis
of speaker adaptation algorithms for HMM-based speech synthesis and a
constrained SMAPLR adaptation algorithm”. In: IEEE Trans. on Audio,
Speech, and Language Proc. 17.1 (2009), pp. 66–83.

90



REFERENCES

[169] T. Yoshimura, K. Tokuda, T. Masuko, T. Kobayashi, and T. Kitamura.
“Incorporating a mixed excitation model and postfilter into HMM-based
text-to-speech synthesis”. In: Systems and Computers in Japan 36.12
(2005), pp. 43–50.

[170] M. D. Zeiler and R. Fergus. “Visualizing and understanding convolutional
networks”. In: European conference on computer vision. Springer. 2014,
pp. 818–833.

[171] H. Zen and H. Sak. “Unidirectional long short-term memory recurrent
neural network with recurrent output layer for low-latency speech syn-
thesis”. In: Proc. ICASSP. 2015, pp. 4470–4474.

[172] H. Zen, A. Senior, and M. Schuster. “Statistical parametric speech synthe-
sis using deep neural networks”. In: Proc. ICASSP. IEEE. 2013, pp. 7962–
7966.

[173] H. Zen, K. Tokuda, and A. W. Black. “Statistical parametric speech
synthesis”. In: Speech Communication 51.11 (2009), pp. 1039–1064.

[174] H. Zen, K. Tokuda, T. Masuko, T. Kobayasih, and T. Kitamura. “A hidden
semi-Markov model-based speech synthesis system”. In: IEICE transac-
tions on information and systems 90.5 (2007), pp. 825–834.

91





ot tlucfifid si tI .noitacinummoc namuh fo kramllah eht si hceepS  

eht dna hceeps tuohtiw elpoep neewteb noitacinummoc enigami  

dna noitcudorp eht htob sedulcni taht niahc a si noitacinummoc  

rieht tpada snamuh ,noitacinummoc evitceffe roF .hceeps fo noitpecrep  

yeht mohw ot nosrep eht no ,elpmaxe rof ,gnidneped elyts gnikaeps  

ekam ot stroffe nI .kaeps yeht hcihw ni tnemnorivne eht no dna kaeps  

ekam dluohs eno ,snamuh sa ylevitceffe sa etacinummoc senihcam  

,sedaced lareves tsap eht nI .snamuh ekil netsil dna kaeps senihcam  

evah sisehtnys hceeps dna noitingocer hceeps fo sdlefi eht ni srehcraeser  

noitatressid sihT .laog citsiloh siht hcaer ot gnikrow ylsselerit neeb  

ekam ot mia taht seuqinhcet gniyduts yb sisehtnys hceeps no sesucof  

ekat taht senihcaM .tupni txet nevig a morf snamuh ekil kaeps senihcam  

era mrofevaw hceeps gnidnopserroc a ecudorp dna tupni na sa txet  

noitatressid siht yllacfiicepS .smetsys )STT( hceeps-ot-txet dellac  

eht htiw seuqinhcet noitatpada elyts gnikaeps dna sredocov eht deiduts  

llarevo ehT .hceeps citehtnys fo ytilauq llarevo eht gnivorpmi fo laog  

ot elbissop deedni si ti taht decnivnoc noitatressid siht fo stluser  

 .hceeps namuh selbmeser taht hceeps etareneg

-o
tl

a
A

D
D

 
87
/

 0
2

0
2

 +g
jiid

a*GM
FTSH

9

 NBSI 6-9883-06-259-879  )detnirp( 

 NBSI 2-0983-06-259-879  )fdp( 

 NSSI 4394-9971  )detnirp( 

 NSSI 2494-9971  )fdp( 

 

ytisrevinU otlaA  

gnireenignE lacirtcelE fo loohcS  

scitsuocA dna gnissecorP langiS fo tnemtrapeD  

 fi.otlaa.www

 + SSENISUB
 YMONOCE

 
 + TRA

 + NGISED
 ERUTCETIHCRA

 
 + ECNEICS

 YGOLONHCET
 

 REVOSSORC
 

 LAROTCOD
 SNOITATRESSID

 il
la

p
ell

o
B 

u
ba

bij
a

B
d

na
 s

r
ed

oc
ov

 
n

o 
si

sa
h

p
m

E 
--

 
g

ni
nr

a
el 

p
e

ed
 

g
ni

s
u 

)
S

T
T(

 h
c

e
e

ps
-

ot-
tx

et
 f

o 
yt

il
a

u
q 

eh
t 

g
ni

v
or

p
mI

 
 n

oi
ta

t
pa

da
 

el
yt

s 
g

ni
ka

e
ps

 y
ti

sr
ev

i
n

U 
otl

a
A

 0202

 scitsuocA dna gnissecorP langiS fo tnemtrapeD

fo ytilauq eht gnivorpmI  
gnisu )STT( hceeps-ot-txet  
sisahpmE -- gninrael peed  
gnikaeps dna sredocov no  

 noitatpada elyts

 illapelloB ubabijaB

 LAROTCOD
 SNOITATRESSID

ot tlucfifid si tI .noitacinummoc namuh fo kramllah eht si hceepS  

eht dna hceeps tuohtiw elpoep neewteb noitacinummoc enigami  

dna noitcudorp eht htob sedulcni taht niahc a si noitacinummoc  

rieht tpada snamuh ,noitacinummoc evitceffe roF .hceeps fo noitpecrep  

yeht mohw ot nosrep eht no ,elpmaxe rof ,gnidneped elyts gnikaeps  

ekam ot stroffe nI .kaeps yeht hcihw ni tnemnorivne eht no dna kaeps  

ekam dluohs eno ,snamuh sa ylevitceffe sa etacinummoc senihcam  

,sedaced lareves tsap eht nI .snamuh ekil netsil dna kaeps senihcam  

evah sisehtnys hceeps dna noitingocer hceeps fo sdlefi eht ni srehcraeser  

noitatressid sihT .laog citsiloh siht hcaer ot gnikrow ylsselerit neeb  

ekam ot mia taht seuqinhcet gniyduts yb sisehtnys hceeps no sesucof  

ekat taht senihcaM .tupni txet nevig a morf snamuh ekil kaeps senihcam  

era mrofevaw hceeps gnidnopserroc a ecudorp dna tupni na sa txet  

noitatressid siht yllacfiicepS .smetsys )STT( hceeps-ot-txet dellac  

eht htiw seuqinhcet noitatpada elyts gnikaeps dna sredocov eht deiduts  

llarevo ehT .hceeps citehtnys fo ytilauq llarevo eht gnivorpmi fo laog  

ot elbissop deedni si ti taht decnivnoc noitatressid siht fo stluser  

 .hceeps namuh selbmeser taht hceeps etareneg

-o
tl

a
A

D
D

 
87
/

 0
2

0
2

 +g
jiid

a*GM
FTSH

9

 NBSI 6-9883-06-259-879  )detnirp( 

 NBSI 2-0983-06-259-879  )fdp( 

 NSSI 4394-9971  )detnirp( 

 NSSI 2494-9971  )fdp( 

 

ytisrevinU otlaA  

gnireenignE lacirtcelE fo loohcS  

scitsuocA dna gnissecorP langiS fo tnemtrapeD  

 fi.otlaa.www

 + SSENISUB
 YMONOCE

 
 + TRA

 + NGISED
 ERUTCETIHCRA

 
 + ECNEICS

 YGOLONHCET
 

 REVOSSORC
 

 LAROTCOD
 SNOITATRESSID

 il
la

p
ell

o
B 

u
ba

bij
a

B
d

na
 s

r
ed

oc
ov

 
n

o 
si

sa
h

p
m

E 
--

 
g

ni
nr

a
el 

p
e

ed
 

g
ni

s
u 

)
S

T
T(

 h
c

e
e

ps
-

ot-
tx

et
 f

o 
yt

il
a

u
q 

eh
t 

g
ni

v
or

p
mI

 
 n

oi
ta

t
pa

da
 

el
yt

s 
g

ni
ka

e
ps

 y
ti

sr
ev

i
n

U 
otl

a
A

 0202

 scitsuocA dna gnissecorP langiS fo tnemtrapeD

fo ytilauq eht gnivorpmI  
gnisu )STT( hceeps-ot-txet  
sisahpmE -- gninrael peed  
gnikaeps dna sredocov no  

 noitatpada elyts

 illapelloB ubabijaB

 LAROTCOD
 SNOITATRESSID

ot tlucfifid si tI .noitacinummoc namuh fo kramllah eht si hceepS  

eht dna hceeps tuohtiw elpoep neewteb noitacinummoc enigami  

dna noitcudorp eht htob sedulcni taht niahc a si noitacinummoc  

rieht tpada snamuh ,noitacinummoc evitceffe roF .hceeps fo noitpecrep  

yeht mohw ot nosrep eht no ,elpmaxe rof ,gnidneped elyts gnikaeps  

ekam ot stroffe nI .kaeps yeht hcihw ni tnemnorivne eht no dna kaeps  

ekam dluohs eno ,snamuh sa ylevitceffe sa etacinummoc senihcam  

,sedaced lareves tsap eht nI .snamuh ekil netsil dna kaeps senihcam  

evah sisehtnys hceeps dna noitingocer hceeps fo sdlefi eht ni srehcraeser  

noitatressid sihT .laog citsiloh siht hcaer ot gnikrow ylsselerit neeb  

ekam ot mia taht seuqinhcet gniyduts yb sisehtnys hceeps no sesucof  

ekat taht senihcaM .tupni txet nevig a morf snamuh ekil kaeps senihcam  

era mrofevaw hceeps gnidnopserroc a ecudorp dna tupni na sa txet  

noitatressid siht yllacfiicepS .smetsys )STT( hceeps-ot-txet dellac  

eht htiw seuqinhcet noitatpada elyts gnikaeps dna sredocov eht deiduts  

llarevo ehT .hceeps citehtnys fo ytilauq llarevo eht gnivorpmi fo laog  

ot elbissop deedni si ti taht decnivnoc noitatressid siht fo stluser  

 .hceeps namuh selbmeser taht hceeps etareneg

-o
tl

a
A

D
D

 
87
/

 0
2

0
2

 +g
jiid

a*GM
FTSH

9

 NBSI 6-9883-06-259-879  )detnirp( 

 NBSI 2-0983-06-259-879  )fdp( 

 NSSI 4394-9971  )detnirp( 

 NSSI 2494-9971  )fdp( 

 

ytisrevinU otlaA  

gnireenignE lacirtcelE fo loohcS  

scitsuocA dna gnissecorP langiS fo tnemtrapeD  

 fi.otlaa.www

 + SSENISUB
 YMONOCE

 
 + TRA

 + NGISED
 ERUTCETIHCRA

 
 + ECNEICS

 YGOLONHCET
 

 REVOSSORC
 

 LAROTCOD
 SNOITATRESSID

 il
la

p
ell

o
B 

u
ba

bij
a

B
d

na
 s

r
ed

oc
ov

 
n

o 
si

sa
h

p
m

E 
--

 
g

ni
nr

a
el 

p
e

ed
 

g
ni

s
u 

)
S

T
T(

 h
c

e
e

ps
-

ot-
tx

et
 f

o 
yt

il
a

u
q 

eh
t 

g
ni

v
or

p
mI

 
 n

oi
ta

t
pa

da
 

el
yt

s 
g

ni
ka

e
ps

 y
ti

sr
ev

i
n

U 
otl

a
A

 0202

 scitsuocA dna gnissecorP langiS fo tnemtrapeD

fo ytilauq eht gnivorpmI  
gnisu )STT( hceeps-ot-txet  
sisahpmE -- gninrael peed  
gnikaeps dna sredocov no  

 noitatpada elyts

 illapelloB ubabijaB

 LAROTCOD
 SNOITATRESSID


	Aalto_DD_2020_078_Bollepalli_verkkoversio



