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Fig. 2. To create a QCP-DNN output vector (bottom), a two-pitch-
period segment (middle) is extracted from the glottal flow deriva-
tive waveform (top), cosine windowed and zero-padded to desired
length. Respective zero-levels of the time domain waveforms are
represented by horizontal lines.

a given pitch. This was achieved by changing the IAIF-DNN train-
ing so that the target waveforms are not interpolated, but are rather
symmetrically zero padded to match the desired output length. The
process is illustrated in Fig. 2. Moreover, the Hann, or squared co-
sine, windowing required for the OLA synthesis is broken into two
cosine windowing parts: first before training and second time after
generating the waveform from the DNN. This procedure eliminates
any discontinuities caused by truncating the generated waveform to
pitch period length. Finally, QCP-DNN uses the SEDREAMS GCI
detection algorithm [23], which has been shown to perform well with
speakers with various f0 ranges [24], instead of the previously used
IAIF residual based method. The need for accurate GCI detection is
two-fold: the QCP inverse filtering algorithm requires reliable GCI
estimates to achieve best results, and the GCIs are used in extracting
the pulse waveforms for training.

3. TRAINING THE SYNTHESIS SYSTEMS

3.1. Speech material

In the experiment, we used the SLT-speaker from the CMU ARCTIC
database [25] sampled at 16 kHz. The speaker is an U.S. English
professional speaker commonly used in, for example, HTS speech
synthesis demonstrations. The entire speech dataset consists of 1132
utterances, 60 of which were reserved for testing and the rest were
used for training the speech synthesis system. The dataset is pro-
vided with context dependent phonetic labels with time alignment,
which we used in training the HMM synthesis system.

3.2. Training of the DNNs

The DNN used in [13] was a standard feed-forward multilayer per-
ceptron with sigmoid activation functions, random initialization and
MSE-backpropagation training. In this study, we use the same net-
work structure for both IAIF-DNN and QCP-DNN in order to focus
on differences between the inverse filtering techniques. However, we
modified the QCP-DNN error criterion to emphasize the main exci-
tation peak of the glottal flow derivative waveform to better retain
the high-frequency information carried by the peak.

In the experiments, two different DNN systems were trained:
IAIF-DNN and QCP-DNN. Both systems are speaker dependent and
the training data for the methods was derived from the same subset
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(a) QCP-DNN output with varying f0 input
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(b) Overlap-added waveform

Fig. 3. QCP-DNN generated pulses with varying the f0 at DNN in-
put while keeping other parameters constant. The resulting overlap-
added two-pitch-cycle waveform shows the effect more clearly.

of the SLT-speaker speech. An identical network topology was se-
lected for both methods: A fully connected feed-forward multilayer
perceptron with three hidden layers, sigmoid activation functions,
and random initial weights drawn from the Gaussian distribution.
The layer sizes were 47 for input, 100, 200, and 300 for the hidden
layers, and the output layer size differed between the methods. For
IAIF-DNN, the two pulses were stretched to 400 samples, whereas
only 300 samples were chosen for QCP-DNN (300 samples for a
two-cycle segment corresponds to a f0 of 106 Hz which was below
the f0 range of the female voice). As done previously in [13], initial-
ization was performed without any pre-training, and the input vec-
tors were scaled to lie between 0.1 and 0.9. Additionally for QCP-
DNN, a Hann window was used for error weighting to emphasize the
mid-signal excitation peak carrying important high-frequency com-
ponents. Both networks were trained using the GPU-based Theano
software [26, 27], which reduced the training time significantly com-
pared to the previously used MATLAB-implementation.

An example of QCP-DNN generated glottal flow derivative
waveforms is presented in Fig. 3. On top, 3(a) shows the DNN
output when the input f0 is varied while keeping the other input
parameters constant. The variation can be seen to affect not only the
generated pulse length, but also the sharpness of the main excitation
peak in the middle. The corresponding two-pitch-cycle overlap-
added waveforms are presented on bottom in 3(b) to better illustrate
the effect of varying pitch in the synthetic excitation waveform.

3.3. Training of the HMM synthesis systems

The three synthesis systems were trained using the HTS 2.3–
Beta1 HMM-synthesis toolkit [28], with the modification of the
STRAIGHT based demo to accommodate our feature vectors. All

1http://hts.sp.nitech.ac.jp/?Download (accessed Sept. 2015)
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Fig. 2. To create a QCP-DNN output vector (bottom), a two-pitch-
period segment (middle) is extracted from the glottal flow deriva-
tive waveform (top), cosine windowed and zero-padded to desired
length. Respective zero-levels of the time domain waveforms are
represented by horizontal lines.

a given pitch. This was achieved by changing the IAIF-DNN train-
ing so that the target waveforms are not interpolated, but are rather
symmetrically zero padded to match the desired output length. The
process is illustrated in Fig. 2. Moreover, the Hann, or squared co-
sine, windowing required for the OLA synthesis is broken into two
cosine windowing parts: first before training and second time after
generating the waveform from the DNN. This procedure eliminates
any discontinuities caused by truncating the generated waveform to
pitch period length. Finally, QCP-DNN uses the SEDREAMS GCI
detection algorithm [23], which has been shown to perform well with
speakers with various f0 ranges [24], instead of the previously used
IAIF residual based method. The need for accurate GCI detection is
two-fold: the QCP inverse filtering algorithm requires reliable GCI
estimates to achieve best results, and the GCIs are used in extracting
the pulse waveforms for training.

3. TRAINING THE SYNTHESIS SYSTEMS

3.1. Speech material

In the experiment, we used the SLT-speaker from the CMU ARCTIC
database [25] sampled at 16 kHz. The speaker is an U.S. English
professional speaker commonly used in, for example, HTS speech
synthesis demonstrations. The entire speech dataset consists of 1132
utterances, 60 of which were reserved for testing and the rest were
used for training the speech synthesis system. The dataset is pro-
vided with context dependent phonetic labels with time alignment,
which we used in training the HMM synthesis system.

3.2. Training of the DNNs

The DNN used in [13] was a standard feed-forward multilayer per-
ceptron with sigmoid activation functions, random initialization and
MSE-backpropagation training. In this study, we use the same net-
work structure for both IAIF-DNN and QCP-DNN in order to focus
on differences between the inverse filtering techniques. However, we
modified the QCP-DNN error criterion to emphasize the main exci-
tation peak of the glottal flow derivative waveform to better retain
the high-frequency information carried by the peak.

In the experiments, two different DNN systems were trained:
IAIF-DNN and QCP-DNN. Both systems are speaker dependent and
the training data for the methods was derived from the same subset
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Fig. 3. QCP-DNN generated pulses with varying the f0 at DNN in-
put while keeping other parameters constant. The resulting overlap-
added two-pitch-cycle waveform shows the effect more clearly.

of the SLT-speaker speech. An identical network topology was se-
lected for both methods: A fully connected feed-forward multilayer
perceptron with three hidden layers, sigmoid activation functions,
and random initial weights drawn from the Gaussian distribution.
The layer sizes were 47 for input, 100, 200, and 300 for the hidden
layers, and the output layer size differed between the methods. For
IAIF-DNN, the two pulses were stretched to 400 samples, whereas
only 300 samples were chosen for QCP-DNN (300 samples for a
two-cycle segment corresponds to a f0 of 106 Hz which was below
the f0 range of the female voice). As done previously in [13], initial-
ization was performed without any pre-training, and the input vec-
tors were scaled to lie between 0.1 and 0.9. Additionally for QCP-
DNN, a Hann window was used for error weighting to emphasize the
mid-signal excitation peak carrying important high-frequency com-
ponents. Both networks were trained using the GPU-based Theano
software [26, 27], which reduced the training time significantly com-
pared to the previously used MATLAB-implementation.

An example of QCP-DNN generated glottal flow derivative
waveforms is presented in Fig. 3. On top, 3(a) shows the DNN
output when the input f0 is varied while keeping the other input
parameters constant. The variation can be seen to affect not only the
generated pulse length, but also the sharpness of the main excitation
peak in the middle. The corresponding two-pitch-cycle overlap-
added waveforms are presented on bottom in 3(b) to better illustrate
the effect of varying pitch in the synthetic excitation waveform.

3.3. Training of the HMM synthesis systems

The three synthesis systems were trained using the HTS 2.3–
Beta1 HMM-synthesis toolkit [28], with the modification of the
STRAIGHT based demo to accommodate our feature vectors. All

1http://hts.sp.nitech.ac.jp/?Download (accessed Sept. 2015)
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1. Introduction

Speech is the most natural form of human communication and is perceived
as a strong part of a person’s identity. Given this, it is no wonder that
speaking machines have long fascinated us, as we may hope to understand
something of ourselves by studying speech and reproducing it artificially.
Combined with the commercial interests in speech communication technol-
ogy, speaking machines have evolved from the mechanical Von Kempelen
(1791) machine and early manually operated electro-mechanical speech
synthesizers (Dudley, 1939) to the multitude of speech technology applica-
tions in the contemporary digital era. Computers now speak to us, not only
in closed domain public address systems, but in various applications that
require producing high-quality synthetic speech from arbitrary text input.
Present applications include, for example, audiobook reading, assisitive de-
vices for people who have lost their voice, screen readers, and voices for AI
personal digital assistants. Overall, recent rapid developments in speech
synthesis have not only resulted a wide array of exciting applications for
human-computer speech interfacing, but are also raising concerns about
voice identity theft and speech deepfakes.

The last few years have certainly been an interesting time to work with
speech synthesis, especially with a research focus on waveform generation
using neural networks. When beginning my doctoral research in 2015,
some common opinions in the text-to-speech community were (with slight
hyperbole) as follows: speech signal phase does not matter much percep-
tually; it is sufficient to use frequency domain minimum-phase vocoders;
neural networks will probably never work for raw waveform synthesis; and
human level naturalness is many years away. At the time of writing this
introduction in late 2019, practitioners are rushing to implement neural
vocoders that generate speech waveforms in time domain and can (at best)
be indistinguishable from human speech.

The aim of this dissertation has been to improve synthetic speech quality
by combining signal processing knowledge about human voice production
with the rapidly evolving generative methods in deep learning. During the
research, the motivation has always been to strike a balance between the
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interpretability and control of simple and well-understood signal models,
and the power and flexibility of the (often opaque) neural network methods.
By backtracking through the compiled research for this dissertation, the
reader can hopefully trace a narrative of what occurs when signal model
assumptions for vocal source waveshape, aperiodicity, pitch, and speech
spectral envelope are released one by one. In other words, this dissertation
focuses on what is lost and gained by gradually transforming a classical
vocoder into a fully neural waveform synthesizer.

On the signal processing side, the improvements in speech synthesis in
this dissertation largely arise from recent glottal inverse filtering methods
and related spectral envelope estimation techniques (Airaksinen et al.,
2014, 2017). These methods are grounded in knowledge about human voice
production and perception, and they provide consistent and compact para-
metric spectral envelope models for synthesis. Meanwhile, the emergence
of generative deep learning methods has been driving the neural waveform
synthesis aspect of the research. One important class of methods are the
autoregressive waveform predictors, such as WaveNet (van den Oord et al.,
2016), that generate raw waveforms on a sample-by-sample basis by pre-
dicting a probability distribution given previous samples. Another family
of neural networks utilized in this dissertation are generative adversarial
networks (GANs) (Goodfellow et al., 2014), which likewise can provide
realistic samples from a learned distribution, but are also able to process
multiple waveform points in parallel.

The present dissertation consists of two parts: first, an introductory
overview of the thesis topic and background methods, and second, a col-
lection of published articles constituting the scientific contribution of the
dissertation. Publication I studies the perceptual relevance of excitation
phase information in source-filter modeled speech. The affirmative results
serve as a prelude to the recent general paradigm shift toward time domain
modeling, as operating in the time domain naturally preserves the signal
phase structure. Publication II describes a neural-network method for gen-
erating glottal excitation pulses, which is further applied to the GlottDNN
vocoder in Publication III. Publications V, VI, and VII constitute a series of
investigations into using GANs in pitch synchronous excitation modeling
for speech synthesis. The publications also reflect the rapid development
in GAN training methodology during the research period. Publication IV
proposes GlotNet, which applies a WaveNet-like model to glottal excitation
synthesis in a text-to-speech setting. Finally, Publication VIII combines
a parallel WaveNet-like excitation model with an all-pole synthesis filter
for a neural vocoder that is trainable end-to-end using GANs. Notably,
these last two approaches step away from a pitch-synchronous synthesis
model, and in effect only retain the spectral envelope model from signal
processing.
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2. Speech processing for synthesis

Signal models for speech synthesis typically incorporate at least three dis-
tinct features, that is to say, the spectral envelope and voicing information
as major carriers for linguistic content, and the fundamental frequency
that is mainly related to the prosody and intonation patterns in speech.
The fundamental frequency also serves a vital linguistic function in tonal
languages. These features have clear counterparts in signal models for the
analysis and synthesis of speech, and they need to be somehow reproduced
to create natural-sounding synthetic speech. Furthermore, grounding the
signal models in the physiology of the human voice production mechanism
helps in interpreting model behavior during development.

Although modern deep learning approaches can build high-quality speech
waveform synthesizers without much speech processing domain knowledge
(see section 4.3), it can still be beneficial to incorporate explicit signal
models into building neural synthesizers. A combined approach retains
a degree of interpretability and control compared to a fully black-box
approach, while gaining the flexibility of learning based methods. In
terms of the present dissertation, combining speech processing models
with neural networks and gradually removing model assumptions can be
seen as the overarching theme for the entire project. The next section
reviews some of the underlying classical speech processing techniques.

2.1 Source-filter model of speech production

The source-filter model of speech production (Fant, 1960) views the speech
signal S(z) as a cascade system of a glottal source excitation signal E(z)
being filtered by a vocal tract filter H(z). Additionally, the speech signal
is propagated from the human voice production system to the outside
acoustics through a lip radiation filter L(z). The source-filter model can
then be written as a short-time stationary linear transfer function

S(z)= E(z)H(z)L(z). (2.1)
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Conversely, eliminating the vocal tract filter contribution from the speech
signal gives rise to a process called glottal inverse filtering (GIF). Esti-
mating a H(z) from the observed S(z) and inverting the filter then allows
us to peek into the excitation

E(z)= S(z)
H(z)L(z)

. (2.2)

Of course, the source-filter separation problem is generally underdeter-
mined and must be constrained to arrive at practically useful solutions.
At its simplest, a linear predictive analysis filter can be used for inverse
filtering (Makhoul, 1975). This classical analysis tool lays the foundation
for modeling the vocal tract with all-pole filters, as described in section 2.2.

However, more sophisticated methods can provide robust source-filter
separation, resulting in consistent spectral envelope and glottal excitation
waveform estimates. In this dissertation, quasi closed phase analysis (QCP)
(Airaksinen et al., 2014) is used extensively for spectral estimation and
inverse filtering. If the vocal tract filter can be compactly parameterized,
then removing its effect from speech results in a simple excitation signal
more amenable to modeling. Figure 2.1 illustrates this relationship by
showing the waveforms of a speech signal, a residual excitation signal
estimated with QCP, and the corresponding glottal flow signal estimate.

Within the scope of this dissertation, the application of GIF focuses on
waveform modeling in speech synthesis. However, a multitude of other
GIF applications exist, for example, in voice pathology analysis and other
medical areas (see Alku (2011) for a review).

2.2 Linear predictive envelope models for speech

For spectral envelope estimation, a speech signal is typically assumed to
be piece-wise stationary within short-time analysis frames. A simple but
effective model is a linear autoregressive (AR) process:

x(n)=
P∑

k=1

a(k)x(n−k)+ e(n), (2.3)

where x(n) is a speech signal at time instant n, a(k) are the linear predictor
coefficients for a P:th order AR model, and e(n) is a prediction error. The
prediction error signal can be seen as an excitation signal in the source-
filter model:

e(n)= x(n)−
P∑

k=1

a(k)x(n−k). (2.4)

Using this relation, the z-domain vocal tract filter transfer function is
given by

H(z)= X (z)
E(z)

= g

1−∑P
k=1 a(k)z−k

, (2.5)
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Figure 2.1. Speech signal (top), differentiated glottal flow used in modeling (middle), and
glottal volume flow signal (bottom).

where g is the gain of the excitation signal. Based on this model, we can
treat the vocal tract synthesis filter as an all-pole filter.

The classic solution is a least squares minimization of the prediction
error energy En

[
e(n)2

]
. Denote a vector of the all-pole filter coefficients

by a = [1,−a(1), . . . ,−a(P)]T , while x(n) = [x(n), x(n−1), . . . , x(n−P)]T is a col-
umn vector containing a delayed signal, x(n) up to lag P. Following the
presentation given by Bäckström (2017), the primary prediction objective
is

min
a
E
n

[1
2

aT xxT a
]
=min

a

1
2

aT E
n

[
xxT]a=min

a

1
2

aT Ra, (2.6)

where R ∈ RP×P is the sample autocorrelation matrix. In unconstrained
form, the problem has no useful solutions, but setting a0 = 1 and incorpo-
rating a Lagrange multiplier, λ, yields a tractable problem:

min
a

1
2

aT Ra−λ(aT u−1), (2.7)

where u = [1,0, . . . ,0]. Differentiating w.r.t. a to find the optimum results in
the so-called normal equations:

Ra=λu. (2.8)

Expanding these normal equations and drawing some lines to partition
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the equations highlights two useful properties:



r0 r1 r2 r3 · · · rP

r1 r0 r1 r2 · · · rP−1

r1 r1 r0 r1 rP−2

r1 r2 r1 r0
. . . ...

...
... . . . . . . r1

rP rP−1 rP−2 · · · r1 r0







1

a1

a2
...

aP−1

aP




=




λ

0

0
...

0

0




. (2.9)

First, the Lagrange multiplier λ can be solved from the first row, which
also gives us the gain, g, of the all-pole synthesis filter:

λ= rT a= r(0)−
P∑

k=1

a(k)r(k)= g2. (2.10)

Second, rearranging the remaining equations presents a solution for the
remaining P predictor coefficients. After some manipulation, we arrive at
the familiar Yule-Walker equations:
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r1

r2
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rP−1
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. (2.11)

The autocorrelation matrix, R, has a Toeplitz structure, which can be
exploited for a fast solution. A standard method is the Levinson-Durbin
recursion (Levinson, 1946; Durbin, 1960), which finds the solution in O (P2)
time. The solution is further guaranteed to be minimum phase, that is to
say, all the poles of the synthesis filter are inside the unit circle and the
filter is stable.

The model assumptions in linear predictive filter estimation hold when
the excitation signal is Gaussian. However, the assumption can be prob-
lematic especially for high-pitched voiced speech. A periodic excitation in
voiced speech produces a sparse harmonic power spectrum, which contains
high energy at the harmonic frequencies and low energy between the peaks.
This causes a harmonic biasing effect, where the estimated all-pole filter
resonances can shift toward the harmonics instead of accurately modeling
the desired vocal tract resonances.

Time-weighted linear prediction (Ma et al., 1993) provides a tool for
obtaining more robust spectral envelope estimates. The initially proposed
short-time energy windowing assigned more significance to high-energy
regions of the speech signal to improve noise robustness, while Alku et al.
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(2013) proposed using an attenuated main excitation (AME) window to
combat the harmonic biasing issue. The resulting quasi-closed phase (QCP)
analysis (Airaksinen et al., 2014) is used throughout this dissertation
for spectral envelope estimation. Another important component of the
spectral envelope used here is frequency warped linear prediction (Strube,
1980), which can assign more weight to the perceptually more relevant
low frequencies. Time weighting and frequency warping can also be used
simultaneously to provide perceptually grounded estimates that avoid the
harmonic biasing effect (Airaksinen et al., 2017).

2.2.1 Autocorrelation and spectral envelopes

The autocorrelation method for linear prediction further lends itself to
spectral envelope fitting for any frequency domain spectra. Recalling some
useful properties of convolution and Fourier transforms, it is evident that
the autocorrelation is the inverse Fourier transform of power spectrum:

r(n)= x(−n)∗ x(n) F←→ X H(z)X (z)= |X (z)|2, (2.12)

which is known as the Wiener-Khinchin theorem after Wiener (1930) and
Khinchin (1934). Using this relationship, any (strictly positive) power
spectrum can be converted to its corresponding autocorrelation sequence
and further used for fitting a stable all-pole model. Practical applications
include stabilizing all-pole models (without the need to filter polynomial
root finding) and the parametrization of spectral envelopes as all-pole
filters. These techniques are used throughout this dissertation, explicitly
in Publication VI and Publication VIII for fitting spectral envelopes derived
from mel filterbanks and implicitly at many stages of glottal vocoder
implementation.

2.3 Mel spectrum and cepstrum

In speech processing applications, a mel spectrum is a common perceptually
motivated spectral representation. Generally, the mel spectrum denotes a
(discrete) magnitude spectrum whose frequency bins are evenly spaced on
the mel scale (Stevens et al., 1937). However, there are two widely used,
related but distinct, spectral representations that are both called “mel
spectrum.” This sometimes leads to confusion when discussing mel spectra.
Furthermore, the underlying mel scale itself has multiple variations, as
described in section 2.3.1.

The first mel-spectrum variant is based on mel filterbanks applied to
FFT magnitudes (Davis and Mermelstein, 1980). The filterbank applies a
smoothing over different frequency bins, and thus, the mapping between
linear and mel frequency representations is no longer one to one. Filter-
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bank mel spectra are widely used for computing mel-frequency cepstral
coefficients (MFCCs) applied in automatic speaker recognition (ASR) and
automatic speaker verification (ASV). More details on MFCCs can be found
in section 2.3.2. The second mel-spectrum variant is based on frequency
warping with bilinear transforms (Fukada et al., 1992). This method has
the benefit of being interchangeable between linear and warped frequency
scales, which makes the representation well suited for synthesis. Paramet-
ric text-to-speech systems widely use a generalized form of this feature
type (Tokuda et al., 1994), as discussed in section 2.3.3.

2.3.1 Mel scale

Mel scales (short for melody) are based on fitting a curve to the measure-
ment data on perceived octave intervals, derived from Stevens et al. (1937),
and various mel scales using different functional forms exist (Umesh et al.,
1999). More accurate models of hearing have since been developed (for an
overview, see, for example, Pulkki and Karjalainen (2015)), but the various
mel scales manage to capture a useful property: perceived pitch has an
approximately logarithmic relation to the fundamental frequency. In a
sense, the perceptual data are then used to set a logarithmic curve to an
appropriate “operating region” for perceptual relevance.

In the complex systems built in many speech applications, the success of
any perceptual acoustic features is decided by the success of the system
as a whole. As a result, simple and computationally convenient features
have often been adopted over ones that more accurately model human
hearing. A popular linear-to-mel frequency formula has been provided by
O’Shaughnessy (1987):

m( f )= 2595log10

(
1+ f

700

)
. (2.13)

This is also often called the “HTK mel scale,” after its usage in the HTK
speech-recognition toolkit (Young et al., 2002). Alternatively, Slaney (1998)
offers a piece-wise definition for the mel scale, as being linear up to 1 kHz
and logarithmic above that. Another convenient approach for realizing
a mel frequency scale is using bilinear transform-based warping. Fur-
thermore, the bilinear warping method can be adapted to many different
auditory scales by merely changing a single parameter (Smith and Abel,
1999). However, one should note that the appropriate warping coefficient
depends on the sample rate.

2.3.2 Mel-frequency cepstral coefficients

Mel-frequency cepstral coefficients (MFCCs) (Davis and Mermelstein,
1980) are acoustic features widely used in speech recognition, and other
tasks that do not primarily aim to reconstruct the speech waveform from
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the features. However, due to their extensive usage, some research has
suggested methods to reconstruct speech from MFCCs, either directly
(Boucheron and De Leon, 2008; Boucheron et al., 2012) or by predicting an
F0 value based on the MFCCs and applying a source-filter vocoder (Milner
and Shao, 2007; Shao and Milner, 2005).

The characteristic feature of MFCCs is that they implement the mel
frequency warping by applying a filterbank matrix to an FFT magnitude
spectrum. A typical mel filterbank is constructed by first selecting the
number of filters, and then placing the center frequencies of the filters
evenly on a mel scale. The filter shapes themselves are triangular, with a
50% overlap in mel frequency. Further applying a logarithm and a discrete
cosine transform (DCT) constitutes the “cepstral” part of MFCCs. Overall,
filterbank MFCCs are computed from a short-time frame of speech x by

MFCC(x)=D log(M|FFT(x)|) , (2.14)

where M is a mel filterbank matrix and D is a discrete cosine transform
matrix. The above definitions are purposefully flexible in an attempt
to cover the range of existing implementations. Notably, the filterbank
warping method allows for arbitrary placement of the center frequencies,
and any of the mel scales described in the previous section produce a
valid mel filterbank. Further variations include, for example, optional
normalization of the triangular filters to a unit area and whether to apply
the filterbank to the magnitude or the power spectrum.

While this variation is mostly inconsequential when the features are
used in the “forward mode” (to feed a classifier and so forth), it is essential
to keep track of the implementation if the desire is to invert the process for
waveform reconstruction. Meanwhile, waveform synthesis from the mel
spectrogram has increased in relevance due to its recent use in end-to-end
neural text-to-speech applications (see, for example, Shen et al. (2018)).
Moreover, the mel filterbank spectra can be used explicitly in the signal
model of a neural network synthesizer, as proposed in Publication VI and
Publication VIII,

2.3.3 Mel-generalized cepstrum

Mel-generalized cepstrum (MGC) (Tokuda et al., 1994) is a frequency
warped parametric spectral representation that incorporates two control
parameters: 1) the amount of frequency warping α and 2) a degree of
morphing γ between the cepstrum and all-pole representations. Unlike
filterbank MFCCs, the MGC parameters, cα,γ, have a one-to-one mapping
in relation to a frequency domain transfer function:

H(z)=




(
1+γ∑M

m=0 cα,γ(m)Ψm
α (z)

)1/γ
, 0< |γ| ≤ 1

exp
(∑M

m=0 cα,γ(m)Ψm
α (z)

)
, γ= 0

(2.15)
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where the unit delay z−1 is replaced by a first-order all-pass element
Ψα(z), producing the bilinear frequency warping effect (Strube, 1980).
Choosing γ= 0 corresponds to the cepstrum, while γ=−1 corresponds to
the linear predictive all-pole model. Likewise, setting α to zero reduces the
representation to the linear frequency scale, while positive values result
in frequency warping curves that closely approximate various perceptual
scales (Smith and Abel, 1999).

Tokuda et al. (1994) proposed fitting an MGC model directly to the
FFT spectrum by minimizing the Itakura-Saito divergence (Itakura, 1968)
between the model and observed spectrum. Notably, varying the choice
of γ and α changes the optimal solution, but the solution remains easy
to find due to convexity. This makes it possible to tune the resulting
spectral envelope estimates for the application at hand. However, in speech
synthesis the typical use of MGCs is to parameterize spectral envelope
estimates produced by other means, such as the STRAIGHT algorithm
(Kawahara et al., 1999). The STRAIGHT-MGC spectral envelope is adopted
in many parametric text-to-speech systems, such as HTS (Zen et al., 2007)
and Merlin (Wu et al., 2016).

2.4 Fundamental frequency and voicing

Fundamental frequency (F0) is an essential speech feature, which is
present at many levels of understanding speech, including the pitch per-
ception related to intonation patterns and linguistic functions (especially
in tonal languages), the physiological vibration frequency of the vocal folds,
and signal models for periodicity. The present work mostly adopts an engi-
neering approach and discusses F0 from a modeling perspective. Signal
processing definitions of F0 often lead directly to detection algorithms. A
frequency domain definition could be the instantaneous frequency of the
lowest harmonic component (i.e., the highest common multiple of harmonic
peak frequencies), which leads to harmonic analysis and peak picking
of signal Fourier transforms. Similarly, a time domain definition as the
inverse of the pitch period length (T0) commonly lends itself to measuring
the period length using autocorrelation. Although pitch is, strictly speak-
ing, a perceptual quality, the term “pitch period” is used here as a directly
measurable signal feature in relation to F0. Furthermore, the terms pitch
and F0 are often used interchangeably in text-to-speech research.

From a physiological perspective, F0 is defined as the rate of vibration
of the vocal folds. Conversely, F0 is not defined when no such vibration is
present, which occurs during unvoiced speech sounds. To model different
voicing modes, speech synthesis systems typically adopt a binary voicing
decision feature. This is often encoded as a “zero” F0 value, which corre-
sponds to a fully aperiodic excitation to the vocal tract filter. Synthesis
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systems typically use two distinct excitation signals, prototypically an
impulse train for voiced and white noise for unvoiced speech.

Classically, many F0 estimation methods are based on autocorrelation
(Hess, 1992). In current speech synthesis, some of the most popular meth-
ods are variants of the autocorrelation method, including RAPT (Talkin,
1995), YIN (De Cheveigné and Kawahara, 2002), and SWIPE (Camacho
and Harris, 2008). In addition, cepstrum domain F0 estimation methods
have been widely studied (Noll, 1967; Markel, 1972).

2.4.1 Glottal closure instant estimation

Glottal closure instants (GCIs) mark the instant of glottal closure in a
voiced speech pitch cycle. The distance between two glottal closures effec-
tively defines the pitch period length, which makes GCI estimation closely
related to F0 tracking. However, unlike with F0, which is a frequency
domain phenomenon and phase insensitive, GCIs are time domain events
phase-locked to their position within the glottal cycle.

Although the existence of GCIs in a strict physiological sense is not
guaranteed (in some phonation types, the glottis does not close fully), the
GCI can serve as a model for a pitch mark in pitch synchronous speech
processing applications. Since many practical speech applications require
non-invasive measurement of glottal closure, GCI estimation research usu-
ally defines peaks in the differentiated electroglottograph (EGG) (Childers
et al., 1990) signal as ground-truth GCIs. Consequently, the defining EGG
signal features are present regardless of true physiological glottal closure.

Other time domain periodicity markers (such as glottal opening instants)
can also be used as pitch marks so long as their relative position across
pitch cycles remains consistent. Nevertheless, the GCIs have an additional
property that is desirable in speech waveform synthesis and modification:
most of the signal energy within a pitch period enters the vocal tract at the
glottal closure instant. Due to this property, GCIs are often called main
excitation instants. This also gives rise to the definition of a “virtual”
GCI as the pressure maximum in the glottal excitation cycle (visible as a
distinct amplitude peak in the differentiated glottal flow signal). The above
energy concentration property is highly practical for pitch-synchronous
processing of the excitation waveform, since centering any modification
windows in high energy regions results in minimal smearing artefacts (see
figure 2.2 for an illustration on how GCIs can be used as pitch marks in
modifying glottal excitation waveforms).

An overview and comparison of existing GCI detection methods can be
found in Drugman et al. (2012). Three common elements arise in many
of these algorithms: 1) removing vocal tract resonances from speech by
inverse filtering, 2) applying low-pass filtering to obtain a signal that only
retains the fundamental harmonic, and 3) using dynamic programming to
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decode GCI candidates into a smooth trajectory. Murty and Yegnanarayana
(2008) propose using cascaded zero-frequency resonators to produce a
signal that is mostly dominated by the fundamental harmonic. Since this is
phase-locked to the glottal cycle, reliable pitch marks can be extracted from
the zero-frequency-filtered signal zero crossings. A similar idea is present
in the mean-based signal of the SEDREAMS algorithm (Drugman and
Dutoit, 2009), which obtains a low-pass signal by moving average filtering.
SEDREAMS further uses the LP residual signal for accurately detecting
GCIs. Dynamic programming with beam search is used on the LP residual
phase slope in the DYPSA algorithm (Naylor et al., 2006), or on similar
phase features of the glottal excitation signal in YAGA (Thomas et al.,
2012). REAPER (Talkin, 2015) combines LP inverse filtering, residual
Hilbert envelopes, and dynamic programming for robust GCI estimation.
More recently, neural-network-based approaches have been applied to GCI
detection from raw waveforms (Reddy et al., 2019; Goyal et al., 2019).

2.4.2 Pitch-synchronous overlap-add

Pitch-synchronous overlap-add (PSOLA) (Moulines and Charpentier, 1990;
Moulines and Laroche, 1995) is a simple and efficient technique for pitch-
shifting and time-scale modification of speech. The simplest PSOLA
method is direct time domain modification of speech waveforms, often
referred to as TD-PSOLA. At best, PSOLA modifications are perceptually
transparent provided that the pitch marks are accurate and the modifica-
tion factor stays within roughly doubling or halving the pitch (or duration).

An important variant of PSOLA operates on the residual excitation
domain waveforms, as proposed by Moulines and Charpentier (1988).
Residual-excitation PSOLA has been used in concatenative speech synthe-
sis, such as the Festival speech synthesis system (Black and Taylor, 1997).
Residual-domain processing is more tolerant of large signal modifications
and avoids smearing formant ripples in the overlap-add stage. Figure
2.2 shows an example of a simple PSOLA-based pitch modification in the
glottal excitation domain.

For the purposes of this dissertation, PSOLA provides a basis for pitch-
synchronous analysis, modeling, and synthesis of speech waveforms. In a
speech synthesis setting, the excitation waveforms are not readily available
at the time of synthesis, but instead need to be selected from a database or
generated from a model. Pitch-synchronous excitation codebooks have been
proposed for this use case (Drugman et al., 2009; Raitio et al., 2011a), but
efficient selection of appropriate units remains an issue. Another approach
is generating the excitation waveforms from acoustic features using neural
networks (Raitio et al., 2014a). A large portion of the present dissertation
expands on this idea.

32



Speech processing for synthesis

Figure 2.2. Fundamental frequency modification using PSOLA in the glottal excitation
domain. Synthesis time pitch marks are generated from modified F0 and
associated with the nearest analyzed pitch marks.

2.5 Summary

Established speech signal processing methods provide a foundation for
understanding the properties of the speech signal and how to recreate these
properties in a synthesizer. The source-filter model of speech production
breaks down the speech signal into a source excitation signal (related to
the glottal flow) and a spectral envelope filter (related to the vocal tract
resonances). Estimation of the spectral envelope for parametric speech
synthesis is often implemented using linear predictive (section 2.2) or
cepstral (section 2.3.3) analysis methods.

Fundamental frequency and pitch constitute another important signal
feature for speech synthesis. When combined with pitch marking by glottal
closure instant estimation (section 2.4.1), a pitch-synchronous time-domain
modeling and modification framework based on PSOLA (section 2.4.2) can
be constructed. This framework is used throughout this dissertation for
neural-network-based waveform synthesis. Furthermore, operating in the
time-domain naturally preserves the signal phase, which was found to
be perceptually relevant for vocoding in Publication I. Meanwhile, time-
domain modeling is becoming increasingly prevalent in neural vocoding
for synthesis, as further discussed in section 4.3.
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3. Neural networks

Artificial neural networks (ANNs) have in recent years become the pre-
dominant model family in many speech processing applications, including
speech recognition, speaker verification, speech enhancement, and most
importantly for this dissertation, speech synthesis. Deep learning (LeCun
et al., 2015) is an umbrella term that covers a wide range of deep nonlinear
models. The term deep learning is closely associated with the use of deep
neural networks (DNNs). The term DNN is often taken to mean deep fully
connected feedforward networks, also called multilayer perceptrons (as
detailed in section 3.1), but it can also refer generally to neural network
models used for deep learning. In practice, most modern network archi-
tectures are deep by classical standards and have more heterogeneous
connectivity patterns tailored to the task at hand. For brevity’s sake, the
artificial neural network models used in deep learning are collectively
called neural networks (NNs).

Since speech signals have significant temporal dependencies, speech
applications typically benefit from models that can efficiently handle se-
quential data. Two main neural network model families are used for
sequence modeling: convolution neural networks (CNNs), discussed in
section 3.2, and recurrent neural networks (RNNs), discussed in section
3.3. In the context of speech synthesis, RNNs are often used in acoustic
modeling, while many state-of-the-art waveform generation models use
CNNs.

3.1 Multilayer perceptron

Multilayer perceptrons (MLPs) (McClelland et al., 1987) are prototypical
neural networks whose nodes are organized in a strictly layered connectiv-
ity pattern. Figure 3.1 illustrates a simple network with input and output
layers and two hidden layers. In this prototype case, each layer is fully
connected to the adjacent layers via a weight matrix, and each node has
a bias and a non-linear activation function (e.g., the hyperbolic tangent).
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These weights and biases are adjusted based on a specified learning rule to
learn a mapping function between the domains of input x and output y. A
forward pass through the networks is described by the following equations:

h1 = tanh(W1x+b1), (3.1)

h2 = tanh(W2h1 +b2), (3.2)

y=W3h2 +b3. (3.3)

Given enough capacity, an MLP can act as a universal function approxima-
tor (Cybenko, 1989; Hornik, 1991). As such, these kinds of simple neural
networks can be powerful models when little is known about the problem
structure. Furthermore, a fully connected linear layer with non-linear
activations acts as a fundamental building block in more structured neural
networks.

𝑊2

𝑊3

 𝑥

𝑊1

𝑦

Figure 3.1. A simple fully connected neural network. The input vector, x, is processed
through layers represented by weight matrices W1, W2, and W3, ultimately
producing an output vector, y.

3.2 Convolution neural networks

Convolution neural networks (CNNs) attempt to identify local correlations
in spatially (or temporally) structured data, such that the same process
can be applied in a translation (or time) invariant fashion. In speech
and audio signal processing, similar localized processing has traditionally
been implemented as finite impulse response (FIR) digital filters, which
are adjusted to produce a desired output response, given an input signal.
CNNs build on the idea of filters as feature extractors and attempt to learn
the jointly optimal filter coefficients for the task at hand.
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Initially, convolution networks were proposed for handwritten digit recog-
nition by Le Cun et al. (1989). On the speech application side, time delay
networks (TDNs) were proposed for speech recognition by Lang et al. (1990)
at roughly the same time. In modern terms, TDNs are equivalent to CNNs
applied to one-dimensional time series data (i.e., 1D-convolution). The
present wave of enthusiasm for convolution nets can be traced back to the
2012 ImageNet image classification challenge (Krizhevsky et al., 2012).
Not only did convolution nets win the challenge by a wide margin, but
the paper demonstrated that convolution nets can be trained efficiently
by leveraging parallel computation on graphical processing unit (GPU)
hardware. Combined with inexpensive non-saturating activation functions,
such as the rectified linear units (ReLUs) (Glorot et al., 2011), and residual
connections (He et al., 2016), very deep convolution networks with a high
parameter count can be trained effectively without much trouble caused
by vanishing gradients.

The convolution net architectures popularized by image recognition often
use (max) pooling operations to gradually reduce the spatial dimensions
from a full picture to a single point. Meanwhile in generative tasks the
objective usually requires increasing the resolution, for example, going
from compact acoustic features to high-dimensional speech waveforms in a
neural vocoding task relevant to this dissertation. For this reason, pooling
is typically not used in synthesis-related tasks.

Figure 3.2. A causal convolution network visualized in two ways. The more complex view
(left) explicitly shows the full connectivity between channels, whereas the
simplified view (right) only depicts the temporal connectivity pattern and
lumps channels into a single node.

In terms of audio signal processing language, a (one-dimensional) con-
volution operation corresponds to a multi-channel input, multi-channel
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output FIR filtering, where all channels are fully mixed in the process. A
special case of filter length one corresponds to a fully connected layer (i.e.,
MLP layer) applied to the activation channels at each time step. This is
called “1×1 convolution” in image processing, where the mixing operation
corresponds to a convolution kernel that is one pixel high and one pixel
wide. The terminology is sometimes carried over to discussions in speech
processing, although it can be confusing when using one-dimensional con-
volutions on time-series data. Moreover, “convolution” as used in neural
networks is technically cross correlation, and one must take care when
translating convolution neural networks into a DSP context.

WaveNet (van den Oord et al., 2016) popularized convolution networks for
raw audio processing applications. To distinguish itself from convolutions
used for images, WaveNet contains two somewhat audio specific-properties:
first, the network is causal, which for audio prevents the use of future
samples (and for images, “causality” prevents the use of pixels to the
right of the current location), and second, it contains dilations, which add
holes to the temporal connectivity pattern to make it possible to grow the
network receptive field superlinearly w.r.t. network depth. Figure 3.2
depicts a causal 1D-convolution network with dilations. More details on
WaveNet and related autoregressive models can be found in section 5.1.1
on generative models.

3.3 Recurrent networks

Recurrent neural networks (RNNs) (Rumelhart et al., 1988) are the other
essential class of models applied to sequence problems. In contrast to
stateless convolutional (and fully connected MLP) networks, RNN mod-
els include a hidden state, which is propagated forward in time during
sequence processing. The hidden state serves as a memory mechanism
and enables the network to retain (at least theoretically) any relevant
information from previous inputs. This is the major distinguishing feature
of RNNs compared to various CNNs, which have no memory outside their
fixed receptive field size.

In practice, RNNs are trained by unrolling the sequence and applying
error backpropagation through time. Since the RNN hidden state must
propagate through the sequence, the computations cannot be parallelized
across the time axis. This can result in slow training when dealing with
long sequences (especially on high rate signals, such as raw audio). In
contrast, parallelization is possible across hidden activation channels
(often called units or cells in RNN context). Therefore, RNNs typically use
a small number of layers that are relatively wide, that is to say, there are
many channels in a single RNN layer.

Another well-known issue related to training RNNs on long sequences
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is the vanishing and exploding gradients problem (Bengio et al., 1994).
This makes naive RNNs difficult to train for many practical tasks. Various
techniques for mitigating the issue, such as gradient clipping (Pascanu
et al., 2013), have been proposed, but the greatest practical improvements
seem to arise from architecture modifications that facilitate information
propagation through time. These architectures include various gated recur-
rent network blocks, such as long short-term memory (LSTM) (Hochreiter
and Schmidhuber, 1997) and gated recurrent unit (GRU) (Cho et al., 2014).
LSTM networks have been used extensively in speech recognition (Graves
et al., 2013) and machine translation applications (Sutskever et al., 2014).
Figure 3.3 shows a diagram of the LSTM module.
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Figure 3.3. LSTM module forward pass. Inputs to the module are the current input (xt),
previous timestep hidden output (ht−1), and cell state (ct−1). Multiplication
by sigmoid-activated (σ) signals is used as a gating mechanism in the forget
( f t), input (i t), and output (ot) gates. Resulting current hidden activation ht is
passed deeper to the next layer, while the layer also passes the current cell
state ct to itself for the next time step.

For sequential problems, it is often easier to make predictions when the
predictor model is allowed access to some future information. In human
speech production, this is analogous to being able to plan what to say before
uttering it. Bidirectional RNNs (Schuster and Paliwal, 1997; Graves and
Schmidhuber, 2005) employ this kind of mechanism by having two parallel
RNNs process the input sequence, such that one operates forward in time
and the other backward in time. After processing, the outputs of the two
RNNs are concatenated as input to the next layer. Bidirectional LSTM
acoustic models for TTS (Fan et al., 2014) can be used when the application
allows for offline batch processing. However, for real-time applications,
unidirectional (causal) models are required instead (Zen and Sak, 2015).
Within the scope of dissertation, LSTMs are used extensively for acoustic
modeling in a parametric TTS system.

Many applications require handling sequence-to-sequence mapping prob-
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lems where input and output sequences are not linearly aligned and may
have differing lengths. This is certainly true for text-to-speech acoustic
models. Initially, sequence-to-sequence models were proposed for machine
translation applications. Early approaches used encoder-decoder architec-
tures that encode the input sequence into a single RNN state vector and
pass that along to a decoder network (Cho et al., 2014; Sutskever et al.,
2014). More recent sequence-to-sequence models incorporate an attention
mechanism, which allows the decoder model to learn to focus on parts of
the encoded sequence at each decoding time step (Bahdanau et al., 2014).
Effectively, this makes it possible to jointly learn alignment and mapping
models, which are essentially the tasks of text-to-speech duration and
acoustic mapping models (Wang et al., 2017b).

3.4 Computational graphs
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Figure 3.4. Block diagram view of a computation graph forward and backward passes,
with simple forking function blocks.

For a speech and audio signal processing practitioner, some insight can
be gained by viewing deep learning systems not as opaque black boxes, but
rather as a chain of differentiable signal processing blocks, in other words,
as a computation graph. Indeed, a wide array of classical signal processing
algorithms (if not all) can be compounded from elementary differentiable
operations. The first major class of these operations consists of linear
operations, for example, element-wise and matrix multiplications; framing,
windowing, and sliced indexing; moving averages, filtering, and Fourier
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transforms. The other important operations class is formed by element-
wise non-linearities, which include practically all of our familiar named
functions: polynomials, powers and roots, sines and cosines; logarithms and
exponentials; smooth saturating non-linearities (e.g., the logistic sigmoid
and the hyperbolic tangent); clipping, rectifiers, and min/max operations.

Viewing signal processing as a computational graph opens the door for
implementing classical methods as integrated parts of deep learning sys-
tems and enables end-to-end gradient-based optimization for these systems.
Moreover, modern toolkits (such as TensorFlow and Pytorch) require only
constructing a model forward pass from the elementary operations, and
they handle the differentiation and error backpropagation automatically.
Figure 3.4 illustrates forward and backward passes through a sample
computation graph. The function blocks can represent elementary or com-
pounded operations and optionally contain trainable parameters. Error
backpropagation through a computation graph is essentially a repeated
application of the chain rule of calculus. For the curious reader, a de-
tailed presentation of computation graphs can be found in Goodfellow et al.
(2016), starting from scalars and progressing up to graphs of generic tensor
operations.

3.5 Summary

This chapter has provided a brief overview of the neural network building
blocks commonly used in speech synthesis applications, that is, fully con-
nected MLP networks (section 3.1), recurrent networks (section 3.3), and
convolutional networks (section 3.2). These models constitute the archi-
tectural components of speech synthesis systems, as described in chapter
4. More specific information on generative neural net methods follows in
chapter 5.

Furthermore, this chapter has highlighted some similarities between
deep learning model components and classical signal processing tools, for
example by viewing the convolution net kernels as finite impulse response
filters. Integrating signal processing functionalities into deep learning
systems is a central motivation in this dissertation, and section 3.4 outlines
a computational graph view of this process.
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4. Speech synthesis

In its most general sense, speech synthesis is any artificial generation of
speech signals. For example, speech coding can be seen as a parametric
speech synthesis problem (i.e., synthesize speech from compact acoustic
features that have been transmitted in quantized digital form). However,
in both daily and research language the term speech synthesis is often
taken to mean text-to-speech (TTS) synthesis. The TTS problem in its
purest form is simple to state: given an arbitrary text input, produce an
intelligible speech output waveform with the same contents as the input.
Additional requirements often include that the synthetic speech should
sound natural and be similar to some target human speaker (in terms of
speaking style and voice quality).

Early speech synthesis methods utilized formant synthesis, where res-
onator filters were combined with oscillator and noise excitation sources
to create speech sounds following a hand-crafted rule set. While the ear-
liest formant synthesizers used analog electronics for both control and
synthesis (Lawrence, 1960), combining digital control with analog audio
synthesis circuits (Liljencrants, 1968), and finally implementing the entire
system using software (Klatt, 1980) greatly increased the control, flexibil-
ity, and portability of speech synthesis systems. However, the naturalness
of formant synthesis remains limited due to the simplicity of the synthesis
model and difficulty in manually creating convincing prosodic patterns.
Although rule-based speech synthesizers are mostly obsolete in modern
applications, they influence current synthesis methods via the source-filter
theory of speech production (Fant, 1960), which forms the signal processing
basis for modern statistical parametric speech synthesis.

Concatenative synthesis based on “sampling” existing speech waveform
segments and joining them together to produce unseen utterances has
been widely adopted in commercial TTS applications. Early methods were
based on diphone synthesis with a single instance of each diphone, while
more modern unit selection synthesis (Hunt and Black, 1996) uses units
at multiple levels of linguistic granularity and stocks several variations of
the same linguistic unit. At its best, the quality of unit selection synthesis
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can be excellent due to its use of natural speech segments. However,
at its worst unit selection synthesis can suffer from unnatural prosody
and concatenation artefacts (known as “bad joins”). Nevertheless, two
major contributions from unit selection have been directly inherited by
modern data driven statistical synthesis. First, the large-scale, high-
quality speech datasets built for unit-selection have greatly expedited deep
learning research for TTS, and second, the text processing and linguistic
markup remain useful.

High-quality synthesis systems have also been built according to a hy-
brid paradigm that combines the robustness and flexibility of statistical
parametric synthesis (Zen et al., 2009) with the high segmental speech
quality of concatenative unit selection systems. Initially, these systems
used HMM-based acoustic models (Kawai et al., 2004; Taylor, 2006), but
have more recently adopted the use of neural networks (Merritt et al., 2016;
Capes et al., 2017). Hybrid TTS approaches use a statistical parametric
acoustic model to generate a target acoustic feature sequence for selecting
the most suitable acoustic units (i.e., waveform segments). However, these
hybrid systems require shipping both a parametric model and a unit selec-
tion database. The database can grow quite large if, for example, the TTS
system is required to cover multiple voices or speaking styles.

The most recent TTS systems utilizing neural networks produce close
to human-level naturalness and extend the statistical parametric speech
synthesis paradigm. Section 4.1 describes these systems in more detail.
One point of distinction from hybrid systems is that modern parametric
(or neural) synthesis is fully model based and no unit database needs to
be stored for deployment. The present dissertation focuses on learning-
based methods for voice-source modeling and waveform generation for
parametric speech synthesis.

4.1 Statistical Parametric Speech Synthesis

Statistical parametric speech synthesis (SPSS) (Zen et al., 2009) is a
data-driven methodology for building speech synthesizers. This approach
provides flexibility and controllability beyond concatenative methods, and
is robust with respect to prosodic artefacts in unseen material due to its
statistical nature. When combined with the recent developments in deep
neural network-based acoustic models and waveform synthesis methods,
SPSS can also exceed the segmental quality of concatenative synthesis
methods.

An overview of an SPSS system is provided in figure 4.1. During training,
speech signals from a database are analyzed to obtain a compact paramet-
ric representation (acoustic features) of speech. Similarly, text analysis is
applied to input text to obtain rich linguistic features. An acoustic model
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is then trained to map the linguistic features onto the acoustic ones. At
the time of synthesis, unseen text is converted into linguistic features
and fed through the acoustic model to generate the corresponding speech
parameters. Finally, a waveform synthesis method (vocoder) is applied to
arrive at synthetic speech. Optionally, a trainable waveform synthesizer
(neural vocoder) can be used for state-of-the art results.
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Figure 4.1. A generic view of a statistical parametric speech synthesis system.

4.1.1 Linguistic front-end

Speech synthesis from raw unprocessed text input is difficult, and the
system can be aided by applying various language processing techniques
to arrive at a context-rich linguistic specification (Liberman and Church,
1992). At minimum, some text parsing needs to be applied to the input.
Tokenization in text-to-speech usually involves splitting the input string
into utterances and further into individual words. Text normalization
techniques are used at an early stage to spell out non-standard words,
abbreviations, acronyms, dates, and so forth (Sproat et al., 2001).

Letter-to-sound rules are applied to infer how words are to be pronounced,
in other words, how to map a string of graphemes onto phonemes. In En-
glish, for example, this task is not straightforward (Black et al., 1998),
and solutions usually involve using a pronunciation dictionary and some
understanding of the utterance-level syntax. As a result, obtaining these
syntactic features in for TTS requires part-of-speech tagging methods
(Màrquez and Rodríguez, 1998; Toutanova et al., 2003), which are further
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(Màrquez and Rodríguez, 1998; Toutanova et al., 2003), which are further
used for homograph disambiguation as well as raw input features for sta-
tistical acoustic models. Other utterance-level features include predicting
phrasing and accent placement (Hirschberg, 1993) and phone durations
(Van Santen, 1994) from text.

In practical SPSS systems, the pronunciation rules and part-of-speech
information are collected into a lexicon, which is typically represented as
a decision tree (Black and Lenzo, 2001; Richmond et al., 2009). An SPSS
system often uses rich context phonetic labels as its linguistic features (Zen
et al., 2007; Wu et al., 2016). Phone-level information is coded as quin-
phones, that is to say, the current phone is appended with the two previous
and subsequent phones. In addition, word and phrase level information,
such as part-of-speech, predicted stress, and relative word and phoneme
position in the utterance are coded in the features. The rich context labels
can also contain (implementation-specific) side information about HMM
states. For neural network input, the linguistic-feature decision tree is
flattened out into a few-hot vector representation.

Recent sequence-to-sequence neural net approaches have demonstrated
the capability to train acoustic models that take raw character symbol
strings as input and learn the pronunciation rules and alignment as part
of the model Sotelo et al. (2017); Wang et al. (2017b). Even these systems
still benefit from rudimentary text pre-processing and normalization. Fur-
thermore, the learning task can be facilitated by applying letter-to-sound
rules and inputting a phone sequence instead of raw characters (Bollepalli
et al., 2019).

4.1.2 Acoustic models

The acoustic model used in SPSS is tasked with mapping input linguistic
features derived from text to an output speech acoustic parameter sequence.
When designing a model, one immediately encounters a fundamental
problem: linguistic feature sequences and acoustic frame sequences have
different lengths and are not aligned with each other. It then becomes
crucial to find a suitable alignment, either separately from the acoustic
mapping or jointly with the mapping.

HMM-based SPSS systems achieve this by a process called forced align-
ment, which amounts to applying an HMM-based speech recognizer to the
paired text and speech data using a language model that only allows for
decoding the ground truth text. The alignments are used to both train the
acoustic mapping model and train a duration model to predict how many
acoustic frames an input phone should emit at synthesis time (Wu et al.,
2016).

After the above considerations, the SPSS acoustic modeling problem es-
sentially becomes a sequence-to-sequence regression problem with aligned
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and equal length sequences. While the original HMM-based synthesis used
regression trees and clustering (Zen et al., 2009), adopting a deep neural
network as the regression model notably increased system quality (Zen
et al., 2013). The use of LSTM recurrent neural networks has provided
further improvements (Fan et al., 2014; Zen and Sak, 2015), and especially
the forget gate functionally has proved important in TTS acoustic modeling
(Wu and King, 2016). Beyond simple regression using neural nets, mix-
ture density networks (MDNs) (Zen and Senior, 2014) and autoregressive
MDNs (Wang et al., 2017a) have also been proposed for acoustic modeling.

Acoustic models based on HMMs produce a piece-wise constant output for
a state duration, which results in discontinuities in synthetic parameter
trajectories. This problem can be alleviated by concatenating dynamic
features (velocity and acceleration) to each acoustic feature frame. The
dynamics can then be used to synthesize smooth trajectories with the
maximum likelihood parameter generation (MLPG) (Tokuda et al., 2000)
algorithm. Simple frame-wise DNN acoustic models suffer from a similar
issue, but the same solution applies. More recently, researchers have
suggested using RNN sequence models to produce sufficiently coherent
trajectories without using the dynamic features (Zen and Sak, 2015; Wang
et al., 2017a).

While the synthesis framework based on HMM forced alignment and
DNN acoustic models can produce high synthesis quality (Wang et al.,
2018), the system uses a mix of paradigms in terms of model types and
optimization techniques. As result, the components cannot be optimized
jointly. To find an end-to-end neural network solution, the acoustic model
requires a capability to learn to “align and translate” simultaneously. Pre-
cisely this type of problem is encountered in neural machine translation,
for which encoder-decoder RNN models with attention provide a solution
(Sutskever et al., 2014). Consequently, a similar methodology has been
applied to speech synthesis (Sotelo et al., 2017; Wang et al., 2017b). Since
these models still output an acoustic feature sequence as an intermediate
representation, they are not strictly end-to-end speech synthesis, although
they do have a gradient path defined end-to-end. In this sense, these
systems could be described as “end-to-end trainable” or “end-to-end com-
patible”. Furthermore, the HMM-based alignment remains relatively fast,
robust, and considerably less data-hungry compared to the end-to-end
neural approaches.

4.1.3 Waveform generation

This section on the vocoders used in parametric text-to-speech synthesis
aims to list a broad spectrum of existing methods. Furthermore, it pro-
vides an overview of how different vocoders are related algorithmically.
Figure 4.2 shows a categorization map of various vocoders. The vocoders
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are divided into two main groups: first, conventional signal processing
knowledge-based methods (section 4.2), and second, learning-based neural
vocoders (section 4.3). As can be seen on the map, the focus of this disser-
tation has been on exploring the space between these two, and combining
ideas and techniques to bring together the best of both worlds.

More often than not, practical vocoding approaches combine elements
from multiple categories, which makes a clear-cut classification of vocoders
difficult. A complementary practical view for selecting a vocoder is to
ask about user needs rather than algorithmic distinctions. What is the
computational cost, and what kind of hardware is available? One use
case can allow for offline batch processing with parallel models on a GPU
server, while another requires real-time sequential synthesis on a mobile
CPU. What does it cost to produce the required acoustic features? It is
easier to synthesize speech from highly informative acoustic features, but
the acoustic model in TTS (or a codec bitrate in speech coding) must pay
the price. Are the acoustic features interpretable, and do they allow for
manual control and modification?
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Figure 4.2. A taxonomy of vocoders used for TTS grouped by model type (models involving
the author’s contribution are shown in bold typeface).
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4.2 Signal processing knowledge-based vocoders

Classical vocoding approaches can generally be grouped into two cate-
gories: source-filter model-based approaches and sinusoidal model based
approaches.

4.2.1 Source-filter vocoders

Source-filter vocoders use the classical speech production model devised
by Fant (1960). The spectral envelope of speech is captured in a low-order
parametric filter, which models the resonances of the vocal tract. The
filter is excited by a source signal that roughly corresponds to the glottal
flow in human voice production. Source-filter models are often rooted in
linear predictive analysis and can then be viewed as time-domain methods.
On the other hand, there is a strong tradition of viewing the source-filter
model envelope estimation as a spectral domain problem, starting from
Itakura (1968).

Source-filter vocoders need to solve two related, but distinct, problems
having to do with the filter: first, estimating an smooth and unbiased spec-
tral envelope, and second, parametrizing the envelope in a way suitable for
modeling. In TTS, a vocoder based on STRAIGHT spectral envelope analy-
sis (Kawahara et al., 1999) has been the standard baseline in research until
recently. STRAIGHT uses two complementary pitch-synchronous analy-
sis windows (so-called tandem STRAIGHT) to obtain spectral envelopes
that are smooth in the time-frequency domain. Typically, the STRAIGHT
envelope is parameterized using the mel (generalized) cepstrum (Tokuda
et al., 1994). An open-source alternative with an improved spectral esti-
mation method is provided in the WORLD vocoder (Morise et al., 2016).
Popular alternative parameterizations include line spectral frequencies
(LSFs) (Soong and Juang, 1984). Historically, LSFs have been used to
parameterize linear-predictive envelopes in speech coding, and their use
in TTS (e.g., Fan et al. (2014), Raitio et al. (2011b)) is often connected to
LP-based spectral analysis methods.

4.2.2 Glottal vocoders

The excitation signal at its simplest is parameterized by two values: a
binary voicing flag and a continuous fundamental frequency value (often
called “pitch” in TTS literature, although pitch is technically a perceptual
quantity). The related simple excitation signal is spectrally white: an
impulse train controlled by F0 for voiced speech or a Gaussian noise for
unvoiced. However, this kind of excitation is not sufficient for high-quality
synthesis, and various improved excitation methods have been proposed.
One typical solution is to measure signal aperiodicity (Kawahara et al.,
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2001) and parameterize it over critical bands for statistical TTS.
Glottal vocoders aim to create a physiologically more accurate signal

model by decomposing the speech signal into a vocal tract filter and glottal
excitation. Two main distinctions to vocoders that are excited by a modified
impulse train are that the glottal excitation is not spectrally flat but has a
spectral tilt, and most importantly, the glottal vocoders try to recreate the
time-domain wave shape of the natural glottal excitation. This makes it
possible to reproduce natural phase information, which becomes percepti-
ble in a high-fidelity setting (Publication I). The importance of modeling
phase is reflected in the success of the recent time-domain neural vocoding
approaches (section 4.3).

Initial work on glottal vocoding used a fixed prototype glottal pulse wave-
form, which was modified to match the target F0 and excitation spectral
envelope parameters (Raitio et al., 2011b). Using a parametric glottal
flow model (Fant et al., 1985) has been proposed in the glottal spectral
separation (GSS) vocoder (Cabral et al., 2011, 2014). An accurate source
filter separation combined with parametric control enables, for example,
voice quality modification in unit selection synthesis (Sorin et al., 2017).

Efforts to improve glottal vocoder synthesis quality include using an
excitation codebook (Drugman et al., 2009) or a glottal pulse library (Raitio
et al., 2011a). This constitutes a hybrid approach that combines a paramet-
ric signal model with highly granular unit selection. However, selecting the
most appropriate unit remains difficult, and the approach is susceptible to
the issues in flexibility and a growing storage footprint related to unit se-
lection. More recently, several neural network excitation models have been
proposed since the work done by Raitio et al. (2014a). Excitation waveform
synthesis using neural networks is the central topic of this dissertation,
and it is discussed more within the context of neural vocoding in section
4.3.1.

4.2.3 Sinusoidal vocoders

The other major branch of classical vocoders is formed by sinusoidal
vocoders. Sinusoidal synthesis controls the amplitude and phase of in-
dividual harmonic oscillators in order to synthesize complex sounds. Since
voiced speech is not perfectly periodic, some randomness is required for
high-quality synthesis. This is similar to the mixed excitation concept
in source-filter vocoding. Prominent sinusoidal vocoders in TTS include,
for example, the harmonic plus noise model (HNM) (Stylianou, 1996),
Ahocoder (Erro et al., 2014), and the dynamic sinusoidal model (DSM) (Hu
et al., 2014). The harmonic model plus phase distortion (HMPD) (Degottex
and Erro, 2014) presents a unified sinusoidal model capable of representing
voiced and unvoiced sounds without making a binary decision between the
two voicing modes.
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Sinusoidal analysis and synthesis methods need not necessarily be used
in tandem, and sinusoidal analysis has proven generally useful for esti-
mating the aperiodic components in speech signals. The pulse model in log
domain (PML) (Degottex et al., 2018) uses an advanced aperiodicity model
based on phase distortion deviation and frequency domain noise masking,
coupled with a synthesis method based on pulse modification. Vocaine
(Agiomyrgiannakis, 2015) is similarly motivated to combine features from
sinusoidal analysis with a time-domain pulse-based synthesis method. In
glottal vocoding, the harmonic to noise ratio (HNR) (Raitio et al., 2011b) is
based on a sinusoidal analysis model.

4.3 Learning-based signal synthesis

Neural vocoding in text-to-speech envelopes a range of modeling approaches
that incorporate trainable components into the waveform synthesis part
of the TTS pipeline. A restrictive definition for a neural vocoder could be
as follows: a trainable system whose inputs are acoustic features and the
output is a speech waveform. Similarly, a neural TTS system is defined
by its inputs (a text sequence) and output (speech waveform), but this
does not give much insight into the system. Rather than these black-box
definitions, it is more interesting to examine a continuum of methods for
generating representations that are “closer” to the final waveform than the
classical signal processing parameters. This gives us a more fine-grained
view of how, and to what extent, these methods work (and whether they
can be generalized to other applications).

4.3.1 Neural models for glottal excitation

Perhaps the earliest practical neural waveform synthesizers in TTS were
proposed for glottal excitation modeling (Raitio et al., 2014a), and they
were shown to be capable of producing varying levels of vocal effort with
the same model (Raitio et al., 2014b). Juvela et al. (2016a) (i.e., Publication
II) adopted an improved glottal inverse filtering technique and introduced
a simplified glottal pulse representation more suitable for modeling with
neural networks. A glottal vocoder utilizing a neural network excitation
model was extended to full-band capability using split-band processing
(Airaksinen et al., 2016) or frequency warped envelope models (Airaksinen
et al., 2017). Juvela et al. (2016b) found that a glottal excitation waveform
can be predicted directly based on the linguistic features, but it is beneficial
to include acoustic features in the waveform predictor input. Juvela et al.
(2017) investigated strategies for handling mismatch conditions when
conditioning a neural waveform model with synthetic or ground truth
acoustic features. Hwang et al. (2018a) proposed a trainable predictor for
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the residual aperiodicity statistics, which was later extended to an unified
excitation model by Hwang et al. (2018b). Cui et al. (2018) proposed an
alternative glottal pulse representation based on characteristic shape and
phase features.

Generative adversarial networks (GANs) are a powerful tool for intro-
ducing stochastic generation capability to a neural waveform model. A
series of studies applying GANs to glottal excitation waveform synthesis is
included in the present dissertation compilation. Publication V (Bollepalli
et al., 2017) presents the initial investigation within a text-to-speech con-
text, while Publication VI (Juvela et al., 2018a) applies GANs to speech
synthesis based on low-resolution MFCC features. Publication VII (Juvela
et al., 2019c) uses a multi-scale network architecture for improved stability
and achieves quality similar to a WaveNet vocoder in text-to-speech.

4.3.2 Autoregressive neural vocoders

Time-domain approaches for generating raw waveforms with neural nets
have been recently demonstrated as a viable method for high-quality
speech synthesis. Tokuda and Zen (2015, 2016) proposed a Gaussian
process model for generating a raw-speech waveform based on linguis-
tic features. However, this early work did not yet reach the perceptual
quality of baseline SPSS vocoders. Meanwhile, an RNN-based approach
for unconditional raw waveform modeling (Mehri et al., 2017) showed
promising results as a prelude to WaveNet (earliest pre-print version pre-
dates WaveNet). Soon after this, the neural synthesis of raw waveforms
became mainstream after WaveNet (van den Oord et al., 2016) was shown
to outperform the state-of-the art speech synthesis systems.

While the original WaveNet used frame-aligned linguistic features for
conditioning, later research has focused on conditioning with acoustic
features (Tamamori et al., 2017; Adiga et al., 2018). This usage gave
rise to the term “WaveNet vocoder”. Such models are not only easier to
train, but can be integrated with existing statistical parametric synthesis
pipelines (Wang et al., 2018; Shen et al., 2018). Simplifications to the
WaveNet architecture include FFTnet (Jin et al., 2018) and WaveRNN
(Kalchbrenner et al., 2018), but these methods essentially retain the au-
toregressive WaveNet training and synthesis setup. Speaker-independent
neural vocoders based on WaveNet (Hayashi et al., 2017) and WaveRNN
(Lorenzo-Trueba et al., 2019) have also been proposed.

Another avenue for expediting autoregressive synthesis is generating
residual excitation signals instead of the speech signal directly. Juvela et al.
(2018b) recently proposed a speaker-independent glottal excitation model
for analysis-synthesis, while Valin and Skoglund (2019) proposed predict-
ing the LP residual using RNNs to build a real-time neural synthesizer
(LPCNet). Publication IV (Juvela et al., 2019a) extends a WaveNet-based
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glottal excitation model for statistical parametric speech synthesis, while
Kons et al. (2019) does the same with LPCNet. These results indicate that
working in a residual excitation domain provides similar perceptual quality
with smaller model sizes and generalizes better in a speaker-independent
setting.

4.3.3 Parallel synthesis neural vocoders

Autoregressive synthesis models are limited in synthesis speed due to
their algorithmic inability to leverage large-scale parallel computations,
and thus, achieving real-time equivalent synthesis speeds requires careful
optimization. van den Oord et al. (2018) proposed a parallel inference
capable synthesis model using knowledge distillation from an autoregres-
sive teacher model in relation to a parallel student model. Ping et al.
(2018) simplified the distillation setup into a single Gaussion density net-
work, which makes it possible to evaluate KL-divergences in closed form.
Wang et al. (2019) proposed a distillation-free training scheme using a
STFT magnitude-based loss function and a F0 periodic input signal in
the network. Prenger et al. (2019) achieved a parallel synthesis model
using a flow-based approach, which requires the network architecture to
be invertible, but allows for training via maximum likelihood. Yamamoto
et al. (2019) refined a distillation-based student model by further applying
a GAN-based loss. Publication VIII (Juvela et al., 2019b) proposes an
approach that combines a parallel inference synthesizer with an all-pole
envelope model, and can be trained directly on GAN-based losses.

4.3.4 Direct prediction of frequency representations

Arguably, short-time Fourier spectrograms are easier to predict than time-
domain waveforms. Directly modeling magnitude spectra in a SPSS system
with spectral envelope auto-encoders (Takaki and Yamagishi, 2016) or full-
resolution magnitude spectra has been proposed (Takaki et al., 2017).
Extensions to complex-valued spectrogram prediction have likewise been
explored (Hu et al., 2016; Nakashika et al., 2017). When full-resolution
magnitude and phase spectrograms are available, the waveform synthe-
sis procedure is done simply by applying the inverse short-time Fourier
transform. However, generating the phase is difficult, which leads most
approaches to only predict the magnitude and relying on phase recov-
ery algorithms, such as those proposed by Griffin and Lim (1984) or Le
Roux et al. (2010). Alternative representations for dealing with phase
information have been proposed as a result. Espic et al. (2017) proposed
pitch-synchronous magnitude and phase spectra (MagPhase) for direct
generation in SPSS. Likewise, instantaneous frequency spectrograms have
been used for more structured phase representation (Donahue et al., 2019).
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4.4 Summary

As waveform generation for speech synthesis is the core application in the
present dissertation, this chapter has provided an overview of the general
statistical parametric speech synthesis framework (section 4.1) and the
various vocoders used at the waveform generation stage. Special emphasis
has been placed on cataloguing vocoders and grouping them based on their
properties in sections 4.2 and 4.3. Since neural waveform generation has
been of great research interest in recent years, a categorization of these
methods (conventional and neural) also helps in contextualizing the glottal
vocoder variants proposed in the dissertation publications.
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5. Generative methods for synthesis

Generative neural network methods are, broadly speaking, a class of mod-
els that allows for learning probability distributions based on data and
that are capable of stochastic sampling based on the learned model. Two
important families of generative models have been used within the scope
of this dissertation: autoregressive models (section 5.1) and generative ad-
versarial networks (section 5.3). Furthermore, section 5.2 briefly discusses
flow-based generative models due to their relevance in the modern speech
synthesis context.

5.1 Autoregressive models

Linear autoregressive models have been widely used in speech applications
for decades (see e.g., section 2.2). More recently, non-linear neural network
autoregressive models have become popular for speech generation after
the success of WaveNet (van den Oord et al., 2016). Regardless of the un-
derlying network architecture (CNNs for WaveNet, RNNs for SampleRNN
(Mehri et al., 2017)), the basic modeling task remains the same: given
previous observed waveform samples, output a probability density for the
current sample xt

p(xt | xt−1:t−R)= f (xt−1:t−R ,θ), (5.1)

where f is neural network function parameterized by θ and R is a history
length for previous samples. In the context of WaveNet (or convolution
nets in general), R is a fixed receptive field determined by the network
configuration. For RNNs, the history can be as long as the network memory
permits, but in practice this capacity is limited by the truncation length
for backpropagation through time.

The first successful approaches quantized the waveform amplitudes and
trained the model essentially as a classifier for future amplitudes by min-
imizing the softmax cross entropy between the predicted multinomial
distribution and ground truth observation. The synthesis then involves a
sequential process whereby a waveform sample is drawn randomly from
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the network output distribution and fed back for predicting the next sam-
ple.

While a softmax waveform generator is stable to train (and powered
the initial WaveNet breakthrough), the approach has some practical and
theoretical limitations. First, the output layer size needs to match the
number of quantization levels, which grows exponentially when the bit
depth is increased. The original WaveNet used an 8-bit quantization, which
corresponds to a 256-dimensional output. However, even with the proposed
µ-law amplitude companding, audible quantization noise was present in
the synthesis result. One approach to extending to 16-bit resolution is to
use two sets of 8-bit softmax layers for two stage prediction of coarse and
fine amplitudes (Kalchbrenner et al., 2018).

Mixture density networks (Bishop, 1994) offer a continuous valued para-
metric alternative for modeling probability distributions with neural net-
works. Besides providing continuous distributions, MDNs can help limit
the output layer parameter count. A discretized logistic mixture was pro-
posed for autoregressive image generation by Salimans et al. (2017), and
this approach was then adapted to speech generation (van den Oord et al.,
2018). Soon after, a single Gaussian density network was proposed by Ping
et al. (2018). Using a single Gaussian has the added benefit that it allows
for closed form evaluation of KL divergences in knowledge distillation for
parallel synthesis models.

5.1.1 WaveNet architecture

A WaveNet consists of two main parts: first, a stack of dilated convolution
blocks acts as a feature extractor, and second, a post-processing module
collects and combines information from each block for the model output.
Additionally, any conditional information is processed and upsampled by
a conditioning network before feeding a conditioning stream into each
convolution block. The overall model structure is illustrated in figure 5.1.

Figure 5.2 shows a schematic of a WaveNet convolutional block with
conditioning. Its characteristic features are the residual connection to the
next layer, skip connection to the model output, and a gating mechanism
reminiscent of gated recurrent networks. Typically, the convolution stack
uses an exponentially growing dilation pattern that resets at specific
intervals. For example, a 30-layer network with a dilation factor of 2k mod 10

would result in the dilation pattern 1,2,4,8, . . . ,512, repeated three times.

5.1.2 Faster inference for waveform generators

Synthesis speed using a naive implementation of WaveNet is prohibitively
slow for most practical use cases. Some improvement is achieved simply
by avoiding the re-computation of values that fall between the dilations at
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Figure 5.1. WaveNet generally consists of a conditioning network, a stack of convolutional
blocks, and a post-processing network accumulating information from the
convolution stack.

each time instant (Ramachandran et al., 2017; Paine et al., 2016). Each
layer retains an input buffer corresponding to its receptive field. Even with
these modifications, the synthesis speed is far from real time when using
standard deep learning toolkits. In fact, a major performance bottleneck
for inference speed on GPUs is formed by kernel invocation overheads
(Kalchbrenner et al., 2018). Using specialized techniques, such as kernel
fusing and custom linear algebra operations, the inference rate can be
brought to real time (Arik et al., 2017). Regardless, the WaveNet archi-
tecture constitutes a very deep network with relatively small individual
operations, which creates sequential dependencies not only in time but in
network depth.

RNNs are often faster than deep CNNs for sequential inference, as they
typically have only a few recurrent layers with relatively many cells. This
corresponds to applying a small number of relatively large matrix multipli-
cations per time step, which can easily leverage parallel computation. The
operations can be further reduced by weight sparsification (Kalchbrenner
et al., 2018) or block sparsity (Valin and Skoglund, 2019). Then again,
RNNs are slower to train because they require sequential processing and
can not leverage teacher forcing for their hidden states.

5.1.3 Training instability with mixture density networks

A special form of over-fitting can be encountered when training WaveNet-
style autoregressive waveform predictors as mixture density networks.
This is related to the network giving overly confident predictions, which
leads to numerical issues with rapidly collapsing variances. The current
section aims to provide insight into the issue and suggests a previously
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Figure 5.2. WaveNet convolution block with conditioning inputs and skip connections to a
post-processing net.

unpublished potential remedy.
The following example uses a single Gaussian density, but the reasoning

can be generalized to mixtures of distributions from the location-scale fam-
ily (including Gaussian and Logistic mixtures). Recall that the mixture den-
sity network objective function is to minimize the negative log-likelihood
(NLL) for observed data, given predicted distribution parameters. For a
single observation x, the Gaussian NLL is

(x−µ)2

2σ2 + log(σ)+0.5log(2π). (5.2)

When the least-squares prediction error for the mean µ is small, the
log(σ) term starts to dominate, and gradient descent follows the downward
sloping error surface, pushing the standard deviation σ towards zero.
However, the term containing 1/σ has a sharp singularity at zero variance,
which can lead to a sudden gradient explosion and catastrophic unlearning.

This issue was encountered during experiments done by (Juvela et al.,
2018b), and has been further discussed in Publication IV. Notably, the
softmax approach is immune to this problem, since the softmax cross
entropy is bounded for all entropy levels of the output distribution. This
may be a partial explanation for its robustness during model training.

Clipping the variance values in forward computation prevents immediate
numerical collapse, but it does not regularize the learning by penalizing for
overly confident predictions. Other safeguards, such as gradient clipping,
can help to alleviate the issue, but setting the clip thresholds has remained
heuristic. Working with residual excitation signals also alleviates the issue,
since the residual has been whitened by inverse filtering and thus has a
naturally higher entropy floor (Juvela et al., 2019a).
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However, there is a well-grounded method for both defining an entropy
floor and for penalizing the model for trespassing. Recall that we are
working with a discretized signal with, say, 16-bit precision. Then, given a
quantized value, we can assume that the true value is somewhere between
the quantization bin edges, but we cannot be more certain about the
value. A natural entropy floor is then that of a uniform distribution
of the quantization bin width ∆ (with an entropy of log(∆)). Following
the single Gaussian example from before, the entropy of the Gaussian
(log(σ)+0.5log(2πe)) should be bounded by the uniform distribution entropy
of the quantization. Combining these two, a lower bound for the variance
can be set as log(σ) > ε = log(∆)−0.5log(2πe). This bound can be further
incorporated as an additional hinge-loss regularization term in the network
training objective:

L = E[min(0, log(σ)−ε)2] (5.3)

The penalty is only activated when the variance predicted by the model is
below the specified entropy floor.

5.2 Flow-based models

Flow-based models have recently emerged as another family of generative
neural network models (Rezende and Mohamed, 2015; Kingma et al., 2016).
In TTS, normalizing flow models were popularized by the parallel WaveNet
(van den Oord et al., 2018) as a means to train a raw waveform synthesizer
capable of fast parallel inference.

The general idea in normalizing flows is to model a complex data distri-
bution x by applying an invertible transform f to a simple distribution z.
The mapping x = f (z) is called the generative direction, while the inverse
transform z = f −1(x) is called the normalizing direction. Several normaliz-
ing transforms are typically composed together to progressively whiten the
complex data distribution, and the resulting chain of whitening transfor-
mations is called a normalizing flow. This system has the very appealing
property that it can be optimized using standard likelihood maximization
techniques. However, the inverse transformation is required to have an
easily tractable Jacobian, since its determinant is needed for evaluating
probability densities after a change of variables

p(x)= p(z) ·
∣∣detJ( f −1(x))

∣∣= p( f −1(x)) ·
∣∣detJ( f −1(x))

∣∣ . (5.4)

Various transforms can be used for constructing normalizing flows (see
Papamakarios et al. (2019) for a review), but among these, the autore-
gressive flows are instantly recognizable in a neural vocoding context: a
Gaussian autoregressive flow

xt =µ(xt−R:t−1)+ ztσ(xt−R:t−1) (5.5)
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closely resembles the autoregressive Gaussian density WaveNet discussed
in section 5.1.3 (and more extensively studied in Ping et al. (2018)). Note
that a network parametrizing the transformation does not need to be
invertible, and it suffices that the transformation (x = µ+σz) itself is
invertible. However, generation from an autoregressive flow is sequential,
which poses the same speed limitations as with the original WaveNet:
training is fast, inference is slow. Meanwhile, an inverse autoregressive
flow (IAF)

xt =µ(zt−R:t)+ ztσ(zt−R:t) (5.6)

only depends on the previous values of the input z, which enables parallel
processing over the sequence. In this case, the generation step is fast, but
the normalization step applied during training is sequential.

Parallel WaveNet (van den Oord et al., 2018) combines an autoregressive
teacher model with an IAF student model to train the student model effi-
ciently using “distribution distillation”. This process draws samples from
the student (which can be done in parallel) and uses a pre-trained teacher
model to score the likelihood of the student’s output. The original paral-
lel WaveNet used a mixture-of-logistics base distribution, which required
using approximate KL-divergences in the optimization, while Ping et al.
(2018) applies a Gaussian density IAF for the student model, which allows
using an exact KL-divergence for distillation.

Another type of normalizing flow that has been applied in neural vocoding
uses invertible 1×1 convolutions and affine coupling layers (Kingma and
Dhariwal, 2018). The benefit of this type of flow is that it does not require
sequential processing in either the generative or normalizing direction,
which can be used to construct a distillation-free neural vocoder featuring
both a reasonable training time and a fast inference process (Prenger et al.,
2019; Kim et al., 2019).

Despite the flow-based models’ capability to parallel inference and maxi-
mum likelihood training, practical flow-based approaches seem to require
larger models and higher training time compared to autoregressive models
or generative adversarial networks (Odena, 2019). This is possibly related
to the requirement for invertible operations, which arguably limits the
model’s expressiveness compared to similarly sized non-invertible models
applicable to GAN training.

5.3 Generative Adversarial Networks

Generative adversarial networks (GANs) (Goodfellow et al., 2014) have in
recent years attracted much research attention, and they have achieved
state-of-the-art results in image-related tasks and are becoming increas-
ingly popular in speech and audio generation.

Figure 5.3 illustrates a general GAN training configuration. The core
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idea of GANs is to use two competing neural networks, a generator G and
a discriminator D, where D observes real samples, x, from the target data
distribution and fake samples, x̂, coming from the generator distribution.
Discriminator D is trained to classify these samples accordingly (or in
some GAN variants, to quantify a divergence between the distributions).
Meanwhile, the training objective is flipped for G, which attempts to fool D
into classifying the generated samples as real. The input for G is a random
sample, z, from a simple distribution (typically Gaussian or uniform) that
G attempts to transform into a sample from the target data distribution.
Optionally, both G and D can receive conditional side information, c (Mirza
and Osindero, 2014), which in a text-to-speech context can be, for example,
linguistic or acoustic features.

real/fake

Figure 5.3. Generative adversarial network training basic principle. Discriminator D
sees real samples (x) from target data distribution and fake samples (x̂) from
Generator G. Discriminator D is trained to classify the samples accordingly.
Meanwhile, G attempts to learn to transform a noise input (z) into a sample (x̂),
such that D is fooled into classifying it as real. Conditional side information
(c) can be provided to control the generation process.

Although GANs initially gained notoriety for their finicky training dy-
namics, non-convergence, exploding gradients, and generator mode col-
lapse, GANs have since evolved towards being a usable toolset for a variety
of generative tasks. These advances include, for example, improving practi-
cal training strategies (Salimans et al., 2016), theoretical understanding of
different optimization criteria (Nowozin et al., 2016; Arjovsky et al., 2017),
regularization techniques (Miyato et al., 2018; Mescheder et al., 2018), and
more suitable network architectures (Radford et al., 2016; Karras et al.,
2018).

5.3.1 GAN loss functions

Table 5.1 lists a selection of GAN objective functions that have been used in
the research included in this dissertation. The initially proposed “vanilla”
GAN loss (Goodfellow et al., 2014) is prone to numerical issues, and Sali-
mans et al. (2016) have proposed a simple non-saturating (NSGAN) variant
with improved numerics. For a further smoothed numerical performance,
Mao et al. (2017) then proposed a least-squares GAN (LSGAN) objective
function. Nowozin et al. (2016) have generalized the GAN loss function to
cover a wider family of f-divergences, including vanilla GAN and LSGAN.
However, the f-divergence family of GAN losses amount to minimizing
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divergences that include a likelihood ratio term. This can lead to divide-by-
zero type numerical issues outside the support of the true data distribution.

Table 5.1. Various adversarial losses used in GAN training.

Discriminator loss Generator loss

L GAN
D =−Ex∼pd [logD(x)]−Ex̂∼pg [1− logD(x̂)] L GAN

G = Ex̂∼pg [1− logD(x̂)]

L NSGAN
D =−Ex∼pd [logD(x)]−Ex̂∼pg [1− logD(x̂)] L NSGAN

G =−Ex̂∼pg [logD(x̂)]

L WGAN
D =−Ex∼pd [D(x)]+Ex̂∼pg [D(x̂)] L WGAN

G =−Ex̂∼pg [D(x̂)]

L WGAN−GP
D =L WGAN

D +λEx,∼x̂ [||∇D(εx+ (1−ε)x̂)||2] L WGAN−GP
G =−Ex̂∼pg [D(x̂)]

L LSGAN
D = Ex∼pd

[
(D(x)−1)2

]+Ex̂∼pg

[
D(x̂)2

]
L LSGAN

G = Ex̂∼pg

[
(D(x̂)−1)2

]

Wasserstein GAN (WGAN) has emerged as a popular alternative (Ar-
jovsky et al., 2017), as it is based on the earth mover’s distance, which
is guaranteed to be bounded everywhere regardless of true data support.
However, the related direct form optimal transport problem is not tractable
for the high-dimensional continuous value data usually desired for gen-
erative modeling. Nevertheless, the Wassertein distance has a tractable
dual form whose estimation requires that the discriminator function is
sufficiently smooth (Lipschitz continuous). In the original paper, this was
implemented by clipping the discriminator weights, but less restrictive
ways to impose smoothness have been proposed since: Gulrajani et al.
(2017) use a gradient penalty term (WGAN-GP), while Miyato et al. (2018)
propose a spectral normalization technique that scales the discriminator
weights by their largest singular value. In addition to impressive experi-
mental results, the spectral normalization technique can help to quantify
instability issues during training (Brock et al., 2019).

In addition to the above-mentioned GAN scoring rules, various regular-
ization techniques have been found helpful in stabilizing the adversarial
training dynamic. Salimans et al. (2016) propose feature matching in
Discriminator hidden activations. A related method for increasing the
variability of the generated samples has been proposed by Karras et al.
(2018). This method calculates discriminator hidden activation minibatch
standard deviations and appends them as features to next discriminator
layer. Various gradient penalties have also been proposed for regulariza-
tion (Mescheder et al., 2018; Karras et al., 2019).

5.3.2 GANs applied to speech

End-to-end speech synthesis requires generating stochastic components
of speech signals, but choosing a suitable (parametric) representation is
challenging. Since GANs provide a flexible framework for learning to
generate stochastic signals, they have a clear appeal in TTS. Earliest
work applied GANs to acoustic feature generation in TTS acoustic models.
Adversarial training of an acoustic model was first proposed by Saito et al.
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(2017), and was later extended by a systematic exploration of different
GAN losses (Saito et al., 2018). However, this line of work did not include a
generative component, that is, sampling from a stochastic latent variable.
Adversarial TTS was extended to use WGAN acoustic models and neural
vocoders by Zhao et al. (2018).

Another early use of GANs for speech synthesis combined a conventional
regression-based acoustic model with a strictly additive generative post-
filter (Kaneko et al., 2017b). This approach can be extended to directly
predicting high-resolution magnitude spectrograms and refining them with
a GAN-based post-filter (Kaneko et al., 2017c). Voice conversion is also
a prominent GAN application in speech (Kaneko et al., 2017a). Use of
cycle-consistent GANs further makes it possible to train voice conversion
systems without parallel data (Kaneko and Kameoka, 2018). A similar
methodology can be applied to speaking style conversion (Seshadri et al.,
2019).

More recently, GAN applications have moved from an acoustic feature
domain to operating directly on raw audio. The first uses of GANs for raw
waveform include speech enhancement (Pascual et al., 2017) and glottal
excitation waveform generation (Publication V). Voice conversion GAN on
raw waveforms has also been proposed by Kaneko et al. (2019). Typically,
GANs use feedforward architectures, which enable fast parallel inference
using GPU acceleration. This is a significant benefit over autoregressive
generative models, which are inherently limited to sequential inference
and thus require specialized implementations for real-time application to
audio rate signals.

5.4 Summary

Generative models have the potential to capture and recreate the stochastic
variability in speech signals. Although autoregressive models (section 5.1)
can produce impressive synthesis quality, their sequential nature requires
specialized inference implementation to reach real-time-equivalent synthe-
sis speeds (section 5.1.2). Another limitation of these models has been the
amplitude quantization related to the categorical training scheme, which
remains relatively more stable than the continuous-valued alternative
using mixture density networks. Section 5.1.3 discusses the MDN stability
issue and suggests a potential remedy.

Meanwhile, GANs have shown impressive results in image synthesis and
are rapidly being adopted for speech applications (section 5.3.2). A clear
benefit over autoregressive models is that GANs can synthesize multiple
samples at a single forward pass. This dissertation includes some of the
first published applications of GANs to waveform generation, and the
author hopes that the presented results encourage wider research interest
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into the topic.
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6. Summary of publications

This chapter gives short summaries of the publications compiled in the
present dissertation. Table 6.1 gives a comparative summary of the prop-
erties of the proposed systems. For further comparison with systems in
literature, the reader can refer back to figure 4.2, which lists some of the
proposed systems as GlottDNN (PII and PIII), GlotNet (PIV), GlotGAN
(PV and PVII), and GELP (PVIII).

In table 6.1, pitch-synchronous processing refers to the model having an
explicit F0 available at synthesis time and using the waveform represen-
tation proposed in PII. Parallel synthesis marks whether the algorithm is
suitable for processing multiple signal segments in parallel for fast syn-
thesis. While all the proposed systems utilize all-pole modeling, they use
different all-pole methods in modeling spectral envelopes. Acoustic model
marks which type of linguistic-to-acoustic mapping model a TTS system
uses. Generative methods have an integrated source of stochasticity, and
do not require adding shaped noise via signal processing methods. Finally,
the systems operate at varying sample rates.

Table 6.1. Comparison of the proposed speech synthesis system properties.

PII PIII PIV PV PVI PVII PVIII

Pitch-synchronous 3 3 7 3 3 3 7

Parallel synthesis 3 3 7 3 3 3 3

Envelope estimation QCP QCP QCP QCP MFCC QCP Mel spec.

Acoustic model HMM LSTM LSTM LSTM N/A LSTM Tacotron

Generative 7 7 3 3 3 3 3

Sample rate (kHz) 16 48 16 16 16 16 16
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112 T. Raitio et al. / Speech Communication 81 (2016) 104–119  

Fig. 7. Results of the listening test in experiment 1 for each method averaged 
over 8 f 0 classes. The mean f 0 of each class is depicted on the x -axis. The 
number of speech samples N in each class is depicted on top of the scores. 
Scores are depicted as means and 95% confidence intervals. 
effect on female speech than male speech, which is consistent 
with the previous findings (effect of f 0 on phase perception). 
The zero-phase modification, however, does not seem to fol- 
low the same trend. Based on informal listening, it seems that 
the zero-phase modification has some effect on the periodic- 
ity of the speech signal for some voices. As the zero-phase 
modification forces the excitation signal in each pitch period 
to be an impulse-like signal, the natural small variation in 
GCIs seems to affect the periodicity of the signal, thus mak- 
ing the voice sound harsh in cases where the GCI variation 
is sufficiently large. 

Fig. 7 shows the ratings for each method averaged over 
eight logarithmically spaced f 0 classes. The figure shows that 
the average scores for the zero-phase signals increase with 
rising f 0 . A similar trend is observed for the cyclostationary- 
random-phase signals but with an increase in quality in the 
lowest f 0 samples. These observations are consistent with the 
previous findings that the perceptual effect of phase decreases 
towards higher pitch. The higher scores with cyclostationary- 
random-phase signals with low f 0 in turn are probably ex- 
plained by the breathy voice quality of the original low- f 0 
samples. Since the samples contain a lot of aperiodicity (see 
HNR in Fig. 4 ), the zero-phase modification has a more se- 
vere effect on the signal as the noise is converted into an 
impulse, whereas in cyclostationary-random-phase signal the 
noise is more evenly distributed, similarly to the original ape- 
riodic noise, and thus has a less perceptual effect. 
3.3. Experiment 2: effect of phase in vocoded speech 

The aim of the second experiment was to investigate the 
perceptual effect of phase in vocoded speech. A vocoder that 
can utilize natural glottal flow pulses in reconstructing the 
voiced excitation was used. Natural and phase-modified glot- 
tal flow pulses 10 were used in the analysis-synthesis of sen- 
10 Note that in experiment 2, a single glottal flow pulse per test utterance 

is used for synthesis instead of modifying each individual pulse. 

tences from three male and two female speakers with three 
different speaking styles, and the quality of the samples were 
evaluated in subjective listening tests. 
3.3.1. Methodolog y 

The GlottHMM vocoder 11 ( Raitio et al., 2011a, 2011b ) 
was used in the experiments for analysis-synthesis of speech. 
GlottHMM was chosen since it utilizes natural glottal flow 
pulses for reconstructing the voiced excitation of speech. Thus 
it is possible to apply phase-modifications to the glottal flow 
pulses used in synthesis and thereby evaluate the effect of 
phase in vocoded speech. 

The GlottHMM vocoder utilizes glottal inverse filtering 
(GIF) for decomposing voiced speech into the vocal tract fil- 
ter contribution and the voice source signal. Iterative adap- 
tive inverse filtering (IAIF) ( Alku, 1992 ) is used for GIF, 
inside which LP is used for spectrum estimation. GlottHMM 
performs a frame-wise analysis 12 of speech and parameter- 
izes it into 5 types of speech features: (1) LP vocal tract 
spectrum 13 converted to LSF, (2) LP voice source spectrum 14 
converted to LSF, (3) f 0 , (4) frame energy, and (5) harmonic- 
to-noise ratio (HNR) of five bands. GlottHMM also detects 
the GCIs from the voice source signal and extracts individ- 
ual two-pitch-period glottal flow derivative pulses that can 
be used in synthesis for reconstructing the voiced excitation. 
GlottHMM provides several synthesis methods for the voiced 
excitation. In this work, a single two-pitch-period glottal flow 
derivative waveform is used for synthesizing an utterance. In 
synthesis, the waveform is first interpolated to an appropriate 
length, scaled in energy, after which noise is added according 
to the HNR in order to obtain a desired degree of voicing. 
The waveforms are then overlap-added to create the voiced 
excitation, which is then modified using a spectral matching 
filter to obtain an appropriate glottal flow spectrum. Finally, 
the excitation is filtered using the vocal tract filter to obtain 
speech. 

In order to obtain appropriate glottal flow pulses for syn- 
thesizing each speaker and speaking style, the following 
methodology was used. For each test utterance, all glottal 
flow derivative waveforms were extracted using GlottHMM. 
The waveforms were interpolated to a constant length and 
a mean waveform was computed. From the extracted glot- 
tal flow pulses, the closest one to the mean in terms of mean 
squared error was selected for synthesizing the utterance, thus 
preserving as much of the speaker and voice quality charac- 
teristics as is possible using a single pulse per utterance. 

Two types of phase manipulations were used for the glottal 
flow derivative pulses in experiment 2, thus resulting in three 
systems: (1) natural-phase pulse, (2) zero-phase pulse, and 
11 Can be found at http:// simple4all.org/ product/ glotthmm/ . 
12 A frame length of 25 ms with a frame shift of 5 ms was used for es- 

timating the speech spectrum. For estimating the voice source features and 
glottal flow derivative waveforms, a frame length from 25 to 45 ms was used, 
depending on the speaker’s f 0 , in order to include several pitch periods in a 
frame. 
13 LP order from 20 to 30 was used, depending on the speaker. 
14 LP order from 6  to 10 was used, depending on the speaker. 

Figure 6.1. Perceived speech quality degrades when the excitation signal phase is modified.
Low fundamental frequency voices are more sensitive to phase discrepancies.

6.1 Publication I: “Phase perception of the glottal excitation and
its relevance in statistical parametric speech synthesis”

This publication studies the effect of excitation waveform phase informa-
tion on the perceived quality of speech in three contexts: direct modification
of natural speech, parametrization and resynthesis with vocoding, and
vocoder synthesis in HMM-based parametric TTS. The conventional wis-
dom in speech synthesis has been that the phase is perceptually irrelevant,
and that a pure impulse train can be used for voiced speech, so long as
the magnitude spectrum is accurately recreated. Publication I tests this
assumption by creating three synthetic versions of speech all with the
same magnitude spectrum but different phase spectra.

Natural phase excitation retains the unmodified phase in the first mod-
ification experiment, and uses a natural glottal pulse in the vocoding
experiments. Zero phase modification artificially makes the excitation
waveform symmetric and thus similar to the phase structure in the com-
monly used impulse train excitation. For the cyclostationary random phase,
a phase spectrum is randomly sampled once and kept constant between
pitch-periods (essentially creating a wavetable synthesizer with frozen
noise).

Figure 6.1 shows perceptual evaluations scores for the different phase
modification methods. These modification results demonstrate not only
that the phase is perceptually relevant, but also that phase discrepan-
cies are more noticeable at low fundamental frequencies. Likewise, the
results for vocoded speech both in analysis-synthesis and TTS show a clear
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preference for natural-phase excitation over the modified ones. However,
the quality of vocoded speech still remains limited due to the simplistic
excitation method of using and modifying a single natural excitation pulse.

6.2 Publication II: “High-pitched excitation generation for glottal
vocoding in statistical parametric speech synthesis using a
deep neural network”

Fig. 2. To create a QCP-DNN output vector (bottom), a two-pitch-
period segment (middle) is extracted from the glottal flow deriva-
tive waveform (top), cosine windowed and zero-padded to desired
length. Respective zero-levels of the time domain waveforms are
represented by horizontal lines.

a given pitch. This was achieved by changing the IAIF-DNN train-
ing so that the target waveforms are not interpolated, but are rather
symmetrically zero padded to match the desired output length. The
process is illustrated in Fig. 2. Moreover, the Hann, or squared co-
sine, windowing required for the OLA synthesis is broken into two
cosine windowing parts: first before training and second time after
generating the waveform from the DNN. This procedure eliminates
any discontinuities caused by truncating the generated waveform to
pitch period length. Finally, QCP-DNN uses the SEDREAMS GCI
detection algorithm [23], which has been shown to perform well with
speakers with various f0 ranges [24], instead of the previously used
IAIF residual based method. The need for accurate GCI detection is
two-fold: the QCP inverse filtering algorithm requires reliable GCI
estimates to achieve best results, and the GCIs are used in extracting
the pulse waveforms for training.

3. TRAINING THE SYNTHESIS SYSTEMS

3.1. Speech material

In the experiment, we used the SLT-speaker from the CMU ARCTIC
database [25] sampled at 16 kHz. The speaker is an U.S. English
professional speaker commonly used in, for example, HTS speech
synthesis demonstrations. The entire speech dataset consists of 1132
utterances, 60 of which were reserved for testing and the rest were
used for training the speech synthesis system. The dataset is pro-
vided with context dependent phonetic labels with time alignment,
which we used in training the HMM synthesis system.

3.2. Training of the DNNs

The DNN used in [13] was a standard feed-forward multilayer per-
ceptron with sigmoid activation functions, random initialization and
MSE-backpropagation training. In this study, we use the same net-
work structure for both IAIF-DNN and QCP-DNN in order to focus
on differences between the inverse filtering techniques. However, we
modified the QCP-DNN error criterion to emphasize the main exci-
tation peak of the glottal flow derivative waveform to better retain
the high-frequency information carried by the peak.

In the experiments, two different DNN systems were trained:
IAIF-DNN and QCP-DNN. Both systems are speaker dependent and
the training data for the methods was derived from the same subset
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(a) QCP-DNN output with varying f0 input

109 Hz

135 Hz

161 Hz
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263 Hz
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(b) Overlap-added waveform

Fig. 3. QCP-DNN generated pulses with varying the f0 at DNN in-
put while keeping other parameters constant. The resulting overlap-
added two-pitch-cycle waveform shows the effect more clearly.

of the SLT-speaker speech. An identical network topology was se-
lected for both methods: A fully connected feed-forward multilayer
perceptron with three hidden layers, sigmoid activation functions,
and random initial weights drawn from the Gaussian distribution.
The layer sizes were 47 for input, 100, 200, and 300 for the hidden
layers, and the output layer size differed between the methods. For
IAIF-DNN, the two pulses were stretched to 400 samples, whereas
only 300 samples were chosen for QCP-DNN (300 samples for a
two-cycle segment corresponds to a f0 of 106 Hz which was below
the f0 range of the female voice). As done previously in [13], initial-
ization was performed without any pre-training, and the input vec-
tors were scaled to lie between 0.1 and 0.9. Additionally for QCP-
DNN, a Hann window was used for error weighting to emphasize the
mid-signal excitation peak carrying important high-frequency com-
ponents. Both networks were trained using the GPU-based Theano
software [26, 27], which reduced the training time significantly com-
pared to the previously used MATLAB-implementation.

An example of QCP-DNN generated glottal flow derivative
waveforms is presented in Fig. 3. On top, 3(a) shows the DNN
output when the input f0 is varied while keeping the other input
parameters constant. The variation can be seen to affect not only the
generated pulse length, but also the sharpness of the main excitation
peak in the middle. The corresponding two-pitch-cycle overlap-
added waveforms are presented on bottom in 3(b) to better illustrate
the effect of varying pitch in the synthetic excitation waveform.

3.3. Training of the HMM synthesis systems

The three synthesis systems were trained using the HTS 2.3–
Beta1 HMM-synthesis toolkit [28], with the modification of the
STRAIGHT based demo to accommodate our feature vectors. All

1http://hts.sp.nitech.ac.jp/?Download (accessed Sept. 2015)
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Figure 6.2. A vectorized format of glottal excitation waveforms for use in neural networks.

This publication proposed a DNN glottal excitation model that clearly
outperformed a purely signal processing-based vocoder in HMM-based
text-to-speech. One component accounting for the improvements was the
proposed simplified vector representation for glottal excitation pulses as
neural network output features, as illustrated in figure 6.2. Another im-
provement was gained by switching the glottal inverse filtering method
from IAIF (Alku, 1992) to QCP (Airaksinen et al., 2014), which gave
more consistent inverse filtering results with a high-pitched voice. Fi-
nally, part of the improvement over previous DNN excitation models was
likely obtained by adopting a modern deep learning toolkit (i.e., the now
discontinued Theano) for training the models.

The long-standing contribution of the paper remains that it established
the pitch-synchronous waveform representation used throughout this dis-
sertation (and by others, with some modifications). Further, it was the first
instance of a neural network waveform generator clearly outperforming a
classical vocoder baseline.
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Fig. 2. Block diagram of the GlottDNN vocoder.

where for voiced speech Wn is the AME weighting function dis-
cussed in Section II-B. For unvoiced speech Wn = 1.0, which
reduces the analysis into conventional warped LP. With the er-
ror criterion set, the analytic solution for the optimal coefficients
can be obtained as [26]:

aopt =

!"

n

Wnyny!
n

#−1 !"

n

Wnsnyn

#
, (7)

where a = [a1 , a2, . . . , ap ]
! and yn = [y1,n , y2,n , . . . , yp,n ]!.

When summing from n = 0to n = N − 1 + p, where N is the
frame length in samples, the matrix to be inverted in Eq. (7)
can be interpreted as the frequency-warped and time-weighted
autocorrelation matrix of the analyzed signal.

Harmonic-to-Noise Ratio Estimation and Modeling: The de-
gree of voicing, i.e., the level difference between the harmonic
components produced by the periodic vibrations of the vocal
folds and the aperiodic noise of the glottal source, is represented
as the harmonic-to-noise ratio (HNR). HNR is computed as the
relative difference between the DFT upper and lower envelopes
of the windowed glottal source estimate. The upper envelope is
estimated by dynamic peak picking of harmonics from a high-
resolution FFT magnitude spectrum and the lower envelope is
estimated by averaging samples half-way between the harmonic
peaks. Finally, HNR is converted into dB, and averaged across
ERB bands of a selected parameter order [33].

D. Speech Synthesis

A block diagram of the synthesis stage of the GlottDNN
vocoder is presented on the right-hand side of Fig. 2. First, the
initial excitation signal for the entire utterance is produced by
the pitch-synchronous overlap-add (PSOLA) procedure [36].
For voiced speech, the glottal excitation segments are generated
as two pitch-period long pulses (based on f0) that are scaled
in energy. The glottal pulse generation block is implemented as
a deep neural network (DNN) that is trained with GlottDNN
feature vectors as an input and zero-padded two pitch-period
glottal flow derivative pulses as an output [23]–[25]. A single
pre-computed pulse with interpolation to target f0 can also be

Fig. 3. DNN-based excitation generation framework.

used as the base pulse. For unvoiced speech, a white noise
sequence of a pre-determined length is generated for each frame.

After the initial excitation signal has been generated, it is
processed according to the HNR and spectral tilt features. The
HNR processing is done by adding noise in the spectral domain
using the conventional overlap-add procedure. The spectral tilt
is adjusted to the target by modifying the synthesis vocal tract
filter according to

Hmatch(z) =
Hbase(z)

Htarget(z)
, (8)

where Hmatch(z) is the matching filter, Hbase(z) denotes the LP
inverse model of the initial excitation, and 1

H target
(z) is the target

spectral tilt.
Finally, to obtain the synthesized speech, each frame of the

generated excitation signal is filtered in the spectral domain with
a time-varying all-pole filter, inverse Fourier transformed and
pitch-asynchronously overlap-added. The gain of each filter is
adjusted according to the target energy of the current frame so
that the energy of the filtered excitation matches the target.

DNN-Based Glottal Excitation Generation: A block diagram
describing the training of the DNN-based glottal excitation gen-
eration is presented in Fig. 3. For each speech frame within the
training dataset, the GlottDNN vocoder parameters are analyzed
and fed to the input vector. The DNN target output generation
is more specific: First, the glottal flow derivative, estimated by
QCP, is constructed over the entire frame. Second, a two pitch-
period segment, delimited by consecutive GCIs, is isolated from
the frame. The obtained segment is windowed with a raised

Figure 6.3. Overview of the GlottDNN vocoder analysis and synthesis processes.

6.3 Publication III: “A Comparison Between STRAIGHT, Glottal,
and Sinusoidal Vocoding in Statistical Parametric Speech
Synthesis”

This publication gives a complete description of the GlottDNN vocoder
and evaluates it in comparison with three other vocoders, GlottHMM
(Raitio et al., 2011b), STRAIGHT (Kawahara et al., 1999, 2001) and PML
(Degottex et al., 2018). Extensive listening tests included evaluating the
vocoders in analysis-synthesis and TTS using LSTM acoustic models, both
in a highly controlled listening environment and an online crowd-sourcing
setup. Furthermore, the tests were repeated for four different voices to
obtain a clear picture of varying performance for different voice types.

The results show a large variability in vocoder performance for different
voices. PML consistently performed well regardless of the voice, while
a GlottDNN-based system for the “Nick” voice achieved the best quality
rating of all the TTS voices in the study. Compared to analysis-synthesis,
using synthetic acoustic features smooths out the quality differences be-
tween vocoders. Notably, GlottHMM received similar scores as PML and
GlottDNN, despite under-performing them in analysis-synthesis.

6.4 Publication IV: “GlotNet—A Raw Waveform Model for the
Glottal Excitation in Statistical Parametric Speech Synthesis”

This publication proposes using a WaveNet-type model for generating
glottal excitation waveforms on a sample-by-sample basis. The resulting
neural vocoder is applied to a parametric TTS system and evaluated ex-
tensively with listening tests. The listening test results indicate that the
GlotNet model can achieve similar high perceptual quality as WaveNet,
while a glottal excitation model can be reduced in size without performance
degradation. Furthermore, objective measures indicate that glottal excita-
tion domain models follow their input acoustic conditioning more closely
than speech waveform models.
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Fig. 1. The speech synthesis systems share a BLSTM acoustic model that
maps linguistic features (LF) of input text to acoustic features (AC). A WaveNet
vocoder (left) uses the acoustic features and past signal samples to generate the
next speech sample. In contrast, a GlotNet (right) operates on a more simplistic
glottal excitation signal, and produces speech by explicitly filtering the excitation
with the vocal tract (VT) filter, whose parameters are included in the acoustic
features.

the acoustic model is shared as far as possible (STRAIGHT uses
a different acoustic feature set), and the neural vocoder block
is replaced with GlottDNN or STRAIGHT. In this work, the
acoustic model and neural vocoder components are trained sep-
arately, and the focus of experiments is on the neural vocoders
and how they integrate to a SPSS system.

Our linguistic features are obtained via a conventional SPSS
pipeline; for a detailed overview see [1]. The linguistic features
include phoneme, syllable, word, phrase, and sentence level
information and are created using the Flite speech synthesis
front-end [36] and the Combilex lexicon [37]. The linguistic
and acoustic features are aligned with the HMM-based speech
synthesis system (HTS) [38] for training the neural net acoustic
model. A bidirectional long short-term memory (BLSTM) re-
current neural network (RNN) is used for the acoustic model,
which maps frame-rate linguistic features to acoustic features.

A. Neural Vocoders

Neural vocoders are neural networks that generate (speech)
waveforms from acoustic feature inputs. While other neural
waveform generators have been proposed [22], [39], this paper
focuses on WaveNet-type models [13]. A WaveNet learns to
predict the conditional distribution of a waveform sample, given
previous samples and some external conditioning relevant to the
signal. When trained, the model can be used to generate new
samples from the conditional distribution. In this work, the target
waveform is either the speech pressure signal (WaveNet) or the
differential glottal excitation signal (GlotNet) estimated using
the quasi-closed phase (QCP) glottal inverse filtering method
[40]. The GlotNet output needs to be filtered with the vocal
tract resonances to obtain speech, but vocal tract information is
explicitly available in the acoustic features and the cost of this
operation is negligible compared to the WaveNet run cost.

Wavenet-like model architectures have two main parts: a con-
volution stack and a post-processing module. The convolution
stack consists of dilated convolution residual blocks and acts
as a multi-scale feature extractor, while the post-processing

module combines the information from the residual blocks to
predict the next sample. The ith residual block applies a gated
causal convolution between input X i from previous time-steps
and filter weights W f

i and W g
i , where f and g denote filter and

gate, respectively. Furthermore, each residual block receives a
time-varying (local) conditioning vector h, which is added to the
convolution feature map after the projections with V f

i and V g
i .

The gated convolution output Y i is given by the element-wise
product

Y i = tanh(W f
i ∗ X i + V f

i h) ⊙ σ(W g
i ∗ X i + V g

i h), (1)

where σ is the logistic sigmoid function. Finally, Y i is added to
the residual block input X i to produce the block output, which
is then fed to the input of the next layer (similarly to ResNets
[41]). Additionally, each residual block has a separate set of
weights for a skip connection to the post-processing module.

The post-processing module combines the information from
the residual blocks by summing the skip path outputs from each
module. As the skip connections use 1× 1convolutions, they
can also be seen as linear combination weights between different
stages in the residual stack. The final output of the network is
a 256-dimensional softmax layer, which is trained to predict
the waveform amplitude class in 8-bit quantization (after µ-law
companding).

B. Local Conditioning Mechanisms

A conditioning model for a Wavenet vocoder has two tasks:
first, encode the acoustic feature sequence so that it is suitable
for injection to the WaveNet convolution stack, and second, up-
sample the conditioning from an acoustic frame rate to sample
rate (from 200 Hz to 16 kHz in our case). Learned upsampling
via transposed convolution is known to cause checkerboard ar-
tifacts and linear interpolation upsampling has been suggested
as an effective alternative [42]. Repetition upsampling also is
commonly used [16], [17], but likewise exhibits discontinuities,
while having virtually the same computational cost as linear
interpolation. For these reasons, we use linear interpolation for
all upsampling in our experiments.

At the simplest, there is no look-ahead mechanism for con-
ditioning: the acoustic sequence is simply upsampled and the
acoustic feature at current time instant is input as the condi-
tioning to each residual block. This approach has been used,
for example, in [16] and [43]. As a lightweight option for pro-
viding the waveform generator with a future look-ahead, [34]
proposed stacking four past and future acoustic frames to the
conditioning vector and then applying a global projection be-
fore injection into the WaveNet convolution stack. This frame
stacking can be interpreted as a single non-causal convolution
layer applied to the acoustic feature sequence. In this paper,
we compare three conditioning methods that provide various
degrees of complexity and acoustic look-ahead:

1) Simple conditioning directly inputs upsampled acoustic
features to the waveform generator convolution stack. This
approach does not allow any look-ahead in the waveform
generator model and keeps the overall model fully causal.

Figure 6.4. WaveNet and GlotNet vocoders combined with a parametric TTS system.

6.5 Publication V: “Generative Adversarial Network-Based Glottal
Waveform Model for Statistical Parametric Speech Synthesis”

Figure 4: Glottal pulses generated by different generative ad-
versarial networks (GANs). Ref: natural reference, GAN:
vanilla GANs, CGAN: conditional GAN, CGAN+CNN: con-
ditional GAN with deep convolutional neural networks, and
CGAN+CNN+LS: same as CGAN+CNN but least square loss
is used by the discriminator.

Table 2: The objective scores of GANs and DNN. MSE: mean
square error, PCC: Pearson correlation coefficient.

Model MSE PCC
DNN 0.2458 0.86
GAN 0.66 0.68

CGAN 1.9135 0.54
CGAN+CNN 0.4469 0.76

CGAN+CNN+LS 0.4644 0.76

ally much closer to the reference pulses than the corresponding
pulses generated by the DNN-based GAN.

Figure 5 shows the voiced souce excitation signal after
pitch-synchronous ovelap-add (PSOLA) [35]. The excitation
signal generated by the baseline DNN is smooth and without
a noise component, and therefore shaped noise is added to the
signal to match the predicted HNR values. The GAN-based
model, however, is able to generate a noise component similar
to the reference waveform without using any HNR-based post-
processing.

4.6. Subjective evaluation

Subjective evaluation was conducted with the comparison cate-
gory rating (CCR) test [36] between three systems: the baseline
DNN (denoted “DNN”), the baseline DNN with HNR (denoted
“DNN+HNR”) and the GAN-based glottal generation (denoted
“GAN”). Among the GAN-based glottal generation models, we
selected the CGAN+CNN+LS system since it performed bet-
ter than the other systems in informal listening tests. A total of
11 utterances from the test set were randomly selected for the
listening test.

A crowd sourcing platform, CrowdFlower [37], was em-
ployed for the subjective evaluation and followed the same
setup as in [16]. A set of 13 utterances were used as control
utterances that included null pairs and anchor samples [36]. Lis-
teners who performed with at least 75 % accuracy were allowed
to participate in the actual listening test. The tests were made
available to the English speaking countries, and top four coun-
tries in EF English Proficiency Index rankings [38]. A total of

Figure 5: Glottal excitation signals after PSOLA. Ref: Refer-
ence excitation signal. DNN: excitation generated using the
baseline DNN model. DNN+HNR: baseline DNN with additive
shaped noise. CGAN+CNN+LS: convolutive LS-GAN condi-
tioned with acoustic features.
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Figure 6: Subjective listening test results (CCR test) with their
95% confidence intervals on synthesis quality.

3850 judgments were made by 50 listeners.
The results of the listening test are shown in Figure 6. The

DNN+HNR method performed better than other two methods,
indicating the perceptual relevance of a stochastic component
in excitation. Moreover, in the comparison between GAN and
the DNN without HNR, the former was rated slightly higher.
This is a likely related to GANs ability to generate stochastic
variability, rather than producing smooth glottal waveforms as
done by the DNN.

5. Conclusions
This study proposed a new method to model glottal excita-
tion waveforms in statistical parametric speech synthesis us-
ing generative adversarial networks (GANs). We modified the
vanilla GAN in various forms comparing the system perfor-
mance in generation of glottal pulses. In our experiments, the
deep convolutional neural networks -based GANs outperformed
the DNN-based GANs. We also compared glottal pulses gener-
ated by the GANs with DNNs. The subjective evaluation gave
encouraging evidence showing that GANs are more able to re-
produce the stochastic component in the glottal excitations than
DNNs. The GANs are still relatively new and definitely require
more research to understand their full potential in SPSS.

3397

Figure 6.5. Generated GAN excitation waveforms after overlap-add

This publication proposes using generative adversarial networks for
synthesizing glottal excitation pulse waveforms. The benefit of using
generative methods for waveform synthesis is that they are able to directly
recreate the stochastic properties of signals. This effect is visible in figure
6.5, where the regression-based DNN excitation signal is overly smooth
and lacks the stochastic component required for natural-sounding speech
synthesis.

The publication is, to our knowledge, the first published application of
GANs for conditional waveform synthesis. This initial work establishes the
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importance of conditioning the generator model with acoustic features and
using convolutional network architectures for training stability. Although
the synthesis quality fell short of a regression DNN combined with an
additive parametric noise model, the GAN based approach outperformed
the regression DNN without any added noise.

6.6 Publication VI: “Speech Waveform Synthesis from MFCC
Sequences with Generative Adversarial Networks”

finally we conclude in section 4.

2. SYNTHESIS SYSTEM

An overview of the synthesis system is shown in Fig. 1. First, F0 is
predicted from MFCCs as described in section 2.1. Then the MFCCs
and predicted F0 is fed into the excitation pulse model detailed in
section 2.3. The resulting smooth pulse is further fed into the resid-
ual GAN noise model (section 2.4). To create a continuous excitation
signal, the generated pulses are joined pitch-synchronously [16], as
determined by the generated F0. This excitation signal is finally fil-
tered with the envelope reconstructed from the MFCC (section 2.2)
to generate a speech waveform.

MFCC

F0 model

F0

Pulse model

GAN

+

PSOLA

Filter Speech

MFCC–AR

Fig. 1. System overview for MFCC-to-waveform synthesis.

2.1. F0 prediction model

The F0 model takes a sequence of MFCCs as input and generates the
corresponding F0 track and voicing information from it. We use a
variant of the recently proposed RNN-based model [15], which uti-
lizes autoregressive output feedback links and hierarchical softmax
for predicting quantized F0 classes from inputs. The F0 range is
quantized linearly to 255 bins, and one additional class is reserved
for unvoiced speech. In contrast to [15], we now use MFCCs in-
stead of linguistic features as inputs, and only have feedback links
at frame tier, as no linguistic tier information is available. Network
parameters are listed in Table 1.

2.2. Envelope reconstruction from MFCC

This paper utilizes the widely used MFCC computation with HTK-
style mel-filterbanks and DCT [17], as implemented in Librosa
[18]. Spectrum-to-MFCC computation is composed of invertible
pointwise operations and linear matrix operations that are pseudo-
invertible in the least-squares sense. This leads to a straightforward
reconstruction process: Let the MFCC sequence C be computed as

C = D log(MS), (1)

where S is a pre-emphasized STFT magnitude spectrogram, M is a
mel-filterbank matrix, and D is a truncated discrete cosine transform
matrix. The reconstruction of the magnitude spectrum is obtained
simply by

Ŝ = M+ exp(D+C), (2)

where D+ is the pseudoinverse of D (which coincides with the clas-
sical zero-padding and inverse DCT procedure), and M+ is the pseu-
doinverse of M. Unfortunately, the use of filterbank pseudoinverse
does not guarantee non-negativity of the resulting spectrum, but this
problem is mitigated by flooring the values to zero [19]. It is possible
to instead obtain similar, but always non-negative reconstructions by
using interpolation techniques (see e.g. [7, 10]), but we observe that
the pseudoinverse behaves well in practice and gives envelopes with
a sharper formant structure, compared to the interpolation methods.

An autoregressive all-pole model is fitted to Ŝ in the con-
ventional manner by computing an autocorrelation from the sym-
metrized square magnitude via IDFT, and then solving the resulting
normal equations (see e.g. [20] for details). In this paper, we use
24 mel filters, 20:th order MFCCs, and 30:th order all-pole filters, at
16 kHz sample rate.

2.3. Excitation pulse model

Previously, an excitation model has been proposed for glottal vocod-
ing in SPSS, by using a neural network that maps acoustic features
to glottal excitation pulses [11]. A glottal source signal (differential
volume flow through the vocal folds) is first obtained with glottal
inverse filtering [21], after which excitation pulses are extracted by
centering the excitation at a pitch mark, cosine windowing a two
pitch period segment, and zero-padding the pulse to a fixed length.
Finally before training, each acoustic feature frame is associated
with a pulse at the nearest pitch mark.

A similar framework can be adopted generally in all source-filter
model -based vocoding, where the filter allows inverse filtering the
speech signal. In this paper, we use AR envelopes reconstructed
from MFCCs to approximate the vocal tract filter, and otherwise
treat the resulting excitation signals similarly to [11]. Furthermore,
the model input acoustic features are now only MFCCs, log-F0 and
voicing information. Reaper [22] is used to obtain the pitch marks,
and only voiced frames are used to train the excitation model.

For the model architecture, we use a gated recurrent unit (GRU)
layer at the input, since recurrent nets are powerful for encoding
the acoustic sequence information. This is supported by previous re-
search, where recurrent networks slightly improved excitation model
performance in a TTS application [23]. Furthermore, convolution
layers have been found convenient when working closer to the wave-
form level [12]. As result, we now use a GRU input, followed by
a stack of 1D convolution layers, as listed in Table 1. However,
a fundamental limitation in this kind of waveform modeling arises
from the point-wise least-squares training criterion. The model will
inevitably regress towards a conditional average, given the inputs,
which leads to smoothed waveforms and loss of high frequencies.
This is illustrated in Fig. 2.

2.4. Residual GAN model

Modeling the aperiodic component of voiced speech in the current
synthesis system resembles a previous GAN glottal excitation model
[12], but now the GAN is conditioned on a smooth generated pulse,
and the model is forced to generate only an additive residual com-
ponent. The training procedure combines LS-GAN [24] with GAN-
based similarity metric learning [14]. Furthermore, the residual con-
nections in the generator model are adopted from a GAN postfil-
ter architecture [13]. Generator and discriminator architectures are
shown in Figs. 3 and 4, respectively, with details listed in Table 1.

Generator input channels are a smooth excitation pulse wave-
form x̂ given by the pulse regression DNN, and white Gaussian

5680

Figure 6.6. GAN is used for generating a stochastic residual signal.

This publication proposes a framework for synthesizing speech based
on low-resolution MFCC features commonly used in speech recognition
and speaker verification, and it obtained high synthesis quality by pre-
dicting fundamental frequency from MFCCs and utilizing a GAN-based
excitation waveform model. While previous work (Shao and Milner, 2005;
Milner and Shao, 2007) has proposed using spectral envelope recovery
based on the MFCCs, F0 prediction has remained difficult. However, Publi-
cation VI shows that with modern RNN models, F0 prediction is relatively
easy, and additionally it proposes several improvements for GAN training
strategy, including discriminator feature matching and incorporating the
FFT magnitudes of the generated waveforms as input features into the
discriminator.
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Summary of publicationsFig. 1: A waterfall plot showing consecutive frames of GCI-centered glottal excitation (left) and speech (right) waveforms.
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Fig. 2: GAN architecture overview. Generator (bottom) per-
forms progressive upsampling and outputs waveforms at multiple
timescales, while the discriminator (top) evaluates the waveforms at
all timescales. Both models have access to the same acoustic con-
ditioning, provided by a conditioning model C which collaborates
with the generator.

(LR=1e-4, �1=0.9, �2=0.999) and loss weights �1=1, �2=10, �3=1.
Similarly to [10], we only apply one discriminator update per gen-
erator update and use an additional batch standard deviation feature
in the penultimate discriminator layer. The models were trained for
100k iterations, where a single iteration contains 150 consecutive
frames of speech, each associated with a 512 point full resolution
waveform.

4. EVALUATION

We conducted subjective listening tests to evaluate the synthetic
speech quality and voice similarity to a natural reference. Our main
interest is the comparison between the proposed method, applied to
glottal excitation signals (named “GlotGAN”), and two established
neural vocoder methods, GlottDNN and WaveNet. For the similarity
DMOS test, we included a direct waveform variant of the proposed
method (called here “WaveGAN”) and a classical SPSS vocoder,
STRAIGHT [37] (which uses its distinct feature set and acoustic
model). The latter two were excluded from the pair-wise quality
CCR test, as the number of system pairings would have grown to be
unpractical. Audio samples and code are available.1

1https://github.com/ljuvela/multiscale-GAN
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Fig. 3: Generator upsampling block. Input hidden features hi�1

are upsampled linearly before concatenating them with a latent noise
input zu and conditioning ci. Each block applies a gated convolution
to the concatenated features and outputs a signal xi at its respective
timescale

4.1. Reference methods

The GlottDNN and Wavenet vocoders are both conditioned on the
same acoustic feature set as the proposed model. GlottDNN uses
a DNN to predict glottal excitation pulse waveshapes in a two pe-
riod pitch synchronous format [30]. The excitation model outputs
conditional average pulse shapes, where the lack of high frequency
stochastic content is compensated by adding shaped noise as indi-
cated by the HNRs, and by applying a spectral envelope matching
filter [22]. We use the configuration from [29], where the excita-
tion model consists of a single BLSTM layer (size 128), followed
by three fully connected layers (size 512), finally outputting a 400
point pulse. Our WaveNet vocoder uses a model configuration from
[21] (30 residual blocks in three dilation groups, 64 residual chan-
nels, 128 post-net channels). However, the model is trained with
8-bit softmax cross-entropy on µ-law companded quantized speech,
and is trained on the same speaker dependent data as the proposed
GlotGAN model.

4.2. Listening test

Listening tests were conducted on the Figure Eight2 crowd-sourcing
platform. Each test case was evaluated by 50 listeners, and listener
quality was maintained by artificial low-quality anchor cases and
post-screening of zero-variance listener responses. 15 test set ut-
terances were randomly selected for the listening experiments.

2https://www.figure-eight.com/
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Figure 6.7. Multiscale GAN training setup for glottal excitation model.

6.7 Publication VII: “Waveform Generation for Text-to-speech
Synthesis Using Pitch-synchronous Multi-scale Generative
Adversarial Networks”

This publication proposes a multi-scale GAN architecture for glottal ex-
citation pulse generation with improved training stability and synthesis
quality. Listening tests showed that the proposed system can obtain compa-
rable quality as a WaveNet vocoder when both are paired with a statistical
parametric TTS system. Further contributions include proposing a regular-
ized Wasserstein GAN objective combined with an FFT magnitude-based
loss. A clear advantage of GAN-based waveform synthesis compared to
sequential WaveNets is that GANs can trivially leverage parallel computa-
tion at synthesis time.

6.8 Publication VIII: “GELP: GAN-Excited Linear Prediction for
Speech Synthesis from Mel-spectrogram”

This publication presents an end-to-end trainable framework for speech
waveform synthesis from mel spectrograms. The synthesis module consists
of a fully convolutional parallel WaveNet-like excitation model and an
all-pole synthesis filter implemented as part of the computation graph.
This model is trained by combining time-domain adversarial training with
a STFT-based regression loss. An overview of the system is depicted in
figure 6.8.

Listening test results indicate that the proposed model can outperform an
autoregressive WaveNet vocoder in analysis-synthesis, while being consid-
erably faster due to its parallel inference capability. However, in Tacotron
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high-quality neural vocoder capable of generating speech wave-
forms directly from mel-spectra with relatively little training.

In this paper, we combine the MFCC-based envelope model
[21] with recent GAN training insights [22]. Furthermore, we
use neural net architectures that operate directly on raw audio,
and integrate a parallel inference capable LP synthesis filter
into the computation graph. Inspired by classic speech coding,
we name the proposed method “GAN-excited linear prediction”
(GELP).

2. Methods
Figure 1 shows an overview of the training setup. The model
consists of three trainable components: a generator G and dis-
criminator D, both operating at an audio rate, and a condition-
ing model C, operating at a control frame rate. All the models
are non-causal 1-D convolution nets, as detailed in section 2.3.
The conditioning model creates a context embedding (c) of the
mel-spectrogram at the frame rate, which is linearly upsampled
to the audio rate before inputting it into G and D. The input (z)
of the generator model is a white noise sequence, sampled at the
audio rate, which the model transforms into a LP residual signal
ê. To produce synthetic speech, the generated residual ê is fed
as an excitation to an LP synthesis filter, whose coefficients are
derived from the mel-spectrogram.

No direct voicing or pitch features are provided to the
model, so the model has to infer this information from the in-
put mel-spectrogram. In contrast, we explicitly use the spectral
envelope information contained in the mel-spectrogram. This is
achieved by first fitting an all-pole envelope to the mel-spectrum
(section 2.1), and second, implementing a synthesis filter suit-
able for parallel inference (section 2.2). To train G and C, two
kinds of loss functions are used: 1) a regression loss based on
STFT magnitudes, and 2) a time domain adversarial loss prop-
agated through the discriminator model D. The former guides
the generator to learn the mel band energies of speech, which
is vital for creating harmonics of voiced sounds. The latter loss
guides the system to learn in time domain the speech signal’s
phase information and fine stochastic details.

2.1. Envelope recovery from mel-spectrogram

Spectral envelope fitting to MFCCs has been proposed previ-
ously for neural vocoding in [21]. The previous study focused
on lower order MFCCs, while a typical Tacotron configuration
uses high-resolution mel-spectra with 80 mel filters and omits
the discrete cosine transform to cepstrum domain. Neverthe-
less, the method for fitting an all-pole envelope to mel-spectrum
is directly applicable. The mel-spectrogram m is computed as
m = log(MX), where X is a pre-emphasized STFT magni-
tude spectrogram, and M is a mel-filterbank matrix. A recon-
struction is obtained simply by using the pseudo-inverse of M
and flooring the result with a small positive ✏ to prevent negative
values: X̃ = max(M+ exp(m), ✏). An all-pole envelope in
frame k is obtained by computing the autocorrelation sequence
from X̃k via IFFT, and solving the resulting normal equations
for the LP polynomial ak [25].

2.2. Synthesis filter for parallel inference

The LP synthesis filter corresponding to ak is of an infinite im-
pulse response. However, the impulse response can be trun-
cated without noticeable degradation due to the minimum phase
property of LP. The synthesis filter can then be applied frame-
wise in STFT domain and the time domain filtered signal is ob-

C

G
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all-pole

Synthesis
filter

D STFT STFT

Mel-spec.

 

Figure 1: Model training setup. An input mel-spectrogram is
passed to a conditioning model C, upsampled, and used to
control an excitation generator G. The generator transforms
a white noise input into an excitation signal, which is then
filtered with an all-pole spectral envelope extracted from the
mel-spectrum. The resulting signal is trained to match a tar-
get speech signal by regression on the STFT magnitude and a
time-domain adversarial loss provided by discriminator D.

tained simply by inverse STFT (ISTFT). More specifically, let
the (complex valued) frequency response of the LP polynomial
be

Ak = FFT{ak}, (1)

where the FFT is zero padded to match the number of frequency
bins in the STFT. The corresponding synthesis filter is the in-
verted frequency response

Hk =
exp(�i\Ak)

max(|Ak|, ✏) , (2)

i.e., the numerator contains the sign-inverted phase and the de-
nominator is the magnitude floored by a small positive ✏. Fil-
tering for the entire excitation signal ê = G(z, c) is applied by
multiplication in the STFT domain

x̂ = ISTFT{STFT{ê} � H}. (3)

We use a cosine window as both the STFT analysis window
and ISTFT synthesis window. As all the operations are dif-
ferentiable, the gradients with respect to the synthetic speech
@x̂/@G and @x̂/@C can be computed similarly to [15], and
used to update G and C.

2.3. Network architectures

All networks in this paper use a same basic architecture, namely
a dilated convolution residual network with gated activations
and skip connections to output. In other words, the architecture
is similar to the non-causal feedforward WaveNet [26]. More
specifically, a dilated convolution block receives an input tensor
xi from the previous layer and (optionally) a conditioning c.

Figure 6.8. GELP combines a fully convolutional, parallel excitation model with an all-
pole synthesis filter and GAN-based training into an end-to-end trainable
framework for speech waveform synthesis from a mel-spectrogram.

TTS, the proposed model suffers from over-smooth spectral envelopes due
to its explicit use of synthesized spectra as filters.
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7. Conclusions

This dissertation presents a line of work combining glottal vocoding tech-
niques with neural net waveform generation methods to improve the
quality and naturalness of speech synthesis. Some insight into the re-
sults can be gained by viewing the proposed neural vocoder variants in
terms of classical source-filter vocoder feature types: spectral envelope,
fundamental frequency, aperiodicity, and excitation wave shape.

At the first stages of the present research, DNNs were used to generate
glottal pulse waveforms. Publication II and Publication III used point-wise
waveform regression to train the neural network model. Although this
works for the phase-locked representation, it produces conditional average
waveforms, which lack a true stochastic component, and consequently, a
great deal of high frequency content. As result, these models relied on
parametric aperiodicity modification and are neural vocoders only in terms
of the excitation waveshape synthesis.

A second group of methods discussed in this dissertation can be sum-
marized as using GANs for glottal pulse synthesis. These models retain
explicit synthesis models for the pitch and spectral envelope, but they use
neural networks to generate the excitation pulse waveshape and aperiod-
icity. Publication V and Publication VII do this jointly in a single model,
while Publication VI proposes a deterministic-plus-stochastic type neural
network model. Pitch-synchronous processing makes the machine learning
task easier, but the synthesis quality is bounded by any errors made in
pitch marking during the analysis stage and the quality of PSOLA at the
time of synthesis. When everything goes right, the quality can match a
WaveNet vocoder, as demonstrated in Publication VII.

Finally, a third group of glottal neural vocoders discussed in this disser-
tation consists of models that relinquish the explicit F0 synthesis model
based on PSOLA, and generate raw excitation waveforms directly using
fully convolutional networks, either sequentially (Publication IV) or in
parallel (Publication VIII). Both share the usual benefits and drawbacks
of their direct waveform synthesis models: the former is relatively easy
to train but slow to synthesize with, while the opposite holds true for the
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latter.
Generally, holding on to signal model assumptions makes the machine

learning task easier and results in computationally cheaper systems. Fur-
thermore, the synthesis quality can be good provided that the assumptions
hold up reasonably well. However, when the assumptions break down,
a machine learning algorithm making very few assumptions (such as
WaveNet) can work around the issues and provide high synthesis quality.
The question then is, what should we assume? The author argues the
following on the relative of robustness of the used signal processing models:
spectral envelopes are usually the most robust signal feature, and synthe-
sis filtering itself is virtually glitch free, provided that the TTS acoustic
model accurately predicts the filter parameters. This motivates neural
vocoding in the excitation domain, as filtering is inexpensive, and simpler
waveforms can be recreated with more lightweight models. Fundamental
frequency estimation and pitch marking are more difficult problems to
deal with; though solutions exist, a definitive solution is yet to be found.
As a result, pitch-synchronous synthesis systems work most of the time,
but they can have issues, for example, in voicing transitions and creaky
voices. Finally, aperiodicity estimation is difficult and should be left for
machines.

The present neural network systems can reach human-level naturalness
whe synthesizing of read-style speech (using various neural vocoding ap-
proaches, including some proposed in this dissertation). While this is an
exciting achievement and enables of the many applications driving the
research today, the classical text-to-speech problem is, to some extent, a
Chinese room that effectively converts input text into appropriate speech
waveform without much understanding in between. A long-term goal for
speaking machines is largely the same as the general open problem in
artificial intelligence: beyond the present imitation capability, how would a
machine understand language and the world that it interacts with? These
points aside, the mid-term open problems with speech synthesis are re-
lated to controlling different aspects of the synthesizer in an intuitive way,
principled handling of failure modes in end-to-end neural systems, and
coming up with new evaluation methods to quantify the aforementioned
issues.
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Fig. 2. To create a QCP-DNN output vector (bottom), a two-pitch-
period segment (middle) is extracted from the glottal flow deriva-
tive waveform (top), cosine windowed and zero-padded to desired
length. Respective zero-levels of the time domain waveforms are
represented by horizontal lines.

a given pitch. This was achieved by changing the IAIF-DNN train-
ing so that the target waveforms are not interpolated, but are rather
symmetrically zero padded to match the desired output length. The
process is illustrated in Fig. 2. Moreover, the Hann, or squared co-
sine, windowing required for the OLA synthesis is broken into two
cosine windowing parts: first before training and second time after
generating the waveform from the DNN. This procedure eliminates
any discontinuities caused by truncating the generated waveform to
pitch period length. Finally, QCP-DNN uses the SEDREAMS GCI
detection algorithm [23], which has been shown to perform well with
speakers with various f0 ranges [24], instead of the previously used
IAIF residual based method. The need for accurate GCI detection is
two-fold: the QCP inverse filtering algorithm requires reliable GCI
estimates to achieve best results, and the GCIs are used in extracting
the pulse waveforms for training.

3. TRAINING THE SYNTHESIS SYSTEMS

3.1. Speech material

In the experiment, we used the SLT-speaker from the CMU ARCTIC
database [25] sampled at 16 kHz. The speaker is an U.S. English
professional speaker commonly used in, for example, HTS speech
synthesis demonstrations. The entire speech dataset consists of 1132
utterances, 60 of which were reserved for testing and the rest were
used for training the speech synthesis system. The dataset is pro-
vided with context dependent phonetic labels with time alignment,
which we used in training the HMM synthesis system.

3.2. Training of the DNNs

The DNN used in [13] was a standard feed-forward multilayer per-
ceptron with sigmoid activation functions, random initialization and
MSE-backpropagation training. In this study, we use the same net-
work structure for both IAIF-DNN and QCP-DNN in order to focus
on differences between the inverse filtering techniques. However, we
modified the QCP-DNN error criterion to emphasize the main exci-
tation peak of the glottal flow derivative waveform to better retain
the high-frequency information carried by the peak.

In the experiments, two different DNN systems were trained:
IAIF-DNN and QCP-DNN. Both systems are speaker dependent and
the training data for the methods was derived from the same subset
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(a) QCP-DNN output with varying f0 input

109 Hz
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(b) Overlap-added waveform

Fig. 3. QCP-DNN generated pulses with varying the f0 at DNN in-
put while keeping other parameters constant. The resulting overlap-
added two-pitch-cycle waveform shows the effect more clearly.

of the SLT-speaker speech. An identical network topology was se-
lected for both methods: A fully connected feed-forward multilayer
perceptron with three hidden layers, sigmoid activation functions,
and random initial weights drawn from the Gaussian distribution.
The layer sizes were 47 for input, 100, 200, and 300 for the hidden
layers, and the output layer size differed between the methods. For
IAIF-DNN, the two pulses were stretched to 400 samples, whereas
only 300 samples were chosen for QCP-DNN (300 samples for a
two-cycle segment corresponds to a f0 of 106 Hz which was below
the f0 range of the female voice). As done previously in [13], initial-
ization was performed without any pre-training, and the input vec-
tors were scaled to lie between 0.1 and 0.9. Additionally for QCP-
DNN, a Hann window was used for error weighting to emphasize the
mid-signal excitation peak carrying important high-frequency com-
ponents. Both networks were trained using the GPU-based Theano
software [26, 27], which reduced the training time significantly com-
pared to the previously used MATLAB-implementation.

An example of QCP-DNN generated glottal flow derivative
waveforms is presented in Fig. 3. On top, 3(a) shows the DNN
output when the input f0 is varied while keeping the other input
parameters constant. The variation can be seen to affect not only the
generated pulse length, but also the sharpness of the main excitation
peak in the middle. The corresponding two-pitch-cycle overlap-
added waveforms are presented on bottom in 3(b) to better illustrate
the effect of varying pitch in the synthetic excitation waveform.

3.3. Training of the HMM synthesis systems

The three synthesis systems were trained using the HTS 2.3–
Beta1 HMM-synthesis toolkit [28], with the modification of the
STRAIGHT based demo to accommodate our feature vectors. All

1http://hts.sp.nitech.ac.jp/?Download (accessed Sept. 2015)
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