Aalto University
School of Science
Master’s Programme in Life Science Technologies

Nuutti Sten

Implementing Multi-Task Learning for Bayesian Optimization Structure Search

Special Assignment in Complex Systems
Espoo, 21.4.2020
Supervisors:
Dr. Milica Todorović
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Abstract
Machine learning algorithms are highly dependent on the quality of the training data.
Problems with the data, like accuracy and expenses in gathering it project directly to the
cost and performance of the algorithm. Multi-task learning methods try to overcome
this problem by combining information from multiple sources of data. In this study I
focused on two existing methods for multi-output Gaussian processes, linear model of
coregionalisation and intrinsic coregionalisation model. My aim in this study was to
implement these algorithms to Bayesian Optimization Structure Search (BOSS) tool
and test their potential for accelerating atomistic structure search space navigation with
a simulation study. I found potential for reducing computational cost of optimization of
expensive structure searches with multi-task learning.
Keywords— Bayesian Optimization Structure Search, Gaussian Processes, MultiTask Learning, Coregionalization, Linear Model of Coregionalization, Intrinsic Model
of Coregionalization, Machine Learning for Materials Science
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Glossary
AMBER
BO
BOSS
DFT
FF
FHI-aims
GMP
GP
ICM
LMC
ML
MOGP
MT
SOGP
TL

Assisted Model Building with Energy Refinement, software for FF simulations
Bayesian Optimization
Bayesian Optimization Structure Search
Density Functional Theory
Force Field Computation
Fritz-Haber Institute ab initio molecular simulations software package for DFT simulations
Global minimum prediction
Gaussian Process
Intrinsic Coregionalization Model
Linear Model of Coregionalization
Machine Learning
Multi-Output Gaussian Process
Multi-task learning
Single-Output Gaussian Process
Transfer Learning
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Introduction

Material science has growing interest in understanding the structure of complex organic
molecules and organic-inorganic heterostructures for their promising possibilities in future
technologies, including new medicine, sensors, fuel cells and quantum engineering [18].
Understanding the structure of materials is required for understanding their properties.
Traditional trial and error method conducted through lab experiments does not suffice as a
research method alone for studying properties of complex materials because it is inefficient
and expensive [9]. Some atomistic properties can even be impossible or very hard to measure
directly with laboratory experiments. New computational tools can help accelerate research
in fields of materials science by supplementing and replacing expensive and time consuming
lab experiments. Computer simulations can help discover many material properties that
would be hard or impossible to find with physical experiments alone. Compared to laboratory
experiments they are typically cheaper, faster, scalable and can be reproduced easier. A typical
simulation task would be computing potential energy of a molecule in given configurational
assembly.
Structural assembly of a molecule defines its functional properties. Molecules tend to selfassemble in stable structures that have low potential energy. Finding these minimas requires
obtaining a reliable estimate of the potential energy surface (PES). PES is a function of
potential energy over structural variables. Structural variables can be for example rotational
angles or positions of a molecule. There are different types of atomistic simulators for
computing potential energy of structures. These are quantum computations, density functional
theory (DFT) and force field (FF) computations.
Quantum computations are considered very accurate. However, they are often prohibitively
expensive for complex structures. DFT simplifies exact quantum computation maintaining
relevantly high accuracy but has significantly lower computational cost than exact quantum
computations[12]. However it is still rather slow compared to force field computations
(FF). In FF simulations, interatomic potentials are estimated for structural properties. It
is computationally cheaper but less accurate compared to DFT [3]. In this study I used
Fritz-Haber Institute ab initio molecular simulations package (FHI-aims) [4] for DFT, and
AmberTools [8] for force field simulations (AMBER).
Set of structural variables defines a search space. Potential energy can be solved from
a grid of discrete points. Each point is queried from a simulator. If the search space can
be queried in very dense grid, PES can be approximated with simple regression methods.
However, computing each point takes time. A through exploration of search space is only
possible with simple structures and using fast FF simulations. To build estimates for complex
structures or with expensive simulations a surrogate model must be used.
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A surrogate model describes an underlying function that can not be easily measured
directly. In this study the underlying function is the potential energy of an atomistic structure
of interest. Because all properties of the structure and its environment can not be captured
completely by measurements, a simulation is used instead. The simulation is narrowed down
to some specific simulation task. This task is an interpretation of some physical property
of interest, such as potential energy or bond length. The simulator is given a structural
configuration as input X, and it returns value of the simulation task as output Y . A surrogate
model is then used to build a model of a data source of interest based on observations.
Acquiring data must be optimized to minimize number of observations required and to
maximize information from search space areas of interest.
BOSS is a machine learning (ML) tool for utilizing Bayesian optimization (BO) in finding
stable material structures that have low potential energy [17, 18]. BOSS navigates an atomistic
simulator search space and minimizes the number of observations needed for a fitting a
surrogate model of the PES in the search space of variables. A surrogate model is a model
used to describe a system that is difficult to measure. BOSS uses a Gaussian process (GP) as
a surrogate model that is fit over observations. A GP is a nonparametric model that describes
an infinite dimensional multivariate normal distribution over input-output observation pairs
[2, 15]. GPs can then be used to make predictions for a probability distribution for output of
the modelled task with any input. Because of this GPs provide estimate for both value and its
uncertainty [13]. Having a measure of uncertainty is an advantage because it gives a measure
of how reliable a prediction is.
A GP model is defined by the data points. It must be fitted again every time new observations are added. BOSS updates the GP model with smart sampling of data to reduce
the number of observations required for findinng where PES is minimized. Acquisition of
new data points is done in a BO loop. BO is a method for optimizing unknown functions.
Even though BOSS minimizes the number of data points, the observations come with a
cost of running the simulations. With complex structures the running time and hardware
requirements can both be significant expenses.
Observations may originate from different sources of data, e.g. different simulators. Even
though different simulators model same underlying function, they produce different results.
For example PES estimates of FF and DFT simulations are different. Currently BOSS
is limited to modelling one task with one source. Sources that share a search space and
describe same task or even just same underlying phenomenon may correlate in many areas
of the search space. Methods for building a model that can use information from multiple
different sources are known as multi-task learning (MT). If faster simulations could be
used to supplement expensive ones, a surrogate model of the expensive source could be
constructed with significantly smaller cost. In this study I have explored the possibilities for
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using MT in BOSS. My aim was to reduce simulation cost by implementing MT to BOSS.
Then, BOSS could use data from different simulators that have different levels of accuracy
and cost. I refer to this edited version of BOSS as BOSS MT.
GP regression can be adapted to include multiple sources of data by using a joined model
kernel that also has correlation between sources encoded [2]. These methods are known
as multi-output Gaussian processes (MOGP). In MOGP it is assumed that the input can
be passed to different simulators, resulting in different properties in the output than in
single output GP models (SOGP). With a joined model, data from many sources can be
utilized for making predictions of any of the submodels. MOGPs have been demonstrated be
computationally efficient compared to single output models [16]. I focused on two MOGP
methods that I enabled in BOSS MT. These are linear model of coregionalization (LMC) and
intrinsic coregionalization model (ICM)[2]. In the literature, they are also known as Kriging
or Co-Kriging [13].
The hypothesis is that previously too expensive sources could be modelled utilizing
observations from cheaper sources. The goal of the study is to build a baseline for MT
experiments with BOSS. The study consists of three parts. I begin with a literature review
for obtaining relevant background knowledge and gathering the current state of research on
the subject. Then I explain the implementation work of BOSS MT. Finally I demonstrate and
test multi-task learning using ICM kernel by comparing BOSS MT to similar experiments
with BOSS, and discuss the results.

1.1

Alanine Conformer Problem

To test the performance of BOSS MT, I conducted a simulation study. I optimized the
structure of an alanine conformer problem. The amino acid alanine is widely studied organic
molecule and it has 13 known minima for potential energy[7]. Alanine has also been used for
testing purposes in earlier development of BOSS. The model is simple enough for relatively
fast simulation runs on both FHI-aims and AMBER simulators used. In addition problems
are scalable because the dimensionality of the simulation problem can be changed by fixing
parameters. This makes alanine a great example for testing structure search algorithms.
The alanine molecule has four dihedral rotational angles that are used as simulator input
x. The optimization problem is to find the rotational angles of the structure that minimize
potential energy. These structures are the most stable conformers. To simplify the test
setup, two of the angles are fixed. This reduces search space to two dimensions where
x = [d4, d13](see Figure 1). In addition to tests and experiments, I used this alanine model to
create example visualization. It is referred to as alanine 2D problem.
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Figure 1: Alanine molecule and four rotational angles. (Sten 2020, utilizing Jmol [11]).
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2

Bayesian Optimization Structure Search

BOSS is an optimization tool for configurational sampling of atomistic structures [18]. In
BOSS a GP is fit to describe the relation between structural variables and potential energy.
The GP model is then updated by minimizing an acquisition function in a BO loop. With this
smart sampling strategy the number of acquisition points required for finding all points of
minima in the phase space can be reduced. This active learning method can make accurate
predictions of low potential energy structures of complex materials with optimized simulation
cost.
BOSS uses BO to reduce the number of observations required for finding minima of the
PES estimate. The BO loop explained in Algorithm 1 has two main steps. First a surrogate
model is fit to the existing data. Then new observations are made based on the minimization
criteria of the acquisition function. An example of acquisition point selection is visualized in
Figure 2.
The choice of the acquisition function defines how BO balances between exploration and
exploitation of the surrogate model phase space. Exploration means obtaining knowledge of
areas of greatest uncertainty and exploitation learning detailed shape of some area. In BOSS
exploration means acquiring from less visited areas and exploitation means focusing on the
observed PES minima. In addition to pure exploration and pure exploitation, BOSS has two
algorithms for optimizing of the GP model fit for desired outcome. These exploratory lower
confidence bound acquisition (eLCB) [6] and expected improvement (EI) acquisition [16].
With eLCB the focus is on the areas with greatest possibility for new minima. With EI the
point with highest expected improvement is selected, or in other words the location with
lowest expected value compared to lowest observed value. After acquiring new observations
GP model is fitted again to update knowledge. This is called active learning. Currently
BOSS can reduce the number of acquisition points for a simulator efficiently compared to
commonly used methods [18].
Algorithm 1: Bayesian Optimization
Result: Reduce number of observations required for finding surrogate model minima
Initial observations;
while iteration < N do
Fit a surrogate model to observations;
Select new acquisition locations by minimizing an acquisition function;
Run simulation in the selected acquisition location;
Update observations;
end
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Figure 2: Plot a) shows BOSS Alanine 2D AMBER PES estimate (GP mean) at BO iteration
20 and plot b) shows corresponding GP variance estimate. BOSS has found the global
minimum (marked with a star), but the whole landscape has not converged. This can be seen
in areas of high uncertainty in plot b). The purpose of this figure is to illustrate the acquisition
process of new data points. The acquisition function has selected the next acquisition location
(blue triangle in plot a) close to a saddle point minima with high uncertainty (white circle in
plot b). The new location of interest has potential for a new minimum.
The computational expenses of BOSS consist of the cost of the model and cost of data
acquisitions. The computational cost is determined by the amount of data and increases as
new observations are added. GPs have time complexity of O(N 3 ) with regard to the number
of observations. The choice of simulator determines computational cost for the acquisitions.
This is typically constant and independent of previous observations.

2.1

Gaussian Process Regression

GP regression is a supervised machine learning method for building a surrogate model of
an unknown function f (x), that given inputs
x1
.
X = .. , x = [x1 , . . . , xm ]

(1)

xj
produces outputs
y = [y1 , . . . , y j ]> = [ f (x1 ), . . . , f (x j )]>

(2)

An observation consists of an input vector and corresponding scalar output. In BOSS the observations are deterministic outcomes of atomistic simulators, which means that measurement
noise is very small. GPs can also be adjusted for noisy observations [15].
Prior information about f (x) is modelled by a GP
f (x) ∼ GP(m(x), k(x, x0 )),
6

(3)

where m(x) = E[ f (x)] is the expected value or commonly mean function, and k(x, x0 ) =
E[( f (x) − m(x))( f (x0 ) − m(x0 ))] is a covariance function also known as kernel.
The joint distribution p(y|X) of outputs y given inputs X is a multivariate normal distribution. The prior predictive distribution for j observations is [15, 14]


m(x1 )
k(x1 , x1 ) . . . k(x1 , x j )
 .

..
..
..
 = N(µ
..
µ , K).
(4)
p(y|X) ∼ N 
,
.
.
.


m(x j )
k(x j , x1 ) . . . k(x j , x j )
Now let us consider prior predictive for j + 1 observations. The index j + 1 is marked with
an asterisk ∗ for simplicity of notation. The prior predictive distribution becomes [14]




k(x1 , x∗ )
k(x1 , x1 ) . . . k(x1 , x j )
m(x1 )
 .



!
..
..
..
..
 .



.
µ
K K>
.
.
.
 .



∗
p(y∗ , y|x∗ , X) ∼ N 
,
,
.
=N
 m(x j )

µ∗ K∗ K∗∗

k(x j , x1 ) . . . k(x j , x j )   k(x j , x∗ ) 
m(x∗ )
k(x∗ , x1 ) . . . k(x∗ , x j ) k(x∗ , x∗ )
(5)
The posterior predictive distribution for observation j + 1 follows a multivariate normal
distribution
p(y∗ |x∗ , X, y) ∼ N(µ̂, ν̂).
(6)
It is defined by the mean and variance estimates, that can be solved from equation 5. The
mean estimate is
−1
µ̂ = K>
∗ K (y − µ ) + µ∗

(7)

−1
ν̂ = K>
∗ K K∗ + K∗∗ .

(8)

and the variance estimate is

Figure 3 illustrates GP regression. These estimates can then be used to determine new
acquisition location. Equations (7,8) indicate that the predictions depend on observed data.
Once new data is obtained, both estimates are updated.
BOSS uses a centered GP where observed outputs are centered and rescaled to have zero
mean and range of ±1. This way the mean function m(x) can be approximated zero for
simplifying the model. The GP model and predictions are completely specified by the kernel
and previous observations (see equations 5-8) [15]. Predictions are made in this new centered
scale. A reverse operation must be performed to add the true mean and variance of the
observations to predictions.

7

Figure 3: GP can be used to predict distribution for new observations.

2.2

Kernels

The kernel describes similarity between outputs [15]. The unknown function f (x) is assumed
smooth. This means that if inputs x and x0 have small distance, the outputs f (x) and f (x0 )
have small distance. A good kernel for smoothing has then large value if observation locations
are close, assuming high correlation between them. Correspondingly the value is zero if
observation locations are far away, assuming independence.
Currently two types of kernels are available in BOSS and can be used depending on
the periodicity of the input dimension. These are squared exponential kernel or radial
basis function (rbf) and standard periodic kernel [10]. Radial basis function can be used
for non-periodic dimensions. Distance of a molecule to a surface is an example of a nonperiodic dimension in structure search. Standard periodic kernel is suitable for dimensions
with simple periodicity. Rotational angles and repeating surface structures are examples of
periodic dimensions. The rbf kernel is
krb f (x, x0 ) = σ 2 exp(−

||x − x0 ||2
)
2L2

(9)

where variance σ 2 and lengthscale L are hyperparameters of the model. The stdp kernel
0

kstd p (x, x0 ) = σ 2 exp(−
has an additional hyperparameter, the period p.
8

||
2sin2 ( π||x−x
)
p

L2

)

(10)

Selection of hyperparameter values is an important step. Hyperparameters can be context
based or free. Context based hyperparameters like the period can be easily derived from the
data or knowledge of the optimization problem. Free hyperparameters like the lengthscale
can be estimated using normal ML training methods such as cross validation, Bayesian
model selection or different heuristics [15].
If inputs are have more than one dimension, the kernels are multiplied together so, that
a kernel is only used for applicable dimensions. Different kernels can also be added or
multiplied together to capture more complex similarity properties [15].
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3

Multi-Task Learning

Expensive simulators are more accurate in modelling potential energy of atomistic structures
compared to cheaper ones. Different simulators may produce very different results in the
scale and location predictors of PES. However, the outputs may correlate in many areas of
the search space. There are computational tools for evaluating and exploiting correlation
between different sources. Multi-task learning (MT) is an umbrella term for machine learning
methods that use data from multiple sources. MT methods may provide a way to approach
simulation setups too expensive alone by combining information from multiple sources. GPs
can be fitted for multiple sources, and the most commonly used form of single task models
can actually be seen as a special case for these multi-output Gaussian processes.
MT approach in Bayesian optimization means utilizing previously obtained or multi-source
data to improve new optimizations through correlation between the sources [16]. Exploiting
cheap sources to supplement expensive ones can help reducing total computational cost. This
fits the basic principles of Bayesian statistics; initiating and updating beliefs based on what
has been observed. Now the prior also contains observations from different sources. The
trouble comes with fitting together this information.
In general, it should be assumed for different tasks and sources to describe same underlying
phenomenon for the transfer-of-knowledge to work or have benefit over single source [16].
In atomistic structure search this would mean that the structure of interest should be same
but the source of data or even simulation task could be different. The data sources must share
a search space.

3.1

Multi-Output Gaussian Processes

GPs are typically fitted to data from a single source but they can be adapted to use multiple
sources. In this study I focus on two methods for MOGP, LMC and ICM. In LMC, single
GP outputs are expressed as linear combinations of independent random functions, in this
case GPs [2]. As a result, a GP with positive definite covariance function is obtained. LMC
generates the MOGP from two step process by first sampling from independent sources of
data and then mixing the results linearly. ICM is a simplified version of LMC where the
elements of the coregionalization matrix are assumed to be a scaled version of elements
independent from output functions[2].
MOGPs can be symmetric or asymmetric. In the symmetric case the aim is to improve
predictions of all outputs, whereas the asymmetric methods aim to improve only one output
[2]. Symmetric optimization could be used if there is no hierarchy of the sources meaning
that one was assumed better in some way, or the hierarchy is unknown. Asymmetric methods
are favourable if there is a hierarchy. For instance, if one source of data is more accurate, but
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significantly more expensive compared to others. Then, only special points of interest are
acquired from the primary source and the rest is drawn from the others. The optimization
goal may be on either transfer of information between data sources, optimisation of multiple
outputs or doing on-the-fly selective sampling, with less expense or more accurate results than
using single source. In this project my goal is to achieve successful transfer of information
between two sources. This will serve as a baseline for the the future development of MT in
BOSS.
A MOGP could be thought of as a GP but with vector output, where each input is passed
to multiple unknown functions. Then the outputs given inputs X could be written as
y1
.
Y = .. , y j = [y1 , . . . , yn ] j = [ f1 (x j ), . . . , fn (x j )]

(11)

yj
where n is the number of unknown functions. However, this kind of representation would
require isotopicity. This means that each input is passed to all the unknown functions. This is
rarely the case, especially if the aim is to supplement one source with data from another. In
this heterotopic use case a specific input is used only once on a single function. The outputs
can then be written in a vector of scalars
y = [y1 , . . . y j ]> , = [ f (x1 , i1 ), . . . , f (x j , i j )]>

(12)

where i j ∈ [1, . . . , n] is an integer and specifies the unknown function to be used. The source
index i could be thought of as an additional dimension of the input
x = [x1 , . . . , xm , i]

(13)

that classifies the number of the task that the observation is made from.
The kernel used must handle the source index i so that predictions can be made for one or
many of the sources sharing data. Sources of interest, for which predictions are made for are
called primary sources. Those only used to supplement the model construction are known as
secondary or supplementary sources. With SOGP, the kernel denotes a joined kernel over
the input dimensions, mapping the inputs to the output. Moving to MOGP, these source
specific kernels are called now subkernels and the term kernel now refers to the joined model
kernel that also captures the correlation between tasks. With LCM and ICM each source has
same subkernel but this is not a general constraint for all MOGP methods. There are several
different methods for joining multi-output kernels, such as coregionalization kernels used in
this study and convolution processes [2].
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3.2

Linear Model of Coregionalization

This section explains LMC and ICM kernels as fomulated by Alvarez and Lawrence [2]. In
LMC, outputs are modelled as linear combinations of the functions modelling the underlying
function. A linear combination of GPs is a GP with positive definite covariance function. The
joined model complexity can be increased assuming a number of latent processes Q ∈ Z+ .
Considering a set of output functions fi (x) that share a search space, each output is modelled
as
Q

fi (x) =

∑ ai,q uq (x)

(14)

q=1

where aq are scalar coefficients and uq are GPs with zero mean and covariance function

cov[u (x), u 0 (x0 )], if q = q0
q
q
0
kq (x, x ) =
.
(15)
0 else
Any SOGP latent process kernel can be used as the covariance function kq (x, x0 ) (subkernel).
The latent processes q : [1, ..., Rq ] that have the same covariance function kq can be grouped
together and the outputs become
Q Rq

fi (x) =

∑ ∑ ari,q urq (x)

(16)

q=1 r=1

producing Q groups of functions. Each function shares covariance function with the group
but is sampled independently. Assuming stationarity and ergodicity of the processes fi (x),
the cross covariance between tasks fi (x) and fi0 (x) is
Q

cov[ fi (x), fi0 (x0 )] =

∑

Q

Rq Rq

∑ [∑

0
0

0
0

∑ ari,q ari ,q ]cov[urq (x), urq (x0 )].

(17)

q=1 q0 =1 r=1 r0 =1

Because the latent functions urq (x) are independent, the cross covariance can also be expressed
as
Q

cov[ fi (x), fi0 (x0 )] =

∑ bqi,i kq (x, x0 )
0

(18)

q=1
R

where bqi,i0 = ∑r0q=1 ari,q ari0 ,q is a coregionalization coefficient [2].
The covariance matrix for I tasks, described by f = [ f1 , ..., fI ], can be written as a sum of
the Kronecker products of coregionalization matrices Bq and covariance functions Kq
Q

Kf,f =

∑ Bq ⊗ Kq .

(19)

q=1

Q×Rq has the coregionalization coefficients
The coregionalization matrix Bq = Aq A>
q , Aq ∈ R
bqi,i0 as entries. Figure 4 describes how the transfer of knowledge is done in coregionalization
models.
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Figure 4: Coregionalization enables sharing information between sources. Shared information
is used when making predictions.

3.3

Intrinsic Coregionalization Model

ICM is a simplified, but more restrictive version of LMC, where the elements of the coregionalization matrix Bq are bri,i0 = vi,i0 bq and assumed to be independent of particular tasks
i[2]. The cross covariance between sources is then
Q

cov[ fi (x), fi0 (x0 )] = vi,i0

∑ bq kq (x, x0 ).

(20)

q=1

ICM can also be seen as a special case of LMC with only one latent process Q = 1. Then the
covariance matrix is written as
Kf,f = B1 ⊗ K1 .
(21)
In practice, this restrictiveness means that each subkernel kq (x, x0 ) is assumed to have equal
importance to the coregionalization kernel.
ICM also covers the SOGP special case. With one data source the coregionalization matrix
encodes the model variance. Otherwise the model is identical to SOGP. If the computational
cost of SOGPs through ICM is not significantly larger than that of the current SOGP
implementation, and benefits with using MOGP models are found, LMC could be elevated
as the primary method for BOSS in the future. Then the default use case assumes only one
latent process and one data source. This way parallel implementations could be avoided and
MOGP compatibility would not increase complexity of BOSS significantly.

3.4

Transfer Learning

There are several approaches to multi-task methods considering the desired machine learning
outcome. In this study the focus is on transfer learning (TL). The idea of TL is to use
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previously obtained data to initialize an optimization problem. The sources for data are
assumed to be different. The secondary data used for initialization is usually assumed to be
already available so that no cost for acquisitions need to be considered, but two optimizations
could also be run consequently. In any case having additional secondary data increases the
cost of the GP model compared to SOGP with same number of observations from primary
source. Additional data makes fitting GP model slower. However, if fewer acquisitions from
primary source are required for the same results with TL compared to single source learning,
advantages of using multi-task learning are possible.
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4

Implementation Work

This section explains the enabling of multi-task models and the implementation of LMC
to BOSS. Because the study was conducted as a coursework of the special assignment
course, the the goals of the project were dominated and workload limited by the assignment
objectives. Special Assignment is an independent study worth 10 ECTS, or roughly equal to
270 hours of work for a good grade. The main goal of the project as a whole was enabling
support for multi-task methods in BOSS and evaluating the potential of TL in structure
search. Even though majority of the changes made to BOSS were small, a relatively large
proportion of the code had to be changed and source code had to be reviewed for the necessity
of changes and tested for compatibility after editing.
The implementation work proved rather time consuming, and expanded the total workload
to roughly 350 hours, of which over 160 hours were spend programming and testing the
code. Therefore the assignment requirements would have been met by a literature review and
a report of the implementation work alone. However, I decided to continue the work with
a simulation study to add to the learning outcomes of the project and to gain preliminary
knowledge on the possibilities with multi-task learning with BOSS. The simulation study
explained in the following chapter can therefore be considered a surplus to the project and a
baseline for future research and development. The total workload is further explained in a
table in Appendix A.
The core of BOSS code consists of a BO optimization loop that updates a GP model. I
enabled MOGP for BOSS by adding a supplementary dimension for the inputs, that describes
the source of the data as explained in (3.1). I then changed kernel structure of BOSS to LMC
kernel from GPy ’multioutput’ class. I also edited GP functions so that they can handle the
additional input dimension. I refer to this edited version of BOSS as BOSS MT.
The easiest way to include more sources of data was to enable initialization from multiple sources. This means that observations from a previous experiment can be added as
initialization data for an additional data source. New observations are not acquired from this
source during the BO iterations. Active BO acquisitions from multiple sources would require
evaluating computational expences and information value of each source at every iteration.
This is something that could be studied in the future. Because of this, BOSS MT is limited to
TL for now.
Now BOSS MT could be initialized using one or multiple different sources. The user
must select one of the sources to be the primary source of interest and others are secondary
sources augmenting the model. New BO acquisitions can be made and the model optimized
only for the primary source. Secondary sources can be initialized but no BO acquisitions can
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be made for them. This is enough to enable TL, because the model can be initialized from
scratch or from previously obtained observations attached in BOSS restart file.

4.1

Testing

I confirmed the functionality of software changes with unit tests and a set of functional tests.
In unit tests individual components of the code are tested independently to verify that they
behave as designed [1]. I defined a set of unit tests for four modules handling restart files,
initialization of data, GP model and BO loop. It is often practically impossible to write unit
tests that would cover the whole code. Because of this I created them only for the modules
with most changes in them. Unit tests are important tool and should be updated frequently
when the development process continues. Continuous testing is an important part of software
development.
Functional tests are integration or system level tests of software reliability against some
predefined functional requirements [1]. The purpose of functional tests was to ensure joint
functionality of the software changes. A functional test compares output of a program given
input to some known, correct output or evaluates the sensibility of the output if the correct
value is hard to determine. In the functional tests I compared BOSS MT results to a baseline
created with BOSS. These tests are further explained in Appendix B.
All tests were passed. It should be noted that tests were done only with ICM kernel, that
restricts complexity of MOGP model. Tests with LMC kernel should be applied before
experimenting with LMC kernel.
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5

Simulation Study

In this section I explain TL experiments that I conducted with BOSS MT. The purpose of
these experiments was to gain preliminary knowledge on the performance and potential
benefits of BOSS MT. First I describe the experiment setup, then the evaluation measures
used. Finally I present and discuss the results.

5.1

Notes on BOSS use and Terminology

BOSS requires at least 2 observations from each source of data to initialize GP model. These
initialization points are denoted as initpts and data points added in BO acquisitions are
called acqpts. All BOSS run information, including observations, model hyperparameters,
acquisition poins and runtimes are saved in a results file. Data from this file is shortened as
rst, and it can be used for restarts. In BOSS MT the user can provide multiple sources for
data, and must select one of them to be the primary source for optimization. For now, BO
acquisitions can only be made for the primary source. The additional secondary sources can
be initialized actively from of if pre-calculated data is available, provided in .rst format for
initialization. Further explanations on BOSS terminology and use can be found in BOSS
project [17, 5].

5.2

Experiment Setup

In these experiments I tested the performance of BOSS MT in optimization of alanine 2D
problem explained in (1.1). I created two baselines b1 and b2 with BOSS for comparison.
I did b1 using AMBER and b2 using FHI-aims as data source. Then I took the data from
these baselines and added that as initialization data to TL experiments e1 and e2. Because
BOSS MT assumes observations to contain a source index, I had to label these datasets. Both
experiments had initialization data for the secondary source from one of the baselines. Then,
primary source was optimized using active acquisition. Table 1 describes the setup for baselines and experiments. Based on previours experiments, I know that BOSS should converge
Experiment Setup

b1

b2

e1

e2

BOSS version

0.9.17 (release)

0.9.17 (release)

MT (unreleased)

MT (unreleased)

Primary Source

AMBER

FHI-aims

AMBER

FHI-aims

Initpts1

5

5

5

5

Acqpts1

50

50

50

50

Secondary Source

N/A

N/A

b2 rst

b1 rst

Initpts2

N/A

N/A

55

55

Acqpts2

N/A

N/A

0

0

Table 1: Setup of baselines (b1,b2) and TL experiments (e1,e2).
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Figure 5: Acquisition locations, global minimum prediction and PES estimate of the baselines
after 50 BO iterations of Alanine 2D optimization, a) for b1 and b) for b2. The white circles
highlight visible minima.
alanine 2D model with fewer than 30 iterations with both simulators. I used a larger number
of data points because behaviour of the MT model was unknown. I restricted the number of
latent processes because this was the most simple setup for the experiments. However, this
limited the experiments to use of ICM kernel. LCM kernel should be experimented with in
the future, because it might provide different results.
Acquisition locations and PES estimates for the baselines are shown in Figure 5. We
see that despite differences, the sources a have high degree of correlation. The global
minimum predictions and local minima have differences between the simulators. I have
highlighted the minima with white circles. Baseline b1 has only one minimum in the range
x2 : [150, 200] where b2 seems to have 2, and b2 only has one minimum in the range
x1 : [150, 300], x2 : [−50, 50] where b1 has two. This shows that even with simple, restricted
and correlated setup there can be clear differences between sources.

5.3

Evaluation

The main objective of the experiments was to determine whether MT models could provide
benefits in structure search as compared to SOGP. There were three possible ways of
achieving benefits with this model. These were improving computational efficiency, the
performance of the model, or both together.
To measure computational efficiency, I evaluated convergence of global minimum prediction (GMP) for both number of BO iterations and total runtime. GMP consists of estimates
for location xmin that with observations and hyperparameters determines the expected value
µ̂ and variance ν̂. Therefore I only measured convergence of µ̂ and ν̂. It should be noted that
the model predictions do not represent the true PES values, but convergence of the model.
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In the future, a comparison of the global minimum predictions to the true values should be
included when the quality of the model predictions is reviewed.
Based on previous experiments, I assumed the GMP to be truly converged at the last
iteration. I compared other iterations to this value. Running N iterations, I considered µ̂i of
GMP to be converged at iteration j
α

µ̂i, j −
→ µ̂i,N

(22)

when relative difference between µ̂i at BO iteration j and at last iteration N remained smaller
than convergence level α : [0, 1] for the rest of the iterations
dr (µ̂i, j+k , µ̂i,N ) ≤ α, ∀ k ∈ [0, N − j].

(23)

Output values have different levels depending on the task. To easily compare different tasks I
defined a relative difference measure
||µ̂i, j − µ̂i, j0 ||
dr (µ̂i, j , µ̂i, j0 ) =
(24)
|max(yi ) − min(yi )|
I used this convergence measure, because it has same scale relative to values yi for both
the experiment and the baseline sharing primary source. This makes comparison easier. It
would have been better to include location estimates in the evaluation. However, leaving
them out for simplifying the experiments is justified because GMP location settles close to
convergence after first few iterations. I assumed changes in the location to be of the same
order and correlated with the predictors. However, convergence of GMP location should be
included in future experiments.
In addition to convergence, I analyzed acquisition locations to see if there are any interesting differences. This was purely visual analysis of scatter plots. Because I did not yet
make changes for BOSS postprocessing tools, I could not make PES plots of the experiments
such as in Figure 5. BOSS postprocessing tools enable plotting results of BO runs. PES and
plots of other measures would be useful to see if there are differences in the estimates. These
could provide interesting aspects to the analysis. MT postprocessing should be implemented
before conducting further experiments.

5.4

Results and Interpretation

Summary of the baseline and experiment results can be found in Table 2. Experiment and
corresponding baseline (e1 and b1, e2 and b2) have best acquisitions close to each other
and approximately the same GMP. It should be noted that simulation variables x1 and x2
describe rotational angles and have period of 360 degrees. Experiment 1 is 2.53 times slower
than baseline 1, and e2 is 1.33 times slower than b2 in total runtime. This was expected
because GP models have time complexity of O(N 3 ) relative to the number of observations.
Experiments have 55 more observations from the beginning compared to the baselines.
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It is important to first consider the predictions as function of iterations and not only through
real computing time. The number of iterations reveals information about theoretical limits of
different algorithms. These limits can then be approached by improving the implementation
of the method or hardware used. Figure 6 shows GMP (µ̂ and ν̂ ) for the first 30 iterations.
After this there were no significant changes. It seems that correct global minimum prediction
is found with around 2 to 5 fewer iterations in b1 compared to e1, and around 5 to 11 fewer
iterations in e2 compared to b2. The model variance appears to be visible for the first few
steps but reduces then with fewer iterations in experiments compared to baselines. This is
likely explained by the model being initialized with secondary data that has global minimum
in different location. For the first few steps the model needs to learn the correlation between
the sources. This is reflected in relatively high variance in first iterations. After learning the
correlation, the model can utilize secondary data and model variance is reduced close to zero.
If we view the iterations of convergence and different convergence levels shown in Table 3,
the results are in accordance with the visual inspection of the predictors in Figure 6. Different
levels of convergence are achieved with equal or up to 6 fewer iterations in e1 compared to
b1 and and up to 12 fewer iterations in e2 compared to b2. There is one exception where b2
reaches convergence of ν̂ on level α = 0.01 with one less iteration than e2.
Actual computation time is an important aspect with computational methods. I inspected
two different measures of time. These were BO iteration time that contains time for making
new acquisitions and fitting the model, and total runtime that is the cumulative of BO iteration
time. Figure 7 shows the relative difference dr described in Equation 24 as function of total
runtime. The total runtime for experiments is remarkably slower compared to baselines for
the total 50 BO iterations. However, fewer acquisitions are required for the same level of
convergence. This means that some runtime advantage could be achieved in a setup like
experiment 2. This comes from relatively expensive acquisitions using FHI-aims. Addition

Table 2: Summary of experiment results
Experiment Summary
b1
b2
e1

e2

Best acquisition location(x1)

59.65

231.20

59.08

241.78

Best acquisition location(x2)

179.82

3.48

180.46

-1.70

Best acquisition (y)

17.48

-8803.27

17.48

-8803.28

GMP location (x1)

59.77

238.01

59.78

237.25

GMP location (x2)

180.13

0.39

180.14

0.71

GMP muhat (y)

17.48

-8803.28

17.48

-8803.28

Total runtime t (s)

95.864

984.032

242.684

1315.588

146.82

331.556

2.53

1.33

Absolute diff. in runtimes te − tb
Relative diff. in runtimes te /tb
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Table 3: BO iteration of GMP convergence on different levels
α
0.05
0.01
0.001
0.0001
GMP measure

µ̂

ν̂

µ̂

ν̂

µ̂

ν̂

µ̂

ν̂

jconv., e1
jconv., b1

3
5

16
18

16
21

17
23

22
22

20
25

22
26

22
25

∆

2

2

5

6

0

5

4

3

jconv., e2
jconv., b2

8
13

4
13

14
25

14
13

17
28

14
26

39
47

16
28

∆

5

9

11

-1

11

12

8

12

to computational cost of BO from the secondary observations can be compensated if fewer
acquisitions are required. Even so possible advantage depends on the optimization task,
selected data sources, and the level of convergence selected. For some levels of convergence
benefits are not observed. This was expected because in this study the attempt was not to
find a general solution for TL in structure search but to explore potential benefits. Using
excessive number of secondary data points may slow BO down with little benefit compared
to moderate amount of supplementary data.
Table 2 shows that total runtime increases around 150% in e1 and 30% in e2 compared to
the baselines. From Figure 8 we see that there is a jump in iteration times in both experiments
between iterations 30 and 40. Corresponding increases are around 100% and 25% before
the jump. BOSS users have reported such jumps before. There is no clear explanation for
this behaviour and it is assumed to come from the environment (hardware and setup) and
might not be observed if the experiments were repeated. Experiment environment was not
isolated. Other processes running in the background may have added variation to runtimes.
In both experiments convergence at different levels is achieved in fewer iterations compared
to baselines. However in e1, additional cost of iteration times increases the total computing
time so, that even with fewer iterations same level is reached later.
In e2 we observe around 100 seconds time benefit, with the 11 iteration steps less with
transfer learning compared to baselines. In these experiments the secondary data was precomputed. Because of this there was no time expense for acquisitions of this secondary
data. Cost for secondary data should be considered, if it is not readily available. Looking at
Figure 8 we see that running time of b1 that is the cost for e2 secondary data is less than 100
seconds. This is less than the maximum time benefit observed in e2. This means that even
if active acquisitions were used in initialization of the secondary source in e2, some time
benefits might have been observed.
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BOSS keeps track of best acquisitions. A Best acquisition is lowest valued observation
from a source. Figure 9 shows locations for acquisitions, best acquisitions and GMP predictions. A best acquisition location is observed in both experiments that is not present in the
baselines. This can actually be a sign of distraction from the two sources having different
GMP locations. Once the model learns correlation between sources, it soon finds the correct
global minimum.
If initialization data was added to Figure 9 we would see that no same exact location is
visited twice. This is an indicator of exchange of information between the sources in transfer
learning. It could be possible that the joined model has properties that are not observed
when using either source alone, but PES estimates of the TL experiments would need to be
reviewed for making further conclusions.
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Figure 6: GMP values by BO iteration for transfer learning and experiments. a) plots µ̂ for
e1 and b1, b) plots ν̂ for e1 and b1, c) plots µ̂ for e2 and b2, and d) plots ν̂ for e2 and b2.
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Figure 7: Total runtime and relative difference of GMP between iteration and convergence.
a) shows dr in µ̂ for e1 and b1, b) in ν̂ for e1 and b1, d) in µ̂ for e2 and b2, and b) plots
difference in ν̂ for e2 and b2. Total runtime may increase with MT even though less iterations
were required.
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Figure 8: Total runtime and BO iteration time as function of iterations. The symbols •, ? and
× mark points of convergence at levels 10−2 , 10−3 and 10−4 with the convergence measure
described above. Note the jump at BO iteration times between iterations 30 and 40 in both
transfer learning experiments.
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Figure 9: Acquisition locations. a) and b) plot acquisition locations and model predictions in
the search space for baselines, c) and d) for the TL experiments.
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6

Conclusions

In this study I explored the potential of multi-task learning for BOSS. The work consisted
of three main parts. These were background research supporting the topic, implementation
work where LMC method was enabled in BOSS, and finally a simulation study for evaluating
the method in practice.
The simulation study showed that transfer learning is possible in BOSS. Using a shared
model with multiple data sources GMP convergence was achieved with fewer BO iterations
in two different test setups. However, the additional data comes with a cost. This increased
the iteration times. Even so, time benefits in total computational time were achieved for some
levels of convergence when optimizing FHI-aims simulations using additional data from
AMBER. The data was pre-computed, but the benefit were of such order that it might have
been observed even if a cost for obtaining the secondary data was accounted for. This implies
that active acquisitions from multiple sources might be computationally efficient alternative
to single source acquisition. In addition changes in acquisition of data were noticed but their
nature could not be established yet. The decrease in computational time is expected to be
limited to use cases where the primary source of data is very expensive compared to other
sources.
The results presented here may not hold for other experiments. If sources were not
correlated, additional data might even hinder the optimization process by all measures.
Observed benefit also depends on the selected measures and were observed only after the run,
after analyzing the results. The total runtime of MT experiments was therefore significantly
more than that of the baseline experiments. To observe similar benefits in real use, guidelines
are needed for BOSS MT experiment setups and possibly even methods for stopping an
ongoing optimization run based on observation of benefits. Even with single task optimization
the issues are complex and require careful planning and through understanding of the issue
at hand. Multi-task learning adds another layer of challenge and thus very significant benefits
over should be expected before using it in structure search. This study showed that benefits
are possible, but more work and experiments are required before any generalization or further
suggestions can be made.

6.1

Future Work

Further research is needed to reliably uncover the possibilites of multi-task learning for BOSS.
First, post-processing tools should be developed to enable analysis of the PES predictions.
More experiments and with more complex setups should be conducted. This study did not yet
include complete LMC models, but just the restricted ICM version. LMC should be included
in the experiments. Then, methods for optimizing the amount of data from different sources
should be considered. At least general guidelines for the users on selecting the amount
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of initialization data for transfer learning experiments should be obtained. If possible BO
should developed to optimize the number of data used in the BOSS run together with on
the fly acquisitions from multiple sources. Time complexity of BOSS MT with one source
optimization of single task should be compared with current release of BOSS. If significant
difference in performance is found, multitask can be merged as the default setup for BOSS
to avoid parallel implementations.
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A

Breakdown of the Project Work

Hours spent

Task

Description

18
24

Background
Learning BOSS

25
163
17
18
21
64

Research plan
Programming
Meetings
Experiments
Analysis
Report

Finding and reading relevant literature
Familiarizing myself with BOSS code,
doing demos, learning syntax
Constructing a research plan
Implementation work
Meetings, discussing the proceedings and findings
Running experiments for simulation study
Evaluating the experiment results
Writing the report

= 350
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B

Functional tests

Functional tests are listed in Table 4 and further explained below.
In these tests ’AMBER’ and ’aims’ mean simulator dummies. The these were GP models
build to mimic the actual simulators (FHI-aims and AMBER) without the cost of acquisitions.
This reduced the runtimes reasonable for testing purposes as querying a GP model is faster
than using the real simulators.
The purpose of these tests was to confirm that BOSS multitask works properly i.e. gets
finds correct model parameters and global minimum prediction. BOSS MT has partially
different hyperparameters compared to BOSS. The comparison is therefore done for the
overlapping part and others should settle to sensible values.
Test

BOSS

Primary

Initpts(1)

BO acqpts(1)

Secondary

Initpts(2)

0

0.9.17

AMBER

5

20

-

-

1
2
3
4
5
6
7
8

MT
MT
MT
MT
MT
MT
MT
MT

AMBER
rst from 1
rst from 0
AMBER
rst from 4
AMBER
rst from 6
rst from 0

5
5
5
5
5
5
5
5

20
20
20
20
20
20
20
20

AMBER
rst from 4
aims
rst from 6
aims

5
5
5
5
5

Table 4: List of test setups

The test cases were
0. Baseline
Description:
BOSS with 5 initialization points and 20 acquisition poins (acqpts) with AMBER as
the primary source.
Purpose:
Test results are compared against this baseline.

1. SOGP and active source
Description:
BOSS MT with 5 initpts and 20 acqpts with single source (AMBER).
Purpose:
BOSS MT should be able to optimize SOGP tasks.
32

Pass criterion:
Global minimum and best acquisition should be close to what is observed in the
baseline. Hyperparameters shared with baseline should match.
2. SOGP restart
Description:
BOSS multitask with rst file from Test 1.
Purpose:
BOSS MT experiments should be reproducible.
Pass criterion:
Results should be equal to 1.
3. Baseline restart with BOSS MT
Description:
BOSS MT with rst file from baseline test, with task source indices added. BOSS
ignores all GP model hyperparameters stored in rst file because MT has more model
hyperparameters, and calculates new ones.
Purpose:
Old experiments should be reproducible with MT.
Pass criterion:
Global minimum and best acquisition should be close to what is observed in the
baseline. Hyperparameters shared with baseline should match.
4. MOGP with double data
Description:
BOSS MT with two userfunctions (both AMBER) 5 initpts per each source and 20
acqpts for primary source
Purpose:
When using default initialization method, initpts are same for all sources. TL experiment with two identical data sources should produce same model as one source.
Pass criterion:
Global minimum and best acquisition should be close to what is observed in the
baseline. Hyperparameters shared with baseline should match. Hyperparameters for
both sources should be approximately the same.
5. Restart of MOGP with double data
Description:
Restart 5. with BOSS MT
Purpose:
BOSS MT experiments should be reproducible.
Pass criterion:
Result should be equal to 5.
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6. MOGP with two different sources
Description:
BOSS MT with two sources (AMBER, aims) 5 initpts per each source and 20 acqpts
for primary source (AMBER)
Purpose:
BOSS MT should be able to use two active simulators simultaneously. Small number
of initialization data from another source should not significantly distract preditions
for primary source.
Pass criterion:
Global minimum and best acquisition should be approximately the same for the
primary source Global minimum and best acquisition for primary source should be
close to what is observed in the baseline. Hyperparameters shared with baseline should
match. Values for secondary source should be sensible.
7. Restart of MOGP with two different sources
Description:
Restart 7. with BOSS MT
Purpose:
BOSS MT experiments should be reproducible.
Pass criterion:
Results should be equal to 7.
8. MOGP with active simulator and rst data
Description:
run BOSS multitask with two sources: data from rst file (source 0 amber) and userfn
(source 1 aims)
Purpose:
BOSS MT should be able to use rst data and active simulator simultaeously.
Pass criterion:
Global minimum and best acquisition should be approximately the same for the
primary source Global minimum and best acquisition for primary source should be
close to what is observed in the baseline. Hyperparameters shared with baseline should
match. Values for secondary source should be sensible.
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