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1. Introduction

The Internet of Things (IoT) has emerged as one of the most important comput-
ing disciplines over the last years. The term Internet of Things has originally
represented a vision where physical objects and digital information are inter-
linked. Given the technological developments over the past decade, however,
this dissertation uses a more recent and more strict definition where the term
Internet of Things denotes the ability to connect any physical object in the world
to the Internet to communicate and share information with other devices and
systems in the network. This more strict definition highlights one of the main
goals of this dissertation: to achieve seamless communication in IoT and provide
full availability of its services.

In fact, the capabilities of IoT have enabled the extension of the Internet
to devices of all types, ranging from home appliances, medical devices and
industrial systems to connected vehicles. Moreover, most of those devices have
strict limits in terms of energy consumption, memory and processing capabilities,
which essentially entails the optimization of their power consumption and
network bandwidth usage. As a result, the vast majority of the IoT technologies
have been designed with such requirements in mind to minimize their overhead.

A fundamental part of IoT is its ubiquitous nature. The term ubiquitous
computing was first exposed by Mark Weiser in his article The Computer of the
21st Century in 1999 [12]. According to Weiser, ubiquitous computing relates
to the idea of integrating computers seamlessly into the world. Weiser’s vision
about ubiquitous computing can be drawn from one of his most cite quotations
from his article –

"The most profound technologies are those that disappear. They weave themselves

into the fabric of everyday life until they are indistinguishable from it."

The term has evolved during the years and expanded its definition to denote
the omnipresence of the computing devices, which are constantly present and
fully connected to the Internet while being effectively invisible. IoT is based on a
similar assumption where the IoT technology is designed to become as invisible
and non-invasive as possible to the physical environment.
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On the other hand, IoT comprises a set of capabilities for providing ubiquitous
computing. Such capabilities are called ubiquitous capabilities in this disser-
tation. The ubiquitous capabilities of IoT include, but are not limited to, the
following:

- Flexibility: Supports dynamic changes on the IoT environment.

- Heterogeneous interoperability: Relates to the seamless integration of the
different technologies within IoT.

- Seamless mobility: Supports mobility on different IoT layers (e.g., device
mobility, network mobility, and service mobility).

- Broad availability: Relates to the wide access to IoT information.

- Full connectivity: Refers to the ability of each IoT system to exchange data
globally.

In this dissertation, the ubiquitous capabilities of IoT refer in most cases to
the broad availability and full connectivity of the IoT devices on the Internet.

The underlying paradigm of ubiquitous computing has also been referred to
as pervasive computing, or ambient intelligence. Even though the terms are
interchangeable, the term ubiquitous computer will mostly be used through-
out this dissertation. Similarly, this dissertation uses the term constrained
devices and IoT devices indistinguishably to refer to the physical objects with
built-in computer capabilities. The characteristics of such devices include their
availability to consume very little power over very long periods of time. Such
devices optimize their power consumption by limiting their memory, processing
and communication capabilities. In certain cases, these devices might even
automatically power off for brief periods of times to save energy. Those states of
inactivity are called sleep modes and they are equivalent of pausing the state of
the device for a specific amount of time. Furthermore, the constrained devices
can be classified into two distinct categories: sensors and actuators. Sensors are
devices that are able to sense the physical environment and detect their changes,
while actuators provide a mechanical action in respond to an input. In some
cases, a constrained device can be a sensor and an actuator at the same time.
Both categories are employed in this dissertation.

In general, this dissertation gives special attention to the ubiquitous charac-
teristics of IoT. Based on the current state of IoT, this dissertation identifies a
set of challenges that need to be first solved before the existing IoT technologies
become truly ubiquitous. As a result, the study of the IoT in the context of
ubiquitous computing is the common denominator of this dissertation.
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1.1 Research Motivation

As noted earlier, one of the crucial areas driving IoT is ubiquitous computing.
Ubiquitous computing offers to IoT significant advantages over traditional net-
works, and many of the attributes of IoT are associated with it. These attributes
include, but are not limited to, power-efficiency, cost-efficiency, reliability, scal-
ability, connectivity, Internet access, responsiveness, and security. Similarly,
some of the technical challenges of the IoT are associated with its ubiquitous
foundation. Those challenges prevent the IoT to function at its fullest power
under certain circumstances. The technical challenges of IoT can be identified
in the following areas:

• Global Connectivity: The IoT technologies depend upon connectivity in order
for the IoT devices to communicate and interact. The connectivity is provided
by either a local area network, wide area networks, or with a direct connection
to the Internet. With the current depletion of IPv4 addresses, the adoption of
IPv6 has promoted and enabled the deployment of large scale IoT scenarios.
However, the coexistence of IPv4 and IPv6, as well as the limited connectivity
capabilities of many IoT devices has brought some routing challenges to some
IoT deployments. Many IoT devices send information very infrequently which
triggers connection timeouts in the IP layer middle boxes, breaking the connec-
tion between the IoT devices. Even though the conventional Internet scenarios
already provide solutions for such problems, IoT differs too much from the In-
ternet scenarios to apply those solutions. For instance, one common approach
in the conventional Internet to keep the connection open is to periodically
send keep-alive messages to the server. However, keep-alive messages drain
power on energy-constrained devices. Besides, this technique is not suitable
for constrained devices deploying low-power states, such sleep modes.

• Global Addressability: Technologies such RFID tags have been part of the
realm of IoT since its beginning. RFID tags has aided computers to identify IoT
objects. With the rise of the IoT, the way of identifying objects has expanded
beyond RFID tags to other technologies. Defined in these terms, the notions
of identity and addressability are closely connected. In order to make an IoT
device globally addressable, it must have a unique identifier.

The different ways of identifying the objects in IoT as well as the large-
scale deployments of the IoT platforms have made it increasingly difficult to
uniquely identify the IoT devices on a global scale. In this approach, many IoT
systems still coexist with general IPv4 networks, which makes the use of the
IP address to publicly and uniquely identify IoT devices insufficient. Thus, a
different approach is needed.

• Low-cost and Low-power Devices: One of the primary goals envisioned by the
IoT is to have battery-powered devices that operate for many years without
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maintenance. To that end, most of the IoT devices adopt low-cost technologies,
and some of them even implement sleep mode patterns to achieve longer
battery lifetimes. The limitations of the capabilities of the IoT devices hinder
the development of certain solutions in IoT. These limitations also prevent to
involve the constrained devices and their scarce resources into sophisticate
solutions. Consequently, the design of the new IoT technologies always has to
take into consideration the constrained capabilities of the IoT devices.

• Heterogeneous Computing Architecture: The proliferation of different IoT sys-
tems and their lack of interoperability have created various challenges where
current Internet solutions cannot be applied. For instance, end-to-end security
and management have become complex between IoT silos, holding back the
overall potential of the Internet of Things. Hence, solutions that interconnect
the various IoT architectures and create inter-operable capabilities indepen-
dent of their architecture can be more scalable. Another example studied for
this dissertation involves network transition technologies in IoT. Even though
network transition solutions have existed for decades, the current limitations
of IoT have made the previous solutions obsolete, and new solutions need to be
implemented to overcome this problem.

• Heterogeneous Semantics: The expansion of IoT has not just affected the
interoperability between a diverse number of IoT systems, but it is affecting
the way those IoT systems interpret the data, creating semantic ambiguity.
Semantics among heterogeneous IoT systems can create conflicts when the
same information is interpreted differently. As a result and due to the lack of
globally accepted standards, it is difficult for the IoT systems using different
semantics to interact between them.

• Security: Due to the constrained nature of the IoT, strong security measures
may not always be implemented. Another common security issue is the lack
of widely accepted industrial standards, resulting in incompatible solutions
among systems. Unfortunately, IoT security has not always been considered a
top priority in the industry, and such decisions have negatively affected the
design of many end-to-end IoT solutions.

This list of technical challenges is not exhaustive, but it categorizes and identi-
fies the most widely known problems among the researchers focusing on IoT [56].
Most of the aforementioned challenges impede the complete realization of the
ubiquitous characteristics achieved in IoT. Aspects such as global connectivity
or addressability are essential in the development of full ubiquitous IoT system.
Taking into consideration the described challenges, the following section posits
the research goals that motivate this dissertation.
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1.2 Research Goals

As detailed in the previous section, IoT still faces a number of adversities
that prevent it from developing to its full potential. This dissertation focuses
on finding solutions to the various challenges associated with the ubiquitous
capabilities of the IoT. Improving the ubiquitous capabilities of the IoT is a
challenge that can be approached from many perspectives. Considering the
relatively large number of research problems in the area, this dissertation
identifies a set of the most significant challenges involved in the ubiquitous
capabilities of IoT and proposes technological solutions to them. Regarding
research goals, this dissertation concentrates on four specific research areas
related to the ubiquitous nature of IoT.

The first research area relates to providing ubiquitous communication across
networks based on different network-layer infrastructures. IPv6 has an impor-
tant role in the Internet of Things. However, many of today’s Internet networks
are only IPv4-capable. Despite the number of existing IP network transition
solutions, they are not optimized for constrained devices and prevent external
devices from initiating communication with constrained devices located behind
Network Address Translations (NATs). In order to overcome these limitations,
this dissertation describes a transition communication mechanism that enables
devices to initiate the communication across different constrained networks
located behind NATs, thereby allowing them to connect across different network-
layer systems.

The second research area corresponds to ubiquitous concurrency control. With
the increasing number of the IoT devices, some IoT resources only operate
correctly if executed at different times by multiple parties. For instance, it might
not be appropriate that the lock of the main door of a building is controlled
by other IoT devices while a fire suppression service is using it at the same
time. This dissertation introduces a resource concurrency framework for the IoT
systems that manage concurrent access to shared IoT resources.

The third research area is related to ubiquitous access control. Due to the
constrained capabilities of many IoT devices, a management system is needed to
control the access to the IoT resources. However, managing a vast number of
IoT devices is an arduous task in large-scale IoT networks. On the other hand,
many current IoT management solutions are based on centralized systems,
limiting their effectiveness in large scenarios. This dissertation proposes a
decentralized IoT management system based on blockchain technology designed
to favor horizontal scalability.

The last research area relates to ubiquitous semantics. This refers to the ability
of the IoT devices to exchange data with unambiguous meaning. The data can
be interpreted differently by different IoT devices and even can be interpreted
based on different levels of semantic abstractions. The development of solutions
to solve this semantic incompatibility is crucial for the correct understanding of
the data belonging to the IoT devices with dissimilar semantic background.
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All these four research areas share the common denominator of finding so-
lutions to the ubiquitous challenges in IoT. Besides finding solutions for these
specific research areas, this dissertation sets the goal to design all those so-
lutions with some characteristics in mind. The solutions should provide the
following features to facilitate their easy adoption by the scientific community:

• Transparency: All the proposed solutions should be as transparent as possible
to the end IoT devices. The majority of IoT devices are constrained devices.
The integration of new and – in some cases – resource-intense functionalities
in the devices is not an option in many IoT scenarios. On the other hand, the
modification of the IoT devices prevent the easy adoption of those solutions.
Therefore, the solutions implemented in this dissertation restraint as much as
possible the modification of the IoT devices, making the solutions transparent
to them.

• Scalability: The intended solutions must be scalable in order to bring together
the billions of connected devices that will exist in IoT. The solutions should
support large numbers of IoT devices connected to them and should scale
properly.

• Availability: Some IoT devices can be kept in sleep mode to reduce their power
consumption, which in turn makes it more difficult to access them directly
most of the times. On the other hand, failures in some components might
prevent access to some information. For instance, a technical malfunction in a
management server might unintentionally block access to some IoT devices.
The design of the suggested solutions should take into consideration these
limitations in their designs.

• Lightweight: The solutions should minimize the consumption of the IoT re-
sources. Resource efficiency refers to maximizing the memory, processing
power, battery, network bandwidth, and other resources that can be wasted
within an IoT framework. Such resources should be preserved as much as
possible when designing our solutions.

• Mobility: IoT devices are in large measure mobile. They can move from differ-
ent administrative systems or domains. The intended solutions should provide
the technological context in terms of management, security and communi-
cations to allow the IoT devices to move freely through the interconnected
systems.

This dissertation concentrates on building transparent, lightweight, and scal-
able solutions that provide mobility to the IoT devices and ensure the availability
of the information at all times.

24



Introduction

1.3 Research Methodology

This dissertation embraces different research methods to evaluate the author’s
ideas and claims. After a preliminary literature review, the author initially
identified a set of the most significant challenges in the area of ubiquitous
computing in the IoT. For each challenge, a new mechanism or architecture was
designed, and a software prototype was produced. Then, the feasibility and
the performance of each software prototype was analyzed either in simulations
or real-life setups under a controlled environment. Consequently, some of the
research methods applied in this dissertation belong to the system design,
prototyping, and performance analysis areas.

Three types of design variations have been used in the prototypes. In some
cases a combination of more than one design variation has been applied in the
same prototype. The first type is hardware design. The hardware design uses
real, fully functional IoT hardware to evaluate the prototype. The second type is
simulated software design. In simulated software design, the original software
of the prototype runs over a simulated computing environment. The last design
is emulated software design. This design replicates multiple times the original
IoT software’s behavior.

Whenever possible, the hardware design approach was employed in the proto-
types. This approach uses off-the-shelf commodity hardware in their measure-
ments to facilitate collecting the most relevant data from the measurements and
obtaining the most real use case scenarios. Regarding hardware selection, one of
the criteria was to choose the hardware with the best capabilities on the market
as suggested by its popularity. Using popular commodity hardware makes the
prototypes easily reproducible by others.

A major part of the work consists of the implementation of the prototypes.
When possible, open source software components were used in the implementa-
tion of the prototypes or were modified accordingly to the needs of each prototype.
However, most of the parts of the prototypes had to be fully implemented since
implementations were not available.

The same applies to some of the evaluation tools used to measure the proto-
types; the author had to fully implement them or to modify them according to
the specific needs of each prototype. When open source software was used, the
author contributed as much feedback as possible to the open source communi-
ties. For instance, bug reporting was provided through the whole development
process.

Each solution was also designed by using the standard IoT protocols and stan-
dard mechanisms. Complying with the standards ensures the interoperability
and reusability of the solutions, as well as their easy adoption and acceptance by
third parties. In some cases, the design of those standards was inaccurate. The
author improved those standards contributing with his feedback to the different
standardization communities. Some standards were changed according to the
author’s feedback.
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Due to the complexity of the systems designed in this dissertation and their
underlying dependency on the technology, the experimental computer science
method was the most effective method to evaluate the hypothesis of this disserta-
tion. The experimental computer science method [45] is built on experimentation.
It validates and evaluates a solution through the construction of prototype sys-
tems. Together, the results, architectures, and mechanism presented in this
dissertation were not easy to represent in a mathematical fashion, as prototyp-
ing was the only type of tool that could be used to represent and analyze the
research problems.

In summation, the scientific process used in each publication comprises the
following phases [45]:

Problem → H ypothesis → Implementation → Evaluation → Conclusion

First, a problem is defined after conducting a research study. Thereafter, a so-
lution to that problem is proposed. A proof-of-concept prototype is implemented
to validate the hypotheses, and the prototype is evaluated against the require-
ments needed to fully function in the IoT landscape. The conclusion of the work
is published in international scientific publications. Lastly, the research problem
is re-evaluated according to the feedback obtained by the scientific community.

On a final note, all the prototypes from the research conducted in this disser-
tation were fully designed, implemented, and evaluated by the author.

1.4 Research Contribution

This dissertation consists of six peer-reviewed publications which are the au-
thor’s primary contribution. Figure 1.1 presents the placement of the publi-
cations in the IoT landscape. The black circles in Figure 1.1 represent each
publication. The circles can be directly mapped with the publications included
in this dissertation. Therefore, the circle containing number I can be mapped
with publication I, and so forth.

As mentioned previously, the research was conducted in four distinct directions
that complemented each other. Below is a brief overview of the contribution of
each publication.

Publication I presents an IP-agnostic transition mechanism that enables
devices to initiate communication across different constrained networks located
behind NATs. The mechanism is specifically designed for Constrained Applica-
tion Protocol (CoAP) [119] devices. The mechanism was model using standard
IoT protocols and functionalities. The implementation of the prototype showed
that some of those IoT protocols were incomplete. The author communicated it
to the appropriate standard bodies and indicated the ways in which to fix the
standards. In some cases, the standards were modified according to the author’s
feedback.
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Publication II continues on the work started by Publication I. It begins by
studying the different architectural abstractions that can be applied in the IoT
landscape. Then, it evaluates the network transition mechanism defined in
Publication I according to these architectural abstractions and proposes new
enhancements to support them. The prototype designed in Publication I was
modified based on these findings and evaluated.

Publication III describes a resource concurrency framework to coordinate the
access of the IoT resources. In particular, the author aimed to find a solution for
the IoT resources that operates correctly only if they are accessed and executed
by a single party at a time. The solution controls the access of shared resources
by managing the mutual execution of the IoT devices. Since the current IoT
standards do not provide any solution for this specific subject, the author decided
to reuse other solutions rather than define a new one. The framework adopted a
mutual exclusion IETF protocol designed for managing exclusive access to shared
resources in conference systems. The chosen alternative was implemented and
evaluated in relation to its applicability and adaptability to the IoT scene. This
publication presents the design model of the framework, its implementation,
and the results showing the suitability of the framework for the IoT landscape.

Publication IV proposes a new way to distribute the access management
policy between geographically separated IoT networks. As most of the infor-
mation contained in the IoT devices may contain sensitive data, it is required
to restrain the accessibility of the IoT data to unauthorized actors. Current
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IoT solutions have the disadvantage of being centralized, becoming complex for
such systems to scale efficiently. The solution proposed in this publication is a
decentralized access control system specifically designed for constrained devices.
It connects the management policy of distributed sensor networks while storing
and distributing the management information using the blockchain technology.
The solution was precisely designed to aid and ease the communication between
the IoT devices and the blockchain network. As a result, the IoT devices do not
belong to the blockchain network; the blockchain technology is transparent to
the IoT devices.

This publication describes the design and implementation of the new access
management system and evaluates the performance and scalability of it.

Publication V extends the research results of Publication IV. In this publica-
tion, the author performs a more thorough evaluation of the solution described
in Publication IV. Specifically, it compares the state-of-the-art access manage-
ment systems in IoT with the solution described in Publication IV. The results
show that our solution has a competitive advantage over the traditional access
management implementation for IoT. In summary, the solution favors horizontal
scalability when the load is distributed among the blockchain network’s nodes.

Publication VI looks at some of the underlying problems in the seman-
tic interoperability in IoT. The semantic interoperability ensures the proper
interpretation of the information exchanged between various parties. This pub-
lication, in addition to identifying the current problems in the area of semantic
interoperability in the IoT, introduces the design and implementation of a new
architecture that solves some of the current challenges. The solution relies on
the existing IoT standards. The effort of this work has been dedicated to achieve
a higher level of semantic interoperability in the IoT, as well as a better integra-
tion of the IoT standards. The results of this publication were also provided to
several IoT standardization groups to improve their IoT standards.

1.5 Structure of the Dissertation

The remainder of the dissertation is structured as follows. Chapter 2 provides the
technological background needed to understand this dissertation, including IoT
standards and protocols, NAT traversal, and blockchain technology. In addition,
this chapter describes the state-of-the-art solutions from the perspective of the
challenges addressed in this dissertation.

The subsequent four chapters summarize the publications of the dissertation
and outline their research contributions. Chapter 3 introduces a transition
mechanism for IoT that facilitates IoT devices behind a NAT to connect across
different network-layer systems. This chapter is primarily based on the key
research findings presented in Publication I and Publication II.

Chapter 4 presents a resource concurrency framework that provides exclusive
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access to shared IoT resources. The information in this chapter is primarily
based on Publication III.

Chapter 5 describes a distributed IoT management system based on block-
chain technology designed to favor horizontal scalability. The information in
this chapter primarily describes the findings presented in Publication IV and
Publication V.

Chapter 6 develops a new method to overcome the semantic fragmentation in
IoT. The new method enables easy semantic translations across different IoT
semantic silos. The findings presented in this chapter are detailed in Publication
VI.

Finally, Chapter 7 concludes this doctoral dissertation and proposes some
directions for further research.
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2. Technological Foundation

This chapter introduces in depth the relevant technologies necessary to under-
stand the content of this dissertation. This dissertation provides solutions in
the area of the Internet of Things (IoT). Therefore, a good understanding of the
IoT technologies in which those solutions are built is required.

This chapter starts by introducing in Section 2.1 the common technologies in
IoT. This chapter also touches upon other technologies and concepts that play
an important role in this dissertation. These include blockchain technology and
network transition mechanisms. Section 2.2 provides a summary of the current
network transition mechanisms, a topic that has been researched in the field
of IoT in this dissertation. Section 2.3 presents the blockchain technology, a
technology used to build on one of the solutions of this dissertation.

2.1 Internet of Things Technology Outline

IoT strives to extend Internet connectivity to a broader array of physical de-
vices. These devices are embedded with electronics and software that allow the
communication and interaction with other peers. The majority of these devices
are low-cost and low-power devices. In this situation, the design criteria of the
IoT devices have to be optimized for energy conservation, in which the devices
are characterized by their limited processing power and memory. At the same
time, the low capacity and high packet loss of the IoT networks affect negatively
their bandwidth. To overcome these challenges, a new set of technologies that
considers all the different requirements has been designed for IoT.

This section provides an overview of the technologies that constitute the
IoT and are needed to understand the context of this dissertation. Figure 2.1
illustrates the IoT technology stack described in this section. This section first
outlines the technologies used to build connectivity in the IoT. It proceeds by
describing the main key components of IoT related to transport, data format, and
application domains. Finally, the technologies related to the device management
and semantic areas in IoT are explained in more detail at the end of this section.
Both areas are directly connected to the research topic of this dissertation, and
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Figure 2.1. IoT Technology Stack

a more thoughtful description of them will contribute to a better understanding
of this dissertation.

2.1.1 Connectivity

As stated earlier, the vast majority of physical devices that constitute the IoT
are expected to be constrained in terms of energy, memory, and processing power.
On the other hand, IoT applications have dissimilar connectivity requirements
regarding data throughput, range, and energy efficiency. Bringing connectivity
to the constrained space in IoT required the design of sensor networks that
support these characteristics. In addition, connecting a massive number of
physical devices together required the support of IPv6 addressing in the network
infrastructures. The depletion of the available IPv4 addresses was one reason
for the development of IPv6 networks in IoT. Besides, the IPv4 address space
was too small to accommodate billions of IP addresses.

Figure 2.1 classifies the IoT networks in the connectivity domain according to
their spatial scope. Personal Area Networks (PAN) are short range networks,
typically on the order of 10 to 100 meters. They are designed to operate at a low
data rate. Large Area Networks (LAN) offer low power consumption and high
data rates. Low Power Wide Area Networks (LPWAN) are long-range networks,
typically on the order of kilometers, and they are optimized for IoT scenarios
where data rates are less important than range, battery life, and cost. The
following sections briefly summarizes the connectivity technologies in each of
these categories.

Personal Area Networks
In the area of Personal Area Networks, technologies such as IEEE 802.15.4,
Bluetooth Low Energy, and Near-field communication (NFC) fall into this cate-
gory.

32



Technological Foundation

The 802.15.4 [6] category is probably one of the largest standards for Low-Rate
Wireless Personal Area Networks. The IEEE 802.15.4 was developed for applica-
tions that require low data rate transmissions and low power consumption. Two
of the most widely available wireless network technologies adopting the IEEE
802.15.4 based communication protocols are 6LowPAN [73] and ZigBee [9].

The 6LoWPAN standard was introduced by the Internet Engineering Task
Force (IETF). It combines the latest version of the Internet Protocol (IPv6) by
applying compression and encapsulation to the IPv6 packets to fit them into the
standard 802.15.4 packet frames. ZigBee, like 6LoWPAN, is built on top of the
IEEE 802.15.4 standard, and it is capable to interoperate with other wireless
802.15.4 devices or IP network links (e.g., Wi-Fi).

Bluetooth Low Energy, abbreviated BLE [54], is another low-power wireless
personal area network technology designed to reduce the power consumption and
increase the battery life of its devices. Unlike the classic Bluetooth technology,
BLE has low data rates and remains in sleep mode most of the time except when
a connection is initiated.

Near-field communication (NFC) [38] is another form of short-range wireless
communication technology developed over RFID [113]. This technology is limited
to distances of up to four centimeters. A unique characteristic of NFC is that its
passive components do not need any direct power supply. They can be powered
by the electromagnetic field produced by another NFC component.

Local Area Networks
Wi-Fi is a local area network technology based on the well-established IEEE
802.11 standard specialized in high-speed access communication. With the
emergence of IoT, Wi-Fi technology has been always an obvious choice for IoT
connectivity because its coverage is almost ubiquitous. However, the traditional
IEEE 802.11 a/b/g/n/ac standards were not designed for lower power consump-
tion and new versions of IEEE 802.11 have been introduced to overcome these
limitations. 802.11ah [2], labeled Halow, and 802.11ax [3] are two Wi-Fi stan-
dards specifically designed for IoT.

802.11ah was introduced to address the power concerns of IoT. This technology
also provides a broader range, expanding its connectivity radius to one kilome-
ter. The power usage is optimized by using sleeping periods. 802.11ax is the
successor of 802.11ac and has been designed to address the increasing demand
for high volume and diversity of connected devices. Unlike previous 802.11
amendments that focused on high throughput, 802.11ax has focused primarily
on high efficiency.

Low Power Wide Area Networks
Technologies such as LoRa [8], SigFox [121], NB-IoT [83], or LTE-M [82] are
gaining momentum in long-range IoT.

NB-IoT and LTE-M technologies emerged as contenders in the cellular IoT
space. Traditional cellular networks such as LTE networks were not designed for
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infrequent data transmission or low-power scenarios. Hence, the 3rd Generation
Partnership Project (3GPP) responded to those requirements specifying the NB-
IoT and LTE-M technologies as an integral part of the 5G cellular network. Both
technologies operate in licensed radio spectrum, providing security, reliability
and quality of service features. The difference between LTE-M and NB-IoT
is that LTE-M provides more mobility, higher data rates, and voice over the
network but, on the contrary, it requires more bandwidth than NB-IoT.

LoRa is a long-range, low-power wireless technology. Like SigFox, LoRa
operates in unlicensed radio spectrum. With unlimited number of messages
per day and a maximum payload of 243 bytes, LoRa has higher data rates than
SigFox. As opposed to LoRa, SigFox is managed by network operators. SigFox
provides long range communication for devices with infrequent communication
rates. The number of messages is limited to 140 messages per day with a
maximum payload of 12 bytes. One of the advantages of SigFox is the large
range coverage of their base stations (i.e., range > 40 km). By contrast, LoRa
has a range of up to 20 kilometers and NB-IoT of up to 10 kilometers.

SigFox, LoRa, NB-IoT, and LTE-M implement sleep modes patterns that
guarantee a reduction of the amount of energy consumed by their devices.

2.1.2 Transport

The large number of IoT devices motivated the adoption of IPv6 [42] over the
legacy IPv4 protocol [110] in the IoT area. The IPv4 address exhaustion and its
limited address space with a 4.3 billion addresses have paved the way for the
deployment of IPv6 which has a larger address space of 2128 addresses. On the
other hand, the constrained nature of the IoT devices prompts the utilization
of the UDP protocol [109] for end-to-end communication in the majority of the
cases. UDP has a much smaller header size than TCP [108] and provides
better performance due to its simple design which leaves out features such as
packet loss re-transmission mechanisms. UDP also suits better for real-time
IoT applications. In contrast with TCP, UDP is not reliable. When reliability is
needed, it has to be implemented at a higher level of the stack.

Data integrity and privacy is provided by the Datagram Transport-Layer
Security (DTLS) protocol [112]. DTLS is based on TLS [111] but it has been
adapted for unreliable connections running over UDP.

In addition, new routing protocols targeting low power networks have been
specified for IPv6. RPL [143], an IPv6 routing protocol for Low-Power and
Lossy Networks takes into consideration various aspects of the networks, for
example the fact that not all devices are reachable at all times, and there is an
unpredictable amount of packet loss. RPL ensures the low resource utilization
in the network, minimizing the energy consumption.
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2.1.3 Application

Further up the stack, many protocols are defined for use in the application
domain, being widely adopted in today’s IoT solutions the Constrained Applica-
tion Protocol (CoAP) [119] and the OASIS specified Message Queue Telemetry
Transport (MQTT) [5]. The Hyper Text Transfer Protocol (HTTP) [16] and
the Advanced Message Queuing Protocol (AMQP) [125] are other examples of
protocols in this domain.

Constrained Application Protocol (CoAP)
CoAP [119] is a binary protocol standardized by the IETF that features very
low overhead ideally suited for constrained environments. The minimal header
size in CoAP is just 4 bytes, which makes it feasible for links with low MTU.
Additionally, CoAP conveniently translates to HTTP [16] for integration with
the Web. Its interaction model is similar to the interaction model of HTTP.
Moreover, it is based on the Representational State Transfer (REST) model [52],
where CoAP servers make their resource available under URLs and CoAP
clients manipulate the information of these resources. CoAP clients and CoAP
servers use specific methods, such as GET, POST, PUT, DELETE, PATCH or
FETCH [127], to interact with the resources.

CoAP supports transport reliability by marking the messages with the con-
firmable mechanism. A confirmable message is re-transmitted until the recipient
sends an acknowledge message confirming receipt of the message or until a time-
out occurs. When a recipient fails to process a confirmable message, it replies
back a reset message. The messages that do not require reliable transmission
can be sent as non-confirmable messages.

In addition to these features, several extensions have been standardized for
CoAP. One of those extensions is the observation of resources [57]. CoAP clients
interested to have up-to-date information of a resource over a period of time can
include this feature by specifying the observe option in the GET request. Another
extension called block-wise transfer extension [24] is where large amounts of
data must be transferred.

CoAP also supports the built-in discovery of services and resources offered
by CoAP servers. With this feature, CoAP clients can directly learn about the
resources held by CoAP servers. Despite its usefulness, direct discovery of
resources is not practical in constrained environments due to disperse networks
and sleeping nodes. The IETF solved this problem by specifying an entity called
Resource Directory (RD) [120], which contains the resource information of other
CoAP servers in a network, allowing look-ups of that resource information from
CoAP clients. The resource information, their attributes, and the relationships
between resources are described by the CoAP servers and the Resource Directory
(RD) via typed links, so-called Link Format. The CoRE Link Format [118] is a
standard for doing Web Linking in constrained environments. Web Linking [98]
is a format of indicating the relationship between resources on the Web.
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Message Queue Telemetry Transport (MQTT)
MQTT [5] is a publish-subscribe-based protocol running over the TCP/IP protocol.
MQTT is suitable for most constrained devices due to its very low footprint.
MQTT uses a star topology, with a central node called broker that acts as a
server. The broker is responsible for managing the network and routing the
messages to the clients.

In MQTT, the communication is based on topics. Topics are strings that consist
of one or more topic levels. Each topic level is separated by a forward slash
and has a hierarchical structure similar to folders or files. In this way, clients
publish their information under a topic space and the broker uses these topics
to filter and route the messages. Clients subscribe to topics in order to receive
information they are interested in. A client will only receive the messages of the
topics that are subscribed.

There is a variation of MQTT called MQTT-SN [1]. MQTT-SN is designed to
work as similarly as possible to MQTT but it runs over UDP, whereas MQTT
expects a TCP/IP stack. MQTT-SN aims at constrained devices on non-TCP/IP
networks.

HyperText Transfer Protocol (HTTP)
HyperText Transfer Protocol (HTTP) is an application protocol that defines
the transmission of hypermedia information among systems. The concept of
hypermedia is defined as text and images that link to content. The World Wide
Web was built on that concept to link the content on the Internet.

During the years, HTTP has evolved to different versions. HTTP/2 [16] is
the current version of the protocol, and it entails several essential differences
compared to its predecessors. HTTP/2 is a binary protocol rather than text. The
protocol evolves to accept parallel requests that can be handled over the same
connection and the HTTP/2-compliant servers can proactively send resources
to HTTP/2-compliant clients before they request them. This new version of
the protocol also uses header compression reducing its overhead. The new
compression format for the HTTP header fields is specified in a standard called
HPACK [106]. Overall, HTTP/2 provides a significant improvement over its
predecessors achieving lower latency and higher throughput.

HTTP/3 [21] is the upcoming successor of HTTP/2. The third version of HTTP
will not use TCP/TLS for the transport layer. Instead, it will use QUIC [65].
Quick UDP Internet Connections or QUIC is a transport protocol based on
multiplexed UDP connections. QUIC has a set of characteristics that makes
it suitable for HTTP: QUIC deals better with packet loss than TCP and its
connection establishment requires less round-trips than TCP. At the moment,
the new version of HTTP is under development in the IETF [21].

Even though HTTP was not originally designed for constrained environments,
the latest performance improvements of the protocol make it a good candidate
for IoT.
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Advanced Message Queuing Protocol (AMQP)
AMQP [125] is a binary, general-purpose, TCP/IP-based messaging application
protocol designed to interoperate with a broad range of messaging implemen-
tations. AMQP, like MQTT, is developed under the OASIS umbrella. AMQP
differs from MQTT in that it provides a wide range of features related to flexible
routing, security, and reliable queuing. Queuing relates to the ability to store
messages when a client is offline. In addition, AMQP is a peer-to-peer protocol.
As opposed to MQTT, it can be used between two peers without the need for a
broker in the middle. However, the flexibility of AMQP comes as a cost; it has
also more overhead than MQTT.

2.1.4 Data Format

A plethora of data format standards are supported by the IoT application proto-
cols. The IoT data can be encapsulated in different formats depending on the
requirements and capabilities of each IoT system. The data can be represented
either using specific formats, such as JSON and XML, encapsulating the infor-
mation in binary formats, such as CBOR and EXI, or transmitting the data in
plain text.

For the sake of simplicity, only the most common data formats used in IoT are
described in this chapter, leaving the other formats out of this section.

Extensible Markup Language (XML)
XML [87] is one of the most popular markup languages on the Internet along
with HTML. Its primary purpose is to store and transport data across differ-
ent systems. XML stands for Extensible Markup Language and uses a simple
text-based format for representing the information. Moreover, it is hardware
and software independent; thereby it can be used in many different contexts, in-
cluding IoT. Unlike other markup languages, XML is a general-purpose markup
language. Meaning that XML allows users to define their own set of tags in the
documents. Despite the fact that XML has been used for IoT applications, it has
become unpopular in the last years due to its verbosity and parsing complexity.

JavaScript Object Notation (JSON)
JSON [26] is a text-based, language-independent data format designed to be
a lightweight alternative to XML. Due to its easy processing and smaller size,
JSON achieved a rapid acceptance.

The JSON syntax is based on the JavaScript syntax. The JSON format is
syntactically identical to the JavaScript object notation syntax, making the
conversion between JSON data and JavaScript objects very efficient. Another
advantage of the JSON format is that it is easy to encode and read by both
machines and humans. Unlike XML, JSON is a schema-less data format. The
data is interchanged between systems without casting a schema in concrete.
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Concise Binary Object Representation (CBOR)
Concise Binary Object Representation (CBOR) [23] is a binary data format based
on the JSON data model. Similar to JSON, CBOR is a schema-free decoder
standardized by the IETF. One of the design principles of CBOR was to design a
compact implementation of the protocol in order to support systems with limited
capabilities. In addition, its concise message size encoded in binary, makes it
ideal for most constrained environments.

CBOR also provides security capabilities. The CBOR Object Signing and
Encryption (COSE) protocol [115] specifies how to process encryption and signa-
tures using CBOR as the message-encoding format, as well as, how to encode
keys in CBOR.

Efficient XML Interchange (EXI)
Efficient XML Interchange (EXI) [116] is a binary representation of XML de-
veloped by W3C. EXI reduces the verbosity and the encoding complexity of
XML in order to be more compact and more efficient to encode. It improves its
serialization using a binary format and allows a more efficient use of memory,
CPU processing time and battery life. The applicability of EXI goes beyond XML,
adopting non-XML data-description languages such as JSON [105].

2.1.5 Device Management

Standard Modeling Language Encoding Application Protocol

NETCONF YANG XML SSH

RESTCONF YANG JSON/XML HTTP

CoMI YANG/SMIv2 CBOR CoAP

LwM2M IPSO XML CoAP

Table 2.1. Network Management Protocols

Device management in IoT refers to the process of configuring, monitoring and
maintaining the devices’ firmware and software over their entire life cycle. The
first IoT device management system emerged out of the fundamental need to
design efficient protocols for constrained environments. At that time, existing
standards were inadequate for constrained environments due to their signifi-
cant overhead in terms of processing power, network bandwidth, and energy
consumption.

One of the first solutions developed was the RESTCONF protocol [19]. REST-
CONF is a RESTful version of the Network Configuration Protocol (NETCONF).
NETCONF [50] is an IETF standard designed for managing traditional net-
works. In NETCONF, the data exchanged over the network is encoded in the
Extensible Markup Language (XML) format [87]. Since XML does not define
the structure of the documents, YANG [22] is used to model the structure of the
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RESTCONF document.
One of the drawbacks of NETCONF is its connection-oriented interface which

requires maintaining a permanent connection with the server. Such option is
generally unfeasible for constrained environments. Unlike NETCONF, REST-
CONF is a connectionless protocol based on HTTP which uses the same data
store concepts defined in NETCONF. Therefore, connection-wise is more efficient
than NETCONF. In addition, the data in RESTCONF is encoded with either
XML [87] or JSON [25].

The CoAP Management Interface (CoMI) [139] is another device management
protocol specifically designed for low power, lossy constrained network devices.
CoMI extends NETCONF and RESTCONF with the needed capabilities to man-
age constrained devices and networks. CoMI uses CoAP as transport protocol
and CBOR as encoding format for the information exchange, which facilitates
small size of messages. In addition, CoMI converts YANG string identifiers into
numeric identifiers in order to reduce the payload size.

Lastly, there is the Lightweight Machine-to-Machine (LwM2M) protocol [4].
This protocol is also designed for constrained devices. LwM2M [4] is an applica-
tion protocol designed by the Open Mobile Alliance (OMA). It provides device
management functionality for constrained devices over a secure and compact
communication interface. LwM2M is encapsulated using the Constrained Ap-
plication Protocol and provides end-to-end security [117] independently of the
transport protocol.

To conclude, a summary of the main characteristics of the management proto-
cols described in this sub-section is presented in Table 2.1.

2.1.6 Semantics

Another notable aspect of IoT is the abstraction of its information. The seamless
integration of the physical and virtual worlds in IoT has laid the foundations for
a fully automated way to digitally represent the physical environment.On the
other hand, a physical environment can be described and represented in several
ways. In this way, the lack of explicit representation of the IoT information could
cause the risk to be misinterpreted or misunderstood, leading to failures in the
IoT systems. Therefore, the information provided by the IoT devices need to be
homogenized and contextualized to achieve interoperability.

Semantics, which is a key technology in IoT, allows the IoT devices to interpret
the correct meaning of the information and, therefore, to process data properly.
One of the most common forms to provide semantics (or meaning) to the data
generated from IoT devices is through ontologies. An ontology provides a common
vocabulary to describe the meaning behind the data. Moreover, an ontology
defines the contextual relationship behind a defined vocabulary.

Numerous IoT ontologies have been designed in IoT. Due to the large diversity
of domains in the IoT ecosystem, ontologies have been specified according to
different levels of expressiveness and complexity. For instance, the vocabulary
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needed to represent the health domain might differ from the vocabulary needed
in the smart home domain. In addition to the domain-specific ontologies, multiple
generic IoT ontologies have been defined. The generic IoT ontologies define the
core concepts common to all the IoT domains.

One of the most popular ontologies in IoT is the Semantic Sensor Network
Ontology (SSN) [55]. SSN is a generic ontology developed by W3C that describes
the sensor resources and their measurements. SSN focuses on sensors, disre-
garding the representation of the actuators. Besides that, SSN is a complex
ontology that requires excessive processing time when querying the ontology.
Several ontologies have been proposed to overcome the shortcomings of SSN,
one of them is IoT-Lite [17]. IoT-Lite is a lightweight instantiation of the SSN
ontology. It provides basic sensory data and location information.

In the domain-specific area, several ontologies have been defined. The ETSI
Smart Appliances REFerence (SAREF) [40] is an example of a domain-specific
ontology. It covers the vocabulary in the smart home and public space domains.
The Smart Energy Aware System (SEAS) ontology [78] is another ontology
providing several specializations for the gas, water, air, and waste management.

There is a plethora of IoT ontologies defined by several vendors and insti-
tutions [15]. This excessive degree of heterogeneity in terms of number of
ontologies creates fragmentation in the current IoT semantic landscape. This
lack of semantic interoperability in IoT is due to the absence of a common ac-
cepted semantic standard, thereby making many of the existing IoT ontologies
incompatible between them. Most of the domain specific solutions are created
for different verticals and close ecosystems, which are sometimes called silos.

Recently, the World Wide Web Consortium (W3C) has standardized a frame-
work to deal with the issues in the semantic interoperability. The framework
is called the Web of Things (WoT) framework and it addresses the current frag-
mentation problems in IoT. The framework leverages the web technologies and
applies their principles to enable the IoT devices to be linkable and discoverable
on the web. In addition, it defines a standard data model to build interoperability
across a wide range of domains, e.g., smart cities, smart homes, healthcare, and
manufacturing. WoT is not supposed to replace the current ontologies or IoT
verticals. In contrast, it aims to provide interoperability across devices and
domains in a highly fragmented IoT landscape.

Semantic Technologies in the WoT
As stated earlier, the WoT framework reuses the existing web technology stan-
dards for building communication capabilities for IoT devices. Figure 2.2 depicts
the different technologies used in the WoT framework.

The Thing Description (TD) [69] can be considered as the central building
block of the WoT framework. The TD is the entry point of a constrained device,
describing the devices in terms of their interactions. TDs are designed to be
minimal, platform-independent, and machine-readable files, suitable to be han-
dled by any constrained device. TDs define three interaction patterns: property,
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Figure 2.2. WoT Semantic Technologies

action and event. Properties expose the internal state of a constrained device
(e.g., temperature value, humidity measurement). Actions display the functions
of a constrained device. These functions manipulate the internal state of a con-
strained device (e.g., switch on a LED, move a robotic arm). Events describe the
functions that asynchronously push notifications on certain conditions (e.g., door
opened). Thing Descriptions are serialized in JSON for Linked Data (JSON-LD)
format [124]. JSON-LD is a lightweight Linked Data format. On the other hand,
linked data is a method for connecting and sharing structure data using web
technologies. Then, the data can be interpreted and analyzed by machines. The
vocabulary terms in a TD are explicitly described within the JSON-LD context.

Thing Descriptions can be managed in Thing Directories. Thing directories
are directory services that provides an interface for creating, reading, updating
and deleting TDs. The Thing Directories also feature a lookup interface to query
semantically the Thing Directory’s database. Queries are performed using the
SPARQL query language.

Information exchange can be protected by usage of secure transport protocols.
TLS/DTLS in particular can be used for authentication and confidentiality.

TDs are identified by Internationalized Resource Identifiers (IRIs) [48]. In
case IRIs are not supported (such as in HTTP), URIs are used [18].

Sample 2.1 shows an example of a TD instance [69]. The TD instance describes
the interactions of a light device. The device has a property interaction resource
with the name status and an action interaction resource with the name toggle.
The property resource is accessible via the HTTP protocol with a GET method
at https://light.sample.com/status and will return a string value. The
action resource is also accessible via the HTTP protocol with a POST method at
https://light.sample.com/toggle.

In addition, this example specifies the basic security scheme. This scheme
requires a username and password to access the resources of this device.
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Sample 2.1. TD Instance based on a Light Device

{

"@context": "http: //www.w3.org/ns/td",

"id": "urn:dev:wot:com:sample:servient:light",

"name": "LightDevice",

"security": [{"scheme": "basic", "in": "header"}],

"properties": {

"status": {

"type": "string",

"forms": [{

"href": "https: //light.sample.com/status",

"htv:methodName": "GET",

"mediaType": "application/json"

}]

}

},

"actions": {

"toggle": {

"forms": [{

"href": "https: //light.sample.com/toggle",

"htv:methodName": "POST",

"mediaType": "application/json"

}]

}

},

}

2.2 Network Transition Technologies Landscape

The depletion of the pool of unallocated IPv4 addresses compelled the develop-
ment of new technologies to deal with the address shortage problem of IPv4 [110].
Some of these new solutions permit masquerading private network address space
using a single public IPv4 address on the Internet. As a result, several nodes
could share the same IP address which, in turn, reduces the number of public IP
addresses required.

IPv6 [41] is another technology mainly designed to address the IPv4 address
exhaustion. IPv6 is a network protocol that provides 2128 (or 3.4x1038) IPv6
addresses, enough to accommodate the rapid growth of the number of devices on
the Internet.

Since the development of IPv6, network transition technologies have played a
major role on the Internet. Network transition technologies allow the communi-
cation between hosts from different network types, as IPv4 and IPv6 networks
are not directly interoperable.

The coexistence between IPv6 and IPv4 networks has been crucial for the
smooth expansion and growth of the Internet. Furthermore, the rapid adoption
of IPv6 in the IoT technologies has increased the use of network transition
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technologies in IoT in order to achieve interoperability with the existing IPv4
networks.

At present, network transition technologies can be classified into three cate-
gories: dual stack, tunnel, and translation. This section explores these three
categories and summarizes the transition technologies used in each category.

2.2.1 Dual Stack Technology

Dual stack is a transition method in which both IPv4 [110] and IPv6 [41] protocol
stacks are enabled simultaneously. In this regard, the nodes that implement
the dual stack technology can communicate with IPv4-only or IPv6-only devices.
This technology simultaneously handles both IPv4 and IPv6 protocols without
modifying the IP packets.

Dual stack is driven by DNS. In this respect, the protocol selected depends
upon the IP address received from the DNS server [92, 93]. If a dual-stacked
node, after querying the name of a destination, obtains an IPv4 from the DNS
name resolution, then the IPv4 stack is used. If the DNS name resolves into an
IPv6, then IPv6 is used. If the DNS name resolves to an IPv4 address and an
IPv6 address, then according to [47], IPv6 is preferred to IPv4 when both are
equally suitable.

Dual-stacked nodes can use either IPv4 or IPv6 to communicate with the DNS
servers since most DNS servers support both IPv4 and IPv6 interactions.

This approach provides full compatibility for IPv4 and IPv6, albeit it increases
the complexity of the networks and nodes. In addition, this approach does not
resolve the IPv4 depletion problem since it needs both IPv6 and IPv4 addresses.

2.2.2 Tunnel Technology

The tunnel technology is a communication mechanism in which one network
protocol is encapsulated and transported in another network protocol. The
tunneling technology allows transporting unsupported network protocols across
diverse networks. This technique provides connectivity between network islands,
tunneling IPv6 and IPv4 packets. Thus, IPv6 traffic can be transported through
the existing IPv4 routing infrastructure or, alternatively, IPv4 traffic can be
transported through IPv6 networks.

This technique establishes a virtual link between two nodes. The encapsulated
packets are transmitted between these two nodes in the payload. One of the
nodes (called encapsulator) encapsulates the original packets and forwards
them through the tunnel. The other node (called decapsulator) decapsulates the
packets upon reception, reassembles them if needed, removes the extra headers,
and forwards them towards their destination.

There are four possible architecture configurations [97] in the tunnel technol-
ogy: router-to-router, host-to-router, router-to-host, and host-to-host. Router-to-
router is the most common infrastructure where two routers from two separated
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networks interconnect via a tunnel. Router-to-router is the most commonly used
configuration due to the need to specifically configure the virtual link between
the tunneling nodes. In the host-to-router infrastructure, a host directly tunnels
its packets to a router. On the other hand, in the router-to-host infrastructure,
the router tunnels the packets directly to their final destination. The host-to-host
infrastructure carries the packets between two hosts interconnected between
themselves via a tunnel.

Based on the protocol transported in the tunnel, the tunnel technology can be
classified into IPv4-in-IPv6 and IPv6-in-IPv4 tunnel mechanisms. The IPv4-in-
IPv6 tunnel mechanism provides IPv4 connectivity over an IPv6 infrastructure.
On the contrary, IPv6-in-IPv4 mechanism provides IPv6 connectivity over an
IPv4 infrastructure.

There are a wide range of IPv6-over-IPv4 tunnel mechanisms solving similar
problems at different stages. Many of these technologies use a simple procedure
called protocol 41 encapsulation [126] to encapsulate IPv6 packets inside IPv4
packets by simply adding an IPv4 header in front of the IPv6 packet and setting
the protocol field to the value 41 to indicate that it includes an IPv6 packet.
This simple encapsulation mechanism is used in several IPv6-over-IPv4 tunnel
mechanisms: configured tunnels [97], automatic tunnels, 6over4 [31], 6to4 [72],
6rd [136], ISATAP [134], and Teredo [58].

The IPv4-in-IPv6 mechanism connects isolated IPv4 sites over an IPv6 in-
frastructure. The IPv4-in-IPv6 mechanisms aim to provide continuous network
communication to the IPv4-only devices. The most common tunnel techniques
used to connect isolated IPv4 networks are MAP, and 4rd [43]. The Mapping
Address and Port (MAP) refers to two related technologies: MAP-Encapsulation
(MAP-E) [137] and MAP-Translation (MAP-T) [81].

For brevity, only the most common or widely used tunnel technologies are
detailed in this section. Many tunnel technologies have been designed over time.
However, some have been abandoned, deprecated, or have been designed for a
particular use case in mind. This section aims to provide a succinct summary of
the tunnel technologies.

2.2.3 Translation Technology

Translation technology is a method by which IP addresses are mapped from
one address space into another. The port number of the IP address can also
be translated allowing to associate several IP addresses by multiplexing the
port numbers. There are different methods of translation. The most popular
method of translation is called Network Address Translation (NAT). The main
use of NATs was to address the ongoing IPv4 address exhaustion. This method
provides two types of translation modes: stateless and stateful.

The stateless mode directly translates an IPv4 header into an IPv6 and vice
versa. With a stateless NAT64, a specific IPv6 address from a pool of IPv6
addresses is assigned and mapped to an IPv4 address in order to allow IPv4
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Figure 2.3. NAT64 Example

endpoints to be reached by remote IPv6-only endpoints. The mapping is one-
to-one and consumes an IPv6 address for each IPv4 address. However, if the
amount of traffic is more than expected, the stateless NAT64 could run out of
addresses from the pool of IPv6 addresses.

To map multiple IPv6 addresses into a single IPv4 address, the stateful type
is required. The stateful NAT64 [13] multiplexes many IPv6 address into a
single IPv4 address. Both stateless and stateful modes allow an IPv6 node to
initiate communication with IPv4 nodes. Stateless NAT64 and stateful NAT64
have some differences. As stated before, the translation in stateless NAT64
is one-to-one while in stateful NAT64 it is one-to-many. In addition, stateless
NAT64 provides end-to-end connectivity and does not keep the state of the
translations. Stateful NAT64, on the other hand, conserves the state for each
IPv6/IPv4 translation and hinders end-to-end transparency. In other words, the
packets in stateless NAT64 are not interrelated while the packets in the stateful
NAT64 are related to each other.

Furthermore, the translations in a NAT table expire after a certain period of
time. The default timeout for TCP translations is usually 86,400 seconds (24
hours) and the timeout for UDP translations is 300 seconds (5 minutes).

Figure 2.3 depicts an example of an IPv6-only network connected to the In-
ternet through a NAT64. The figure presents the communication between IPv4
Internet and IPv6 Internet. The NAT64 router translates the IPv6 addresses
into IPv4 addresses in the communication with the IPv4 Internet. In this sce-
nario, the IPv6 hosts in the IPv6-only network initiate the communication with
the IPv4 Internet. The communication with the IPv6 Internet is done without
any translation.

DNS64 [14] is used in conjunction with NAT64. DNS64 is a mechanism
that composes AAAA records from A records. An AAAA record associates a
domain name to the IPv6 address of the server hosting the domain. An A record
associates a domain name to an IPv4 address. Together with a NAT64, DNS64
allows an IPv6-only client to initiate the communication to an IPv4-only server
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using the Fully Qualified Domain Name (FQDN) of the server.
NAT64 and DNS64 are just one type of IPv4/IPv6 translation mechanism.

Other types of translation mechanisms have been implemented to address the
IPv4 address depletion. NAT44, also known as large-scale NAT (LSN), was
designed for reusing the IPv4 address in the Internet Service Provider (ISP).
Some service providers might not have enough IPv4 address to supply to all
their customers. As an alternative, they assign a private IPv4 address to each of
their customers and translate them to a single public IPv4 address in the border
of the network.

NATs can lead to multiple NATs in the same architecture. For instance,
NAT444 [46] translates from an IPv4 address to another IPv4 address to a third
IPv4 address. NAT464 translates IPv4 packets into IPv6 packets and then
translated back to IPv4. Having multiple NATs in the same architecture can
create complexity in terms of performance and scalability. In a multiple NAT
scenario, each network endpoint can represent several devices behind the NAT
and each of those devices can produce multiple traffic flows.

Another type of translation mechanism is NAT46. NAT46 enables communica-
tion between IPv4-only nodes and IPv6-only nodes through IPv4 to IPv6 packet
translation. This method is simply a reversed NAT64.

2.3 Blockchain Technology Overview

In recent years, the blockchain technology has received considerable attention.
Behind its success is the realization that in many scenarios today, especially
where too much control of the information is given to a central authority, the
scope of the blockchain can be widely extended. The rise of the blockchain
technology has gradually changed the way traditional services operate and has
transformed the technological landscape in many fields.

Blockchains are distributed and decentralized ledgers which store and man-
age records regarding transactions without a central authority. At the most
basic level, blockchains are distributed database infrastructures for storing
information in a transparent and secure manner.

The blockchain technology has a set of properties that makes it specially
suitable for many applications. The most notable properties of the blockchain
are:

Decentralized: The blockchain technology does not rely on centralized authori-
ties or control bodies. This means that it requires consensus among all the
participants to operate.

Immutable: This property refers to the fact that the data stored in the block-
chain cannot be altered or changed. Some important implications of this
property are the ability to provide accountability of authenticity of content
and auditability of the information in the blockchain.
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Distributed: The information of the blockchain is distributed among the net-
work participants. Every blockchain participant keeps an identical copy of
the information in the blockchain.

Transparent and Anonymous: The information in the blockchain is public. All
participants in a blockchain network can see all transactions stored in
the network. At the same time, all the participant’s personal information
remain private since each account is protected by a private key.

Tamper-proof: As the information in the blockchain is immutable, any changes
in the data by malicious actors are easy to detect and address.

These are some of the most remarkable characteristics of the blockchain
technology. That is where blockchain technology is at advantage with respect to
other technologies.

The subsequent subsections delve into the details of the blockchain technology
and its most popular implementations.

2.3.1 Blockchain Architecture

Blockchains are a form of distributed ledgers. A distributed ledger is a database
where the information is spread across several nodes. Each node holds an iden-
tical copy of the information in the database. Distributed ledgers are typically
managed by a peer-to-peer network, eliminating the need for intermediaries
or central authorities. Each node in the network independently verifies and
validates every new record, and then the nodes vote to determine which copy is
correct, commonly known as consensus. Once a consensus has been determined,
all the nodes update themselves with the new information.

The main difference between distributed ledgers and blockchains lies mainly
in its design. The data stored in blockchains is grouped in blocks. The blocks are
linked using cryptography to one another, forming a chain. Distributed ledgers
do not necessarily require that design.

Blockchain networks can be classified in three types according to the level of ac-
cess granted to their participants [28] – public blockchains, private blockchains,
and consortium blockchains. Public blockchains have no access restrictions.
Anyone can access the data and become a participant of the public blockchain.
Private blockchains, on the other hand, are restricted to a selected number of par-
ticipants. Consortium blockchains are partly private. Consortium blockchains
differ from their private counterpart in that they operate under the leadership of
a group. The access and participation to the consortium blockchain is restricted
by this group.

The comparison among the three types of blockchains is detailed in table 2.2.
The main difference between the three types is that public blockchains are

fully decentralized, private blockchains are centralized and controlled by a group
or organization, and consortium blockchains are partially centralized. On the
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Characteristics Public Private Consortium

Consensus Determination All nodes Selected set of nodes Selected set of nodes

Read Access Public Restricted Restricted

Centralized No Yes Partial

Consensus Process Permission-less Needs permission Needs permission

Table 2.2. Taxonomy of Blockchain Networks

other hand, each node could take part in the consensus process (consensus
determination) in public blockchains. As for private and consortium blockchains,
only a selected set of nodes is responsible for validating the transactions.

All the blockchains have a set of core components in their architectures. Those
components can be classified in nodes, transactions, blocks, and consensus
protocols [95].

Nodes
Blockchain networks are constituted of nodes. Their main role is to maintain the
integrity of the blockchain. Basically, nodes keep track of the transactions that
have occurred in the network and maintain an independent copy of a blockchain,
which contains the information of all the transactions done in the system. The
information of a blockchain is scattered all across the blockchain nodes, thereby
eliminating the need for a central authority.

According to their support to the blockchain network, nodes can have different
roles. In general, nodes can take a large amount of memory due to the extensive
amount of data that needs to be stored. For this reason, nodes can be divided
according to their storage capabilities. Nodes that maintain a complete list of
every transaction occurred in the network are called full nodes. Lightweight
nodes, on the other hand, may only have partial blockchain information and are
typically linked to full nodes to maintain the integrity of the information.

In some cases, nodes can also verify and validate transactions. This type of
node is called miner. Miners validate the transactions created in the blockchain
network and create a specific data structure called block to store the valid
transactions. The process of validating and generating new blocks is called
mining. Depending on the consensus protocol, mining can be very costly in
terms of computing power. Therefore, miners may be rewarded for their work in
the form of receiving cryptocurrencies. For instance, miners can either receive
new cryptocurrency in return of generating a new block or they can be paid a
transaction fee by the nodes making the transactions. Cryptocurrencies are
digital currencies that can operate as a medium of payment on a blockchain
network. Blockchain networks can provide and accept different cryptocurrencies.

Transactions
Transactions are the backbone of the blockchain technology. Typically, transac-
tions are an exchange of cryptocurrency between blockchain participants but
they can also refer to other forms of digital exchange. Transactions generally
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Figure 2.4. Blockchain Structure

consist of a sender address, a receiver address and a value. Most transactions
also include a fee that is given as an incentive to the miners in return of mining
the transaction.

As new transactions are broadcast across the blockchain network, they are
independently verified and processed by the miners. With regard to the trans-
actions exchanging cryptocurrency, it is important to note that blockchains do
not keep track of the digital balance of each participant. Instead, they store the
information of all the transactions performed in the network. The balance can
be recalculated according to all the information stored in the blockchain.

Blocks
Blocks are data structures whose purpose is to store a set of transactions.
Blocks are created by miners and they are broadcast to the rest of the nodes
in the network. Once a node receives a new block, it stores it together with
the other blocks. Blocks are linked together, forming a chain. The link is
created through cryptographic validation known as hashing. Hashing is the
mathematical process of taking an input and generating a fixed-length output
using a mathematical function. Since the hashing of an input always returns
the same output, hashing is commonly used in computer science to verify if a
message has not been altered. In this respect, every block in the blockchain
contains a hash of the previous block. This has the outcome of creating a chain
of blocks. The process of producing this hash is commonly known as mining.
The blocks are chronologically linked creating a chain of blocks from the genesis
block to the latest block. A genesis block is the first block of the chain of blocks.
It is a special block in the sense that it does not refer to a previous block. Figure
2.4 further illustrates the structure of a block of chains.

The linking of the blocks through a hash ensures their immutability in the
chain since it is computationally difficult to modify a block once it has remained
in the chain for a while. A malicious user would have to regenerate the hash of
every block after the chain is modified.

Typically, blocks consist of the following components: a block number, the hash
of the previous block, a nonce (see below for more information), a timestamp, a
Merkle root and the transactions. The block number along with the previous
hash determines the position of the block in the chain. The timestamp holds the
time when the block was created. The nonce is used in the mining process. The
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mining process is described in the next subsection.
The Merkle root contains the hash of all transactions included in a block. The

Merkle root is related to Merkle trees. Merkle trees, also known as binary hash
trees, are data structures in which each node of the structure has at most two
children. Each leaf node of the structure has the hash of a transaction, and each
non-leaf node is a hash of its previous children. Merkle roots are used to quickly
verify whether a specific transaction is included in a block.

In some cases, a block can hold multiple children simultaneously. This implies
that several blocks refer to the same parent block. This specific situation
happens when multiple miners verify and create different blocks at exactly the
same time. That incident is known as forking. When that occurs, the latest
block belonging to the longest valid chain is selected. The longest valid chain is
calculated as the total difficulty to compute the whole chain, and the number of
blocks is not relevant in this calculation. The blocks remaining in the shorter
chains are called orphan blocks and they are considered invalid. This is related
to the fact that the orphan nodes do not have an assigned parent block. The
valid transactions of the orphan blocks are inserted in new blocks and will be
included in the longest chain.

2.3.2 Mining

Mining is the process of solving a cryptographic mathematical problem in a
computational intensive manner. The mathematical problem involves a block, a
nonce, and a threshold value (also known as difficulty). The threshold value is
a measure of how difficult it is to find a hash below a certain time. In certain
blockchain networks the threshold value is adjusted over time to compensate for
increasing software and hardware improvements. Each block in the blockchain
has a field called nonce. A nonce is an arbitrary number, it is often a pseudo-
random or random number. The mining process consists of identifying the value
of the nonce in order for the hash of the block (including the nonce value) to
be smaller than the given threshold value. Therefore, mining runs through a
cryptographic hashing algorithm.

The mining process can be formulated as follows:

Given a block β and a target τ, the mining process aims at finding a nonce η

that included in block β outputs a hash smaller than the target τ

Hash(β∪η)≤ τ

Solving this mathematical problem is a complex computational challenge. The
solution to the mining process is not directly computable and typically requires
a brute-force approach to be solved.

Despite the fact that the mining process is difficult to compute, the verification
of a valid nonce is straightforward. If the nonce is known, it can be passed
through the hash function. The output of the hash function is then compared to
τ. If smaller, the nonce is valid.
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Given that mining is a computationally intense task, some blockchain networks
provide incentives to ensure that the network participants are incentivized to
mine. Basically, the type of reward depends on the blockchain network. That
incentive does not need to be necessarily a financial incentive; it will depend on
the reward model behind each blockchain. For example, Bitcoin is a blockchain
network that uses two types of rewards for the miners: a transaction reward and
a block reward. In the Bitcoin network, each transaction includes a transaction
fee. This ensures that a transaction will be eventually chosen and that blocks
are not mined empty, without transactions in them. Each transaction can set
a reward. The reward is paid to the miner who adds the transaction to the
blockchain. The other type of reward is the block reward. The block rewards
incentivized miners who add new blocks into the blockchain. Each time a miner
solves a block, a reward is given to that miner.

As explained before, mining is a complex task for the miners. For this reason,
miners often collaborate in pools. The pools are group of miners who collaborate
to solve the same mathematical problem. The mathematical problem is divided
among the miners. Once a block is mined by a pool of miners, the miners share
the rewards based on their contribution.

The mining process prevents the blocks of the blockchain to be altered or
modified. The blockchain is always represented by the longest computational
chain. To modify a block in the blockchain, an attacker would have to mine
the block and all the blocks after it, outpacing the work of the honest miners.
In addition, the honest miners are continuously adding new blocks into the
blockchain, diminishing even more the probability of an attacker to replace a
block in the blockchain.

2.3.3 Consensus Mechanism

Consensus is the process to achieve agreement about the validity of the chain
between all the nodes on the blockchain. The blockchain networks are decentral-
ized and lack a central authority. As a result, the decisions in the blockchain
network are taken among the participants in the network. Achieving a reliable
agreement between the blockchain nodes is of utmost importance for the proper
functioning of the blockchain networks.

Essentially, the consensus mechanisms ensure that the information included
in the blockchain is agreed and validated among the participants of the network
without the involvement of a third-party authority.

One of the key properties of the consensus mechanism is their fault tolerance.
Fault tolerance refers to the capability of the consensus mechanism to recover
from failure of the nodes participating in the consensus. There are two types
of faults in distributed systems. The first type are benign faults caused by
malfunction in the nodes, the nodes stop responding. The second type refers
to the Byzantine faults. The term Byzantine fault takes its name from the
Byzantine Generals’ problem [74]. In this category, the nodes can be compromised
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Characteristics PoW PoS DPoS PBFT

Byzantine Fault
Tolerance

< 51%
computing power

< 51%
stake

< 51%
validators

< 1/3 faulty
replicas

Energy Saving No Partial Partial Yes

Scalability High High High Low

Cost of Participation Yes Yes Yes No

Structure Decentralized Decentralized Centralized Decentralized

Table 2.3. Consensus Algorithms Comparison

and can provide inconsistent information or mislead other nodes. It is difficult
for the rest of the nodes on the blockchain to identify a malicious node.

Nowadays, several consensus mechanisms have been proposed. This section
presents a detail description of the most widely used algorithms to reach con-
sensus in a blockchain. A summary of the characteristics of these consensus
algorithms is featured in Table 2.3.

Proof of Work
The Proof of Work (PoW) consensus algorithm was first proposed in the Bitcoin
network [95]. The core idea of PoW is that the blockchain nodes compete against
each other to obtain rewards. The nodes performing the consensus mechanism
(known as miners) calculate a hash value of a block. The block contains a value
called nonce. The miners will have to determine the corresponding value of the
nonce to get a hash value equal or smaller than a certain predefined value called
difficulty. Miners must compete among them to find the correct nonce. The first
miner reaching the announced target value will be rewarded and its block will
be added into the chain. Finding the target value is computationally difficult; it
requires many computer calculations. The PoW procedure is called mining in
Bitcoin and it is explained in more detail in section 2.3.2.

The difficulty value is dynamically adjusted after a certain time. In the case
of Bitcoin, the difficulty is readjusted after 2016 blocks. The difficulty value in
Bitcoin is based on the total power of the network to generate a new block in
10 minutes. The difficulty value is increased or decreased to lead to the rate of
block creation in 10 minutes.

Proof of Work maintains the integrity of the blockchain using the workload
as a safeguard. A malicious entity willing to change a block in the blockchain
needs to regenerate all the successors’ blocks in the chain. This system is secure
as long as no single entity controls more than the 50% of the computer power
of the network. The viability of the PoW relies on the overall computational
capabilities of the honest nodes of the network. The system can be compromised
once a dishonest node controls 51% of the mining power.
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Proof of Stake
Proof of Stake (PoS) [128] was designed to overcome one of the most important
drawbacks of the PoW consensus algorithm: its high electricity consumption in
terms of mining. PoS is an energy-saving alternative to PoW. PoS is based on the
assumption that nodes which have invested more resources in the blockchain
network are less prone to act maliciously towards it. In the PoS, the nodes
which own a certain amount of digital currency are qualified to be miners (called
validators, or delegates).

The probability for a miner to be selected to mine a new block is proportional
to the amount of economic stake of that miner in the system. The more digital
currency a miner holds, the more the chances to be selected to generate a new
block. For instance, a miner owning the 10% of all the digital currency in a
blockchain network will be entitled to mine the 10% of the new blocks in that
network.

Certain types of PoS also consider the length of time that a miner holds its
economic stake. The longest that one miner holds its economic stake, the greater
the probability for a miner to sign the next new block of the network. This
concept is called coin age and has a maximum and minimum time threshold of
unspent currency in order to prevent very old and very new collections of large
stakes from dominating the network.

Delegated Proof of Stake
Delegated Proof of Stake (DPoS) [76] is a variation of the traditional PoS that
provides a high level of scalability at the expenses of limiting the number of
miners in the network. In the DPoS the participants vote to select a group
of witnesses. Witnesses are the nodes responsible to validate the transactions
in the blockchain network and to create new blocks. The votes to choose the
witnesses are weighed according to the economical stake of each participant in
the network. Therefore, the voting share is proportional to the economical stake
of each node in the system. Voting is a continuous process and the witness’s
nodes can be replaced at any time by nodes who receive more votes. Theoretically,
nodes in the blockchain network will vote for the witnesses who are considered
more reliable and give them more rewards per block mined.

The participants in DPoS also vote for delegates. Delegates are responsible for
maintaining the blockchain network. Technically, the delegates have no direct
power and all their decisions have to be agreed upon by the network participants
via voting. The participants in the network can nullify the changes proposed by
the delegates.

Practical Byzantine Fault Tolerance
Practical Byzantine Fault Tolerance [33] is another consensus algorithm that
deals with the byzantine faults [74] of blockchain networks. Byzantine faults
refer to the imperfect information transmitted by malfunction or malicious
components. Even though PoW already offers byzantine fault tolerance, PBFT
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does not require mining. Similar to PoS, PBFT achieves consensus without
mining.

PBFT provides a voting system that supports byzantine failures by assuming
failures and malicious messages in the network. All the nodes in a PBFT
system (also known as replicas) communicate with each other, ensuring that the
consensus is propagated evenly. The nodes are sequentially ordered with one
node acting as a leader and the other nodes acting as backup nodes. To commit
a block, the nodes in PBFT go through three phases: pre-prepared, prepared,
and commit.

In the pre-prepared phase, a leader creates a block and broadcasts the block
and a preliminary message to the network informing the rest of the network
about its willingness to publish that block. The nodes of the network validate
the message and add the information into their node’s log.

In the prepared phase, the nodes of the network broadcast a prepared message
accepting the block. In order to move to the commit phase, each node must
receive 2 f +1 prepared messages, where f represents the maximum number of
malfunctioned or malicious nodes in the network. This ensures that all honest
nodes are in agreement by waiting for 2 f +1 matching messages. Upon receiving
the prepared messages, the node broadcasts the agreement to the whole network.
Again, this guarantees that the honest faults in the network agree to commit
the block.

In the PBFT consensus algorithm no more than a third of the network can be
dishonest at any given time. In more technical terms, the number of nodes μ

in the network is determined by the number of faulty nodes β where μ= 3β+1.
For instance, a seven-node network can tolerate a maximum of two faulty nodes
and a thirteen-node network is needed to tolerate four faulty nodes.

One of the drawbacks of this solution is the exponentially increasing number
of broadcasting messages as nodes are added into the system. As a result, PBFT
does not scale as well as other consensus mechanisms.

There is a wide variety of consensus mechanisms in the blockchain landscape,
each with different features and characteristics to achieve consensus. This
section has briefly introduced the four most popular consensus mechanisms in
the blockchain space.

2.3.4 Popular Blockchain Implementations

There are many implementations of the blockchain technology. Two of the most
common implementations are Bitcoin and Ethereum. This section provides an
introduction of both implementations and their unique features.

Bitcoin
Bitcoin [95] was created as a digital cash technology for electronic transactions.
Bitcoin is designed on top of a decentralized, peer-to-peer (P2P) network where
transactions are independently verified through cryptography and stored by
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the network nodes. In this respect, the objective of Bitcoin was to replace the
traditional banking model with a distributed model with no central authorities
or financial institutions.

Bitcoin has its own cryptocurrency. The bitcoin currency unit is commonly
written with the symbols BTC or B. Cryptocurrency is a digital currency de-
signed to work as a medium of exchange. Bitcoin uses strong cryptography to
secure the transactions and to control the ownership of its cryptocurrency. The
system is designed to reward the miners a fix number of bitcoins per each new
block mined. This reward is reduced by 50% per every 210,000 blocks until it
reaches the maximum limit of 21 million.

Since Bitcoin is a digital currency, there is the possibility that the same BTC
could be spent twice by the same owner. This problem is known as the double-
spending problem. The bitcoin prevents double-spending by implementing a
PoW confirmation mechanism (described in section 2.3.3) and maintaining an
immutable universal ledger. The universal ledger maintains a chronological
order of all the transaction in the system. Once a transaction is added into the
system, it cannot be removed.

One of the main features in Bitcoin is the method to record and keep the
transaction information in the system. Bitcoin employs the UTXO model. Bitcoin
transactions are comprised of inputs and outputs. The new Bitcoin transaction
uses the output of previous transactions as their inputs. Hence, UTXO or unspent
transaction output are the Bitcoin currency that can be spent as an input of a
new transaction. In short, the Bitcoin transactions consume UTXO and generate
new UTXO. These are stored in the blockchain and used to calculate and verify
the balance in the accounts.

All the Bitcoin transactions are broadcast and stored in blocks on the block-
chain. The Bitcoin system is designed to generate a new block on average every
ten minutes. Since the creation of each block varies according to the computa-
tional power of the network, the difficulty to generate a block is automatically
adjusted by the system every 2016 blocks to ensure the creation of a new block
every ten minutes.

The 10-minute threshold was specifically chosen to avoid forks in the block-
chain. Once a new block is created, the information is broadcast to the network.
That information takes time to propagate to all the nodes of the system. A
shorter block creation time could lead to miners adding new blocks simultane-
ously to the blockchain causing forks. The 10-minute threshold ensures that all
the miners in the system are informed of the new blocks in the network avoiding
in certain degree the creation of forks.

When a fork occurs, the longest computational chain is chosen by the Bitcoin
system. The blocks which were successfully mined but are not included in the
longest blockchain are called stale blocks. There is another type of blocks in
Bitcoin called orphaned blocks. Similar to stale blocks, orphaned blocks are valid
blocks which are not part of the longest blockchain. The parents of the orphaned
blocks are unknown, which means the previous hash field (parent) refers to an
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unknown block. The transactions of the stale and orphan blocks are not lost.
They simply return to the memory pool and wait to be added into a new block.

Bitcoin has become a popular blockchain implementation. Its popularity has
motivated the creation of other currencies modeled after its implementation.
The alternative variants of Bitcoin are called altcoins and they run on their
independent networks. Moreover, they feature their own configuration and
provide their own digital currency. The next section introduces one of the
most popular altcoins called Ethereum and highlight some of its most common
features.

Ethereum
Ethereum [27, 144] was designed to address some of the limitations of Bitcoin.
One of the biggest differences of Ethereum with respect to Bitcoin is its built-in
Turing-complete programming language. A programming language is Turing-
complete if it can simulate any Turing machine, meaning that the language can
perform any type of computation. Thereby, while Bitcoin was designed to deal
with digital transactions, Ethereum can compute any type of code.

Ethereum also features a scripting functionality called smart contracts that
contains a set of rules under which the parties agree to interact among them-
selves.

The specific features of Ethereum enable end-users to develop and deploy
decentralized applications. Decentralized applications or Dapps are computer
applications running on top of the Ethereum network. Decentralized applica-
tions are characterized by their consensual decision-making across the entire
network, eliminating the control of central authorities. In this regard, Bitcoin
could be considered a Dapp that provides digital payments through a decentral-
ized electronic cash system.

Ethereum Architecture The Ethereum architecture resembles the blockchain
architecture described in section 2.3.1. It consists of similar components such
as blocks, transactions, mining nodes, and consensus algorithm. In addition,
Ethereum provides some components and elements specific to its platform. These
elements are smart contracts, the Ethereum virtual machine, ether, and gas.
This section discusses in more detail these particular elements of Ethereum.

Just as the Bitcoin network, Ethereum relies on a consensus algorithm in order
to add transactions into the blockchain. However, the new version of Ethereum
does not rely on PoW anymore. It switched from the PoW consensus algorithm
to the PoS with the purpose of reducing the overall electricity consumption of
the network.

When a new transaction is sent to the network, the information of the transac-
tion will be validated by a miner (also known as a validator in proof of stake). If
there is a code associated to the transaction, the miner verifies that the sender of
the transaction has enough funds to pay for the execution. In addition, the miner
runs the code in the Ethereum Virtual Machine to verify whether exceptions
occur during execution.
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The Ethereum Virtual Machine is a fundamental part of Ethereum. Basi-
cally, it allows the execution of smart contracts. Smart contracts are computer
code containing a set of functions that are automatically executed once some
predefined conditions are met. Smart contracts can be executed as part of a
transaction and are stored in the blockchain.

Below is a more detail explanation of smart contracts and other essential
elements of the Ethereum system.

Smart Contracts The concept of smart contract is not inherent to the block-
chain technology. The concept was coined in 1994 as a way to formalize and
secure digital relationships over public networks [130]. More recently, smart
contracts have been related to blockchains. In this regard, smart contracts are
key elements of Ethereum. Smart contracts are digital contracts implemented,
deployed and executed in the Ethereum network. They are stored in the block-
chain and can be deployed and executed as regular transactions following the
process of mining. Smart contracts contain a set of rules that are automatically
executed when certain conditions are met. They can also store any type of data,
such as balances, and record information. Smart contracts behave as small com-
puter programs comprised of custom functions. Those functions can be invoked
by the Ethereum’s end-users or by other smart contracts.

Smart contracts can also serve as an agreement between entrusted parties or
to control the ownership of a property. Examples of property could be physical
property like a car or non-physical property like access rights to a computer.
This type of smart contracts are called smart property.

Ethereum Virtual Machine The Ethereum Virtual Machine (EVM) is the
execution environment of Ethereum. The code of the decentralized applications
is executed inside the EVM. At a high level, the EVM are primarily responsible
to execute the code written in the smart contracts. Smart contracts are typically
written in higher-level languages and compiled to EVM byte code. EVM provides
security executing the code in a completely isolated environment.

Every node in the network runs its own EVM implementation and is capable of
executing code in a trust-less ecosystem. Since executing code is computationally
costly for the nodes, each code instruction has assigned a fee called gas. Users
willing to execute the code of a smart contract have to pay the fee associated to
the computational cost of running the contract.

Ethereum Accounts Ethereum accounts are responsible to execute the trans-
actions and communicate with the blockchain network. There are two similar
types of accounts in Ethereum controlled in different ways:

• Externally owned accounts (EOA) are owned by individuals. They are con-
trolled by public-private key pairs and do not have any code associated with
them. They can interact with other externally owned accounts and contract
accounts.
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• Contract accounts are very similar to externally owned accounts, with the
fundamental difference that they do not have private keys and have code
associated with them, the code of the smart contract. Smart contracts are
triggered by EOA or messages received from other contracts.

Regardless of the account type, every account is identified by its public key.
Additionally, each account has an associated balance that is modified according
to the transactions performed by it.

Ether Similar to Bitcoin, Ethereum has its own digital currency called ether.
However, ether does not operate as a digital currency but, instead, is used to
fuel the network. Ether is paid as a fee for any code execution that changes state
in Ethereum. Ether can be stored into the Ethereum accounts and exchanged
through transactions. Miners who successfully generate new blocks into the
blockchain are rewarded with ether.

Gas As mentioned above, every operation executed in the Ethereum network
has a specified cost. The cost of each operation is expressed by a unit called gas.
Ethereum allows arbitrary complex code that can result in intensive computa-
tional work. By requiring to pay for each operation in the network, the Ethereum
system ensures that the network does not perform useless computational work.
Therefore, the gas limits the waste of resources in the network.

The price of gas is expressed in ether. As opposed to the rapid fluctuation of
the price of ether, the computational cost is rather stable. For this reason, one
of the design decisions of Ethereum was to separate the computational price of
running transactions and the price of ether.

Each transaction in the Ethereum system needs to provide enough gas to
support the computational cost and its storage. Miners only charge for the work
they do. In case there is an excess amount of gas, it is refunded back. If a miner
runs out of gas executing a transaction, it will stop processing it and it will
revert any changes it made to it. Gas ensures that any program that runs out of
control will only be executed until there is gas.

2.4 Summary

The primary goal of this chapter is to introduce the essential background knowl-
edge necessary to understand the research areas investigated for this disserta-
tion. This chapter begins with a brief description of the most commonly identified
technologies that constitute the IoT. The information described in this section is
crucial in order to understand the publications.

The context discussed in the last two sections of this chapter is especially
relevant for Publications I, II, IV, and V. Section 2.2 provides the necessary
background information to understand the network transition technologies, a
relevant topic in Publication I and Publication II. Blockchain technology is
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briefly presented in Section 2.3. The information in this section is essential for
the understanding of Publication IV and Publication V.
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3. Ubiquitous Communication in
IoT Networks

This chapter is the first of four chapters describing the research contribution of
this dissertation. The core information of this chapter is based on Publication I
and Publication II. To this end, it presents an IP-agnostic transition mechanism
for the Internet of Things (IoT) that enables the IoT devices behind NATs to
connect across different network-layer domains. The goal of this chapter is to
address the main drawbacks of the current transition mechanism technologies
described in Chapter 2.2 and to propose a new mechanism that can improve the
connectivity of the IoT ubiquitous communication across dissimilar network-
layer domains.

3.1 Background and Motivation

The depletion of IPv4 addresses has led to the adoption of IPv6 in a considerable
number of IoT technologies. Among these technologies are 6LoWPAN [73]
which supports IPv6 over IEEE 802.15.4 [61], or Zigbee, an IEEE 802.15.4-
based specification for short-range communications. Considering that many
networks do not support IPv6, these IoT technologies will still have to interact
with IPv4-networks in certain cases. As explained in Section 2.2, there is a
broad range of methods to deal with IPv4 inter-connectivity. In particular, the
current network transition technologies belong to one of these three categories:
dual stack (explained in Section 2.2.1), IPv6 over IPv4 tunnel (explained in
Section 2.2.2), and translation (explained in Section 2.2.3). Although IPv4 inter-
connectivity has been tackled for many years, the current solutions have been
designed to support traditional Internet scenarios. However, the specific IoT
scenarios are optimized for low power consumption, low computing power, and
low bandwidth network environments, making current IP transition solutions
impractical for IoT. In addition, the interaction of the IoT devices differs from
the traditional Internet interactions, limiting the applicability of the current
network transition technologies. With respect to the translation method, while
in the conventional Internet interactions the servers are located outside NATs,
in some IoT scenarios the IoT devices acting as servers are located behind a NAT.
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In that case, the IoT devices must be able to receive inbound packets. However,
the current design of NATs will prevent such inbound communication. Even
though there are solutions for this specific problem which enable devices behind
a NAT to open a connection in the NAT node by being the ones initiating the
communication with the external nodes, such solutions will usually timeout
after a very short time in UDP connections. Hence, the constrained features of
the IoT devices impede the utilization of these techniques in IoT.

For this reason, new network transition mechanisms are needed to support
efficiently the new IoT paradigm. Publication I and Publication II strive to
provide an IPv4/IPv6 translation solution specifically designed for CoAP-based
communication and based on NAT. The solution has the following characteristics
to fulfill the primary requirements of any IoT scenario:

• Lightweight: Since most IoT devices are low-power devices with low computing
power and memory, it is desirable to provide a solution where the computation
time, as well as the energy and memory overhead, is reduced as much as pos-
sible. In essence, our solution is particularly designed for minimal interaction
with the IoT devices.

• IoT compliant: Given the fact that this solution targets IoT, the solution
complies with the IoT standards and more specifically with CoAP.

• Transparent: One of the approaches to maximize the efficiency of our solution
was to make it totally transparent to the IoT devices. Additionally, trans-
parency increased the compatibility and interoperability of our solution with a
wider number of IoT devices.

• Secure: The solution prevents unsolicited inbound network traffic to reach the
IoT devices and allows end-to-end security between the IoT devices.

• Allow inbound connections: The solution accepts inbound communication from
devices outside the Network Address Translation.

Our approach provides a solution with all these benefits. It allows inbound
connections in the NAT, and the solution is optimized for constrained environ-
ments. In addition, the solution is based on the existing IoT standards, which
facilitates its adoption by the current IoT scenarios.

3.2 Overview of the Architecture

Before looking at the proposed architecture, it is essential to describe first the
most common cross-domain scenarios in IoT. Figure 3.1 lists concisely the three
most common scenarios that any IoT communication should accomplish in order
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Figure 3.1. Network Transition scenarios in IoT

to reach ubiquitous communication on the Internet.
The scenario 1 in Figure 3.1 is often necessary when the IoT devices interact

with IPv4-only networks. In most cases, the interaction will be initiated from
the IPv4 networks. This is specially the case for the IoT devices acting as IoT
servers and located on the IPv6 network. In these cases, the IPv4 devices will
request the information of the IoT servers located in the IPv6 network.

Scenario 2 describes the situation where the communication is achieved
through different network domains. Since the deployment of IPv6 is not yet
widespread on the Internet, the most plausible scenario is when two IPv6 net-
works are separated by an IPv4 network.

The last scenario described in Figure 3.1 occurs when the nodes from the
same IPv6 network need to discover and interact with each other. Despite the
fact that this scenario is easily accomplished by the majority of networks, the
IoT networks require a set of tools to achieve it when the NAT technology is
employed.

Although there is a wide spectrum of network transition solutions, the vast
majority of techniques are not suitable for IoT. Publication II identifies the
shortcomings of the current techniques. In order to overcome the limitations
of the current transition technologies, we have designed and developed a high-
level network architecture based on NAT and specifically designed for CoAP-
based communication. The architecture is depicted in Figure 3.2, where each
component is divided into logical entities with the following responsibilities:

• The CoAP gateway is the main component of our architecture. It translates
the IP packets between two different network-layer infrastructures. The CoAP
gateway consists of other logical components, including the NAT44, NAT64,
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DNS64, PCP, and the Resource Directory.

• Endpoints are CoAP devices connected via a short-range communication
technology to a network. Endpoints can act as CoAP clients or CoAP servers
for actuation, sensing, and data access. A CoAP server can be an actuator or a
sensor. In contrast, a CoAP client interacts and queries information from a
CoAP server. In specific cases, an endpoint can be a CoAP client and a CoAP
server at the same time, such as the IPv6 endpoint in Figure 3.2.

• CoAP Resource Directory [120] provides an interface to discover directly the
IoT resources of a network. The interface is implemented in REST and sup-
ports registration, maintenance, discovery, and removal of the information
from the IoT resources. This entity is explained in more detail in Section 2.1.3.

The Resource Directory (RD) is located in the CoAP gateway allowing the
nodes from both IPv4 and IPv6 networks to discover the IoT resources. In
addition, a new extension of the RD allows it to dynamically monitor, manage,
and remove the rules in the NAT through a PCP client.

• Network Address Translation (NAT44) [138] is a translation mechanism where
an individual global IPv4 address is used to communicate on the public IPv4
Internet. The translation is a one-to-many substitution of IP addresses and is
performed between a single global unique IPv4 address and a set of private
IPv4 addresses.

• Stateless NAT64 [13] dynamically assigns to an IPv6 endpoint an IPv4 address
from a pool of private IPv4 addresses. The assignment is a one-to-one mapping
of IP addresses.
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• PCP [142] allows hosts to manage how incoming connections are forwarded
and translated by a NAT. In our implementation, the RD controls the NAT44
through a PCP client. The PCP server is deployed unmodified inside the CoAP
gateway. Having the PCP server inside the CoAP gateway restricts any access
from external entities.

• DNS64 [14] is a mechanism for synthesizing IPv6 addresses to domain names
that have only associated IPv4 addresses. In our implementation, DNS64 is
used to enable the communication between IPv4-only and IPv6-only endpoints.

As previously explained, the RD is located in the CoAP gateway to make it
possible for the networks in both sides of the CoAP gateway to discover the
resources in the IPv6-only IoT network. Nonetheless, the RD has not been
designed to translate lookups from different network domains. In this regards,
if a CoAP endpoint in the IPv4 network requests the lookup information of an
IoT endpoint in the IPv6 network, the RD will return an IPv6 address instead
of an IPv4 address. On the other hand, supposing that the RD is in the IPv4
network, it will return an IPv4 address to the CoAP endpoint but the associated
NAT state will automatically timeout after a short period of inactivity. Most
NATs timeout the UDP mappings after a minute of inactivity and the TCP
mappings after a day. Since the majority of the IoT connections (including the
CoAP connections) run over UDP, their timeout periods are too low. Methods
such as hole punching can keep the connections alive for longer time but are
infeasible for IoT devices where sleeping patterns and limited resources on the
IoT devices are frequent.

The proposed architecture modifies the RD to create static connections in the
NAT44 and keeps them open while the registrations of the resources remain
active in the RD. In order to accomplish this, the RD integrates a PCP client.
Additionally, it keeps a register of the registered resources and creates a static
rule in the NAT44 for each resource using the PCP client. After the registration
of a registered resource timeouts in the RD, the static rule in the NAT44 is also
deleted. Moreover, the solution modifies the RD to map the IPv6 address into an
IPv4 address.

The sequence diagrams depicted in Figure 3.3 describe all the steps in scenar-
ios 1, 2, and 3.

3.2.1 Scenario 1 – Intercommunication between an IPv4 Network
and an IPv6 IoT Network

In order to provide more technical details, the upper part of Figure 3.3 describes
the different steps in scenario 1. Initially, Endpoint A which belongs to the IPv6
IoT network registers a resource R’ to the RD. During the registration process,
the NAT64 assigns an IPv4 address to the Endpoint A. The assignment is done
automatically from a pool of private IPv4 addresses allocated for this specific
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purpose. Once the mapping is done, the RD receives the request from Endpoint A.
If the resource is new in the RD, a new record is created. Otherwise, an existing
one is updated. Additionally, the RD adds a new rule into the NAT44, mapping
the resource to an unused port P’ of a single global uniquely identified IPv4
address. The mapping is created by sending a PCP request to the PCP server.
Moreover, the RD stores the NAT44 information and the lifetime information of
each new registered resource.

Once the resource is registered, Endpoint B can perform a resource lookup to
discover the resources in the IoT network. In Figure 3.3, Endpoint B performs a
lookup of all the registered resources that belong to the resource type (rt) of type
R’. In this given situation, there is a single registered resource. The RD returns
the NAT44 mapping of the resource associated with the Endpoint A. Specifically,
it returns the single global IPv4 address and port P’ assigned previously during
the registration process.

At this point, Endpoint B can use that IPv4 address to directly communicate
with Endpoint A. The NAT44 and NAT64 automatically translates the port P’
into the IPv6 address of Endpoint A. Once the request reaches the Endpoint A, it
responds with the value of resource R’. In our specific case, Endpoint A responds
with a 19.3 degrees Celsius. Similarly, the NAT44 and NAT64 translate back
the IPv6 address of Endpoint A before sending the packet back to Endpoint B.

3.2.2 Scenario 2 – IPv6 Networks Separated by an IPv4 Network

Scenario 2 is described in the middle part of Figure 3.3. In this scenario, the
communication is performed between two IPv6 networks separated by an IPv4
network. The Endpoint A which is a constrained device in the IPv6 IoT network
registers first its resource R’ in the RD. The registration process is similar to the
process described in scenario 1. Afterwards, Endpoint C performs a lookup of the
resource type R’ in the RD. Since the RD does not belong to the same network
domain as Endpoint C, Endpoint C cannot interpret the lookup information
received from the RD. In this particular case, the IP provided by the RD is an
IPv4 address (IP3 in Figure 3.3), while Endpoint C is in an IPv6 domain.

As a result of this mismatch, Endpoint C determines to be behind a NAT. Once
Endpoint C finds out it is behind a NAT, it can use the relay operation to obtain
the resource information of Endpoint A through the RD. The RD requests the
information of the resource R’ on behalf of Endpoint C. The relay operation has a
query parameter where Endpoint C specifies the request operation for Endpoint
A. Upon receiving the relay message, the RD extracts the request operation
from the query parameter and changes the IPv4 address of the request (IP3 in
Figure 3.3) to the IPv6 address of Endpoint A (IP2 in Figure 3.3). Once the RD
has modified the request, it sends it to the Endpoint A. After completion of the
request, the RD forwards it to the Endpoint C: 19.3 degrees Celsius.
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3.2.3 Scenario 3 – Resource Lookup Inside the IPv6 IoT Network

Scenario 3 (bottom part of Figure 3.3) describes the special case where a device
behind the CoAP gateway queries other resources in their own IPv6 IoT net-
work. This particular case needs a modification of the CoAP gateway. Without
any modification of the logic of the CoAP gateway, the RD would return an
IPv4 address instead of an IPv6 address. In this respect, it should be taken
into account that all the communications between the RD and the IPv6 IoT
network go through the NAT64 causing the RD to obtain an IPv4 address from
each registered resource instead their original IPv6 address. As a result, the
registration operation has been extended to solve this limitation. In the new
extension, each registration operation includes the original IPv6 address of the
registered endpoint. This can be accomplished by using the con parameter. The
con parameter (called base in the latest version of the specification [120]) sets
the URI of the registered endpoint. The con parameter is currently optional in
the registration operation. In the proposed solution, the con parameter becomes
obligatory and the RD returns a code 4.10 ’Missing IP Address’ when the con
parameter is not included in the registration request. An endpoint will interpret
a 4.10 ’Missing IP Address’ as if the request has to be resubmitted again with
the con parameter.

The bottom part of Figure 3.3 depicts a successful scenario where the regis-
tration with the con parameter is included in the request (represented as IP2 of
Endpoint A). Shortly afterwards, Endpoint D performs a lookup of resource R’
and the RD returns the IPv6 address of Endpoint A. Endpoint D uses the IPv6
of Endpoint A to contact its resource R’.

3.3 Implementation

In order to verify the designs, the three scenarios described above have been
implemented in a prototype. This section provides additional details of the
implementation. The CoAP gateway was deployed in a Raspberry Pi 2 Model
B. The Raspberry Pi is widely accepted as a microcomputer for constrained
environments. The Raspberry Pi is powered by a 32-bit processor running at
700Mhz and has 1 GB of RAM. It has two interfaces: an Ethernet interface and
a IEEE 802.11 short-range interface. The Ethernet interface is connected with
the IPv4 network while the short-range interface is connected to the IPv6 IoT
network. There are two types of CoAP endpoints in the prototypes:

• Intel® Edison™ boards were used to resemble the constrained devices as
closely as possible. The boards run IPv6 over IEEE 802.11 and integrate CoAP.

• The IPv4 and IPv6 CoAP endpoints from the IPv4 and IPv6 networks respec-
tively run on Intel® Core™ i7-950M Ubuntu laptops.
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Figure 3.2 shows the logical entities of the implementation. These entities are
implemented in the CoAP devices or the CoAP gateway.

• The RD was fully implemented based on Libcoap [84]. In addition, the RD’s
implementation was extended to support the NAT logic. The PCP client
was also integrated within the RD’s implementation. Libcoap is an open
source, multi-platform C implementation of CoAP. It includes a CoAP client
and a CoAP server application which were used in the CoAP endpoints of
our implementation. The client and server CoAP applications of the Libcoap
library were also modified to allow the IPv6 devices to register resources and
listen at requests automatically.

• The PCP client and server are based on an open source implementation of the
library [85]. As the library was not fully implemented, we had to implement
the missing parts on our own.

• NAT44 is based on the iptables tool, a command line application provided by
the Linux kernel. The iptables in our implementation act as a stateful NAT.
Therefore, a single public IPv4 address is sufficient to map all the internal IP
addresses using different port numbers.

• The software used as the NAT64 component is Tayga [133]. Tayga is a stateless
NAT, meaning it maps each IPv6 address into a different IPv4 address. The
assignments are done automatically from a pool of IPv4 addresses in our
prototype.

• The software used as the DNS64 component is the Berkeley Internet Naming
Daemon (BIND).

3.4 Evaluation

We performed an extensive evaluation that shed light on the feasibility of
our proposed architecture. The evaluation aims to measure the scalability,
performance, and resource consumption footprint of the CoAP Gateway.

3.4.1 Evaluation Setup

We evaluated the performance and scalability of the CoAP gateway through
a software called CoAPBench [36]. CoAPBench is a benchmark tool for the
CoAP servers. It is written in Java and, to the best of our knowledge, is the
only tool available for benchmarking CoAP applications. We extended the tool
with new functionality since it was far too limited for our purposes. After the
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modifications, CoAPBench allows sending CoAP messages from multiple IPv6
addresses, supports the RD’s operations, and offers the possibility of specifying
a payload in the CoAP messages.

The experiments in our implementation were limited to the resource registra-
tion and the resource retrieval operations. The resource registration operation is
initiated by an IPv6 IoT endpoint and finished when the RD returns a response
to the IPv6 IoT endpoint confirming the registration. The resource retrieval
operation is initiated when the resources of the RD are requested and finished
when the RD provides the information to the CoAP endpoint.

We restricted the evaluation of our implementation to two main experiments:
the first experiment simulated a network of 1,000 concurrent virtual clients
simultaneously registering, querying, and updating the resources in the CoAP
gateway. The second experiment simulated different network sizes ranging from
1 to 12,000 virtual clients, simultaneously registering and discovering resources
in the CoAP gateway.

The primary objective was to understand the performance, scalability, and
memory/energy/power footprint of the CoAP gateway. Such insights are funda-
mental to quantify its capabilities and usability.

Publication I and Publication II present a further empirical evaluation that
aims at assessing the CoAP gateway’s performance in more detail.

3.4.2 Scalability of the CoAP Gateway

We carried out different scalability experiments in the three scenarios. To have
a deeper understanding of the latencies, the results are plotted into cumulative
distribution functions (CDF). Scenario 1 evaluated the latencies of the virtual
clients in the IPv6 IoT while running the resource registration operation. The
results are plotted in Figure 3.4a, the y-axis represents the percentages of
response times and the x-axis represents the latency in milliseconds. In addition,
scenario 1 also evaluated the latencies of the virtual clients in the IPv4 network
while running the resource retrieval operation. The results are plotted in
Figure 3.4b. Both evaluations stressed the CoAP gateway running a registration
or a resource retrieval operation continuously during 60 seconds.

As shown in the figures, the resource retrieval performs better in the CoAP
gateway in terms of latency than the resource registration operation. The main
reason is the complexity of the registration operation. In this operation, the
RD inserts the NAT rules into the NAT44 component through the PCP client.
In order to avoid overloading the PCP server, the PCP client lines up all the
requests and sends them gradually.

Although the latency of the resource registration operation is high, this opera-
tion is performed few times during the lifetime of an endpoint. Consequently, the
latency of this operation does not affect the overall performance of the system.

Scenario 2 primarily evaluates the new relay operation. This operation is
initiated in the endpoint of the IPv6 network and concluded once the RD returns
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Figure 3.4. Latency of the Registration (a) and Resource Retrieval (b) operations in Scenario 1,
Resource Retrieval operation (c) in Scenario 2, and Registration operation (d) in

Scenario 3

the requested value to the endpoint in the IPv6 network. For simplicity, we refer
to this operation as resource retrieval. The resource retrieval has been evaluated
sending continuous relay operations to the RD and waiting for their answer.
In this operation, the RD modifies every operation before forwarding it to the
IoT endpoint behind the NAT. In addition, the RD waits for the answer of each
IoT endpoint before sending the answer back. As shown in Figure 3.4c, this
operation is very costly and should be used cautiously.

Lastly, the con parameter has been evaluated in scenario 3. The con parameter
is part of the resource registration operation. The latency of this operation has
been evaluated simulating the simultaneous registration of 1,000 concurrent
virtual clients into the CoAP gateway. All the operations contained the con
parameter. The results of this operation are shown in Figure 3.4d. Similar to
the registration operation of scenario 1, the latency of this operation is high
due to its complexity. The operation has to update the RD’s database and add
new NAT rules into the NAT44 through the PCP protocol. Moreover, PCP
does not implement concurrency, which may significantly increase the delay in
each operation. Despite that, this operation is performed few times during the
lifetime of an IoT endpoint. Therefore, the latency of this operation would not
fully affect the overall performance of the architecture.
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Figure 3.5. Throughput of the Resource Registration operation in Scenario 1 (a) and Scenario 3
(b)

3.4.3 Performance of the CoAP Gateway

The next experiment assesses the throughput of the CoAP gateway in the three
scenarios. The throughput has been assessed simulating various network sizes
where a diverse number of virtual clients ranging from 1 to 12,000 stresses
the CoAP gateway. Figure 3.5 lists the results of scenario 1 (a) and scenario 3
(b). The throughput of the scenario 2 could not be evaluated due to the large
consumption of resources in the CoAP gateway. As we explained in previous
section, the relay operation is very costly for the system. In both scenarios the
resource retrieval operation is evaluated and the results are similar as shows
in the graph of Figure 3.5. Both scenarios achieved their peak performance
with around 1,300 requests per second with 5 concurrent clients. From that
point onward, the throughput gradually declined until reaching 16 requests per
second for 12,000 concurrent clients.

The explanation behind the low performance in the registration operation is
similar to the explanation given in the previous section for its high latency: the
RD has to insert or update the NAT rules in the NAT44 sequentially since the
PCP client does not support concurrency.

3.4.4 Power, Memory, and Energy Footprint in the CoAP Gateway

Besides the scalability and performance evaluation of the CoAP gateway, we
also evaluated the power, memory and energy footprint in the CoAP gateway.

Even though the evaluation is entirely dependent on the hardware, it is rea-
sonable to assume that the chosen hardware for the CoAP gateway (a Raspberry
Pi 2 model B) is a common IoT hardware component. In order to stress the CoAP
gateway, 10,000 virtual clients first registered a new resource into the CoAP
gateway and then updated continuously the registration of the resource during
60 seconds.

The CPU and memory statistics of the CoAP gateway were measured using
a software called dstat. The energy consumption was measure using a USB
voltage meter. Figure 3.6a shows the CPU usage during the test and Figure 3.6b
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Figure 3.6. CPU (a), Memory and Energy Footprint (b) in Scenario 1

shows the energy and memory consumption. Both figures represent a period of
3 minutes where the evaluation began one minute after the dstat software and
the USB voltage meter initiated recording the data. The graph shows a high
CPU utilization of almost 100% during all the evaluation process and a memory
utilization of 12 MB (263 MB-251 MB, where 251 MB is the total memory used by
the system and 263 MB is the maximum memory used during the experiment).
After the experiment finished, the memory consumption increased to 5 MB with
respect to the initial state. Consequently, the CoAP gateway uses 5 MB to store
the information of the 10,000 virtual clients, which is about 2 KB per client.

In conclusion, the experiments show a high CPU usage with high loads of
registrations but, on the other hand, a very low memory footprint. Despite that,
high loads of registrations in short periods of time are rare in the IoT scenarios,
decreasing the likelihood of overloading the CoAP gateway.

3.5 Related Work

Table 3.1 displays the current transition technologies and their lack of support
for the IoT environments. A more detailed description of the network transition
technologies can be found in Section 2.2.

In this regard, the current technologies are unable to provide lightweight
deployments for IoT. In addition, the majority of the technologies – except for
the technologies that use third-party proxies or translation gateways – apply
encapsulation, adding protocol overheads into them. Encapsulation adds proto-
col overhead, uses extra resources to cipher and decipher the information, and
increases the amount of data transported in the network. This is particularly
the case for 4over6, 4rd, and DS-Lite with an encapsulation overhead of 40 bytes
together with 6over4, 6rd, and ISATAP with an encapsulation overhead of 20
bytes. In addition to that, the translation technologies do not allow inbound con-
nections in NATs, which limits considerably the usability of those technologies
in the IoT environments.

On a positive note, the majority of technologies score high in CoAP compli-
ancy and transparency except for TURN. The reason for this is the protocol-
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encapsulation networks

6over4 [31] Needs High Only IPv6 1-to-1 20 bytes �

encapsulation networks

6rd [136] Needs High Access IPv6 1-to-N 20 bytes �

encapsulation services

4rd [43] Needs High Access IPv4 1-to-N 40 bytes � � �

encapsulation services

Teredo [58] Translation High Access IPv6 1-to-N 0 bytes �

gateways services

ISATAP [134] Tunneling High Access IPv6 1-to-1 20 bytes �

services

DS-Lite [49] Dual stack High 1-to-1 40 bytes �

Stateful Translation High 1-to-N 0 bytes � � �

NAT64 [13] gateways

Stateless Translation High 1-to-1 0 bytes � � �

NAT64 gateways

TURN [86] Third-party � Low 1-to-1 0 bytes � � �

servers

Table 3.1. Gap Analysis of the Existing Transition Technologies

independent feature of the majority of the transition technologies. The main
exception is TURN where devices need to communicate directly with the TURN
servers and the current standard is not compliant with the IoT protocols.

Scalability is paramount in constrained devices to prevent wasting the re-
sources of the network. The scalability in the transition technologies can be
measured by the resources used in the network. Some technologies minimize
the waste of resources by mapping several devices using a single resource. For
instance, the stateful NAT64 maps several devices using a single IP address
(1-to-N). On the contrary, the stateless NAT64 uses a different IP mapping for
every device (1-to-1).

Another important feature is the ability of the devices and services belonging
to various address families to communicate indistinctly among them. While the
network translation technologies have this ability, the rest of technologies limit
their services to one family.

Table 3.1 also displays which existing transition technologies support the
three IoT scenarios described in Section 3.2. As can be observed, the current IoT
transition technologies do not support all three IoT scenarios. All the limitations
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in the existing transition technologies prevent the use of these technologies in
IoT.

The solution presented in Publication I and Publication II differs from the
aforementioned works, as it supports the three IoT scenarios described in Sec-
tion 3.2 and provides – among others benefits – transparency, scalability, and
security for IoT.

3.6 Summary

This chapter presents the design, implementation, and evaluation of a new
transition mechanism designed to enable CoAP endpoints outside a NAT to
initiate communication with constrained devices behind a NAT. To facilitate
the discussion of our analysis, we first presented the most common transition
scenarios in IoT and their requirements to successfully achieve seamless cross-
domain communication in IoT.

Although several methods have been developed over the years to overcome
the limitations of conventional Internet scenarios, those scenarios substantially
differ from the IoT scenarios in terms of energy, memory and processing power.

The implementation of a proof-of-concept prototype and its thorough evaluation
has proved the feasibility of our approach. In particular, the solution performs
as expected in terms of throughput and latency, along with the ability to provide
a small memory footprint while handling high loads.
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4. Ubiquitous Concurrency Control
for IoT Ecosystems

This chapter summarizes the content of Publication III of this dissertation. It
describes our work on improving the concurrency control in Internet of Things
(IoT) systems. In some specific IoT scenarios, accessing the IoT resources si-
multaneously might incur in undesirable outcomes. Therefore, this chapter
introduces a resource concurrency framework that solves this limitation by
providing exclusive access to shared IoT resources.

The framework was designed to be independent with regard to the underlying
IoT protocols, and its performance has been assessed against the current state-
of-the-art solutions, proving its suitability for IoT environments.

4.1 Background and Motivation

With the rise of the IoT, a new set of devices from home appliances to industrial
electronics have increasingly become more connected. There is a general as-
sumption in IoT that communication must always be concurrent. Contrarily to
this claim, there are cases where concurrent interactions can lead to erroneous
outcomes. For instance, in the event of a fire, the access of the front door lock of a
building must only be controlled by the fire alarm. Other systems in the building,
such as the intrusion detection system, should be prevented from controlling the
access of that main door during a fire.

Publication III presents an approach to manage exclusive access of the re-
sources in the IoT systems. For this purpose, a resource concurrency framework
for IoT systems was designed, implemented and evaluated. The new framework
is based on the Binary Floor Control Protocol (BFCP) [30], a protocol to manage
shared resources in conference systems. As a way to reduce the switching delay
and to improve the communication, the participants of a conference can auto-
matically request the use of the media resources in the conference. Due to its
binary encoding and small packet size, the BFCP is suitable for IoT scenarios
where low overhead is required.

For practical purposes, a new term is introduced to describe a temporary
permission to manipulate or access a shared resource. This concept is called
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Figure 4.1. Discovery, Retrieval, and Release of Floors in an IoT System

floor, a term adopted from the BFCP specification [30].

4.2 Overview of the Framework

To overcome the current limitations of the IoT systems to control the access of
certain resources concurrently, a new framework has been designed. The new
framework can be divided into four logical entities: IoT endpoints, management
servers, chairs, and the Resource Directory (RD).

The IoT endpoints are devices that request floors and their information from
the access control server. Management servers maintain the state of the floors
and keep the information of the IoT endpoints. Chairs are individuals who
manage the floors in the IoT systems. All the IoT endpoints and chairs are
individually connected to a management server in a star network topology. The
communication between the IoT endpoints, chairs, and the management servers
goes through the BFCP.

On the other hand, considering that the direct discovery of IoT resources in a
network can be inefficient or unfeasible due to sleeping IoT nodes, the Resource
Directory [120] is an IoT component designed to provide a way to discover the
IoT resources held in a network. It defines a lookup interface where the IP
addresses of the resources of a network can be obtained. The RD supports,
among other protocols, CoAP [119] over UDP [109].

Figure 4.1 depicts within a sequence diagram an example that combines the
four logical entities of the framework. The example contains two IoT entities
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(fire alarm, and CO2 detector), a single management server, a chair, and a RD.
In addition, the management server manages two other entities: an air system
and a door lock.

We assume that all the logical entities belong to the same network. While on
one hand, the fire alarm, the CO2 detector, and the air system are located in the
same building; the lock belongs to the main door of the building.

In the event of a fire, the fire alarm – among other things – unlocks the front
door of the building to provide an emergency exit to the building’s residents.
Assuming that the IP information of the front door lock is unknown by the fire
alarm, the fire alarm first needs to look it up in the RD. After contacting the RD,
the fire alarm receives the IP information of the lock, as well as a new parameter,
called floorID, that indicates if the access of the lock is managed by our system.
However, for the sake of clarity, the example depicted in Figure 4.1 only refers
to managed IoT resources.

Once the fire alarm gathers all the necessary information to communicate
with the lock, it requests permission with the highest priority (priority: 4) from
the management server. The front door lock does not have assigned any chair in
the access control list. Therefore, the lock is managed by the policy implemented
in the management server. In this specific case, the management server immedi-
ately grants the access to the front door lock, as shown in Figure 4.1. If the front
door lock had been already granted to another device, the management server
would have revoked that access and granted it to the fire alarm.

Meanwhile, the CO2 detector detects high levels of carbon dioxide in the
building and requests the control of the air system from the management server.
First, the CO2 detector discovers the IP information of the air system from the
RD. Thereafter, it requests the permission to control the air system from the
management server. In this particular case, the air system is managed by a
chair. The management control server forwards the request to the chair.

Simultaneously, the fire alarm needs to control the smoke created by the fire
through the air system of the building. It first discovers the IP information
of the air system and requests its control from the management server. The
management server forwards the request to the chair. Since the fire alarm
requests the control of the air system with a higher priority (priority: 4) than
the CO2 detector (priority: 1), the chair grants the control of the air system to
the fire alarm instead. The management server forwards that information to
the fire alarm.

Afterwards, once the fire alarm releases the control of the air system, the chair
decides to deny the control of the air system from the CO2 detector. Injecting
more oxygen to the building might intensify the fire.

As discussed before, the management server maintains the states of a floor.
A floor has seven different states in the system: pending, accepted, granted,
released, canceled, denied and revoked. During the natural floor lifecycle phases,
a floor is created in a pending state, moved to the accepted state, granted, and
removed from the system once the floor is released. A new floor is created in
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Figure 4.2. Design of the Floor State Machine in the Management Server

the system when the management server receives a new floor request message.
Once a chair of a floor accepts it, the floor changes to the accepted state. A
floor, on the other hand, is removed from the system when it is in the released,
canceled, denied, or revoked states.

4.3 Implementation

The framework described above has been verified through a prototype imple-
mentation. All components in the framework were written in the C language.
Alternatively, instead of using the RD to discover the resources of the IoT net-
work, the information of every resource was encoded separately in each IoT
endpoint.

For the implementation of the framework, we have opted for a queue data type
as the approach to manage the floors in the management server. In a queue data
structure, each element is processed in the order it has been added. Hence, the
first element added to the queue will be the first one to be removed, following
the first-in first-out (FIFO) principle.

The design chosen in the implementation of the management server is rep-
resented in Figure 4.2. The information of the accepted, pending, and granted
states of the floor state machine is stored in a global queue structure, imple-
mented as a doubly-linked-list. The doubly-linked-list design has the advantage
that insertions and deletions of the nodes of the structure can be done from any
position in the queue and the queue can be traversed in both directions.

Every node of the queue contains the floor information related to a specific
floor request. Every time a new floor is requested in the system, a new node
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is created and attached to the pending part of the global queue. Once the floor
request is accepted by the chair, the management server moves the node to the
accepted part of the queue. In case the chair does not accept the floor request,
the node is removed from the queue. When an IoT device is allowed to use the
floor, the node holding the floor request information is moved to the granted part
of the queue. As soon as the floor is released by the IoT device, the management
server removes the node from the global queue.

Since the IoT resources can be managed concurrently, the management server
provides a mechanism to avoid deadlocks. Deadlocks occur in our system when
a set of floors are blocked waiting indefinitely for each other to release their
resources, leading to the undesirable situation that prevents any of them from
continuing. This condition is broken in our system granting the floors in an
order of priority in the management server. This method enforces to first accept
the high priority floors before the low priority ones. The method can be defined
as follows:

Accept_Request(Fi
1,F j

2)=
{

1, ∀i, j ∈ P : i ≤ j

0, otherwise

where P, P ∈Z, is the priority to request a floor and F is the set of floors Fp

where p ∈P. An IoT device holding a resource Fi
1 can request a resource F j

2 if it
meets the condition defined above.

The condition of acquiring the resources in order is necessary to avoid dead-
locks in the system.

4.4 Evaluation

With the objective of evaluating our implementation, we assessed the perfor-
mance of the management server in terms of its latency, throughput, and scala-
bility. In addition, the management server was compared with two of the most
popular HTTP servers: NGINX and Apache. Together, both servers serve over
50% of the traffic in Internet. While NGINX has grown in popularity since its
launch in 2002, Apache continues to be the most popular HTTP server on the
Internet.

4.4.1 Evaluation Setup

The testbed setup is deployed over two Ubuntu-16.04 laptops. A direct IPv4
connection between the laptops is established via an Ethernet cable. One of the
laptops is powered by an Intel® Core™ i7-950M processor at 3.07 GHz and has
16 GB of RAM with the management server and the HTTP servers installed.
The other laptop runs the benchmark tools employed to evaluate the servers.
This laptop is powered by an Intel® Core™ 2 Duo T9600 at 2.80 GHz and has
4 GB of RAM. NGINX and Apache are evaluated with the ApacheBench tool.
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Figure 4.3. Performance Results of the Management Server with respect to Apache and NGINX

ApacheBench is a benchmark tool intended to assess the performance of the
HTTP servers. The management server was evaluated using a benchmark tool
developed by us. To our best knowledge, there is no specific tool for benchmarking
the BFCP. Therefore, we developed our own tool in Python scripting language.

The tool can run various virtual clients in parallel and offers the possibility
of specifying the number of requests sent to the management server. It also
provides a basic congestion control mechanism where each virtual client sends
a hello message to the management server and waits for the response before
sending a new request. If any response is sent by the management server in
10 seconds, the request times out and the timeout is logged in the tool. The
hello message is used when an endpoint wants to test the reachability of the
management server. After receiving a hello message, the management server
confirms its liveliness by sending a message back. The message includes the
primitives and attributes supported by the management server.

With the objective to better compare the performance of the management
server against the HTTP servers, each virtual client in our benchmark tool,
as well as each HTTP client in the ApacheBench tool, reuse a single TCP
connection for all the requests. The keep-alive option of HTTP/1.1 is applied
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through all the ApacheBench evaluation tests in order to allow the HTTP clients
to perform multiple requests within a single TCP connection. In addition, the
experiments are performed running a single-server instance each time to limit
the unnecessary consumption of the resources.

4.4.2 Performance Evaluation

During the evaluation process, we measure the throughput, latency and scala-
bility of the management server and compare the results with the Apache and
NGINX servers.

We evaluated the throughput of the management server with our benchmark
tool. A number of concurrent virtual clients is set up in the benchmark tool and
run towards the management server. The virtual clients send continuous hello
messages to the management server for 60 seconds. The number of virtual clients
is increased from 1 to 5,000 simultaneous virtual clients. All the experiments
were repeated five times to avoid biased results.

As a baseline, the HTTP servers were evaluated under the same conditions
using the ApacheBench tool. The results of the evaluation are depicted in Fig-
ure 4.3a. Using up to 10 concurrent virtual clients, the management server
behaves similar to Apache. Beyond that, its throughput increases steadily to
60,000 requests per second for 100 virtual clients, achieving a higher throughput
performance than both HTTP servers. Afterwards, the performance of the man-
agement server decreases significantly to 40,000 requests per second for 5,000
virtual clients. However, its throughput is still comparable to the performance
of NGINX. Overall, the management server performs better than Apache and
similarly than NGINX, having a better performance than both HTTP servers
with a concurrent factor of 100 virtual clients.

The latency of the management server was evaluated against the latency
of the Apache and NGINX servers. Figure 4.3b depicts, in milliseconds, the
response time for the management server to reply a specific number of requests
from a single virtual client. The number of requests generated by the virtual
client was gradually increased from 1 to 60,000 requests. We performed similar
experiments with the HTTP servers. In essence, the management server per-
forms three times better than Apache and achieves similar response times than
NGINX.

Finally, the scalability of the management server was assessed sending a num-
ber of requests ranging from 0 to 60,000 through 10, 100, and 1,000 concurrent
clients. Figure 4.3c depicts, in seconds, the time necessary for the management
server to response to all the requests. The Apache and NGINX servers were
evaluated in similar conditions using the ApacheBench tool. As illustrated in
Figure 4.3c, the management server performs similarly to NGINX for 10 and
100 concurrent clients. However, the scalability increases to around 6 seconds
for 1,000 concurrent clients. On the other hand, the management protocol
outperforms the Apache server in all the scenarios.
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In view of the results analyzed, we can state that the performance of the
management server is in general acceptable. However, all the experiments
ran on a reasonably powerful hardware. Thus, we believe that the software
capabilities of our system remain a relatively minor limiting factor compared to
the hardware for running the concurrent system.

4.5 Related Work

Several research activities in the area of complex IoT system management have
recently been gained attention in the scientific community [63, 34, 59, 114]. In
order to improve the end-user experience in complex smart environments, these
studies aim at easing the configuration of the systems by combining the services
provided by their IoT devices. As a result, end-users do not need full knowledge
of a complex system, the system itself can automatically deduce the interactions
between the IoT devices.

Among all the proposals, we would like to highlight the research that shows
close affinity to our work. In [91], the authors propose a fully automated system
where end-users express their needs using a graphical configuration environ-
ment. The user needs are expressed in the form of semantic goals. A reasoner
deduces the goals and configures the smart environment accordingly. A home
automation system is introduced in [123]. The system integrates various appli-
ances and automates them with minimal user intervention. The solution also
detects the presence of objects in the house.

In [77], the authors present a reconfigurable manufacturing system for carry-
ing out manufacturing orchestration autonomously. The objective of the system
is to evolve and adapt to mass customization.

The solution described in Publication III differs from the aforementioned
works in several aspects. Its main goal is to manage the access of shared IoT
resources to prevent the simultaneous execution of opposite actions within the
same resource. On the other hand, our approach enables independent and
arbitrary IoT services to effectively interact between them.

4.6 Summary

In this chapter, we have introduced a resource concurrency framework to con-
currently manage the access to shared IoT resources. This solution is especially
designed for constrained IoT scenarios in which their resources need to be
accessed on a concurrent basis.

By adopting the flexible characteristics of the BFCP protocol, a protocol de-
signed for managing exclusive access to shared resources in conferencing en-
vironments, we have effectively designed and implemented a low overhead
framework suitable for IoT environments.
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The performance assessment highlights the feasibility of our approach. The
experiments also demonstrate that our solution can outperform the existing
state-of-the-art HTTP solutions under certain conditions.
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5. Ubiquitous Access Control for
IoT Systems

This chapter describes our work in addressing the scalability problem of man-
aging access to a large number of devices in the Internet of Things (IoT). The
work, which is covered in Publications IV and V, presents the implementation of
a distributed access control system for arbitrating roles and permissions in IoT.
The designed framework is based on the blockchain technology.

We thoroughly evaluated our implementation striving to understand how the
framework scales in different configurations. In particular, its scalability has
been compared against the existing state-of-the-art access management systems
in IoT, shedding light on the actual suitability of the framework in scalable IoT
scenarios.

5.1 Background and Motivation

IoT is characterized by its capability to deploy billions of devices worldwide
ubiquitously. One of the direct benefits of this characteristic is to share the
IoT information with any entity around the world. In order to share their
information, the IoT devices must be able to globally authorize who can access
their resources and give them the needed authorization level. That being said,
most IoT devices do not have the necessary computing power or storage to
manage the access of their resources on their own. The fact that many IoT
scenarios are dynamic systems, where devices are continuously added and
deleted from the system, makes it even more challenging for the IoT devices to
keep their own policies up-to-date.

Although several device management solutions have been developed in the
IoT domain [139, 19, 4], they are based on centralized and hierarchical struc-
tures which lead to new challenges. A common disadvantage of the centralized
management systems – in addition to preventing the IoT systems from scaling –
is its high susceptibility to failure, with a single point of management. Another
disadvantage of the centralized management systems is their inaccurate as-
sumption that IoT devices belong during their entire lifetime to a single domain
and are managed by a single manager. On the contrary, many IoT devices belong
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to different managers and management domains during their lifetime. Those
solutions have been described in detail in Section 2.1.5.

As a result of all these factors, Publication IV presents an architecture for
managing the access to the resources in the IoT devices. The design is based
on blockchain technology and operates in a single smart contract. The smart
contract stores the access control policy of the system whereas the access control
permissions of the IoT devices are managed by special entities called managers.

Our decentralized system has several advantages compared to the central-
ized systems. First, the access control policies are enforced by the rules in
a blockchain, making them always available. At the same time, the policies
can be concurrently accessed or modified at any given moment. Second, the
constrained devices do not have to be modified to adopt our solution. Third,
multiple managers can simultaneously manage a constrained device. Besides,
considering that managers and constrained devices do not communicate directly
but through the blockchain network, the managers can safely use sleep modes
at any time. Last, this solution can be used in isolated administrative domains
in such a way that each administrative domain manages independently the
constrained devices while the access control policy of the system is enforced by
the blockchain.

The blockchain technology on which our solution is built on is briefly described
in Section 2.3. An overview of the state-of-the-art device management technolo-
gies and its relevant standards is present in Section 2.1.5.

5.2 Overview of the Architecture

The decentralized access management architecture is depicted in Figure 5.1.
In our solution, the constrained devices and management hub nodes are not
included in the blockchain technology. The constrained nature of many IoT
devices prevents them from being included in the blockchain. Alternatively, our
architecture defines a new node called management hub that interacts with the
blockchain on behalf of the IoT devices. Moreover, our solution employs a unique
smart contract that defines all the operations allowed in the access control
management system. The access control policy is defined by the managers of the
system.

In summary, our architecture can be divided into six components:

• Wireless Sensor Networks: Wireless Sensor Networks (WSNs) are communica-
tion networks that allow constrained connectivity. The IoT devices associated
with the WSNs of the architecture do not belong to the blockchain network
due to their limited capabilities, yet they must be uniquely identified in the
blockchain network. Hence, public keys are used to uniquely identify the
IoT devices in the blockchain network. The IoT devices communicate using
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CoAP [119] bound with DTLS [112]. DTLS is used to create secure channels.

• Blockchain Network: For the sake of simplicity, a private blockchain was
chosen in our architecture. Even though a public blockchain would be a better
option, a private blockchain facilitates the evaluation process and provides
more reliable results.

• Managers: Managers are entities responsible for managing the access control
permissions of the constrained devices. In addition, manager nodes differ from
miner nodes in that they do not verify or store the blockchain’s transactions.
As a result, any entity can be registered as a manager, even the constrained
entities. Moreover, to avoid unmanaged IoT devices, all the registered IoT
devices in the system must have a manager assigned to them. Once an IoT
device is under manager control, the managers can define specific access
control permissions for it.

• Smart Contract: The smart contract defines all the operations allowed in the
management system. There is a unique smart contract in the system, and once
it has been added, it cannot be deleted from the system. The smart contract
and its operations are all globally accessible.

As shown in Table 5.1, there are two types of operations in a smart contract:
the operations that are triggered by blockchain transactions (defined as Tx
in Table 5.1) and the operations that query the blockchain named call. The
transaction operations need to be validated by the miners, and they are stored
in the blockchain, while the query operations do not need to be validated or
stored in the blockchain.

Managers are the only entities allowed to interact with the smart contract.
Managers can register, de-register, and define new policies through blockchain
transactions. The information of such transactions is kept in the blockchain.

89



Ubiquitous Access Control for IoT Systems

Name Method Description

Register Manager Tx Registers a Manager into the System.

Register Device Tx Registers a Device into the System.

Add Manager to Device Tx Registers a Device under a Manager’s control.

Remove Manager from Device Tx De-registers a Device from a Manager’s control.

Add Access Control Rule Tx Adds an Access Control rule under a Device.

De-register Manager Tx De-registers a Manager from the System. The
Manager should not manage any Device before
being removed from the System.

De-register Device Tx De-registers a Device from the System.

Revoke Permission Tx Deletes a Policy rule from the System.

Query Manager Call Checks if a node is a Manager.

Query Permission Call Checks if a Device can access the resources of
another Device.

Table 5.1. Operations defined in the Smart Contract

Management Hubs, on the other hand, are only able to query permissions from
the blockchain using the call method.

The miners in the blockchain network store copies of the approved transac-
tions and keep the network secure and tamper-proof.

• Agent Node: The agent node is a special node accountable to deploy the
smart contract in the blockchain. Once the smart contract is accepted into
the blockchain network, the agent node distributes the address of the smart
contract with the blockchain nodes that request it.

• Management Hubs: The management hub can request on behalf of another
node the access control information of any IoT device through the query op-
eration. Since the query operation is not a transaction, it is not stored in the
blockchain. Hence, the information is fetched without incurring in any delay
or fee.

Management Hubs are located at the edge of the Wireless Sensor Networks
and have a direct connection with a blockchain node, establishing an associa-
tion between the WSNs and the blockchain network. The management hub
translates the CoAP messages from the IoT nodes into JSON-RPC messages
understood by the blockchain network. The nodes from the WSNs are only able
to request access information from the blockchain through the management
hub.

Multiple management hubs can be connected to the same blockchain node
and multiple WSNs can be connected to a single management hub. On the
other hand, the management hub nodes cannot be constrained nodes since
high-performance features are needed to be able to serve as many simultaneous
requests as possible from the IoT devices.
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Figure 5.2. Blockchain Network Setup, Registration of the Components of the System, and
Definition and Discovery of the Policy

The six components of the architecture interact between them at different
stages. The interactions can be divided into six different stages: setting up
the access control management in the blockchain network, registering the IoT
devices and managers into the system, defining the access control policy for those
components, modifying the access control policy of those components, modifying
the device’s manager after registration, and discovering the access control policy.

Figure 5.2 shows an example with those interactions. During the first phase,
the control access management system is set up in the blockchain. As shown
in Figure 5.2, the agent node deploys the smart contract into the blockchain
network. Once the smart contract is accepted, the contract addressed is sent to
the agent node. The contract address identifies the smart contract in the access
control management system. Then, other components in the system use the
contract address to interact with the smart contract. For example, in Figure 5.2 a
manager and a management hub fetch the contract address from the agent node.
In addition to that, the management hub connects with the nearest available
blockchain node, a miner in Figure 5.2. That miner has enabled the RPC port
for listening to the requests from the management hubs.

Once the system is set up, any blockchain node can register itself as a manager.
The registration is done by sending a transaction to the RegisterManager opera-
tion defined in the smart contract. After the registration, the manager nodes
can register the IoT devices under their control and define new access control
rules for the resources of their IoT devices. The access control policies can be
modified and deleted at any time. Additionally, our system supports multiple
managers controlling the same IoT device.

The discovery of the access control policy from the devices is illustrated in
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Figure 5.2. When a device S2 wishes to access the resource information of device
S1, it sends a CoAP message to device S1 requesting its resource’s information.
Device S1 has to first verify the access control policy of device S2 before granting
access to its resource’s information. Device S1 requests the access control
information of device S2 through the management hub. The management hub
translates the CoAP message into an RPC message [20] and forwards it to the
miner. Since the operation is not a transaction, it is processed by the miner
immediately. The miner fetches the access policy information of device S2 and
sends it to the management hub. The management hub translates the message
into a CoAP message and forwards it to the device S1. With that information,
device S1 can decide to grant or deny access to its resource’s information from
device S2. The example in Figure 5.2 shows a successful answer. Then, device
S1 shares its resource’s information with device S2.

Publication IV provides additional details on the design of the access control
management system, in particular its components and system interactions.

5.3 Implementation

In order to asses the effectiveness of our solution, we developed a prototype
implementation of the access control system.

With respect to the blockchain technology, Ethereum was the chosen blockchain
platform. Ethereum has two types of accounts: externally owned accounts and
contract accounts. The former are controlled by private keys whereas the latter
are controlled by contract code; the code is executed when the contract account
receives a message. In our system, the managers are deployed under externally
owned accounts and the smart contract is deployed under a contract account.

Furthermore, the smart contract in the system was implement in Solidity.
Solidity [51] is a programming language for writing smart contracts. The smart
contract stores the manager information, device information, and access control
policy in two different data structures called Mapping. The mapping structure
is similar to the hash-table data structures where an unordered collection of
key-value pairs are stored in the structure.

The management hub, on the other hand, is a JavaScript interface that assists
in the communication between the constrained devices and the blockchain
network. The interface includes a CoAP JavaScript library called node-coap [10]
and a web3 JavaScript library [11] to communicate with the Ethereum nodes
through RPC calls.

LibCoAP was integrated into the constrained devices of our system. LibCoAP
is a C implementation of CoAP and DTLS. The library implements both the
CoAP client and CoAP server. In fact, the original code was modified to auto-
matically generate a public/private key to uniquely identified each device in the
management system.
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Figure 5.3. Scenarios Evaluated in Our Decentralized Management System

5.4 Evaluation

The purpose of the empirical evaluation was twofold. First, it evaluates the
performance and scalability of the system using different configurations. The
other goal was to use these results to compare our implementation against
the state-of-the-art access management systems in IoT. This section presents a
substantial part of the experimental results detailed in Publication V.

5.4.1 Evaluation Setup

The experiments were performed in an Intel® Core™ i7-950@3.07GHz desktop
machine with 16 GB of RAM, and a 240 GB solid-state drive.

The blockchain network in our decentralized management system has been
emulated using Docker, a high-level platform for the deployment of containers.
We used an image called ethereum/client-go for the Ethereum protocol. The IoT
devices on the desktop, on the other hand, ran a modified version of the LibCoAP
library.

A benchmark tool called CoAPBench was used to dimension our experiments.
CoAPBench [36] loads the CoAP systems with messages through virtual clients
and waits for the responses before issuing new requests. If messages are lost, the
virtual clients times out after ten seconds and logs the losses. Additionally, we
extend the tool with new functionality. After the modifications, the tool was able
to send PUT, POST, and DELETE messages, supported LwM2M registration
operations, and allowed specifying a payload in the request messages.

5.4.2 Comparison with the State-of-the-Art

As explained in Section 2.1.5, there are currently two standard-based protocols
to access management in IoT. The first protocol is called CoAP Management
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Interface (CoMI) [139] and the other protocol is LwM2M [4]. CoMI is a rela-
tively new protocol and, to the extent of our knowledge, there is currently no
implementation available. On the other hand, there are a few implementations
of the LwM2M protocol among which only Wakaama [140] and Leshan [79]
are, according to our knowledge, widely used. Wakaama is a lightweight IoT
implementation written in C language whereas Leshan is a lightweight IoT open
source implementation written in Java.

Both LwM2M servers, Wakaama and Leshan, were compared against our
system. CoAPBench emulated the registration of LwM2M clients towards
Wakaama and Leshan while increasing the number of virtual clients from 1 to
10,000 to simulate different network sizes. After registration, every LwM2M
virtual client stressed the LwM2M servers by continuously sending registration
update requests during a time interval of 30 seconds.

Similar experiments were carried out in our implementation. However, they
target the new elements introduced in our architecture which are not part of
the Ethereum network: the management hubs and the wireless sensor network
components. The evaluation of our system was mainly focused on two scenarios:
In the first scenario, a wide number of virtual clients stress a management
hub querying for the permission of a specific resource. This scenario simulates
different network sizes in the wireless sensor network connected to a single
management hub. The second scenario simulates a number of virtual clients
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simultaneously querying the resource information of an IoT device. Before
sending the resource information to the virtual clients, the IoT device first
requests their access control policy from the blockchain network. The access
control policy is requested through the management hub.

Both scenarios are depicted on the left side of Figure 5.3, the first scenario is
represented in dotted lines while the second scenario is represented in dashed
lines. A single management hub is used in both scenarios. The main goal
was to achieve a better understanding of the scalability and the performance
capabilities of the existing centralized access management system with respect
to our system.

Latency
First, we evaluated the latency of all the systems. Figure 5.4 plots the latencies
of Leshan (5.4a), Wakaama (5.4b), and our implementation (5.4c, 5.4d) into
cumulative distribution functions. The graphs show the impressive performance
of Wakaama keeping a low latency for high number of virtual clients. Leshan, on
the other hand, has the lowest performance among all the systems. Its average
latency drastically increases to almost 3 seconds for 10,000 concurrent clients.

In contrast, our implementation achieves considerably lower latency values
than Leshan for concurrency factors up to 1,000 virtual clients. On the contrary,
Wakaama has a significantly higher overall performance than our system.

Both scenarios evaluated in our system achieve acceptable performance levels.
The scenario that evaluates the management hub (5.4c) reveals a 50% better
performance with respect to the second scenario where all the operations go
through the CoAP Server (5.4d). Overall, our system still achieves acceptable
quality levels for both scenarios.

Throughput
In the second experiment, we evaluated the throughput of all the implementa-
tions. Figure 5.5a plots the result of our system whereas the results of Leshan
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and Wakaama are plotted in Figure 5.5b. The results depicted in Figure 5.5
are specified in logarithmic scale to better represent the information. Leshan
performed best at 16,000 requests per second with 100 concurrent clients. In
contrast, Wakaama reached its best performance earlier than Leshan but its
best performance was lower than Leshan’s best performance. Wakaama’s best
performance is at 12,000 requests per second with 5 concurrent clients to up to
100 concurrent clients.

Figure 5.5a also displays the lower performance of our implementation com-
pared to Wakaama and Leshan. The performance is relatively steady over 790
requests per second in the first scenario. For the second scenario, the perfor-
mance is relatively flat to 390 requests per second. The major limiting factor of
our system is the latency generated by the RPC calls between the management
hub and the blockchain network.

In summary, the results in Figure 5.5a show a better performance of the
centralized management systems in terms of throughput than our system. In
this respect, it should be taken into account that our system has been designed to
favor horizontal scalability where WSNs are connected to multiple management
hubs. However, the scenarios employed to evaluate our system use a single
management hub. For this reason, two new scenarios described on the right
side of Figure 5.3 were defined. The first scenario is represented in dotted lines
while the second scenario is represented in dashed lines. Both scenarios involve
multiple management hubs. The first scenario simultaneously connects two
management hubs to the same blockchain node to evaluate their performance.
The second scenario connects two management hubs to two blockchain nodes
separately.

The first scenario described in Figure 5.6a shows a drastic performance loss.
Attaching multiple management hubs to the same blockchain node split the
absolute throughput of a blockchain node among all the hubs. For this reason,
the throughput of both management hubs is half of the throughput evaluated
in Figure 5.5a where only a single management hub was involved. By contrast,
when two management hubs connect to two different blockchain nodes, the
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throughput of each hub is equal to the throughput in Figure 5.5a. In this
respect, our system is designed to obtain the best performance with multiple
management hubs attached to different blockchain nodes. Extrapolating the
data, twenty management hubs connected to different blockchain nodes among
different WSNs would outperform both centralized management systems.

It should be noted that the results in Figure 5.6 only show a maximum of
5,000 concurrent clients instead of the 10,000 concurrent clients shown in the
other graphs. The reason is that our testing machine ran out of native threads
when performing our scalability testing with 10,000 virtual clients for each
management hub. Nevertheless, we still decided to run all the experiments in
a single machine to minimize the external factors, such as the network delays
that could negatively influence the results.

5.5 Related Work

Conoscenti et al. [37] and Ali et al. [7] carried out a comprehensive literature
review on the blockchain and its applicability for the IoT. Furthermore, Ouaddah
et al. [102] conducted a literature review of the access control technologies in
IoT and Pinno et al. [107] briefly describe some of the traditional architectures
commonly used in the IoT access control. All these surveys describe multiple
researcher activities in which blockchain technology is used to manage the data
collected by the IoT devices. For example, [146] provides a method to protect
the data ownership of the IoT devices and [141] presents a system to verify the
identity of the data.

Unlike our research work, none of the literature presented in the reviews
propose a system where the entire lifecycle access control of the IoT devices
can be managed by managers, regardless of their geographical location. Our
thorough search of the relevant literature yielded only three related systems:
FairAccess [100, 101], Decentralized Open Authentication (DOAuth) [68], and
Autonomous Decentralized Peer-to-Peer Telemetry (IBM Adept) [103].

FairAccess is a blockchain-based access control framework for IoT. FairAccess,
however, differs from our work in some significant aspects. First, a different
smart contract is created for every constrained device in the blockchain. Each
smart contract stores the access control policy of a single device separately. By
contrast, all the policy rules of our management system are defined in a unique
smart contract. Second, FairAccess includes the constrained devices in the
blockchain network. Third, our work focuses on providing the access control
information in real time.

DOAuth, on the other hand, is classified by Ouaddah et al. [102] as a heavy and
complex protocol for IoT due to its communication and processing overhead. The
last alternative is IBM Adept. IBM Adept is a decentralized network platform for
IoT based on blockchain that provides a file sharing and a messaging framework
to create IoT applications. However, the platform is lacking a mechanism for
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managing the access control of their IoT devices.

5.6 Summary

This chapter has presented the design of a fully decentralized blockchain-based
access control system for IoT. The solution addresses the problems associated
with the centralized IoT access control systems which are not particularly suited
to deal efficiently with the increase of load capacity.

The system builds on the blockchain technology to globally store and retrieve
the permissions to access the IoT resources. Due to the limitations of the majority
of IoT devices to directly handle the blockchain technology, the IoT devices are
not part of the blockchain network in our design. As a result, the integration of
the existing constrained devices in our system is relatively straightforward.

The design implementation of our solution was thoroughly evaluated to gain
insight into the scalability and performance impact of distributing the access
control information across the IoT devices. The results provided by this evalu-
ation were compared with the state-of-the-art access management systems in
IoT. Based on the outcomes, our implementation achieves better performance
when the load is distributed among the blockchain nodes. Specifically, our
implementation is particularly designed to favor horizontal scalability.
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6. Ubiquitous Semantics in
Heterogeneous IoT
Infrastructures

This chapter is the final chapter describing the research contribution of this
dissertation. The content of this chapter, which covers aspects widely described
in Publication VI, focuses on the related challenges of achieving semantic inter-
operability in the Internet of Things (IoT). In this context, the World Wide Web
Consortium (W3C) has created an architecture, called the Web of Things (WoT)
architecture, to enable interoperability across different semantic domains in IoT.
However, despite its advantages, the architecture has significant limitations.

In the present chapter, we introduce a viable and effective approach that
extends the WoT architecture with new functionality with the purpose of over-
coming some of its limitations. The chapter additionally presents the implemen-
tation of the architecture and thoroughly evaluates it to estimate the overhead
introduced by our extension.

6.1 Background and Motivation

The lack of semantic interoperability affecting the IoT has created semantic silos
within the IoT ecosystem. As reported by [131], the large number of different
IoT ontologies has let to an inconsistent representation of the IoT knowledge
resulting in semantic fragmentation. As a consequence, many IoT ontologies are
often incompatible.

Standardization organizations have developed new solutions to tackle the
challenges created by the semantic fragmentation in IoT. Among them, the
W3C has developed an architecture, called the Web of Things (WoT), where
each constrained device exchanges the semantic meaning of their interactions
with other devices via a metadata file. Strictly speaking, the WoT architecture
enables the IoT devices to share their semantics through a metadata file called
Thing Description (TD). Then, the interfaces of the IoT devices can be interpreted
through these metadata files.

Besides all the advantages offered by the WoT architecture, individual aspects
still require detailed solutions to enable the envisioned integration across differ-
ent ecosystems. The specific technical aspects investigated in this chapter can
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be summarized as follows:

• Lack of generic contextual knowledge: The domain-specific knowledge is out-
side of the scope of WoT [71]. Consequently, the WoT architecture completely
relies on proper interpretation of semantics. From this perspective, the WoT
architecture assumes that all parties with knowledge of the same vocabu-
lary are able to understand each other. In some situations, however, an IoT
device might not be able to interpret semantically the contextual informa-
tion from another IoT device, preventing their interaction. In this case, an
intermediate step is required to bridge the different semantics. Although,
the current approach of the WoT architecture focuses primarily on the use of
gateways or community-driven data vocabularies, other techniques could also
be implemented and seamlessly integrated with the current WoT architecture.

• Lack of interoperability with the existing IETF CoRE clients: The current
WoT architecture expects clients that understand WoT Thing Descriptions
and furthermore support all the declared standards used by the consumed
servers (e.g., protocols and representation formats). However, where this
is not the case, the WoT architecture does not offer a solution. One of the
most interesting cases to investigate this lack of interoperability comes from
the devices supporting only the IoT standards developed by the IETF (e.g.
Constrained RESTful Environments (CoRE) standards). The IETF provides
an IoT discovery mechanism called Resource Directory (RD) to find the address
lookup of the IoT devices. However, this discovery mechanism does not provide
any TD information of the IoT device. The integration of such information
into the current IoT discovery mechanism is often crucial to support the IETF
CoRE clients.

In conclusion, while the W3C WoT aims at adapting to existing servers, our
proposed solution also enables adapting to existing IoT clients, in particular
the IETF CoRE clients.

• Low evolvability: Evolvability refers to the degree in which the semantic
information can change over time. Changes in the semantics can lead to
incompatibilities between the IoT systems supporting different versions of the
same semantic. Even though the WoT architecture provides a certain level of
evolvability, the current solutions cannot be applied when the design of the IoT
devices does not address evolvability. In other words, the lack of evolvability
in the IoT clients affects the evolvability of the WoT framework. The WoT
framework does not provide any solution or enhancement when evolvability is
lacking on the client side. This is crucial to have a proper understanding of
the same semantic meaning between the IoT clients.

• Information deficiency: The assumption in the WoT architecture is that IoT
devices use appropriate tools to understand the content of a TD. Conversely, in
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certain circumstances, IoT devices might not use automatic knowledge-based
translation tools (e.g. interfaces having implicit semantics or only human-
readable descriptions) for the interpretation of a TD, resulting in erroneous
interpretation of its information.

Our proposed solution targets all these individual aspects by extending the
WoT architecture following a standards-based approach. Additionally, it is worth
to highlight that the WoT architecture (including the TD’s description) and
other related semantic technologies in IoT have been described at length in
Section 2.1.6 of this dissertation.

6.2 Overview of the System Architecture

As explained earlier, the current WoT architecture relies on the proper interpre-
tation of the information in the TD. However, there are some situations where
the IoT devices are not able to interpret the semantic information of another IoT
device; they lack generic contextual knowledge.

Our solution extends the W3C WoT architecture so that the TD instances that
cannot be understood by IoT devices are translated by domain experts. The new
solution stores the translations in the Thing Directory and expands its interface
in order for the IoT devices to interact with the translations in the Thing
Directory. Additionally, the RD interface is extended with new information.

The components of our solution are illustrated in Figure 6.1. On a high level,
the architecture has four main components:

• Thing Directory Interface [44]: The Thing Directory interface is a database
of TDs. The Thing Directory interface also provides a CoAP REST interface
to create, delete, read, and update the TDs. The Thing Directory interface
is extended in our solution with translations and a new CoAP API to create,
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read, update, and delete translations. When a device (the receiver of the
TD) cannot interpret the TD of another device, a new TD based on the TD
information of the receiver is created. The new TD called translation describes
the information and vocabulary of the received TD in a way that is understood
by the receiver.

• Resource Directory Interface [120]: The Resource Directory interface provides
an IoT discovery mechanism. It provides a CoAP API to discover resources in
constrained networks. The RD interface is extended in our system with a new
parameter that specifies the TD identifier assigned by the Thing Directory.
Each endpoint has a different TD that describes its interfaces. This new
parameter helps to easily locate the TD of each endpoint from the Thing
Directory.

• Management User Interface: The management interface is a new component
in our solution. It provides a graphical interface for the domain experts to
interact with the Thing Directory interface through the newly implemented
translation API and TD API.

• CoAP Endpoints: The endpoints represent the constrained devices. CoAP is
the chosen application protocol supported by the constrained devices in our
solution. The constrained devices interact and communicate with each other
and to the other components of the system through CoAP.

All these components interconnect between them in a way described in Fig-
ure 6.2. In particular, the figure describes two endpoints, where Endpoint A is
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a temperature sensor in a shipping container and Endpoint B is a port man-
agement system. In this scenario, the port management system checks the
temperature of each new shipping container arrival before transshipping them
to a truck. According to the temperature of each shipping container, the port
management system plans the priority of each container to efficiently avoid the
load to get ruined.

The whole process can be broken down into four phases: information regis-
tration, information discovery, semantic retrieval, and information retrieval.
During the information registration phase, all the endpoints register their TDs
to the Thing Directory interface. If the registration is successful, the Thing
Directory interface returns an identifier of the TD that uniquely identifies it in
its system. That identifier can be used later to update, read, or delete the TD
from the Thing Directory interface. Once the TDs are registered through the
Thing Directory interface, Endpoint A (which acts as a CoAP server) registers its
resources and the identifier of its TD through the RD interface. To do so, it first
has to extract the TD information serialized in JSON-LD format and translate
it into CoAP Link format [118], the format specified in the RD’s interface.

During the information discovery phase, the endpoints willing to discover the
resources in a network (such as Endpoint B in Figure 6.2) perform a lookup
search via the RD. After the lookup operation, Endpoint B will obtain the address,
port and the TD’s identifier of Endpoint A.

With the information provided by the RD interface, a device can already
reach a CoAP endpoint. However, the device still does not know the interfaces
supported by the CoAP endpoint. During the semantic retrieval phase, devices
request the TD information of the CoAP endpoints from the Thing Directory
interface to find out their interfaces. In particular, Endpoint A finds the specific
TD of Endpoint B through the TD identifier returned by the RD in the lookup
operation.

As noted above, the W3C IoT architecture assumes that all the CoAP endpoints
understand and interpret correctly the information in the TDs. However, there
are some situations where the TD information might not be understood. Our
architecture goes a step further and provides a specific solution for this scenario:
a translation of the TD is requested from the Thing Directory interface. As
illustrated in Figure 6.2, Endpoint B (the port management system) is not
able to understand the TD of Endpoint A (the container’s temperature) and
requests a translation from the Thing Directory interface. A domain expert
is responsible for modifying the TD from Endpoint A in such a way that it is
correctly understood by Endpoint B. Once a domain expert translates the TD
information, the translation is sent to Endpoint B. The translations that are not
available in the Thing Directory interface are logged as missing translations in
the system. Later, a domain expert can create and store the missing translations
through the management interface.

The last phase is the information retrieval phase where a device can properly
interpret the information of a TD (or, alternatively, its translation) and can fetch
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the resource information of a CoAP endpoint.

6.2.1 Translations

The main objective of a translation is to provide a proper interpretation of a TD
to an endpoint. A translation employs the context and vocabulary understood
by the endpoint to create a new version of a TD. Since each endpoint defines its
context and vocabulary in a TD and that TD is stored in the Thing Directory
server, a domain expert uses the information of that TD in order to create the
translation. It must be noted that domain experts has the ability to discern the
semantic context of the information. Therefore, they can interpret the proper
meaning of the information contained in the TDs.

The domain expert obtains through the Management Interface the original
TD that needs to be translated and the TD of the endpoint requesting the
translation. With this information, the domain expert creates a new valid and
well-formed JSON instance of the original TD. The domain expert should be
able to understand the context described in both TDs. Additionally, in order
to make the parsing possible by the endpoint requesting the translation, the
domain expert has to be aware of the parsing methods used by the endpoint.

A practical example of a translation as well as a more detailed explanation of
the translations in our implementation can be found in Publication VI.

6.3 Implementation

As part of the work on this dissertation, all the components of the framework
were implemented. Each logical entity described in Figure 6.1 corresponds to a
software component. The Thing Directory interface is based on the W3C WoT
implementation. The W3C WoT implementation is a Java-based implementation
using Eclipse Californium [29] and Apache Jena [66] to process the semantic
data. The Thing Directory interface was extended with the new features de-
scribed in this chapter. The RD has been completely implemented on top of the
LibCoAP library. LibCoAP [84] is a multi-platform library written in C language
designed to support the features of the CoAP specification. Additionally, the RD
interface was extended with the new features described in this chapter.

The Management User Interface communicates with the Thing Directory inter-
face over an HTTP interface and provides an easy-to-use interface to manage the
information (TDs and translations) in the Thing Directory. The implementation
of the components has been done entirely in JavaScript. The CoAP endpoints
have been also implemented in JavaScript by using NodeJS.

Even though the Thing Directory and the RD servers have been implemented
separately, they all refer to the same logical component. They have been imple-
mented separately for the purpose of reusability in the prototype and for easy
evaluation of their features.
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Figure 6.3. Latency of the Resource Directory (left) and Thing Directory (right)

6.4 Evaluation

This evaluation aims to estimate the impact of the servers and the user-based
translation process of our architecture. In particular, we investigated the RD
and Thing Directory components through two key parameters: scalability and
performance. With regard to the user-based transition process, we performed a
quantitative evaluation and compared our approach against the state-of-the-art
semantic systems.

6.4.1 Evaluation Setup

The testbed for the empirical evaluation consisted of two Intel® Core™ i7-
950M computers connected through a dedicated WiFi network. One computer
ran the Thing Directory and the RD servers whereas the other computer ran
a CoAP benchmark tool called CoAPBench [36]. The evaluation focuses on
the information registration phase described in Figure 6.2. The information
registration phase is the most resource-consuming from all the phases in the
system. Therefore, CoAPBench was configured to simulate the information
registration phase, registering resources and TDs in the RD and the Thing
Directory respectively. The experiments simulated different network sizes and
concurrent factors through the number of virtual clients in CoAPBench. To
minimize possible biases in the results, all the experiments were repeated 10
times.

6.4.2 Quantitative Evaluation

This evaluation aims to quantify the performance of both servers separately.
The first experiment consisted of quantifying the latency of the servers in
the architecture. The results of the experiments are plotted in cumulative
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Figure 6.4. Performance of the Resource Directory and Thing Directory Servers

distribution functions in Figure 6.3. The latency of the RD is plotted on the left
side of the figure and the right side of the figure shows the results for the Thing
Directory server. The latency of the RD is relatively small for concurrent factors
below 100 virtual clients. For higher concurrent factors, the latency gradually
increases until reaching about two seconds for 10,000 virtual clients.

On the other hand, the latency in the Thing Directory is about four seconds
for concurrent factors below 100 virtual clients and even higher for the highest
concurrent factors. The high latency of the Thing Directory can be explained by
the constant update of its database for each new registration. Besides, register-
ing a new TD in the Thing Directory server implies that the new registration
must be compared with the existing TDs in the database to verify that it has not
been added yet. This verification incurs delays and long response times. Even
though this operation is expensive, it does not affect the overall performance of
the system since it is executed just once during the lifetime of a CoAP endpoint.

The performance of the servers is evaluated through the throughput of the
registration operations. Figure 6.4 plots the throughput of the Resource Di-
rectory (left) and the Thing Directory (right) as a function of the number of
virtual clients. The results show the constant high throughput of the RD (more
than 1,000 transactions per second), with a peak throughput of less than 20
transactions per second with 100 virtual clients.

The same explanation as before applies for this experiment. The low through-
put is due to the fact that the Thing Directory needs to update its database for
each new registration.

6.4.3 Qualitative Evaluation

The translation approach of our system was assessed through a qualitative eval-
uation. Certainly, it is more difficult to evaluate a translation done by a human.
Due to this reason, the Ontology Alignment Evaluation Initiative (OAEI), a
coordinated international initiative, has designed a consensus mechanism for
effectively evaluating the ontologies’ user interactions. The evaluation measures
identified by OAEI are described in [104] and briefly summarized in Publication
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COMA LogMap RepOSE This work

System
services

Stage of in-
volvement

before {a}, after {b}, during {c}, iterative {d} {a, b, d} {b} {b, d} {c, d}

Suggestions
Selection

threshold/advanced filtering �� � �� ×

Feedback
Propagation

re-computation � × � �
conflict detection/blocking/revalidation × � �� �

User
Interface

Alignment
Presentation

7 visual information seeking tasks � × � �
visual analytics × × × �
alternative views × × × �
grouping × × � ��
validated/candidate mappings � × �� ×
metadata & context × � � ×
ranking/recommendations × �� � ×
Mapping
Explanation

justification � � � ×
impact of their ac-
tions

× �� � �

Alignment
Interaction

accept/reject mapping �� � � �
create/refine mapping � × �� �
search � × × �
user annotation × × × ×
session � � �� ×
create temporary mapping × × × ��

Table 6.1. Qualitative Evaluation: Comparison of our Translation Approach with respect to the
State-of-the-Art Systems

VI.
To ensure a better qualitative evaluation of our system, we have compared

our system with three of the most interesting ontology tools evaluated by [53].
Reference [53] summarizes the 97 state-of-the-art tools in the area of semantic
interoperability. The chosen tools are LogMap [67], an open source tool that
can match very large ontologies; COMA [89] a framework that supports var-
ious matching algorithms; and RepOSE [64], a framework for debugging the
alignments of the ontologies and repairing their modeling defects.

All the semantic tools have been evaluated according to the measures defined
by OAEI. The results of such evaluation are described in Table 6.1. The symbols
in the table indicate the level of support of each feature. The symbol � indicates
that all the features are supported. The symbols �� and � indicate that features
are supported partially or marginally respectively. The symbol × indicates no
support .

Regarding the system services, while our approach allows user validation
during the whole process, the majority of the other tools (LogMap, RepOSE) ask
for validation only after running the matching algorithm. Additionally, all the
systems implement some sort of feedback.

With respect to the alignment presentation, the ontologies are normally repre-
sented in the systems as trees or graphs. In particular, the tree representation
was chosen for our approach. Alignment interactions, on the other hand, for
accepting, creating, refining, and rejecting mapping manually, are supported
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by most of the systems with the exception of LogMap. None of the systems
allow users to annotate mappings during the validation process, and only our
approach can indirectly create temporary mappings.

Overall, our approach does not differ much from the current state-of-the-art
systems. As a matter of fact, our user-based translation system achieves a
similar score to the other systems and even scores higher in the alignment
interaction than the rest of the systems.

6.5 Related Work

There are a number of solutions in the scientific literate which are similar to
our work. First, this section reviews the solutions provided in the standard-
ization institutions. Specifically, the industry-specific and the non-proprietary
technical specifications. Later, we explore the research activities outside the
standardization organizations.

Besides the solutions described by the W3C and its WoT architecture men-
tioned in this chapter, other standard organizations have taken similar ap-
proaches to improving the semantic interoperability in IoT. The Internet Ar-
chitecture Board (IAB) is one of these standard bodies. The IAB organized an
IoT Semantic Interoperability Workshop [60] to gather the different semantic
interoperability solutions provided by the community. The workshop aimed
at improving the lack of semantic translations [122], real time semantic dis-
covery [80, 90], and security [96, 135]. A different event addressing similar
issues was organized by the Internet Research Task Force (IRTF) [62]. Both
workshops considered the semantic translation issues discussed in our work.
However, the solutions proposed in the workshops focus on normalizing and
creating translators between different semantics whereas our solution provides
a platform-independent framework that enables easy integration across the IoT
application domains.

On the other hand, industry-specific standard organizations have developed
their own solutions for the IoT semantic heterogeneity. For instance, oneM2M
has developed a common service layer designed to provide global scale com-
munication within various IoT components in order to avoid semantic frag-
mentation [129]. Although the solution produced by oneM2M follows the same
principles as the WC3 WoT working group, as explained in [99], the oneM2M
solution still lacks the connection to the web capabilities enabled by the W3C
standards.

Similarly, the ETSI Industry Specification Group for cross-cutting Context
Information Management (ETSI ISG CIM) is another industry-specific standard
organization specialized in Smart Cities [35] which provides context between
domains and data models. Instead, the W3C WoT specification – as opposed to
the API specified by ISG CIM – defines the interactions between the IoT devices.

Aside from that, there are other research activities outside the standardiza-
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tion bodies that target the design of adaptive middleware [88, 94] and system
architectures proposing general ontologies for the IoT [32, 70, 145]. By contrast,
our solution builds on the W3C architecture and enables the communication
between the constrained devices that, otherwise, cannot interact with each other.

Moreover, the European Union launched a set of IoT research projects founded
under the umbrella of the Horizon 2020 programme: FIESTA-IoT, which provides
an IoT testbed infrastructure to enable the analysis of IoT experiments [75, 132];
AGILE, which develops an IoT gateway that provides support for various wired
and wireless IoT networking technologies; or BIG IoT, which defines a generic,
unified Web API for smart objects. None of these projects are related to the main
goal of our work on how IoT devices can interact with each other using the W3C
WoT architecture.

6.6 Summary

This chapter describes the design, implementation, and analysis of a new exten-
sion for the W3C WoT architecture. The new extension increases the semantic
interoperability of the current W3C WoT architecture by translating the TD
instances that cannot be understood by the IoT devices.

The implementation additionally extends the Resource Directory’s specifica-
tion with the objective of achieving better interoperability in the W3C WoT
architecture, specifically with the Thing Directory interface. In this regard,
our design complies with the W3C and IETF standards, facilitating the easy
integration of our solution.

The extended architecture was evaluated also in a real use case scenario.
The results of the evaluation showed the suitability of our design to improve
the semantic interoperability of the W3C WoT architecture, while allowing the
overall performance to remain on an acceptable level.
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7. Conclusions

In spite of the widespread use of the Internet of Things (IoT) and its undeniable
advantages, many questions still remain open. Certainly, some aspects of the
IoT require further research to reach their full potential. One of those aspects is
to achieve a fully ubiquitous IoT. In this regard, ubiquity is a characteristic of
the IoT. Without it, the applicability of the IoT for particular scenarios would
remain incomplete.

This dissertation aims to shed light on the ubiquitous aspects of the IoT. Due
to the large scope of this research area, this dissertation concentrates on four
specific categories. The first category is related to the interaction and commu-
nication between the IoT devices located in different network-layer domains.
Despite the fact that solutions for this first category already exist in the In-
ternet area, the requirements and limitations of the IoT technology raise new
challenges, making most of the existing solutions not fully compatible with the
IoT scenarios. Having new solutions that consider the IoT limitations would
increase the connectivity of IoT technologies to the extent that devices belonging
to different network-layer infrastructures could communicate indistinguishably
with each other. In accordance with these limitations, we implemented an IP-
agnostic transition mechanism that enables the connectivity and communication
of the IoT devices behind Network Address Translations (NATs).

The second category consists of achieving efficient concurrent access for shared
resources in the IoT environments. Within certain IoT systems, the manage-
ment of shared resources in exclusive access is of utmost importance to facilitate
correct functioning. In spite of its undoubted relevance, there has not been sub-
stantial research on managing shared resources in IoT. Hence, we designed and
implemented a resource concurrency framework that manages the concurrent
access of shared resources in IoT environments. Additionally, the framework
implements a method called Linear Ordering of Resources to prevent deadlocks
from occurring in the system. This method assumes that access to the IoT
resources are acquired in certain order. This way, our framework is always in a
consistent state.

The third category addresses the scalability limitations related to managing
access authorization of resources in large-scale IoT systems. The majority of
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the access-control management systems in IoT are centralized, which can lead
to several problems. First, the IoT devices need to contact a central server in
order to determine the access permissions of the requester of the information.
Consequently, the central server becomes a single point of failure. Second, as
the overall IoT system expands and becomes publicly reachable, the dependence
on a central server hinders scalability. Third, centralized management systems
are tied to certain domains and are not capable to adjust to global environments.
To this end, we designed and implemented a decentralized access-control man-
agement system for IoT that relies on blockchain technology in order to cache
the authorization policy of the devices and to enforce it.

Finally, the fourth category describes the challenge of accomplishing semantic
interoperability in IoT. In this category, we propose and describe a system design
based on the WoT architecture to enable interoperability across heterogeneous
semantic domains.

In summary, we provide solutions to all four categories in terms of enhancing
IoT’s ubiquitous capabilities. Moreover, all our proposed solutions have been
thoroughly evaluated and, in some cases, compared with the traditional state-of-
the-art solutions, thereby showing their feasibility.

7.1 Key Insights

At the beginning of this dissertation, we outlined the key characteristics that
our research contribution should target in order to facilitate its easy adoption by
the scientific community. All these characteristics have been implemented by all
the solutions defined in this dissertation.

Transparency plays a crucial role in all of the proposed solutions. The sub-
stantial majority of the components in the IoT are constrained, creating a big
hurdle for the design of successful solutions. The low processor and memory
capabilities of the IoT components, as well as their limited battery lifetime,
increase the need for more efficient designs where resource-intensive features
should be avoided at the constrained device’s level. All the proposed solutions
in this dissertation have addressed this issue by moving the resource-intensive
processes outside the constrained devices. As a result, the constrained devices
have either not been modified in any way or they have been marginally modi-
fied. To the extent possible, the operations related to the constrained devices
have remained unchanged in our systems. This is the case with the solutions
described in Publication I and Publication IV, in which the constrained devices
were unmodified.

Along the same lines, the proposed solutions also needed to be lightweight.
This key requirement is linked to the preservation of the IoT resources with
the goal of efficiently maximizing the performance of the IoT systems over time.
Lightweight designs are essential for favorable resource optimization in IoT.
Similar to the previous case, the lightweight characteristics in our designed
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systems have been achieved by not modifying or by slightly modifying the IoT
devices. Consequently, the proposed solutions in this dissertation place the
minimum possible load on the IoT devices.

Scalability is another desirable characteristic in IoT. With the projected num-
ber of IoT devices estimated to be in the range of billions, there is no doubt about
the high importance of creating scalable solutions. With that goal in mind, par-
ticular attention was paid in the design of our solutions to providing an adequate
level of scalability. To asses scalability, the empirical evaluations conducted
in this dissertation confirm that our solutions can support large numbers of
IoT devices. The majority of our solutions have been designed to support load
balancing, favoring horizontal scalability. The most notable case is the solution
presented in Publication IV and Publication V, where the load can be distributed
across multiple management Hubs in order to support load balancing.

Mobility is a relevant element in IoT. The widespread popularity of IoT has re-
shaped the communication aspects of the traditional Internet. With the IoT, the
boundaries between the Internet and our physical world are dissolving, enabling
global scale mobility. New technology fields such as smart cities or connected
vehicles, which are developed under the umbrella of IoT, have increased the
mobility possibilities for the IoT devices. As a consequence, IoT devices can
physically roam freely between administrative domains and locations. Mobility
has introduced new challenges in IoT, some of which have been addressed in this
dissertation; coordination methods for globally managing exclusive access to
certain shared resources (addressed in Publication III), authorization methods
performed on a global scale (addressed in Publication IV and Publication V), and
methods to unambiguously exchange data between IoT devices (addressed in
Publication VI) are challenges related to the increase of the mobility possibilities
for IoT devices. This dissertation provides solutions to the mobility-related
challenges that we have considered to be relevant to build up the future of IoT.

Lastly, availability of the IoT devices and their data is essential to guarantee
the correct and effective functioning of the IoT systems. Low-power support
in the IoT devices and also support against failures in some components are
aspects that should be taken into consideration in order to design reliable
solutions. On this basis, the solutions described in this dissertation store part
of the information of the IoT devices on servers or in the cloud. In this way,
the information from the IoT devices is always available even if sleep modes
for power management are implemented in the IoT devices. Furthermore, one
of the main objectives in this dissertation was to determine the reliability of
the proposed solutions by conducting stress tests on the server side. Thereby,
the evaluation of the performance of the servers reveals the effectiveness of our
solutions in the majority of the cases.

In conclusion, this dissertation focuses on building solutions with all these
characteristics in mind. In this respect, all of these characteristics have un-
doubtedly contributed to creating lightweight and scalable solutions in the four
categories described in this dissertation.
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7.2 Future Directions

There are still several topics worth discussing beyond the focus of this disserta-
tion. In particular, this dissertation mainly focuses on four research areas: ubiq-
uitous communication, ubiquitous concurrency control, ubiquitous access control,
and ubiquitous semantics. All together, these four aspects are of paramount
importance for the further development of IoT. Without proper solutions to the
challenges represented in these four categories, the IoT would inevitably face a
decline or stagnation in its growth.

However, there are other major challenges in the IoT landscape. One of its
imminent challenges at present is security. Security is a particularly complex
problem because of the limited capabilities of the IoT devices. In addition,
the introduction of actuators in IoT may potentially increase the exposure to
different types of security threats. During the earlier stage of the IoT era, IoT
mainly consisted of sensors, which are, devices unable to change the physical
world. Consequently, security breaches associated with sensors did not result
in major physical damage to humans, only economic loss. However, new IoT
applications (e.g., autonomous vehicles, industrial IoT, or medical healthcare)
are all exposed to security attacks where a security breach can eventually harm
the environment or humans. At this level of disruption, life-critical applications
must always be protected with proper security measures.

The second challenge also relates to security, more specifically associated with
the management of information dissemination in IoT. The large amounts of data
generated in IoT involve new challenges, such as protecting IoT data against
unauthorized access which can be a threat to the success of the IoT.

Another challenge is related to the technological sustainability of the IoT. Due
to its nature, the IoT can have a large, global sustainable impact due to its
billions Internet-connected devices. Adopting technologies that facilitate the
sustainable development of IoT is of utmost importance to secure a long-lasting
development of the IoT.

Besides the challenges discussed in this section, the advent of new technologies
is shaping the next frontiers of the IoT revolution. Deep learning, machine
learning, and, in particular, artificial intelligence are mature enough to have a
profound effect on the development of the IoT. Automation is a growth area that
can easily be of benefit to the IoT. Automatic configuration and management of
IoT devices using artificial intelligence and automatic analysis of IoT data are
two fields where improvement is needed.

Furthermore, advances in mobile communication, especially the cellular and
the personal wireless communication technologies (e.g., Bluetooth and Wi-Fi),
are continuously improving their capabilities and even providing efficient solu-
tions for IoT. Essentially, these new technologies will enable higher bandwidth
and higher network densities, improving the overall communication in the IoT
landscape.

In general, we believe that all these new technologies represent a valuable
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asset for IoT’s further development and will ineluctably evolve in accordance with
its connection to these new emerging technologies. All of them are recommended
for future research.
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Errata

Publication I

The phrase "The requirements of the of low-power" in the first sentence of the

first paragraph in Section 2.3, NAT Traversal in IoT, should be "The require-

ments of the low-power".

The phrase "This paper introduces a new transaction mechanism" in the first

sentence of the first paragraph in Section 7, Conclusions and Future Work,

should be "This paper introduces a new transition mechanism".

Publication II

The description of Table II, "The COAP-Based Transition Architecture", should

be "The CoAP-Based Transition Architecture".

The phrase "Due to the depletion of the IPV4 addresses" in Section 3, Net-

work Transition Technology Landscape, should be "Due to the depletion of the

IPv4 addresses".
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