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Abstract
The communication networks of today are evolving to support a large number of heterogeneous
Internet-connected devices. Several emerging applications and services rely on the growing amount
of device-generated data; however, such applications place diverse requirements on the network.
For instance, interactive applications such as augmented reality demand very low latency for a
satisfactory user experience. On the other hand, automotive applications require very reliable
transmission and processing of data to ensure that accidents do not occur. To this end, new
technologies have been proposed in the communication network to address these diverse
connectivity and computational requirements. In the radio access networks, secondary access
technologies comprising WiFi and white space are used to supplement cellular connectivity. New
classes of radio technologies, such as long range (LoRa), have emerged for connecting resourceconstrained devices. Additionally, processing and storage resources are being placed closer to the
end-devices to efﬁ ciently process their data under the edge computing paradigm.
This dissertation investigates the scalability of communication networks through intelligent
network design, analysis, and management. In particular, it proposes novel solutions to manage
different components in a network. The overall goal is to ensure that communication networks
efﬁ ciently support both the connectivity and the computing requirements of a large number of
heterogeneous devices. First, we investigate the role of secondary access networks in providing
scalable connectivity to devices. Speciﬁ cally, we propose new algorithms to maximize the trafﬁ c
that is ofﬂ oaded to white space and WiFi, thereby resulting in signiﬁ cantly more capacity in the
cellular spectrum. Next, we investigate Long Range (LoRa) communications to enable large-scale
connectivity for resource-constrained and battery-powered devices. In particular, we propose novel
optimization models to manage the LoRa communication parameters to support reliable
c o mmu ni c a t i o ns f ro m ma s s i ve d e ns i t i e s o f s u c h d e vi c e s i n u rb a n a re a s . F i na l l y , w e i nve s t i g at e t h e
deployment of a communication infrastructure with edge computing capabilities to efﬁ ciently
process large volumes of device-generated data. In particular, we experimentally characterize the
impact of edge computing in supporting data-intensive applications. Additionally, we present a
novel approach to optimally place edge devices in an urban environment to support both
connectivity of cars and reliable processing of their data.
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1. Introduction

The number of Internet-connected devices such as sensors and actuators
is constantly increasing. According to the 2018 Cisco Visual Networking
Index (VNI), the number of such connections is growing at a rate that
is faster than that of Internet-connected users [1]. Additionally, the heterogeneity of such devices is also continuously increasing as devices with
different form factors continuously enter the market [1]. First, they can
have very diverse processing and sensing capabilities. For instance, typical
devices range from smart meters with only a small amount of processing
power to connected cars that are increasingly equipped with sophisticated
sensors [2], high-end central processing units (CPUs) and even graphics
processing units (GPUs) [3]. Second, the availability of energy at the
devices can also vary; they could be battery-operated or connected to the
electricity mains. This affects how often they can use energy to send and
receive data. For instance, water or gas meters send only a small amount of
data a few times per day [4, 5] whereas surveillance cameras continuously
stream high-bandwidth videos [6]. Finally, devices have different levels
of mobility; for instance, smart meters are static whereas connected cars
are highly mobile. Maintaining continuous Internet connectivity is more
challenging for mobile devices than for static ones.
The data generated from such heterogeneous devices enable a range
of new applications and services, which correspondingly have diverse
requirements. For instance, smart sensors deployed across the city support
applications for infrastructure monitoring, asset tracking and maintenance
planning [7]. In such a scenario, sensors could indicate whether garbage
bins are full [8] or whether street lights need to be turned on or off [9].
Such applications require the data from the sensors to be processed with
moderate latency constraints, ranging from a few minutes to within a
day. On the other hand, certain applications, such as cloud gaming and
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augmented reality, require extremely low latency communication and
processing [10]. For instance, augmented reality applications require that
objects in live videos are recognized and virtual content is rendered within
100 ms [11]. Finally, automotive applications require very reliable transfer
and processing of messages. For instance, data from multiple cars needs to
be processed in real-time to predict whether a collision will occur or when
autonomous cars can merge into lanes. The output (for example, to slow
down if a collision is predicted) must then be communicated to the relevant
cars within a short time and with high reliability.
The increasing number and heterogeneity of devices, data and applications places immense stress on current communication networks. It is not
possible to design a single network that can meet all the requirements described above, such as low latency, high data rates and real-time processing
of data. Thus, new technologies have been proposed in the communication
network to support these diverse requirements.
First, new wireless technologies are emerging in the radio access network to address the scalability constraints of current cellular networks.
Although 4G networks (i.e., Long Term Evolution networks) are pervasively
deployed, their radio bands are extremely crowded. The increasing number
of Internet-connected devices can result in harmful interference [12, 13]
and bottlenecks in signaling trafﬁc [14]. New approaches have been identiﬁed to ease the stress on the cellular frequency bands. For instance,
communications can be carried out over unused television broadcast spectrum known as the TV white space [15–17], as long as they do not interfere
with primary licensed users of such radio bands. Moreover, unlicensed
radio spectrum in the Industrial, Scientiﬁc and Medical (ISM) bands can
also be leveraged through WiFi and Bluetooth technologies [18]. Such
communications, over either ISM or white space spectrum, are said to
take place over secondary access networks [17] and can ease the stress on
cellular frequency bands.
On the other hand, new classes of technologies are emerging to provide
connectivity for certain target devices and applications. For instance,
Low Power Wide Area (LPWA) [14, 19] technologies provide long-distance
communication (in the range of kilometers) for energy-constrained devices
such as smart meters. The current 4G networks require processing of
complex waveforms on the devices [19, 20], which make them power hungry
and less suited for battery-powered devices. On the other hand, LPWA
access technologies are expected to support a battery lifetime of ten years
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or more, which make them ideal for battery-powered devices [19]. Among
such technologies, long range (LoRa) [21] is a promising solution as it
operates in the unlicensed bands [19]. Moreover, LoRa-based networks
have a simple and scalable architecture [22], which make them ideally
suited for smart city networks.
In addition to changes in the radio access network, new approaches
are required to efﬁciently process the large volume of data generated by
the connected devices. Currently, the data generated by such devices is
typically processed in large data centers through the cloud computing
paradigm [23]. The on-demand and scalable nature of cloud computing is
ideally suited for such processing. However, the increasing volume of data
places additional stress on the backhaul network links to the cloud [24].
For instance, high-bandwidth videos from multiple surveillance cameras
need to be sent to the cloud for processing to obtain meaningful insights [6].
Moreover, the latency of sending data to the distant data centers is typically
too high for real-time and interactive applications [10]. To this end, edge
computing proposes to bring computing and storage resources closer to
the devices generating data [25, 26]. Speciﬁcally, data processing can
occur on the end-devices themselves [25] or at edge computing devices
typically located at access points in the radio network [10]. Real-time
control applications can be supported as data generated by the end-devices
is processed within a short time. Moreover, edge computing removes the
need to send large volumes of data to distant cloud data centers. Thus,
edge computing inherently supports greater scalability of communication
networks by allowing more data to be processed efﬁciently close to the
devices.

1.1

Motivation

The overall goal of this dissertation is to ensure that communication networks efﬁciently support both the connectivity and the computing requirements of a large number of connected devices. Speciﬁcally, the networks
need to scale and adapt to the growing number and heterogeneity of devices and associated applications. This doctoral dissertation investigates
the scalability of networked systems through intelligent network analysis,
design and management. In particular, we propose new solutions to manage different components in the communication network, with the goal to
provide reliable and scalable communications.

17

Introduction

First, new approaches are required to manage the connectivity of devices
over emerging radio access technologies such as TV white space and LoRa.
Speciﬁcally, optimizing the operating parameters of the radio access network allows a greater number of devices to access the spectrum, thereby
increasing the capacity of the overall network [27–30]. However, determining the optimal parameters is challenging as the radio environment is very
dynamic. For instance, it can change due to obstacles or interference from
other devices [27, 29]. Such changes in the environment imply that a set
of optimal parameters for one environment may not be optimal for another.
Thus, solutions to determine radio parameters must be tractable, i.e., they
must determine optimal parameters for large networks with many devices
within a short time. This allows them to be re-run as necessary for different
scenarios.
Communication networks are also increasingly dependent on new network elements – namely, edge computing devices – to efﬁciently process
large volumes of data generated by end-devices. However, adding edge
computing capabilities to the existing networks requires careful planning.
For instance, the network design and management approaches for the
cloud computing paradigm cannot be directly applied to the edge. In particular, cloud computing utilizes the vast amount of computing resources
available at data centers to scale to the requirements of a large number
of devices [23]. On the other hand, edge computing is expected to scale
with a smaller amount of resources typically distributed between different
access points close to the users [26, 31]. Thus, new solutions are required
to efﬁciently manage the deployment of edge servers and to ensure that
they can meet the requirements of edge-assisted applications. This is
extremely challenging when considering the stringent requirements of
such applications. For instance, applications for connected vehicles, such
as pedestrian collision avoidance, need to process device-generated data
in real-time, the results of which are communicated to the relevant cars
within a very short deadline [32, 33]. Moreover, the mobility of vehicles
makes it challenging to manage the distributed edge resources for such
applications. Thus, the placement and management of edge resources is
critical to ensuring scalable and reliable processing of data.
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1.2

Research questions

This dissertation addresses the scalability of communication networks
through intelligent network management. In particular, it aims to answer
the following research questions.
• What is the role of secondary access networks in enabling more scalable
communications? Secondary networks allow to ofﬂoad communications
from the crowded cellular frequency bands to unused radio spectrum in
the TV white space and ISM bands. TV white space is typically underutilized and can be shared with secondary users as long as they do not
cause interference to the licensed primary users of the bands [16, 18].
On the other hand, the ISM bands are unlicensed and allow devices
to exchange data with each other when they come into contact [34].
Although opportunistic ofﬂoading is a promising solution to increase the
capacity of the wireless network, it is important to establish what amount
of trafﬁc can be realistically ofﬂoaded from crowded cellular bands. For
instance, access to the TV white space is usually controlled through a
white space database that provides information to end-devices about
unused bands by location [35]. However, such databases can provide
inaccurate information, thereby resulting in increased interference [36]
and reduced ofﬂoading gain. The goal is to characterize the effect of such
inaccuracies on communications. Speciﬁcally, we aim to model a realistic
environment (i.e., database inaccuracies and infrequent contacts between
devices) to design algorithms that can maximize the trafﬁc ofﬂoaded to
secondary networks.
• How can LoRa be made more reliable and scalable to support dense,
urban scenarios? LoRa [21] is a type of LPWA access technology that
provides connectivity for end-devices over long distances and with low
energy consumption [19]. However, the performance of LoRa is greatly
dependent on the selection of physical layer parameters and the number
of devices communicating over the same channels [27, 30, 37]. In particular, a large number of communicating devices results in increased
interference, and thus, has a negative impact on the reliability of the
network [27, 30]. Moreover, trade-offs arise between the energy consumed under different operating conditions and the ability to transmit
over large distances. We aim to design network management algorithms
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that determine optimal operating parameters for devices, in terms of
energy-efﬁcient and scalable communications. Speciﬁcally, the conﬁguration must support reliable communications even when a large number of
devices are present in the network.
• How can edge computing enable the scalable processing of large volumes
of device-generated data? Edge computing is a promising approach to
support low-latency processing of high-bandwidth data from devices.
However, the deployment of new network elements – namely, edge computing devices – requires careful network analysis and design [31]. It is
important to identify bottlenecks in the current network architecture and
the impact of edge computing on emerging applications such as connected
cars [32, 38], augmented reality [39] and gaming [40]. In particular, it is
important to investigate the trade-off between large cloud data centers
located far away from end-devices against small amounts of distributed
computing resources closer to the devices generating the data. Again,
new approaches are required for planning edge deployments that take
into account both computational and communication requirements. This
is especially challenging for emerging vehicular applications as devices
are mobile and data needs to be processed within a strict deadline.
This dissertation proposes novel approaches to address the research
questions stated above. First, Publication I proposes new algorithms
to maximize the trafﬁc ofﬂoaded to secondary networks under realistic
conditions, thereby freeing up capacity in the crowded cellular bands. Next,
we investigate the scalability of LoRa networks. To this end, Publication II
analyzes and identiﬁes the drawbacks of the current approach to assigning
LoRa operating parameters. This leads us to propose the optimization
models in Publication III to determine the optimal operating parameters
that ensure reliable communications even when a large number of LoRa
devices are communicating over the same radio channel. We then explore
the role of edge computing in enabling scalable processing of a large volume
of device-generated data. To this end, we ﬁrst characterize the performance
of edge computing systems for data-intensive applications in Publication
IV. Then Publication V proposes an optimal placement of edge computing
devices for vehicular applications that can meet both the communication
and computational requirements of connected cars in a city.
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1.3

Methodology

We utilize the following research methods, described below, in this dissertation.
• Discrete optimization. We use tools from the ﬁeld of discrete optimization to address the research questions proposed in this dissertation. To
this end, the speciﬁc research problem being addressed has to be formulated as a mathematical model. First, the objective of the problem must
be stated; for example, the objective could be to minimize the energy
consumed by the devices or the capital expenditure of deploying network
elements. Next, the decision variables have to be identiﬁed, for instance,
what transmission power can be assigned to a particular device. The
objective function is then formulated as a function of the chosen decision variables. Finally, the network environment and any restrictions
on the values of the decision variables are expressed as mathematical
constraints. For example, a constraint could set a limit on how far a device can communicate with a particular transmission power. We choose
the constraints so as to model the real environment as accurately as
possible. Once the model has been formulated, the characteristics of the
formulation determine the choice of tools to ﬁnd the optimal solution to
the problem. Standard state-of-the-art solvers such as CPLEX [41] may
be used to obtain an optimal solution when the objective function and all
constraints are expressed as linear functions. Thus, where possible, we
express the formulation as an integer linear programming model. However, as the size of the network being modeled and number of decision
variables increase, the search space for the optimal solution may become
too large. In this respect, we aim to achieve tractable formulations that
can be solved even when the network size (and consequently the search
space) is large.
• Heuristic algorithms. In contrast to the exact methods detailed above,
certain formulations require the use of heuristic algorithms to determine
a solution. Such an approach is required when the formulation exhibits
certain properties, such as a non-linear objective function and (or) nonlinear constraints. A heuristic approach may also be necessary when the
time taken to ﬁnd a solution is large, for instance, in NP-hard problems.
In such cases, a suboptimal solution (that is still close to optimality) is
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better than no solution at all within a short deadline. There are two
distinct approaches to design heuristic algorithms. First, they can be expressed based on known properties of the desired solution. For instance,
certain constraints may be relaxed if they are known (from experience)
to be less important. Designing such algorithms requires expertise in
the domain of the problem so as to identify suitable relaxations of the
problem. Alternatively, a close-to-optimal solution may be obtained by
utilizing established metaheuristic algorithms [42], such as genetic algorithms, tabu search or simulated annealing. Metaheuristic algorithms
are not problem-speciﬁc; rather, they aim to efﬁciently explore the problem’s search space and move closer to an optimal solution [42]. We use
both approaches, namely, self-designed heuristics and metaheuristics, to
solve the optimization problems depending on the characteristics of the
formulation.
• Simulations. We evaluate the algorithms proposed in this dissertation through simulations. Simulation-based evaluation is carried out
in almost all publications in this dissertation due to the large size and
scale of the problems being tackled. For instance, the evaluated networks typically have thousands of devices in a large area of several
square kilometers. Simulations are mostly carried out through the opensource discrete event network simulator, OMNeT++ [43]. Additionally,
we develop and release an open source software, Framework for LoRa
simulations (FLoRa) [44], based on OMNeT++ for end-to-end LoRa network simulations. This supports reproducible research and allows other
researchers to build upon our simulator. Finally, a custom Python simulator is used for the study on secondary networks based on mobility
traces. In all publications, the simulation parameters are chosen to be as
realistic as possible to closely model an actual urban environment. Moreover, simulations are carried out following an independent replication
methodology, wherein several simulations are run with different random seeds. We report the statistical signiﬁcance of the obtained results
through conﬁdence intervals.
• Experimental evaluation. In the analysis of edge computing scenarios, empirical evaluations are carried out to ﬁrst establish the impact
of edge computing on emerging applications and services. To this end,
we build a prototype system to characterize the latency of different de-
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ployment options for edge computing. Speciﬁcally, we measured the
end-to-end latency, including network delay and server processing delay, with different deployments. In this context, special care is taken to
control the effect of external variables. For instance, network latency
measurements can exhibit different patterns depending on the time of
day. Thus, the measurements are carried out repeatedly with a longenough interval to control these effects. We also report the statistical
signiﬁcance of the obtained results.

1.4

Contributions

This dissertation summarizes the contributions of ﬁve peer-reviewed publications.
Publication I addresses the scalability of networks through ofﬂoading
content download requests to secondary access networks, i.e., white space
and ISM bands. Ofﬂoading over white space is assisted by a database
that provides information on unoccupied channels that are available for
use. On the other hand, ofﬂoading over ISM bands occurs opportunistically between end-devices if they are within a certain distance from each
other – or in other words, when the devices come into contact. In this
publication, we propose a novel optimization model to choose content distributors among end-devices such that the data transferred over secondary
networks is maximized. Speciﬁcally, the distributors allow other devices in
the network to directly download content from them without having to use
cellular networks. Our optimization model accurately models the errors in
ofﬂoading due to unreliable database information and insufﬁcient number
of contacts between end-devices. As the formulation is intractable, we propose novel heuristic algorithms that utilize information about the average
contact rate and popularity of the content to choose a set of end-devices
to be distributors of content items. We evaluate the proposed algorithms
through extensive simulations. The obtained results show that such an
approach can ofﬂoad up to 67% more trafﬁc (with accurate database information) than using ISM bands alone and close to 50% more trafﬁc even
when the database has inaccurate information.
Publication II analyzes the scalability of LoRa networks under realistic and dynamic environmental conditions. In this publication, we ﬁrst
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evaluate the standard Adaptive Data Rate (ADR), an online algorithm
that conﬁgures LoRa-speciﬁc parameters on a link basis to increase the
efﬁciency and scalability of such networks. We study the impact of ADR on
reliable network communications and on energy efﬁciency. We ﬁnd that the
performance of this algorithm deteriorates when the radio environment is
not stable. Speciﬁcally, the reliability of networks conﬁgured with ADR reduces when the channel conditions vary due to changes in the environment
(typically due to mobility, interference from other devices, etc.). We propose
modiﬁcations to ADR in order to achieve reliable communications even
under dynamic environments. In this publication, we further explore a
network-aware approach that conﬁgures the devices’ parameters by using
information about other devices in the network. The results demonstrate
the increased reliability and energy efﬁciency of networks conﬁgured with
such an approach. Moreover, a network-aware conﬁguration outperforms
ADR when the number of devices in the network increases.
Publication III addresses the optimal conﬁguration of dense LoRa networks by building upon the results from the network-aware conﬁguration
in Publication II. In particular, we formulate novel and tractable mixed
integer linear programming models to conﬁgure LoRa devices such that
they can reliably send data with low energy consumption. The formulation
takes into account the spatial conﬁguration of other nodes in the network
and the impact of their radio parameters. Moreover, the proposed model
can be solved within a reasonable time through state-of-the-art solvers
even for a large number of nodes. We evaluate our solution through extensive simulations in different types of networks with varying number of
nodes and diverse spatial conﬁgurations. The obtained results show that
our solution achieves a higher reliability and lower energy consumption
than other algorithms in the literature. We also demonstrate the suitability of our approach in a large-scale simulation study of an urban LoRa
network in Dublin, Ireland.
Publication IV empirically evaluates the impact of edge computing on
emerging interactive applications and services. At the time of writing,
there was no clear consensus on what speciﬁcally constitutes the edge of
the network in edge computing. Thus, we ﬁrst survey the state of the art in
edge computing architectures and determine different deployment options
for edge devices. Next, we experimentally evaluate edge computing when
available at different physical locations and with different virtualization
technologies. Speciﬁcally, we characterize the end-to-end latency (including
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both network delay for data transfer and processing latency at the edge
computing device) in the considered deployment scenarios. The empirical
results substantiate the need for edge computing for data-intensive and
interactive applications. In particular, we demonstrate that deploying
computational resources very close to the end-devices (i.e., one-hop away)
is necessary to achieve a satisfactory quality of experience for interactive
applications. Furthermore, we ﬁnd that the computational capabilities
at the edge need not be very high, as the network latency is the limiting
factor in practice. Even when powerful computing resources are available
at the cloud, the total latency is not acceptable for interactive applications.
Publication V considers the physical deployment of edge servers for vehicular applications. The goal is to optimally place edge devices in a city so as
to provide both network access and computational resources to connected
cars. We consider only a limited amount of computation to be available
at the edge devices based on the observations in Publication IV. This also
reduces the capital expenditure of deploying such devices. Next, we formulate a tractable mixed integer linear programming model, RSU-OPT, to
minimize the cost of deploying edge devices while satisfying the network
coverage and computational requirements of cars in a city. A target level of
network and computational coverage can be set in the model, which allows
city planners and network designers to evaluate different deployments.
Moreover, the model accurately characterizes the urban environment and
its impact on wireless communications. We solve the proposed optimization problem through CPLEX and evaluate the obtained solution through
simulations. The obtained results demonstrate that RSU-OPT is able to
meet target levels of network coverage and computational requirements
within a city under realistic conditions. The proposed solution outperforms
other baseline placement approaches such as deploying edge devices at
ﬁxed distances or based on ﬁxed trafﬁc thresholds. Speciﬁcally, RSU-OPT
achieves a more reliable network coverage with more messages delivered
successfully and fewer occurrences of overloaded edge servers.

1.5

Structure of the dissertation

The rest of this dissertation is organized as follows. Chapter 2 discusses the
role of white space networks in achieving scalable communications. It also
details our solutions to maximize trafﬁc ofﬂoaded to such networks under
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realistic conditions. Next, Chapter 3 describes the role of LoRa networks
in supporting large-scale communications. Additionally, it addresses the
scalability of such networks through the optimal conﬁguration of network
parameters. Chapter 4 discusses the design of networks leveraging edge
computing devices for data-intensive applications. Chapter 5 concludes this
dissertation by summarizing our contributions and outlining directions for
future work. Finally, the original publications are provided at the end of
this dissertation.
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2. Ofﬂoading to secondary radio
networks

This chapter describes our work in enabling scalable communications by
leveraging secondary radio networks. To this end, we present an ofﬂoading
framework that utilizes both white space and Industrial, Scientiﬁc and
Medical (ISM) radio bands. Our goal is to design algorithms that maximize
the trafﬁc ofﬂoaded to such secondary networks.

2.1

Background and motivation

The large number of Internet-connected devices place immense stress on
the cellular frequency bands. Ofﬂoading communications over the TV
white space and unlicensed ISM bands can help alleviate the stress on
cellular networks. Such networks constitute secondary networks as they
operate in addition to the cellular networks and supplement their offered
capacity. For instance, opportunistic ofﬂoading over secondary networks
allows devices that come into contact with each other to utilize the white
space or ISM spectrum to directly communicate without having to use the
cellular bands. However, ofﬂoading communications over white space and
ISM bands raises several challenges. First, white space ofﬂoading requires
that secondary users do not cause harmful interference to the licensed
primary users of the spectrum [16]. Thus, to use the white space spectrum,
devices ﬁrst query a white space database (WSDB) service that provides
information about the spectrum bands that can be used at a particular
location and time [35, 45]. To this end, the WSDB must accurately predict
the availability of spectrum channels and provide the operating parameters
(such as transmission power) that can be used by the devices [28, 45]. The
WSDB makes these decisions based on spatio-temporal data of historical
spectrum usage by licensed users [45], signal propagation models [46, 47]
and reliable terrain data [46, 48]. However, experimental evaluations of
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WSDBs show that the information they provide may be inaccurate [36, 49],
for instance, due to malicious users reporting incorrect locations [50].
Inaccurate data from WSDBs results in harmful interference [50] and
lowers the performance of ofﬂoading.
On the other hand, ofﬂoading over ISM bands employs short-range wireless technologies – such as WiFi or Bluetooth – to exchange data when
devices come in proximity [51]. In contrast to white space ofﬂoading, there
are no restrictions on sharing the spectrum with licensed users as ISM
bands are unlicensed. However, the ofﬂoading range is lower than that
of white space, which means that devices have to be closer for successful
communication.
Our research aims to maximize the trafﬁc that is opportunistically ofﬂoaded from cellular bands to both white space and ISM spectrum under
realistic conditions, i.e., with inaccurate WSDB information and limited
contacts between devices. We focus on ofﬂoading downlink communications, wherein devices download content such as videos and images from
content providers in the network [18]. In this context, certain mobile
devices are selected as distributors that disseminate content opportunistically to other devices over the secondary networks [18]. The selection of
distributors requires careful analysis of their mobility patterns and the
probability of meeting other devices. It is also important to choose what
content the distributors should disseminate. For instance, an analysis
of large scale video content providers shows that 80% of the download
requests are for only 10% of the videos [52]. Thus, large savings in cellular
trafﬁc can be obtained if popular content can be ofﬂoaded opportunistically
over secondary networks. This results in fewer devices having to download
the same content over the cellular radio bands. However, opportunistic
ofﬂoading may result in considerable delay before the devices receive their
requested content as they need to be in proximity of the distributors to
receive content. Thus, the selection of distributors should also take into
account the delay threshold (deadline) of the content they can ofﬂoad.
Our research goal in this chapter is to design algorithms that select
distributors such that trafﬁc ofﬂoaded from cellular bands to the white
space and ISM bands is maximized. To this end, we model the selection of
distributors by taking into account the probability of ofﬂoading to other
devices as well as the characteristics of the content being ofﬂoaded (such as
popularity, size and lifetime). The optimal selection of the distributors in
such a scenario is NP-hard [29] and thus, we propose heuristic algorithms
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with different levels of complexity. The novelty of our algorithms for
selecting distributors is two-fold, as they incorporate:
• opportunistic ofﬂoading over both TV white space and ISM, and
• ofﬂoading potential of devices in the presence of inaccurate WSDB information.

2.2

Related work

Ofﬂoading over secondary networks has been studied in the following
literature, which can be mainly divided into two categories: ISM ofﬂoading [29, 34, 51, 53] and white space ofﬂoading [17, 28, 54–56].
Ofﬂoading over ISM bands has been studied in the following. Li et al. [51]
study the selection of distributors with the objective to maximize the trafﬁc
ofﬂoaded to ISM bands. The authors assume that the distributors are
not subscribers to the content to which they are assigned to distribute.
Thus, the distributors contribute to ofﬂoading only when they have sufﬁcient storage space for the assigned content. In contrast, our approach
assumes that distributors are also subscribers of the content that they are
distributing. Thus, we do not consider the limited buffer size as devices
are assumed to have sufﬁcient capacity for the content in which they are
interested. Han et al. [29] focus on the social aspects of modeling the selection of distributors. First, they incorporate the probability that devices
may not participate in ofﬂoading due to privacy constraints. Next, the
authors model the probability that subscribers may not be able to discover
the meta-data of content being shared. Finally, subscribers may request
content from distributors only with a certain probability. The authors then
propose a heuristic for selecting distributors incorporating these probabilities as well as the historical data of contacts between devices. In our
research, we take a content-centric approach to selecting distributors and
do not rely on the social aspects of ofﬂoading. Cheng et al. [53] take a
content-centric approach to selecting distributors. The authors propose an
algorithm to determine the number of distributors based on the popularity
of the content and rate of contacts between devices. In contrast, we assume
that the number of distributors is ﬁxed and determined by the number of
available frequency channels at the base station. Finally, Marin et al. [34]
examine the suitability of different wireless access technologies, including
WiFi, Bluetooth and LoRa, for opportunistic ofﬂoading. The authors ﬁnd

29

Ofﬂoading to secondary radio networks

WiFi to be the most promising due to its pervasive availability. Accordingly,
we consider WiFi interfaces for ISM ofﬂoading in our research.
The rest of the considered articles focus on ofﬂoading over white space
spectrum alone. Hessar and Roy [17] characterize the available capacity
over white space through simulations. They determine that the capacity
is dependent on primary and secondary network parameters (transmit
power, antenna height, modulation schemes, etc.) as well as the regulations
on the use of the spectrum. Tabrizi et al. [54] consider a hotspot-slave
architecture for ofﬂoading, wherein slave (secondary) devices connect to
selected devices (hotspots) over white space spectrum. The authors propose
an iterative algorithm to choose hotspot devices and assign spectrum
channels for white space ofﬂoading. The objective is to minimize the
power consumption of devices while satisfying certain data transfer rates
for devices. Bayhan et al. [56] aim to maximize the trafﬁc ofﬂoaded to
white space networks through assigning users to white space channels. In
contrast to [54, 56], we consider a content-centric approach in selecting
distributors for opportunistic ofﬂoading between devices over white space.
Dudda and Irnich [55] propose a theoretical framework for determining
the availability of white space spectrum by taking into account device
transmit powers and realistic terrain data. Through extensive simulations,
the authors highlight the suitability of white space networks for ofﬂoading
rather than for providing contiguous coverage. Moreover, they determine
that white space ofﬂoading offers higher throughput for downlink trafﬁc
than uplink. Accordingly, our research utilizes white space spectrum
for opportunistic ofﬂoading of popular content. More recently, Zhou et
al. [28] propose the use of white space for communications between cars in
vehicular networks. The authors provide insights into how such access can
help reduce the trafﬁc over cellular networks. To this end, they highlight
the requirement for an ofﬂoading framework that coordinates access over
both ISM and white space networks.

2.3

Distributor selection algorithms for ofﬂoading

This section ﬁrst describes the system model and then presents the algorithms for selecting distributors.
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(a)

(b)

Figure 2.1. (a) Reference architecture and (b) ofﬂoading regions: ISM ofﬂoading is possible
in regions A and B, white space ofﬂoading in region D, no ofﬂoading is possible
in regions C and E.

System model
Figure 2.1 presents the system model used in our research. The network
consists of cellular base stations (BSs) that are connected to a WSDB
and a content provider. The content provider serves different content
items denoted by set C = {c1 , c2 , · · · , cK }. Each content item ck (where
k ∈ {1, 2, · · · , K}) is associated with a size lk and a delivery deadline Tk .
The BS serves a set of devices, denoted by N , over F frequencies. Each
device (mobile phone) ni is equipped with three wireless interfaces enabling
it to communicate over ISM, white space (WS) and cellular frequency
bands. We consider the WiFi interface for ISM ofﬂoading. Each device
subscribes to only one content item; accordingly, Sk denotes the set of
devices subscribed to content item ck .
The content delivery and ofﬂoading occurs as follows. Each BS runs
distributor selection algorithms to choose a set of devices as distributors
(denoted by Dk ) from Sk . The BS then distributes content ck to the devices
in Dk over F frequencies. The devices in Dk are responsible for distributing
content ck to other subscribers (i.e., Sk \ Dk ) over either their WiFi or
WS interfaces. The ofﬂoading occurs opportunistically, i.e., when a device
comes into contact with distributor. The content ofﬂoading can take place
immediately in the case of ISM ofﬂoading. However, white space ofﬂoading
requires the devices to ﬁrst contact the WSDB to determine their operating
parameters and spectrum that can be used. Finally, if subscribers do not
receive their subscribed content ck within its deadline Tk , they can directly
download the content from the BS over the cellular bands.
Figure 2.1b depicts the communication range for each device over WiFi
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(ropp ) and WS (rws ). Accordingly, the communication range for white space
is greater than that for ISM bands, i.e., rws > ropp . The ﬁgure also presents
the regions where ofﬂoading is possible – ISM ofﬂoading in regions A and
B and white space ofﬂoading in region D. White space ofﬂoading is not
possible in the regions B and C despite being within range rws due to
incorrect WSDB information or due to shadowing that prevents contact
with the BS. Region B still allows ofﬂoading over ISM bands as it is located
within ropp , whereas no ofﬂoading is possible in region C.
Next, we model the probability of a device ni ∈ Sk opportunistically
downloading the content ck from device nj ∈ Dk . To this end, we ﬁrst
model the inter-contact time between each pair of devices (i, j ∈ N ) by
an exponential distribution, which accurately models real-world mobility
models and contact traces [51]. Accordingly, the inter-contact rates are
ws
represented by parameter λopp
i,j for the ISM interface and λi,j for the white
opp
ws >
space interface. The contact rates are such that λws
i,j > λi,j because r

ropp , ∀i, j.
Ofﬂoading is possible over the ISM interfaces only when devices are
within distance ropp from each other. Thus, given the contact rate λopp
i,j over
ISM bands, Equation (2.1) deﬁnes the probability of ofﬂoading the content
within its delivery deadline Tk :
opp

−λi,j
popp
i,j,k = 1 − e

Tk

.

(2.1)

Although white space connectivity is also possible at distances lower than
ropp ,

ofﬂoading over ISM bands is preferred in this region because of the

overhead associated with querying WSDBs. Thus, white space ofﬂoading is
possible only when the devices are at a distance that is within ropp and rws .
However, white space ofﬂoading may fail when the device is unable to query
the WSDBs, which occurs with probability psh . Furthermore, ofﬂoading
fails with probability pun due to transmissions by primary users caused
by inaccurate WSDB data. Equation (2.2) deﬁnes the probability of white
space ofﬂoading within the content delivery deadline Tk by accounting for
the failure probabilities as well as the region within such ofﬂoading is
possible:
opp

−λi,j
pws
i,j,k = (e

Tk

ws

− e−λi,j Tk )(1 − psh )(1 − pun ),

(2.2)

Finally, Equation (2.3) deﬁnes the probability pi,j,k that content ck is
ofﬂoaded through either white space or ISM ofﬂoading from device nj to
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device ni before Tk :
ws
pi,j,k = popp
i,j,k + pi,j,k .

(2.3)

Algorithms
We propose four algorithms to choose distributors based on the content
characteristics and the ofﬂoading potential of the devices. The algorithms
run at the BS, which is assumed to have information about the content
(size and its subscribers) as well as the average pairwise contact rates λi,j
between devices in its coverage area. The four algorithms are described
next.
Content diversity (CD) incorporates only the content characteristics,
namely, the popularity and size of content, when choosing distributors.
To this end, the BS ﬁrst determines the number of distributors for each
content item based on its popularity (number of subscribers) and size,
i.e., Dk ∝ Sk lk . The number of distributors is limited by the available
frequencies (F ) at the BS, as in:
Sk lk
.
Dk = F 
Sm l m
m∈C

The BS then randomly selects Dk distributors from Sk for each content ck
and assigns it one of the available frequencies. If the total number of
distributors D is fewer than the available frequencies, the remaining
distributors are selected randomly.
Content and node diversity (CND) considers both the content characteristics and the ofﬂoading potential of devices to determine the distributors for each content. The BS ﬁrst chooses the number of distributors
as described in the algorithm CD. In the next step, CND differs from CD
by incorporating the ofﬂoading potential of devices when selecting Dk
distributors from Sk . To this end, for each content ck , the BS evaluates
the utility of devices as the probability of device ni (∈ Sk ) to ofﬂoad ck
to other subscribers. Speciﬁcally, the utility of each device ni is deﬁned

pj,i,k . The BS then chooses Dk devices with the highest
as U (ni ) =
j∈Sk

utilities for each content ck . Again, if the total number of distributors D is
fewer than the available BS frequencies, the remaining distributors are
selected randomly.
Iterative Best Ofﬂoader Selection (IBOS) improves upon the selection of distributors by following an iterative approach. This approach
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Algorithm 1 IBOS
1: D = ∅ and set pj,i,k = 0 for all i, j, k
2: for ni ∈ N do
3:

Get the content id k where ni ∈ Sk

4:

for nj ∈ Sk do

5:

Calculate pj,i,k as in Equation. (2.3)

6: for f = 1 to F do
7:

U (ni ) = lk



pj,i,k for all ni , nj ∈ N \ D

j

8:

Select no = arg max U (ni ) where ni ∈ N \ D

9:

if U (no ) > 0 then

10:

D = no ∪ D and assign f to no for content delivery

11:

Set po,i,k = 0 for all ni ∈ N \ D

12:
13:

else
return D

14: return D

(Algorithm 1) accounts for the ofﬂoading potential to other devices that are
not already chosen as distributors. To this end, ﬁrst, the set of distributors
is initialized to an empty set, i.e., D = ∅ (line 1). Next, in lines 2 to 5, the
probability of device ni ofﬂoading content to other devices is calculated. In
lines 6 to 12, for every unassigned frequency, IBOS ﬁnds the best distributor to ofﬂoad content. To this end, it calculates the utility of each device as

U (ni ) = lk
pj,i,k . The utility includes the content size as the distribuj∈Sk

tors are not selected per content item as in CD and CND. Instead, we now
attempt to select the best distributors taking into account both content size
as well as ofﬂoading potential to other devices. The device with the highest
utility (no ) is added to the set of distributors D = no ∪ D (line 10). As the
device no no longer needs to opportunistically download the content, the
algorithm updates po,i,k = 0 for remaining devices that are candidates to
be selected as distributors (ni ∈ N \ D). Finally, in contrast to the previous
algorithms, if the utility of the remaining devices are below zero, no more
distributors are selected even if there are unassigned frequencies (line 13).
Improved IBOS (IBOS+) improves the selection of distributors with
minor variations to IBOS. The objective is to iteratively select distributors
that can potentially ofﬂoad content to devices that cannot already receive
content from current distributors. To this end, in each iteration, IBOS+
maintains a vector [pi,k ] that tracks each device’s probability pi,k of receiv
ing content from the current distributor set D, where pi,k =
(1 − pi,j,k ).
j∈Dk

IBOS+ also maintains a set of safe nodes A that have a high probability
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of receiving content from the already chosen distributors. Speciﬁcally, A
contains the devices with pi,k higher than a predeﬁned safety threshold.
The devices in A are excluded when calculating the utility of devices in
line 7 of Algorithm 1, i.e., this is updated to nj ∈ N \ (D ∪ A). This allows
IBOS+ to select distributors that can ofﬂoad content to the devices that
cannot already contact the currently selected distributors.

2.4

Summary of results

We evaluate the performance of the proposed algorithms through tracedriven simulations; the details of the simulation setup are available in Publication I. The considered scenario consists of pedestrians with mobile
phones that can opportunistically ofﬂoad content over white space or WiFi.
For comparison purposes, we also include a baseline approach, random
selection (RAND), wherein the BS randomly selects F distributors. Publication I characterizes the beneﬁts of opportunistic ofﬂoading over white
space as well as the delivery delay when employing ofﬂoading algorithms.
The results demonstrate that white space enables 67% more capacity for
ofﬂoading than ISM ofﬂoading alone when the WSDB information is accurate. The ofﬂoading gain is still higher than 47% even when the WSDBs
provide inaccurate data.
In the following, we compare the performance of the distributor selection
algorithms in terms of the fraction of ofﬂoaded trafﬁc, i.e., the total trafﬁc
ofﬂoaded over either ISM or white space divided by the total demand for
all subscribed content. Figure 2.2 presents the fraction of ofﬂoaded trafﬁc
as a function of the fraction of distributors (available frequencies divided
by the total number of subscribers). In both Figures 2.2a and 2.2b, the
ofﬂoaded fraction of trafﬁc increases until a certain point. Beyond this
point, in Figure 2.2a, the performance of CD, CND and RAND drop as these
algorithms redundantly choose distributors. On the other hand, IBOS and
IBOS+ still maintain their performance. In Figure 2.2b with more diverse
content, IBOS and IBOS+ perform almost the same. This is due to the high
safety threshold (0.9) in IBOS+; with more diverse content, the probability
pi,j,k for ck is not very high. Thus, devices cannot be added to the set
of safe nodes A and IBOS+ reduces to IBOS. Furthermore, we observe
that CND and CD perform marginally better than IBOS and IBOS+ for
certain fraction of distributors. Speciﬁcally, these more content-centric
approaches are particularly beneﬁcial when the diversity of content is high.
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(a)

(b)

Figure 2.2. Ofﬂoaded fraction of trafﬁc for (a) 10 and (b) 100 content items.

Furthermore, CD and CND demonstrate that the BS need not always
rely on information on the contact rates between devices. Overall, the
performance of the algorithms is higher when there are fewer content
items in the network. As the number (and diversity) of content items
increases, the probability that a contact event results in content ofﬂoading
is lower. However, all algorithms outperform a simple random selection of
distributors, which demonstrate the beneﬁts of considering both content
characteristics and ofﬂoading potential of devices.

2.5

Conclusion

This chapter presented algorithms to select content distributors to maximize the trafﬁc ofﬂoaded from the cellular bands to secondary access
networks. The proposed algorithms help improve the performance of ofﬂoading by intelligently selecting distributors based on the characteristics
of the content and mobility of the devices. Our solutions rely on both white
space and ISM ofﬂoading, which helps to ofﬂoad a large volume of trafﬁc
even in the presence of inaccurate WSDB data. Although we have focused
on ofﬂoading downlink data, a similar approach can work for uplink trafﬁc
too. Speciﬁcally, devices can be selected to opportunistically collect data
from other devices in its vicinity and then transmit to the BS when an
uplink channel is available [18]. As future work, it would be interesting
to evaluate the impact of white space ofﬂoading for uplink trafﬁc. Also, it
would be beneﬁcial to evaluate the impact of different mobility traces (resulting in different contact rates) as well as the number of content items on
the performance of the algorithms. For instance, we have modeled the contacts between devices as an exponential distribution, whereas alternatives
such as the truncated power law distribution may also be used [51].
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This chapter describes our work in improving the scalability and reliability
of LoRa networks. LoRa is a promising solution for providing long-range
connectivity to battery-operated devices. However, when the number of
devices increases, LoRa networks suffer from a large number of dropped
packets. The goal of this chapter is to investigate the scalability of LoRa
networks and propose new algorithms that can improve the network performance in terms of successfully delivered packets and energy consumption.

3.1

Background and motivation

LoRa networks comprise two components: LoRa and LoRaWAN. LoRa is a
proprietary physical layer developed by Semtech [21], whereas LoRaWAN
deﬁnes the medium access and network layers as described in the open
LoRaWAN speciﬁcation [57]. LoRa relies on a chirp spread spectrum
modulation technique, which encodes signals into chirp pulses that are
spread over a wide channel bandwidth [19]. This technique makes the
signal more resistant to interference [19] and enables very long distance
communication despite operating in the sub-GHz ISM band. The chirp
pulses have varying frequencies over time and can either go from a high
to low frequency (down-chirp) or low to high frequency (up-chirp). The
rate of frequency change is determined by a conﬁgurable parameter called
spreading factor (SF), which also affects how long it takes to transmit the
chirps. In fact, the SFs determine the trade-off between communication
range and the achievable data rate [19, 57]. For instance, the transmission
range is lower at lower SFs, but data is transmitted at a faster rate
than at higher SFs. Additionally, the LoRa physical layer allows the
conﬁguration of transmission power (TP), which affects the communication
range. Speciﬁcally, the communication range is greater at higher TPs at
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Gateway

Network server

LoRa devices

Application servers

Figure 3.1. LoRaWAN network.

the expense of increased energy consumption.
The LoRaWAN speciﬁcation deﬁnes the LoRa physical layer parameters
for devices based on their region of operation [58]. For instance, the European region allows the use of SFs between 7 to 12 and TPs between 2 dBm
and 14 dBm in the 125 kHz channel. Furthermore, the LoRaWAN speciﬁcation deﬁnes the architecture of LoRa networks (Figure 3.1). A network
consists of devices that communicate to gateway(s) over the LoRa physical
layer. The gateways serve as access points between the devices and a
central network server. Gateways simply relay all received frames to the
network server, where the main logic of the network resides (for instance,
to drop duplicate received frames). A device is not associated to a particular
gateway, which implies that all gateways within a device’s communication
range can receive its transmissions. The network server is connected to
cloud-based application servers that process and analyze data collected by
the devices. Finally, the LoRaWAN speciﬁcation describes three different
classes of operation (namely, class A, B or C), which determine how the
devices communicate with gateways. Among these, class A is the default
mode of operation [57], which is similar to a simple ALOHA-based medium
access control protocol [59]. Speciﬁcally, devices simply transmit data
when required to the gateways. The devices also open two receive windows
after each uplink transmission; thus, downlink communication from the
network is only possible within these receive windows.
The performance of LoRa networks reduce when there are a large number of devices in the network [20, 22, 27, 60] as the radio spectrum becomes
overloaded with the increased number of transmissions. This results in
more collisions and dropped messages, thereby severely affecting the reliability of the network. However, the performance of LoRa networks can
be improved by adapting the devices’ SFs and TPs. Our research aims to
improve the scalability of LoRa networks by appropriately conﬁguring the
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LoRa operating parameters. First, we focus on a LoRaWAN-standardized
algorithm, namely, Adaptive Data Rate (ADR), that dynamically adjusts
each device’s SFs and TPs. Speciﬁcally, ADR aims to determine the parameters that improve the performance of each link between a device and
a gateway. We evaluate the impact of ADR on scalability and identify
improvements in the algorithm that result in greater reliability. Next, we
investigate a centralized, network-aware approach to conﬁguring the LoRa
parameters. To this end, we propose novel mixed integer linear programming formulations to assign SFs and TPs to devices in a network, while
maintaining a high reliability of transmissions even when the density of
devices in the network is high. The novelty of the proposed formulations
is two-fold: ﬁrst, they are tractable and can be solved by off-the-shelf
optimization software; second, they provide optimal conﬁgurations for
networks with different spatial conﬁgurations of devices and gateways.

3.2

Related work

The scalability and capacity limits of LoRa networks is an active research
topic [27, 30, 37, 60–63]. Bor et al. [27] empirically evaluate the impact
of SF and TP settings on the performance of LoRa networks. They ﬁnd
that certain parameter conﬁgurations signiﬁcantly improve the reliability
of the network in terms of more packets successfully delivered. However,
they do not propose a practical algorithm for setting these parameters,
which is left for future work. Reynders et al. [30] propose an optimal conﬁguration of SFs and TPs for devices in a network with a single gateway.
The objective is to minimize the maximum probability of collisions in any
single SF. Cuomo et al. [37] describe heuristics to assign SFs such that the
radio channel usage in different SFs is equalized. Again, their solution
targets networks with a single gateway. In contrast, our network-aware
optimization problems assign SFs in networks having multiple gateways
with overlapping coverage. The co-existence of gateways affects the performance of the overall network because multiple gateways can receive
devices’ transmissions. In fact, the network performance with multiple
gateways has been highlighted as an open research challenge [63]. Cuomo
et al. [61] extend the heuristics from [37] to support multiple gateways. We
compare our solution to the heuristics presented in [61]. Varsier and Schwoerer [60] evaluate the performance of LoRa networks for smart metering
applications in dense, urban scenarios with the adaptive conﬁguration of
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LoRa parameters. The authors ﬁnd that the capacity limits are quickly
reached when other LoRa devices in addition to smart meters are added
to the network. Liando et al. [62] empirically evaluate the scalability of
LoRa networks in both indoor and outdoor deployments. They propose an
algorithm to assign parameters to devices based on the collected empirical
data. However, the applicability of the algorithm to other environments
is not investigated. Qin et al. [20] perform an experimental evaluation of
the scalability of LoRa networks for smart city applications. The authors
highlight the need for new network management algorithms to minimize
interference by optimally assigning SFs as well simultaneously extending
the battery life of devices through optimizing their TPs. Finally, Li et
al. [64] evaluate the performance of ADR under varying channel conditions
from a device-perspective. In contrast, we focus on network-wide performance metrics in our research. The results in [64] demonstrate the long
time taken by ADR to converge to the optimal set of parameters for devices.
This results in a large number of dropped packets before the ideal set of
parameters are identiﬁed. Thus, we explore a network-aware conﬁguration
that LoRa network operators can use at the time of deployment.

3.3

Framework for LoRa simulations

We developed a simulator – Framework for LoRa simulations (FLoRa) [44]
– for end-to-end LoRa networks based on the discrete event simulator OMNeT++ [43] and INET framework [65]. FLoRa is available as open-source
software on GitHub1 . FLoRa provides conﬁgurable modules for different
components of the LoRa network, including the LoRa device, gateway and
the network server. It supports simulations with different spatial conﬁgurations of the networks (Figure 3.3), including those having more than one
gateway. Figure 3.2 presents the modules available through FLoRa and the
related protocol stack. The LoRa physical layer allows setting of different
parameters, including SFs and TPs. It also implements a realistic collision
model (described in Publication II) based on empirical measurements from
[27, 66]. The LoRaWAN layer implements the MAC protocol for class A
operation, while the application layer supports the desired application
logic. FLoRa also captures statistics for energy consumption during the
operation of a LoRa network by using realistic models of the radio transmission states and associated energy expenditure. Finally, the network
1 https://github.com/mariuszslabicki/flora
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Figure 3.2. Protocol stack and modules available in FLoRa.

Figure 3.3. Visualization of a sample network in FLoRa.

server supports the standardized ADR algorithms and can be extended to
support other management algorithms.

3.4

Adaptive Data Rate

The Adaptive Data Rate (ADR) mechanism dynamically conﬁgures the
SFs and TPs of LoRa devices with two main objectives: to increase the
capacity of the network and to minimize the energy consumption [57].
ADR is an optional feature that can be enabled by the network operators if
desired. It adjusts each device’s parameters based on the performance of
the network link between the device and the gateway. Such an approach is
link-based as the decisions to adjust parameters are based on the device’s
link performance alone. To this end, ADR has two main components:
ADR-NODE that runs on the devices themselves and ADR-NET that
runs at the network server. ADR-NODE is speciﬁed in the LoRaWAN
speciﬁcations [57], whereas ADR-NET is deﬁned by the LoRa network
operator. Accordingly, we consider the ADR-NET algorithm implemented
by The Things Network [67], a community-driven LoRaWAN network.
ADR-NODE operates as follows. Each device maintains a counter of
consecutive uplink transmissions that are unacknowledged by the network
server. If this counter exceeds a conﬁgured value, the device assumes
that connectivity is lost and increases both its SF and TP. ADR-NODE
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only allows devices to increase their SF or TP to regain connectivity to a
gateway.
On the other hand, ADR-NET operates at the network server as follows.
The network server maintains lists of signal to noise ratio (SNR) values
of the last 20 frames received from each device. It then calculates the
maximum SNR among the previously received frames. A high value of
maximum SNR indicates that the quality of the link is very good and that
the device could possibly maintain connectivity even with a lower SF or TP.
To this end, ADR-NET calculates an SN Rmargin based on the minimum
SNR required to receive frames from devices with a particular SF and then
adjusted by a safety margin. ADR-NET then sets the SF and TP based on
this estimated SN Rmargin and communicates the new parameters to the
device through a downlink message. If the SNR is low, ADR-NET increases
the TP of the device in steps. ADR-NET can increase or decrease the TP of
devices, but only reduce the SFs of devices.
We ﬁnd that ADR-NET overestimates the quality of the channel by
using the maximum SNR of the previously received frames to calculate
the margin by which the SF or TP can be adjusted. We propose a small
modiﬁcation to the algorithm wherein the margin is estimated using the
average SNR of the received frames. This results in a more conservative
estimate of the link quality, especially when there are variations in the
radio channel, for instance, due to mobile obstacles between the devices
and the gateway. We refer to this new algorithm as ADR+.

3.4.1 Summary of results
In Publication II, we evaluate the performance of ADR through extensive
simulations using the FLoRa simulator. We consider a typical sensing
application, wherein devices send data infrequently. In particular, we consider a time interval drawn from an exponential distribution with a mean
of 1000 s, similar to [27]. We evaluate the performance in networks having
one gateway and different number of devices. We also consider two different scenarios – namely, urban and sub-urban – characterized by different
path loss equations and thus different communication ranges [27, 66].
Variations in the channel are simulated by adding a zero-mean Gaussiandistributed variable with standard deviation σ to the path loss. We evaluate the network delivery ratio as the number of messages successfully
received by the network server divided by the total number of messages
sent by the devices. Results of energy consumption are reported in Publi-
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Figure 3.4. (a) Impact of ADR-NET on the delivery ratio in networks with ideal channel
conditions. (b) Impact of ADR+ in urban networks with variable channel
conditions.

cation II.
At the time of our research, the ADR-NODE algorithm (version 1.0.2) [68]
allowed the device to only increase its SF. Increasing the SF enables the
device to increase its communication range, and thus regain connectivity.
However, we demonstrate that certain devices may not be able to achieve
connectivity by only adjusting their SF. Such devices can communicate
with the gateway only if they can increase their TP. We term this condition
as “low transmission power trap” as the devices can no longer communicate
with the gateway despite increasing their SF. The newer version of the
LoRaWAN speciﬁcation (version 1.1) [57] has since updated the ADRNODE algorithm to allow adjusting the TP as well. Speciﬁcally, when the
number of unacknowledged transmissions exceeds the conﬁgured limit,
the device ﬁrst increases its TP in steps in an attempt to reach the gateway
and then increases its SF in steps until it achieves connectivity.
Next, Figure 3.4 shows the impact of ADR-NET on the network delivery
ratio. Figure 3.4a shows that ADR-NET improves the delivery ratio as
compared to without ADR in a network with ideal channel conditions
(σ = 0). However, the performance of ADR-NET drops when the channel
has some variability as shown in Figure 3.4b. We now consider only urban
scenarios although the same observations hold for sub-urban scenarios
(detailed in Publication II). We observe that the delivery ratio of networks
with ADR-NET drops to below 40%, lower than that if ADR is not enabled.
This is because ADR-NET overestimates the quality of the link and adjusts
the SFs and TPs of the devices based on this estimate. However, the new
parameters do not allow the devices to communicate with the gateway if
the channel conditions worsen. On the other hand, ADR+ makes a more
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conservative estimate of the channel conditions by using the average of
the received SNR values. Thus, ADR+ maintains a higher delivery ratio
even under these scenarios.

3.5

Network-aware conﬁguration

The conﬁguration of SFs and TPs has a signiﬁcant impact on the delivery
ratio of LoRa networks, as demonstrated by the results in the previous
section. However, ADR requires a long time to determine the ideal set
of parameters for large networks [64]. This results in a large number
of dropped packets before the devices are conﬁgured with the ideal set
of parameters. To this end, we propose optimization models that can be
used by network providers at the time of deployment to determine the
optimal conﬁguration for devices in dense networks. The goal is to identify
the parameters that enable all devices to communicate reliably with low
energy consumption.
The assignment of SFs and TPs is challenging as there are several tradeoffs and interdependencies. First, at higher SFs, the devices are able to
communicate over a greater distance at the expense of lower data rates.
However, lower data rates imply that the time spent to send a frame is
higher. This results in a higher energy consumption as well as an increased
probability of collisions with other frames. Second, conﬁguring SFs and
TPs depends on the distance between the device and the gateway. Devices
close to the gateway can use lower SFs, while those further away from the
gateway have to use the higher SFs. Third, the conﬁguration of SFs and
TPs is interdependent. For instance, the lower SFs may be available only if
the device uses a high TP. However, using a high TP increases the energy
consumption at the device. Finally, the devices are not associated with a
single gateway and their transmissions can be received by all gateways
in range. Thus, a network-wide conﬁguration mechanism must take into
account the effect of devices’ parameters on all gateways in range. We
formulate mixed integer linear programming models to assign the SFs and
TPs to devices in LoRa networks that incorporate these different trade-offs
and dependencies. The optimization is divided into stages: ﬁrst, the SFs
are optimized based on all devices using the highest TP and second, the
TPs are optimized to minimize the energy consumption. We propose two
separate optimization problems for assigning SFs, with different objective
functions:
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• OPT-MAX to minimize the collisions in the most used SF for all gateways,
• OPT-DELTA to balance the probability of collisions in each SF for all
gateways.

3.5.1

System model

The network to be conﬁgured comprises a set of gateways denoted by J
and LoRa devices denoted by I. Devices can be conﬁgured with a SF s from
the set S and a TP p from the set P. S and P comprise discrete integer
values that are deﬁned by the region where the network operates. The
devices are stationary and are in the range of at least one gateway. dij
denotes the distance between node i (i ∈ I) and gateway j (j ∈ J ). The
path loss (in dB) between node i and gateway j is characterized by the log
distance path loss model [27]:

P Lij = P L(d0 ) + 10n log

dij
d0


+ Xσ ,

(3.1)

where P L(d0 ) is the mean path loss for distance d0 , n is the path loss
exponent, and Xσ is a zero-mean Gaussian distributed random variable
with standard deviation σ. Devices are able to communicate using SF s
with gateway j if the received power at the gateway is above the receiver
sensitivity (tols ) for that particular SF.
We model the probability of collisions in SF s using the ALOHA channel model [30]. Accordingly, Equation (3.2) represents the probability of
collisions in a network with a single gateway j and in a particular SF s:
P(s, j) = 1 − e−

2s+1 L
f λ
s
B js

,

(3.2)

where λ represents the trafﬁc per unit time, fjs is the fraction of nodes
transmitting with SF s in the range of gateway j, B is the bandwidth (in
Hz) and L is the length of the packet (in bits).

3.5.2

Optimization of spreading factors

We only describe OPT-DELTA in this chapter2 . The objective of OPTDELTA is to balance the probability of collisions in all SFs in the network.
To this end, we ﬁrst linearize the probability of collisions at gateway j as
follows:
2 OPT-MAX is described in Publication III.
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Table 3.1. Weights (ws ) for each SF in OPT-DELTA.
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s

(3.4)

θj ≥

2s+1 L
fjs λ,
s B

∀s.

(3.5)

We aim to minimize the difference between the probability of collisions
between each pair of SFs. To this end, we introduce a term δjk to represent
the absolute difference in the probability of collisions between each pair
of SFs ([S]2 = {{a, b}|a, b ∈ S, a = b}) for each gateway j. The term k
 
represents the index of the pair of SFs, i.e., k ∈ 1, 2, ... |S|
2 . We consider a
weighted fraction of devices in each SF when calculating δjk . Speciﬁcally,
the weights are obtained by normalizing the term

2s+1
s

in Equation (3.5) by

the value corresponding to the lowest SF. Table 3.1 presents the normalized
weight values for the European region having SFs between 7 to 12. Thus,
the objective function of OPT-DELTA is to minimize the difference of the
weighted fraction of nodes assigned to the same SF between each pair
of SFs for each gateway. The absolute value in the objective function is
linearized as follows.

min





j

{a,b}∈[S]2

⇔

min

|wa fja − wb fjb |

j

s.t.

δjk

(3.6)

(3.7)

k

wa fja − wb fjb ≤ δjk ,

(3.8)

wb fjb − wa fja ≤ δjk .

(3.9)

Recall that our model targets conﬁguring networks with different spatial
conﬁgurations of devices and gateways. Accordingly, we partition the set
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of devices in I into different sets (Nj , Njs , Kj ) so that certain constraints
apply to only subsets of nodes. Speciﬁcally, Nj consists of devices that
can reach gateway j with any SF, Njs consists of devices that can reach
gateway j with SF s and ﬁnally Kj consists of devices that can reach only
gateway j. These subsets can be calculated beforehand using the path loss
model from Equation (3.1).
We now deﬁne OPT-DELTA as follows.

min


j

s.t.

(3.10)

δjk

k

wa fja − wb fjb ≤ δjk ,

∀j, {a, b} ∈ [S]2 , k

(3.11)

wb fjb − wa fja ≤ δjk ,

∀j, {a, b} ∈ [S]2 , k

(3.12)

Pmax − P Lij ≥



tols xis − M (1 −



s



∀i

xis = 1,

s

yijs ),

∀i, j

(3.13)

s

(3.14)



i yijs
,
|Nj |

xis ≤
yijs ,

fjs =

∀j, s

(3.15)

∀i, s

(3.16)

j



yijs ≤ |J |xis ,

∀i, s

(3.17)

j

yijs ≥ xis ,


sxis ≤

s

∀j, s, i ∈ Njs


∀j, i ∈ Kj

(3.19)

s

yijs ∈ {0, 1},
fjs ≥ 0.

sxi+1,s ,

(3.18)

xis ∈ {0, 1}

(3.20)
(3.21)

Equation (3.10) deﬁnes the objective of the problem, and Equations (3.11)
and (3.12) the associated constraints. Equation (3.13) assigns yijs and xis
to 1 if device i can reach gateway j with SF s following from the path
loss model (Equation (3.1)). Equation (3.14) ensures that each device is
assigned a single SF. Equation (3.15) sets fjs to the fraction of devices
using SF s and in the coverage range of gateway j. This value is used
in Equations (3.11) and (3.12). Equations (3.16) to (3.18) ensure that xis
and yijs are set based on whether a gateway is within the communication
range of device i. Equation (3.19) assigns SFs to the devices based on their
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distance to the gateways; i.e., it ensures that devices closer to the gateway
use lower SFs. This requires that the nodes in Kj are already sorted by
increasing distance to the gateway. Finally, Equation (3.20) deﬁnes both
yijs and xis as binary decision variables and Equation (3.21) sets the range
for fjs .

3.5.3 Optimization of transmission powers
Next, we optimize the TPs assigned to each device after the SFs are
determined by OPT-DELTA. We propose an integer linear programming
∗ and x∗
formulation called OPT-TP, which uses the optimal solutions yijs
is

from OPT-DELTA. OPT-TP is deﬁned as follows.

min


p

s.t.



(3.22)

uip cp

i

puip − P Lij ≥

p
|P|




tols x∗is ,

∗
∀i, j, s | yijs
=1

(3.23)

s

uip = 1,

∀i

(3.24)

p=1

uip ∈ {0, 1}.

(3.25)

The objective of the problem is to minimize the energy consumption of
the overall network (Equation (3.22)), wherein cp is the supply current
required to transmit at TP p. uip is a binary decision variable for assigning
TP p to device i. Equation (3.23) ensures that node i can reach gateway j
with SF s at TP p, while Equation (3.24) ensures that a device i is assigned
only one TP.

3.5.4 Summary of results
We solve OPT-DELTA using CPLEX version 12.7.1 through its Python
API. We then evaluate the solution through simulations using FLoRa. We
consider a typical sensing application in an urban scenario and evaluate
networks having different spatial conﬁgurations of devices and gateways.
We compare the performance of networks conﬁgured with OPT-DELTA
and OPT-TP to two other approaches – minimum-SF that simply assigns
each device the lowest SF that allows connectivity to the nearest gateway and AD-MAIORA [61] that balances the message airtimes of devices
using different SFs to achieve fairness between the SFs. We compare
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Method

Conﬁguration time (s)

Delivery ratio (%)

Fairness index

OPT-DELTA

68.50

84.74

0.99

AD-MAIORA

29.62

73.10

0.99

minimum-SF

-

76.71

0.49

1.16

83.14

0.99

AD-MAIORA

162.78

79.72

0.99

minimum-SF

-

76.49

0.49

7.38

84.34

0.99

AD-MAIORA

357.50

81.25

0.99

minimum-SF

-

76.44

0.49

1.15

83.88

0.99

AD-MAIORA

141.75

78.25

0.99

minimum-SF

-

76.16

0.49

OPT-DELTA

16.68

84.82

0.99

AD-MAIORA

101.43

77.17

0.99

minimum-SF

-

75.81

0.49

Network 1

Network 2
OPT-DELTA

Network 3
OPT-DELTA

Network 4
OPT-DELTA

Network 5

Table 3.2. Summary of results for clustered networks with two gateways.

the time taken to conﬁgure the networks with different approaches. We
then evaluate the performance of the networks (through simulations) in
terms of network delivery ratio (as deﬁned in Section 3.4.1) and fairness.
The fairness index indicates whether the delivery ratio in different SFs
is balanced. Speciﬁcally, it is calculated in terms of the Jain’s fairness
index [69] as follows:

|S|


f=

DRs

s=1
|S|


|S|

s=1

2

,
DRs2

where the value of index f ranges from 0 (unfair) to 1 (fair). We describe
some of the main ﬁndings in this section, whereas Publication III reports
more extensive results.
Table 3.2 reports the results from networks having two gateways and
between 5,800 to 6,100 devices clustered densely around the gateways.
They are representative of realistic networks with devices densely clustered
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in buildings or shopping centers [70]. First, we observe that OPT-DELTA
is able to ﬁnd the optimal solution within a short time for such large
networks. We do not report the time taken to conﬁgure with minimum-SF
as it simply involves looking up a table of SFs based on the distance of the
device from the gateway. Next, we observe that OPT-DELTA maintains
a higher delivery ratio by up to 8% in certain networks. AD-MAIORA
achieves a high fairness index, however, the overall delivery ratio is lower
because the devices are not assigned SFs based on their distance from the
gateway. Moreover, certain networks conﬁgured with AD-MAIORA exhibit
a lower delivery ratio then minimum-SF. In contrast, OPT-DELTA obtains
a high delivery ratio for different spatial conﬁgurations of the network.
Finally, minimum-SF does not achieve a high delivery ratio because a large
number of devices use the same SFs resulting in increased interference
within a single SF. Thus, minimum-SF cannot achieve a high delivery ratio
when the density of networks is very high.

3.6

Conclusion

This chapter presented algorithms for improving the scalability of LoRa
networks through the conﬁguration of appropriate parameters at the LoRa
physical layer. The proposed solutions greatly improve the scalability of
LoRa networks by achieving highly reliable communications through optimal conﬁgurations of SFs and TPs. Moreover, our open-source simulator,
FLoRa, allows to evaluate the performance of different algorithms through
realistic simulations of the end-to-end network. As future work, the optimization problems can be extended to support dynamic conﬁguration of the
LoRa devices. Such a formulation would take into account the overhead
associated with re-conﬁguring devices, i.e., for communicating the newly
calculated parameters to the devices. This requires additional contraints
to limit the number of nodes that are re-conﬁgured so as to avoid ﬂooding
the network with conﬁguration messages.
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4. Edge computing for data-intensive
applications

This chapter describes our research in enabling scalable processing of
device-generated data through edge computing. Edge computing brings
computing and storage resources closer to connected devices, typically at
the radio access points in the network. This allows data to be processed
efﬁciently within a short time and without having to send a large volume of
data to the cloud. The goal of this chapter is to analyze the characteristics
of edge-assisted communication networks and propose new deployment
strategies for emerging applications that rely on the edge devices for both
communication and computation.

4.1

Background and motivation

Edge computing aims to reduce the time taken to process data generated
by Internet-connected devices by bringing computing and storage resources
closer to such devices [25, 26]. In the edge computing paradigm, data is
processed either at the devices themselves [25, 71] or at specially deployed
edge servers located close to the devices [26, 72]. This is in contrast to
current networks wherein data is typically sent to distant cloud data centers for processing. However, the latency of communication with the cloud
can be too high for certain scenarios, such as interactive or safety-critical
applications [26]. Moreover, the large volume of data places immense
stress on the backhaul links to the cloud [6].
The low-latency processing of data at the edge enables innovative applications and services including live video surveillance [6], augmented
reality [39], interactive gaming [40], and intelligent transportation services [32, 38, 73]. Figure 4.1 illustrates the core concept of edge computing.
As shown in the ﬁgure, cloud computing is still expected to provide computational resources for batch processing or long-term analytics [25], typically
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Figure 4.1. Edge computing reduces the latency of processing data as well as the bandwidth requirements of the network1 .

on a small subset of device-generated data.
The large-scale deployment of edge computing raises several challenges.
First, the processing requirements at the edge have increased considerably; for instance, deep learning algorithms are increasingly being used to
analyze data such as video streams [39, 74]. Second, the volume of data
generated by the devices also raises scalability concerns, especially when
it consists of high-bandwidth video streams [6, 39]. Thus, edge computing must support processing a large volume of high-bandwidth data from
multiple connected devices. To this end, virtualization plays a key role in
providing scalable computation by enabling multiple virtualized computing
instances to be run on-demand on a single physical machine. There are
two popular virtualization technologies – namely, hypervisor-based and
operating system-based – which differ in terms of how the resources of the
underlying physical machine (or host) are utilized. First, virtual machines
(VMs) rely on a hypervisor – a software abstraction layer that translates
requests between the VMs and the host operating system, and also provides isolation between VMs [75]. Second, containers are a lightweight
alternative to VMs as they do not require a hypervisor. Instead, they rely
on kernel features of the host operating system to control access to the host
resources and provide isolation between different containers [75]. This
makes them ideally suited for edge computing environments with limited
computing resources as compared to the cloud [24].
Our research aims to determine a scalable and reliable edge computing
deployment that can support both the connectivity and computational re1 Image adapted from http://www.ntt.co.jp/news2014/1401e/140123a.html
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quirements of edge applications. To this end, ﬁrst, we examine the impact
of virtualization technologies on the end-to-end latency for interactive and
data-intensive applications at the edge. We empirically investigate the
trade-offs between hosting interactive applications in large cloud data centers against more resource-constrained edge computing environments. We
also examine different deployment options for edge computing, including
co-locating computing resources with access points in the communication network. Next, we investigate the optimal placement of such edge
computing devices in a challenging environment with high mobility of
end-devices. Speciﬁcally, we propose an integer linear programming model
for placing edge devices in a city to support applications for connected
cars. The novelty of the formulation is three-fold: ﬁrst, it aims to satisfy both the computational and connectivity requirements of connected
cars in a city; second, it accurately characterizes the impact of an urban,
built-up environment on connectivity; ﬁnally, it is tractable and can be
solved by off-the-shelf optimization software even for large target areas of
deployment.

4.2

Related work

The role of edge computing in interactive and data-intensive applications
has been studied in the literature [40, 76, 77]. Hu et al. [76] quantify
the impact of ofﬂoading computing to edge servers for interactive applications. Speciﬁcally, they measure the energy consumption and latency
of running object recognition and computer graphics applications at the
edge. They also consider different edge server locations – at a commercial
cell tower and WiFi access point – and quantify the impact of different
radio access technologies. We carry out similar experiments for a cloud
gaming application; we additionally characterize the impact of different
virtualization technologies. Furthermore, we analyze the end-to-end latency of the application processing pipeline (including client-side rendering
and server-side processing) to provide additional insights into deploying
edge-based applications. Next, Kämäräinen et al. [40] highlight the importance of server locations to achieve imperceptible latencies for cloud
gaming applications. They provide a detailed analysis of the end-to-end
latency including measurements on the end-device itself. The authors
conclude that the latest models of mobile phones are required in addition
to the optimized placement of servers to achieve latencies low enough for
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gaming. Cho et al. [77] present a prototype edge computing system for
interactive applications such as augmented reality. In addition to reducing
latency, the edge computing servers allow high bandwidth data to be processed close to the devices without having to transfer them over the core
network. However, the authors highlight that further optimizations in the
radio access network are required before meeting the latencies required
for interactive applications.
Other works [32, 38, 73, 78] investigate the use of edge computing for
connected cars. Zhang et al. [32] propose an ofﬂoading framework for
vehicular applications that rely on edge computing devices. The design of
such a framework is challenging due to the mobility of vehicles and the
limited computational resources of edge servers. To this end, the proposed
ofﬂoading framework leverages the predicted mobility of vehicles to send
their data to speciﬁc edge devices that are located along their expected
path. A vehicle can later retrieve the computed results when it arrives
within the communication range of the chosen edge device. Similarly, an
ofﬂoading framework for vehicular applications is proposed in [78]. The
authors of [78] address the limited computing resources of edge devices
by utilizing a closely-located backup computing server. They then propose
an ofﬂoading framework that optimally uses the resources of both the
edge devices and the backup computation servers. Yu et al. [79] present
a game-theoretical approach to manage virtualized resources at the edge
devices for vehicular applications. In particular, the applications are hosted
on VMs that are migrated based on vehicular mobility to meet the low
latency and service quality requirements of connected cars. In contrast
to the articles presented above, we consider the optimal placement of the
edge servers. Thus, our work is complementary to the above-mentioned
approaches as it determines the placement of infrastructure required by
their proposed ofﬂoading frameworks.

4.3

Impact of edge computing on data-intensive applications

In Publication IV, we evaluate different edge server deployments and
characterize the improvements in latency as compared to utilizing the
cloud. Speciﬁcally, we characterize the latency of using different edge
server locations, virtualization technologies and radio access networks.
To this end, we carry out experiments with a 3D gaming application
to represent a resource-intensive application that must render complex
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environments. In such a scenario, the end-device (a mobile phone in
this case) only sends user-generated input (such as to move a ball in the
game) to a gaming server hosted on cloud or edge servers. The server is
responsible for processing such input and rendering the game scenes (or
frames), which are then streamed as a video back to the mobile device [40,
80]. We evaluate the end-to-end latency of such an application in terms of
the following components [80]:
• network delay as the round-trip time between the mobile phone and the
server, evaluated using ICMP ping messages;
• processing delay as the time taken by the server to process the usergenerated input and accordingly render the scene;
• playout delay as the time taken by the mobile phone to decode and
display the scene.
We consider the following locations for hosting the gaming server:
• network edge comprising a server equipped with 2 NVIDIA Quadro GPUs
and co-located with an LTE base station or a WiFi access point;
• local cloud consisting of a data center located at a distance of about
500 km from the end-device;
• public cloud consisting of data centers located in the two geographically
closest regions to the end-device – Frankfurt and Ireland.
Finally, the network edge deployment was evaluated by using three
conﬁgurations to host the gaming server: bare metal (directly on the host
machine without virtualization), containers or VMs. The application was
evaluated by using recorded gaming sessions to obtain consistent results
across the considered deployments.

4.3.1

Summary of results

We examine the end-to-end latency by evaluating the network delay and
response delay (comprising both the processing and playout delay) separately. First, we ﬁnd that the server location has a large impact on the
network delay, as expected. The network edge is able to achieve latencies
below 25 ms for both LTE and WiFi access. On the other hand, accessing
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(a)

(b)

Figure 4.2. (a) Response delay as a function of video resolution and different conﬁgurations: bare metal (B), containers (C) and virtual machines (V). (b) Impact of
cloud instances on average server processing delay.

the public cloud takes at least 40 ms, with some packets requiring more
than 80 ms. The local cloud is able to achieve low-latency access, however,
this is partially due to the high-speed university network links to its data
center. Finally, we ﬁnd the network delay to be lower with WiFi than LTE
on average, whereas LTE exhibits a lower variance. Thus, LTE is better
suited for our considered application due its lower jitter.
Next, we evaluate the impact of the virtualization technologies and video
resolution on the response delay (Figure 4.2a). We observe that the VMs
add about 30 % overhead to the processing delay, whereas containers are
able to achieve a performance similar to that of bare metal. At the highest
video resolution, all conﬁgurations require at least 50 ms on average to
process each frame. Thus, none of the conﬁgurations are able to meet the
latency required for streaming at 30 frames per second. We then evaluate
the impact of more powerful cloud resources on latency (Figure 4.2b).
The processing delay reduces when the more powerful instance, i.e., a
g2.8xlarge instance with 4 GPUs and 32 vCPUs, is used. However, at
the highest resolution, the reduction in latency is rather limited. Thus,
the additional cloud resources are not effective at the full HD resolution.
Furthermore, the additional network latency (of approximately 40 ms)
to access the cloud resources does not compensate for the reduction in
processing delay at the lower resolutions. Thus, we conclude that edge
computing resources located one-hop away from devices are required to
achieve the latencies needed for fast-paced interactions [81], despite their
limited computing resources compared to the cloud.
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Figure 4.3. Edge computing for vehicular applications.

4.4

Placement of edge computing devices

We investigate the large-scale deployment of edge computing devices in
a city to support vehicular applications. In such scenarios (Figure 4.3),
the edge computing devices typically consist of a server deployed along
with roadside units (RSUs), i.e., the access points of vehicular networks.
Cars send a continuous stream of data to edge devices that provide both
connectivity and computational resources [32]. The data generated by
the cars is then processed in real-time to enable several applications. For
instance, safety applications require to combine data from multiple cars
in a certain area to process their trajectories and determine whether
an accident might occur. The applications then need to send advisory
messages to the affected cars within a very short time [82]. Furthermore,
as autonomous cars become more prevalent, new algorithms to control
their routes (for instance, to merge into road lanes) need to be run at the
edge [83].
The large-scale deployment of edge computing devices raises several
challenges [10, 31]. The edge devices must satisfy both connectivity and
computational requirements of the connected cars at the same time. However, edge computing resources are typically limited as compared to the
cloud and, thus, may become over-utilized if a large volume of data has
to be processed [10]. Moreover, the mobility of connected devices (such as
cars) makes it challenging to provide reliable connectivity and computational resources. This is especially challenging in built-up urban areas
where buildings and other obstacles affect communications between the
vehicles and edge devices.
To this end, we present a mixed integer linear programming model
that can be used by smart city infrastructure providers to deploy edge
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computing devices2 . The objective is to minimize the cost of deploying such
devices while meeting a target level of network coverage and computational
demand.

4.4.1 System model
We model the target deployment area by a set of cells C. The cells are
obtained by overlaying a grid on top of a map of the target area. Each
cell i ∈ C contains a candidate location for deploying an edge device. Each
edge device (ED) provides wireless connectivity for cars and can transmit
with power level k ∈ P. An adjacency matrix Ai,j,k describes whether an
ED located in cell i covers the roads in cell j with power level k. The
adjacency matrix can be pre-calculated based on the path loss model of
the wireless communication standard used in the network and the spatial
arrangement of EDs and roads in the target area. The cells are designed
in such a way that an ED located in cell i can provide coverage for at least
all roads contained in its cell, i.e., Ai,i,k = 1, ∀i ∈ C. Finally, each ED is
equipped with a CPU that can provide m CPU cycles for carrying out the
computational tasks of vehicular applications. Accordingly, di represents
the demand for CPU cycles in cell i.

4.4.2 Optimization of edge device locations
We formulate a mixed integer linear programming model called RSU-OPT
to minimize the cost of deploying EDs while satisfying a target network
coverage and computational demand. Speciﬁcally, RSU-OPT chooses the
grid cells where EDs must be placed and assigns a power level k to each
ED. Accordingly, we deﬁne two binary decision variables: yi to denote
whether an ED is placed in cell i and xi,k to denote whether an ED in cell i
is assigned power level k. We express the network coverage requirement
as γ percent of the deployment area and the computational demand as
α percent of the total computational demand that must be satisﬁed. RSUOPT is then deﬁned as follows.

min

|C|

i=1

cyi +

|P| |C|


k=1 i=1

bk xi,k +

|C| |C|



ai,j zi,j

(4.1)

i=1 j=1

2 We refer to edge devices and RSUs interchangeably from now. In either case, we

assume that they provide both network connectivity and computational resources.
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s.t.

|P|


Aj,i,k xj,k ≥ zi,j ,

∀i, j

(4.2)

k=1
|C|


zi,j ≥ hi ,

∀i

(4.3)

j=1
|C|

i=1
|P|


hi l i ≥ γ

|C|


li ,

(4.4)

∀i

(4.5)

i=1

xi,k = yi ,

k=1
|C|

i=1
|C|


hi d i ≥ α

|C|


(4.6)

di ,

i=1

zi,j di ≤ myj ,

∀j

(4.7)

i=1

yi , xi,k , zi,j , hi ∈ {0, 1}.

(4.8)

First, Equation (4.1) deﬁnes the objective function, i.e., to minimize the
cost of deploying EDs. It comprises three separate terms: a ﬁxed cost y
for each deployed ED; cost bk associated with using a power level k (lower
power levels have a lower cost); and cost ai,j that increases corresponding
to the distance between an ED and the cell that it covers. The ﬁrst two
terms correspond to the capital and operational costs of deploying EDs,
respectively. The last term ensures that an ED in cell i is preferred to cover
the nearer cells.
Next, the constraints are deﬁned as follows. Equation (4.2) sets variable
zi,j to 1 if an ED in cell j covers cell i with power level k. Similarly, Equation (4.3) sets hi to 1 if the cell i is covered. The term hi is required in
Equation (4.4) to ensure that at least γ percent of the roads are covered,
wherein the term li represents the length of the roads in cell i. Equation (4.5) sets the decision variable yi to 1 if an ED is placed in cell i.
The next two constraints address the computational requirements of edge
devices. Speciﬁcally, Equation (4.6) ensures that at least α percent of the
total computational demand in the cells is covered. Equation (4.7) ensures
that the computational capacity of the deployed EDs are not exceeded.
Finally, Equation (4.8) deﬁnes the binary decision variables of the problem.
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Figure 4.4. Performance of the different placements of edge devices in terms of message
loss (a) in both uplink and downlink communications and (b) due to exceeded
CPU capacity.

4.4.3 Summary of results
We evaluate the performance of RSU-OPT by considering a target deployment area in the city center of Dublin, Ireland. Communication between
the cars and EDs take place over the IEEE 802.11p [84] standard for
vehicular networks3 . The transmit power levels for the EDs are set to
either 21 dBm or 24 dBm, according to [86]. Publication V details the
steps required to set up the evaluation environment, including extracting
the map and setting up the preliminary variables required to solve the
optimization problem. Once the input values are determined, RSU-OPT is
solved using CPLEX version 12.6.3 through its Python API. We evaluate
the solution through extensive network simulations using the Vehicles in
Network Simulation (Veins) framework [87]. The simulations comprise
cars sending messages every second, which are processed by the EDs. The
EDs then send a response back to the car. Each ED is equipped with a
1.2 GHz processor and an application is limited to use 600 megacycles per
second. This represents the deployment of an application as a virtualized
container that is limited to 50 % of the server’s CPU cycles4 .
We compare the performance of RSU-OPT with two other approaches:
uniform placement of EDs every 500 m and 1 km; and a trafﬁc volume
heuristic, which simply places EDs in cells which have a high average
trafﬁc volume of more than 100 vehicles/hour. We run the simulations with
two different sets of trafﬁc traces corresponding to heavy and moderate
3 Although inter-vehicular communications can also take place over cellular net-

works, 802.11p outperforms 4G when the density of cars is very high [85].
4 https://docs.docker.com/engine/admin/resource_constraints/#cpu
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Figure 4.5. Performance of RSU-OPT with different values of target network coverage (γ)
and computational demand (α), in terms of message loss (a) in uplink and (b)
due to exceeded CPU capacity.

trafﬁc conditions. We evaluate the performance of the networks with
different placement schemes in terms of the number of deployed EDs,
message loss due to lack of network coverage and message loss (i.e., lack of
reply) due to exceeded CPU capacity at the EDs. A lower value represents
a better solution for all metrics. We describe some of the main results in
this section, whereas Publication V presents more extensive results.
First, we solve RSU-OPT with both α and γ set to 100% and ﬁnd that 105
EDs are required in the considered area. In contrast, the trafﬁc volume
heuristic requires 84 EDs, whereas the uniform deployment every 500 m
and 1 km requires 91 and 42 EDs respectively. Next, we ﬁnd that RSUOPT outperforms other approaches with the lowest message losses due
to both lack of network coverage (Figure 4.4a) and unavailability of CPU
resources (Figure 4.4b). The trafﬁc volume heuristic comes a close second
despite requiring only 84 EDs. However, a large number of messages are
exchanged in each simulation run and even a 1% difference in message loss
represents 4,000 and 2,500 more messages dropped in high and moderate
trafﬁc scenarios respectively.
Next, Figure 4.5 presents the results from the performance of RSU-OPT
with different values of γ and α. We observe that the performance of RSUOPT with the target coverage values set to 95% perform very similar to the
trafﬁc volume heuristic, both in terms of the number of deployed devices
as well as the message loss. However, the trafﬁc volume heuristic requires
the appropriate selection of the related threshold (for instance, 100 vehicles/hour in our evaluation). On the other hand, RSU-OPT abstracts away
this requirement and additionally outputs the number of EDs required to
meet the target coverage. Furthermore, we observe that the placement
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of the EDs is very important. For instance, the placement of only 74 EDs
outperforms the 91 EDs placed as part of the uniform placement scheme.
RSU-OPT is able to balance the coverage and computational demand requirements and place EDs depending on the selected target values for α
and γ. This is reﬂected in the difference in message losses depending on
the values of α and γ.
Finally, we note that the network coverage requirement, γ, is more
stringent than the computational demand requirement, α. This implies
that setting γ to a high value (i.e., between 95% to 100%) requires more
EDs to be placed in the city. This is as expected in the considered dense,
urban scenario where the shadowing due to buildings adversely affect the
number of EDs required to maintain higher levels of network coverage.

4.5

Conclusion

This chapter presented our research in evaluating the impact of edge computing for data-intensive applications. First, we characterized the latency
of gaming applications with different conﬁgurations and locations of computing resources. Next, we presented an optimization model for efﬁciently
placing edge computing devices to meet the requirements of vehicular applications in a city. The proposed solution greatly improves the reliability
of edge computing applications even in the presence of a large volume
of cars in the city. As future work, we plan to incorporate the dynamic
movement of virtualized resources in a network of edge devices to respond
to variations in the trafﬁc. Such a formulation would take into account
the predicted mobility patterns of vehicles to make decisions on where to
reduce or increase the amount of computing resources. Furthermore, it
would be interesting to investigate the placement of EDs in less built-up
cities as well as the impact of the network and computational coverage
requirements on such deployments.
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5. Conclusion

This dissertation addressed the scalability of communication networks. To
this end, we have proposed solutions that enable large densities of devices
with different capabilities to communicate reliably and efﬁciently.
First, we proposed algorithms to ofﬂoad communications from crowded
cellular bands to white space and WiFi as secondary networks. Such
an approach frees up the cellular bands for utilization by other devices.
Our algorithms are able to ofﬂoad a large portion of trafﬁc to the secondary networks by intelligently selecting distributors for opportunistic
dissemination of popular content. Speciﬁcally, these algorithms achieve a
large ofﬂoading gain by taking into account the likelihood of contacts between devices, and inaccuracies in the white space databases. The results
demonstrate that a large ofﬂoading gain is possible even in the presence of
inaccurate information provided by white space databases.
Next, we investigated the scalability of LoRa-based networks and found
that the current approach to conﬁguring parameters does not work efﬁciently when the density of devices is very high. We proposed tractable
mixed integer linear programming models to determine the optimal parameters for LoRa devices to communicate reliably, with a low energy consumption. Our solution is able to achieve a high delivery ratio in networks
with different layouts and in different radio environments. The results
show that the scalability of communications can be improved through
appropriate conﬁguration of spreading factors and transmission powers.
Finally, we investigated the deployment of a communication infrastructure equipped with edge computing capabilities in urban areas. The objective is to enable the scalable processing of large volumes of devicegenerated data. We characterized the impact of edge computing on the
latency of interactive applications. We found that deploying edge devices
one-hop away from end-devices is necessary to meet the low-latency re-
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quirements of such applications. Next, we proposed a mixed integer linear
programming model to optimally place edge computing devices in a city to
meet both the connectivity and computational requirements of connected
cars. Our proposed solution is able to meet the target connectivity and computational requirements by achieving a low message drop rate. Moreover,
our solution provides a convenient method for infrastructure providers to
determine the optimal locations of edge devices.

5.1

Future work

This section describes the future of communication networks, the limitations of our proposed approaches and directions for extending the solutions
presented in this dissertation.
The technologies discussed so far in this dissertation are complementary
to the latest evolution of cellular networks, i.e., the 5G network [13, 88].
5G aims to provide connectivity for heterogeneous devices and applications [89]. However, the spectrum availability for massive densities of
devices still remains an open challenge [90]. In this respect, white space
is a promising solution for transmission of sensor data over long distances [91, 92] to supplement the capacity offered by 5G networks [90, 93].
The white space-assisted sensor networks have so far considered one-hop
communication from sensors to base stations. On the other hand, our
distributor selection algorithm presented in Publication I can be modiﬁed
to select nodes that can collect data from sensors and send the data to the
base stations when white space connectivity is available. Such opportunistic transmission of uplink data is particularly suited for delay-tolerant
sensor data [18].
We have focused on LoRa as a promising solution for LPWA connectivity in this dissertation. Narrowband-IoT (NB-IoT) is a competing LPWA
technology, being standardized by the 3rd Generation Partnership Project
(3GPP), that also aims to provide long-range connectivity with low energy
consumption [19]. One of the advantages of NB-IoT is that it is already
supported by the existing 4G infrastructure [19], whereas LoRa-based
networks require new network infrastructure to be deployed. Nevertheless, LoRa networks have a simple network architecture [22] and LoRa
devices have a very low cost [19], thereby making their deployments easy.
Moreover, the integration of LoRaWAN with 4G and 5G networks has
been proposed in [94], which is promising for large-scale deployments of
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LoRa networks. NB-IoT operates in the licensed spectrum and, thus, is not
subject to duty cycle restrictions as LoRa [95]. This makes it better suited
for applications that require guaranteed delivery of messages. On the
other hand, LoRa uses a simple ALOHA-based MAC protocol, which may
incur in a signiﬁcant number of collisions if the trafﬁc is high. To this end,
the optimal conﬁguration of LoRa parameters presented in Publication III
is an important step in improving the reliability of LoRa-based networks.
Additionally, reliability can be improved at the network and application
layers. For instance, retransmissions would help improve the delivery
ratio from the maximum observed 90% in our experiments. Furthermore,
statistical methods exist to infer missing data based on the spatial and
temporal correlations in the collected data [96].
An interesting direction for future work would be to compare the performance of NB-IoT, LoRa-based and white space networks for the delay
tolerant applications considered in Publications I-III. In particular, we
plan to explore the scalability of such networks by taking into account
the impact of inter-network interference, i.e., the interference from other
technologies or secondary networks operating in the same frequency bands.
This would especially impact LoRa-based networks which operate in the
same unlicensed bands as other technologies [97, 98]. On the other hand,
although NB-IoT networks operate in the licensed bands, such trafﬁc is
usually best-effort and their performance may be adversely affected when
there is an increase in voice or data trafﬁc [19].
Next, edge computing is expected to be a key component of 5G networks [24, 89, 99] to enable low-latency applications described in Chapter 4. However, the deployment and management of edge resources is
still an open challenge [31, 100]. Our research is an important step in
establishing the optimal locations of edge devices. Novel algorithms are
required to decide where to deploy applications and when to migrate them
in the edge infrastructure to support mobility of end-devices [24, 100]. To
this end, the optimization model proposed in Publication V can be extended
by incorporating latency constraints with a realistic model of computing
delay based on queueing theory, similar to [99]. Moreover, the resources
at the distributed edge can be pooled to further increase computing capacity when the demand is higher [99, 100]. So far, we have considered
two representative applications (namely, gaming and automotive) that
greatly beneﬁt from edge computing. However, other applications may
have different requirements in terms of reliability and latency. To this
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end, a more rigorous analysis of the quality of service requirements of
applications could be conducted. This would help guide decisions for placing and migrating computing resources so as to meet application-speciﬁc
requirements.
Finally, communication networks are moving towards being fully autonomic and self-managing [101, 102]. To this end, machine learning and
deep learning algorithms have been proposed to determine conﬁgurations
of wireless parameters [103, 104]. This represents a data-driven approach
that makes decisions based on observations (failure events, performance
metrics) collected from the network. An interesting direction for future
work would be to determine the performance of such approaches in terms
of latency and the amount of data (observations) required to make decisions. Moreover, it is important to establish the feasibility of running
such algorithms and compare the performance of machine learning-based
solutions with state-of-the-art solutions, such as the ones proposed in this
dissertation.
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Errata

Publication II

The value of σ for the sub-urban scenario is 7.8 instead of 7.08 in Tables I and IV
and 3.9 instead of 3.54 in Table IV.
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