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1. Introduction

1.1 Materials informatics

Figure 1.1. The four paradigms in materials science. Reproduced from [1] (CC BY).

Materials science is a multi-disciplinary research area for materials
properties and applications. The importance of this field is highlighted by
the technological and societal impact that novel and improved materials
can have [2–4]. Appropriately many of the historical eras have been named
after the prevalent material – from the Stone Age to the Silicon Age of
today.

The scientific approach in materials science, and other disciplines in the
natural sciences, has changed drastically during history. This evolution of
scientific practices (shown in Fig. 1.1) can be roughly divided into differ-
ent paradigms that have emerged at different times and coexist to create
science as we know today [5]. The earliest “materials scientists” often

1



Introduction

discovered materials by accident or at best through alchemical experimen-
tation based on empirical science. Through this process of trial-and-error,
materials such as bronze (circa 3000 BC [6]), porcelain (circa 600 AD [6])
and glass (circa 3000-2000 BC [7]) were introduced long before concepts
such as alloys, ceramics or amorphous solids were invented. Starting from
the 17th century, theories began to be systematically written down in
precise mathematical form, giving rise to model-based theoretical science.
This initiated the fruitful interplay between theoretical and experimental
efforts. Interestingly, it is often Galileo Galilei who is attributed with the
first quantitative law related to materials engineering, as he introduced
the square-cube law and applied it in analyzing the strength of materi-
als [8]. This new way of distilling knowledge introduced many theoretical
results, from Newton’s laws of motion to the Schrödinger equation. Soon
humans were running out of analytical ingenuity in solving these prob-
lems, prompting the need for numerical solutions. By the 1940s and 1950s,
computers were beginning to have enough power to run materials-related
simulations, such as Monte Carlo and molecular dynamics (MD) [9]. This
unleashed the power of model-based science by reformulating them as
numerical problems, solved in-silico. These advances quickly amounted
to the explosion of materials data in the form of recorded experiments,
simulations and scientific articles. It is this explosion of data that has
initiated the so-called fourth scientific paradigm based on data-driven
science.

Historically, the materials science community has been slower than, for
example, biology [10] or chemistry [11] in adopting data-driven methodolo-
gies. Nonetheless, significant efforts have been made towards establish-
ing this new paradigm, maybe the most prominent being the Materials
Genome Initiative in the US [12]. Similar to bioinformatics and chem-
informatics, materials informatics is a new umbrella term under which
computer science, information engineering, and statistics are being mixed
with materials science. Reviews on materials informatics now demonstrate
that the fourth paradigm has permeated the materials science commu-
nity at large [1, 13–21]. In fact, the entire life-cycle of materials data
has changed significantly in a few decades: from how data is created in
a high-throughput fashion, stored for long-term in organized materials
databases and analyzed and exploited with advanced data analytics such
as machine learning. This shift towards data-driven materials science
provides the backdrop for the research included in this thesis.

1.2 Research objectives and structure of the thesis

This thesis focuses on the development and current status of materials
informatics, with an emphasis on computational, atomistic materials mod-
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Introduction

elling. The topic is divided into two different areas: how the data-driven
design and tools are being used to re-imagine the life-cycle of materials
data and how machine learning, in particular, can be used to complement
existing research methodologies in materials science. This review concisely
introduces modern data-driven tools and techniques for anyone interested
in applying them in their research.

After this introduction, a series of challenges and opportunities from
the data-driven approach are detailed, starting with the materials infor-
matics software I have developed. The first software library addresses
the problem of high-throughput structural classification and analysis of
materials data – a problem that has become a concern when heterogeneous
materials data are assembled in large materials databases. The second
software library encodes the structural and chemical identity of atomic
structures for machine learning, a process that is often a key step for ma-
chine learning-based property prediction in materials science. This library
directly addressed a need in the community, since suitable implementa-
tions of these feature transformations, also known as descriptors, were not
publicly available. The remaining two studies exemplify the usage of data
mining and machine learning for accelerating materials discovery. The
first study leverages existing materials databases in the search for opti-
mal coating materials for perovskite-based photovoltaics, while the second
study focuses on using machine learning for identifying catalytically active
sites on nanoclusters.

The thesis is organized into three main chapters that follow this introduc-
tion. The next chapter discusses how the creation, storage, and distribution
of data has changed and raises challenges related to these changes. The
third chapter presents novel uses for materials data enabled by machine
learning: a tool that has been empowered by data-driven science. This
chapter gives a detailed introduction to supervised learning, a subfield of
machine learning than can be used for learning approximate models for
material behaviour from a set of training examples. The fourth chapter
summarizes and extends the content of the materials informatics-centric
publications included in the thesis. This includes materials informatics
software and applications on materials discovery. The thesis ends with a
summary of the work and conclusions including topics for future research.
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2. Data-driven design for materials
research

In this chapter, I discuss different aspects of the data-driven paradigm:
materials ontologies, data creation and veracity, and data storage and
distribution. These sections illustrate the current state of materials infor-
matics and also provide recommendations for the future. For more insight,
see Publication IV containing a more detailed review.

2.1 Materials ontologies

Ontology means a formal collection of entities, relationships between those
entities, and inference rules that are shared by a community. As such,
ontologies are used to provide structure and context to data. A materials
ontology thus provides the terminology and framework for describing
materials properties, applied measurements or simulation methods and
the synthesis and processing history. In addition to values, it can also
contain metadata such as units, limits, timestamps and other descriptions
that facilitate data usage and tracking.

All data storage requires some form of ontology. For small amounts of
data or data of low complexity, the ontology can be fairly simple: a database
schema, headers of a spreadsheet or comments alongside the data itself.
With the rise of Big Data and the increased connectivity between different
data resources, the structure and documentation of ontologies is becoming
more and more important.

Ontologies establish a standard that can be shared by different people
– or artificial intelligences – that work with the same data. An ontology
provides the available search terms and facilitates semantic reasoning,
providing a basis for advanced data analytics and data organization. It
also reduces conversion errors and the time spent on transforming data
between different formats. As much of the existing materials literature is
stored in very heterogeneous formats – such as research articles, websites
and databases – finding encompassing information can be difficult and time
consuming even for an expert. An extensive materials ontology covering
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multiple data sources would provide a basis for a significantly improved
search platform for materials knowledge. Figure 2.1 shows an example
of how a formal ontology enables different data-related tasks. During my
doctoral studies, I have participated in the development and usage of this
particular ontological framework as implemented in the Novel Materials
Discovery (NOMAD) Laboratory [22, 23].

Figure 2.1. Central role of an ontology for different tasks revolving around materials data.
This particular example shows part of the computational materials ontology
used within the NOMAD Laboratory [22, 23].

Although the benefits of a standardized ontology are evident, informa-
tion exchange within materials science is still very fractured as various
ontologies and less-than-formal standards compete [23–34]. Although the
development of these materials ontologies has accelerated, they are not
nearly as mature as in other fields, for example, the biosciences [35]. As the
creation and integration of ontologies are very labour intensive, the use of
natural language processing (NLP) [36, 37] and ontology learning [38, 39]
to automate the process of forming ontological structures have also been
explored.

Several promising steps have been taken towards unifying materials
ontologies in the public and academic sector [23, 31] and due to the high
commercial value of materials data, companies gather heterogeneous mate-
rials data under custom ontological frameworks [29, 40, 41]. This current
feudal state of materials ontologies may prove to be a bottleneck in fully
realizing the potential of materials informatics. Based on my experience
in developing and researching materials ontologies, I think that the unifi-
cation and dissemination of ontologies are key steps in making the most
out of the rich body of materials data. Especially combined efforts between
academic and industrial partners in creating publicly available ontologies
would surely prove to be beneficial to both parties.

6



Data-driven design for materials research

2.2 Data creation and veracity

The ability to produce large quantities of reliable materials data is critical
for the success of data-driven methods. Figure 2.2 illustrates how the
amount of materials data has grown historically in the Inorganic Crystal
Structure Database (ICSD) [42], a well-established materials database.
In this section I consider the experimental techniques and computational
tools which have enabled this growth. The section then ends by discussing
perhaps the biggest remaining challenge related to data creation – the
veracity of the data.
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Figure 2.2. The growth of materials data in the Inorganic Crystal Structure Database
(ICSD), which hosts information for mostly experimentally determined crystal
structures from peer-reviewed literature [43].

2.2.1 Experimental data

The development of sophisticated deposition methods [44–48] that can
produce chemical and thermal gradients in a single experiment has signifi-
cantly boosted the ability to probe the materials space of inorganic solids.
In combination with in situ characterization, these combinatorial methods
produce materials libraries – experimental samples that are used to re-
late structural and chemical information to materials properties within a
continuous domain. In particular, composition spread and phase-diagram
mapping have proven highly effective in exploring composition–structure–
property relationships [49]. The current focus still lies on thin film charac-
terization of binary and ternary alloys, but more complex materials such
as steels, metallic glasses, superalloys, and high-entropy alloys [50] are
already being explored due to their industrial relevance.

In addition to the continuous libraries generated by deposition meth-
ods, materials scientists are now employing the combinatorial approaches
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used in synthetic organic chemistry [51]. By using highly automated and
parallelized sample preparation, large discrete arrays of samples can be
produced in the same style as used by the pharmaceutical sciences and
chemical discovery. These techniques have already been applied in high
throughput experimental studies of materials such as polymers [52–54],
colloids [55, 56], and nanoparticles [57, 58].

2.2.2 Computational data

In computational science, the advent of efficient and accurate theoretical
tools and the availability and constant cost-reduction of parallel comput-
ing architectures has made it realistic to systematically explore selected
portions of the materials’ space [4]. Perhaps surprisingly this computa-
tional materials’ exploration has only become commonplace in the 21st-
century [4, 59, 60], but it has grown quickly and surpassed the experimen-
tal efforts.

The computational analogy of automatization in experimental sam-
ple preparation and analysis are workflow management tools like Fire-
Works [61], atomate [62], AiiDa [63], and AFLOWπ [64]. These workflow
managers are used to define, control and store recipes that connect mul-
tiple computational steps and checks. They can also have built-in error
handling mechanisms in the case of unexpected hardware failures or soft-
ware errors. As such, the workflow software can be used to document the
processing history of calculations. Such tools are becoming a standard
practice in the creation of consistent and reproducible datasets.

When creating large amounts of computational materials data, it is be-
coming increasingly important to follow a specific computational standard.
Standardization ensures that the data is cross-compatible within or across
databases. This data compatibility is especially important in the context of
machine learning, where mixing data with different computational settings
can obfuscate and deteriorate the learning process. Currently, much of the
standardization is targeted at density functional theory (DFT) [65] using
the generalized gradient approximation (GGA) [66], as it provides an at-
tractive trade-off between accuracy and computational cost for calculating
materials properties. The Materials Project and the AFLOW-consortium
have pioneered this DFT standardization with detailed methodological
specifications, such as k-point grid densities, cutoff energies, pseudopoten-
tials and convergence criteria [67–69].

2.2.3 Data veracity

Of the four Vs often used to describe Big Data – volume, velocity, variety
and veracity – veracity is perhaps the hardest one to quantify. Data verac-
ity can be broken into two components: bias and variance. Bias measures
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a systematic offset from the correct result and variance measures the prob-
abilistic deviation caused by inaccuracy in the measurement or modelling.
For computational data, the variance is typically negligible, as there is
little uncertainty in the simulations even between different software imple-
mentations [70, 71]. The veracity of computational data is thus dominated
by bias – its offset from benchmark experimental measurements or more
accurate computational results. A similar separation between bias and
variance cannot be so easily achieved for experimental data, as incomplete
control over the measured system, inaccuracy in the measurement device
and spurious interaction between the sample and the environment can
cause both systematic and random errors.

The unknown bias in computational results and difficulty to estimate
errors for complex systems in experiments makes the overall veracity es-
timation for materials data particularly hard. An illustrative example of
this is provided by the formation energies of crystals for which computa-
tional and experimental values notably differ [72] and the causes of this
discrepancy are many-folded. So far the comparison and integration of
experimental and computational data have been very limited. By estab-
lishing better links and comparisons between these two sources of data,
the reliability of both could be improved.

In summary, systematic creation of large bodies of both experimental and
computational data has become possible and a positive feedback loop from
successful data-driven applications is fueling the improvement of these
methods. However, a critical evaluation of the data veracity should not be
forgotten, as quantity over quality is typically not the answer even in the
era of Big Data.

2.3 Data storage and distribution

Creating materials data requires a significant amount of human labour,
time and money. Yet, the resulting data is often not published in its
entirety. The results may get contracted into a form that suits a particular
publication while the raw data is completely lost in a relatively short time
span. However, data that seems irrelevant for an individual study may
prove to have value for others in the long term, and even failed experiments
or calculations can contain valuable information [73]. The introduction of
data mining and machine learning, in particular, have prompted scientists
to re-evaluate the life-cycle of materials data. Reviewers and funding
agencies are also becoming more aware of the importance of long-term data
storage. Several technological improvements, such as inexpensive storage
hardware, fast data transfer, and cloud storage are also now making the
storage of data easier than ever. Through these advancements, materials
data is no longer treated as a disposable good, but rather as a valuable

9



Data-driven design for materials research

long term asset that is worth maintaining.
The increased availability ensured by Open Access policies can signifi-

cantly boost the impact of research. Funding agencies have, however, only
fairly recently awoken to the importance of Open Access in maximizing the
impact of research funded by them. The European Union mandates that all
European scientific output must be Open Access from 2020 onwards [74]
and major funding agencies such as the National Science Foundation
(NSF) [75], the European Research Council (ERC) [76] and UK Research
and Innovation (UKRI) [77] now require a data management plan. Such
plans should demonstrate that necessary actions will be taken to ensure
the safe preservation of data during and after the research, and that the
Open Access policies of the respective funding agency are followed. In
the wake of these new requirements, several centralized repositories for
storing and distributing scientific data have been established. Sites such
as Zenodo [78], Dryad [79], Figshare [80], and Dataverse [81] offer free
storage for generic scientific data and currently Springer-Nature lists two
recommended data repositories particularly for materials science [82]: the
NOMAD Repository [83] and the Materials Cloud [84]. Both offer free
storage for computational data for at least 10 years after data upload.

Table 2.1 highlights some selected contemporary materials data infras-
tructures showing the type of data and services provided by them. The pri-
mary role of the very first materials databases was only to store materials
data and enable simple queries, but since then they have evolved towards
platforms for interactive materials discovery. Typically the platforms
provide a browser-based online interface for accessing the data [84–87]
enabling researchers to quickly acquire information on specific materials.
Some also offer programmatic access through a Representational State
Transfer (REST) [23, 88, 89] or GraphQL interface [90] which enables
more systematic searches of materials with specific properties. As the
data volumes have expanded and browser-based applications have become
more commonplace, interaction with the data typically happens remotely.
Examples include the remote request of new calculation entries [86, 87],
visualization of phonon modes [84], materials search by features in the
electronic band structure [91] and online notebooks for interacting with the
data [92]. Several materials platforms also participate in the development
of offline software libraries for tasks related to computational materials
modeling, such as workflow management tools [61, 63, 64, 93] or generic
libraries for working with materials data [94, 95]. Machine learning is also
quickly becoming a part of the analytics suite offered by the materials plat-
forms. Machine learning-based tools can provide meaningful answers for
queries that do not have an exact match in the database, but for which an
explanatory model can be built using the database contents. As such, they
provide more sophisticated means of materials discovery that go beyond
simple match-based queries. These new tools are typically provided in the
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Open
Access

Comp.
data

Exp.
data

Data
upload
(DOIs)

Work-
flow
tools

Web
API

Data
analy-

sis
tools

AFLOW � � � � �
CMR � � � �
COD � � � �
HTEM � � � � �
Khazana � � � �

Materials Cloud � � �(DOI) � �

Materials Data
Facility

� � � �(DOI)* �

Materials Project � � � � �
MatNavi/NIMS � � � �
NanoMine � � � �

NOMAD CoE � � �(DOI) � �

Organic Materials
Database

� � �

OQMD � � � �
Open Materials
Database

� � � � � �

SUNCAT � � � � �
QCArchive � � � � � �

Citrine Informat-
ics

�** � � � � �

Exabyte.io �** � � � �
Granta Design � � �
Materials Design � � �
MPDS �*** � � � �
MaterialsZone � � �
SpringerMaterials � �

Table 2.1. Services provided by selected materials data infrastructures. See publication
IV for additional information on the individual infrastructures. Open Access:
provides partial or full free access to data. Computational data: contains
data originating from software simulations. Experimental data: contains data
originating from experiments. Data upload: Allows upload of external data,
services that support issuing Digital Object Identifiers have been marked with
(DOI) Workflow management tools: provides or collaborates in the development
of open-source software tools for workflow management. Web API: provides an
interface for accessing data remotely with automated scripts. Data analysis
tools: provides online or offline data analysis tools, including machine learning.
Adapted from Publication IV (CC BY)
*Upload requires access to private/institutional storage space.
**Open Access to a subset of data.
***Open Access to limited set of materials properties.

form of online applications or notebooks for running pretrained machine
learning models dynamically [59, 91, 92] for user provided input. The
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basic principles and motivation behind the usage of machine learning in
materials science are discussed in the next chapter.

Materials knowledge is important for various commercial ventures, such
as the aerospace, automotive and electronic industries. Because of this,
materials research is often conducted internally within companies or as
a collaboration between academic and commercial partners, making the
open sharing of materials research data complex. The value of compre-
hensive materials libraries is also acknowledged by specialized materials
informatics companies, which have a long tradition of selling materials
data. This is also seen in Table 2.1, which shows that many of the modern
commercial materials data platforms offer access to experimental data.
The rise of the Open Access movement contradicts industries proprietary
approach, hindering the sharing of materials data. This can be seen as a
partial explanation for the slower development of data sharing practices
in materials science compared to fields like astronomy and environmental
sciences [40].

As a summary, I consider that the challenge of developing a healthy
ecosystem for storing and distributing materials should be addressed in
collaboration with academic, commercial and governmental parties. The
future of Open Access is largely in the hands of the funding agencies as
they can directly influence the publishing behaviour of large research
communities and publishing houses. Individual scientists have the re-
sponsibility to think ahead in maximizing the usefulness of their research
output. This can be done by ensuring that sufficient data and related
metadata are logged to support efficient reuse of the research. The opening
up of materials data also provides an opportunity for materials informatics
companies to develop novel tools for materials knowledge extraction.
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3. Machine learning in materials
science

With the increased capability to produce, curate and store large amounts
of materials data, machine learning has emerged as a natural way towards
utilizing this data to its fullest extent. As the value of materials data has
inflated through machine learning, there is also a need to re-evaluate data
collection and curation procedures. This has generated a positive feedback
loop that drives further data generation. In this chapter, I review what
machine learning is, when is it relevant for materials research and how it
is applied in practice.

3.1 Introduction to machine learning

Machine learning is a subfield of computer science that studies the design
computer programs that improve their performance with experience [96].
The construction of such programs happens through the optimization of
model parameters with respect to a performance criterion by using training
data. Such a model may be predictive by being able to provide insight on
unseen data, or descriptive by being able to extract information from a
dataset or both [97].

The following sections introduce three main branches of machine learn-
ing that are commonly encountered: supervised learning, unsupervised
learning and reinforcement learning. This division is not comprehensive
and different modes of learning can also be mixed. It does, however give
a realistic view of the techniques that are currently in active use in the
natural sciences.

3.1.1 Supervised learning

In supervised learning the task is to produce a model y= f (x;θ) that can
optimally predict the label y based on a feature vector x. In materials
science, the feature vector is often also called a descriptor. The model has
internal parameters θ that are optimized by the program using training

13



Machine learning in materials science

data containing input/output pairs to minimize the expected prediction
error of the model. Due to the abundance of tasks that can be formulated
in this form, supervised learning is the type of machine learning that is
used most in practice, and I have devoted section 3.3 for a more detailed
discussion.

Typical supervised learning tasks can be broken either into regression or
classification. As tasks, they differ only by the nature of the labels y. In
regression, the labels are continuous variables whereas in classification
they are discrete. The type of task will affect the design of the learning
algorithm through modifications of the optimization criteria and the design
of the algorithm.

3.1.2 Unsupervised learning

In unsupervised learning the task is to produce a model f (x;θ) that can
transform a given feature vector x into another vector or value x′ which is
used to reveal regularities or patterns in the input. A such it differs from
supervised learning as the “correct” outputs x′ are not available, and the
training data consists of inputs only. The model has internal parameters θ

that are optimized by the program using an optimization criterion that is
specific for the algorithm and the task.

Many useful tasks may be formulated as a form of unsupervised learning.
The goal may be to discover how to group samples using clustering or to
determine the distribution of data within the input space by using density
estimation. Dimensionality reduction is used to project the data from a
high-dimensional space down to a lower dimension for visualization or com-
putational reasons, and outlier detection can be used to identify interesting
regions and samples in the input space that may be of importance.

3.1.3 Reinforcement learning

In reinforcement learning the machine learning model is trained to perform
a sequence of actions that follow a policy for reaching a maximal reward.
The training data consists of sequences of actions and the final rewards
correspond to each sequence. As such, it differs from supervised learning
because no correct input-output pairs are presented for individual actions,
but the training is a mixture of exploration and exploitation guided by a
delayed reward [98].

Traditionally, reinforcement learning has been applied in game theory,
control theory and operations research [99]. However, the generality of the
reinforcement learning framework allows it to be used as a tool for various
decision making processes with long-term impacts.
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3.2 Motivation for using machine learning

Computational modelling in materials science traces its roots back to the
1950s [1]. For quantum mechanical calculations, that are of primary inter-
est to my work, sophisticated computational methods – such as density-
functional theory (DFT) [100], coupled cluster theory [101] and Green’s
function theory [102] – have been developed and are now routinely used in
materials research. If the goal of machine learning is to produce computer
programs for investigating or modeling physical processes, why not use
these already existing computational tools which have a firm theoretical
background? The short answer is that in the aforementioned methods,
the machine does not learn. The methods map an atomic structure onto
a property by invoking the laws of quantum mechanics. Each method
will give exactly the same answer for a system, no matter how many
previous calculations have been performed for other systems. This use
of a pre-determined theoretical framework fixes their applicability to an
unchanging set of materials phenomena or a particular time and length
scale. The following sections, will elucidate, how this status-quo can be
changed and how existing computational methods can be augmented or
replaced by machine learning. I will focus on three different modelling
aspects: understanding materials phenomena, materials discovery and
advancing materials modelling.

3.2.1 Understanding materials phenomena

To understand scientific phenomena and mechanics in materials science
better, we can take a descriptive approach by aiming to uncover reasons
and rules. Unsupervised learning is a natural fit for such problems, but
supervised learning can also be used to automatically extract or rank
features that are affecting the behaviour of materials.

The most straightforward application is materials data for which we
have observational data, but no fully explanatory theoretical model. High-
temperature superconductivity is an example. The compositional and
structural factors behind the phenomena have been studied using ma-
chine learning [103, 104]. These studies confirmed known trends, but also
suggested previously unknown upper limits on the critical temperature
in terms of simple descriptors such as the average number of d valence
electrons and average number of unfilled orbitals [104].

Even if a sufficiently accurate theoretical model exists, extracting use-
ful materials knowledge from it can be demanding. Especially when the
dimension of the model inputs and outputs are large – such as in the
case of electronic structure theory – the human capacity for extracting
knowledge is quite limited compared to computers. For example, although
reasonably accurate models for the electronic band structure exist, a simple
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classification of crystals into insulators and metals becomes a task where
human intuition can easily fail and direct computation is time-consuming.
Instead, by combining machine learning with a sufficient dataset, this pre-
diction can be done instantaneously with 93% accuracy, revealing simple
low-dimensional descriptors for the process [105].

3.2.2 Materials discovery

Discovering novel and improved materials is a reoccurring theme in ma-
terials science and it has been the cornerstone of technological progress
throughout the ages. The difficulty of materials discovery lies in the practi-
cally infinite chemical and structural space in which searches for optimal
materials becomes an immensely difficult task. Machine learning aids in
this task by allowing intelligent sampling of the materials space.

In the forward solution to materials discovery, a computationally cheap
supervised machine learning model is trained on an existing dataset and
then used for selecting the best candidates from a preselected set of ma-
terials that is too large to cover with traditional methods. This approach
has been successfully used for the discovery of materials, including organic
light-emitting diodes (OLEDs) [106], polymer dielectrics for electrostatic
energy storage [107], novel gallide Heusler structures [108], NiTi-based
shape memory alloys with small thermal dissipation [109], lead-free piezo-
electrics [110], metallic glasses [111], and high-entropy alloys [112].

The forward solution is typically achieved with a model that learns a di-
rect mapping between materials and their properties. Generative machine
learning models [98] instead approximate the full joint probability P(x, y)
between materials x and their properties y. By sampling this probability,
materials with desired properties can be directly generated. Such models
are much harder to train and their development is still in its infancy, but
variational autoencoders [113] and generative adversarial networks [114]
have shown early success in what could be called machine creativity ap-
plied to materials science.

3.2.3 Advancing materials modelling

Although we may have highly accurate models for certain phenomena,
solving real-life problems often requires a trade-off between accuracy
and resources. In this context, machine learning provides a convenient
framework for leveraging existing data in building surrogate models that
can provide the often much-needed savings on time and computational
resources.

Machine learning can replace the laborious fitting of semi-empirical
models, and if trained with highly accurate data can reproduce complex
chemical phenomena with very low computational cost by sacrificing some
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accuracy. An example is the creation of classical force fields from DFT
training data [115–122] and training of exchange-correlation functionals
or direct potential-to-density mappings from density or wave-function
based methods [123, 124]. Another interesting example is to leverage
the Bayesian framework for global optimization in the search of stable
structures with minimal computational cost [125–128]. These examples
showcase how machine learning is now used in materials modelling at a
very fundamental level.

3.3 Using machine learning in materials science

Having introduced the basic concept of machine learning on a general
level and motivated its relevance for materials data, I now explore in more
detail the basic principles and algorithms behind supervised learning and
the best practices for applying machine learning in materials research.

3.3.1 Principles of learning

As discussed in the previous section machine learning has many subfields,
each having their areas of application. From these subfields, I have focused
on supervised learning, as in practice it is the form that is currently used
most frequently. Especially in material science, the goal is very often
to construct models that can map material structure and chemistry into
material properties, which naturally suits supervised learning very well.
In supervised learning, given a set of feature vectors x – often also called
descriptors in the field of materials science – and corresponding labels
y, we construct a function f̂ (x;θ) that minimizes the expected prediction
error [129]

E
[
L(y, f̂ (x;θ))

]
(3.1)

Here E[. . . ] denotes the expectation value, θ contain the model parameters,
and L( f̂ (x;θ), y) is a loss function. The loss function is used to quantify
the quality of a single prediction by comparing it to the true output. In
principle, this expectation value should be taken over the whole joint
probability distribution for the features and labels P(x, y), but in practice,
this is rarely possible and certain approximation have to be made. The
minimization of this expected prediction error can be formally be stated as
the following optimization problem

θ∗ = argmin
θ

E
[
L(y, f̂ (x;θ))

]
. (3.2)

This general problem statement has a lot of freedom and the No-Free
Lunch Theorem for machine learning [130, 131] states that any two learn-
ing algorithms – learning algorithm being a combination of a loss function,
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model and optimization strategy – are equally good if no assumptions
can be made about the target function that is optimized. This lack of a
universally best learning algorithm means that supervised learning starts
by several human choices that are specific for the application: we select
a specific form for the function f̂ , select a loss function L and select the
methods and approximations for optimizing the expected loss. These selec-
tions are made by the human building the machine learning model and
are based on past experience or detailed comparison. Some good practices
are discussed in section 3.3.1.2.

The actual machine learning, however„ happens in the act of selecting
the optimal parameter set θ∗ and/or functional form of the model to achieve
the lowest expected prediction error which corresponds to the model with
the best generalization. To ensure that the true performance of the model
is measured, the available dataset should be ideally split into a training
set and a test set, with the test set accounting typically around 10-30%
of the data. The model is then trained on the training data, and the
generalization is measured on the untouched test data.

The challenge in learning comes from the way the training set is used
to obtain the lowest expected prediction error. It is crucial to notice that
machine learning is rarely a simple interpolation between data points: a
model that perfectly fits the training set can have a very large prediction
error in the test set. In a human learning analogy, it is usually not optimal
to simply memorize solutions to very specific problems, but instead, it
is better to try and learn rules that apply more generally. The act of
balancing the complexity of the model f̂ so that it best fits the complexity
of the underlying function is called the bias-variance tradeoff [97]. Figure
3.1 illustrates this trade-off by showing how the expected error behaves as
a function of model complexity.

This bias-variance tradeoff holds for any machine learning system, but
can be most easily demonstrated by considering the squared loss

L
(

y, f̂ (x;θ)
)= (

y− f̂ (x;θ)
)2 (3.3)

By decomposing the true process that produces the data into

y= f (x)+ε (3.4)

where f is the expectation value of the function and ε is a noise term.
The noise is independent of x with zero mean and variance of σ2. Such
noise may arise for example from hidden variables that are not included
in x. Using this decomposition and the square loss function, the expected
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Figure 3.1. Illustration of the bias-variance tradeoff. In simple models the bias is large
and variance low, whereas for complex models bias is low and variance is
high. The insets at the top show an example of all three different complexity
regions when fitting a polynomial model of increasing complexity (red) to a
set of observed samples (blue).

prediction error can be broken down into the following terms [129]:

E
[(

y− f̂ (x0)
)2
]
= (

f (x0)−E
[
f̂ (x0)

])2︸ ︷︷ ︸
= bias2

+E
[
f̂ (x0)2]−E

[
f̂ (x0)

]2︸ ︷︷ ︸
= variance

+ σ2︸︷︷︸
= irreducible

error
(3.5)

where the error is considered only at a specific input x0 and the expectation
values are taken over different sets of training data. The model parameters
θ have been left out of the notation for brevity.

This bias-variance decomposition demonstrates that in the case of squared
loss, the expected error can be separated into bias, variance and an irre-
ducible error arising from the error term ε that we cannot control. We
can control bias and variance by changing the complexity of the model f̂ ,
but they cannot be minimized independently. Simple models have high
bias and low variance, whereas complex models have low bias and high
variance. Figure 3.1 has been divided into different regions: when the
complexity of the model is below the true complexity, the training is said to
underfit and the bias is high. When the model complexity has exceeded the
true value, the model is said to overfit and variance dominates the error.

It would be tempting to use the test set for optimizing the expected error.
This, however, implicitly leaks information from the test set to the training,
causing possible overfitting when the model is then used for truly unseen
data. This prompts the question of how can the training data be used
to best estimate the expected error, without looking at the test set? The
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simplest and most general method is to use cross-validation, as it does
not make prior assumptions about the model or parameters [97]. In cross-
validation, we introduce a new division within the data by splitting off a
validation set from the training data. The model is then trained on the
remaining training data, and the expected prediction error is estimated in
the validation data. This provides a way to optimize the complexity of the
model by tuning the hyperparameters of the model. Hyperparameters are
any tunable parameters in the algorithm that control the model complexity
but are not directly optimized through the loss-function. This procedure
is typically repeated multiple times to obtain a more robust estimate. For
example, in k-fold cross-validation [129], the training data is split into
k-subsets, each subset is used once as the validation set and the prediction
errors from individual splits are averaged at the end. This way the optimal
model complexity can be searched for without looking at the test set. When
the data sample is small, other possibilities, such as formulating the
optimization of the model parameters through Bayesian inference can be
more effective [97]. Whichever method is used, the final result should still
always be reported for truly unseen data.

In summary, learning is about balancing the model complexity so that it
best fits the complexity of the underlying function and does not under- or
overfit it. This balancing can be done by analyzing the expected prediction
error, which is closely connected to the model complexity through the
bias-variance tradeoff.

3.3.1.1 The amount of training data

The previous section discussed how we try to minimize the expected predic-
tion error of equation (3.1) for a given dataset in supervised learning. In
this section, I briefly discuss how the expected prediction error behaves as
a function of the training set size, and how this is specific to the application.

By plotting the expected error as a function of training set size, we obtain
a learning curve. Learning curves reveal how well an algorithm learns, and
facilitates the comparison of different learning algorithms and different
model parameters. They also reveal the optimal amount of data necessary
for an acceptable prediction error. In materials science, where data is
a valuable, often scarce, resource, it is particularly useful to be able to
quantify the minimal amount of data for learning.

It has been shown that with certain theoretical approximations [132,
133], and also empirically [134, 135], the expected error follows a power
law of the form

E
[
L(y, f̂ (x;θ)) | f̂ trained with n samples

]∼αn−β+γ (3.6)

when trained with n samples. Here α, β and γ are parameters that are
specific for the application and learning algorithm. Plotted in a double
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logarithmic graph, the learning curve becomes a straight line and the
slope gives the exponent (cf Fig. 3.2). Although the power-law of equation
(3.6) has not been proven to be general for all machine learning domains,
the general concept of using the learning curve to extrapolate learning
performance remains valid.
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Figure 3.2. Typical behaviour of the expected prediction error as a function of training
samples n. Under a double logarithmic scale the learning curve can be modeled
with a straight line.

The amount of available training samples effectively dictates the ma-
terials processes that we can model with a machine learning approach.
As discussed before, learning is about matching the model complexity to
the complexity of the underlying process. As more complex models are
typically associated with more model parameters, they also need more
training data to fit these parameters optimally. This means in practice
that some applications require more data than is currently available to
achieve useful predictive power. Figure 3.3 illustrates where selected ex-
amples of materials phenomena lay within this complexity/data volume
-domain [136]. It is often difficult to estimate a priori where new problems
lie in this domain. This landscape also evolves in times as new data is
introduced and the machine learning algorithms improve.
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Band gaps [105,
137–139]

Forces for molecular
dynamics [117, 118,
121, 122]

Molecule energies
[121, 140–142]

Microstructure
optimization and
prediction [143]

Figure 3.3. Examples of materials prediction tasks in the domain of data volume and
complexity of the underlying physical process. The lower panels illustrate hard
(left) and easy (right) learning scenarios, where the true physical process is
represented by a contour map and the sampling of this process is represented
by black crosses. Adapted from Publication IV (CC BY).

3.3.1.2 Supervised learning algorithms

Here I give an overview of four supervised learning algorithms– kernel
ridge regression, Gaussian process regression, neural networks, and de-
cision trees – which have all been widely used in the context of applying
machine learning for materials science. The focus is on regression, as it is
much more prevalent in the applications. However, many of the models
can be transformed to perform classification with relatively simple modifi-
cations. In the notation of the previous sections, these learning algorithms
correspond to specific selections for the model f̂ , loss function L(y, f̂ (x;θ)),
expected error E

[
L(y, f̂ (x;θ))

]
and optimization method. The general for-

mat is such that first the basics of the model are explained, after which
the main features of the model are summarized together with examples of
applications in materials science.

Kernel Ridge Regression From a practical point of view, the mathe-
matical formulation of kernel ridge regression (KRR) can be stated suc-
cinctly by a relatively simple equation given in (3.16). However, it is much
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more instructive to probe the deeper meaning of the model and especially
the role of the kernel function by recapping how kernel ridge regression
can be built by combining several important techniques: linear regression,
nonlinear feature transformations, regularization, and the kernel trick.

We start by first considering the simplest regression technique, linear
interpolation, that is based on predicting the output as a linear combination
of the input features:

f̂ (x)= wT x (3.7)

where w is a vector containing the linear weights. Throughout this section
we assume that any constant term is part of the input x by simply defining
the first element of the input to always be 1:

x= [1, x1, x2, . . . xm]T (3.8)

where m is the number of features. The expected error of such a model can
be measured by the squared loss, stated in vector form as

L = ‖Xw− y‖2
2 (3.9)

where all sample inputs have been stacked as the rows of a matrix X , and
all the sample outputs have been stacked into a column vector y. This
form corresponds to simply fitting the model to the data. As elaborated in
section 3.3.1, to reach the most generalizable model, we typically want to
balance bias and variance. A numerically convenient way to control the
model complexity is provided by adding a regularization term based on the
norm of the weights to the loss function

L = ‖Xw− y‖2
2 +λ‖w‖2

2 (3.10)

Other forms of regularization can also be used [98], but the squared form
allows for a simple analytical solution and has a natural interpretation as
a Gaussian noise term in the framework of Gaussian Process regression.

The regularization term introduces the hyperparameter λ that controls
how much weight is put into minimizing the weights. λ cannot be de-
termined by the linear model itself, but has to be optimized separately
by an outside procedure, typically based on cross-validation. Regression
that minimizes the error defined by equation (3.10) is called ridge regres-
sion [144].

So far we have considered a model which works on a linear combination
of input features. This has a severe drawback as it can only properly
model linear processes. To counter this problem we can introduce a feature
transformation x →φ(x). The purpose of the mapping φ is to transform
the input features into a space where the regression can be performed
more accurately, while still preserving the linearity of the model. A typical
example of such an embedding would be to use polynomial combinations
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of the features up to a certain degree. For example, the second-order
polynomial transformation would be given as:

φ(x)= [1, x1, x2, . . . xm, x2
1, x1x2, . . . , x2

m]T (3.11)

Inserting such a transformation to equation (3.10) leads to model where
a linear combination of possibly non-linear basis functions are used. The
loss function for this linear basis function model [98] is defined as :

L = ‖Φw− y‖2
2 +λ‖w‖2

2 (3.12)

where the matrix Φ now has the vectors φ as rows. This loss function can
now balance both bias and variance, and by using a nonlinear embedding,
also model nonlinear features. The analytical solution that minimizes the
error of equation (3.12) can be found by setting the gradient of this error
with respect to w to zero:

∇wL = 0

∇w
(‖Φw− y‖2

2 +λ‖w‖2
2
)= 0

∇w
(
(Φw− y)T (Φw− y)+λwT w

)= 0

ΦT2(Φw− y)+2λw= 0(
ΦTΦ+λI

)
w=ΦT y

w= (
ΦTΦ+λI

)−1
ΦT y

(3.13)

With this definition the predictions from the trained model are thus given
by

f̂ (x)= wTφ

= yTΦ
(
ΦTΦ+λI

)−1
φ

(3.14)

There is however an alternative way to formulate the solution, that will
use the kernel function k(x, x′′′), defined as the inner product of the feature
vectors of two samples:

k(x, x′′′)=φ(x)Tφ(x′′′) (3.15)

As an inner product the kernel function can be interpreted as a measure of
similarity between two vectors. By rearranging equation (3.14) and using
the matrix identity1 Φ

(
ΦTΦ+λI

)−1 = (
ΦΦT +λI

)−1
Φ, it can be seen that

1This specific form can be derived by using the general form of the “push-through”
matrix identity BT (A+BBT )−1 = (I +BT A−1B)−1BT A−1 [145] (equation 162) and making
the substitutions A =λI, B =ΦT
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the prediction can also be defined entirely through the kernel function:

f̂ (x)= yTΦ
(
ΦTΦ+λI

)−1
φ

= yT (
ΦΦT +λI

)−1
Φφ

= yT (K +λI)−1 k(x)

(3.16)

where we have used the kernel function from equation (3.15) to introduce
the matrix K =ΦΦT with its elements defined as Ki j = k(xi, x j) and the
vector k =Φφ with elements ki = k(xi, x).

We now have two linear basis function methods. The first, given in
equation (3.14), computes the weight vector w explicitly using the features
φ(x), while equation (3.16) gives the solution through the kernel function
k(x, x′′′) that defines a similarity among samples through an inner product.
If we can construct a valid kernel function that gives the inner products
of samples in some useful feature space, we can avoid doing an expensive
feature expansion, and instead work in the space of samples. Indeed there
exist several such kernel functions that have a relatively simple analytical
form [144]. Perhaps the most notable is the Gaussian kernel

k(x, x′′′)= e−γ‖x−x′′′‖2
2 (3.17)

that corresponds to an infinite-dimensional polynomial feature expan-
sion [146].

This process of by-passing the feature space with a kernel is called
the kernel-trick and has a strong theoretical background through the
representer theorem [147]. The main benefit is computational: if we
want to work in a high-dimensional nonlinear feature space, instead of
calculating the expensive inversion of (XT X +λI)−1 with size m×m in a
very large (possibly infinite) nonlinear feature space, we can reformulate
the problem with a kernel and do the inversion with equation (3.16) in
typically much smaller spaces of size n× n, where n is the number of
training samples.

Due to the costly matrix inversion involved in KRR, its usage does not
typically scale to very large datasets. KRR also effectively reduces the
similarity comparison in the kernel to one scalar value with a relatively
simple algebraic form. This requires more careful consideration in the
selection of the input features and kernel function. However, KRR provides
an analytical solution, requires fairly limited hyperparameter optimiza-
tion and with careful feature and kernel engineering can provide very
competitive results.

KRR has been widely used in benchmarking different structural and
chemical input features for molecules [140, 148, 149] and bulk materi-
als [142, 150, 151]. Even though the training sets are in these applications
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limited to thousands or tens of thousands of samples, the resulting predic-
tion models have a respectable accuracy. For example, when predicting the
atomization energy of small organic molecules, a mean absolute error of
1 kcal/mol can be reached with only few thousand training samples [142].
Similarly, a mean absolute error around 0.1 eV/atom can be reached for
predicting the formation energies of bulk crystals, corresponding to the
accuracy of DFT with respect to experiment [150].

Gaussian process regression Gaussian process regression (GPR) takes
a Bayesian view on the linear basis function model already introduced in
the context of kernel ridge regression. GPR builds a fully probabilistic pre-
diction model that allows the user to not only query an average prediction
but also probes the uncertainty in the model.

The GPR model can be built by first considering what is known as
Bayesian linear regression [152]. In Bayesian linear regression a single
prediction model instance f̂ is assumed to follow the linear basis function
model already introduced in the context of KRR, while the observed output
y may differ from this model due to a normally distributed noise term ε

with zero mean ε∼N (0,σ2
n):

f̂ (x)= wTφ (3.18)

y= f̂ (x)+ε (3.19)

The goal is to build a probabilistic model for the weights w by using the
evidence provided by the training set and by using assumptions about
the initial distribution of the weights. This can be done by using Bayes’
theorem, which states that the probability distribution for the weights
after observing training samples {y,Φ}, called the posterior distribution,
can be calculated as

posterior= likelihood×prior
marginal likelihood

P(w|y,Φ)= P(y|w,Φ)P(w|Φ)
P(y|Φ)

(3.20)

The likelihood P(y|w,Φ) reveals how likely it is that the observed out-
puts y are produced by the model using the weights w and inputs Φ. As
we assumed that the observed output has independent and identically
distributed Gaussian noise, we can calculate the likelihood as a simple
product of the probabilities of individual training samples:

P(y|w,Φ)=
n∏

i=1

P(yi|w,φi)=N (Φw,σ2
nI). (3.21)

Following the Bayesian framework, we then establish a prior distribution
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for the weights. This prior distribution is assumed to be a zero-centered
multivariate Gaussian

w∼N (0,Σp) (3.22)

with a symmetric covariance matrix Σp. The marginal likelihood P(y|Φ)
in the denominator is independent of the weights w and acts simply as
a normalization constant. The resulting posterior distribution will be a
multivariate Gaussian [152]:

P(w|y,Φ)=N
((

ΦTΦ+σ2
nΣ

−1
p
)−1

ΦT y,σ2
n
(
ΦTΦ+σ2

nΣ
−1
p
)−1

)
. (3.23)

Having now full access to the distribution of model weights, we can form
a probability for the full prediction model given in equation (3.18) by
multiplying the distribution of the transposed weights with the input. The
output remains Gaussian with a modified mean and variance [153]

P
(

f̂ |y,Φ)
)= P(wT |y,Φ)φ

=N
(

yTΦ
(
ΦTΦ+σ2

nΣ
−1
p
)−1

φ,φTσ2
n
(
ΦTΦ+σ2

nΣ
−1
p
)−1

φ
) (3.24)

The kernel trick, as already introduced for kernel ridge regression, can once
again be used here. This avoids explicitly specifying the basis functions
and we instead can rely on the inner products as defined by a kernel
function. The mean and variance of the Gaussian distribution P

(
f̂ |y,Φ)

)
can be conveniently specified using only the kernel function2, resulting in
the final GPR model

P
(

f̂ |y,Φ)
)=N

(
yT (

K +σ2
nI

)−1 k,k(x, x)−kT (K +σ2
nI)−1k

)
(3.25)

Where the kernel function is now defined as

k(x, x′)=ψ(x)Tψ(x′)

ψ(x)=Σ1/2
p φ(x).

(3.26)

As seen from equations (3.16) and (3.25), the mean prediction of GPR
is identical to kernel ridge regression when using the same kernel and
hyperparameters. As with KRR, the scalability of GPR is limited by the
inversion of the matrix K. GPR, however, can provide the variance with
almost no additional cost and provides a natural interpretation for the
hyperparameter λ in KRR as the variance of a Gaussian noise term intro-
duced in equation (3.19). The Bayesian framework employed by GPR also
provides the possibility of optimizing hyperparameters by maximizing the

2The mean can be kernelized by using the identity of footnote 1 with the substitu-
tions A = σ2

nΣ
−1
p and B =ΦT . The variance can be kernelized by using a variant of the

Woodbury matrix identity [145]: (A+BC)−1 = A−1 − A−1B(I + A−1B)−1CA−1 with the same
substitutions for A and B and additionally C =Φ.
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posterior model probability with respect to the hyperparameters. Unlike
directly optimizing the hyperparameters for a single model, optimizing
the posterior probability does not overfit the model but instead provides
a balanced model complexity [152]. Within the GPR framework, this can
be done efficiently by maximizing the type II maximum likelihood with
respect to hyperparameter values using some flavour of gradient descent.

Gaussian process regression is directly applicable to traditional regres-
sion tasks and has been used for example to model potential energies [117,
154, 155] and band gaps [156]. However, the fact that GPR explicitly out-
puts the model uncertainty makes it ideal for active learning: tasks that
involve dynamically acquiring new data during the learning process. GPR
can be combined with intelligent acquisition functions that use information
in the uncertainty to optimally sample the function space [157–159] with
a minimal amount of samples. This method has been used for dynamically
constructing complex potential energy surfaces with a minimal amount of
expensive ab initio calculations [125]. A similar approach is possible in
the context of materials discovery, where the GPR-based exploration in the
input space can be used to iteratively find improved candidates from a pool
of materials for further validation [109, 160–164].

Neural Networks Neural networks are comprised of interconnected
computational units that can adapt to perform a specific task. KRR and
GPR’s “expressiveness” is determined by a set of static basis functions.
Neural networks instead use simpler more adaptive units.

The computational units of a neural network take as an input a series
of weighted outputs from other neurons and a bias term. By applying
an activation function to this input, the unit then outputs a single scalar
value. Mathematically, the computation of unit i is specified by

φi(z)=φi(wT
i xi) (3.27)

where φi is the activation function, xi is the vector of input signals coming
to the unit and the vector wi contains the weights of the neuron together
with a constant bias term bi as the first element: wi0 = bi, xi0 = 1. These
units are then chained together to form a composite function.

In practice, the information flows from input units to a series of hidden
units, from which the answer is gathered into output units that give the
final result. An illustration of a simple network structure is given in Figure
3.4. A single output channel f̂ (x) is defined as the following composite
function

f̂ (x)=φ1

⎛
⎜⎜⎜⎝wT

1

⎡
⎢⎢⎢⎣
φ2

(
wT

2

[...])
φ3

(
wT

3

[...])
...

⎤
⎥⎥⎥⎦
⎞
⎟⎟⎟⎠ (3.28)
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Input Hidden Output 

Figure 3.4. Example of a simple feed-forward neural network architecture. The input x
travels to the hidden layers, from which the result is gathered in this case in a
single output channel. The signals between the different layers are weighted
by wi j before being passed to the activation functions φi.

where the neurons are labeled with integers, starting with the last neuron
at index 1.

The role of the activation function is to introduce non-linearities in the
learning, as simply using purely linear functions would bring us back to
the linear model in the previous section. Historically smooth activation
functions such as the sigmoid or hyperbolic tangent

φ(z)sigmoid = 1
1+ e−z (3.29)

φ(z)tanh = tanh(z) (3.30)

were preferred, because they perform better on small networks and have
continuous derivatives [165]. As the network sizes have grown, simpler
and computationally cheaper activation functions such as the rectified
linear unit (ReLU)

φ(z)ReLU =max{0, z} (3.31)

have become more popular [166, 167]. Typically the output units have a
different activation function than the hidden units, as the output needs
to be able to represent a greater range of values than the logic within the
hidden units. For regression, linear activation defined as

φ(x)linear = wT x (3.32)

is a typical choice as it can output values from any real-valued range.
During network training, the aim is to optimize the weights w so that

the computation performed by the network approximates the underlying
phenomena behind the data. Although it seems that naively chaining
such simple activations would not have the required expressive power,
the universal approximation theorem [168, 169] states that even a simple
neural network with a single hidden layer can approximate practically
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any function given that the hidden layer has enough neurons. This result
holds for any locally bounded, piecewise continuous and non-polynomial
activation functions [170].

With a sufficiently large network, even very complex functions can
thus be approximated. As the parameter-space grows, finding a suit-
able parametrization for the network can, however, become challenging.
The training of the network parameters can be guided in principle by any
optimization algorithm. For well-defined loss functions, it is common to
use some flavour of stochastic gradient descent. As the output is defined as
a sequence of activation functions, the required gradients and higher-order
derivatives can be calculated with the chain rule. The partial derivative of
a chosen loss function L( f̂ (x), y) with respect to the jth weight of the ith
unit becomes

∂L
∂wi j

= ∂L
∂φ1

∂φ1

∂wi j

= ∂L
∂φ1

∑(
∂φ1

∂φ2

∂φ2

∂wi j
+ ∂φ1

∂φ3

∂φ3

∂wi j
. . .

)
.

(3.33)

The back-propagation algorithm [171] offers an efficient implementation
for calculating these partial derivatives by avoiding redundant computa-
tional steps.

The greatest challenge in applying neural networks to real-life problems
is the choice of the network architecture. It defines how individual neurons
are connected to each other, the input, and the output. The architecture
can be viewed as an additional hyperparameter: it controls the model
complexity and suitability for a problem.

The most basic architecture is the feed-forward network, in which the
neurons are stacked in subsequent layers, each hidden unit in a layer being
connected to all units in the next layer. These fully connected architectures
suffer from the curse of dimensionality, and as such cannot be applied to
very large input spaces such as images and volumetric data. Convolu-
tional networks [165] combine several techniques – restricted connectivity,
weight-sharing between hidden units, and subsampling – to make their
training scalable for large input dimensions and data volumes commonly
encountered with such data. Recurrent networks [165] are specialized for
analyzing a streaming input that can be divided into sequential iterations,
such as text, audio or video. In recurrent networks the computational
units have internal connections with a time-offset: they can receive the
internal state or output of the network at a different iteration, usually the
previous one. This allows the networks to memorize context: a feature
that enables efficient learning using a limited input window. The most re-
cently introduced graph networks [172] are suited for handling structured,
non-euclidean data that can be most conveniently represented as graphs
containing information in nodes, edges and global states.
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Generally the final output of a neural network is a non-convex function
and optimizing the weights has to done through an iterative optimization
algorithm. As a result, several local minima usually exist, in which the
optimization can easily get stuck. Each local minimum would correspond
to a suboptimal result, since the loss-function was not fully minimized.
On the up-side, neural networks can be trained in smaller batches of data
making them applicable to large datasets.

As sufficiently large neural networks can adapt to very complex tasks,
the need for feature engineering is reduced and typically more general
input features can be used while the network forms the most efficient
representation internally. The flexibility given by large networks also
implies that typically a larger amount of training data is needed. The
current wave of neural network popularity is largely driven by our ability
to provide these algorithms with the amount of data needed for training.

Due to their flexibility, neural networks have been used for a multi-
tude of materials science-related tasks. Feed-forward architectures have
been prominent in modeling structure-property relationships, including
energy and force predictions for neural network-based molecular dynam-
ics [115, 116, 118, 173, 174]. Such models can provide a balance between
classical interatomic potentials and ab initio methods and are already
being integrated in traditional MD software [175–177]. Owing to their
success in object recognition tasks, convolutional networks have been
applied for tasks involving materials data on a multidimensional grid.
Examples include identifying crystal structures from three-dimensional
diffraction patterns [178], molecular identification from atomic force mi-
croscopy (AFM) images [179], and using the two-dimensional structure
of the periodic table to learn material properties [180]. Recently, there
have been several instances of applying a graph network architecture to
atomistic materials data [139, 181–183]. This architecture is especially
suitable for atomistic modeling where atoms and their interactions may
be conveniently represented as the nodes and edges of a graph. This pre-
sentation enables one to efficiently capture the locality that is typical for
these systems, in addition to conveniently extracting information at the
level of individual atoms and interactions [183].

Decision trees The decision tree algorithm solves regression and classi-
fication tasks by learning a piecewise-constant approximation to a function.
Decision trees resemble neural networks in the fact that they also use
small chained computational units. The main differences are that the com-
putation in decision trees consists of simple decision boundaries and that
the amount of these decisions is controlled dynamically during training.

There are various implementations of the decision tree model, including
CART [184], ID3 [185] and C4.5 [186]. All of them, however, have a similar
basic structure. A fully trained decision tree maps each input into a leaf
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node at the end of the tree. The chained decisions contained in a single path
leading to a leaf node define a rectangular or polyhedral region in the input
space. Any input can thus be tracked through a series of decisions into
a leaf node with a constant output value that is learned during training.
Formally the tree contains nodes that make decisions of the form

ψi(x) : xj > wi. (3.34)

Based on this evaluation, the decision path will be branched into one of the
binary branches. If only one input variable is tested, the tree is univariate.
For several variables combined linearly the tree becomes multivariate.

For a given training set, multiple distinct trees with the same error can
be built. Finding the smallest tree – where size is measured as the number
of nodes and the complexity of the decision nodes – cannot be done in
polynomial time with respect to the input size [187]. Thus we are forced
to use local search procedures based on heuristics that give reasonable
trees in a reasonable time. The tree is grown by adding decisions in a way
that maximally decreases the prediction error in a single branch. In this
optimization both the input variable, indicated by index j, and the decision
threshold wi are varied. The value gik predicted by branch k of node i can
be defined as a simple mean of the training outputs yt that end up in the
branch [97]

gik =
∑

t bik(xt)yt∑
t bik(xt)

bik(x)=
{

1 if x reaches node i and takes branch k

0 otherwise

(3.35)

Here the summation is taken over all training samples t. Using this
definition, the performance of a new split can be measured by comparing
how the added decision performs against the original unbranched node.
A common error metric for regression is the mean squared loss defined
as [97]

Li = 1
Ni

∑
k

∑
t

(yt − gik)2bik(xt) (3.36)

where Ni is the number of samples reaching node i. If this new loss is
sufficiently smaller than the loss of the original unbranched node, the split
is added to the three. The tree is built recursively using this strategy until
some convergence criteria is met.

Although completely error-free trees can be built for the training data,
this will cause significant overfitting of the model. Pruning is one of the
ways to control this overfitting [97]. Prepruning is the act of stopping the
tree construction early on to improve its generalization. This can be done
by using some external criteria, like tree depth or minimum sample size in
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the leaf nodes. Another option is to use post-pruning. In this case, we first
build a full error-free tree, and only then start to simplify it’s structure by
replacing selected subtrees. The subtrees are replaced with simple leaf
nodes if their performance is not any better when tested on a pruning
dataset. This pruning data is not used during the training and is also
separate from the validation set or the test set.

As decision trees are relatively simple models, a single decision tree
might not be very expressive. For this reason, it is common to use ensemble
techniques which combine multiple simple decision trees to achieve a
better performance than that of any of the individual decision trees [98].
An example of this is the random forest algorithm [188] in which several
independent trees are trained on different sets of data and can use only a
randomized subset of the input features to make decisions. Another option
is to use gradient boosted trees [189] which use a sequence of decision
trees that are trained to optimize the error made by the last iteration.

The hierarchical structure of decision trees allows them to cover large
input spaces, as a mapping from an input to a return value can be made in
a number of steps that is logarithmic with respect to the number of leaf
nodes. Often the implementations can also mix discrete and continuous
inputs. This means that very high-dimensional input may be used and
there is minimal need for normalizing or otherwise manipulating the
input. The use of simple linear decision boundaries means that modeling
complex non-linearities requires deep trees and that the output of the
model is non-continuous. However, by using simpler decision boundaries
the models become more interpretable. Simple splits facilitate a post-
processing analysis in terms of if-else decisions. These decision paths
can be analyzed individually, or the tree can output some form of feature
importance that reveals the impact of individual input channels in the
final decision process [129].

As decision trees are suitable for large input spaces with heterogeneous
data, they have been used for creating prediction models that can gen-
eralize across different chemistries by using a wide mixture of chemical
and structural data. This idea has been utilized for building general
prediction models for various crystalline properties such as formation ener-
gies [105, 190], band gaps [105, 191], thermodynamic stability [192, 193]
and thermal properties [105]. The interpretability of the decision tree
model has also been utilized to discover features that drive materials prop-
erties in cases where this is unclear using existing models. The importance
of different material features in predicting the critical temperature has
been used to recover known, but also novel explanatory features for high-
temperature superconductivity [194]. Similar feature importance-based
approaches have been also used to find driving features behind insula-
tor/metal classification [105] and thermodynamic stability of crystals [190].
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3.3.2 Materials science-guided learning design

So far, the discussion in this chapter around machine learning in materials
science has heavily focused on how the learning process is formulated from
the perspective of computer science. In this section, I focus on how the
expertise of the materials scientist can be employed in the design and
interpretation of machine learning systems. The section ends with an
overview of the general challenges and best practices in applying machine
learning to materials data.

Material
Machine 
learning Property

Feature
learning

Feature
engineering

Figure 3.5. Illustration of feature engineering and feature learning. In feature engineer-
ing, the raw data is transformed into an informative descriptor using domain
knowledge of both the problem and the used learning model. In feature learn-
ing the raw data is human-manipulated only minimally and it is left up to the
learning algorithm to manipulate the input into an informative representation
that can be later inspected.

Materials expertise can be introduced into the learning process in two
different ways: feature engineering and feature learning. Feature engi-
neering [195] exploits domain-knowledge to make the input descriptors as
informative and machine-interpretable as possible. Conversely, in feature
learning [196], the learning algorithm automatically extracts the most
informative features from the data, after which domain knowledge can
be used to interpret the model. Both approaches have their strengths
and weaknesses and typically in practice we use a combination of both
techniques.

3.3.2.1 Feature engineering

In feature engineering, domain knowledge is used to transform the original
data into a descriptor that is easier for a learning algorithm to work
with. Missing and incomplete information is an obvious cause for poor
learning, as the irreducible error of equation (3.4) starts to dominate. A
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more interesting question is how to formulate the descriptor to make the
learning as easy as possible. The problem is that there are many ways
to encode the same information, but not all ways are equally easy for the
machine to decode. In general, we wish to include features that have a
well-known correlation with the output, use symmetries to reduce the
input space or employ other preprocessing steps, such as normalization or
standardization, if they are known to help the learning algorithm.

The information that is included in the descriptor generally depends on
the application, and there are different ways to categorize descriptors by
their information content [18, 197]. For some applications, macroscopic or
microscopic quantities such as synthesis temperature [73], chemical compo-
sition [138], or properties of the involved chemical elements [190, 198, 199]
are included. Fragment-level descriptors, which encode rough geometri-
cal and chemical information such as the presence of bonds or chemical
groups, are used in the field of bio- and cheminformatics. These are imple-
mented in various software packages, e.g., SMILES [200], WLN [201] and
SYBYL [202]. At the highest level of detail the descriptors aim to directly
capture only the nuclear charges {Zi} and atomic positions {Ri} of a system.
In principle, since both the Hamiltonian, Ĥ, and the wave function, Φ,
depend only on {Zi} and {Ri}, that is all that is required by the Schrödinger
equation ĤΦ= EΦ to yield the properties of the system. Such descriptors
have been successfully applied in the prediction of molecular and crys-
talline properties [140, 142, 199], and there has been a recent explosion
in their development [140, 142, 148, 149, 151, 173, 203–208]. Often, the
descriptor design also involves a selection of hyperparameters that are
used to tune the descriptor. The selection of these hyperparameters can
be guided by optimization, providing a combination of feature engineering
and feature learning.

Feature engineering provides an efficient way to decrease the compu-
tational burden of the machine learning model by introducing a priori
knowledge of the materials scientists directly into the input. This often
means that simpler, faster and easier-to-interpret learning algorithms can
be used. For example, decision trees [190, 191, 198, 199, 209] and linear
models [160, 210, 211] have been used to interpret the role of different
features in the learning process. As a downside, a significant amount of
time is often spent on designing the descriptor. To make the prototyping
and comparison of these descriptors easier, application-agnostic descriptor
libraries are now being developed [212–214]. Section 4.1.2 introduces one
such library that I have developed during my doctoral studies.

3.3.2.2 Feature learning

In feature learning or representation learning we let the learning algo-
rithm transform the data into a form that is most informative. From the
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perspective of materials science, this means that we move the focus from
influencing the learning with existing knowledge and instead try to gain
new knowledge from the representation formed by the model. This ap-
proach offers interesting possibilities in terms of extracting new materials
knowledge and insight.

A simple form of feature learning is provided by feature extraction. In fea-
ture extraction, the original input is transformed into a more informative
representation and the new features are ranked according to an internal
criterion, such as variance in the case of principal component analysis
(PCA) [215], or Kullback–Leibler divergence in the case of t-distributed
stochastic neighbor embedding (t-SNE) [216]. By selecting only a few of
the most highly ranked features, the samples and their properties can be
mapped into informative visualizations that can reveal patterns behind
materials data and processes. The features found through such projection
methods have been used to automatically distinguish different structural
motifs in MD simulations [141], in creating informative visualizations of
dataset contents [217, 218], and in comparing cross-validation techniques
for materials data [219].

Feature selection is another form of feature learning where the most
informative subset of features is sought. As such it is distinct from feature
extraction as new features are not created through machine learning. This
approach has been utilized in the form of compressed sensing [220, 221]
and subgroup discovery [222]. In these studies, a large number of possible
explanatory features were reduced into a subset that could effectively
explain materials phenomena. Through this process, simple explanatory
features could be identified for metal-insulator classification [221] and
crystal structure prediction [220, 222].

Specific neural network architectures can also be considered as a form of
feature learning. A typical approach is to include information bottlenecks
directly into the network architecture by limiting the size or expressiveness
of the hidden layers at a selected point in the architecture. This effectively
forces the model to learn an informative internal description for the input,
also providing a form of regularization by limiting the complexity of the
model. The learned features are contained in the weights of the neural
networks, and depending on the network design they can sometimes be
inspected directly to gain insight for the underlying decision mechanism.
For example, in convolutional neural networks, the convolutional filters
capture specific features at different hierarchical levels. The analysis of
these filters is common in the image recognition community but is also
being done in the context of materials science [178, 223, 224]. Different
forms of autoencoder networks [225] are designed to encode a larger input
space into a compact internal representation, called a code. The code can
then be optimized to capture information that is relevant for a specific
task. Analysing the optimized code can reveal important materials insight,
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such as similarity of atomic elements [226] and even be used to guide
the synthesis of novel molecules [113]. Graph networks also provide a
natural framework for insightful feature learning. The internal weights,
also called embeddings, for nodes and edges of the graph network, can
encode information about individual atoms and their interactions, that can
be analysed by the materials’ scientists. For example, the atom-specific
embeddings in graph neural networks have been demonstrated to learn to
differentiate atoms by their chemical and physical identity when trained
on the formation energies of crystals [121, 183].

Feature learning provides a promising avenue for expanding the scope
and ease of applicability of machine learning [196]. It reduces human
bias and labour from the learning process and can ultimately be used to
extract patterns in the data that would not even be possible with human
intuition. Still, in practice feature learning is often computationally heav-
ier and prone to overfitting. Also, especially in the case of deep neural
networks, a certain finesse of network architecture design and training is
required [196], that necessitates human expertise.

3.3.3 Challenges and best practices

The chapter is concluded by illustrating some of the remaining challenges
and best practices that are associated with the use of machine learning in
materials science. Addressing these challenges requires extensive collabo-
ration and cross-disciplinary efforts, and more systematic ways of dealing
with them will surely be introduced as the field of materials informatics
progresses.

Materials databases and other general data storage platforms have made
the distribution of materials data easier, and several cohesive datasets
and pretrained models are available. Often, however, it is more important
to share the entire codebase or workflow that was used. Projects such
as OpenML [227] and DLHub [228] are the first examples of such model-
and-data sharing platforms. As the number of different combinations of
datasets, descriptors, and machine learning models explodes, developing
and using such comprehensive sharing platforms is becoming increasingly
important for reproducibility.

Correctly estimating the expected prediction error for machine learning
models can be difficult as subtle biases are easily included. The initial
dataset, which is used for training and estimating the test error, should
be chosen in a way that reflects realistic materials data. Often materi-
als data is clustered into groups and the possible prevalence of certain
materials groups in the used dataset can skew the training [219]. In re-
gression and classification different performance metrics capture different
phenomena in the quality of the prediction. Thus relying only on a single
metric is rarely the best approach. All these intricacies call for more stan-
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dardized ways in reporting the contents of the dataset, dataset divisions,
performance metrics and cross-validation methods when applying machine
learning in materials science.

Especially through the introduction of deep learning, the ability for
humans to understand and review the decision processes made by machine
learning has become increasingly hard. Especially as machine learning
is being applied in the social sciences [229], the discussion around model
interpretability is bound to be a recurring theme. The dilemma is that non-
convex learning algorithms guided by simple loss functions often provide a
very good performance by several criteria but are prone to learn patterns
that may turn out to be misleading or susceptible to tampering [230]. It is
thus advisable to perform simple checks, guided by physical intuition, to
reveal misguided learning early on, or to prefer more interpretable models
over absolute performance.
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4. Materials informatics development
and application

Having introduced the general concept and methods for materials infor-
matics, this chapter now elaborates on the contributions made by the
author to advance the field in different fronts. The research topics are
divided into two categories: the materials informatics software developed
in Publications V and II and the applications of machine learning and
data mining for materials discovery presented in Publications III and I.
Publication IV is a review article, which is not discussed here in detail, as
the topics it encompasses are already covered by chapters 2 and 3.

4.1 Software

4.1.1 MatID: Automated structural classification and analysis

The act of collecting materials data inherently requires an underlying
structure and relations for the data, also known as an ontology, as already
discussed in section 2.1. An ontology, could for example, be built around
the structural classification of materials. The structural features of a
material often dictate many of its functional properties and the suitability
for specific applications. Being able to categorize and search materials by
their structural properties is thus an important feature for any materials
data source. An example of a structural ontology for materials is given in
Figure 4.1, which illustrates structural classifications and their relations
in a single materials tree-of-life. As the data volume and heterogeneity in
materials’ databases keep increasing steadily, automating the classification
of atomistic structures according to a structural ontology is becoming a
necessity.

To address this challenge, I have developed the MatID software (publica-
tion II), which can be used for the automated identification and analysis of
atomistic systems based on their structure. MatID can label structures by
their dimensionality, provide symmetry analysis for periodic crystals and
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Figure 4.1. Example of a structural ontology for materials. The first classification level is
based on the dimensionality of the structures and further branches distinguish
structural building blocks and other structural properties, like the presence
of long-range order. The branches have been labeled with more common
expressions for certain structure types. Reproduced from Publication II (CC
BY).

offers extensive identification tools for two-dimensional structures.
The first level of structural classification provided by MatID comes from

the dimensionality of the system. Atomic systems are categorized as 0D,
1D, 2D or 3D based on how many dimensions of the system are structurally
connected. Examples of the different categories include molecules and
atoms for 0D, nanotubes and polymers for 1D, surfaces and 2D materials
for 2D, and crystals and other bulk structures for 3D. In typical settings, the
dimensionality is not explicitly provided for atomistic structures. Instead,
the structure is specified using unit cell vectors, atomic positions and
species, and the periodicity of the unit cell vectors as boolean values. The
periodic directions of a simulation cell cannot be directly used to determine
the dimensionality as often even finite systems are computed with periodic
boundary conditions combined with vacuum gaps. To reliably determine
the dimensionality of a system, I have developed a modified version of the
topology-scaling algorithm (TSA) [231]. The algorithm is illustrated in Fig.
4.2 and is based on analyzing how the number of atomic clusters scales
when going from the original system to a larger supercell. MatID provides
a formal definition for the dimensionality D as

D =
{

npbc − logn(Nn), when npbc �= 0

0, when npbc = 0
(4.1)

40



Materials informatics development and application

where Nn is the number of disconnected atomic clusters in a supercell that
is repeated n times in each periodic direction and npbc is the number of
periodic dimensions. The clusters are detected using the Density-Based
Spatial Clustering of Applications with Noise (DBSCAN) [232] clustering
algorithm which does not require an initial guess for the number of clusters.

Figure 4.2. Illustration of the dimensionality detection. The images show a 2× 2× 2
supercell (original system highlighted in blue) for 0D, 1D, 2D and 3D systems.
All systems have three periodic directions (npbc = 3). The dimensionality
depends on how the number of spatially separated clusters changes when
going from the original cell to the supercell and is given by D = npbc− logn(Nn),
where n is the number of repetitions in each periodic direction, Nn is the
number of disconnected atomic clusters in the supercell and npbc is the number
of periodic directions.

Going beyond detecting the dimensionality, MatID provides extensive
analysis and identification tools for periodic crystals. MatID uses the sym-
metry library spglib [233] to calculate basic symmetry properties such as
symmetry operations, the space group, the point group and the primitive
cell. In addition to these properties, MatID provides the chirality, the crys-
tal system, the Bravais lattice and the parameters associated with Wyckoff
positions. MatID also offers an updated method for determining the con-
ventional cell of a crystal. Often there are multiple, symmetry-equivalent
ways to assign the Wyckoff positions for atoms within a conventional cell.
Any of the different selections can be made without changing the symmetry
properties of the crystal. An example of the non-uniqueness of the Wyck-
off position occupation is given in Figure 4.3, which shows two possible
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ways to construct a conventional cell for sodium chloride in the rocksalt
structure. Unlike existing methods for constructing the conventional cell,
MatID provides consistent selection rules that enable the determination
of a unique Wyckoff position assignment for atoms. This enables a more
standardized visualization of materials and can also be used to better
identify and search through materials. The algorithm used by MatID to
select a unique set of Wyckoff positions is given in Appendix A.

Figure 4.3. Two different representations for the conventional cell of sodium chloride
in the rocksalt structure. The leftmost structure has four sodium atoms
in Wyckoff position a, and four chlorine atoms in Wyckoff position b. The
rightmost has the positions reversed. Both represent the same material but
only differ in how the occupation of the Wyckoff positions is chosen to construct
a real-space representation of the crystal. MatID provides consistent selection
criteria (see Appendix A) that can be used to uniquely select one of these
choices. This enables more standardized visualization and identification of
bulk materials.

MatID also provides tools for detailed classification of two-dimensional
structures, including both surfaces and 2D materials. An overview of this
analysis is given in Figure 4.4. MatID can detect the underlying unit cell
by searching for translationally repeating substructures within the given
geometry. Unlike existing symmetry detection routines, this works even
in the presence of defects and dislocations and does not require explicit
search patterns. Depending on the number of repeated layers and the
thickness of the detected unit cell, the material is then subcategorized
into a surface or a 2D material. The threshold parameters controlling
this separation can be provided by the user. Once the underlying unit
cell has been indentified, two-dimensional structures can be automatically
linked to their bulk counterpart creating structural relationships within
materials data. By looking for irregularities in the translational repetition
of the detected unit cell, any possible outliers can also be detected. These
outlier atoms include adsorbates, reconstructions, and defects. For a more
detailed description of the algorithms used to analyse two-dimensional
structures, see publication II.

The detection and analysis of two-dimensional materials provided by
MatID were tested on a realistic dataset of atomistic structures. This
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Figure 4.4. Overview of the analysis that MatID provides for two-dimensional structures.
Given a structure, the corresponding unit cell can be detected automatically.
By using information from this cell, the entire surface can be mapped and any
outlier atoms can be detected. By combining information from the detected
cell and outliers, the structure may be classified further.

dataset consisted of 394 332 structures extracted from the NOMAD
Archive [23], representing a diverse set of structures used in computational
studies. From this full dataset, 14 959 were identified as two-dimensional
and the cell and outlier detection was performed for all of them. The
chemical formula of the detected outliers and the rest of the system were
used to group the materials. This resulted in 192 groups, for which visual
inspection was feasible by selecting a representative sample from each
group. The visual inspection was used to assess the correctness of the
classification: the material type, the found cell, and the detected outliers.
Seven structures were rejected as having too large or too sparse unit cells
to represent valid 2D materials or surfaces. The parameters that control
these rejection criteria can, however, be adjusted based on user prefer-
ences. From the remaining set 183/185≈ 99% were correctly classified into
a surface or 2D material, had a correct cell and correct outliers. Figure 4.5
demonstrates the diversity of the correctly classified structures.

The results demonstrate that the structural analysis tools that I have
developed are suitable for the automated structural classification of large
materials datasets and can accurately label structures with meaningful
information. Currently, MatID is integrated as a part of the analysis
tools powering the NOMAD Encyclopedia [234] that hosts and analyzes
atomistic materials data from diverse sources.
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(a) Pristine 2D mate-
rial.

(b) 2D material with
substitution.

(c) 2D material with ad-
sorbate.

(d) Pristine surface. (e) Surface with multi-
ple adsorbates.

(f) Stepped surface with
a substitution and
adsorbate.

(g) Surface with two dif-
ferent terminations.

(h) Chemisorption. (i) Surface with a recon-
struction.

Figure 4.5. Examples of two-dimensional structures identified by MatID from the NO-
MAD Archive. The top right corner in each image shows a primitive cell
corresponding to the unit cell identified by the algorithm. All detected outlier
atoms are highlighted in blue. Reproduced from Publication II (CC BY).
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4.1.2 DScribe: Library of descriptors for machine learning in
materials science

As discussed in section 3.3.2.1, feature engineering provides a way for
materials scientists to exploit prior knowledge. Especially for atomic scale
problems that are sensitive to the detailed geometry and chemistry of a
material, an appropriate descriptor choice might be crucial.

Unlike for the Schrödinger equation, the nuclear charges and atomic
positions are typically not a suitable representation of atomistic systems for
machine learning. As atomic positions do not offer a unique representation
for a structure, the machine learning model would have to learn physical
invariances for every data set, significantly increasing the amount of
required training data and time. Typical requirements for a descriptor are:

i) Invariant with respect to spatial translation of the coordinate system:
isometry of space.

ii) Invariant with respect to rotation of the coordinate system: isotropy
of space.

iii) Invariant with respect to permutation of atomic indices: changing
the enumeration of atoms does not affect the physical properties of
the system.

iv) Unique: an atomic structure corresponds to a single descriptor and
the descriptor itself corresponds to a single property.

v) Continuous: small changes in the atomic structure should translate
to small changes in the descriptor.

vi) Compact: the descriptor should contain sufficient information of the
system for performing the prediction while keeping the feature count
to a minimum.

vii) Computationally cheap: the computation of the descriptor should
be significantly faster than any existing computational model for
directly calculating the physical property of interest.

The research and development of descriptors for encoding an atomistic
structure is an active area of research, and several approaches have been
introduced recently [140, 142, 148, 149, 151, 173, 203, 204, 207, 208]. Usu-
ally, multiple descriptors have to be tested to find a suitable representation
for a specific task [235] and the software to perform the transformation
from atomic geometries to descriptors is scattered in different libraries or
missing altogether.

To make the comparison and testing of descriptors easier, I have initiated
the development of the python library DScribe (publication V), which gath-
ers multiple descriptor implementations into a single software package.
DScribe focuses on the efficient and scalable creation of descriptors that
require only the atomic coordinates and chemical species, and is agnostic
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Name Summary Application Examples

Coulomb ma-
trix [140]

Encodes atomic species and pairwise dis-
tances of a finite structure in a two-
body matrix inspired by the form of the
Coulomb potential.

Atomization ener-
gies [140], excited state
energies [236], multi-
pole moments [237],
molecular orbital ener-
gies [217]

Ewald sum ma-
trix [151]

An extension of the Coulomb matrix for
periodic systems using Ewald summation
to calculate the Coulomb interaction.

Formation ener-
gies [151]

Sine matrix [151] An extension of the Coulomb matrix for pe-
riodic systems using a computationally ef-
ficient, non-physical interaction that mim-
ics the behaviour of an electrostatic poten-
tial.

Formation energies [142,
151]

Many-body
Tensor Rep-
resentation
(MBTR) [207]

Uses kernel density estimation to capture
a weighted distribution of atomic num-
bers, pairwise distances and angles in a
finite or periodic atomic structure.

Atomization ener-
gies [207, 238], for-
mation energies [207],
molecular orbital ener-
gies [217]

Atom-centered
Symmetry
Functions
(ACSF) [173]

Uses specialized ad hoc symmetry func-
tions to efficiently encode the presence of
pairwise distances and angles around a
single atom.

Potential energy sur-
faces [173, 239, 240],
partial charges [174,
241, 242]

Smooth Over-
lap of Atomic
Positions
(SOAP) [204]

Encodes a local geometry in an atomic
structure by forming a Gaussian-based
atomic density and decomposing it with
spherical harmonics and radial basis func-
tions.

Potential energy sur-
faces [117, 243, 244],
band gaps [245], dipole
polarizabilities [246]

Table 4.1. Overview of the descriptors currently included in the DScribe library. The
applications column contains examples of the physical properties that have
been modeled by using the descriptor as an input for machine learning.

to the intended machine learning method. The descriptors included in the
package are summarized in Table 4.1.
DScribe is integrated into the python-focused software ecosystem for

machine learning through its python interface. The default output for
each descriptor is a constant-sized feature vector, that is directly compati-
ble with various machine learning algorithms, including supervised and
unsupervised learning. Internally, the library leverages custom C/C++ ex-
tensions to speed up the most intensive calculations and provides built-in
data-parallelization for efficiently handling larger datasets. An example of
the library usage is given in Figure 4.6.

The software has been developed with an emphasis on modern software
engineering practices. A continuous integration (CI) system automatically
runs a series of regression tests when changes in the code are introduced.
The code coverage is measured during these tests as a percentage of visited
code lines in the python interface. The full history of the source code is
maintained under version control, and we have created a dedicated home
page at https://singroup.github.io/dscribe/, which provides additional tu-
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from ase.build import molecule

from dscribe.descriptors import SOAP

# Define the atomic system

system = molecule("H2O")

# Setup the descriptor

soap = SOAP(species=["H", "O"], rbf="gto", rcut=3, nmax=10, lmax=8)

# Query the number of features

n_features = soap.get_number_of_features()

# Get output as a dense or sparse array

output = soap.create(system)

# Get output for multiple systems

systems = [molecule("H2"), molecule("O2")]

outputs = soap.create(systems, n_jobs=2)

Figure 4.6. Example of creating descriptors with DScribe. The structures are defined as
ase.Atoms objects using the ase library [95]. In this case predefined molecule
geometries are used. The usage of all descriptors follows the same pattern: a)
a descriptor object is initialized with the desired configuration b) the number
of features can be requested with get_number_of_features c) the actual output is
created with create-method that takes one or multiple atomic structures and
possibly other arguments, such as the number of parallel jobs to use.

torials and full code documentation. To ensure the longevity of the library,
it has been designed to be easily extendable with novel descriptor imple-
mentations and we encourage external contributions.

I have demonstrated the applicability of the library by comparing the
performance of different descriptors in predicting the formation energy of
inorganic crystals and the ionic charges in small organic molecules. Kernel
ridge regression was used as the machine learning algorithm for both
tasks. The formation energies and corresponding relaxed structures were
extracted from the OQMD 1.1 database [60]. To analyze how the prediction
error behaves as a function of training set size, the model was trained on
different total dataset sizes of 1024, 2048, 4096, 8192 and 16384 randomly
selected samples with a 20%/80% test/train split. Figure 4.7 shows the
resulting learning curves for multiple descriptors. The best achieved mean
absolute error is 0.117 eV/atom. Similar levels of error have been proven
to be applicable for virtual screening of materials by stability [190, 198].
By using a machine learning model that can more intelligently utilize local
geometries even lower error can be achieved [121, 139, 183].

The atomic structures for the ionic charge prediction come from the
GDB-9 dataset [247]. This dataset encompasses 133 885 small organic
molecules containing hydrogen, carbon, nitrogen, oxygen, and fluorine. The
structures are relaxed with DFT (B3LYP functional and the 6-31G(2df,p)
basis set) and the ionic charges are calculated by using the Coupled Cluster
Single Double (CCSD) -theory and Mulliken population analysis. For each
chemical species, a dataset of 10 000 randomly selected samples (except
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Figure 4.7. Mean absolute error for formation energies in the test set as a function of
training set size. The data consists of inorganic crystals from the OQMD
database. The predictions are performed with kernel ridge regression and
five different descriptors: Ewald sum matrix, Coulomb matrix, sine matrix,
MBTRk=1,2,3 and an averaged SOAP output for all atoms in the crystal. The
figure shows an average over three randomly selected datasets, with the
standard deviation shown by the shaded region. Reproduced from Publication
V (CC BY).

for fluorine for which only 3314 samples were available) were used with a
20%/80% test/train split. The parity plots containing a comparison between
the true CCSD charges and the predicted charges are shown in Figure 4.8.
The best model based on SOAP achieved a mean absolute error of only
0.0054 e. This machine learning-based charge model offers a great balance
between accuracy and computational speed, with potential applications
in the parametrization of partial charges for classical force fields and
quantitative structure–activity relationship (QSAR) modeling [248].

One of the long-term objectives of the library is to lower the barrier of
applying machine learning in materials research. To achieve this goal,
the software was designed to be easily integrated and used in various
workflows related to materials informatics. This design has so far proven
to be successful as currently DScribe is integrated as a part of the data
mining framework matminer [214] and has been already applied in super-
vised and unsupervised learning tasks for molecules [217] and machine
learning-based exploration of crystalline structures [249]. Adding the pos-
sibility to calculate the gradients of the descriptors with respect to atomic
coordinates and descriptor hyperparameters is an important addition that
is currently missing from the package. This gradient information would
further accelerate the adoption of the software, as it would enable efficient
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calculation of forces directly from differentiable energy regression models
and the use of gradient-based hyperparameter optimization.
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Figure 4.8. Parity plot of ionic charge prediction results from the test set against true
CCSD ionic charges. The predictions are performed with kernel ridge re-
gression using SOAPgto (gaussian type orbital basis), SOAPpoly (polynomial
basis) and ACSF. The mean absolute error (MAE), root mean square error
(RMSE), squared Pearson correlation coefficient (R2) and maximum error are
also shown together with the total error distribution in the inset. Adapted
from Publication V (CC BY).
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4.2 Applications

4.2.1 Database-driven screening of coating materials for hybrid
perovskite solar cells

The introduction of large, open materials databases, as discussed in sec-
tion 2.3, has opened up the possibility of extracting valuable materials
information by mining existing data. In publication III, I participated in
using such a data mining approach in the search of coating materials for
hybrid perovskite-based solar cell (PSC) materials.

This relatively new family of solar cell materials has recently gained at-
tention due to their efficiency, affordability and environmental friendliness.
However, the stability of the material remains a problem. PSCs quickly
degrade when exposed to heat, oxygen and moisture [250–254]. Coating
these materials has been proposed as a solution, but requires compatibility
with the PSC structure, specific electronic properties, non-toxicity, and low
manufacturing price.

Figure 4.9. High-throughput screening scheme to extract possible coating materials from
AFLOW. The six filtering criteria are listed in the middle and the corre-
sponding number of remaining compounds is given by the numbers in yellow.
Reproduced from Publication III (CC BY).

The screening for suitable PSC coating materials was based on compu-
tational data from the Automatic Flow for Materials Discovery (AFLOW)
database [59]. AFLOW contains entries for nearly 2 million materials,
structurally relaxed with DFT using the Perdew-Burke-Ernzerhof (PBE)
exchange-correlation functional [255]. A sequence of filtering criteria,
shown in Figure 4.9, was used to narrow the search down to the most
promising coating candidates. The Application Programming Interface
(API) provided by AFLOW was used to specify a search query for crawling
the database for materials filling screening criteria C1, C2 and C3. For the
coating to protect the PSC from moisture, it must be insoluble to water.
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Filtering criteria C4 is thus based on the water solubility of the coating.
Filtering criteria C5 and C6 are based on requiring the candidate struc-
tures to have rectangular lattice vectors that are compatible with the cubic
perovskite cells together with a lattice mismatch below 5 %. After the final
filtering stage, 93 coating materials were left. The remaining materials
and their lattice mismatch against 12 different PSC structures are given
in Figure 4.10.

Figure 4.10. Summary of the lattice mismatch between the 12 considered perovskites
(vertical axes) and suitable coating materials (horizontal axes). C, T, O, M, H
and R are short for cubic, tetragonal, orthorhombic, monoclinic, hexagonal
and rhombohedral crystal structures, respectively. Some materials have
multiple matches with different cell sizes. s denotes a match with 2



2×2



2

cell, the others being 2×2. Adapted from Publication III (CC BY).

The screening reveals materials that have already been demonstrated as
transport or mesoporous scaffold layers in hybrid perovskite devices, such
as NiO [256, 257], PbO [258, 259], ZnO [260], TiO2 [261], ZrO2 [262] and
Al2O3 [263], validating our methodology. However, we also found novel
materials candidates. Analysis of the dominant charge carriers reveals
that some of the coating materials could also function as charge transport
layers.

This screening procedure demonstrates the high re-use value of materials
data. The AFLOW database is originally constructed by computationally
recreating experimentally known crystal structures and using combinato-
rial search to find novel compounds. Although this original motivation is
unrelated to the presented study, the resulting data was easy to re-purpose
as it was readily available and documented. This highlights the importance
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of systematic data curation in making most out of the resources invested
in materials research.

Although a successful coating depends on many factors that go beyond
this study – including the detailed interface structure and deposition
conditions – the identified coating material candidates serve as a starting
point for further computational and experimental studies.

4.2.2 Machine learning based screening of catalytic activity in
nanoclusters

Materials discovery is one of the key application areas for machine learn-
ing in materials science, as discussed in section 3.2.2. Machine learning
models can be trained on existing high-quality data to build fast, approxi-
mate surrogate models that can then be utilized in materials exploration.
In Publication I I took part in constructing such models for efficiently
identifying optimal nanocluster geometries for catalysis.

Metallic nanoclusters have gained significant attention due to their
catalytic properties [264, 265]. Currently, expensive noble metals, often
based on platinum group metals (PGMs), are used for catalysis and a
campaign for replacing them with earth-abundant materials has been
launched by the European Commission [266]. One key catalytic process
that still relies on noble metal catalysts is the scalable production of
hydrogen through water splitting. When electrolytically splitting water
into hydrogen and oxygen, the hydrogen evolution reaction (HER) takes
place at the cathode of an electrolysis cell [267]. Replacing noble metals by
non-PGMs in this reaction is a key motivation for this study.

In the search for non-PGM materials, the adsorption energy of hydrogen
atoms on the nanoclusters was used as a proxy for estimating the catalytic
activity. This choice is motivated by the Sabatieur principle, according
to which the sites with not too strong, but also not too weak hydrogen
adsorption energies are promising for HER [268, 269]. However, even
with this approximation, the direct computational screening of adsorption
energies for several nanoclusters with electronic structure theory quickly
becomes prohibitively expensive.

To surpass the high computational cost of electronic structure theory
methods, a machine learning-based regressor was developed for quickly
estimating the adsorption energy of hydrogen on different adsorption
sites. The goal was to prove the viability of this approach by trying to
achieve an accuracy that would be useful for the fast pre-screening of
nanoclusters and individual catalysis sites. Several geometries for two non-
PGM nanocluster compositions – molybdenum disulfide and gold-copper
alloys – were used due to their promising catalytic properties [270–273].
The adsorption energies used for training and testing were calculated
with DFT, as implemented in the CP2K software [274], using the PBE
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Figure 4.11. Illustration of the adsorption site scanning on the a) MoS2 nanocluster and
the b) Au40Cu40 nanocluster. The DFT-based adsorption energies of the sites
are indicted by their colour. Adapted from Publication I (CC BY).

functional [255] and a MOLOPT-SR-DZVP basis set [275].
An example of the adsorption energy screening is given in Figure 4.11.

It shows the sampling of hydrogen adsorption sites on two nanoclusters,
with the sites coloured by their adsorption energy. The adsorption en-
ergy is highly specific to the detailed geometry around the adsorption
site. Because of this, the descriptors that are used as input for the ad-
sorption energy regression need to very accurately encode the nanocluster
geometry. We tested three different descriptors that encode the whole nan-
ocluster structure: Coulomb matrix [140], Many-body Tensor Representa-
tion (MBTR) [207], and Atom-centered Symmetry Functions (ACSF) [173]
which were summed over all atoms in the system. We also tested two
inputs that only describe a local region around the adsorption site: ACSF
calculated only for the adsorbed hydrogen atom (ACSFH) and Smooth
Overlap of Atomic Positions (SOAP) [204]. Kernel ridge regression with a
Gaussian kernel was used for performing the regression. Optimal kernel
hyperparameters were selected with a grid-search based cross-validation
scheme.

The performance of different descriptors for predicting the hydrogen
adsorption energy is shown in Figure 4.12. It shows how the mean absolute
error in the test set reduces with increasing training set size, and the
differences in learning rate between different descriptors and different
nanoclusters. The results demonstrate the validity of using machine
learning-based regression for modeling adsorption energies. However,
special attention should be paid to the application domain of the models as
the prediction error is sensitive to the complexity of the training geometries.
For the considered binary materials, MoS2 and CuAu, a mean absolute
error around 0.1 eV can be routinely achieved when the model is trained
on different nanocluster geometries of the same composition. However,
when only single nanocluster geometries are considered the adsorption
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Figure 4.12. The mean absolute error (MAE) of the adsorption energies in the test set as
a function of the training set size. These learning curves are calculated for
several descriptors and different nanoclusters. Figures a) and b) show the
results for selected single MoS2 and AuCu clusters respectively. Figures c)
and d) show the results when trained on multiple different MoS2 and AuCu
cluster geometries. Adapted from Publication I (CC BY).

error can be as low as 0.01 eV. The different learning rates demonstrate
that the prediction is sensitive to the descriptor choice. This highlights the
importance of feature engineering in this particular application when using
KKR to perform the regression. The local geometry around the adsorption
site is shown to largely determine the adsorption energy, as there is little to
no reduction in the model error when information from the entire structure
is included. When comparing several descriptors, the SOAP descriptor
provides the best performance when considering individual descriptors
and dataset sizes above 1000 samples.
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5. Summary and outlook

This chapter provides a summary of the research objectives and contribu-
tions made by the author to advance the field. The thesis is then concluded
with an outlook on the future.

5.1 Summary

One of the objectives of this thesis was to provide an up-to-date overview
of the development and challenges that the field of materials informatics
faces for anyone interested in applying data-driven methods in materials
research. This was done by reviewing the current status from the perspec-
tive of computational, atomistic materials science. As machine learning
is a major constituent and driving force behind the data-driven paradigm,
a separate chapter was reserved for covering the details behind applying
machine learning to materials data. The review illustrates how the entire
life-cycle of materials data–including the creation, storage, distribution
and analysis of data–has been re-imagined by data-driven design and tools,
and chapters 2 and 3 introduce the data-powered research infrastructure
that have emerged within the last 10–20 years.

In this thesis I presented several lines of original data-driven research. I
developed materials informatics software for automated structural clas-
sification of complex atomistic geometries and the efficient description of
atomistic geometries for machine learning. This software (and its doc-
umentation) is provided with an open-source license and is available to
anyone, and has already been used and extended by external users and
contributors, showcasing its relevance to the community.

Next I presented two applications of data-driven materials discovery. The
first study used data mining to discover coating materials for perovskite-
based solar cells by intelligently reusing existing ab initio materials data.
By using filtering rules based on structural, electronic and chemical prop-
erties, the study identified several new coating material candidates. The
second study analyzed the performance of several different descriptors
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for building a machine learning-based surrogate model for hydrogen ad-
sorption on nanoclusters, a process that is relevant for catalysis through
the hydrogen evolution reaction. The study reveals optimal features for
describing the catalytic reaction. These features can be used as a basis
for building a computationally viable approach towards high-throughput
screening of nanoclusters for catalysis.

5.2 Outlook

As the sophistication and structural heterogeneity of materials data in-
frastructures increases, automated structural classification will become
increasingly important. The software introduced in this thesis establishes a
good basis for the automation of many relatively simple systems. However,
structures that have multiple components and less well-defined structural
prototypes are very hard to correctly capture by algorithms that are based
on human-engineered classification rules. Thus exploring the usage of
machine learning for the classification of 3D atomic structures would be
a natural progression considering the success of machine learning-based
object detection in 2D images.

Feature engineering for atomistic machine learning is showing no signs
of slowing down. To accommodate new approaches the software intro-
duced in publication II will be updated and improved. I hope that the
library provides a platform where the community can openly co-operate
and discuss results and ideas. As one of the big challenges in the field is
the reproducibility of results, a key improvement would be to incorporate
dynamically updated, open benchmark results in the online documentation.
Providing the benchmark code and results for different combinations of
descriptors, learning methods, and datasets would bring additional value
to the library by helping researchers to make an informed choice between
different alternatives.

This thesis has demonstrated how the data-driven paradigm has already
affected materials research on multiple fronts. It has been exciting to
witness and take part in this change, and undoubtedly an increasing share
of materials research will be augmented by some form of informatics in
the future.
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[125] M. Todorović, M. U. Gutmann, J. Corander, and P. Rinke. Bayesian inference
of atomistic structure in functional materials. npj Comput. Mater., 5(35),
2019.

[126] T. Ueno, T. D. Rhone, Z. Hou, T. Mizoguchi, and K. Tsuda. Combo: An
efficient bayesian optimization library for materials science. Mater. Discov.,
4:18–21, 2016.

[127] T. Yamashita, N. Sato, H. Kino, T. Miyake, K. Tsuda, and T. Oguchi. Crystal
structure prediction accelerated by bayesian optimization. Phys. Rev. Mater.,
2:013803, 2018.

[128] S. Kiyohara, H. Oda, K. Tsuda, and T. Mizoguchi. Acceleration of stable
interface structure searching using a kriging approach. Jpn. J. Appl. Phys.,
55(4):045502, 2016.

[129] R. Hastie, Trevor Tibshirani and J. Friedman. The Elements of Statistical
Learning: Data Mining, Inference, and Prediction. Springer, New York,
2009. ISBN 978-0387848570.

[130] D. H. Wolpert. The lack of a priori distinctions between learning algorithms.
Neural Comput., 8(7):1341–1390, 1996.

[131] D. H. Wolpert and W. G. Macready. Coevolutionary free lunches. IEEE
Trans. Evol. Comput., 9(6):721–735, 2005.

[132] S.-i. Amari, N. Fujita, and S. Shinomoto. Four types of learning curves.
Neural Comput., 4(4):605–618, 1992.

[133] H. S. Seung, H. Sompolinsky, and N. Tishby. Statistical mechanics of
learning from examples. Phys. Rev. A, 45:6056–6091, 1992.

[134] C. Cortes, L. D. Jackel, S. A. Solla, V. Vapnik, and J. S. Denker. Learn-
ing curves: Asymptotic values and rate of convergence. In J. D. Cowan,
G. Tesauro, and J. Alspector, editors, Advances in Neural Information Pro-
cessing Systems 6, pages 327–334. Morgan-Kaufmann, 1994.

[135] J. Hestness, S. Narang, N. Ardalani, G. Diamos, H. Jun, H. Kianinejad,
M. M. A. Patwary, Y. Yang, and Y. Zhou. Deep Learning Scaling is Pre-
dictable, Empirically. arXiv e-prints, art. arXiv:1712.00409, 2017.

[136] L. Himanen, A. Geurts, A. S. Foster, and P. Rinke. Data-driven materials
science: Status, challenges, and perspectives. Adv. Sci., 6(21):1900808,
2019.

[137] G. Pilania, A. Mannodi-Kanakkithodi, B. P. Uberuaga, R. Ramprasad,
J. E. Gubernatis, and T. Lookman. Machine learning bandgaps of double
perovskites. Sci. Rep., 6:19375, 2016.

[138] Y. Zhuo, A. Mansouri Tehrani, and J. Brgoch. Predicting the Band Gaps of
Inorganic Solids by Machine Learning. J. Phys. Chem. Lett., 9(7):1668–1673,
2018.

[139] T. Xie and J. C. Grossman. Crystal Graph Convolutional Neural Networks
for an Accurate and Interpretable Prediction of Material Properties. Phys.
Rev. Lett., 120(14):145301, 2018.

65



References

[140] M. Rupp, A. Tkatchenko, K.-R. Müller, and O. A. von Lilienfeld. Fast and
accurate modeling of molecular atomization energies with machine learning.
Phys. Rev. Lett., 108:058301, 2012.

[141] S. De, A. P. Bartók, G. Csányi, and M. Ceriotti. Comparing molecules and
solids across structural and alchemical space. Phys. Chem. Chem. Phys., 18
(20):13754–13769, 2016.

[142] F. A. Faber, A. S. Christensen, B. Huang, and O. A. Von Lilienfeld. Alchemi-
cal and structural distribution based representation for universal quantum
machine learning. J. Chem. Phys., 148(24), 2018.

[143] R. Liu, A. Kumar, Z. Chen, A. Agrawal, V. Sundararaghavan, and A. Choud-
hary. A predictive machine learning approach for microstructure optimiza-
tion and materials design. Sci. Rep., 5:1–12, 2015.

[144] J. Shawe-Taylor and N. Cristianini. Kernel Methods for Pattern Analysis.
Cambridge University Press, New York, NY, USA, 2004. ISBN 0521813972.

[145] K. B. Petersen and M. S. Pedersen. The matrix cookbook, 2012.

[146] Jian-Wu Xu, P. P. Pokharel, Kyu-Hwa Jeong, and J. C. Principe. An ex-
plicit construction of a reproducing gaussian kernel hilbert space. In 2006
IEEE International Conference on Acoustics Speech and Signal Processing
Proceedings, volume 5, pages V–V, 2006.

[147] B. Schölkopf, R. Herbrich, and A. J. Smola. A generalized representer theo-
rem. In D. Helmbold and B. Williamson, editors, Computational Learning
Theory, pages 416–426, Berlin, Heidelberg, 2001. Springer Berlin Heidel-
berg. ISBN 978-3-540-44581-4.

[148] G. Montavon, K. Hansen, S. Fazli, M. Rupp, F. Biegler, A. Ziehe,
A. Tkatchenko, A. V. Lilienfeld, and K.-R. Müller. Learning invariant rep-
resentations of molecules for atomization energy prediction. In F. Pereira,
C. J. C. Burges, L. Bottou, and K. Q. Weinberger, editors, Advances in Neu-
ral Information Processing Systems 25, pages 440–448. Curran Associates,
Inc., 2012.

[149] W. Pronobis, A. Tkatchenko, and K. R. Müller. Many-Body Descriptors for
Predicting Molecular Properties with Machine Learning: Analysis of Pair-
wise and Three-Body Interactions in Molecules. J. Chem. Theory Comput.,
2018.

[150] F. A. Faber, A. Lindmaa, O. A. Von Lilienfeld, and R. Armiento. Machine
Learning Energies of 2 Million Elpasolite (ABC2D6) Crystals. Phys. Rev.
Lett., 117(13):2–7, 2016.

[151] F. Faber, A. Lindmaa, O. A. v. Lilienfeld, and R. Armiento. Crystal structure
representations for machine learning models of formation energies. Int. J.
Quantum Chem., 115(16):1094–1101, 2015.

[152] C. E. Rasmussen and C. K. I. Williams. Gaussian processes for machine
learning. Adaptive computation and machine learning. MIT Press, 2006.
ISBN 026218253X.

[153] S. R. Searle. Matrix algebra useful for statistics. Wiley, New York, 1982.
ISBN 0-471-86681-4.

[154] A. E. Wiens, A. V. Copan, and H. F. Schaefer. Multi-fidelity gaussian process
modeling for chemical energy surfaces. Chem. Phys. Lett. X, 3:100022, 2019.

66



References

[155] A. Kamath, R. A. Vargas-Hernández, R. V. Krems, T. Carrington, and
S. Manzhos. Neural networks vs gaussian process regression for repre-
senting potential energy surfaces: A comparative study of fit quality and
vibrational spectrum accuracy. J. Chem. Phys., 148(24):241702, 2018.

[156] G. Pilania, J. Gubernatis, and T. Lookman. Multi-fidelity machine learning
models for accurate bandgap predictions of solids. Comput. Mater. Sci., 129:
156–163, 2017.

[157] H. J. Kushner. A New Method of Locating the Maximum Point of an
Arbitrary Multipeak Curve in the Presence of Noise. J. Fluids Eng., 86(1):
97–106, 1964.
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Appendices

Appendix A: Algorithm for choosing a unique Wyckoff occupation

To define a standard real space representation for a conventional cell, a
simple algorithm can be used to uniquely decide which set of available
Wyckoff positions to use. Crystallographers have defined transformations
called normalizers for each space group. These normalizers are transfor-
mations that will permute the Wyckoff positions of atoms in the cell, while
preserving the symmetries of the crystal. All the normalizers that are
available for a certain crystal define the different real space representa-
tions of atoms in the cell. From these options we can choose one with the
algorithm shown in figure 1.

In the algorithm, all the possible representations corresponding to dif-
ferent normalizers are gathered into a candidate set. The algorithm then
goes through each tuple of Wyckoff letter and atomic number (W, Z) in a
preset order: the first loop goes through the Wyckoff letters in alphabetical
order, and the second loop goes through the atomic numbers from lowest to
highest. Whenever some of the possible representations has a structural
component corresponding to the current tuple (W, Z), the number of atoms
with this tuple N is calculated. The representation is stored to a map
structure that links each N to a list of representations and the highest N
is tracked. After all the representations are covered, the candidate list of
representations is replaced with the list corresponding to the highest N.
The algorithm stops early if the candidate set contains only one represen-
tation, which will be the standard one. The algorithm may run through all
available tuples (W, Z), and find multiple representations with the exact
same configuration of atomic species in the same Wyckoff positions. In this
case they are all equivalent and the first one is returned.

75



Appendices

Algorithm 1 Choosing a Representation for a Crystal
wyckoff_letters ← list of wyckoff letters present in representations in
alphabetical order
atomic_numbers ← list of atomic numbers present in the system ordered
from low to high
representations ← list of all available representations
for W in wyckoff_letters do

for Z in atomic_numbers do
n_atom_map ← map from number N to list of representations
n_atoms_max ← 0
for R in representations do

N ← number of atoms in R with letter W and number Z
if N >n_atoms_max then

n_atoms_max ← N
end if
add R to list in n_atoms_map[N]

end for
representations ← n_atoms_map[n_atoms_max]
if (size of representations)= 1 then

return representations[0]
end if

end for
end for
return representations[0]
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