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somehow answer the grand long-standing question of computer vision: how to make computers 
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1 Introduction

1.1 Background

In the world of today, huge volumes of digital visual content are produced

every day. Media professionals create some of this digital content, but

also ordinary people have become content producers. This content is sup-

plemented by the data produced by automatic means such as satellites,

surveillance cameras and webcams. The amount of visual data one can

access is increased by the fact that nowadays much of the data is shared

through the Internet. All in all, one is left with enormous collections of vi-

sual data from which lots of potentially useful and interesting information

could be distilled.

In order to draw full benefit from the collections, one needs to be able

to index, search and browse the collections by their content. An example

scenario could be searching the archives of a TV broadcaster in search

for particular types of entertainment programs or news clips about some

particular event in history. One could also think of some data mining

applications, for example in a futuristic scenario the surveillance camera

data from a certain part of a city could be analysed and the types of people

moving in that area at certain times of day profiled, so that the stores

in that area could better target their special offers towards these people

groups.

One possible approach facilitating the content-based accessing of collec-

tions of visual information would be to attach detailed textual annotations

to each piece of visual content. However, typically such annotations are

not provided by the content generation phase or the annotations are very

incomprehensive. Usually one would need to analyse the content of the

images and videos afterwards.

Due to its laboriousness, careful visual analysis by human inspection

and manual annotation is limited to some highest-priority applications,

such as medical diagnostics and uses in military reconnaissance. The
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range of applications for which visual analysis is practicable broadens im-

mensely if the analysis can be performed with automatic methods. This

provides a strong incentive for developing such automatic visual analy-

sis methods, which is also the topic of this thesis. If reliable automatic

methods would be available, one could imagine, for instance, letting the

computer automatically organise and index the digital images one takes

with his mobile phone.

In addition to being potentially very useful, automatic visual analysis is

such a challenging goal that a completely satisfactory solution is not even

in sight in the foreseeable future. This is not because of lack of trying.

In fact, the area has continuously attracted intense research attention

since the invention of modern electronic computers. Further research is

still needed to answer the question how to best implement an automatic

visual analysis system.

Examples of well-working visual analysis systems can be found in the

brains of animals. If one only could emulate the visual processing of the

brain, that would be an excellent solution. Indeed, some parts of early

visual processing are understood well enough so that they can be used

as an inspiration for components of an artificial visual analysis system.

However, the system-level workings of the brain remain yet too unclear

for one to be able to form an effective vision system out of elementary

components by simply replicating the biological example.

Another route to the synthesis of a visual analysis system would be first

to formulate a mathematical model of the process that generates natural

images and then to invert the model. Currently this approach does not

seem promising either. Generation of natural images is such a complex

process that modelling it in a general case seems a formidable task. Fur-

thermore, even if a model were available, inverting it even approximately

would be infeasible.

Because of the lack of a good and complete underlying theory and the

inability to decipher workings of complete biological systems, the synthe-

sis of visual analysis systems is currently an engineering discipline that

proceeds by trial and error. The systems are typically complex and con-

sist of multiple components. A large number of researchers worldwide

are continuously experimenting with new system architectures and com-

ponent technologies. Not all the components in any particular system are

usually of equally good quality. Still, through comparison of the systems

and technologies, for instance in international evaluations and standard
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benchmark tasks, well-working component technologies gradually gain

popularity in the research community. As a consequence, the performance

of the systems progressively improves.

1.2 Contents of the thesis

In this thesis, the visual analysis problem is addressed by converting the

general problem into a series of binary visual category detection tasks.

Figure 1.1 schematically shows the main components of a prototypical

category detection system. This generic system architecture has emerged

from years of experimentation in the research community—including the

decade-long investigations by the PicSOM research group—as the prevail-

ing method of constructing systems for detecting visual categories.

The presentation in the thesis formalises the architecture as a con-

cise framework—the PicSOM category detection framework. Within this

framework, various technological alternatives for implementing the sys-

tem components are discussed and compared in the light of experiments.

In this thesis, selecting a certain way to construct a category detection

system is justified empirically: if some category detection technique has

consistently produced good performance in practical category detection
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Figure 1.1. Components of a category detection system.
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experiments, then using it is well-founded. Furthermore, among alterna-

tive category detection techniques, the one that produces the best perfor-

mance in experiments can be chosen. Explicitly formulating this empiri-

cal principle may appear simplistic and self-evident. Yet it may be worth

stating in order to remind of the reason for choosing this purely empiri-

cal point of view instead of one supported by theory: there currently exist

no adequate applicable theories of complete vision systems or of visual

categories, as pointed out already in Section 1.1.

In the empirical spirit, this thesis collects together and discusses a body

of experimental knowledge. Some of the experimental results are from

the publications of the thesis, while a large part of them originates from

the published reports of experiments made by other researchers. As one

type of empirical results the publications of the thesis demonstrate that

the PicSOM category detection architecture can be successfully applied

to a wide variety of visual analysis benchmark tasks. The presented ex-

periments also empirically justify the use of some component technologies

instead of others. On basis of the diverse category detection experiments,

the thesis provides an extensive discussion of various technical alterna-

tives.

This thesis consists of an introductory part and eleven original publica-

tions, whose contents will be detailed in Section 1.3. The introductory part

is structured as follows. After this introduction, Chapter 2 provides nec-

essary background information for the forthcoming detailed discussion. It

introduces the formulation of visual analysis problems as category detec-

tion problems. It also prepares the reader for Chapter 3 by discussing the

issue of measuring category detection performance, as well as by survey-

ing some related work in the area of visual analysis.

Chapter 3 forms the methodological essence of the thesis. There a

general-level system architecture for performing the visual category

detection task is first defined in Section 3.1. The components of that ar-

chitecture are then discussed in detail. Separate Sections 3.2, 3.3 and 3.4

are devoted for feature extraction, supervised detection and fusion tech-

niques, respectively. The point of view of the discussion is empirical:

different techniques for implementing the components are compared in

the light of how well they perform in practical category detection exper-

iments. The performance of various techniques in the TRECVID 2009

benchmark is used as an important example.

Subsection 3.2.2 of the feature extraction section is an important part
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of the thesis. It discusses the Bag-of-Visual-Words (BoV) feature extrac-

tion paradigm. In recent years the BoV features—i.e. histograms of local

image features—have turned out to be very effective features for visual

category detection. The details and extensions of the BoV paradigm form

one specific focus of the experiments in a number of publications of the

thesis—and also of the discussion in this introductory part.

Chapter 4 complements the previous discussion by demonstrating how

the architecture—implemented in the PicSOM framework—is applied to

various benchmark tasks of visual analysis. These include automatic im-

age annotation (Section 4.1), object detection, localisation and segmen-

tation (Section 4.2), semantic multimedia search (Section 4.3) and robot

navigation (Section 4.4). Chapter 5 summarises the introductory part.

Most of the experimental material as well as its analysis in Chapters 3

and 4 is reproduced from the publications of the thesis. On one hand, this

saves the reader the burden of collecting the material piece by piece from

the publications. On the other hand, gathering together the somewhat

fragmentary material helps one to see how the individual experiments are

related to each other and how they contribute to the general understand-

ing of category detection systems. However, some additional experimental

results that were omitted from the publications of the thesis, mainly for

space reasons or for the sake of compactness of representation in the pub-

lications, are also reported in the introductory part of the thesis.

1.3 Content of the publications and the author’s contributions

Publications I–VI demonstrate the application of the PicSOM category

detection framework to diverse image analysis tasks. Publication I de-

scribes how the PicSOM category detection system has been applied for

the task of object detection and localisation in photographic images of the

PASCAL VOC 2006 benchmark collection. In the publication, algorithms

are proposed and validated for using unsupervised image segmentation

as a basis for object localisation. Similarly, Publication II describes the

application of an improved version of the PicSOM framework to the 2007

edition of the PASCAL VOC benchmark.

In Publication III the PicSOM framework with global image features

is applied to the automatic image annotation task, in particular to the

widely-used Corel benchmark. The article discusses the performance
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metrics of image annotation and introduces the novel de-symmetrised

termwise mutual information (DTMI) measure. In Publication IV the

PicSOM framework in an improved form is applied to a slightly different

annotation task of the Corel images.

Publication V shows how the PicSOM framework can be used in mo-

bile robot localisation. Publication VI describes the use of the Pic-

SOM methodology in semantic multimedia indexing and search in the

TRECVID 2008–2009 benchmark setting.

Publications VII–XI address the details and extensions of the BoV

methodology. They all include a set of experiments that utilise a sub-

set of VOC 2007 benchmark images and object categories. Publication

VII describes methods and experiments in selecting BoV codebooks with

various clustering algorithms and by supervised learning. In Publication

VIII techniques for combining different codebook granularities in the BoV

paradigm are described and experimentally compared. In Publication IX

spatial extensions to BoV are described and compared in experiments,

including the novel spatially soft tiling technique. Publication X com-

pares region matching schemes in spatial BoV extensions. Publication XI

investigates the idea of basing comparison of SIFT descriptors on the χ2

distance instead of the Euclidean one.

The methods and experiments for Publications I–IV and VII–XI have

been designed and implemented by the author of the thesis. The co-author

has assisted in evaluating and reporting the results. The present author

participated in performing the experiments for Publication V and wrote

a part of the text. The writing of Publication VI was coordinated by the

author of the thesis. The design of the methods and experiments, as well

as writing of Publication VI was a collaborative effort by all the authors.

1.4 Contributions of the thesis

The author considers the following to be the most important contributions

of this thesis:

1. Providing a unified viewpoint to the decade-long PicSOM research un-

der the framework of visual category detection.

2. Surveying the research in the area of category detection and col-

lecting together experimental evidence—both that reported by other
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researchers and that provided by the experiments with the PicSOM

system—that can be used for selecting the most suitable techniques for

implementing a visual category detection system.

3. Demonstrating that the generic PicSOM category detection framework

provides a basis on which task-specific systems can be built, resulting in

competitive performance in many visual analysis benchmark tasks and

competitions.

4. Investigating details of the BoV representation and its extensions in

numerous experiments.

5. Introducing the spatially soft tiling technique for combining spatial

scales in BoV systems.

6. Introducing the DTMI measure of image annotation quality.

The first two items in the list can be considered to be the contribution of

this introductory part of the thesis. Otherwise, the scientific contributions

of this thesis are contained within its publications.
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2 Visual category detection task

Visual information processing represents a major share of a human’s cog-

nitive tasks. We can be assured of this being the case by remembering that

a considerable proportion of the brain’s volume is devoted solely for this

purpose. It is therefore natural that from very early on, the developers of

thinking machines—computers—have been interested in automating also

this branch of information processing. Solving the computer vision prob-

lem would have opened immense possibilities of relieving humans from

most of their routine tasks, thereby revolutionising the world.

Partially this has already happened. For many applications, comput-

erised vision systems reach acceptable levels of accuracy so that human

labour can be replaced in these tasks. For example, mail can be au-

tomatically sorted in postal sorting centres by the envelopes’ zip codes

with automated systems whose accuracies approach that of human work-

ers (e.g. [101]). In another application, surveillance cameras mounted

in parking garages can automatically recognise the license plates of cars

parked there [7, 162, 213]. This facilitates—for instance—the identifica-

tion of frequent or privileged customers, automatic time-based billing of

the customers’ pre-paid accounts, or contacting the car owners if rules of

parking times are not followed.

In the seemingly simple examples mentioned above, the systems’ do-

main of application is narrow. It is well regulated what can appear in

the images. In the case of the license plate recognition application, for

instance, the system would be totally unable to deliver any usable infor-

mation of anything else in the parking area apart from the license plates,

e.g. humans moving in the area. The imaging conditions are also rather

controlled, for example the relative position of the camera and the objects

to be recognised is always the same.

Despite the encouraging examples mentioned above, computer vision is

still far from a solved problem. Generally, problems emerge when one

moves towards broader domains by relaxing the restrictions on the image
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content and imaging conditions. The accuracy of the present-day com-

puter vision systems still deteriorates to an unusably low level if the do-

main is made general enough. Such general-domain applications are of

growing importance, however, due to the huge volumes of digital visual

content produced in today’s world. For example, thousands of terrestrial,

satellite and internet television channels send and archive their broad-

casts routinely 24 hours a day. The availability of relatively cheap digital

cameras—including those in mobile phones—and webcams has made also

virtually everyone in the modern society a content producer. Inexpensive

surveillance cameras monitor many private properties and public places

nowadays. Common to these examples is that the produced image and

video streams are very uncontrolled, consisting of practically all sorts of

imagery. These are just the kind of general image domains that are very

challenging for automatic analysis. However, the ability to perform vi-

sual analysis automatically would be very valuable as the high data vol-

umes practically rule out careful manual analysis, except possibly in some

high-priority applications such as military reconnaissance and medical di-

agnostics.

In this thesis the visual analysis problems are looked at from the cate-

gory detection point of view. In category detection, the general question

of the contents of an image or a video is turned into a series of small bi-

nary decision problems: does the image belong to a particular pre-defined

visual category, for example to the category “outdoors”. The category de-

tection approach provides a route to generic image and video content anal-

ysis if only the elementary category membership problems can be solved

efficiently.

The field of visual object and category detection has seen rapid progress

during the last 15 years. The research group in which the author has

worked has been a part of the development. Since the latter half of 90s the

group has been investigating matters related to image and video retrieval.

The research has revolved around a system called PicSOM [94, 95], the

group’s image analysis and information retrieval platform. The system

was originally inspired as a visual counterpart of the WEBSOM text doc-

ument management system [84] that was built to demonstrate the power

of the self-organising map (SOM) algorithm [89]. First, the emphasis was

on interactive content-based image retrieval (CBIR). However, gradually

the repertoire was widened and the PicSOM system has been used for

analysing various category detection benchmark data sets and for partic-
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ipating in a number of benchmark competitions. This thesis describes a

part of the PicSOM research since year 2001.

Chapter 3 of the thesis is devoted to the definition and discussion of

a generic feature fusion based framework of a visual category detection

system while the remainder of this chapter provides some background for

this discussion. In this thesis, the point of view is empirical: the whole cat-

egory detection architecture and its component technologies are justified

in the light of the performance in category detection benchmarks. There-

fore, Sections 2.3 and 2.4 discuss the category detection performance mea-

sures and benchmark data sets in some length. Before that, however,

Section 2.1 elaborates on the issue of expressing visual analysis problems

in the form of category detection, and Section 2.2 lists some examples of

visual analysis tasks that have been approached by applying the cate-

gory detection methodology. Concluding this chapter, Section 2.5 provides

some historical background against which the techniques presented in the

remaining chapters of thesis can be compared.

2.1 Visual analysis as category detection

Visual analysis seeks to answer the question “What can one see in the

given image I”. Similar question can be posed about the contents of

videos. Even for just one specific image, there exists a very large variety

of correct answers to the question. To make the problem and the answers

manageable, the single open-ended question is turned in the category de-

tection approach into a series of binary questions: “Does image I belong to

category Cn”, where the index n enumerates all the categories of interest.

By defining an appropriate set of categories, an image’s content can be de-

scribed on a desired level of granularity by determining the image’s mem-

bership in each one of the categories. In practice, instead of the binary

formulation, the question is usually formulated probabilistically: “What

is the likelihood of the image belonging to category Cn”. Alternatively,

one may just want to order a given set of images {I1, . . . , IM} according to

their likelihood to belong to the category.

Figure 2.1 displays a set of images and several different image cate-

gories defined in the set. The categories can be used for indexing and

searching the set of images. For example, based on the defined categories

one can easily identify images that correspond to the description “A person
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Figure 2.1. A collection of images with some image categories marked.

indoors in summer.”

One can see from the example that the problem formulation is very

generic: the image categories can be very different in nature. The cat-

egory types can be grouped to the following classes:

1. Instances of specific object or person, e.g. “the Eiffel tower”.

2. Instances of an object class, e.g. “car”.

3. Scene types, e.g. “outdoors”.

The category types are listed in the order of increasing generality, type 1

being the most specialised. If one is able to restrict to the more specialised

category types, more specialised and therefore potentially more effective

image analysis methods can be applied. For instance, one may try to fit a

geometric transformation of a template image to the images to be tested

if one knows that one is looking for a specific object. When the target is an

object class, one may be able to benefit from the typical part composition

and geometric layout of the objects, even though there may be variability

within the object class. This is exactly what the so-called constellation

models for object recognition do [22, 54, 55].

In the methods discussed in this thesis, however, all the above men-

tioned types of image categories are handled in similar fashion. By sac-

rificing some of the accuracy brought by the possibly existing specialised

26



Visual category detection task

detection methods for the type 1 and 2 categories, the same methodol-

ogy can be applied to all category types. The thought of compromising

any accuracy may not sound very appealing. However, there are some

justifications that can be given. In practice, the application of generic vi-

sual concept detection methodology to some rather specialised tasks has

shown to produce very competitive performance (e.g. Publications I–VI of

this thesis). The last decade has seen significant improvement in the area

of generic object and category detection methods. There seems to be no

reason to believe that the development would have reached a standstill

yet. By pushing the limits of the generic category detection methods as

far as possible, one can simultaneously gain improvement in many differ-

ent specialised tasks. Only when a saturation point is reached of no more

easy improvement by generic methods would it appear necessary to try to

reach further gains by delving into the particulars of the more specialised

individual problems.

One driving force promoting the development of straightforward,

generic methods applicable for many different types of categories comes

from practice. On one hand, the huge data volumes speak for straight-

forward and rather lightweight category detection. The geometric object

detection methods such as constellation models can scale badly with in-

creasing data volumes. At least with the current computer resources,

computational complexity is an issue. On the other hand, in practice it

has turned out to be beneficial to detect hundreds of different categories,

for example for the purpose of indexing multimedia collections. Given

the number of categories, hand-crafting a specialised detector for each

concept is out of the question. Generic category detection is therefore

called for. Interestingly, also psycho-visual experiments have inspired

frameworks capable of learning a large number of categories. It has been

shown that humans can recognise in the order of ten thousand visual

categories with ease [15]. Furthermore, learning to recognise a novel,

previously unencountered category requires only a minimal number of

training examples to be seen. This would seem to favour simpler generic

models as learning more complex models generally requires more training

and examples.

In this thesis, the visual category detection task is formulated as a su-

pervised learning problem. The likelihood of novel test images to belong

to a certain category is assessed on basis of the test images’ visual similar-

ity with positive example images, contrasted to corresponding similarity
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with negative example images. The visual properties of images are natu-

rally correlated with the category memberships in varying degree. Some

categories might be extremely visual, for example category “red”. On the

other hand, the category “scene before 1957” might be impossible to recog-

nise with certainty based on visual cues alone.

2.2 Example applications of visual category detection

In this section some example applications of visual category detection are

introduced. Common to all these diverse visual tasks is that the generic

category detection system discussed in this thesis has been applied to the

tasks rather successfully. The example applications are briefly addressed

here because the discussion of the category detection system in Chapter 3

includes some experimental results obtained in these tasks. More com-

plete description of the experiments in some of the tasks will be presented

in Chapter 4.

Application examples of the generic category detection system discussed

in this thesis include:

• automatic image annotation ([193, 195], Publications III and IV),

• mobile robot navigation (Publication V),

• semantic multimedia indexing and search ([166, 197], Publication VI),

• object localisation (Publications I and II),

• defect type classification on paper quality control ([74]),

• interpretation of satellite images ([123, 124]),

• real-time face recognition for a wearable augmented reality device ([3,

4]),

• interactive browsing of electronic fashion catalogues ([192]).

In automatic image annotation the goal is to associate keywords with

images. In the supervised formulation, the keywords for a training por-

tion of images are given to the system. The system is then expected to

label an independent set of test images similarly. Automatic image anno-

tation can be regarded as a category detection problem by regarding each

of the keywords of the fixed vocabulary as a separate visual category.

In the mobile robot navigation setting a robot moves through an office

environment capturing pictures continuously with cameras mounted on
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it. The task of the automatic system is to name the room in which the

robot moves on basis of the captured images. Given some manually la-

belled training material with pictures captured in known locations, the

problem is a supervised category detection problem with different rooms

defining the categories.

Semantic multimedia indexing and search addresses the problem of

finding data relevant to the users’ information needs from multimedia

databases. Lately, it has become common to build semantic representa-

tions of multimedia content by applying machine learning techniques

for detecting mid-level semantic concepts (events, objects, locations,

people, etc.) on basis of the content’s low-level visual and aural fea-

tures [92, 130, 175]. In recent studies it has been observed that, despite

the far-from-perfect accuracy of concept detectors, the representation

is often very useful in supporting high-level indexing and querying of

multimedia data [69]. The application of the visual category detection

framework to the multimedia indexing problem is straightforward: the

different mid-level semantic concepts form the categories that are to be

detected.

In the object localisation application the goal is to pinpoint the locations

of objects within images, not only whether they are present somewhere

in the image. This requires one to detect the visual categories of parts

of images, instead of the categories of the whole images. Sliding window

methods are a common approach to object localisation. There a rectan-

gular window is moved over the image area, with steps small enough to

result in adequate spatial resolution of object localisation. It is straight-

forward to determine for each window location whether it belongs to the

category of object or no-object. An alternative approach that has been

realised using the PicSOM system, is to employ an unsupervised segmen-

tation algorithm on the images. The category detection system is used for

predicting the likelihood of each image segment to present the location of

the object.

In the defect type classification application the image material comes

from line cameras mounted over the production line in a paper mill, pro-

ducing a continuous real-time feed of images of paper surface. The cate-

gories to be detected are the various types of defects that can appear on

the surface.

In the satellite image interpretation application multi-spectral satellite

images are partitioned into small sub-images—imagelets. The category
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detection system is then used for deciding, which of the imagelets contain

man-made structures, such as buildings. Comparing images taken from

the same area at different times, one is also able to detect areas where

changes have occurred.

In the face recognition application for a wearable augmented reality de-

vice, image material is captured from cameras worn or carried by the user.

In order to augment the environment the user sees in a see-through dis-

play, objects of interest are recognised in real-time from the video feed by

comparing the images to known objects in a database. Currently the de-

tected categories correspond to faces of different persons, facilitating the

augmentation of the faces with some potentially useful background infor-

mation of the persons currently seen, such as their names and scientific

publication histories.

Interactive browsing of mail-order catalogues of fashion houses is an ex-

ample of interactive content-based image retrieval. There the user defines

the image category of interest by selecting some of the images the system

shows her. The system then displays more images from the catalogue that

are likely to belong to the same category. The category definition evolves

dynamically as the user tags newly shown images as interesting, thereby

adding them to the set of on-line training examples of the category.

Chapter 4 details the application of the PicSOM system to those tasks

that have been addressed in the original publications of this thesis.

2.3 Performance measures

Category detection performance can be measured in various ways. In

many cases, category detection is used as an ingredient of a system that

solves a particular image content analysis problem. A category detection

module is used for producing an intermediate result that is processed fur-

ther to determine the final output of the complete system. In specific ap-

plications, it often makes sense to use performance measures tailored to

the applications so that the measure directly evaluates the success of the

entire system in the application. Such application-specific performance

measures are briefly described in connection with the respective applica-

tions in Chapter 4 that gives examples of the application of the PicSOM

category detection system to various real-world tasks.

However, there are also more generic measures of category detection ac-
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curacy. Here one can separate two main cases based on the output format

of the category detection system. In the first case, the output of the sys-

tem is a ranked list of images, ordered according to decreasing likelihood

to belong to the category. In the second case, a binary decision is made

for each image whether it belongs to the category to be detected. Gen-

eralising to simultaneous detection of multiple categories, the category

detection outcome can be thought as a binary decision matrix where each

row corresponds to one image, and each column to a category. Figure 2.2

shows examples of decision matrices. Common to these two groups of per-

formance measures is that the detection outcomes are compared against a

ground truth. The ground truth might originate—for example—from hu-

man annotation of the images in question, or it might be known a priori by

the construction of the category detection experiment. For the measures

of the following sections, the ground truth judgements must be binary.
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Figure 2.2. An example of binary decision matrices. The matrix in (a) corresponds to a
manually specified ground truth. The matrix in (b) represents the output of
a category detection system. The system makes three mistakes in its detec-
tions.

To help in the forthcoming discussion, two general statistics measuring

the quality of retrieval are defined: precision and recall [110]. Suppose a

set contains N items and NC of them belong to the category of interest. A

retrieval system retrieves a subset of this set of size M and MC of the re-

trieved items belong to the category. Precision P is defined as the fraction

of retrievals that are correct:

P =
MC

M
. (2.1)

Recall R measures how large a fraction of the items belonging to the cat-
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egory are contained in the retrieval result:

R =
MC

NC
. (2.2)

2.3.1 Performance measures of ranked retrieval

In ranked retrieval, the category detection system outputs a ranked list

of images. Let the items in this list be denoted as I(i), where the index i ∈
[1,M ] indicates the image’s position in the ranking. Index 1 corresponds

to the image most likely to belong to the category. In the following it is

assumed that the list gives ranking to all images in the collection, i.e. M =

N .

If the binary ground truth function GT(i) ∈ {0, 1} of the category mem-

bership is given, one can measure the quality of ranking against this

ground truth. In the following two popular measures are described in de-

tail: the average precision (AP) measure [110] and the area under curve

(AUC) measure [47] extracted from the receiver operating characteristic

(ROC) curve. There exists naturally a number of other measures of rank-

ing quality, for example the averaged normalised modified retrieval rate

(ANMRR) that is used in the MPEG-7 standard [109], and the normalised

average rank (R̃ank) introduced in [127]. However, these measures are

not described in detail here as they have not been used in the experiments

reported in this thesis.

The average precision statistic can be derived from the recall-precision

curve that describes the degree of agreement between the ranking I and

the ground truth GT. This curve can be constructed by considering the

sub-rankings that consist of the m first images of the full ranking I. For

each of the depth m sub-rankings, one can evaluate the recall

R(m) =
1

NC

m∑
m′=1

GT(m′). (2.3)

and precision

P (m) =
1

m

m∑
m′=1

GT(m′). (2.4)

Here

NC =

M∑
m=1

GT(m) (2.5)

is the total number of relevant images in the collection. The (R(m), P (m))

pairs can be interpreted as coordinates of points in recall-precision space.

One obtains the recall-precision curve by connecting the points that result
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from letting m sweep the range [1,M ]. The AP statistic is defined to be

the average of the precision values of those sub-rankings whose last ele-

ment I(m) belongs to the category of interest, i.e. GT(m) = 1. AP closely

approximates the area under the recall-precision curve. It can be can be

evaluated using the formula

AP =

∑M
m=1GT(m) · P (m)

NC
. (2.6)

The above definitions can be modified slightly so that the recall-

precision curve is forced to be non-increasing [110]. The statistic giving

area under the modified curve is called the interpolated average precision:

APint =

∑M
m=1GT(m) ·maxm′≥m P (m′)

NC
. (2.7)

It is also common that the index m does not sweep every image in the

ranked list, but is stepped to include only precision values occurring at

specific levels of recall R. For this kind of sampling, it is better to use the

interpolated measure, since interpolating smoothens the local variations

in the curve, making the sampled measure less dependent on the align-

ment of the sampling points with local recall-precision curve details. For

example, some of the recent VOC evaluations (cf. Section 2.4.2) measure

ranking quality with an interpolated average precision measure sampled

on eleven evenly spaced recall levels. Sometimes it is not feasible to ob-

tain the ground truth GT for the whole test set but only for a sample.

One can still estimate the AP rather accurately, as is done in the case of

the inferred average precision (infAP) measure [212] that has lately been

used in the TRECVID evaluations.

AP measures the ranking quality in the case of a single category that

is detected. In the case of multiple detected categories, one often aver-

ages the AP values over the categories. One then speaks of mean average

precision (MAP) [110]. Similarly, mean inferred average precision (MIAP)

results from averaging infAP values.

The AUC statistic derives from describing the ranking quality with a dif-

ferent kind of a curve. The receiver operating characteristic (ROC) curve

can be constructed from the ranked image list by once again considering

the sub-rankings including the first m images of the list. In this case, one

interprets the fraction of false positives

FP(m) =
m−∑m

m′=1GT(m′)
M −NC

(2.8)
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and the fraction of true positives

TP(m) = R(m) =

∑m
m′=1GT(m′)

NC
(2.9)

as coordinate pairs. The ROC curve results from connecting the points

when m sweeps the interval [1,M ]. The area under the ROC curve

AUC =

∑M
m=1(1−GT(m))TP(m)

M −NC
(2.10)

can be used as a summary statistic that indicates the ranking quality.

Given a recall-precision curve, the corresponding ROC curve can be con-

structed and vice versa. However, the same does not apply for the sum-

mary statistics. There is no one-to-one correspondence between the AP

and AUC measures.

Figure 2.3 shows an example of a ranked list and the corresponding

recall-precision and ROC curves. In this example 20 of the retrieved im-

ages do belong to the category of interest and 30 do not, resulting in an a

priori probability of 0.400. In the ranked list (a), the images are judged

to be either correct (C) or incorrect (I) retrievals. The leftmost letter cor-

responds to the highest ranked retrieval result. In the subfigure (b) the

solid line corresponds to the non-interpolated recall-precision curve and

the dashed line to the interpolated version. In the subfigure (c) the diago-

nal dashed line corresponds to the expected ROC curve of purely random

retrieval. The diagonally hatched areas under the curves correspond to

the AP (b) and ROC AUC (c) statistics. For this ranking, the value of

the non-interpolated AP is 0.707 and that of the interpolated AP is 0.720.

The ROC AUC has value 0.740. The ROC AUC value 0.500 of a random

retrieval defines a zero-level for this statistic, from which any useful rank-

ing method must differ significantly. Similarly, the a priori probability of

a category can be used as a zero-level value for AP.

2.3.2 Measures of binary decision matrix quality

In this thesis, the binary decision matrix output format is used mainly

in the image annotation application. The measures are thus discussed in

greater length in Section 4.1 of the thesis that demonstrates the use of the

PicSOM category detection system in that particular application. Only a

brief overview of decision matrix quality measures is given here because

the practical examples presented in Section 4.1 will support the in-depth

discussion on the measures’ properties there.
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Figure 2.3. An example of a ranked list (a). The corresponding recall-precision (b) and
ROC (c) curves are plotted with blue solid line. The hatched areas under the
curves correspond to the AP and ROC AUC summary statistics.
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In this thesis, the following binary decision matrix measures are used:

1. accuracy percentage,

2. average normalised score (NS),

3. precision-recall statistics (PR),

4. de-symmetrised termwise mutual information (DTMI).

Common to all the measures above is that larger numerical values cor-

respond to better retrieval accuracy. All the measures attain their maxi-

mum values when and only when the decision matrix exactly matches the

ground truth.

Accuracy percentage is the simplest of the measures. It tells the fraction

of the decision matrix entries that match with the ground truth. The mea-

sure is most useful in the case when there is only one category to detect.

In contrast, the normalised score is meant to be used in multi-category

cases. The score for an image (row in the decision matrix) is obtained

by a weighted sum of the number of correct detections and false alarms.

The weighting scheme ensures proper normalisation when the average

over all the images is taken, so that images exhibiting different number

of categories in the ground truth are weighted equally in the average.

The PR statistics denote the averages of precision and recall values,

these values first being determined separately for each category (column

in the decision matrix). Here the non-zero values in the column indicate

that corresponding image (row) belongs to the set of retrieved images.

Precision and recall can be combined to a single statistic—the balanced F

measure—by geometric averaging (see page 104).

In both the NS and PR measures different decision matrix entries re-

ceive different weights, but the weighting is somewhat arbitrary. In the

DTMI measure, proposed in Publication III, the weighting is set on infor-

mation theoretic grounds. The measure is essentially a modified version

of mutual information between the entries of the decision matrix and the

ground truth.

2.4 Benchmarking category detection systems

In this thesis, the empirical point of view is taken for justifying visual cat-

egory detection techniques and systems. This means that techniques are
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compared on the basis of how well they perform in category detection ex-

periments. The principle is straightforward, but there are still difficulties

in practice.

The category detection problem itself entails so many variable compo-

nents that evaluations employing different experimental setups are not

comparable. To obtain meaningful results, one has to compare a series

of alternative techniques in the same setup. However, typically preparing

such a setup is laborious. Realistic experimental visual category detection

setups must involve large numbers of images or videos, making the data

collection and preparation a considerable effort. One must also not forget

the effort that goes into the careful planning of the experimental task to

avoid all sorts of biases and other undesired effects that might result from

improper choice of data.

Also the execution of the experiments can be tedious, both in terms of

computational complexity and the researchers’ effort involved. As a con-

sequence, the experiments of a single research group rarely can cover all

the aspects of the multi-component visual category detection system ex-

tensively enough so that a comprehensive picture could emerge of the sys-

tem operation as a whole. Co-operation of research groups with the same

benchmark data sets can therefore be very fruitful, giving the possibility

to implement a more diverse set of experiments.

One additional argument speaking for the cross-group co-operation with

benchmark data is that of impartiality. Often researchers are willing to

see that a technique developed by them outperforms other techniques in

experiments. Therefore, if the researchers themselves implement and

execute also the methods that they compare against, there might exist

the risk of bias towards their own method, intentional or unintentional.

Rarely are the methods so parameter-free and their application indepen-

dent of implementation choices that there would be no tuning involved

in the process. It is not unthinkable that the researchers’ own method

receives more tuning effort, or the researchers could simply understand

the workings of their own method better than that of the others. Common

benchmark problems eliminate this issue as researchers all implement

their own methods. Related issues, also addressed by common bench-

marks, are the choice of the problem and reference methods. In isolated

experiments, the choices can almost always be made to favour the pro-

posed method, possibly totally unintentionally. In a reasonably popular

benchmark problem that is addressed with many different methods this
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issue can be avoided.

The above arguments show that benchmark experiments using common

experimental setups are clearly advantageous. But even when using such

common setups, interpreting the results of benchmark experiments is not

always straightforward. Section 2.4.1 discusses some of the issues that

have to be taken into account. After discussing benchmarking in a general

level, Section 2.4.2 lists a selection of widely used benchmark data sets

and evaluation campaigns for visual category detection. The list is in no

means exhaustive. Rather, it includes benchmarks for which the PicSOM

system has been applied.

2.4.1 Challenges in interpreting benchmark results

It often happens that some experimental results are contradictory. With

the benchmarks evolving all the time, it is difficult to keep the experimen-

tal setup so controlled that every factor causing the discrepancies could be

identified with certainty. Therefore, one should take the results of any sin-

gle experiment with caution. One can be more certain of the beneficiality

of a certain technique if it consistently outperforms other alternatives in

slightly varying experimental setups by independent researchers.

Category detection systems are complex, consisting of multiple compo-

nents that are not isolated from each other. As an example of the de-

pendencies between the components, it would be possible that some given

supervised learning technique is compatible with one particular fusion

technique (cf. Chapter 3). However, some other fusion mechanism may

work better with another learning algorithm. If one considered only the

first of the learning techniques, one might be mislead to the conclusion

that the former fusion technique is in general better than the latter. This

is not to say that component-level testing would not be important. The

results must always be interpreted with caution, however. System-level

tests must be performed from time to time, evaluating different combina-

tions of techniques. In practice there seems to be quite much diversity

in the techniques researchers have included in their systems participat-

ing in the benchmarks. Therefore, one can at least hope that among the

different alternatives, the best-performing techniques finally emerge as

winners.

There exists also the opposite danger. If one looks only how well com-

plete systems work, it may be difficult to deduce which of the system com-

38



Visual category detection task

ponents actually work exceptionally well, and which components perform

only on the average level, without compromising the overall system per-

formance too much. Very seldom is a situation encountered where all the

components of a system would be essentially better than their competi-

tors.

A related challenge is that component-level conclusions may lose their

validity as the system performance improves drastically. For example,

fusion technique A might be clearly better than technique B when the

supervised detectors operate with 1% accuracy level. However, it is not

self-evident that A would still be better than B with detector accuracies

in order of 10%.

2.4.2 Examples of benchmark settings

TRECVID video retrieval evaluation

TRECVID [167] is an annual video retrieval evaluation campaign and

workshop series organised by the National Institute of Standards and

Technology (NIST). It is arguably the leading venue for evaluating re-

search on content-based video analysis and retrieval. TRECVID origi-

nates from the video track organised in conjunction with TREC infor-

mation retrieval conference series in years 2001 and 2002. Since 2003,

TRECVID has been an independent workshop. The TRECVID campaign

provides the participating organisations large training and test video col-

lections, uniform scoring procedures, and a forum for comparing the re-

sults. Lately, TRECVID has attracted several dozens of research groups

to submit their results in the evaluation each year.

Yearly, the TRECVID evaluation defines a set of video analysis tasks,

such as high-level feature (i.e. concept or category) extraction, video

search, video summarisation, and content-based copy detection, along

with a video collection. Of the tasks of recent years, the high-level fea-

ture extraction (HLFE) has been the task that measures performance in

supervised concept detection. The other defined tasks are less relevant

to this thesis on category detection, although it has turned out that suc-

cessful concept detection is an essential prerequisite to the video search

tasks. Video search in the TRECVID setting will thus be discussed in

Chapter 4 that shows some application examples of concept detection.

The TRECVID evaluations have measured performance in the HLFE

and search tasks by mean average precision (MAP) or alternatively its
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Figure 2.4. A sample TRECVID search topic. Adapted from Publication VI.

sampled version MIAP (cf. Section 2.3.1).

The video collection used in TRECVID has evolved over the years. In

2003–2006 different compilations of captured broadcast news videos were

in use. First all the videos came from English speaking television chan-

nels, later broadcasts in also Chinese and Arabic language were included.

In 2007–2009 the type of video material used in TRECVID consisted of

documentaries, news reports and educational programming from Dutch

TV. The 2010–2011 evaluations are based on videos from the Internet

Archive.

The TRECVID video data has always been divided into separate devel-

opment and test sets. Parts of the video material have been re-used from

year to year. For example, the test material from 2003 was re-used as the

labelled training set in the following year. In order to be able to compare

the concept detection results of different participants, a common reference

segmentation of videos temporally into shots has been provided by the or-

ganisers [141]. A shot in a video is a sequence of frames captured contin-

uously by one camera. In TRECVID, concepts have been detected on the

temporal resolution of one shot. The TRECVID data volume has slowly

increased over the years. In 2003, the data consisted of approximately 130

hours of news broadcasts. In 2009, the combined volume of training and

test collections was about 380 hours, which translates to approximately

130 000 shots. To obtain training data for the high-level feature extrac-

tion task, collaborative annotation efforts [10] have been organised where

the TRECVID participants label the training videos. As an illustration of

the type of concepts involved, Table 2.1 lists the high-level features that

were to be detected in 2009.

Due to the size of the test corpora, evaluation of the concept detection

results represents a challenge. It is infeasible within the resources of
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Table 2.1. The 20 concepts detected in TRECVID 2009 high-level feature extraction task.
Adapted from Publication VI.

Classroom Person playing a musical instrument Hand

Chair Person playing soccer People dancing

Infant Airplane flying Nighttime

Traffic Person riding a bicycle Boat or ship

Doorway Female human face closeup Telephone

Cityscape Person eating Singing

Bus Demonstration or protest

the TRECVID initiative to perform an exhaustive examination of the test

data in order to determine the concept-wise ground truth. Therefore, a

pooling technique is used instead. First, a pool of possibly relevant shots

is obtained by gathering the sets of shots returned by the participating

teams. These sets are then merged, duplicate shots are removed, and

the relevance of only this subset of shots is assessed manually. It should

be noted that the pooling technique results in the underestimation of the

performance of new algorithms and, to a lesser degree, new runs, which

were not part of the official evaluation, as all unique relevant shots found

by them will be missing from the pooled ground truth.

Apart from the slight performance evaluation bias, there exist some

other issues with TRECVID. The TRECVID evaluation is not totally open.

The video collections have been available only to the participants that

have officially registered to NIST and participated in the evaluation com-

petition. The collaborative annotations have been accessible only to re-

search groups that have participated in the annotation effort.

Another issue is that the benchmark has not been kept stable over the

years. The video collections and the sets of concepts to be detected have

constantly been evolving. This naturally must happen so that innovation

and new developments can be supported. At the same time, comparing

different approaches presented in different years is difficult as the results

are not comparable over the years. The high data volumes involved make

this issue more serious by the sheer computational effort required for test-

ing a method, originally applied to one year’s task, on the task version of

another year, even if all the needed data sets are available. It can be ar-

gued that the tediousness of transferring results between years results in

wasteful use of computer and researcher resources. On the other hand,
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because of the tediousness there is the obvious temptation not to re-apply

an old method to new data, leading to less systematic comparison of cate-

gory detection techniques.

As an example of the above problem, one can look at the results of the se-

mantic indexing task of TRECVID 2010. The task was essentially similar

to the HLFE task of TRECVID 2009, with the exception of a new, larger

data set and a larger lexicon of concepts to be detected. The processing of

this larger data set even with readily existing methods was such a labori-

ous effort that not much time and other resources were left for developing

and testing new techniques. The best performance in the 2010 task was

obtained by applying again exactly the same system that provided the

best performance in 2009 [171]. Also the PicSOM group managed to im-

prove its relative performance by using only a subset of methods of 2009,

although with the addition of improved multi-keyframe analysis [164].

The MediaMill challenge [173] is an attempt to partially overcome the

issues related to the evolving nature of the TRECVID benchmark. It has

fixed the used video collection to be 85 hours of international broadcast

news videos from the TRECVID 2005/2006 benchmark. Furthermore, it

provides a stationary set of 101 concepts to be detected. The challenge

also addresses the issues related to the large workload of implementing

and running a whole category detection system capable of the TRECVID

HLFE tasks. Instead of having to implement all the system components,

the challenge defines a set of experiments that address the separate com-

ponents of a category detection system. Pre-computed reference imple-

mentations run on the challenge data can be used to simulate the other

system components. Despite these advantages, the MediaMill challenge

seems not to have attracted very large attention in the research commu-

nity. The researchers tend to be more willing to evaluate their methods

each year with the fresh edition of TRECVID tasks.

PASCAL Visual Object Classes

The Visual Object Classes (VOC) Challenge [45] and its related image col-

lection, by the European PASCAL Network of Excellence, has become the

de-facto standard benchmark in the area of object detection and localisa-

tion in still images. Since 2005, the challenge has been organised yearly.

The VOC Challenges have not attracted quite as large a number of partic-

ipants as the TRECVID campaign, but still over a dozen research groups

have been submitting their results to the challenge each year (with an
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Figure 2.5. Examples of VOC Challenge 2007 images and their annotations with bound-
ing boxes. From Publication II.

exception of the starting year).

The challenge started with four object classes that had to be recognised

and localised in the collection of 1578 photographic images. Since then,

the number of object classes has increased gradually to 20 and also the

image collection has grown to 19 740 images by 2010. The organisers

manually annotate the images with bounding boxes of the objects to be de-

tected. This centrally organised annotation procedure arguably results in

more consistent annotation quality and criteria than e.g. the community

annotation model employed in TRECVID. In recent years, some of the im-

ages have also been annotated with pixel-wise object segmentations. The

challenge organisers partition the images into development and test sets,

and specify also a suggested further partitioning of the development set

into training and validation halves. The annotations for the development

set are made public.

From the beginning, the challenge has included two tasks: “classifica-

tion” and “detection”. Classification concerns the decision whether any

instance of the specified object class is visible anywhere in an image. In

the object detection task, the goal is to detect bounding boxes of the ob-

jects. In recent years, two smaller-scale competitions (called “tasters” by

the organisers) have also been included in the challenge: pixel-level object

segmentation and person layout detection.

The VOC benchmark has been designed to be open, i.e. the image col-

lections and annotations for the development sets are publicly available

to anyone. This has made it possible for numerous researchers to apply

their methods to these standardised image collections and tasks even if

they have not taken part in the challenges. Figure 2.5 shows example

images from the VOC 2007 Challenge collection along with their annota-

tions. Table 2.2 lists the object classes that were to be detected.
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Table 2.2. The 20 object classes of VOC Challenge 2007

aeroplane bus dining table potted plant

bicycle car dog sheep

bird cat horse sofa

boat chair motorbike train

bottle cow person tv/monitor

Corel images

The third example of a benchmark data set differs from the two previous

examples in that it does not originate from a performance evaluation com-

petition. The images from a commercial Corel illustration image collec-

tion have been convenient material for researchers to demonstrate their

automatic image annotation systems since the images come with anno-

tating keywords, five keywords per image at most. The images have been

packaged as different commercial products. In total, more than 80 000 im-

ages exist. Many researchers first demonstrated their methods by using

various subsets of the images and keywords, leading to incomparable re-

sults as demonstrated in [127]. However, the experimental setups of [43]

and [11]—especially the former with 5 000 images—have later risen into

the position of a de-facto standard benchmark where many researchers,

including the current author, have tested their methods.

Another possibility of benchmarking stems from the organisation of the

Corel image collection. The images come on thematic CDs, each contain-

ing 100 images exhibiting that theme. With the themes as category la-

bels, one conveniently obtains a labelled data set with thousands of im-

ages. This benchmark setup has been particularly popular among the

multiple-instance learning (MIL) researchers for demonstrating their sys-

tems [8, 31, 148]. Figure 2.6 shows examples of the Corel images and their

annotations. Table 2.3 lists some of the thematic categories.

A practical problem in using the Corel images as benchmark is that the

images are commercial and thus not freely distributable. Furthermore,

the product series is nowadays discontinued and the images cannot be

purchased any more.
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Figure 2.6. Examples of Corel images and their annotations.

Table 2.3. 20 of the thematic categories of Corel images.

Beach Cars Historical buildings

Buses Dinosaurs Elephants

Flowers Horses Mountains and glaciers

Food Dogs Lizards

Fashion Sunsets African people and villages

Waterfalls Antiques Battle ships

Skiing Desert

2.5 Some related work and historical background

Computer vision problems have been intensively studied from almost the

advent of digital computers. The first early computer vision systems ap-

peared during the sixties. Since then, a huge volume of computer vision

literature has naturally appeared. There is no possibility nor desire to

extensively review the literature here. However, some interesting histori-

cal developments are mentioned. The discussion here largely follows [54],

that provides a thorough review of the historical development of object

and category recognition.

In the early work, the focus was on detecting a particular object instance

in images, possibly in a slightly varying imaging geometry or illumination

conditions. Only later were the tasks generalised to concern categories of

objects with intra-category variance. Much of the early work during 70s

and 80s (e.g. [2, 16, 20]) was based on range images, providing a straight-
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forward route to three-dimensional observations of the world. Then the

attention was turned increasingly towards ordinary two-dimensional im-

ages. According to [54], however, during the 80s many approaches limited

the imaging conditions and geometry so that the structure of the images

would be easier to interpret, for example by imaging objects on a light

table or against a uniform background. By the 90s there was progress to-

wards more and more natural imaging environments and broader object

categories instead of individual object instances.

Many of the early methods for specific object recognition were based on

constructing a precise 3D-model of the object and then fitting this model

to the image. The approaches often relied on the geometric properties of

the objects. This made the methods invariant to illumination changes and

possibly also to affine and projective transforms of images. Such methods

were typically invariant also to the texture of objects, making the meth-

ods very well suited for some objects well described in terms of geometric

forms (such as bottles), whereas some other object types (such as faces)

could not be satisfactorily handled.

Prominent types of early geometric specific object detection methods in-

clude alignment techniques and techniques based on geometric invari-

ants. In alignment methods (e.g. [73, 107, 184]), a set of possible trans-

formations is first hypothesised that could project the object model into

the image, based on lines and points detected in the image. After this,

the space of tentative transformations is searched to find transformations

that receive the most support from the image. In geometric invariant

methods (e.g. [96, 150, 151, 152]), the objects are modelled as a collection

of primitive geometric structures, such as sets of points, lines or conics.

They are described in a way that is invariant to some suitable geomet-

ric transformations, such as affine transformations. During recognition,

similar geometric primitives are detected from the images. The detected

primitives then vote between various candidate object models. The proce-

dure can be interpreted as a visual counterpart of text hashing.

In addition to geometric analysis of images, the object and category

recognition has also been approached using methods based on either

global image appearance or the appearance of local image regions. The

global appearance methods have been applied since the late 90s. In

those methods, exact models of the possible contents of the images are

not explicitly prepared. Instead, one attempts to exploit the correlations

between object classes and easily computable image properties. In the
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beginning, many methods (e.g. [158, 177]) were based on simple global

image statistics such as colour histograms, other properties of the colour

distribution, and statistics of the image texture measured by Gabor filter

outputs. Some other methods (e.g. [128, 183]) projected the pixel patterns

of the images into low-dimensional subspaces, along the lines of early

work in [90], facilitating straightforward machine learning based on the

projections.

One particular application area of appearance-based image content

analysis has been in interactive content-based image retrieval (CBIR)

systems. In such systems—introduced first in the early 90s—a user in-

teractively performs queries in image databases. The system answers

the queries on basis of the database images’ elementary visual proper-

ties. Examples of influential early CBIR systems are QBIC [57], Photo-

book [139] and MARS [72]. Also the PicSOM architecture—the subject of

this thesis—was originally devised with the CBIR application in mind.

In methods based on the appearance of local image regions, one first

selects a set of interesting image regions and then describes each region

with a descriptor that characterises the appearance of that region. De-

pending on the implementation of the region detector, the regions can

be very local or have a considerable spatial extent. The local region ap-

proaches share the idea with the earlier specific object recognition meth-

ods based on geometric invariants in that the image is described as a col-

lection of primitives. However, the local appearance based methods gen-

eralise the idea by allowing a larger variety of descriptors of local appear-

ance, such as the texture of the regions. The last 15 years have witnessed

enormous progress in the field of object and category detection based on

local appearance methods. There is a large body of work of proposing both

different types of region detectors and descriptors. Some of these will be

discussed in Section 3.2.2.

First the local appearance based methods were employed for specific ob-

ject detection, an early example being [159]. A landmark paper in the

area is [108]. There the image locations of interest are detected as scale-

space maxima of the difference-of-Gaussians (DoG) operator. The paper

proposes the regions around interest points to be described with SIFT

(scale-invariant feature transform) descriptors which are histograms of

local image intensity gradient directions. In that paper, the focus was on

specific object recognition. Later on, similar techniques have been used

very successfully also for detection of object and scene categories. In cat-
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egory detection, one key to success has been to aggregate the statistics of

local appearance properties in order to form a global image feature. [34]

was a pioneering work in implementing this idea in a category detection

system.

It might not be intuitively self-evident that the global statistics of local

image appearance would correlate strongly enough with practical object

and scene categories in images. One could imagine there to be many in-

terfering effects: the effect of background against which the objects of

interest appear, variations in imaging geometry and illumination, occlu-

sions and effects of distracting objects that might appear in the images.

Practice has shown, however, that often the correlations indeed are ade-

quately strong. Apart from the object composition of images, the approach

is also suitable for recognising more general visual image categories such

as “nighttime” or “outdoors”. As can be seen from the experimental re-

sults presented in this thesis (the results of Section 3.2.4 in particular)

the local appearance based methods—also known by the name bag of vi-

sual words (BoV)—form the backbone of the performance of the modern

visual category detection systems.

The appearance-only models work surprisingly well for category detec-

tion. Intellectually this seems to be inconvenient to many. Intuitively

it is clear that also spatial information should be taken into account, in-

stead of regarding the images just as orderless collections of appearance

primitives. Recently, there have been many attempts to combine geomet-

ric information with the models of local appearance, and not completely

without success. For example, [22, 48, 54, 205] re-visit and refine the

constellation model that was originally proposed already in the 70s [55].

Constellation models explicitly model the geometric ordering of parts of

objects, which in turn are described in terms of their local appearance.

More indirect approaches—briefly discussed also Section 3.2.2—are pro-

posed in [99, 112].
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This chapter discusses the ways of implementing a visual category detec-

tion system. Section 3.1 first lays out the overall system architecture of

the PicSOM category detection framework that consists of several sub-

systems. This kind of system architecture has emerged over the years

from the experiments of numerous researchers in the research commu-

nity as the practical consensus on a feasible way for performing category

detection. The PicSOM system has in essence implemented this system

architecture throughout its whole history of more than ten years.

After defining the overall structure of the category detection framework,

Sections 3.2 through 3.4 then discuss the components of the framework

in detail. Included are descriptions of various alternative techniques for

implementing the components, along with discussion of a body of exper-

iments that compare the different techniques and thus justify the use of

some of them. Section 3.2 starts with feature extraction techniques, fol-

lowed by Section 3.3 on supervised detection. Finally, the techniques for

fusion are covered in Section 3.4. Early and late fusion are discussed

together, even though in the following prototypical system architecture

there are separate modules for both. There are several reasons for this.

Both early and late fusion can be seen as alternative means for achieving

the same goal. The whole division is also somewhat artificial, as fusion

can occur in any intermediate stage of a category detection system.

3.1 Architecture of a category detection system

This section outlines the overall architecture of the PicSOM category de-

tection framework. In the architecture, visual categories are detected one-

by-one, independently of each other. For each of the categories one wants

to detect, the detection is performed in supervised mode: the system is

first trained using a set of images for which it is known which of the im-
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ages belong to the category of interest. After training, the system is ready

to be used for predicting whether the images of a test set belong to the

category. The following discussion reverses the time order of the actual

system usage and starts from the testing phase in order to first introduce

the parts the system. After that, the training of the system components is

briefly outlined, followed by some remarks of the general level properties

of the architecture.

3.1.1 Workflow in testing phase

Figure 3.1 schematically shows the workflow in the category detection

system when it is used for deciding how likely a given test image is to be-

long to a pre-defined category. The system operation in the testing phase

comprises of four stages:

1. feature extraction,

2. early fusion,

3. feature-wise supervised detection,

4. late fusion.

The processing starts by extracting a set of NF low-level visual features

{Fi}NF
i=1 from the test image. In practice, the representation for feature

Fi of the image is a ki-dimensional feature vector of real values. One of

the extracted features could be, for instance, the colour histogram of the

image. The set of low-level features can be augmented in the early fusion

phase. In early fusion, a set of NE new features {Ei}NE
i=1 are synthesised

by combining two or more low-level features. This can, for instance, be

accomplished by concatenating the respective feature vectors.

The third stage in the architecture is feature-wise supervised detection.

In this stage, each of the ND = NF+NE supervised detectors maps the cor-

responding feature vector into a partial detection score si, i = 1, . . . , ND.

Any supervised vector-space decision estimation algorithm can be used

for implementing the detectors, the supervision being provided by the

training phase of the category detection system. Support vector machines

(SVM) [33] are a popular and well-performing choice. In the late fusion

stage, the feature-wise detection scores {si}ND
i=1 are finally combined into

a single score s, for instance by computing their average. This score is

the final output of the category detection system. It reflects the estimated
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likelihood of the test image to belong to the category the system has been

trained to detect.
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Figure 3.1. The test phase workflow in the system for detecting categories of images.
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3.1.2 Training phase

The training phase of the category detection system sets the internal pa-

rameters of the system components to such values that good performance

can be expected when the category membership of a test image is de-

cided. On the general level, this is done by looking at the properties of

the training images whose category memberships are known and select-

ing such parameter values that would realise the estimated mapping from

the properties to the values of category membership.

In the architecture under discussion, the feature extraction phase is con-

sidered to be pre-determined. The training phase starts by extracting the

same set of ND features and their early fusion combinations from each of

the training images as will be eventually done in the test phase.

A major task of the training phase is to prepare the feature-wise detec-

tors. This is a prototypical supervised classification task: for each feature,

one has the feature vectors of all the training images and their binary

category membership labels. The learning algorithm is to estimate the

feature–label mapping as well as it can. Any vector space learning algo-

rithm can be used for this purpose.

Another training phase task is the setting of internal parameters of the

late fusion stage if the fusion mechanism is supervised, i.e. contains any

free parameters. In order to estimate the optimal parameters, one needs

to apply the feature-wise detectors for the features extracted from the

training images, resorting to cross-validation techniques for obtaining un-

biased estimates.

3.1.3 General discussion of the overall architecture

Characteristic to this framework is that several different visual features

are extracted from images. Analysis is first performed individually on

basis of each feature, after which the results are combined in a fusion step.

A further characteristic of the framework is that the analysis is generic,

not specialised to any particular visual category. This genericness results

from the feature–category mappings being automatically learnt from the

provided example images during the training phase.

When using the framework, the properties of images are summarised

with a rather compact set of visual features. Inevitably lots of visual in-

formation is lost when moving from the images to their feature represen-
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tations, and consequently every single piece of information from each and

every image is not analysed as carefully as would be possible. This is

counterbalanced by the fact that the when using this framework, one is

able to exploit the statistical dependencies of visual features in very large

collections of images as the per-image processing effort is kept modest.

The framework is not limited to analysing just images, even though they

are shown as the data objects in Figure 3.1. Any object type can be han-

dled, as long as meaningful fixed-dimensional numerical feature vectors

can be extracted to represent the objects. In addition to still images, the

framework can be used for object types such as sub-parts of images, video

footage, text and audio documents, and multimedia messages sent from

mobile phones [163].

The justification for the outlined architecture is empirical. The archi-

tecture—in its basic form or with some extensions—is behind almost all

successful category detection systems that have recently been used for

tackling international benchmark evaluations and benchmark data sets,

including the TRECVID and PASCAL VOC Challenge benchmarks dis-

cussed in Section 2.4. Accordingly, the architecture has gradually diffused

in the category detection systems of researchers. It is safe to say that this

development has occurred during the last 15 years, with the emphasis on

the most recent years.

3.2 Feature extraction

Historically, in image analysis one has first tried to recognise a very lim-

ited range of objects from constrained images, a specific item in different

poses in a known environment, for example. The recognition can in this

case be implemented by exactly modelling the geometry of the objects to

be recognised. However, exact models of the possible contents of images

would become impossibly complex when the images become more generic.

With the added temporal dimension, modelling contents of videos would

be even more complex.

One may well ask, is it really necessary to infer all the geometric de-

tails of an image in order to decide whether it belongs to a certain cate-

gory. In appearance-based approaches to image analysis, a stand is taken

that much can be said about an image by analysing the correlations be-

tween image category labels and easily extractable features of the image
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appearance, such as simple summary statistics. This idea is supported

by the psycho-visual observation that humans can recognise scenes holis-

tically, without needing to recognise the individual objects the scene con-

sists of [14]. The category detection framework of this thesis takes a view-

point on features in the appearance-based spirit: any type of feature can

be accommodated as long as it is reasonably easy to extract from numer-

ous data objects, and possibly bears a correlation with categorisations of

interest.

In the discussed category detection system architecture, feature extrac-

tion is the interface to data objects that has to be adapted according to the

particular type of the objects. For example, if one has to detect categories

of images, then the feature extraction stage must implement methods for

extracting visual features out of images. Only the feature extraction stage

needs to be different in the system if one decides to detect categories of

data objects of a different type instead, for instance categories of audio

documents.

Feature extraction is also the system component that can be adapted

to a specific narrow domain within a data object type. For instance, if a

collection of face images are to be handled, a specialised set of face recog-

nition features can be extracted that discriminate well between the faces

of different persons.

In the remainder of this section, a look is taken at features that are ap-

plicable in generic image (Section 3.2.1) and video domains (Section 3.2.3).

An exhaustive review of feature extraction is not even attempted, due to

high volumes of existing work on the subject. Rather, some interesting

and important feature extraction technologies are mentioned, with em-

phasis on methods that have been used in the PicSOM category detection

system. Section 3.2.2 discusses a particular type of image features: the

BoV features. The reason for devoting a separate section for the BoV fea-

tures is two-fold. Firstly, the detailed investigations of BoV features form

a considerable part of the material of the publications of this thesis, and

Section 3.2.2 summarises the main results of those publications and sets

them into context of some related work. Secondly, in many experiments in

the literature the BoV feature extraction paradigm has proven to provide

very competitive categorisation accuracy when compared against other

feature extraction techniques. In the empirical spirit of this thesis, the

final section on feature extraction puts the discussed feature extraction

techniques in a practical test bench: Section 3.2.4 reviews feature extrac-
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tion methods employed in the most successful systems of the high-level

feature extraction task of TRECVID 2009 evaluation.

3.2.1 Image features

Local image properties

A global image feature characterises an image as a whole. In the current

category detection architecture, all the image features must be global if

one wants to detect the categories on the level of whole images. On the

other hand, image feature extraction necessarily has to consider local im-

age primitives, pixels being the most extreme example of locality. Image

feature extraction therefore is a process where a global image feature is

aggregated from the images’ local features. Simple examples of local prop-

erties include pixel colour and outputs of simple edge detectors, such as

the Canny edge detector [25].

In addition to the RGB colour space natural to most computer represen-

tations, one can consider also other colour spaces, in which the numerical

colour coordinates possess more desirable properties. For example, the

Munsell colour space [122] is designed to be perceptually as uniform as

possible. Also CIE L*a*b* [32] and HSV [70] colour spaces are perceptu-

ally more uniform than the RGB space. CIE L*a*b* is an example of an

opponent colour space where the effects of illumination are isolated into

a separate component of the representation so that invariant colour de-

scriptors are easier to synthesise. Other opponent colour spaces are those

used in [64] and [185].

Besides colour, another local image property that can be characterised

is the texture. This can be done by means of filtering (steerable filters [59]

and/or wavelets [37], Gabor filters/wavelets [19, 102] in particular) or by

local comparison of binarised grey levels of the image [136], for instance.

Local regions may also have a definite spatial extent. In this case the

shape of the local area can be described, e.g. via Zernike moments [85] or

Fourier descriptors of the contour [9].

Aggregation of local features

There are several possible mechanisms for aggregating local features

within an image in order to end up with a global feature. This can be in-

terpreted as a prototypical data fusion problem. It is therefore somewhat

arbitrary which of the aggregation techniques are discussed here in the
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context of feature extraction and how much of the material is postponed

to Section 3.4 that discusses fusion more generally in a category detection

system.

One possible aggregation approach is to regard the values of the local

features at different image locations as samples coming from a distri-

bution of feature values. One can then characterise the distribution. A

straightforward method is taking the average of the property, but also

higher order moments of the distribution can be considered, as is often

done with the colour values [176]. The distribution of the property can

naturally be characterised by other means, too, e.g. by choosing a fixed

number of representative values from the distribution or by forming a

histogram of the distribution. The histogram aggregation can be modified

to employ soft assignment (cf. page 66), resulting in better performing

features. In [63] it is demonstrated that natural image texture statistics

follow the integrated Weibull distribution. It is thus possible to represent

the image with the parameters of the distribution, as is done in the Wic-

cest features of [62]. The distribution can also be modelled as a mixture

of Gaussians. It is possible to estimate part of the parameters using all

the images in the image collection, and adapt part of the parameters sep-

arately for each image, as is done in the very efficient SIFT-Bag kernel

method [217]. In addition to characterising the spatially orderless distri-

bution, one can also calculate statistics that take the spatial correlations

of feature values into account, such as autocorrelograms [71] and Markov

stationary features [103], which are a set of statistics computed from the

autocorrelogram.

In the above discussion the local features were taken to be aggregated

over the area of the whole image. However, a common alternative is

to geometrically partition the aggregation area into parts and describe

each sub-part separately. The case where the description of sub-parts

is based on orderless statistics within the regions is denoted as “divide-

and-disorder” in [100]. Such approaches have been popular in computer

vision over the years (e.g. [65, 178, 182]). A rigorous formulation of the

idea is given in [88], where one defines the concept of locally orderless

images. There the idea is implemented in the form of a set of Gaussian

apertures in various scales and locations over the image, with a histogram

of image features aggregated within each aperture. In that work, the lo-

cally orderless images are claimed to have an important role in percep-

tion. Within the “divide-and-disorder” paradigm, a question still remains,
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how to exactly partition the image area and how to utilise the features of

sub-images for describing the whole image. This issue is touched in Pub-

lication IX and also in Section 3.2.2 below. A straightforward alternative

is to partition the image area into a set of non-overlapping tiles with a

tiling pattern, such as a rectangular grid. The features are aggregated

from each tile separately, and then the feature vectors of the areas are

concatenated. Such features can be called grid features. Figure 3.2 shows

an example of a tiling mask that is used in the PicSOM system for feature

extraction. In [99] the idea is extended by using several tiling masks in

different scales in parallel. Extraction of practical features may involve

several aggregation and mask-concatenation steps organised in a hierar-

chical structure so that the first layers operate on small sub-regions of the

image. The subsequent layers accumulating information from ever larger

part of the image, the final layer combining information from the area of

the whole image.

3.2.2 BoV features

The Bag-of-visual-words (BoV) paradigm implements the general frame-

work of image feature extraction that was outlined previously. The BoV

paradigm is nowadays the most successful feature extraction paradigm

for visual category detection, as will be demonstrated in Section 3.2.4. In

the following, the general BoV principle is first described. Then aspects of

the BoV are discussed that have been the subject of experimental investi-

gations of Publications VII–XI. In the following, the results of these exper-

iments are interleaved with the discussion of results of other researchers.

The publications are explicitly mentioned when the contributions of this

thesis are discussed.

Figure 3.2. The 5-part centre-surround mask (cs-5) that is used in many features of the
PicSOM system.
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Figure 3.3. Steps in the supervised BoV pipeline. Adapted from Publication IX.

BoV principle

In their basic form, BoV features are based on the idea of representing

images as orderless collections of their parts. This is analogous with the

successful bag-of-words paradigm in the area of text retrieval [1]. In this

analogy, different types of image parts correspond to different words in

text documents. Figure 3.3 illustrates a prototypical BoV-based category

detection system that was introduced in [34]. In such a system the pro-

cessing of images can be divided into the following four steps:

Step 1 Selecting image locations of interest.

Step 2 Describing each location with a suitable visual descriptor.

Step 3 Characterising the distribution of the descriptor values within

each image with a histogram.

Step 4 Using the histograms as feature vectors of the images in a super-

vised vector space learning algorithm, such as the support vector

machine (SVM).

In this setup, the analogy to text retrieval is closely followed by quan-

tising the visual descriptors to a finite set of descriptor types in visual

vocabulary, i.e. the histogram codebook. The codebook is often selected

by applying a clustering algorithm. Currently, the codebook transform is

the most common way of synthesising an image-level feature out of local

descriptors.

Codebook transform is not the only alternative, however. The descriptor

distributions can be compared without quantisation to common vocabu-

lary. This approach is implemented in [215], where k-means clustering
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is first used within each image to obtain signatures for the images. The

signatures are then compared via the earth mover’s distance (EMD) [153]

SVM kernel.

Methods employing Gaussian mixture models (GMM) [46, 97] are

closely related to the codebook transform methods. There the GMM

parameters (means and covariances of the components) are estimated

jointly for all the images—for example with the EM-algorithm [38]—and

the descriptor distribution in each image is then approximated with a

weighted sum of the Gaussian components. The weights can then be used

for comparing images, for example via the special SIFT-Bag kernel [217]

that approximates a bound of the KL-divergence [93] between two dis-

tributions that are represented as GMMs with the same components. A

more advanced approach employing Fisher kernels is taken in [140]. The

Fisher kernel includes up to second order statistics of the model fit into

individual statistics, in contrast with just the zeroth order statistics of

histogram bin counting.

In the GMM approach, the image-collection-wide model estimation step

is related to the selection of the codebook by clustering, only that in this

case the codebook contains the covariances of the Gaussian components

in addition to their means. Likewise, the image-wise weight estimation

step is closely related to the assignment of descriptors to histogram bins.

In this case, the assignment is no longer hard: one individual descriptor

can affect the weights of several Gaussian components. This is qualita-

tively rather similar to the kernel codebook method of [186] where soft

assignment is rather heuristically combined with the traditional code-

book transform via kernels placed in the descriptor space. However, in

the kernel codebook method the kernels smoothen the descriptor space

equally around each codebook vector, whereas the different covariances of

the Gaussian components are taken into account in the two-stage GMM

method. It has been empirically found that soft histogram assignment

significantly boosts performance of BoV systems based on codebook trans-

form. Consequently, the technique is included in many such systems

nowadays. A related idea is the use of Hamming embedding in conjunc-

tion of hard histograms [77] so that as an end result, the fine structure

within the histogram cells gets taken into account when matching images.
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BoV and point-wise matching

The BoV paradigm is related to another application area of local im-

age descriptors: point-wise matching. In point-wise matching, one tries

to identify corresponding locations in different images or image areas.

Point-wise matches can be used, for example, for stereo correspondence

problems [12], camera parameter estimation [155], object tracking in

videos [181] or 3D reconstruction [137]. The point-wise matching method-

ology employs similar interest point detection and description steps as

the BoV processing pipeline (steps 1 and 2).

Historically, many detector and descriptor algorithms have first been

devised primarily point-wise matching in mind, and then used as such

also for BoV processing. The assumption that descriptors and detectors

performing well for point-wise matching would produce good performance

also as part of the BoV pipeline is at least reasonable, if not optimal.

However, point-wise matching sets stricter requirements for the detector–

descriptor combination. For point-wise matching to work, the interest

point detector has to be able to detect exactly the corresponding location

in each of the images that are to be compared. This can be rather chal-

lenging if there is a severe geometric or photometric transformation be-

tween the images. In addition, detectors are limited to detect such salient

image details that differ from their surroundings in appearance—for in-

stance corners. For example, a point in the middle of a large non-textured

or repetitively textured surface cannot be detected as an interest point,

as it would be impossible to locate the corresponding point in the middle

of the same surface on a transformed image. For BoV, the requirement

of point-wise repeatability does not exist. It is enough that the statisti-

cal properties of the set of chosen image locations are similar to those of

another set from a similar image.

Implementations of local image descriptor methods

A landmark paper in the area of local image descriptors is the paper by

Lowe [108]. The paper considers techniques of point-wise matching. In

the paper, the image locations of interest are detected as scale-space max-

ima of the difference-of-Gaussians (DoG) operator. This detector finds

blob-like structures in images. The paper proposes to use SIFT (scale-

invariant feature transform) descriptors for describing the regions around

interest points. SIFT descriptors are histograms of local image intensity

gradient directions. The interest point’s neighbourhood is partitioned
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with a 4 × 4 mask. For each part, a gradient direction histogram is

collected using eight quantisation levels and soft assignment. The his-

tograms are concatenated for the final 128-dimensional descriptor. Fig-

ure 3.4 illustrates the principle of the SIFT descriptor.

A number of other interest point detectors and descriptors have also

been proposed. Examples of other interest point detector types in-

clude Harris-Laplace [119], Hessian-Laplace [121], Kadir-Brady [83],

MSER [114] and SURF [13] detectors. The GLOH [120], HOG [35],

LESH [154] and SURF [13] descriptors are examples of other proposed

descriptors.

In [118] and [215], the performance of various detector–descriptor com-

binations is systematically evaluated in some category detection tasks.

The studies of performance of various detectors and descriptors in point-

wise matching (e.g [120, 206]) also bear some relevance to category detec-

tion, although the results are not directly applicable. As a conclusion of

the studies, one can state that although some detectors and descriptors

consistently show improved performance, the performance gain over the

original SIFT methodology is not drastic. For example, variants of SIFT

features still form the core of the BoV features of the top systems in the

TRECVID 2009 evaluation.

Notable improvements in descriptor performance have been obtained,

however, by extending the descriptor to take use of also colour infor-

mation instead of the intensity-only original SIFT. In [185], several

slightly different versions of such ColorSIFT descriptors are proposed.

Another improvement that has proven useful in BoV context is to use

image-independent sampling of image locations instead of interest point

operators. The sampling can be performed either randomly [82, 111, 134]

or using a regular grid [26, 49, 207]. The usefulness of the dense sam-

pling approach is confirmed by many experiments (e.g. [134]), including

those performed in the TRECVID 2009 HLFE setting that are reported in

Section 3.2.4. In practice, good results have been obtained by performing

the sampling in a single scale only, although multi-scale sampling has

been reported to improve performance somewhat [86].

Selection of the visual vocabulary

An essential question in codebook-transform-based BoV systems is the se-

lection of the visual vocabulary. The size of the codebook has to be deter-

mined and the codebook vectors selected. A traditional solution for the lat-
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Figure 3.4. The principle of the SIFT descriptor. Image gradient magnitudes around an
interest point are weighted with a circular Gaussian window. The interest
point neighbourhood is partitioned into sub-regions. Each sub-region is de-
scribed with a histogram of gradient orientations. The illustration shows a
2× 2 partitioning, whereas the actual SIFT descriptor employs a 4× 4 parti-
tioning grid. The figure is from [108].

ter problem has been to employ an unsupervised clustering algorithm on

the local descriptors. One may use, for instance, the k-means [156] or the

Linde-Buzo-Gray (LBG) [105] clustering algorithms. The clustering ap-

proach has the fundamental shortcoming that optimising a clustering cri-

terion, for example mean square quantisation error (MSE), does not guar-

antee optimal category detection performance. This can be seen in the

experiment taken from Publication VII, where different clustering algo-

rithms are compared (Figure 3.5). In that experiment, the self-organising

map (SOM) clustering algorithm produces clusterings with significantly

smaller MSE than the trivial alternative of choosing the codebook vectors

randomly among the descriptor values. Still, SOM-based category detec-

tion performance is clearly inferior to such random codebooks.

It has been considered if one could use the knowledge of image cate-

gorisation task at hand, i.e. the training examples of categories, to make

the codebook as distinctive as possible. Given the large number of lo-

cal descriptors in a typical image collection, it is infeasible to use actual

category detection performance as an optimisation cost function when se-

lecting the codebook. One has to resort to shortcuts. A straightforward

supervised codebook generation method is first to form a separate code-

book for each category to be detected via unsupervised clustering and then

to merge the codebooks [46, 215]. Alternatively, one can use a combination

of category-specific and background codebooks when detecting a category

(e.g. [140]). By doing this, one hopes to find codewords that are specific

to particular visual categories. This was experimented with in Publica-
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Figure 3.5. Category detection performances resulting from various unsupervised code-
book selection algorithms in the experimental setting of Publication VII. The
bars are grouped by the size of the codebooks. See the publication for more
details.
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tion VII. Even a simple implementation of this approach can result in

some gain over unsupervised codebooks, as demonstrated by the results

in Figure 3.6.

Other tractable alternatives include methods that consider the correla-

tion of individual descriptor types and the category labels. A useful ap-
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proach has been to first use clustering methods to generate tentative code-

books and then filter out codewords that have too mixed a category label

distribution, measured in terms of entropy. Another alternative, followed

in Publication VII, is to use the category label information for guiding the

codebook search via the learning vector quantisation (LVQ) algorithm [89]

that considers the correlations of individual codewords with category la-

bels. This approach did not prove to work very well, although in [17]

promising results have been reported for a similar approach. Of course,

these methods build on the assumption that individual descriptor types

are enough to distinguish between the categories. However, in reality the

categories may be recognisable rather by the co-occurrence of different

descriptor values.

Histogram granularity

In the histogram representation, the continuous distance between two vi-

sual descriptors is reduced to a single binary decision: whether the de-

scriptors are deemed similar (i.e. fall into the same histogram bin) or

not. Selecting the number of bins used in the histograms—i.e. the his-

togram size—directly determines how coarsely the visual descriptors are

quantised and subsequently compared. In this selection, there is a trade-

off involved. A small number of bins leads to visually rather different

descriptors being regarded as similar. On the other hand, too numer-

ous bins result in visually rather similar descriptors ending up in dif-

ferent histogram bins and regarded as dissimilar. The latter problem is

not caused by the histogram representation itself, but the desire to use

the histograms as structureless feature vectors in conventional machine

learning algorithms.

The histogram granularity issues were experimentally studied in Pub-

lication VII. The results of those experiments indeed demonstrate that

given a particular category detection task—a subset of PASCAL VOC

Challenge 2007 images—the performance can vary markedly depending

on the selected histogram size. The optimal size was about 4 000 in those

experiments. In [209] it is demonstrated that the optimal size can vary

between category detection problems by several orders of magnitude. The

image corpora used there are the 1578 image PASCAL VOC Challenge

2005 data set and the TRECVID 2005 corpus with approximately 30 000

keyframes. There the optimal histogram sizes were approximately 5 000

and 300 000 (larger histograms were not tried), respectively. The em-
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ployed learning algorithms can have a large effect on the optimal size.

For example, with radial basis function (RBF) SVM instead of linear SVM

the TRECVID performance peaked with just 20 000 keywords.

The various factors affecting the optimal histogram size are not well

understood. In addition to the number of images, one would expect that

the nature of the images together with the number and nature of the

categories would be of importance. There seems to be no widely accepted

principled methodology for selecting the size of histograms. Often one

performs experiments with a few histogram sizes, possibly using cross-

validation. The use of a cluster number selection metrics based on the

minimum description length (MDL) principle has been proposed [86].

However, these metrics balance the complexity with the ability of the

codebook to reproduce the source data, not with the resulting category

detection performance. There seems to be no convincing experimental

evidence that these size-selection metrics would lead to good category de-

tection performance. For practical systems, one often resorts to selecting

a fixed codebook size that has worked decently in some earlier category

detection tasks. For example, many TRECVID 2009 participants have

just used a codebook size of order of one thousand (e.g. [41, 138, 200])

with no obvious reason for just those choices.

Selecting the optimal size of histogram codebooks can be re-worded as

selecting the optimal granularity or scale in the descriptor space. In

Publication VIII, the scale selection problem is turned into scale-fusion

problem following similar lines of thought as in [66]. Different methods

for multi-granularity fusion are experimentally compared in the PASCAL

VOC Challenge 2007 data set. In the following, the fusion is discussed

in the context of BoV features. For the technical description of the fusion

algorithms in general, the reader is referred to Section 3.4 of this thesis.

In the first of the methods considered in that publication, histograms

of different granularities are concatenated with weights, corresponding

to a multi-granularity kernel function in the SVM. This is an example of

a distance combination kernel approach discussed in Section 3.4.1. It is

closely related to the pyramid matching kernel method of [66].

Publication VIII also investigates two ways of modifying the histograms

so that the descriptor-space similarity of the histogram bins and descrip-

tors of the interest points are better taken into account. These approaches

are called the post smoothing and soft histogram techniques. The latter

of the methods is essentially the same as the one proposed in [188] if
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Figure 3.7. The principle of soft histograms contrasted with traditional hard histograms.
In the feature space, an interest point descriptor (X) falls into one particular
(white) hard histogram bin. When forming the soft histogram, however, the
bin counters of the neighbouring bins are also incremented in a lesser degree.

some particular design choices are made. Figure 3.7 illustrates the prin-

ciple of soft assignment. In Publication VIII, the use of the soft histogram

technique is inspired by multi-granularity concerns, whereas in [188] the

technique is motivated from the codeword ambiguity point of view. As an

alternative to these domain-specific mechanisms for combining informa-

tion from different levels of histogram granularity, also the general pur-

pose post-classifier fusion by Bayesian binary regression (BBR) [60] (see

Section 3.4.1) is evaluated in the publication.

Figure 3.8 summarises the results of the scale-fusion experiments

of Publication VIII for codebooks of different sizes. In the figure, the bin

counts on the abscissa directly indicate the number of bins in the baseline

single-granularity hard histograms, as well as in the soft histograms. His-

tograms of all sizes from 128 up to the indicated number are used for BBR

and multi-granularity kernel fusion. One can observe that by using the

best one of the methods, a significant improvement of MAP from 0.404 to

0.451 was obtained in comparison with the best-performing histogram of

a single granularity. Of the techniques, the soft assignment of descriptors

to histogram bins resulted in clearly the best performance. Histogram

smoothing as post-processing improved the performance only slightly over

the baseline single-granularity histograms. The multi-granularity kernel

technique was better than the baseline of single-granularity histograms

with maximum MAP 0.425, but clearly inferior to soft histograms. Com-

bining soft histograms with the multi-granularity kernel technique did

not result in further performance gain, supporting the conclusion that

both techniques leverage on the same information and are thus redun-

dant. The soft histogram technique adds some computational cost in
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Figure 3.8. Category detection performances resulting from the use of various codebook
granularity fusion algorithms. The baseline method uses single-granularity
histograms with no fusion.

2× 2 3× 3 4× 4 5× 5 6× 6 cs-5 cs-10

Figure 3.9. Tiling patterns for partitioning the image area. From Publication IX.

comparison with individual hard histograms as it becomes beneficial to

use larger histograms, and the generated histograms are also less sparse.

Spatial extensions to BoV

In its basic form, the BoV approach does not take into account the in-

terest points’ spatial distribution within images. However, many image

categories are such that the spatial structure could be useful in their de-

tection. A common extension to BoV has been to apply the “divide-and-

disorder” principle by geometrically partitioning all the images with the

same tiling pattern. Each part is described with a separate histogram and

the image dissimilarity is formulated as the sum of the dissimilarities of

corresponding tiles. Figure 3.9 shows some such tiling masks. There ex-

ist also other approaches for including spatial information in BoV. For

example, [180] and [81] apply language modelling techniques—n-gram

modelling in particular—to capture the spatial proximity of local features.

The shape mask technique [112] integrates spatial cues in weaker, more

statistical manner in object detection. There the relation of each local fea-

ture in training material to annotated object contours is recorded. Given a

test image, each local feature of that image hypothesises a set of possible

object contours. By averaging the hypotheses, one arrives in a probable

object outline map, which can be used for weighting different local fea-

tures accordingly.
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Soft tilingHard tiling

Figure 3.10. The principle of spatially soft tile assignment compared with conventional
hard assignment. In hard tile assignment, each of the three indicated in-
terest points falls to exactly one image quadrant and increments only the
bin counters of the histogram associated with that quadrant. In contrast,
when using soft tiling, each interest point increments the counters of all the
four histograms. However, the magnitudes of the increments depend on the
points’ closeness to the corresponding image quadrants.

If spatial information is incorporated to BoV via geometrically sub-

dividing the image, one is faced with a scale selection problem: how

fine-grained spatial tiling patterns should be used? Here one can follow

similar lines as in the case of histogram sizes, fusing together information

from several spatial scales. An influential approach in this has been [99]

that successfully applied the pyramid matching kernel of [66] into the

spatial domain. In Publication IX, an alternative method is proposed

that can be seen analogous to the soft histogram assignment. In the soft

tiling technique, one assigns the interest points not only to one spatial

image tile as in the traditional hard tiling but to several ones with vary-

ing degrees. Figure 3.10 illustrates this principle. The soft tiling can

be presented with spatially varying tile membership masks. Figure 3.11

shows some such membership masks.

The experiments of Publication IX compare the combinations of spa-

tial fusion techniques—kernel-level fusion (i.e. spatial pyramids), soft his-

tograms and BBR post-classifier fusion—in the VOC Challenge 2007 set-

ting. See Section 3.4 for more discussion on techniques for fusion. Be-

sides the fusion algorithm, the experiments address the questions of the

2× 2: cs-5:

4× 4: cs-10:

Figure 3.11. Membership masks of some spatially smooth tilings. Adapted from Publica-
tion IX.
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Figure 3.12. Comparison of hard and soft tiling techniques in the VOC 2007 object de-
tection setting. From Publication IX.

selection of the set of tiling masks to fuse, and the selection of histogram

granularity. The experiments show (Figure 3.12) that spatially soft tiling

is a useful technique even in the case of a single tiling mask. The explicit

kernel-level or BBR mechanisms can be combined with soft tiling and the

performance slightly improved. This can be contrasted with the use of

spatially hard tilings where fusion of several resolutions is an essential

prerequisite for good performance.

Publication X compares two methods of combining the dissimilarities of

the multiple histograms into a single image-level dissimilarity measure

in the sub-image partitioning extension of BoV. In the traditional rigid

matching method, the dissimilarity is obtained as a sum of dissimilari-

ties of histograms of each sub-image. Each sub-image is compared with

the sub-image of the other image that lies in exactly the same geomet-

ric location. The other considered alternative builds on the integrated

region matching (IRM) scheme [203]. In this case the IRM matching cor-

responds to permuting the sub-images of one of the images before the

dissimilarity calculation so that the dissimilarity is minimised. One can

hope this to lead to better detection of categories where the exact locations

of image contents are not relevant, images still belonging to the same cat-

egory after slight transformations (Figure 3.13). Experiments show that

on average, rigid matching works slightly better than IRM matching (Fig-

ure 3.14). However, for some categories IRM matching is significantly

more accurate an alternative (Figure 3.15). The best results are obtained

by combining the two schemes. Another result of that publication is that

the soft tiling technique is very well compatible with the IRM matching,
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Figure 3.13. Examples of image transformations against which invariance might be use-
ful in a category detection system.

��� ��� ��� ��� ��� �	
���
���
�����

�����

�����

�����

�����

�����

�����

�����

�����

�����

���

����	�

���

�
�
 

(a)

��� ��� ��� ��� ��� �	
���
���
�����

�����

�����

�����

�����

�����

�����

�����

����

����

�����

���

����	�

���

�
�
�

(b)

Figure 3.14. Comparing the performance of rigid and IRM matching (white and black
bars) to the fusion of the matching techniques with two different fusion
algorithms (grey bars) in the case of either hard (a) or soft (b) spatial tiling.
See Publication X for details.

providing substantially better performance than hard tiling. In the ex-

perimental results a situation is encountered where the best performance

is provided by a single soft 5 × 5 tiling mask, outperforming the explicit

fusion of several tiling masks.
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Figure 3.15. Category-wise comparison of rigid and IRM region matching when soft spa-
tial tile assignment is employed. From Publication X.

It is somewhat surprising that the rigid region matching scheme works

as well as it does. Certainly some of the image categories of the current ex-

periments are invariant to some geometric image transforms. Apparently

the complete geometric invariance of IRM is excessive. One would prob-

ably benefit from a region matching scheme that allows for some more

transformations than the rigid matching, but would still not completely

abandon rigidness as IRM matching does.

Metrics for comparing SIFT descriptors

The experiments in Publication XI address the issue of the metric that

is used for comparing SIFT descriptors. Originally, in [108] Euclidean

distance was proposed and it has been used ever since. However, since

SIFT descriptors are essentially histograms, it is a natural idea to use the

χ2 distance

dχ2(xi,xj)
2 =

k∑
l=1

(xil − xjl)
2

xil + xjl
(3.1)

instead, as this distance measure has proven to work better for compar-

ing histograms, in particular in BoV systems [215]. The idea is not specific

to BoV use, it could be useful in point-wise matching applications as well.

However, in Publication XI the idea was tested in the BoV context with the

VOC Challenge 2007 images by replacing all the Euclidean comparisons

between SIFT descriptors in our BoV system with comparisons based on

the χ2 distance. Figure 3.16 shows that the performance difference be-
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Figure 3.16. Mean average precision (MAP) in image category detection and its 95% con-
fidence interval. Bars corresponding to different clustering algorithms are
indicated by letters R (random codebook selection), E (Euclidean k-means)
and C (χ2 k-means). From Publication XI.

tween systems using Euclidean and χ2 versions of k-means clustering and

codeword assignment was almost as large as the difference between ran-

dom codebooks and Euclidean k-means. Still, in absolute terms the dif-

ference is not very large. This actually tells that the conventionally used

clustering techniques—such as k-means—produce codebooks that are not

that much better than random selection.

3.2.3 Video features

Often a single well-chosen keyframe can compactly express the most cen-

tral visual characteristics of a video shot. In practice, still-image features

of keyframes form the backbone of the feature representations of current

state-of-the art video retrieval systems [131].

Naturally, the single keyframe approach is not able to represent all the

information that could be relevant to video category detection. A straight-
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forward extension is multi-keyframe analysis, which still builds on the

still-image features of the keyframes. This approach has proven to be

useful in TRECVID evaluations of recent years (e.g. [172, 104]). One ap-

proach to multi-keyframe analysis is to perform the category detection

separately on basis of each keyframe, and then combine the results e.g.

by averaging or taking maximum of the results. Another approach, em-

ployed in the PicSOM system is to concatenate the feature vectors of the

keyframes. Alternatively, a single feature vector can be aggregated over

all the keyframes, or even all the frames of the video shot as is done in the

SIFT-bag kernel technique of [217].

An additional source of features is the analysis of motion in a video shot.

One can obtain motion-sensitive features by extending still-image fea-

tures to take into account motion information. For example, the MoSIFT

features of [30] extend the BoV methodology by including motion infor-

mation in both the interest point selection operator and in the elementary

image property that is collected into histograms over local image neigh-

bourhoods in a SIFT-like fashion.

One may also aggregate more global characteristics of motion. An ex-

ample of a global motion feature is the KLT Histogram feature that has

been used with the PicSOM system. The feature is based on local feature

points tracked using the Kanade-Lucas-Tomasi tracker [181]. For every

frame, each feature point is classified either as missed, static, or moving.

The moving feature points are then mapped into eight principal directions

similarly as in [42]. Two relative directions are additionally used, one to-

ward the centre of the image and one away from it, for detection of zoom-in

and zoom-out. This results in a twelve-bin motion histogram, which can

be used both as a statistical motion feature and a basis for detectors of

different types of motion, such as camera pan, camera zoom, and object

movement.

Videos are not limited to the visual modality, but often contain also au-

dio, yet another source of features. Sound tracks of video shots might con-

tain for example human speech, music or different environment sounds.

The characteristics of the sound track can be described either globally or

the track can be segmented into separately described parts. A popular ap-

proach for sound track characterisation is to calculate the mel-frequency

cepstral coefficients feature (MFCC), which is given by the discrete cosine

transform (DCT) applied to the logarithm of the mel-scaled filter bank en-

ergies [36]. This feature is quite generic and commonly used in speech
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recognition, musical genre classification, and classification of the type of

sound, e.g. whether it consists of speech, music or background noise.

Besides coarse general level description of audio, speech can often be

automatically recognised, resulting in textual representation that can be

processed with the very mature techniques of text retrieval, such as stem-

ming and part-of-speech tagging, and existing tools for text-based index-

ing, such as the Lemur toolkit [135] or Apache Lucene [68]. Text-based

information retrieval is not addressed in this thesis. The textual search

module could easily be implemented as a separate component of the video

analysis system whose output is fused afterwards with the other modali-

ties.

3.2.4 Case example: the high-level feature extraction task of TRECVID
2009

This section gives a practical example of feature techniques employed in

the systems used for tackling the high-level feature extraction task of the

TRECVID 2009 video retrieval benchmark. First, the set of features em-

ployed in the PicSOM group’s entry to the competition is described. In

the benchmark, the PicSOM group showed the sixth best concept detec-

tion performance out of 40 groups. With slight system improvements af-

terwards, the performance is practically on-par with all but the top two

participants. Thus the details of the PicSOM feature representation bear

some practical significance. An empirical comparison of the individual

PicSOM features in the task is therefore shown in the following. After

that, the feature extraction approaches employed by the other top partic-

ipants of the task are briefly reviewed.

The PicSOM feature set

The feature set employed in the PicSOM multimedia retrieval system for

the TRECVID 2009 high-level extraction task consists of a diverse selec-

tion of image features extracted from the keyframes of the video shots,

and their multi-keyframe extensions. Admittedly, the details of the fea-

ture set are not carefully optimised in terms of performance but dictated

by the availability of software at hand and other convenience factors dur-

ing time of the TRECVID 2009 participation.

The feature set includes eight different bag-of-visual-words (BoV) fea-

tures. The eight features result from combining a number of indepen-
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dent design choices. Firstly, either the SIFT [108] or the opponent colour

space version of the Color SIFT descriptor [185] is used. Secondly, ei-

ther the Harris-Laplace interest point detector [119] or dense sampling

is employed for selection of image locations of interest. Third, some fea-

tures use the soft-histogram refinement of the BoV codebooks [185]. Fi-

nally, some of the features use the spatial pyramid extension of the BoV

model [99] that combines histograms of 1 × 1, 2 × 2 and 4 × 4 image par-

titionings. The codebooks for the histograms have been determined with

k-means and self-organising map (SOM) clustering algorithms with either

1 000 (ColorSIFT) or 2 000 (SIFT) bins.

The non-BoV features divide into two groups: features closely resem-

bling image descriptors specified in MPEG-7 standard [75], and custom

features developed in the PicSOM group. Table 3.1 summarises these fea-

tures. The MPEG-7 descriptors have been widely used in image retrieval

research (e.g. [95, 142, 216]). This probably is not because the descriptor

set would be a particularly effective feature representation, but because

the feature set is a well-defined standard readily available to be used.

The MPEG-7 like features in PicSOM omit some details of the stan-

dard that are seemingly irrelevant to the image category detection sys-

tem, such as the scaling of the features and issues related to transferring

the features in real-time multimedia streams. Of the MPEG-7 descriptor

types, the Color Layout descriptor describes the layout of colours in an

image by a set of discrete cosine transform (DCT) coefficients of average

colour in 20× 20 rectangular grid. The Color Structure descriptor resem-

bles a histogram in quantised HMMD colour space (see [75]), but encodes

also information on the spatial distribution of colours. This is achieved

by extending the histogram formation to take into account the colours

present in rectangular neighbourhoods, instead of just individual pixels.

The Dominant Color descriptor encodes two most prominent colours in an

image’s global colour distribution in the CIE L*a*b* colour space. The

Edge Histogram descriptor concatenates the edge direction histograms of

sub-images in a rectangular 4× 4 grid. Also the counts of non-directional

edges are included in the histograms. The edge directions are detected

with Sobel operators. The Scalable Colour descriptor is the Haar trans-

form of image-wide colour histogram in the HSV colour space.

For the remaining non-standard non-BoV features, the five-part centre-

surround partitioning mask (Figure 3.2) is employed: the feature is first

calculated for each of the sub-regions separately, after which the five fea-
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Table 3.1. Non-BoV features employed in the PicSOM system for TRECVID 2009 HLFE
task. The column “Mask” refers to the spatial partitioning mask of image
area.Here cs-5 denotes the 5-part centre-surround mask. “Dim.” denotes the
dimensionality of feature vectors.

Feature Mask Multi-frame Dim.

MPEG-7 Color Layout global no/yes 12/60

Color Structure global no 256

Dominant Color global no 6

Edge Histogram 4× 4 no/yes 80/400

Scalable Color global no 256

non-standard Average Colour cs-5 no 15

Colour Moments cs-5 no 45

Texture Neighbourhood cs-5 no 40

Edge Histogram cs-5 no/yes 20/100

Edge Co-occurrence cs-5 no 80

Edge Fourier cs-5 no 128

ture vectors are concatenated. Of the features, the Average Colour fea-

ture is a three-element vector that contains the average RGB values of

all the pixels within a zone. The Color Moments feature vector consists

of the first three central moments (mean, variance and skewness) of the

HSV colour distribution, separately for each channel. For the Texture

Neighbourhood feature, relative values of the Y (luminance) component

of the YIQ colour representation in all 8-neighbourhoods within the zone

are characterised. The probabilities for neighbouring pixels being more

luminous than the central pixel are estimated for all the eight surround-

ing pixel positions and collected as a feature vector. Edge Histogram is

the histogram of four Sobel edge directions. The feature differs in details

from the similarly named MPEG-7 descriptor. Edge Co-occurrence gives

the co-occurrence matrix of four Sobel edge directions. The Edge fourier

feature vector consists of the magnitude of the 16 × 16 discrete Fourier

tranform (DFT) of the Sobel edge image.

In addition to single-keyframe features, some of the features have been

extended to employ multi-keyframe analysis by concatenating the feature

vectors of five temporally evenly spaced keyframes.
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Table 3.2. Concept detection accuracy (MIAP) based on various BoV image features.
From Publication VI.

Feature sampling histograms spatial partitioning MIAP

Color SIFT dense soft histograms spatial pyramid 0.1166
Color SIFT dense soft histograms global 0.1031
Color SIFT interest points soft histograms spatial pyramid 0.1014
Color SIFT interest points soft histograms global 0.0961
Color SIFT dense hard histograms global 0.0988
SIFT interest points hard histograms global 0.0832

Performance of PicSOM features

The performance of individual PicSOM features in the TRECVID task

were measured as an intermediate result, even though the features are

not intended to be used separately but as components of the final fusion-

based category detection system. Tables 3.2 and 3.3 report the perfor-

mances of a selection of best individual features averaged over all the

20 concepts that were detected in the TRECVID 2009 HLFE task. The

performances are reported using the mean inferred average (MIAP) mea-

sure, the measure employed in the TRECVID 2009 evaluation (see Sec-

tion 2.3.1). Figure 3.17 visualises the results. One sees that the best

individual feature performances are obtained employing histograms of lo-

cal image features collected according to the BoV paradigm, i.e. variants

of SIFT and Color SIFT features.

Table 3.2 compares different BoV feature variants in terms of MIAP. As

expected, dense sampling is a more effective approach than interest point

detection. The soft histogram technique and spatial pyramids improve the

performance of the BoV features as well. These results hold on average,

but concept-wise differences are large. Table 3.3 lists the most accurate

non-BoV features. From this table the observation can be made that the

multi-keyframe (“video”) features always perform better than their single-

keyframe (“image”) counterparts. The tabulated results are illustrated in

Figure 3.17.

Successful feature representations in TRECVID 2009 HLFE task

Figure 3.18 shows the performance the best groups obtained in the high-

level feature extraction task of the TRECVID 2009 evaluation. In the fig-

ure, the bar labelled “PICSOM2009” corresponds to the version of the sys-

tem whose results were submitted to the official evaluation. The leftmost
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Table 3.3. Selection of feature-wise concept detection accuracies (MIAP). From Publica-
tion VI.

Feature type MIAP

Edge Histogram video 0.0625
Color Moments image 0.0438
MPEG-7 Edge Histogram image 0.0417
Edge Histogram image 0.0403
Color Layout video 0.0340
Color Layout image 0.0309
Scalable Color image 0.0330
Edge Fourier image 0.0290
MPEG-7 Color Structure image 0.0263

bar represents the performance the PicSOM system was able to achieve

with slight adjustments made after the evaluation. Table 3.4 provides a

key to the acronyms of the systems and Table 3.5 briefly summarises the

feature presentations of the ten best-performing groups. From the table

it can be seen that all the best performing groups use variants of BoV fea-

tures. Another observation that can be made is that most of the groups

employ a wide variety of features. In this light, the good performance of

the fourth-ranked TIT group underlines the effectiveness of the SIFT-Bag

video kernel BoV variant they use, as their performance results almost en-

tirely from this feature alone, their audio features providing only a small

help.

3.3 Supervised detection

The supervised detection stage of the discussed category detection archi-

tecture tries to re-produce the mapping between the feature representa-

tions and the categories to be detected. For each category, the detection is

performed separately on basis of each feature. Naturally, several differ-

ent detection algorithms or algorithm variants can be used for producing

several alternative feature-category mappings, even for a single feature.

The input to the supervised detection stage consists of the feature vec-

tors resulting from the feature extraction stage and category labels of the

training part of the data objects. For concreteness, the example case of

data objects being images is considered in this section from here on. How-

ever, they might be anything else as well, e.g. videos. The output of the
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Table 3.4. The top groups in the TRECVID 2009 HLFE task. Each system is described
in detail in the respective notebook paper in the TRECVID 2009 workshop
proceedings [131].

Rank System MIAP Affiliation

1 MediaMill 0.228 ISLA, University of Amsterdam
INESC-ID, Lisboa
CVSSP, University of Surrey

2 PKU-ICST 0.203 ICST, Peking University
3 FTRDBJ 0.170 France Telecom Orange Labs (Beijing)

Beijing University of Posts and Telecommunications
4 TIT 0.168 Tokyo Institute of Technology

Georgia Institute of Technology
5 CityUHK 0.163 Video Retrieval Group, City Univ. of Hong Kong

Digital video and Multimedia Lab, Columbia Univ.
6 PicSOM2009 0.152 AIRC, Helsinki University of Technology
7 VITALAS 0.147 MUG, Aristotle University of Thessaloniki

ITI, Centre for Research and Technology Hellas
CWI, Amsterdam
Fraunhofer IAIS
French Audiovisual Institute
Institut für Rundfunktechnik
Robotiker-Tecnalia
EADS Val de Reuil
INRIA Rocquencourt

8 EURECOM 0.138 Institute Eurecom, France
9 Tsinghua 0.134 Intelligent Multimedia Group, TNList, Tsinghua Univ.
10 LIFM 0.132 Laboratoire dInformatique Fondamentale de Marseille,

Université de la Méditerranée, Université de Provence
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Table 3.5. The feature extraction techniques employed by the top groups in the TRECVID
2009 HLFE task.

Rank System MIAP Features

1 MediaMill 0.228 Extensive sets of BoV features employing:
interest point detectors and dense sampling
multiple descriptor types: 1) SIFT,
2) several ColorSIFT variants, 3) SURF
spatial pyramids
multi-keyframe analysis
fast approximation techniques
20 audio features

2 PKU-ICST 0.203 six SIFT BoV variants
set of global image feature incl. grid
colour moments, LBP, EH layout
audio features

3 FTRDBJ 0.170 several SIFT BoV variants
global colour, texture and edge features

4 TIT 0.168 SIFT-bag GMM of whole shots
audio features (MFCC)

5 CityUHK 0.163 four BoV features
several global image features incl.
grid colour moments and wavelet texture

6 PicSOM2009 0.152 several SIFT-based BoV features
several global grid and multi-keyframe
visual features (cf. Section 3.2.4)

7 VITALAS 0.147 ColorSIFT BoV of keyframes,
HOG/Optical flow of space time
interest points of whole video shots,
several low-level global image features
incl. colour layout, Weibull
edge statistics and face detectors

8 EURECOM 0.138 SIFT BoV
set of global image features incl. grid
colour moments, grid wavelet texture, LBP
object detectors: face, person, bicycle
audio features (MFCC)

9 Tsinghua 0.134 several BoV features (colour, SIFT, SURF)
set of global grid features:
colour, Gabor texture, edge statistics

10 LIFM 0.132 very extensive set of features (over 100)
including BoV features (SIFT,SURF)
global grid image features (colour,
texture, edges)
mid-level perceptual and semantic features
audio features, and many others
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Figure 3.17. Comparison of the performance of individual BoV (Table 3.2) and non-BoV
features (Table 3.3) in the TRECVID 2009 HLFE setting.

supervised detection stage is a detection score for each test set image, once

again separately for each feature and category. The score values may di-

rectly be estimates of the probability of the category membership, or they

can be values more inherent to the learning algorithm.

In addition to the test image detection scores, one may also need to es-

timate the scores for the training images if the subsequent stages of the

category detection system employ supervised algorithms. In practice, the

estimation can be carried out by using cross-validation techniques [39].

There the training set is partitioned into multiple folds. For each fold, the

category detection scores are obtained from a feature–category mapping

that is learnt using the other training images apart from that particular

fold. Special measures for ensuring unbiased selection of the folds may

need to be taken if the training set is ordered in a way that all training

examples can not be considered independent [187]. This is the case with

video shots, for example, where temporally adjacent shots often belong to

the same program and have very similar contents.

Given the extracted features, the learning problem is no longer spe-

cific to any particular application domain—be it images, videos or text
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Figure 3.18. The performance of top groups in the TRECVID 2009 high-level feature
extraction task. Adapted from Publication VI.

documents—but any supervised learning algorithm can be employed.

This core problem in machine learning has been intensively studied over

the decades. It is out of scope of this thesis to try to review it. Rather, a

more empirical view is taken. In the following, two learning algorithms

used in the PicSOM category detection framework are first discussed in

Section 3.3.1, namely the tree-structured self-organising maps (TS-SOM)

and support vector machines (SVM). After that, Section 3.3.2 lists learn-

ing approaches that have been successfully applied in other category

detection systems.

3.3.1 Learning algorithms in the PicSOM system

The PicSOM category detection system implements two types of learning

algorithms. The construction of the SOM-based classifiers begins with

quantising the feature spaces using the TS-SOM [91] algorithm, a tree-

structured variant of the SOM [89]. In the subsequent learning algorithm,

the bottom levels of TS-SOMs define the quantisation and the upper levels

act as an index structure for rapid search. Typically, TS-SOMs from two to
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four stacked levels have been used, the bottom levels measuring from 16×
16 to 256× 256 map units, respectively. Figure 3.19 shows an example of a

TS-SOM quantisation of a feature space based on the colour and texture

distribution of image segments.

The TS-SOM preparation step needs to be performed only once for each

feature type in an image collection. After that, generating a classifier for

any binary partitioning of the training images is very fast. Any partition-

ing is characterised by the division of the training images into positive and

negative examples. The classifier for the partitioning is created by sub-

tracting the proportion of negative examples that fall into each bottom-

level TS-SOM unit, i.e. quantisation bin, from the corresponding propor-

tion of positive examples. This way a classification score is assigned to

each quantisation bin. After this initial scoring, the scores are low-pass

filtered on the two-dimensional TS-SOM grid surface, taking advantage

of the topology-preserving characteristic of the SOM clustering and ef-

ficiently emphasising the differences between the feature space regions

where positive and negative examples are well separated, or occur mixed

with each other. Figure 3.20 illustrates the filtering step. Now the prepa-

ration step is complete and a detection score is associated with each quan-

Figure 3.19. A TS-SOM partitioning of the feature space defined by colour and texture
distribution of image segments. From [194].
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⇒

Figure 3.20. An example of low-pass filtering a SOM surface. On the left, positive and
negative training images are shown with white and black marks, respec-
tively. On the right, the filtered result is shown where relevance information
is spread around the training examples. From [193].

tisation bin of the feature space. Assigning a feature-wise detection score

to an independent test image is then simple: the extracted feature vector

of the image is quantised using the same quantisation scheme and the

image receives the detection score of the quantisation bin into which its

feature vector is mapped.

Support vector machine (SVM) [33] variants are machine learning algo-

rithms that provide very competitive accuracies in diverse generic classi-

fication and regression tasks. Consequently, using SVMs is very popular

nowadays. The basic idea in the SVM learning algorithm is to formu-

late a cost function for optimisation that seeks to find a hyperplane—i.e.

a linear decision surface—that separates the positive training examples

from the negative ones with the widest possible margin. Figure 3.21 il-

lustrates this idea in two dimensions. The maximisation of the margin

can be shown to approximately correspond to structural risk minimisa-

tion [191, 190], a learning paradigm that guarantees the best possible

generalising ability of the trained classifier. In practice the optimisation

of the cost function leads to the parameters of the hyperplane being de-

termined by a small subset of the training examples. These examples are

called support vectors, hence the name of the method. SVM was first in-

troduced in its linear form, i.e. the decision surface in the feature space

was given by a linear function. In the 90s, the SVM was extended to non-

linear classification via the kernel trick. This means replacing the linear

inner products of feature vectors appearing in the optimisation cost func-

tion with a non-linear kernel function. This results in non-linear decision

surfaces. Alternatively, the kernel trick may be interpreted to map the

feature vectors to a transformed space, which can be of very high dimen-

sionality. In the transformed space, the decision surfaces are linear.

The SVM implementation used in the PicSOM system is an adaptation

of the C-SVC classifier of the LIBSVM software library [29]. The library
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Figure 3.21. Three hyperplanes (1-3) in the 2-dimensional data space. Planes 1 and 3
both separate the training examples, symbolised with the grey and white
balls, whereas plane 2 does not. Plane 1 separates the training examples
with maximum margin (illustrated by the dashed lines). Support vectors
are denoted with ’x’.

solves the C-SVC optimisation problem

min
w,b,ξ

J =
1

2
wTw + C

Ntrain∑
i=1

ξi (3.2)

subject to constraints

yi(w
Tφ(xi) + b) ≥ 1− ξi (3.3)

ξi ≥ 0 (3.4)

given the pairs (xi, yi) of feature vectors and class labels for the Ntrain

examples in the training set. Here xi ∈ Rk and yi ∈ {−1,+1}. In the

equation, w and b are the parameters of the separating hyperplane. The

function φ(·) specifies the kernel function g via g(xi,xj) = φ(xi)
Tφ(xj).

The penalty coefficient C is a free parameter of the method.

The PicSOM system employs kernels that are exponential functions of

a distance function d(xi,xj) between feature vectors xi and xj :

g(xi,xj) = exp
(−γd(xi,xj)

2
)
. (3.5)

In the kernels, γ is a free parameter. For the distance function, the Eu-

clidean distance is the basic alternative:

dE(xi,xj)
2 = ‖x− x′‖2 =

k∑
l=1

(xil − xjl)
2, (3.6)
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resulting in radial basis function (RBF) kernels. In the above, m denotes

the dimensionality of feature vectors. In addition, the χ2 distance is used

for histogram-like features, the BoV features in particular:

dχ2(xi,xj)
2 =

k∑
l=1

(xil − xjl)
2

xil + xjl
. (3.7)

The motivation for this is the well-known empirical observation that the

χ2 distance is well-suited for comparing histograms ([215] and Publication

VII). Also other distance functions are sometimes used (cf. Section 3.4.1

and Publication X).

The free parameters C and γ of the SVMs are selected with a cross-

validation search procedure. The details of the search procedure have

been developed over the time. In recent work, a scheme has been used

where the average precision (AP) performance measure is optimised in

the 10-fold cross-validated training set using a procedure where—inspired

by [210]—line search is first used to identify a promising parameter re-

gion, followed by a grid search in that region. Earlier, the ROC AUC

performance metric, 6-fold cross-validation and an importance sampling

search procedure were used, initialised with grid search. To speed up the

computation, the data set has been radically downsampled for the param-

eter search phase. Further speed-up is gained by optimising the C-SVC

cost function only very approximately during the search.

For the final SVM detectors, downsampling the data set has also been

employed, but less radically than in the parameter search phase. Often

there have been much fewer positive examples of a category than nega-

tive examples. Consequently, for such categories, the sampling has been

able to retain all the positive examples and just limit the number of nega-

tive examples. The exact degree of sampling applied has varied according

to the computation resources available and the required accuracy of the

outputs. Generally, the downsampling has always resulted in degraded

detection accuracy in SVM experiments with PicSOM.

Comparing the SOM and SVM based detection algorithms, the advan-

tage of SVM-based detectors is their significantly greater accuracy. This

is demonstrated by the Figure 3.22, adopted from Publication IV. This

publication concerns the means by which the system performance was

improved in detecting categories of Corel images. The figure shows that

in that application, SVM-based detectors (the solid line with small dots

labelled “Improved”) reach much higher accuracy than SOM-based detec-

tors (the solid line with open circles, “Baseline”). SOM-based classifiers,

86



System for visual category detection

Figure 3.22. Solid lines: accuracy of the SOM-based baseline and improved SVM-based
categorisation systems with a basic set of image features. Dashed lines: the
performances with augmented set of features. From Publication IV.

in turn, are much faster to train. In particular, a new SOM-based clas-

sifier is very fast to generate to discriminate any pair of two semantic

classes once the data set specific preparation step has been performed.

This makes the SOM-based approach scalable to extremely large concept

ontologies. For example, it has enabled the modelling of a total of 294 con-

cepts from the LSCOM ontology [129] without excessive computational

requirements [165].

Historically, the SOM-based detectors have always been part of the Pic-

SOM throughout the system’s existence. The early emphasis was on in-

teractive CBIR, where the rapidness of the SOM approach in learning

new category definitions is essential for a satisfactory user experience.

Also much of the early work where the PicSOM system has been used in

off-line category detection tasks used SOM-based detectors, including the

work on automatic image annotation and participation to the VOC eval-

uations in 2005 and 2006. Later, the PicSOM system has been migrated

towards the use of SVM detectors in all off-line tasks.
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3.3.2 Learning algorithms commonly used for category detection

One can get an overview of learning algorithms employed in the success-

ful category detection systems of the day by looking at the systems of

the recent TRECVID evaluations. One can, for example, consider the

top ten groups of the high-level feature extraction task of the TRECVID

2009 evaluation (cf. Section 2.4.2). All the systems are described in the

TRECVID 2009 workshop proceedings [131]. A variant of the SVM learn-

ing algorithm (cf. Section 3.3.1) is employed in supervised learning sub-

systems of all ten groups. Interesting and somewhat useful, but appar-

ently still not very essential variations to the basic SVM algorithm include

the use of over/undersampling of the training set and boosting for SVM

training, and the multiple kernel learning (MKL) SVM extension [149].

The sampling approach is employed in the second best ranked PKU sys-

tem to combat the unbalanced numbers of positive and negative training

examples. In their OnUm algorithm, multiple parallel SVMs are trained

using versions of the training set with duplicated positive examples and

undersampled negative examples. In the ninth ranked TSINGHUA sys-

tem, a boosting algorithm [199] is used for training five parallel SVMs

that complement each other for each feature. The third ranked FTRDBJ

group tried to employ MKL for selecting weights of different components

of feature vectors concatenated in the early fusion fashion (cf. also Sec-

tion 3.4). Other alternative fusion algorithms worked somewhat better in

their system, however.

Some of the top groups supplemented SVMs with other learning al-

gorithms. The most accurate MediaMill system employs two other ad-

vanced kernel learning approaches in addition to SVMs: kernel discrim-

inant analysis using spectral regression (SR-KDA) [23] and non-sparse

multiple kernel Fisher discriminant analysis (MK-FDA) [208]. These ad-

ditions can be considered to be significant for the system’s performance.

The same can not be said in the cases of the TIGT system, where hid-

den Markov models (HMM) are employed for classifying audio features,

nor of the LIF system, where the simple k-nearest neighbour classifier

(KNN) [156] is used in parallel with SVMs.

Outside the top ten of TRECVID 2009, examples of other interesting

and decently well working learning approaches used in recent TRECVID

HLFE tasks include IBM Research’s random subspace SVM bagging (RS-

Bag) and principle component semi-supervised SVM algorithms [24, 132],
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random forest classifiers (e.g. [6, 143]) and Fisher discriminant meth-

ods [56, 170]. One may also mention the rather successful investigations

of Microsoft Research Asia at TRECVID 2007 and 2008 [115, 116] on vari-

ous supervised and semi-supervised learning algorithms. The supervised

methods include SVM variants, multi-layer multi-instance kernel [214]

and correlative multi-label learning [147], whereas the semi-supervised

methods consist of optimising multi-graph learning [204], transductive

multi-label learning [202], manifold ranking, linear neighbourhood prop-

agation [201], and the use of temporally consistent Gaussian random

field [179] models.

3.4 Fusion: early, late and intermediate

In fusion approaches to learning, the data is first processed in several

different ways in parallel and then the results are combined. Over the

years, feature fusion approaches have proven to be very useful in image

analysis tasks. In those approaches, several alternative visual features

are extracted from the images. The combination of the features usually

performs better in a given image analysis task than any single one of the

features that were combined. Feature fusion is especially useful when one

detects a wide variety of categories from a generic data collection. Then

it might simply be impossible to devote the effort to consider the useful-

ness of different features separately for each category. Consequently, one

must resort to automatic methods for combining the information the dif-

ferent features provide. In narrower domains, it is more likely that one

can come up with a single feature that rather well reveals whether an

image belongs to categories of interest, or at least the difference between

the performances of fusion and the best single feature could be less pro-

nounced.

In the empirical spirit of this thesis, the practical observations of benefi-

ciality of fusion give sufficient justification for applying feature fusion in a

category detection system. However, it can be pointed out that also in bi-

ological visual systems colour, shape, motion and depth information seem

to be processed using separate pathways [106]. In the machine learning

research community, it is a long-known empirical fact that an ensemble of

classifiers usually is much more accurate than any single classifier of the

ensemble (see e.g. [5, 87]). Quite concretely this principle was brought to
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the attention of computer vision researchers by the Viola-Jones face de-

tection algorithm [198] that builds on the principle of combining a number

of very rudimentary pixel pattern classifiers via a boosting algorithm. An

overview of boosting in general can be found e.g. in [157].

In a category detection system, feature fusion needs not to be a separate

system stage, but fusion techniques can be utilised in almost any phase

of the category detection pipeline. There are two basic approaches to fea-

ture fusion: early fusion and late fusion, the latter being known also as

post-classifier fusion. In early fusion, different features are combined in

the earliest possibility after their extraction from images. The combina-

tion can then be treated just as a single feature in subsequent processing.

In contrast, in the late fusion approach the features—often called fea-

ture channels—are processed separately as long as possible and only as

the last step in the processing the outcomes of the feature channels are

combined. Early and late fusion approaches represent opposite extremes.

Feature fusion can also occur in the middle of a category detection sys-

tem. The multi-level feature extraction hierarchies (cf. Section 3.2.2), for

example, offer many possible intermediate points for fusion. Early and

late fusion approaches are not exclusive: both can be simultaneously put

to use in a category detection system.

As a demonstration of the early/late fusion continuum, Figure 3.23

shows a hypothetical BoV type system where interest points are first

detected. Histograms of local colour (C) and texture (T) at these points

are then used as features. The colour and texture feature vectors of each

point could be concatenated to form a single feature vector (1). Alterna-

tively, a separate histogram could be generated on basis of both channels

and the histograms then concatenated (2). Third option (3) would be to

feed both histograms as an input to a supervised detection algorithm that

would produce a decision based on both (e.g. kernel fusion via multiple

kernel learning, cf. Section 3.4.1). In the last alternative (4), the two

histograms would be fed separately to SVM detectors. The decision scores

of the SVMs could then be averaged or combined in some other manner.

The first approach is clearly early fusion in its purest form, whereas the

last qualifies as late fusion. Often approaches like the second and third

one are also regarded as early fusion.

Another dimension to the variety of feature fusion approaches is incor-

porated by hierarchical fusion. In hierarchical fusion, the features are

divided into groups. Feature fusion is first performed within the groups,
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Figure 3.23. Fusion alternatives in a BoV system employing colour histograms (C) and
texture histograms (T) as local image features.
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and after that the outcomes of each feature group are combined. Quite

often the features are grouped by heuristic grounds, for example visual,

audio and textual features of videos. This can have practical reasons:

some learning algorithms, for example, are conventional to apply to tex-

tual features, but are not well applicable to visual features.

It is not only the features that can be combined. Similar fusion tech-

niques can be applied, e.g. in late fusion scheme where one trains several

SVM detectors on basis of each feature with different training parame-

ters. One can also train the detectors with different subsets of the training

data and fuse the results, as is done for example in bagging type learning

algorithms [21].

With feature fusion, one has to decide which features to fuse. One ap-

proach is to treat all the features symmetrically and fuse them together

with equal weights. This gives arise to unsupervised fusion methods.

However, one can decide to fuse just a subset of the available features

or weight the features unequally. Naturally, one can use a priori infor-

mation to do the selection, in which case also this kind of fusion is un-

supervised. However, if one estimates the optimal combination strategy

from the training data, the fusion becomes supervised. This links feature

fusion to feature (or variable) selection and extraction methods, research

problems that have been devoted a lot of attention over the years (see

e.g. [67]).

Many feature extraction and supervised detection techniques can be in-

terpreted to contain fusion-like elements. It is sometimes difficult to de-

cide whether they should be addressed separately as fusion techniques

or to be left outside the discussion as inherent details of the respective

techniques. For example, the colour of image pixels—their most elemen-

tary property—is a combination of three more-or-less independent chan-

nels. Same applies to many multi-component elementary features, such

as colour histograms. Speaking of an early fusion composite feature here,

however, probably just confuses matters. Another example is the com-

mon feature extraction technique, where one geometrically partitions the

image area and concatenates the feature vectors of the parts (cf. Sec-

tion 3.2.1). Kernel fusion and bagging/boosting learning techniques fur-

ther blur the boundary between fusion and learning methods. It should

also be pointed out that fusion techniques and other parts of a category de-

tection system are not isolated. For example, the particular way the out-

puts of supervised learners are scaled implicitly contributes to the weight-
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ing of features in late fusion in the traditional PicSOM fusion approach.

There has been an enormous amount of research in applying various

fusion techniques to many kinds of learning problems. A comprehensive

review of the techniques or their applications is outside the scope of the

thesis. The following section presents some fusion-related techniques that

are used in the category detection systems of the day, the PicSOM system

in particular.

3.4.1 Fusion techniques

For early fusion, the prototypical approach is to concatenate the feature

vectors to be fused. In addition, one can perform some normalisation or

weighting of the features. In PicSOM, for instance, a normalisation tech-

nique has been used where all the feature vector components have been

made to have unit variance and zero mean.

Kernel fusion can also be categorised as an early fusion technique. In

kernel fusion, the kernel-based learning algorithm (usually SVM) is pro-

vided with all the extracted feature vectors, and the learning algorithm

then combines the feature channels. The combination weights can be ei-

ther set a priori or learnt from the data. In multiple kernel learning

(MKL) [149] the kernel of an SVM (cf. Section 3.3.1) is expressed as a

linear combination of feature-wise kernels gl:

gMKL(xi,xj) =
∑
l

λlgl(xi,xj). (3.8)

The combination weights λl are learnt simultaneously with the support

vectors in the optimisation process of the SVM cost function. Another

kernel fusion technique is the combination of feature-wise distances, re-

sulting in the kernel

gdist(x,x
′) = e−

∑
l γldl(xi,xj) (3.9)

corresponding to multiplication of kernels. The distance combination

technique is used with a priori weighting e.g. in pyramid matching ker-

nels [66, 99] and their relatives to combine features extracted in different

scales. This technique is employed also in Publications VIII, IX and XI.

In the distance combination scheme of [113], the feature weights are

separately optimised with a genetic algorithm. For many distance met-

rics d, the distance combination kernel fusion is equivalent to weighted

concatenation type of early feature fusion.
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In late fusion, the feature-wise detector outputs are mapped into a sin-

gle detection score s through some fusion function:

s = fF(s1, · · · , sND
) = fF(s). (3.10)

Here s denotes the vector that collects the outcomes of the feature-wise

detectors:

s = [s1 s2 · · · sND
]T . (3.11)

Some examples of widely used simple mapping functions are given below.

A very elementary late fusion mechanism is forming the sum or equiva-

lently the average of the detector outputs:

favg(s) =
1

ND
fsum(s) =

1

ND

ND∑
i=1

si. (3.12)

In the summation, one may weight the detectors individually

flinear(s) =
ND∑
i=1

λisi (3.13)

resulting in weighted linear fusion. Product fusion or equivalently the

geometric mean

fgeom(s) = fprod(s)
1/ND =

ND∏
i=1

s
1/ND

i (3.14)

often performs somewhat better than the sum fusion. Also the product

formula can be modified to include detector-wise weights.

As long as the mapping function does not contain free parameters, the

late fusion can be performed in unsupervised, feed-forward mode. All

of the above mentioned fusion mechanisms except the weighted sum are

examples of such parameter-free fusion techniques. Mapping functions

containing free parameters can also be used for unsupervised fusion if

the parameter values can be set using a priori knowledge. Despite their

simplicity, unsupervised sum and product fusion can provide surprisingly

good fusion results, as demonstrated in Publication IV.

However, if the optimal values of the fusion mapping parameters are

learnt from training data and associated feature-wise cross-validated de-

tector outcomes, one obtains a supervised late fusion method. Basically

any generic vector space supervised learning algorithm can be used for

this purpose by interpreting the collection s of detector outcomes as a fea-

ture vector. Then the vector space learning algorithm can be used for

selecting the optimal mapping function fF(s) among the ones the learner
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can form. Of the methods falling to this category, use of SVMs and neural

networks has been popular and rather successful. In the PicSOM system,

the SVM approach with RBF kernels has been used (cf. Section 3.3.1), as

well as the Bayesian logistic regression [61] method. In the two-class case

(category present or not), the method is called Bayesian binary regression

(BBR). The mapping function in BBR is a weighted linear sum that is

converted to the scale [0, 1] via the logistic sigmoid:

fBBR(s) = ϕ(

ND∑
i=1

λisi) ϕ(x) =
ex

1 + ex
. (3.15)

Because of the sigmoidal mapping, the values of fBBR can be interpreted

as probabilities. This facilitates the determination of the parameters λi

as the MAP estimates if the prior distribution for λi is specified. This,

employing Laplacian priors, is accomplished by the BBR software pack-

age [60]. In practice, BBR fusion often gives results comparable to SVMs,

but is computationally considerably lighter (cf. e.g. Publication IX).

Another route to supervised fusion is to combine a late fusion mecha-

nism with a wrapper method for variable selection. In wrapper methods,

the conceptual idea is to train the actual category detection system with

different subsets of available variables and evaluate which of the com-

binations works best. This evaluation requires the feature-wise detector

outcomes for the training set (e.g. via cross validation), and thus the fu-

sion procedure is supervised. The use of the wrapper approach needs not

to be limited to variable selection. Also other parameters of the mapping

such as the linear combination weights could be selected using this princi-

ple, as long as a search scheme is devised that produces candidate values

for the parameters.

Sequential floating search methods are classical well-performing wrap-

per methods for variable selection [76, 146]. In floating search, the active

set of variables is either augmented with one variable (sequential forward

selection, SFS) or one variable is removed (sequential backward selection,

SBS), whichever choice results in most improvement in the search cost

function. The cost function can, for example, measure classification per-

formance in the training set. Two often used initialisation strategies of

the active variable set are starting from empty set, and starting from the

full set of all variables. These alternatives have been denoted sequential

floating forward (SFFS) and backward (SFBS) search.

The wrapper-based fusion approach used in PicSOM system for

TRECVID 2009 builds on the geometric mean fusion mechanism. Floating

95



System for visual category detection

search is used for selecting such set of variables that maximises the AP

ranking performance measure in the training set when the feature-wise

detection scores are combined with the geometric fusion mechanism. The

geometric mean fusion is then performed for the test set using the same

set of features. The acronym SFBS (from sequential forward-backward

search) has been used for the search procedure for indicating two direc-

tions of active set update (SFS, SBS), both in the forthcoming discussion

in this thesis and in Publication VI. This use of the acronym is somewhat

ambiguous, as in the above taxonomy of floating search methods, the same

acronym has been used to refer to the search starting from the full set of

variables.

In a modified version of the SFBS procedure, the search is made more

robust by partitioning the training data into NP folds. A set of overlapping

training subsets is obtained by forming all possible NP combinations of

folds where one of the folds is left out. In the multifold-SFBS (mSFBS)

fusion procedure, the search is repeated for all the training subsets and

the results are used for weighting the geometric fusion:

fmSFBS({si}) =
ND∏
i=1

s
qi
Q

i Q =
∑
i

qi. (3.16)

Here qi ∈ [0, . . . , NP] is the number of training subsets in which the ith

variable is included in the SFBS search result.

Besides the floating search methods, one may consider also the follow-

ing procedure as a rudimentary manual wrapper method: the researcher

selects, for one reason or another, some fusion parameter values and tests

the system’s cross-validation performance using all selected parameter

combinations in turn. This kind of manual wrapper procedure is probably

very commonly used among researchers.

3.4.2 Observations from experiments

In this section some fusion experiments that have been performed with

the PicSOM system are first described. These experimental results are

then supplemented with a brief review of fusion techniques employed by

the systems that participated in the TRECVID 2009 high-level feature

extraction task.
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Table 3.6. Annotation quality obtained by the PicSOM system with different feature sets
in Corel image annotation task.

System DTMI / bits F1

Elementary 4.71 0.244

Binary 6.38 0.329

N-ary 6.51 0.350

Fusion results experiments with PicSOM

The annotation of the Corel images (cf. Section 2.4.2) on basis of a set of

global image features was studied in Publication III. Table 3.6 illustrates

the usefulness of early fusion in that setting. The annotation quality is

shown in terms of DTMI and F1 performance measures (cf. Section 2.3).

For both measures, larger numerical value corresponds to better perfor-

mance. In the experiments, the set of elementary visual features is that of

Table 4.2 on page 110. For the system denoted “Elementary”, a separate

SOM-based detector is trained for each feature, and the detector outputs

are then fused in a late fusion manner. The other systems are otherwise

similar but the set of features consists of early fusion combinations of two

(“Binary”) or one, two, three and four elementary variables (“N-ary”).

In Publication IV, methods of improving performance in detecting the

categories of the Corel images were studied. Figure 3.24 adapted from

that publication compares the performance of different sets of variables

in the Corel category detection task when SVM-based late fusion is em-

ployed. The feature sets form a hierarchy of subsets of the feature set

ALL, the full feature set of the system. ALL decomposes into feature sets

FC and ELEM+IP. ELEM+IP is the union of ELEM, the ten elementary

image features of Table 4.2 and IP, the set of six SIFT-based BoV fea-

tures. FC denotes the set of twelve early-fusion combinations of features

in ELEM. One observes that here the accuracies generally increase as

more features are added to the feature set.

The last example comes from the experiments performed with the

PicSOM system for TRECVID 2009 HLFE task [166] and is adapted

from Publication VI. For TRECVID, a preliminary evaluation of the var-

ious post-classifier fusion algorithms was performed in a setting where

the annotated training part of the video corpus was further partitioned

to training and validation parts in 2:1 proportions. In this prelimi-
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Figure 3.24. The accuracies of feature sets in detection of categories of the Corel images.
From Publication IV.

nary experiment SVM-based fusion was significantly and consistently

outperformed by geometric-mean-based fusion algorithms, both by the

unsupervised basic version and by the supervised SFBS variants. More-

over, the SVM fusion mechanism is computationally much more costly.

Consequently, the evaluation with the full data set was constrained to the

variants of geometric mean fusion.

Figure 3.25 compares different geometric mean based fusion algorithms

with the whole video corpus and four different sets D1–D4 of detectors

to be fused. These sets result from different sets of shot-wise features

and different training parameters. The number of fused detectors ranges

between 77 (D1) and 26 (D4). One can see that the geometric mean of all

detectors (the leftmost bar) is always inferior to methods where the set

of detectors is selected with sequential forward-backward search (SFBS).

The figure also shows that multifold-SFBS performs better than the basic

SFBS.

The results of this section—when compared with the MIAP values of the

best individual features in Tables 3.2 and 3.3—can be used for confirm-

ing the observation that fusion of features usually outperforms individual

features, even if the best individual features are better than some other
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Figure 3.25. Comparison of algorithms for selecting detectors for geometric mean fusion
from four different sets of detectors D1–D4. Adapted from Publication VI.

features being fused by quite large a margin. With a good fusion algo-

rithm, benefit can be obtained from individually rather badly-performing

features. In one experiment approximately 75% of the best features were

chosen for fusion, thus leaving just the worst performing 25% of the fea-

tures outside. Still, with the multifold-SFBS fusion algorithm the fusion

accuracy improved when the worst 25% were returned to the feature set.

With a less-developed fusion algorithm, the saturation point is reached

earlier where further addition of features no longer improves the fusion

result. An example of this behaviour can be seen in Figure 3.25 when

comparing the sets of detectors labelled as D3 and D4. Here set D3 is a

superset of D4 having almost three times as many detectors. When the ge-

ometric mean fusion is used, better performance is obtained by using the

smaller set D4, whereas with the more advanced SFBS fusion algorithms

the situation reverses: benefit can be obtained from the extra detectors in

D3.

Fusion in TRECVID 2009 category detection systems

Systems that were the most successful in the high-level feature extraction

task of TRECVID 2009 evaluation can be taken to represent the current

state-of-the-art in category detection. Systems of all the top ten groups

employ fusion strategies, as do most other participants of the evaluation.

Many systems employ large and diverse sets of features (cf. Table 3.5),

and generally this seems to be beneficial for the performance. Table 3.7
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Table 3.7. Fusion techniques in the TRECVID 2009 HLFE top systems. See Table 3.4 for
the key of the system abbreviations.

Rank System MIAP Fusion techniques

1 MediaMill 0.228 late fusion with SFS feature selection
2 PKU-ICST 0.203 early and late
3 FTRDBJ 0.170 late fusion with hierarchical linear combination
4 TIT 0.168 late fusion via combined likelihood ratio
5 CityUHK 0.163 late fusion with the average rule
6 PicSOM 0.152 late fusion with multifold-SFBS
7 VITALAS 0.147 early fusion
8 EURECOM 0.138 hierarchical weighted linear fusion
9 Tsinghua 0.134 late fusion with the average rule
10 LIFM 0.132 hierarchical weighted linear fusion

summarises the used fusion techniques.

If one considers all the systems participating in the TRECVID 2009

HLFE task, the late fusion approach seems to be more common than early

fusion. Some researchers are even of the opinion that the superiority of

late fusion over early fusion is already a proven matter. However, a sig-

nificant portion of the systems rely on early fusion, some with a degree of

success. In the second ranked PKU-ICST system, features are divided—

apparently heuristically—into two groups. Within these groups, early fu-

sion is employed. The detection outcomes based on the two feature groups

are combined in a late fusion manner. The third-ranked FTRDBJ group

obtained their best result with hierarchical late fusion mechanism. The

first layer of the hierarchy employs the average fusion mechanism within

feature groups while in the second layer a weighted linear combination

is formed. However, the group obtained almost equally good results by

employing kernel fusion based on multiple kernel learning (MKL), which

can be put into category of early fusion methods.
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This chapter briefly reviews some successful applications of the generic

PicSOM category detection architecture to diverse visual analysis tasks.

The covered tasks include automatic image annotation, object detection,

localisation and search, semantic multimedia search, and robot naviga-

tion. The material in the following sections has been duplicated for the

most part from Publications I–VI of the thesis and can be considered to be

a contribution of the respective publications.

4.1 Automatic image annotation

Publications III and IV of the thesis investigate the automatic image

annotation task. In that task, images are automatically labelled with

keywords. During the last decade, a wealth of automatic annotation ap-

proaches has been proposed in the literature, starting with the pioneering

work of [126]. Many of the proposed methods have been specifically de-

signed for the auto-annotation application. The leading thought behind

the experiments discussed in this section has been to try how good an

annotation performance one is able to achieve by following a somewhat

different approach. The generic PicSOM visual category detection archi-

tecture has been used as a back-end. This generic image content analysis

is followed with a front-end that has been tailored particularly to the an-

notation task. The approach has been tested by comparing the resulting

annotation performance against methods reported in literature, replicat-

ing the experimental setups the methods have been demonstrated with.

In practice, this means mostly annotation tasks defined in the Corel im-

age collection (cf. Section 2.4.2). The performance measures mentioned

already in Section 2.3.2 and discussed below in greater length are used

for evaluating the performance in the tasks. The experiments give insight

into the properties of these performance measures, in addition to helping

101



Application examples

in understanding the system that is used for generating the annotations.

Image annotation experiments were among the first attempts to widen

the application area of the PicSOM framework from the original interac-

tive image retrieval to include also off-line image analysis tasks. There-

fore, the first experiments have been performed with early versions of the

category detection system whose components were not so well-developed

as in the more recent experiments. In practice, this translates to a limited

set of elementary visual features and SOM-based classifiers. The later an-

notation experiments demonstrate how the annotation performance can

be improved by improving the components of the category detection sys-

tem. Another development has been the widening of the range of tasks

addressed. After initial experiments, the same back-end was used in

tasks that required optimising different measures of annotation quality

by modifying the front-end, and in different image collections. This has

encouraged widening the application area of the PicSOM back-end even

further, beyond image annotation and interactive image retrieval.

Here the different variants of image annotation tasks are defined as fol-

lows. In a one-to-one annotation task, the keywords are exclusive, i.e. each

image is annotated with exactly one keyword. One-to-many annotation is

a generalisation of this: any number of keywords up to an upper limit

wmax can be associated with an image. For use in the forthcoming discus-

sion, the number of keywords associated with an image is denoted as the

annotation length.

Image categorisation is a term closely related to image annotation. The

usage of the terms in the literature has been somewhat inconsistent as

they have been used for either similar or slightly different variants of

image content analysis tasks. Quite often the term “annotation” has been

reserved for one-to-many annotation, and the term “categorisation” has

been used for one-to-one annotation.

4.1.1 Performance measures of automatic image annotation

For given training and test sets of images and keywords, the annotation

problem can be reworded as “maximising the quality of the predicted an-

notations.” The solution is thus inherently determined by the used qual-

ity measure. In the following, the cursory treatment of Section 2.3.2 on

the quality measures of binary decision matrices is expanded to discuss

the measures in greater detail, as the practical examples in this chapter
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demonstrate the properties of the measures and thus support the discus-

sion.

In the case of one-to-one annotation, performance measurement is a

simple matter. Usually it is sensible to just calculate the fraction of the

predicted category labels that match the ground truth. This is the case

in the reported one-to-one experiments, where one tries to detect the the-

matic categories of Corel images.

In one-to-many annotation, the situation is more subtle and several dif-

ferent measures have been proposed in the literature. Common to all of

them is that the measures attain their maximum value for a perfectly

predicted annotation. The difference between the measures is in the way

they punish different kinds of perturbations from the perfect predictions.

The discussion below follows that in Publication III. Two most widely

used performance measures for binary annotation—the normalised score

(NS) and precision/recall (PR) statistics–are first discussed. Then also

a measure proposed in that publication—the de-symmetrised termwise

mutual information (DTMI)—is described and motivated as a principled

compromise between these two extremes. In addition to the discussion

below, the experiments described in Sections 4.1.2 and 4.1.3 give some

insight to these performance measures.

Normalised score

The average normalised score (NS) [11, 193]

NS = Ei

[
c(i)

w(i)
− n(i)

W − w(i)

]
(4.1)

is a performance measure widely used in literature. Here Ei[·] denotes

the average over the test set images i, w(i) is the ground truth annotation

length, c(i) is the number of correctly predicted keywords and n(i) that

of incorrect predictions. W is the size of the vocabulary. As is desirable,

the measure rewards correct predictions (sensitivity) and punishes incor-

rect predictions (specificity). The balance between these components is

somewhat arbitrary. In practical cases with a large vocabulary, the sen-

sitivity component largely dominates over the specificity because of the

small value 1
W−w(i) ≈ 1

W of the balancing constant in the formula.

The NS-measure treats all the keywords equally in the sense that it only

determines whether a prediction is correct or not. No attention is paid on

the keyword being frequent or rare. Usually, but not always, the NS-

measure is calculated for predicted annotations of unlimited maximum
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length wmax.

Precision and recall

Measuring annotation quality by average precision (P) and recall (R)

statistics [110] (see Equations 2.1 and 2.2) is also common in literature.

The PR-statistics are motivated by the image retrieval setting where

annotations are first predicted in a binary manner for a set of test images

and the image set is then queried by one keyword at time, based on the

predicted annotations. For an individual keyword w the precision Pw and

recall Rw are defined as

Pw = |wc|/|wpred|, Rw = |wc|/|wgt|, (4.2)

where |wgt| and |wpred| are the number of occurrences of keyword w in the

ground truth and the predicted annotations, respectively, and |wc| of the

predicted annotations are correct. To arrive at statistics that describe all

the keywords simultaneously, the precision and recall values are averaged

uniformly over the keywords:

P = Ew[Pw], R = Ew[Rw]. (4.3)

When different information retrieval systems are compared in terms of

precision and recall, a single performance measure is often desirable. One

possibility is the F-measure [189]

Fα =
(1 + α)PR

αP +R
. (4.4)

By setting the parameter α = 1 one obtains the commonly used balanced

F-measure, the harmonic mean of precision and recall.

A technical shortcoming of the PR-statistics is that the average preci-

sion and recall are normally evaluated separately. In the sense of this

measure, it may then be optimal to annotate images so that some key-

words have high values of precision and different keywords high values

of recall. Another deficiency is the characteristic of the PR-statistics that

results from the uniform averaging scheme of Eq. (4.3): All the keywords

are treated equally in a certain sense: for the measure, it is equivalent,

for instance, to predict correctly all, say, 50 occurrences of keyword “car”

or just the one occurrence of keyword “saguaro” in the set of test images.

In the image retrieval setting, this would correspond to the assumption

that “saguaro” queries are made as frequently as “car” queries.

When calculating PR-measures, the length of annotations is often lim-

ited to some maximum value wmax. Five keywords has been a common
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limit in the experiments discussed in literature, but also other values

have been used.

De-symmetrised termwise mutual information

The NS- and PR-measures represent two extremes in the way different

keywords are weighted. The NS-measure essentially considers each indi-

vidual prediction to be equally important, regardless of the predicted key-

word. The PR-statistics in turn consider the fraction of the occurrences of

a keyword that can be predicted. A single prediction may have either very

large or small contribution to that fraction, depending on the prevalence

of the predicted keyword.

In information theory, the information content of a random variable is

commonly measured with its entropy [161]. For a discrete random vari-

able X with support X , entropy H(X) is given by

H(X) = −
∑
x∈X

p(x) log p(x). (4.5)

Entropy represents a well-grounded compromise that balances the impor-

tance assigned to rare and common values of the random variable. Using

this definition of information content, mutual information I(X,Y ) mea-

sures the amount of information that is revealed of the value of a random

variable X by the value of another random variable Y . Mutual informa-

tion can be expressed using entropies

I(X;Y ) = H(X)−H(X|Y ). (4.6)

Here H(X|Y ) is the conditional entropy of X given Y :

H(X|Y ) =
∑
y∈X

p(y)H(X|Y = y) = −
∑

x∈X , y∈Y
p(x, y) log p(x|y), (4.7)

where Y is the support of Y . The de-symmetrised termwise mutual in-

formation (DTMI) annotation quality measure, introduced in [193] and

Publication III, essentially measures the mutual information between

the ground truth and predicted annotations. However, two adaptations

appear necessary. On one hand, the estimation of the measure from a

limited number of samples must be made practical. On the other hand,

the undesirable symmetry of mutual information to the presence/absence

of the keywords in the annotation must be removed. For example, the

mutual information of the following two cases would be equal: 1) the

desirable case of a certain keyword appearing in the predicting annota-

tion exactly when the same keyword appears in the ground truth, and 2)
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the complement of the previous case, the keyword being predicted exactly

when it does not appear in the ground truth.

The two requirements are fulfilled by the measure

DTMI(agt,apred) =
W∑
w=1

[
H(agtw )− Ĥ(agtw |apredw )

]
, (4.8)

where agtw and apredw are the binary random variables indicating the pres-

ence of the keyword w in the predicted and ground truth annotations,

agt = [agt1 agt2 · · · agtW ]T apred = [apred1 apred2 · · · apredW ]T , (4.9)

and

Ĥ(X|Y ) =

⎧⎪⎪⎨
⎪⎪⎩

H(X|Y ) if p(X=1|Y =1) ≥
p(X=1|Y =0)

2H(X)−H(X|Y ) otherwise

. (4.10)

For a reasonably well performing annotation system, the DTMI-measure

essentially coincides with mutual information. Therefore, it enjoys the

same interpretation in terms of the length of an optimal code as does

the mutual information. Mutual information measures how much the

optimal code describing the ground truth annotations can be shortened if

the predicted annotations are revealed to both the coder and the decoder.

The entropy in the ground truth annotations, i.e. the original code length,

gives a natural scale to the DTMI measure. One can, for example consider

the ratio DTMI/H. The DTMI measure can be evaluated for annotations

of limited as well as unlimited length.

4.1.2 Application of PicSOM system to image annotation

The application of the PicSOM image category detection system to the

annotation problem consists of two phases. For the first phase, each key-

word appearing in the training annotations is used for defining a separate

image category. The generic PicSOM image category detection architec-

ture is employed for providing a detections score of each image category

for each of the NC test images that are to be annotated. This results in a

NC ×W matrix S of detector outcomes.

After the generic first phase, the second phase is specific to the auto-

matic annotation application. In that phase, such annotations are as-

signed to the test images that the expected value of the chosen perfor-

mance metric is maximised, given the matrix S. The approach employed
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in Publication III converts the SOM detector outputs to probability esti-

mates. To this end, a logistic sigmoid model has been used, optimised

with the Newton-Raphson iteration technique. Given the probability esti-

mates, the expected values of the performance measures are easy to eval-

uate for any choice of annotating keywords. What remains to be done is

to select promising candidate annotations to be evaluated. The task is

straightforward for one-to-one annotation: just the category with maxi-

mum estimated probability is chosen for each image. Also the NS mea-

sure can be optimised separately for each image. In practice, this almost

always leads to predicting the wmax keywords with largest probability es-

timates, if the estimates are not exceptionally low.

If wmax is unlimited, optimising the PR and DTMI measures is also sim-

ple as the annotations can be performed separately for each keyword.

In [193] this case of unlimited wmax is considered. There a prediction

threshold can be set to each keyword without converting S to probability

estimates. With a limit set on wmax, however, the annotations of differ-

ent keywords and images become fully coupled. In Publication III, one

resorts to an approximate iterative search algorithm when searching for

a reasonably good solution.

4.1.3 Results of image annotation experiments

Table 4.1 extracted from [193] summarises the results of the first attempt

in using PicSOM for automatic image annotation. In those experiments,

the annotation was performed for subsets of the Corel image collection de-

fined in [11]. The PicSOM annotations were performed for two of the ten

subsets that were originally defined. The two sets of PicSOM results are

for the two data sets 006 and 008. For [11, 125] the results are averages

of ten and nine data sets, respectively. The result of Monay et al. is for

their method LSA 2. The method of Barnard et al. has identifier binary-

D-2-region-cluster in [11]. In the table, NSprior denotes the maximum

of the NS score that can be obtained by assigning a fixed annotation for

every image regardless of its visual contents. ΔNS denotes the NS in-

crease over this number. The DTMI values in the table can be put into a

natural scale by comparing them with the unconditional entropy values

in the rightmost column. It can thus be said that the annotations pro-

duced by the PicSOM system are able to capture approximately 25 % of

the information contained in the ground truth annotations of the images.
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Method ΔNS NSprior DTMI
∑

iH(agti )

PicSOMNS,006 0.262 0.406 2.95 14.66

PicSOMDTMI,006 0.115 0.406 3.78 14.66

PicSOMNS,008 0.213 0.448 2.56 14.27

PicSOMDTMI,008 0.070 0.448 3.26 14.27

Monay et al. [125] 0.153 0.383 - -

Barnard et al. [11] 0.179 0.425 - -

Table 4.1. Results of annotating subsets of Corel images defined in [11]. From [193].

The two sets of PicSOM results are for the two data sets 006 and 008.

For [11, 125] the results are averages of ten and nine data sets, respec-

tively. The result of Monay et al. is for their method LSA 2. The method

of Barnard et al. has identifier binary-D-2-region-cluster in [11]. The re-

sults in the table show that competitive annotation performance could be

achieved by a straightforward application of the PicSOM system of that

time.

In Publication III, a one-to-many annotation problem with 5000 Corel

images was considered. The task was defined by Duygulu et al. [43], and

has been subsequently used by many others, e.g. [27, 78, 98], for demon-

strating their systems. The data set consists of 5000 images from 50

commercial Corel stock photograph CDs. The images are partitioned into

4500 training and 500 test images. In this one-to-many annotation task,

a 1–5 word ground truth annotation is given for each image. The vocab-

ulary of the annotations consists of 374 keywords. 371 of the keywords

appear in the training set and 263 in the test set.

Annotations were determined using the PicSOM system by optimising

the three different performance measures: normalised score (NS), the F1-

measure and DTMI. The category detection part of the system employs

early-fusion combinations of the visual features of Table 4.2 and SOM-

based classifiers. Figure 4.1 shows selected examples of the annotations.

Table 4.3 summarises the obtained performance values in the test set.

Table 4.4 and Figure 4.2 compare the accuracy of the PicSOM annotations

to the state-of-the-art methods of the day in terms of the F1-measure. The

PicSOM system is based on a set of low-level global visual features, hence

the abbreviation PicSOM-g.

The annotation examples in Figure 4.1 show that even though the quan-
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Figure 4.1. Examples of Corel images, their ground truth annotations (GT), and pre-
dicted annotations selected on basis of maximising the expected values of the
NS, F1 and DTMI performance metrics.

titative performance of the PicSOM annotation system is very good in

comparison to many competing systems, there still is room for many in-

accurate predictions on this performance level. Completely unsuccessful

annotations (image 17032) and less extreme cases (like the image 10021)

are not uncommon amongst the predicted annotations. This puts the pos-

itive example cases used for demonstrating almost all the annotation sys-

tems into perspective. If the quantitatively measured performance is not

much better than that of the the PicSOM system, there simply must be

also plenty of examples where the annotations are incorrect.

The example figures also show that one should not expect total agree-

ment of the predictions and the ground truth keywords, even if the anno-

tation system was working very well. The manual annotations are sub-

jective, and therefore the ground truth does not include all the keywords
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Feature Tiling Dim.
DCT coefficients of average colour in rectangular grid global 12

CIE L*a*b* colour of two dominant colour clusters global 6
MPEG-7 EdgeHistogram descriptor 4× 4 80

Haar transform of quantised HSV colour histogram global 256
Average CIE L*a*b* colour 5 15

Three central moments of CIE L*a*b* colour distribution 5 45
Co-occurence matrix of four Sobel edge directions 5 80
Magnitude of the 16× 16 DFT of Sobel edge image global 128

Histogram of four Sobel edge directions 5 20
Histogram of relative brightness of neighbouring pixels 5 40

Table 4.2. The elementary visual features extracted from the images. All the features
are encoded as feature vectors whose dimensionality is given in the rightmost
column. The first four rows correspond to features that more or less closely
resemble the ColorLayout, DominantColor, EdgeHistogram and ScalableColor
features of the MPEG-7 standard [75]. The features calculated for five tiles
employ the tiling mask of Figure 3.2. From Publication III.

Measure evaluated

NS F1 DTMI

Optimised NS 0.548 0.293 6.51

for F1 0.359 0.352 5.97

DTMI 0.454 0.318 6.65

Table 4.3. Annotation accuracy in the 5000 Corel image collection. Rows correspond to
different systems versions of the PicSOM system optimised for each one of the
three performance measures. From Publication III.

that would be valid annotations for an image. An example is seen in im-

age 384073. The predicted annotations “beach” and “shore” make perfect

sense even though they do not match the ground truth.

Image 100017 illustrates the fact that the image analysis happens on

quite coarse a level. The system might be able to deduce that the scene

probably is about an aircraft flying against the sky. In such scenes, there

often are also clouds visible, although the resolution of the image analysis

is not sufficient to confirm this with certainty. The keyword “clouds” is

predicted anyway, since it often is a correct prediction in a similar situa-

tion.

Table 4.3 and Figure 4.1 confirm that the same annotations are not op-

timal in terms of all the three performance measures. However, in each

case the optimal annotations can be determined from the same probabil-

ity estimates, and thus using the same category-detection back-end. By

110



Application examples

Method P R F1 Reference

Co-occ 0.03 0.02 0.02 [126]

Trans 0.06 0.04 0.05 [43]

CMRM 0.10 0.09 0.10 [78]

TSIS 0.10 0.09 0.10 [28]

MaxEnt 0.09 0.12 0.10 [79]

CRM 0.16 0.19 0.17 [98]

CT-3×3 0.18 0.21 0.19 [211]

CRM-rect 0.22 0.23 0.23 [52]

InfNet 0.17 0.24 0.23 [117]

MBRM 0.24 0.25 0.25 [52]

MixHier 0.23 0.29 0.26 [27]

PicSOM-g 0.35 0.35 0.35 Publication III

Table 4.4. PR annotation results reported for the data set of Duygulu et al. [43]. Key
to the method abbreviations: Co-occurence Model (Co-occ), Translation Model
(Trans), Cross-Media Relevance Model (CMRM), Text Space to Images Space
(TSIS), Maximum Entropy model (MaxEnt), Continuous Relevance Model
(CRM), 3×3 grid of colour and texture moments (CT-3×3), CRM with rectangu-
lar grid (CRM-rect), Inference Network (InfNet), Multiple Bernoulli Relevance
Models (MBRM), Mixture Hierarchies model (MixHier), and the PicSOM sys-
tem of Publication III employing global image features (PicSOM-g). Adapted
from Publication III.

looking at the example annotations, one can notice some specific charac-

teristics of the three measures. The NS annotations are the most con-

servative, always trying to maximise the probability of each prediction

being a correct one. The F1 and DTMI measures balance the correctness

with the informativeness of keywords, so that sometimes a bit less cer-

tain rare and informative keyword is favoured over the safer choice of a

common and easily detectable one. Image 1098 in Figure 4.1 shows ex-

amples of this. All the keywords of the NS-optimal annotations are very

common, while “horizon” and “silhouette” are much more specific and in-

formative. Of course, this approach leads also to increased probability of

false alarms, such as “windmills”. From the same example image, one

can also note that all the suggested annotations include the keyword pair

“sun”–”sunset”. Actually, in the ground truth annotations these words

never co-occur. This demonstrates how the annotation system works by

treating each keyword separately, without the capability to utilise such

co-occurrences known a priori.
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Trans

MaxEnt

InfNet

Co−occ

TSIS
CMRM

MBRM
MixHierCRM−rect

CRM

CT−3x3

PicSOM−g

Figure 4.2. PR annotation results reported for the data set of Duygulu et al. [43]. See
Table 4.4 for the key to the method abbreviations. From Publication III.

Image 17032 in Figure 4.1 illustrates another property of the optimal

annotations. The ground truth annotation of this image consists of just

one keyword. Since the detectors for keywords are not very reliable, the

optimal keyword selection strategy usually predicts the full set of five al-

lowed keywords for the image, even though some of the predictions prob-

ably go wrong. Given the far-from-perfect general prediction accuracy,

the metrics just do not penalise the wrong predictions heavily enough to

counterbalance the occasional right guesses of uncertain keywords. In

this case, all the predicted keywords happen to be wrong.

Figure 4.3 that is taken from Publication IV displays the performance

obtained with the PicSOM category detection system in another annota-

tion task. The PicSOM performance is compared it with some systems

reported in the literature in the task of one-to-one annotation of Corel

images according to their thematic categories (see Section 2.4.2). In Fig-

ure 4.3, the baseline version of the PicSOM system is the same as the

PicSOM-g system discussed above. The improved version of the system
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Figure 4.3. Total image categorisation accuracies of different image categorisation sys-
tems in the Corel categories task. From Publication IV.

adds SIFT-based BoV features to the feature set and replaces SOM-based

classifiers with support vector machines. In the figure, the abbreviation

Qi refers to method proposed in [148]. DD-SVM method was introduced

in [31] and the MI-SVM in [8]. These are different SVM-based multiple

instance learning methods. The results in the figure confirm PicSOM’s

competitive performance level also in this variant of image annotation.

4.2 Object detection, localisation and segmentation

In recent years, the PASCAL Visual Object Classes (VOC) Challenge has

become a standard benchmark in the area of object detection and local-

isation from images (cf. Section 2.4.2). The PicSOM category detection

system has been used for participating in the challenge in in years 2005–

2008. The main focus has been in the classification task of the challenge,

where the success has been fair. Never has PicSOM been the best one of

the classification systems, but neither has its performance ever been too

far behind the best systems.
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Figure 4.4. Examples of VOC Challenge 2007 images and their annotations. From Pub-
lication II.

The example included here has been adapted from Publication II and

originates from the VOC Challenge of year 2007. In that year, the Pic-

SOM group participated in three of the challenge competitions: the main

competitions in image classification and object detection, and a smaller-

scale taster competition in pixel-level object segmentation. The image

collection for the 2007 challenge consisted of 9963 photographic images of

natural scenes. Each of the images contained at least one occurrence of

the pre-defined 20 object classes. The images of the training half of the

collection had been manually annotated with the bounding boxes of all

the occurrences of the 20 object classes. Additionally, pixel-wise segmen-

tation masks of approximately 8% of the training images were provided

as training material for the segmentation taster competition. Figure 4.4

shows some examples of the images and objects.

In the classification task the test images were ranked according to their

likelihood to contain objects from each one of the 20 classes. This is the

kind of category detection task for which the PicSOM category detection

architecture is directly applicable by taking the presence or absence of

an object of a certain class to define a category. The classification sys-

tem used ten global or tiled image descriptors—such as colour and edge

histograms—along with several variants of SIFT-based BoV features. The

elementary features were combined in an early fusion stage to give 141

composite features, which were fed into 141 SVM classifiers. The late fu-

sion stage combined greedy forward/backward feature selection procedure

with a SVM-based fusion mechanism.

In the detection task the goal was to find and rank bounding boxes of

objects of the 20 classes. The task was addressed with an approach out-

lined in Publication I. The system first segments the images with a rather

rudimentary hierarchical region merging technique and then assesses the

likelihood of each segment to correspond to the targeted object class. This

problem is factored into a product of two parts: 1) the probability of the
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image containing the segment to contain the object somewhere, and 2) the

conditional probability of just the considered segment to correspond to the

targeted object, given that the object is known to appear somewhere in the

image. More formally,

p(Is = 1|si, ss) ≈ p(Is = 1|Ii = 1, ss)p(Ii = 1|si). (4.11)

Here Is and Ii are binary indicator variables for an image segment and the

image containing that segment, respectively, belonging to a certain object

class. si and ss are the corresponding category detector outputs.

The first probability in the product was readily available from the so-

lution to the classification task. The latter probability was obtained by

applying the category detection framework to image segments instead of

whole images. For this purpose, a somewhat reduced feature set, but oth-

erwise similar to that of the whole images, was used for describing the

image segments. It was augmented with two types of segment shape fea-

tures: Zernike moments and Fourier descriptors of segment contour.

Figure 4.5 shows the median APs of the classification competition par-

ticipants over all the 20 object classes. The challenge participants are

identified by abbreviations, the methods described here by “TKK”. In the

classification contest, the PicSOM group placed 4th out of 19 participants.

The achieved median AP was 0.506, the best being 0.575. The detection

performance of PicSOM was rather modest, 7th best of 9 participants,

when measured by counting class-wise placements in top-three of detec-

tion accuracy. The PicSOM method was in the top-three for five object

classes. The object segmentation accuracy was determined for each ob-

ject class by calculating the percentage of actual pixels of the class that

have received the correct label. Mean accuracy over all the 20 classes and

background class was used to rank the participants (Figure 4.6). In this

ranking, the PicSOM method was the best among 7 participants, with

mean accuracy of 30.4%. All the segmentation contest entries except one

were automatically derived from the bounding box detections.

4.3 Semantic multimedia search

In this section, it is described how the outlined category detection archi-

tecture is used as a part of a semantic multimedia retrieval system. The

example is based on the PicSOM group’s participation in the search task
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Figure 4.5. Results of the VOC Challenge 2007 classification competition: the median
AP of all the 20 object classes [44].

Figure 4.6. Mean Segmentation accuracies in the VOC Challenge 2007 segmentation
taster task. Asterisk (*) denotes the entry being automatically generated
from detection task results [44].

of TRECVID 2009 multimedia retrieval evaluation campaign [166] that

is described in Publication VI. An overview of TRECVID was given in

Section 2.4.2. For video search, TRECVID specifies three modes of oper-

ation: fully-automatic, manual, and interactive search. Manual search

refers to the situation where the user specifies the query and optionally

sets some retrieval parameters based on the search topic before submit-

ting the query to the retrieval system. In this section, only the case of

fully automatic video search is considered.

In 2009, the search task was performed on a video corpus that consisted

of approximately 380 hours of Dutch television programmes: documen-

taries, news reports and educational programming. To enforce a uniform

framework of retrieval among the search task participants and thus fa-
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Table 4.5. Examples of the search topics of TRECVID 2009 search task

1. Find shots of a road taken from a moving vehicle through

the front window.

2. Find shots of a crowd of people, outdoors, filling more than

half of the frame area.

3. Find shots with a view of one or more tall buildings (more

than 4 stories) and the top story visible.

4. Find shots of a person talking on a telephone.

5. Find shots of a closeup of a hand, writing, drawing,

coloring, or painting.

6. Find shots of exactly two people sitting at a table.

cilitate the meaningful comparison of results, the TRECVID video mate-

rial used in the search tasks was divided in advance into approximately

133 000 shots. These reference shots were then used as the unit of re-

trieval [141].

Given the shot partitioning, the search task participants were given 24

search topics, some of which are listed in Table 4.5. For each topic, the

participants were required to return a ranked list of 1000 video shots

most likely to correspond to the topic. The search topics consisted of a

textual description along with a small number of both image and video

examples of the information need. In addition to the raw video mate-

rial in the corpus, the participants could use these mid-level concept de-

tections of the same year’s high-level feature extraction task as source

of information. Additionally, some groups contributed concept detection

scores for larger concept lexicons. Furthermore, the output from an auto-

matic speech recognition (ASR) software was provided to all participants

together with automatic machine translation of all non-English material.

Due to the multi-step process, however, the quality of this textual data

was remarkably poor.

In the following, the particulars of the PicSOM system for TRECVID

2009 are first outlined, after which the performance of the system in the

search task is reported.
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Figure 4.7. Processing stages of a video retrieval system. Adapted from Publication VI.

4.3.1 Parts of the PicSOM video retrieval system

Following the presentation in Publication VI, Figure 4.7 schematically

shows processing stages of a generic video retrieval system —the PicSOM

system being one example of such a system. The operation of the system

generally consists of two phases. In the first phase, the system is pre-

pared for a video corpus. The corpus is divided into an annotated training

part and an unannotated testing part, on which video retrieval is going

to be performed in the following search phase. The preparation phase is

allowed to be time-consuming as it is intended to be performed off-line

prior to the actual on-line use of the retrieval system.

Preparation phase

In the preparation phase the whole video corpus is first segmented into

shots and the annotations are associated with the shots. For the present

experiments with TRECVID video material, the openly available mas-

ter definition of shots [141] is employed. The shot-wise training anno-

tations originate from collaborative annotation efforts [10] organised in

both years among the TRECVID participants.

Another preparation phase task is the extraction of one or more

keyframes from each video shot. The keyframes are needed both for

extracting visual features to describe the content of the shot and for

presenting them to the users of the system as still replacements for the

dynamic video content. In the PicSOM system, the keyframes are selected

on the basis of a score that is increased for frames close to the temporal

centre of the shot. The scoring scheme penalises frames different from

the average image calculated over the shot, as well as frames with large

temporal changes in the content.

A central task in the preparation phase is the extraction of shot-wise

low-level features. The features employed in the PicSOM system, includ-

ing still-image keyframe features, genuine visual video features and audio
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features have been discussed in Section 3.2.

Concept detection is the final task in the preparation phase. Each one

of the concepts defined in the training annotations is directly used as

a category that is detected in a straightforward manner by employing

the framework outlined in Chapter 3. After this, a post-processing step

is employed in order to exploit the concept correlations of temporally

nearby shots. The post-processing combines concept-wise N-gram mod-

elling with clustering of temporal neighbourhoods [196]. In the TRECVID

2009 search experiments, the concept lexicons of the high-level feature

extraction tasks of TRECVID 2008 and 2009 have been used, consisting

of 30 concepts in total. In addition to the detections of these 30 concepts

with the PicSOM category detection system, two external sets of concept

detectors were used in the search experiments: the 64 detector set of

the MediaMill [172] group and the CU-VIREO374 [80] detector set for

374 concepts. These detectors had been made available to all TRECVID

participants.

Search phase

After the preparation phase, the retrieval system is ready to be used in

the search phase. In this phase, the system is queried with a textual

phrase, combined with image and video examples of the desired query

topic. The result of a query is a list of video shots, ranked in the order

of decreasing predicted likelihood to match the query. The system oper-

ation in the search phase is intended to be sufficiently fast to enable the

retrieval needs of a real user to be satisfied while she is waiting, typically

in a couple of seconds. The example images and video shots will require

pre-processing, feature extraction and classification that cannot be per-

formed during the preparing phase, but will inevitably need to be taken

care of while the user is waiting for the output.

The conventional approach to video search has been to rely on textual

descriptions, keywords, and other meta-data, but this requires manual

annotation and does not usually scale well to large and dynamic video

collections. Content-based video retrieval can overcome these obstacles

as much of the manual labour can be replaced with automatic meth-

ods. A traditional paradigm in content-based retrieval has been query-

by-example, where the queries are based on a small number of provided

examples. The material of a video collection is ranked based on its sim-

ilarity to the examples according to the material’s low-level features [40,
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Figure 4.8. General architecture of the PicSOM automatic search subsystem. Concept-
based search is supplemented with textual and content-based (CBIR) search.
The text is extracted from the video soundtracks using a combination of au-
tomatic speech recognition (ASR) and machine translation (MT). From Pub-
lication VI.

168, 169].

In recent works, the example-based techniques are commonly com-

bined with separately pre-trained detectors for various semantic concepts

(query-by-concepts) [69, 174]. By now visual concept lexicons or ontolo-

gies have been shown to be integral parts of effective content-based video

retrieval systems. In automatic concept-based video retrieval, the fun-

damental problem is how to map the user’s information need into the

space of available concepts in the used concept ontology [133]. The basic

approach is to select a small number of concept detectors as active and

weight them based on either the performance of the detectors or their

estimated suitability for the current query. Another question is how to

fuse the output of the concept detectors with the other modalities such as

text search and example-based retrieval.

Figure 4.8 schematically shows the architecture of the automatic search

subsystem the PicSOM system for TRECVID 2009. There concept-based

search is supplemented with the outputs of the example-based CBIR and

textual search modules. In the concept-based module, the text query is

used for selecting the set of concept detectors that is activated. The tex-
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tual query is compared to the words associated with the concepts. The

concept “animal”, for instance, is triggered for names of common animals

such as “dog”, “cat”, “horse” etc. This triggering is based on regular text

expressions and word lists that are generated by expanding the words in

concept names with WordNet [51] synonyms.

Also the visual examples can be used for selection of concepts. The ex-

amples are of the same modality as the database objects, i.e. videos or

keyframe images, and can thus be scored using the concept detectors that

were already trained in the preparing phase. A particular concept is acti-

vated if the sum of detection scores over all examples exceeds a heuristi-

cally determined threshold.

4.3.2 TRECVID 2009 search results

Figure 4.9 shows the performance of the PicSOM system in the TRECVID

2009 search setting in comparison with the other participants of the eval-

uation [131]. The performance is measured using the MAP metric offi-

cially used in the evaluation, i.e. the mean average precision over all the

48 query topics (cf. Section2.3). The leftmost bar represents the PicSOM

performance after minor changes in the triggering of concepts made after

the official TRECVID evaluation. We see that the performance of the Pic-

SOM system compares very well with the other top systems. This result

is strengthened by the fact that the top system (BUPT) exploited man-

ual annotation of the training data according to 2008 search topics and

thereby detectors tailored for these very specific concepts. This was not

forbidden by the evaluation rules, but was unfortunate as over half of the

search topics were re-used in 2009 either in unchanged form or with only

small modifications.

4.4 Robot navigation

Visual indoor localisation is a fundamental task that autonomous robots

equipped with cameras have to perform [18, 58]. A number of different

approaches have been proposed, but arguably the prevailing method is to

combine camera-based visual information to some additional input modal-

ities [145, 160], such as laser range sensors, sonar, stereo vision, temporal

continuity, odometry, and the floor plan of the environment. In addition
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Figure 4.9. The MAP performance in automatic search task of TRECVID 2009. The Pic-
SOM system is compared with the best systems of the groups that submitted
their runs of the evaluation. The comparison is made within the most popu-
lar class of systems: the systems that use the training data provided by the
TRECVID organisers. From Publication VI.

to autonomous robots, need for localisation arises, for example, in many

applications of mobile augmented reality [50]. In fact, indoor localisation

constitutes also one of the sub-tasks in the development of Aalto Univer-

sity’s platform for accessing abstract information in real-world environ-

ments through augmented reality displays [3, 4].

This section of the thesis summarises the application of the PicSOM cat-

egory detection system to a task in mobile robot navigation that has been

reported in Publication V. There a supervised formulation of the locali-

sation problem is considered. The system is provided with a sequence of

training images that have been annotated with location labels. The task

of the system would be to predict the locations in a previously unseen

image sequence. A straightforward vision-based approach to the task is

to match the query image directly to the images in the training set, us-

ing e.g. pairwise matching of interest points [53]. Here an alternative
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Figure 4.10. a) The mobile robot equipped with stereo cameras, b) the floor plan of the
office with some routes taken by the robot marked. The images are from
website the of the ImageCLEF campaign (www.imageclef.org).

approach is employed that is based on the category detection framework

described in this thesis. The different locations in the training images are

interpreted as categories, and the generic PicSOM category detection sys-

tem is used with a standard collection of visual features. The approach

is compared against state-of-the-art localisation methods in the setting

of ImageCLEF@ICPR2010 RobotVision benchmark competition1. The fol-

lowing sections detail the experimental task setting, the way that the Pic-

SOM system is applied to the task, and the result of the competition.

4.4.1 The ImageCLEF@ICPR2010 RobotVision task

In the ImageCLEF RobotVision competition setting, a mobile robot

equipped with stereo cameras moves in an office environment, captur-

ing images at the rate of 5 fps. Given the captured images, the task of

the participants of the competition was to determine the room where the

robot was in. Figure 4.10 shows the robot and the floor plan of the office.

Two training data sets (“easy” and “hard”) and a validation set, all from

the COLD-Stockholm database [144], were released in connection with

the competition. All these three sets depict a total of nine locations shown

with example images in Figure 4.11. The easy training set (4074 frame

pairs) differs from the hard one (2267 frame pairs) by showing each lo-

cation from multiple points and angles, thus giving more training data

for each location. Furthermore, the hard set was acquired by driving the

robot in the opposite direction from the other two data sets.

1http://www.imageclef.org/2010/ICPR/RobotVision/
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Corridor Elevator Kitchen Lab LargeOffice1

LargeOffice2 PrinterArea SmallOffice2 StudentOffice

Figure 4.11. The nine known rooms in the training set. Adapted from Publication V.

Both the easy and hard training sets were acquired in daytime, with

cloudy weather outside. The validation set was created under similar

conditions as the easy set, but in nighttime. In addition to changing il-

lumination, variations in the visual scene were also caused by people or

various objects being variably present or absent. The test sequence has

2551 frame pairs. During the capturing of the test sequence the robot

moved in the same rooms as in the training sequences, and additionally

in four previously unseen rooms.

There were two obligatory tasks in the competition. In both tasks, the

location label of each frame pair in the test sequence was to be predicted

independent of the other pairs. Given a frame pair, the system was to

output either the name of one of the nine previously seen locations or

flag the location as “unseen”, corresponding to the novel rooms in the test

sequence. The system could also refrain from making a classification.

The difference between the two tasks was that in one, the predictions

should be based on learning of the “easy” training sequence, while the

other used the “hard” training sequence. When evaluating the prediction

accuracy, a score of +1.0 was awarded for each correctly classified frame

pair and the score −0.5 for a misprediction. Zero score was given for every

frame pair for which the system declined a prediction. The final result in

the competition was obtained by summing the scores for both “easy” and

“hard” training sequences.

In addition to the obligatory part of the competition where the recogni-

tion system was allowed to use only one pair of frames at the time of mak-

ing the prediction, the competition had also the option to submit results

using the whole sequence seen until the frame in question. In that way

the temporal continuity of the sequence, for example, could be utilised.

However, here only the instantaneous case is considered.
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Figure 4.12. General architecture for predicting location L̂ based on a camera view.
From Publication V.

4.4.2 Applying the PicSOM system to robot navigation

Figure 4.12 illustrates the PicSOM approach to location prediction. Given

training images with location labels, first a separate detector for each lo-

cation Li is trained using the PicSOM category detection framework. Here

each of the nine known locations defines a category. The probabilistic out-

comes of the single-location detectors are then used as inputs to a multi-

class classification logic module that selects one of the known locations

Li as the final location label L̂ for a test image. Alternatively, the logic

module can predict that the image is taken in a novel unknown location,

or declare the location to be uncertain.

The global visual features employed in the single-location detectors (Ta-

ble 4.6) are a subset of the features used in the TRECVID 2009 PicSOM

system (Section 3.2.4). The BoV features (Table 4.7) use the TRECVID

2009 techniques in slightly different combinations. The detectors use the

C-SVC algorithm for supervised learning (Section 3.3.1) and multifold-

SFBS for late fusion (Section 3.4.1).

The operation principle of the room selection logic module is simple:

in the case of confident and consistent single-room predictions, the room

label with maximum confidence is chosen. Unseen location is predicted

if all estimates fall below a threshold. Otherwise the system declines to

predict the location.

4.4.3 Robot navigation results

A total of eight runs was submitted to the RobotVision contest with the

group name “PicSOM TKK”. The best submitted PicSOM result for the

“easy” set received a score of 2176.0, which is 85% of the best possible
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Table 4.6. The global visual features employed in the single-location detectors for robot
navigation. See Section 3.2 for details.

MPEG-7 Color Layout

Dominant Color

Edge Histogram

Scalable Color

non-standard Average Colour

Colour Moments

Texture Neighbourhood

Edge Histogram

Edge Co-occurrence

Edge Fourier

score. This result was based on detectors trained on the left camera data

only, and it obtained the overall highest score in the competition in the

obligatory task (i.e. the instantaneous case). The same setup achieved

the best PicSOM result (1117.0) for the “hard” set as well. The PicSOM

result was slightly better than the median of the submitted results that

were based on the “hard” training data. The overall best submitted run

trained with the “hard” set was 1777.0. The best submitted results for all

participating groups are shown in Figure 4.13 for the two training sets,

and also the overall score that combines these two.

Some of the submitted PicSOM runs and also some additional runs are

summarised in Table 4.8, with “•” denoting that the run was submitted

to the competition. The additional runs could be performed as the partic-

ipants were given access to the class labels for the testing dataset after

the competition. The first column in the table specifies how the training

data was selected with regard to the two cameras. The word “separate”

indicates that separate models were trained for each camera and then

averaged, while “both” uses all images to train a single model. The sec-

ond column states whether fusion of single-feature classifiers or just the

single best performing feature (ColorSIFT with dense sampling, soft clus-

tering with a spatial pyramid) is used. One can see that feature fusion

is highly beneficial: with a single well-performing feature the results are

significantly weaker.

The obtained results indicate that a general-purpose algorithm for vi-
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Table 4.7. The BoV features employed in the single-location detectors for robot naviga-
tion. See Section 3.2 for details.

Feature sampling histograms spatial partitioning

Color SIFT dense soft histograms spatial pyramid

Color SIFT interest point soft histograms spatial pyramid

Color SIFT dense hard histograms global

Color SIFT interest point hard histograms global

SIFT dense soft histograms spatial pyramid

SIFT interest point soft histograms spatial pyramid

SIFT dense hard histograms global

SIFT interest point hard histograms global

Table 4.8. RobotVision recognition scores. From Publication V.

cameras features easy hard total

• left only fusion 2176.0 1117.0 3293.0

right only fusion 2210.5 1072.0 3282.5

separate fusion 2207.5 1057.0 3264.5

•both fusion 2065.0 665.5 2730.5

•both single 964.0 554.5 1518.5

sual category recognition can perform well in indoor location recogni-

tion, given that enough training data is available. However, with limited

training data the performance of the presented method is less competi-

tive. There seem to be some implementation issues in the PicSOM sys-

tem as the after-the-competition analysis of the competing methods that

were successful in the hard task shows that even simpler appearance-

only based approaches produced good performance. Overlearning is one

plausible explanation. With the larger training set, just memorising all

the camera views that appear in the training material might be a viable

strategy, whereas the smaller training set calls for generalising between

views.
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Figure 4.13. Scores of participating groups for the easy and hard sets, and the overall
scores. From Publication V.
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5 Summary and conclusions

Giving computers the ability to automatically recognise and analyse the

content of visual material—images and videos—still remains one of the

open questions in computer science. In spite of research efforts extending

over several decades, a completely satisfactory solution is not even fore-

seeable in the near future. In the world with increasing amounts of visual

material produced continuously, automatic visual analysis methods would

be highly desirable, however.

In this thesis, the general visual analysis problem has been approached

by partitioning the problem into small binary category detection prob-

lems. A practical architecture for perfoming category detection has

emerged over the years from the experiments of researchers in the field.

This architecture, consisting of fusion of multiple feature-wise detectors,

has been described in this text and the techniques for implementing its

components have been discussed. The validity of the approach has been

experimentally demonstrated in diverse applications of visual analysis.

The experiments have enabled the comparison of different component

technologies within the discussed category detection architecture. Here

one has to remember that modern category detection systems are com-

plex multi-component systems. It may be difficult to isolate the effects of

distinct interacting system components by studying the published results

of various category detection benchmark evaluations. Therefore, results

of a single experiment should not be taken as a convincing proof of the

superiority of a given technique. Instead, it may be wise to look at the

body of experiments in a more probabilistic way, each experiment either

strengthening or weakening the belief about the relative performances of

the techniques used in category detection.

The publications of the thesis include a wide variety of experiments.

Combined with an analysis of a large set of experimental results of others,

a conclusion has been drawn that feature fusion is an essential component

in modern category detection systems. The prevailing supervised learning
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technology is based on kernel methods, usually support vector machines.

Other learning methods have not yet essentially outperformed SVMs, at

least what comes to accuracy, although some promising results have been

demonstrated.

The bag of visual words (BoV) features form the backbone of visual fea-

ture extraction in the current category detection systems. At the moment,

the BoV techniques do not seem to have been perfected yet, as indicated

by experiments in Publications VII–XI. Even though the experiments

have not been able to exhaustively and systematically address all the as-

pects of BoV systems, notable gains in performance can still be observed.

In particular, combining information on several levels of granularity—

both the granularity of visual vocabulary and granularity of spatial sub-

divisioning of the image area—has been demonstrated to be a useful ap-

proach. Also the issues of selecting the metric in the descriptor space and

the spatial matching strategy of sub-images have shown some potential

for performance improvement. Since these alterations of the BoV tech-

niques have turned out to be useful, it is reasonable to believe that also

other equally useful alterations could be found with further research.

The usefulness of a supervised category detection system is determined

largely by the availability and quality of labelled training examples. It

is plausible to argue that any visual category could be—in principle—

reliably detected, given a large and diverse enough set of training ex-

amples. One could even argue that, given sufficiently large amounts of

training data, the learning problem might become much easier, if only

one could cope with the practical problem of huge data volumes. Abil-

ity to exploit large volumes of training data might open a whole new set

of application areas where automatic category detection would become

practically useful. For example, the large number of images and videos

distributed around the Internet could provide such huge training sets, if

only the data could be somehow collected and exploited in system train-

ing.

However, the above arguments are just conjectures without a sound ex-

perimental or theoretical backing. One could equally well argue that a

well-functioning general purpose vision system can not be synthesised by

merely learning from a set of example images, even from a very large

set. A more profound model of how the world works would be needed in

the background. However, an argument speaking for the possibility of

learning very useful and sophisticated models from examples alone is the
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following: the information flow to human brain from the world also goes

through the bottleneck of eyes (and ears and other sense organs). Also for

humans the learning is example-based.

Experimental demonstrations would be a way to settle the dispute when

the arguments in either direction are not ultimately compelling. Until

recently, attempts of such demonstrations have not been even thinkable

because of lack of large data sets, and more importantly, lack of computa-

tional resources. The ever-increasing power of computers combined with

the explosion-like growth of the Internet and its collections of visual infor-

mation provides some hope, however. Still, the demands set on the com-

putational power by category detection systems in this scenario would

be taxing. The matter is made very challenging by the huge number of

categories required to cover the content types of generic images in a de-

cent semantic resolution. Current category detection systems are not yet

up to such challenges. They are able to deal with relatively limited data

volumes and a few hundred categories at most. Addressing these issues,

alongside with improving the category detection accuracy with a given set

of training images, seems to provide both enough challenges and viable

research directions in which to proceed in the future.
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