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Abstract 

The energy sector is transitioning from heavy reliance on fossil fuels to focus on 

renewable energy production. This transition requires decarbonization of district 

heating. For Fortum, one of the largest heat producers in the world, this is an important 

strategic focus. To achieve decarbonization of district heating systems in a profitable and 

low risk way, advanced tools for decision making and risk analysis are required.  

 

To answer for this need, this thesis aims to investigate how advanced MILP models 

created with the Fortum MONA tool can be used in a Monte Carlo simulation-based 

investment analysis process. To capture uncertainties in key input variables as 

accurately as possible, stochastic models for temperature and electricity spot prices are 

developed. An investment analysis process is created and tested by conducting a case 

study on a large heat pump investment in the Fortum Espoo district heating system.  

 

The results of the case study indicate that the developed investment analysis process 

succeeds in conveying a comprehensive view on investment risk and profitability, and 

that MONA models can successfully be used in this type of analysis.  However, multiple 

challenges are identified, which must be overcome in order for the analysis process to 

be taken into wide use in Fortum. The greatest challenges are related to computation 

time and issues with local processing. To tackle these challenges, it is recommended that 

in the future, cloud computing should be utilized to run the process. In addition, 

development of more stochastic models for uncertain variables is suggested, in order to 

capture all relevant uncertainties related to an investment. 
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Tiivistelmä 

Energiasektori on siirtymässä fossiilisiin polttoaineisiin nojaavista energiajärjestelmistä 

uusiutuvan energian käyttöön. Tämä siirtymä vaatii kaukolämpöjärjestelmien 

muuttamista hiilivapaiksi. Fortum, yksi maailman suurimmista lämmöntuottajista, on 

asettanut hiilidioksidipäästöjen vähentämisen yhdeksi tärkeimmistä strategisista 

tavoitteistaan. Jotta hiilivapaita kaukolämpöjärjestelmiä voidaan kehittää kannattavasti 

ja alhaisella riskillä, tarvitaan kehittyneitä työkaluja päätöksentekoon ja riskien 

analysointiin.  

Tämä diplomityön tavoite on selvittää, miten kehittyneitä MILP malleja, jotka on luotu 

Fortumin MONA työkalulla, voidaan hyödyntää Monte Carlo simulaation perustuvassa 

investointianalyysissä. Jotta investointeihin liittyviä epävarmuuksia saadaan kuvattua 

mahdollisimman tarkasti, osana työtä kehitetään stokastiset mallit ulkolämpötilalle ja 

sähkön hinnalle. Investointianalyysiä varten kehitetään prosessi, jota testataan 

tapaustutkimuksella, jossa lämpöpumppuinvestoinnin kannattavuutta Fortumin Espoon 

kaukolämpöjärjestelmässä arvioidaan. 

Tulokset osoittavat, että kehitetty investointianalyysiprosessi onnistuu välittämään 

kokonaisvaltaisen ja tarkan kuvan investointiin liittyvästä riskistä ja kannattavuudesta, 

ja että MONA-malleja on mahdollista hyödyntää tämänkaltaisessa analyysissä. Useita 

haasteita täytyy kuitenkin ratkaista, jotta kehitetty prosessi voidaan ottaa laajasti 

käyttöön Fortumissa. Suurimmat haasteet liittyvät laskenta-aikoihin ja prosessointiin 

paikallisilla työasemilla. Näiden haasteiden ratkaisemiseksi suositellaan, että 

pilvipalveluita tulisi hyödyntää prosessin suorittamisessa tulevaisuudessa. Lisäksi on 

suositeltavaa, että nykyistä useampia muuttujia mallinnetaan stokastisesti, jotta kaikki 

olennaiset investointiin liittyvät epävarmuudet saadaan otettua huomioon. 

 

Avainsanat  Monte Carlo simulaatio, investointianalyysi, kaukolämpö, lämpötilan 

stokastinen mallinnus, sähkön hinnan stokastinen mallinnus, lineaarinen optimointi, 

MILP 
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1 Introduction 

1.1 Background 

As a part of a wide trend in the energy sector, district heating businesses in Europe are 
transitioning from fossil fuels based heat production towards the use of renewable energy 
sources and waste heat (Lucia & Ericsson 2014). For Fortum, one of the largest heat 
producers in the world (Fortum 2019a), this transition creates a need to renew many of 
its current district heating systems. Climate change mitigation drives Fortum to decrease, 
and in some locations discontinue the use of coal and other fossil fuels in heat production. 
To some degree, fossil fuel based production will be replaced by carbon-neutral 
combustion of biomass and waste incineration. However, in the long term, the ambition 
of Fortum is to satisfy as much of district heat demand as possible with non-combustion 
technologies. Potential solutions include wastewater, seawater and air-to-water heat 
pumps, data center waste heat recovery, geothermal energy, heat storages, demand 
response, two way district heating and improvements in energy efficiency. (Fortum 
2019b.) 

It is evident that to achieve carbon-neutral district heating, significant investments in 
these technologies must be made by Fortum in the coming decades. However, it is 
challenging to choose a path to carbon neutrality which is both profitable and involves 
low risks. (Fortum 2019b.) In the energy sector in general, investments are characterized 
by high costs, long payback periods, and irreversibility once capital is tied up in a physical 
asset. On the other hand, the variables affecting investment profitability, such as fuel 
costs, electricity prices, taxation or emissions cost, can change substantially and 
unexpectedly throughout the whole economic lifetime of the investment. (Al-Mansour & 
Kožuh 2007; Westner & Madlener 2012.) As a result, the risks involved with investments 
in the energy sector are significant. In order to make rational and fact-based investment 
decisions, the investor must have a comprehensive view of the risks involved. (Rentizelas 
et al. 2007.) 

The complex dynamics of new technologies on one hand, and the uncertainties in markets 
and regulation on the other makes it essential for Fortum to utilize advanced methods for 
investment and risk analysis. In modern investment analysis, risks have to be assessed in 
a probabilistic and continuous manner (Rentizelas et al. 2007). In addition, the energy 
system and potential investments must be modelled using an approach that is able to 
capture all the necessary system dynamics, characteristics and constraints that affect 
investment profitability (Ommen, Markussen & Elmegaard 2014). 

1.2 Approaches 

Monte Carlo simulation (MCS) is a widely used approach in risk analysis. It is a statistical 
data generation method used to estimate a continuous probability distribution for all 
possible outcomes of a model. When used for investment risk analysis, the method is 
based on using probability density functions or stochastic models to represent uncertain 
input variables. (da Silva Pereira et al. 2014.) The method is widely used in scientific 
literature to analyze investment profitability and risk in the district heating sector. Recent 
studies on the subject include amongst others Lorenzo et al. (2012), Arnold & Yildiz 
(2015), Bartela, Skorek-Osikowska & Kotowicz (2015) and Urbanucci & Testi (2018). 
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An important issue in Monte Carlo simulation is capturing the uncertainties of key 
variables in a realistic and accurate way. In the most typical approach, key variables are 
simulated with a suitable probability distribution function (da Silva Pereira et al. 2014). 
Using probability distributions is simple and straightforward. However, this method can 
fail to capture the complex behavior and dynamics of variables. A more advanced method 
is modelling the key variables with stochastic models. They are able to capture relevant 
characteristics of variables, such as mean reversion, jumps, or seasonality. (Kitapbayev, 
Moriarty & Mancarella 2015.) 

To capture all of the key dynamics that affect the profitability of a potential investment, 
the energy system being analyzed must be modelled in a detailed and accurate way 
(Ommen, Markussen & Elmegaard 2014). Both the technical characteristics of a system, 
and the way it is operated must be captured by the model, in order to analyze potential 
investments reliably and realistically, and make the most profitable design choices (Lund 
& Andersen 2005; Urbanucci & Testi 2018). Mathematical optimization offers a wide 
range of approaches to tackle the aforementioned criteria for energy system modelling. 
Dominant optimization approaches used for modelling district heating systems are linear 
programming (LP) and mixed integer linear programming (MILP). (Sameti & Haghighat 
2017.) 

To answer the need for efficient and accurate energy system modelling in the district 
heating business, Fortum has developed its own software tool for MILP model creation, 
called MONA. It has a graphical user interface and several features that make model 
creation and verification simpler and more straightforward than with conventional code 
based approaches. Models created with MONA have been used for short-term system 
optimization and generation of mid-term financial forecasts. In addition, the objective is 
to utilize MONA models in long term investment analysis. However, as of yet MONA 
has not been used in MCS type analysis approach. 

1.3 Purpose 

The purpose of this thesis is to investigate how MILP models created with MONA can 
be used in a Monte Carlo simulation-based investment analysis process, in which 
variables are simulated using stochastic models. In addition, the advantages and 
challenges of this approach, compared to conventional deterministic investment analysis, 
are assessed. To achieve the defined purpose, this thesis has three sub-objectives: (1) 
creation of stochastic models, (2) development of an analysis process, and (3) conduction 
of a case study. 

Stochastic models are created for electricity spot price and temperature, the former which 
is a key predictor in forecasting heat demand. Academic literature is used as a starting 
point in model creation to ensure model relevance and quality. Using stochastic models 
for variable generation in Monte Carlo simulation is seen important, as the approach 
captures complex variable behavior better than a conventional statistical distribution 
approach. Thus, the use of high quality stochastic models should reduce inaccuracy and 
uncertainty in the final analysis results. 

In order to combine MONA models and variable simulation with stochastic models, a 
special analysis process is created. This process covers the creation of the MONA model, 
definition of necessary input data, simulation of stochastic variables, running of MONA 
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model, cash flow analysis, and generation of necessary probability distributions and 
statistics. In addition, partition of optimization problems into multiple less complex ones 
is implemented, in order to shorten the total computation time required. The goal is that 
this process can be used for investment analysis in Fortum district heating business. 

Finally, the process is tested by conducting a case study and comparing analysis results 
with a conventional deterministic investment analysis approach. The subject of the case 
study is investment in a large scale district heating heat pump in Espoo, Finland. The 
process is analyzed from multiple points of view such as quality of results, usability and 
total calculation time. Based on this analysis, suggestions on future development are 
made. 

1.4 Limitations 

This study is limited to the Fortum Espoo district heating system. Thus, stochastic models 
are calibrated and their quality verified only with data relevant to Espoo. In addition, only 
the Espoo MONA model is used when testing the process. However, both the stochastic 
models and the investment analysis process are designed to be compatible with all of the 
district heating business areas of Fortum in Northern Europe with little modification. 

The optimizations are run with a standard office laptop computer, which limits computing 
resources and can lead to long calculation times. Therefore, calculation resolution is 
limited to daily data. Depending on the type of investment case, system simulation in 
hourly resolution may yield more accurate results (Urbanucci & Testi 2018) but 
calculation times would be significantly longer without the use of additional computing 
resources. 

In this thesis, only two variables, electricity spot prices and temperature, are simulated 
stochastically. In addition to them, several other variables are a source of investment risk. 
These variables include fuel prices, emissions costs and capital expenditure (Bartela, 
Skorek-Osikowska & Kotowicz 2015). However, the two selected variables were chosen 
because they have high volatility, and therefore high uncertainties (Kienzle & Andersson 
2009; Urbanucci & Testi 2018). In addition, they are included in all Fortum district 
heating models. Thus, their use can be easily expanded to several business areas, unlike 
fuel prices for example, as different systems use a variety of different fuels. 

1.5 Structure 

This thesis consists of five sections. Section two covers the background of the research 
subject. In the section, Fortum district heating business, Monte Carlo simulation, 
stochastic modelling for temperature and spot prices, as well as MILP modelling are 
discussed. The first subsection aims to describe the district heating business of Fortum 
and summarize its future prospects and challenges. The following four subsections 
discuss the theoretical background of each component of the investment analysis process. 
In addition, the applications of the four subjects in scientific literature are reviewed in the 
end of each subsection. 

Section three describes the created stochastic models, MILP modelling with MONA, the 
investment analysis process, and the case study. The two first subsections describe 
stochastic model selection, the data used, model structure, the calibration process and 
model validation. The subsection on MONA modelling covers the properties, advantages 
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and challenges of MONA use related to MCS based investment analysis. In the fourth 
subsection the analysis model is described, and design choices justified. The final 
subsection describes the case study. 

In section four, the results of the case study are presented and analyzed from multiple 
perspectives. Based on the results, the strengths and weaknesses of the analysis process 
are identified. In addition, development suggestions for the process are made. Finally, 
section five concludes the key findings of the thesis. 
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2 Background 

2.1 Fortum district heating business 

Fortum is a large energy company based in Finland. The company operates globally, with 
focus in Northern Europe, Russia and India. It is the 9th largest heat producer globally 
and 13th largest power generator in Europe and Russia. In the Nordics Fortum is the third 
largest power producer and largest electricity retailer. Sustainability and clean energy 
production is a key focus of Fortum. The company’s vision, “For a cleaner world” 
emphasizes this focus. Two thirds of the power production of Fortum is hydro and 
nuclear. This makes Fortum one of the lowest-emitting power producers in Europe. 
(Fortum 2019a.) Fortum is a publicly listed company, traded in Nasdaq Helsinki since 
1998 (Fortum 2019c). 

Fortum is divided into four business divisions: Generation, City Solutions, Consumer 
Solutions, and Russia. City Solutions is the division responsible for district heating 
business in Northern Europe. In addition, the Russia division produces heat in Russia, but 
is left outside of the scope of this review. In addition to heat production, City Solutions 
is responsible for cooling, recycling and waste solutions, and solar power production. 
(Fortum 2019a.) Under City Solutions, the Heating and Cooling organization is 
responsible for the district heating business in Finland, Norway, Sweden, Estonia, 
Lithuania, Latvia and Poland (Fortum 2019d). The individual district heating systems and 
their characteristics, excluding the partially owned Stockholm, Oslo and Naantali 
systems, are listed in table 1 below. In addition, the Recycling and Waste Solutions 
organization, also part of City Solutions, produces heat as part of waste-to-energy 
business in Riihimäki, Finland, Kumla, Sweden, and Nyborg, Denmark. 

Table 1: Fortum district heating systems. 

System 

Production 

capacity 

[MW] 

Network Fuels 

Finland 

Espoo (Fortum 
2017a) 

CHP heat: 450 
CHP power: 350 
Heat pump: 45 
HOB: 740 

800 km 
HC, NG, E, PEL, 
PYR 

Järvenpää (Fortum 
2017c) 

CHP heat: 60 
CHP power: 18 
HOB: 110 

200 km 
BIO, HoPo, NG, 
LFO 

Joensuu (Fortum 
2017b) 

CHP heat: 130 
CHP power: 50 
HOB: 260 

220 km 
BIO, PEA, PYR, 
LFO, HFO 

Estonia 

Tartu (Fortum 
2018f) 

CHP heat: 65 
CHP power: 25 
HOB: 266 

180 km 
BIO, PEA, NG, 
LFO 

Pärnu (Fortum 
2018d) 

CHP heat: 50 
CHP power: 24 
HOB: 80 

80 km 
BIO, PEA, NG, 
LFO 
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Lithuania 

Klaipeda (Fortum 
2018c) 

CHP heat: 65 
CHP power: 20 

No network BIO, W 

Latvia 

Jelgava (Fortum 
2018b) 

CHP heat: 45 
CHP power: 23 
HOB: 110 

75 km BIO, NG 

Poland 

Zabrze (Fortum 
2018e) 

CHP heat: 311 
CHP power: 73 
HOB: 90 

No network 
HC, BIO, W, NG, 
LFO 

Bytom (Fortum 
2018e) 

CHP heat: 319 
CHP power: 55 

No network HC 

Wroclaw (Fortum 
2018g) 

- 
Network only 
525 km 

- 

Plock (Fortum 
2016) 

- 
Network only 
160 km 

- 

Czestochowa 
(Fortum 2018a) 

CHP heat: 130 
CHP power: 70 
HOB: 130 

170 km HC, BIO 

Fuel abbreviations: HC = hard coal, NG = natural gas, E = electricity, PEL = pellet, BIO = biomass, LFO 
= light fuel oil, HFO = heavy fuel oil, PYR = pyrolysis oil, PEA = peat, HoPo = horse manure, W = waste 

Fortum recognizes the role of decarbonization of the whole energy sector in mitigating 
climate change. This is reflected by the company’s strategy, in which the focus on 
decarbonization is one of the main priorities. (Fortum 2019a.) District heating is seen by 
Fortum as an important platform to build low-emission energy systems. District heating 
systems enable reuse and distribution of excess heat, they can help alleviate imbalances 
in supply and demand of electricity systems, and can utilize low value waste as energy 
source. (Fortum 2019b.) 

To achieve decarbonization of district heating systems, Fortum has an ambition to 
decrease, and in some locations discontinue the use of coal and other fossil fuels in heat 
production. To some degree, fossil fuel based production will be replaced by carbon-
neutral combustion of biomass and waste incineration. However, in the long term, the 
ambition of Fortum is to satisfy as much of district heat demand as possible with non-
combustion technologies. Potential solutions include wastewater, seawater and air-to-
water heat pumps, data center waste heat recovery, geothermal energy, heat storages, 
demand response, two way district heating and improvements in energy efficiency. 
(Fortum 2019b.) 

In the decarbonization of the district heating business, the Espoo system is central as it is 
the largest of the three district heating systems in Finland, and the only of the three still 
using hard coal as fuel. The system is diverse, consisting of three combined heat and 
power (CHP) plants, wastewater heat pumps, several heat only boilers (HOB), and a 800 
MWh heat accumulator, the largest in Finland. The fuels used range from fossil fuels to 
wood pellets and pyrolysis oil. In addition, Fortum utilizes data center waste heat and 
trades heat with neighboring district heating systems. (Fortum 2017a.) Fortum has 
committed together with the City of Espoo to make the district heating system carbon-
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neutral during the 2020’s. Therefore, concrete actions in from of new solutions and 
investments are required in the near future (Fortum 2019b).  

Actions towards decarbonization in Espoo is already underway. The SO3 coal unit in 
Suomenoja powerplant site is to be decommissioned in 2020 and SO6 gas CHP unit in 
2022. The remaining coal CHP SO1 is to be decommissioned in 2025. To replace the 
decommissioned capacity, a new biofuel HOB is planned to start operations in 2020, and 
the Suomenoja heat pump capacity is to be increased with a new 20 MW heat pump in 
2021. (Fortum 2019b.) The heat pump investment will be the subject of the case study of 
this thesis. In addition, geothermal heat, from a pilot project undertaken by energy 
company ST1, will be utilized in the Espoo system, once the project is completed (Fortum 
2019b). 

However, to achieve carbon-neutrality, even more needs to be done. Projects to utilize 
demand response and two-way district heating are already under way. Smart solutions 
and energy efficiency measures are implemented to control heat demand. In addition, 
Fortum has ambitions to recover waste heat from large data centers. Use of large-scale 
heat storages, in addition to the accumulator in Suomenoja, are under investigation. Also 
the possibility to build additional bio or waste combustion units is not ruled out. (Fortum 
2019b.) To define the best route to carbon neutrality is not an easy task. To achieve a 
sustainable heating system, while ensuring the long-term profitability and acceptable risk 
level, careful and comprehensive analysis is required. 

2.2 Application of Monte Carlo simulation in investment analysis 

There is always some degree of risk related to an investment. It is of utmost importance 
that an investor has a realistic and comprehensive perception of the risk, in order to make 
rational and fact-based investment decisions. In regard to profitability analysis, risks are 
related to the potential variations in key economic variables. Effective risk management 
not only takes into account the best, worst, and expected economic outcomes, but also 
aims to determine probabilities for these, and all other possible outcomes, through 
analysis with the key input variables. (Rentizelas et al. 2007.) 

In the energy sector, investment risk management is especially important for several 
reasons. First, investment costs are high, payback times are long, and investments are 
practically irreversible. Secondly, the variables affecting investment profitability can 
change substantially throughout the whole economic lifetime of the investment. (Al-
Mansour & Kožuh 2007; Westner & Madlener 2012.) Electricity and fuel prices are 
volatile in deregulated free markets. Furthermore, their volatility is expected to increase 
in the future, as energy systems rely more on intermittent renewable production and fossil 
fuels become increasingly scarce. In addition, regulatory uncertainty increases risks 
related to investments in the energy sector. (Kienzle & Andersson 2009; Urbanucci & 
Testi 2018).  

2.2.1 Theoretical background 

Traditionally, investments have been analyzed using point estimates, with best guess 
values for all input variables. From a single point estimate, a single result is received, 
without additional information on the probability of this specific outcome. (Kelliher & 
Mahoney 2000.) The point estimate approach is often extended by including several 
scenarios. Typically, these are the most likely, optimistic, and pessimistic scenarios. 
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Using several expert defined scenarios adds a limited dimension of probabilities into the 
point estimation analysis, as the most likely scenario should be evaluated more probable 
than the two latter scenarios. However, this approach is still quite crude from a 
probabilistic point of view, as it lacks a continuous probability distribution, or the extreme 
minimum and maximum values. (da Silva Pereira et al. 2014.)  

The traditional approach is common, as it is simple and requires limited iterations as well 
as little computational capacity. However, due to the rapid growth of computing capacity, 
more complex approaches have become possible in the last decades. Instead of point 
estimates, continuous probabilistic methods can be used to provide decision makers a 
more comprehensive view on the uncertainties and risks related to investments. (Kelliher 
& Mahoney 2000.) Furthermore, financing of investments, for example by banks or 
government funding, often requires that the investor is able to provide extensive 
information on the risks of a potential investment. Monte Carlo simulation (MCS) is an 
excellent tool for providing this information on risks in a continuous probabilistic manner. 
(Platon & Constantinescu 2014.) 

Monte Carlo simulation is a statistical data generation method used to estimate a 
continuous probability distribution for all possible outcomes of a model. The method is 
based on using probability density functions or stochastic models to represent uncertain 
input variables. Random values for the input variables are generated and used to calculate 
outputs for several iterations. After a sufficient number of iterations, the sample space of 
possible outcomes and probabilities for each outcome can be estimated. (da Silva Pereira 
et al. 2014.) 

The conventional and most typical way to represent uncertainty of input variables in MCS 
is the use of probability distribution functions. The functions are defined to represent the 
statistical behavior of the volatility of each input variable as accurately as possible. 
Typically function definition is based either on expert opinion or analysis of historical 
data. (da Silva Pereira et al. 2014.) Using probability distributions is a simple and quite 
effective way to capture the uncertainty involved with the input parameters. However, the 
approach may lead to oversimplifying complex volatility processes. To better capture the 
dynamics of stochastic processes, such as mean reversion or seasonality, stochastic 
models can be used in Monte Carlo simulation. (Kitapbayev, Moriarty & Mancarella 
2015.) 

For efficient and practical application of the Monte Carlo simulation process, the most 
influential input variables should be identified. Only these most influential variables 
should be modelled, as simulating every parameter is not worth the time or resources. 
Afterall, even large variations in insignificant variables might have minimal effects on 
the monitored output variable. The most common way to identify the influential variables 
is sensitivity analysis. It is performed by changing one input value at a time, typically by 
± 5 % to 20 %, and observing the effects of the variance on the monitored output variable. 
The most influential variables identified are then chosen for MCS. (Kelliher & Mahoney 
2000; Al-Mansour & Kožuh 2007.) 

Generally the Monte Carlo simulation process consists of the following five steps, 
structured here based on Platon & Constantinescu (2014): 

1. Definition of a parametric model 7 = 9:;<, … , ;=>. 
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2. Generation of a set of random data for the input variables ;@<, … , ;@= . 
3. Calculation and storage of the output 7@ with the sets of random data. 

4. Repetition of steps 2 and 3 for A = 1, … , B, where B is typically at least 1000. 

5. Analysis of the stored output values using descriptive statistics and visual aids like 
histograms. 

The process is also depicted in figure 1, below. The parametric model, mentioned in step 
one, defines the relationship of the output variable, and multiple input variables (Hacura, 
Jadamus-Hacura & Kocot 2001). 

Monte Carlo simulation can be used in a variety of purposes, from researching physical 
phenomena to financial analysis. The relevant use in the scope of this thesis is economic 
risk analysis related to investments. Typically in investment analysis, MCS is used 
together with the discounted cashflow (DCF) method. The most typical output variables 
used in risk analysis are some of the common key figures of DCF: net present value 
(NPV), internal rate of return (IRR), and payback period (PBP), as they convey the 
financial attractiveness of the project to the investor in a simple and clear way. (Rentizelas 
et al. 2007; da Silva Pereira et al. 2014.) Distinctly the most common meter used in 
literature is the NPV, the use of which is rationalized based on its robustness, practicality, 
and easiness to understand even for those not very familiar with investment analysis 
(Arnold & Yildiz 2015). 

In traditional deterministic profitability analysis, the interpretation of NPV is quite 
straightforward. A NPV larger than zero represents a profitable investment, whereas 
negative NPV is a sign of unprofitability. However, interpreting a distribution of NPV is 
not as clear. Typically, descriptive statistics, such as average, standard deviation, 
coefficient of variation, median, quantiles, kurtosis and skewness are assessed, together 
with visual analysis of the plotted distribution, to make conclusions on the degree of risk. 

Figure 1: General principle of Monte Carlo Simulation. 
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(Hacura, Jadamus-Hacura & Kocot 2001; Platon & Constantinescu 2014; Arnold & 
Yildiz 2015.) 

Especially the coefficient of variation, in other words the standard deviation divided by 
the expected value, is useful when comparing potential investments with each other. 
Another meter for risk is the probability of a negative outcome. As a very general rule of 
thumb, Hacura, Jadamus-Hacura & Kocot (2001) suggest that projects with probability 
for negative NPV of less than 20 % can be considered quite safe. However, the 
interpretation of the results always depends amongst others on the preferences of the 
analyst and ability of the investor to tolerate risk. Thus, there are no universal criteria for 
result interpretation. (Hacura, Jadamus-Hacura & Kocot 2001.) 

2.2.2 Applications in scientific literature 

In the last decade or so, Monte Carlo simulation has been a typical approach in literature 
dealing with investment analysis in the energy sector. This literature review focuses on 
papers which involved heat production. A rough division between small scale and larger 
scale investments has been made. Rentizelas et al. (2007) use Monte Carlo simulation to 
optimize the characteristics and analyze the investment risks involved with a small 
biomass fueled tri-generation power plant in Greece. Al-Mansour & Kožuh (2007) create 
a simple computer program that performs Monte Carlo risk analysis on small scale CHP 
investments. They test the program with an investment case of a small CHP used in a 
hospital in Slovenia. Maribu & Fleten (2008) use Monte Carlo simulation to research the 
effect of the volatility of electricity and natural-gas prices on the profitability of small 
CHP used in office buildings. A more recent study utilizing Monte Carlo simulation to 
analyze small scale CHP is by Urbanucci & Testi (2018). They optimize the size of a 
small CHP used in an Italian hospital, and analyze the investment risks involved. 

Also larger investments have been analyzed using a Monte Carlo simulation approach. 
Kienzle & Andersson (2009) use MSC to analyze the profitability of an energy hub 
system, defined by them as “an integrated system of units being able to convert and store 
multiple energy carriers”. They use a real options approach instead of the conventional 
DCF method for profitability analysis. Lorenzo et al. (2012) use MCS to assess the 
profitability of low-carbon integrated reforming combined-cycle plant. Arnold & Yildiz 
(2015) optimize a woodchip fired heating plant in Germany from the investment risk 
point of view, using a MCS based approach. Bartela, Skorek-Osikowska & Kotowicz 
(2015) on the other hand, analyze the competitiveness of a CHP plant with carbon capture 
and storage technology using Monte Carlo simulation.  

To conclude findings from the literature, the following three observations can be made: 
First, Monte Carlo simulation is well suitable to assess energy production investments. 
Second, MCS based methods convey significantly more information on risks than the 
traditional point estimate based methods. Third, when MCS based approaches are used to 
define the optimal characteristics of an investment, distinctively different results are 
obtained compared to traditional analysis. This suggests that probabilistic investment 
analysis can take into account dynamics, which are disregarded by the conventional 
methods. As an additional remark, it is often noted that to capture the temporal changes 
in input variables, investment analysis for energy production systems should always be 
conducted with a time horizon corresponding to the lifetime of the systems, typically 20 
years or more. 
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The sensitivities of energy production investments are widely studied and reported in the 
literature reviewed for this thesis. Three variables are highlighted in most studies: 
investment costs, electricity market prices and fuel costs. Fuel prices are reported to be 
the most influential driver of uncertainty for combustion technologies (Al-Mansour & 
Kožuh 2007; Arnold & Yildiz 2015), whereas electricity prices tend to have the largest 
volatility (Kienzle & Andersson 2009). Also prices of emissions trading can be 
influential, especially with investments on low carbon technologies (Bartela, Skorek-
Osikowska & Kotowicz 2015).  

In addition, in the context of this thesis the impact of heat demand must be highlighted. 
District heating demand follows mainly the outdoor temperature (Dotzauer 2002). 
Therefore, it is quite volatile in the short term, whereas long term averages are very stable 
(Westner & Madlener 2012). Short term volatility is important for two main reasons: 
First, in the DCF method for investment analysis, cash flows early in the lifetime of the 
investment are more valuable than cash flows later. Thus, several colder or warmer than 
average years in the beginning of the investment horizon can impact the profitability of 
the investment, even though on the long-term yearly temperature, and thus demand, tends 
to average out. Second, as district heat demand always has to be satisfied by the producer, 
demand peaks are an important factor to take into account when analyzing district heating 
investments (Urbanucci & Testi 2018). Thus, using for example mean values, instead of 
stochastically modelled demand leads to loss of information on investment risk. 

2.3 Stochastic modelling of temperature 

As stated previously, temperature is the main driver for district heating demand. Heat 
demand in turn drives heat sales revenues, and therefore is a key factor in the district 
heating business. The short-term volatility of temperature is an important factor to 
consider, when modelling a district heating system, as it leads to intermittent demand 
peaks. In addition, temperature is strongly seasonal. For these reasons using a simple 
average curve or probability density function does not necessarily capture all the essential 
properties of temperature. Instead, a stochastic modelling approach can be used to 
represent the dynamics of temperature in a more accurate way. 

2.3.1 Characteristics of temperature 

The fundamental properties of temperature make it a well suitable process for time series 
analysis. It is not controlled by humans, disregarding the human impact in climate change, 
and as such it cannot be influenced, modified or manipulated. Objective data is available 
for long periods of time, and the statistical properties tend to remain the same over time. 
A viable statistical temperature model should capture at least possible long term trends, 
annual seasonality, mean reversion, and seasonal variance. (Svec & Stevenson 2007; 
Šaltytė-Benth & Benth 2012) 

A clear, yet subtle upward trend in temperature has been reported in most of the literature 
on the subject, amongst others Alaton, Djehiche & Stillberger (2002), Benth & Šaltytė-
Benth (2005) and Šaltytė-Benth & Benth (2012) just to mention a few. This trend is 
accounted for two main causes: First, global warming and second, the so-called urban 
heating effect. The urban heating effect refers to a phenomenon, in which temperatures 
seem to rise near urban areas. Thus, urbanization can increase the warming trend to some 
extent. The observations of a rising trend is confirmed by research using global climate 
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models, although the linear trend used in time series analysis can be an oversimplification 
when estimating long term change (Ruosteenoja, Jylhä & Kämäräinen 2016).  

Strong seasonal trends have been observed in data from all locations studied in literature. 
This is not surprising: colder temperatures are typically experienced in the winter and 
warmer in the summer. The extent of seasonality changes from location to location. 
Negative skewness of data is also reported: cold temperature spikes are more common 
and extreme than warm ones. (Benth & Šaltytė-Benth 2005; Campbell & Diebold 2005.) 

A distinctive statistical feature of temperature observed in literature is its mean reverting 
nature. This means that temperatures tend to fluctuate around long term seasonal 
averages, quickly returning back to normal levels after moving up or down periodically. 
Alaton, Djehiche & Stillberger (2002), describe the effect well, stating that according to 
empirical evidence temperatures never rise, or decrease for that matter, rapidly and 
continuously for long periods at a time. Instead, they quite quickly revert back to average 
levels. Thus, there are good reasons to choose a model with mean reverting properties for 
temperature simulation.  

A not as intuitive, yet important characteristic of temperature is seasonality in residual 
variance. This means that the variance of data is not constant after the seasonality, trend, 
and mean-reversion effects have been removed. Instead, the variance of temperature 
residuals changes throughout the year, following a seasonal pattern. This seasonal 
variance is observed and described amongst others in Alaton, Djehiche & Stillberger 
(2002), Benth & Šaltytė-Benth (2005), Campbell & Diebold (2005) and Benth, Šaltytė-
Benth & Koekebakker (2007). 

2.3.2 Applications in scientific literature 

The mathematical modelling of temperature is traditionally related to meteorological 
weather forecasting. In meteorology, temperature is modelled as part of a holistic 
approach. This means that weather, including temperature, is seen as a state of the 
atmosphere, the future states of which are forecasted from the current state. This is 
achieved by modelling all the physical phenomena, in other words the dynamic, 
thermodynamic, radiative and chemical processes, that are underlying factors in observed 
weather. Thus, meteorological forecasting of temperature is part of a complex 
composition of several fundamental physical models interacting together. (Bauer, Thorpe 
& Brunet 2015.) 

In a longer timeframe, this holistic approach is extended to global climate modelling 
(GCM). In GCM a large number of complementary models try to capture the long-term 
changes, dynamics and causalities of climate, instead of forecasting the changes in state 
of the atmosphere in the short term. Highly complex models are run with supercomputers. 
These models are used for example to estimate possible changes in temperature trends in 
the future. Results from several models are combined in the Coupled Model 
Intercomparison Project (CMIP), to enable reliable research on climate change. (Grotjahn 
et al. 2016)  

Meteorological modelling and forecasting of temperature yield accurate results, and in 
principle could be usable in Monte Carlo simulation processes related to temperature. 
However, the models are very complex and require massive computation capacity. 
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(Alaton, Djehiche & Stillberger 2002.) Fortunately, a significantly simpler statistical 
approach has been studied, especially in relation to financial derivatives pricing. Time 
series modelling is a widely used approach in literature to explain the dynamics of 
temperature, in order to derive prices for temperature-based weather derivatives. Studies 
using this approach include Alaton, Djehiche & Stillberger (2002), Brody, Syroka & 
Zervos (2002), Benth & Šaltytė-Benth (2005, 2007, 2011, 2012), Campbell & Diebold 
(2005), Svec & Stevenson (2007), Benth, Šaltytė-Benth & Koekebakker (2007), Šaltytė-
Benth & Benth (2012), Benth & Taib (2013), and Darus & Taib (2019).  

Even though this thesis is not focused on weather derivatives, the underlying objective is 
the same as in the cited literature: To capture the random behavior of temperature and 
estimate the sensitivities of business related to this randomness. Thus, it is safe to say the 
stochastic time series based approach of modelling is relevant for this study. Even though 
these models do not produce as good a model performance and data fit as more complex 
meteorological weather models, they explain the statistical properties of temperature with 
sufficient sophistication for uncertainty analysis, as concluded by Benth & Šaltytė-Benth 
(2007). 

To account for the four statistical features described previously, several modelling 
approaches have been suggested. In practically all literature, the seasonality effect and 
trend have been modelled with a deterministic sinusoidal function or Fourier series. 
Examples of these approaches can be found amongst other in Campbell & Diebold 
(2005), Svec & Stevenson (2007) and Šaltytė-Benth & Benth (2012). While the approach 
is simple, it seems to explain seasonality well. 

In earlier literature, the Ornstein–Uhlenbeck (OU) process is used to explain the mean 
reverted nature of temperature. The OU process is a stochastic mean reverting diffusion 
process, composed of a simple mean reversion component and a Brownian motion as the 
random residual component. It is a Markov process, meaning that its next state depends 
on the previous state only. The continuous-time equivalent of the OU process is a first 
order autoregression (AR) process. OU process based approaches include Dornier & 
Queruel (2000), Alaton, Djehiche & Stillberger (2002) and Brody, Syroka & Zervos 
(2002).  Benth & Šaltytė-Benth (2005) expand the OU model to use a generalized 
hyperbolic Lévy process instead of the conventional Brownian motion. They find that a 
residual process which draws values from a generalized hyperbolic distribution, rather 
than a normal distribution, captures the temperature residuals better. 

In following studies, the OU process is expanded to AR models with orders larger than 
one. This is justified, as current temperature is observed to be dependent on more than 
one of the preceding time steps. Campbell & Diebold (2005) use an AR(25) model in 
their study on temperatures from several locations in the USA. However, Šaltytė-Benth 
& Benth (2012) remark that AR(3) models perform equally well, and increasing the 
amount of lags does not bring additional value, at least with daily data. The AR(q) based 
models have later been expanded to use a more general continuous-time autoregressive 
moving average (CARMA) process by Benth & Taib (2013). 

The seasonal variance of temperatures has been modeled with several approaches. Alaton, 
Djehiche & Stillberger (2002) use a monthly changing variance to account for the effect. 
Benth & Šaltytė-Benth (2005) expand this approach by introducing a deterministic 
seasonal variance function, that is fitted to the average yearly variances of temperature 
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residuals. Campbell & Diebold (2005) on the other hand, use a generalized autoregressive 
conditional heteroskedasticity (GARCH) volatility model to explain the seasonality. 
Finally, Šaltytė-Benth & Benth (2012) combine the deterministic seasonal variance 
function with GARCH volatility, to account for the seasonal effect thoroughly. 

2.4 Stochastic modelling of electricity prices 

As discussed in subsection 2.2, electricity prices are one of the major sources of 
uncertainty in district heating sector investments. Power sales revenues of CHP units are 
tied to market prices and on the other hand the production costs of heat pumps or electric 
boilers are directly related to the price of electricity. Electricity prices in free markets are 
characterized by high volatility, seasonality and extreme price spikes (Mayer, Schmid & 
Weber 2015). These are all factors that affect how a district heating system is operated in 
the most profitable way. With stochastic modelling it is possible to capture these features 
and dynamics in an accurate and realistic manner.  

2.4.1 Characteristics of electricity prices 

To understand stochastic modelling of electricity prices, one must understand the 
structure and characteristics of electricity markets. For the last 30 years, deregulation has 
been a prominent trend in wholesale electricity markets in most OECD countries around 
the world. In Europe, deregulation started in the beginning of 1990s. By the late 1990s 
and early 2000s, power exchanges had been founded in the Nordic countries, Germany, 
France and Great Britain. (Mayer, Schmid & Weber 2015; Nord Pool 2018.) Today, most 
of the electricity sold in the EU is traded in power exchanges, and the EU continues to 
further endorse a free and integrated internal electricity market (Lago et al. 2018). 

In deregulated power markets most electricity is traded in spot markets, also called day-
ahead markets. As the latter name states, bidding is done on the day before delivery. 
Typically, the market is cleared once per day, when spot prices are defined for each hour 
or half hour of the following day, depending on the market. In each auction the wholesale 
buyers and sellers submit bids on the prices and quantities of demand and supply. The 
clearing price for each bidding period is found in the intersection of supply and demand 
curves, aggregated algorithmically. The sales bids are generally defined by the marginal 
production cost, meaning the cost to produce an additional unit of electricity. (Gonzalez, 
Roque & Garcia-Gonzalez 2005; Mayer, Schmid & Weber 2015.) 

After the spot market has been cleared, several short-term market mechanisms, such as 
intra-day markets, auxiliary reserves and balancing markets exist. Their function is to 
ensure that during delivery final production and demand are balanced. In addition to the 
aforementioned markets, several electricity derivates are traded. These include forwards, 
futures and options. Spot prices are the underlying of most electricity derivatives.  
(Gonzalez, Roque & Garcia-Gonzalez 2005.) 

Generally speaking, deregulation has led to lower average prices of electricity compared 
to the preceding heavily regulated markets. On the other hand, volatility, which was 
strictly controlled in the past, has increased and is at times extreme. Altogether, 
competitive and free electricity markets display more complex behavior than regulated 
markets and have features that are not encountered with the price processes of other 
commodities. (Higgs & Worthington 2010; Mayer, Schmid & Weber 2015.) 
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Power prices are dependent on economic and business activities, and weather conditions, 
especially temperature. Electricity can be considered a necessity good with a very 
inelastic demand. This means that at least in the short term most customers do not react 
to current power prices. It is to be noted however, that demand response mechanisms are 
currently being developed and introduced in several markets. Demand determines the 
volume of production to be deployed at a given moment, as supply and demand have to 
be continuously balanced to keep the power system stable. (Weron & Misiorek 2008; 
Higgs & Worthington 2010.) 

Temperature is a strong driver of demand, especially in colder climates such as the Nordic 
countries, due to heating needs. In addition, the hydrological situation especially in 
Norway and Sweden is a driving factor of Nord Pool power prices, as hydro power covers 
approximately half of all production. The hydrological situation depends on rain and the 
melting of snow-packs. (Vehviläinen & Pyykkönen 2005; Erlwein, Benth & Mamon 
2010.) 

Differing from stock prices that evolve freely, electricity prices are quite strictly tied to 
the cost of production, especially in the long term. This is due to the marginal cost based 
merit order mechanism. During low demand, electricity supply is covered mostly with 
low-cost baseload capacity, such as hydro, nuclear and CHP. In addition, if produced at 
a given time, electricity generated with intermittent renewable sources is first in the merit 
order, as it has practically no marginal costs. When demand increases, generators with 
higher marginal production cost are scheduled into the production pool. Thus, from the 
supply side, the general price level is driven by the shares of different types of production 
on market, the hydrological situation, and fuel prices. (Cartea & Figueroa 2005; Weron 
& Misiorek 2008; Higgs & Worthington 2010.) 

A unique property of power markets is the non-storability of electricity. At the present, 
no economically viable large-scale storage methods are available for commercial use, 
disregarding pumped hydro storage. Thus, electricity has to be produced at the time of 
delivery and consumption. This leads to electricity prices behaving differently compared 
to other commodities prices. (Weron & Misiorek 2008; Mayer, Schmid & Weber 2015.) 
The distinctions of spot price behavior are discussed with more detail later in this 
subsection. 

Other factors that define the behavior of electricity prices are unexpected outages of 
production plants or transmission systems, unpredicted turns in weather, constraints in 
connection capacity, the time of year, week and day, and polices and regulatory 
mechanisms. Examples of the last-mentioned are feed-in tariffs and other subsidies. 
(Erlwein, Benth & Mamon 2010; Higgs & Worthington 2010.) 

There are several distinctive statistical qualities of electricity prices that are widely 
discussed in literature written on spot price modelling. These qualities are mean reversion, 
extreme price spikes, strong seasonal effects, high volatility, and negative prices. The 
most prominent are the two mentioned first: mean reversion and spikes. 

Practically all deregulated markets exhibit strong mean reversion. This means that prices 
fluctuate around long term averages, or equilibrium levels, quickly reverting to average 
levels after rising or decreasing momentarily. Mathematically, mean reversion processes 
have a drift term, that pushes prices back to the average level. The larger the drift term is, 
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or the further away from the equilibrium price the process is at a given time, the stronger 
the reversion effect is. (Deng 2000; Higgs & Worthington 2010.)  

A common feature of competitive electricity markets is suddenly occurring and extreme 
price spikes, or jumps. These jumps have a strong mean reverting property, meaning they 
return to equilibrium levels rapidly. Several explanations for jumps are suggested in 
literature. Amongst them are the non-storability of electricity, severe weather conditions, 
unexpected outages of production or transmission, and sudden surges in demand. As these 
phenomena are often short lived, the resulting spikes quickly return back to normal levels. 
(Higgs & Worthington 2010; Mayer, Schmid & Weber 2015.) In addition, Erlwein, Benth 
& Mamon (2010) suggest that the Nordic market shows more frequent jumps than other 
markets, due to heavy reliance on hydro production.  

Depending on the market, electricity spot prices demonstrate differing amounts of 
seasonality. As discussed earlier, electricity demand, and thus prices, depend on outside 
temperatures and the hydrological situation, especially in the Nordic market. In addition, 
the number of daylight hours has an impact on demand (Weron, Bierbrauer & Trück 
2004). Temperature, water levels at reservoirs, and length of the day all follow seasonal 
patterns. As a result, electricity prices exhibit seasonality, with higher demand and prices 
during the cold, dark months of the year. In addition to an annual pattern, spot prices 
follow weekly and daily patterns. On weekly level, there is a difference particularly 
between weekdays and weekends. (Vehviläinen & Pyykkönen 2005; Erlwein, Benth & 
Mamon 2010.) 

As mentioned previously, deregulation of electricity markets has resulted in lower 
average prices, yet higher volatility. In addition to being significant, the volatility of spot 
prices has been observed to show signs of stochasticity instead of being constant. (Higgs 
& Worthington 2010; Mayer, Schmid & Weber 2015.) There are several drivers behind 
volatility. Commonly for all spot markets these include at least non-storability and 
dependence on weather (Weron & Misiorek 2008). On a market specific level, driving 
factors may include the types of production capacity on the market and constraints in 
transmission systems between separate areas (Unger et al. 2017). Intermittent renewable 
production, especially wind power, can increase volatility significantly. (Rintamäki, 
Siddiqui & Salo 2017; Dong et al. 2019.) 

A unique phenomenon separating electricity spot markets from all other commodities is 
the possibility for negative prices. If allowed by the exchange, negative prices can occur 
when low demand and high supply exist at the same time. In practice, this can take place 
when there is a lot of intermittent production available at a time of low demand. As these 
conditions usually last only for a time frame of hours, it is often more profitable for 
thermal base-load plants to operate through negative prices with a loss, than shut down 
for a short period. This is due to the cost, and physical restrictions related to rapid shut-
down and a subsequent start-up. Thus, for a short period of time there is more supply than 
organic demand, and consumers are paid to use electricity. (Mayer, Schmid & Weber 
2015) 

Modelling of electricity spot prices plays important roles in several areas of the power 
business. Short term needs are related to bidding, both from the sales and purchasing 
points of view. Mid-term use cases include hedging, and pricing of derivatives such as 
futures or options. Finally, on a long term models are used for risk analysis, portfolio 
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management and investment analysis needs, as is the case in this thesis. (Vehviläinen & 
Pyykkönen 2005; Higgs & Worthington 2010.) 

2.4.2 Applications in scientific literature 

Following the taxonomy by Lago et al. (2018), electricity price modelling and forecasting 
can be divided to five categories: (1) game theory models, (2) fundamental models, (3) 
reduced form models, (4) statistical models and (5) artificial intelligence models. This 
review focuses on statistical models as they are relatively well defined, widely studied 
and yield good results (Lago et al. 2018). It is important to note that not all models can 
strictly be placed to a single category. For example Vehviläinen & Pyykkönen (2005) 
combine statistical and fundamental models when studying Nord Pool spot prices.  

The most popular statistical modelling approaches are jump-diffusion models and regime 
switching models. In addition, several econometric variance models, most commonly 
GARCH models, are studied in relation to the stochastic volatility of electricity prices. 
Deterministic functions are commonly combined with the aforementioned approaches, to 
capture the seasonality effects of power prices. (Higgs & Worthington 2010; Mayer, 
Schmid & Weber 2015.) 

The most popular approach in literature is modelling spot price behavior using mean 
reverted processes with log-transformed data. However, simple mean reversion models 
are not enough to explain power price behavior on their own, due to the spikes. In order 
to capture the spikes in data, jump-diffusion models are used. They combine mean 
reverted models with a jump component. (Mayer, Schmid & Weber 2015.) 

As the name states, jump-diffusion models are composed of a stochastic diffusion 
component and stochastic jump component. In spot price modelling, an Ornstein–
Uhlenbeck process is usually used as the baseline for the diffusion process to explain 
normal price behavior. The occurrence of jumps is typically modelled with a stochastic 
Poisson process, combined with a mean reversion component to explain the rapid 
recovery back to equilibrium levels. (Mayer, Schmid & Weber 2015.) Studies on jump-
diffusion models include amongst others Deng (2000), Benth et al. (2003), Weron, 
Bierbrauer & Trück (2004),  Cartea & Figueroa (2005), Kluge (2006) and Mayer, Schmid 
& Weber (2015). 

The jump-diffusion models try to explain all price behavior with a single global model 
over the whole time-series. However, for example Erlwein, Benth & Mamon (2010) 
suggest that electricity prices demonstrate a switching behavior, in which the price 
process changes in time, following underlying hidden processes. These processes are 
related for example to the strategies of market players. To explain the changes of market 
states, also called regimes, a class of regime switching models are suggested. (Gonzalez, 
Roque & Garcia-Gonzalez 2005; Erlwein, Benth & Mamon 2010.) 

In regime switching modelling, the different regimes are first identified in the time series, 
and local models are then adjusted to these regimes (Gonzalez, Roque & Garcia-Gonzalez 
2005). Most regime switching models switch between two states: a normal state and a 
jump state. Sometimes also a third regime, explaining the transition between normal and 
jump states is used. (Apergis et al. 2019.) Regime switching models have the advantage 
that they allow for jumps that last for more than one day, when modelling with daily 
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resolution, whilst still maintaining a strong mean reversion when the jump finally returns 
to normal levels. In addition, the occurrence of jumps in these models do not necessarily 
need to be independent, as is the case in Poisson process models. Thus, the possible non-
uniformity of jump occurrences can be properly captured. (Erlwein, Benth & Mamon 
2010.) 

The most typical regime switching models are hidden Markov models (HMM). These are 
statistical models, that are useful in modelling switching processes, often related to human 
behavior. In them, a fixed number of states is defined. An underlying random variable or 
variables, following a Markov chain then defines the state in which the process is at a 
given time. Each transition from regime to regime has a distinctive probability. 
Sometimes input and output variables are used in addition, in a sub-category of Input-
Output HMM. (Erlwein, Benth & Mamon 2010.) Articles studying the use of HMM in 
spot price modelling include Weron, Bierbrauer & Trück (2004), Gonzalez, Roque & 
Garcia-Gonzalez (2005), Erlwein, Benth & Mamon (2010), Wu et al. (2015) and Apergis 
et al. (2019). 

In addition to modelling the mean reversion process and the jumps, several researchers 
have studied the volatility of spot prices. As described earlier, volatility of electricity 
market data is observed to be stochastic in many studies. Several volatility models have 
been used to explain the stochastic variance. These include GARCH models, 
autoregressive conditional heteroskedasticity (ARCH) models and exponential 
generalized autoregressive conditional heteroskedastic (EGARCH) models. (Gonzalez, 
Roque & Garcia-Gonzalez 2005; Higgs & Worthington 2010.) 

It is important to note, that often a combination of many of the previously described 
models are used as an approach when modelling electricity prices. For example, Erlwein, 
Benth & Mamon (2010), use an OU process, Poisson process and HMM in a single model. 
Mayer, Schmid & Weber (2015), on the other hand combine a GARCH volatility model 
with a jump-diffusion model. These are just few examples of compound models. More 
examples can be found for example in Higgs & Worthington (2010). 

2.5 Mathematical optimization modelling of district heating 
systems 

In order to successfully assess an energy production investment and the risks involved, it 
is not enough to focus on the uncertainties of the input variables. To achieve reliable 
results, the energy system in question has to be modelled in a detailed and realistic way. 
For example varying loads, plant performance during part-load, and different operation 
modes have to be captured at least to some extent, in order for analysis results that 
correlate with the real world.  In other words, if the used model fails to capture the key 
dynamics affecting the profitability of the investment, for example due to 
oversimplifications or rule-of-thumb estimations, the decision makers ability to make 
optimal investment choices is hindered and the results of analysis can be misleading. 
(Ommen, Markussen & Elmegaard 2014; Urbanucci & Testi 2018.) 

However, in addition to accurately capturing the technical properties of an energy system, 
also operation of the system has to be modelled. The operational objective of commercial 
district heat utilities is typically to minimize operational costs whilst satisfying heat 
demand. Therefore, modelling of system operation should be focused on optimal 
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performance, in other words minimizing variable costs. When both the technical details 
and optimal operation of the system is accurately modelled, it is possible to analyze 
potential investments reliably and realistically, and make the most profitable design 
choices. (Lund & Andersen 2005; Urbanucci & Testi 2018.) 

2.5.1 Theoretical background 

Mathematical optimization offers a wide range of approaches to tackle the 
aforementioned criteria for energy system modelling. Typically linear programming (LP), 
mixed integer linear programming (MILP), nonlinear programming (NLP), and mixed 
integer nonlinear programming (MINLP) are used to realistically define the constraints 
and features of complex systems, and determine the optimal way to operate within the 
defined boundaries. Of the aforementioned, LP and MILP have become the dominant way 
to approach district heating optimization problems. (Sameti & Haghighat 2017.)  

According to the definition of Rao (2009), mathematical optimization, also called 
mathematical programming, is “the process of finding the conditions that give the 
maximum or minimum value of a function”. The optimal, that is to say the minimal or 
maximal value of the optimized objective function, is found by changing decision 
variables. The selection of the decision variables is often, yet not always, limited by 
certain requirements called constraints. (Yang 2008; Rao 2009.) An important aspect of 
mathematical optimization modelling is that the task of the user is only to formulate the 
problem. Finding the optimal value is done by specialized algorithms. This is distinct 
from an approach where the answer is gained by solving certain equations in a 
predetermined order. (Lahdelma 2018.) 

The basis of all optimization problems is to choose a criterion, or several criteria, with 
respect to which the problem is optimized. The criterion is expressed as a function of the 
decision variables. This is the objective function, also known as merit or criterion 
function. Objective functions can be either linear or nonlinear. Certain quantities in the 
objective function are fixed by nature and as such are treated as preassigned parameters. 
All other quantities involved in the objective function are the decision variables, the value 
of which are changed to achieve the optimal value of the objective function. (Yang 2008; 
Rao 2009.)  

In typical optimization problems related to the modelling of real-world phenomena, the 
values of the decision variables are constrained in one way or another. Mathematically, 
the constraints can take form of equations or inequalities. These constraints must be met, 
in order for a solution to be feasible. Optimization problems can be classified constrained 
or unconstrained, based on the existence of constraints. (Yang 2008; Rao 2009.) 

In accordance to Rao (2009), a general mathematical optimization problem can be written 
as: 

CABD E = F;<;G⋮;I
J  KℎAMℎ NABANAOPQ 9(E), 

subject to the constraints 
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 RS(E) ≤ 0, U = 1, 2, … , N, 

VS(E) = 0, U = 1, 2, . . . , W. 
Here E is a n-dimensional vector containing all of the decision variables. It is called the 
design vector. 9(E) is the objective function. The constraints RS(E) and VS(E) are the 
possible inequality and equality constraints, respectively. In unconstrained problems the 
constraints are naturally not included.  

As stated before, the objective of mathematical optimization is to find the minimum or 
maximal value of the objective function. The minima and maxima of a function can be 
categorized as local and global. A local minimum is the optimal solution in a certain part 
of the function. In other words, no better solution can be achieved with small changes of 
the decision variables. The global minimum on the other hand is the smallest of all local 
minima and as such the optimal value of the entire function. In other words, the optimal 
solution to an optimization problem can be found by going through all local optima and 
finding the best of these, within the constraints. However, it is important to note that it is 
not always possible to find an optimal solution, even in theory, as a global minimum or 
maximum might not exist. (Rao 2009; Lahdelma 2018.)  

The solutions of an objective function in a constrained problem can be defined either 
feasible or infeasible. If the solution satisfies all constraints it is called feasible, and 
accordingly infeasible if one or more of the constraints are not satisfied. The optimal 
value is the minimum or maximum, depending on the problem, of all feasible solutions. 
All of the feasible solutions together form what is called the feasible region. Like the 
solutions, also the entire problem can be defined either feasible, if it has at least one 
feasible solution, or infeasible, if it has no feasible solutions. Furthermore, a problem can 
be unbounded if it can be minimized or maximized infinitely inside the feasible region. 
Infeasible and unbounded problems have no optimal solutions, whereas a feasible 
problem can have either a single optimal solution, or many equally good optimal 
solutions. (Rao 2009; Lahdelma 2018.) 

Mathematical programming problems can be classified based on whether or not the 
defining functions are convex. Convexity is an important factor, as it can affect the 
solvability of a problem significantly. Geometrically speaking, a function is convex if a 
line between any two points of the function never yields a lower value than the function 
itself. A similar condition, but with the line never yielding larger value than the function, 
is true for concave functions. An area, or set, is convex if a line drawn between any two 
points of the set stays inside the set. Optimization of a convex problem is generally easier 
than of non-convex problems, as the local minimum is always the global minimum. An 
optimization problem is convex when both the objective function and the feasible region 
are convex. Convex optimization problems can be approximated well with linear 
programming, which is discussed with more detail later in this subsection. (Rao 2009; 
Lahdelma 2018.) 

Non-convex problems on the other hand are more complex or possibly impossible to 
solve, as the local optimum might not be the global optimum. An optimization problem 
becomes non-convex if the objective function, or any of the constraints is non-convex. 
To solve a non-convex problem, all local minima should be checked in order to find the 
global optimum. However, it might be difficult or even impossible to make certain that 
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each local optimum, and thus the definite global optimum, is found. However, in a 
subclass of non-convex problems, Mixed Integer Linear Programming, which will be 
discussed later in this chapter, all local optima can be checked with certainty. Many non-
convex optimization problems can be approximated with MILP. (Yang 2008; Lahdelma 
2018.) 

In addition to defining problems as constrained or unconstrained, and convex or non-
convex, there are several other distinctions between problems of different types. For 
example, a problem might have a single decision variable, or multiple variables. In 
addition, it is possible that there are more than one criteria for optimization, and therefore, 
multiple objective functions. The most typical definition of problems however, is between 
linear and non-linear problems. Further differentiation between problems is done based 
on the types of variables related to a problem. (Yang 2008; Rao 2009.) 

If both the objective function and the constraints of an optimization problem are linear 
functions of the decision variables, it is said to be a linear programming problem. All 
other cases fall into the non-linear category. If the decision variables of a linear problem 
are all integers, it is called an integer linear programming problem. If, on the other hand, 
the variables are a mix of integers and continuous variables, the problem becomes a mixed 
integer linear programming problem. The same classification based on the type of 
variables applies to nonlinear programming. Linear programming is a very thoroughly 
studied optimization approach, and many efficient generic solvers have been developed 
for LP problems. No such general solving methods exist for NLP problems. (Yang 2008; 
Rao 2009.) 

2.5.2 Linear and mixed integer linear programming 

As mentioned above, in a linear programming problem a linear objective function is 
minimized or maximized under a finite amount of linear constraints. These constraints 
can be either linear equations or inequalities. (Yang 2008; Cottle & Thapa 2017.) In 
accordance to Rao (2009), the standard form for a linear programming problem is written: 

CABD E = F;<;G⋮;I
J , KℎAMℎ NABANAOPQ 9(E) = X M@;@

I
@Y< , 

subject to the constraints 

X Z@S;@ = [S , U = 1, 2, … , NI
@Y< , 

;@ ≥ 0, A = 1, 2, … , B, 
where M@, Z@S and [S are constants. There are three requirements for the standard form. 
First, the objective function must be of the minimization type. Conversion of problems 
from maximization to minimization is straightforward: The maximization type objective 
function is simply multiplied by -1 to achieve minimization. Second, all constraints are 
equations. Third, all the decision variables are nonnegative. In addition, to successfully 
apply LP, the problem has to be of the convex type. The benefit of linear programming is 
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that the underlying real-world problem does not necessarily need to be linear, as long as 
it is convex. If that is the case, the problem can be approximated with linear programming 
at least to some degree. (Rao 2009; Lahdelma 2018.) 

The feasible region of a LP problem forms a convex polytope. The optimal value of the 
problem can be found in one of the corner points, or vertices, of the polytope. Thus, the 
optimal value of a LP problem can be found by going through all the vertices, making LP 
problems easy to solve. Like general mathematical optimization problems, also a LP 
problem can have a single optimal solution, several or infinite equally good optimal 
solutions, an unbounded solution, or no feasible solution at all. (Yang 2008; Rao 2009.) 

A generalized case of linear programming is mixed integer linear programming. In MILP 
problems, some of the decision variables are continuous, and some are integers, whereas 
in a standard LP problem only continuous variables are used. MILP can be used to solve 
finite non-convex problems, that can be approximated with several separate LP problems. 
The optimal value is the minimum or maximum of the optimal solutions of each distinct 
LP problem. As stated before, differentiating MILP from other non-convex problems, the 
prior can in theory always be solved. However, the time to find the optimal solution can 
be extremely long, as there might be a very large number of separate LP models to solve. 
(Rao 2009; Omu, Choudhary & Boies 2013.)  

As stated earlier, in mathematical programming the user formulates the problem, and a 
computer algorithm solves it. To solve real world problems with hundreds or thousands 
of decision variables, several powerful algorithms have been developed. The prominent 
method to solve LP problems, and basis for many newer more efficient solvers, is the 
Simplex method. The Simplex algorithm iteratively moves from basic solution to basic 
solution, in the case of a LP problem vertex to vertex, moving to a direction along the 
polytope edge that improves the result. Finally the optimal extreme point is found, or the 
problem is established unbounded. (Yang 2008; Rao 2009.) Several simplex based 
solvers have been developed, that are used specially with problems including CHP plants. 
These include amongst others Power Simplex (Lahdelma & Hakonen 2003), Tri-
Commodity Simplex, and Extended Power Simplex (Rong & Lahdelma 2005). 

The most typical approach to solving MILP problems is the branch-and-bound method. 
As mentioned before, all MILP problems are theoretically solvable, if the optimal of each 
individual LP problem is found. The branch-and-bound method increases efficiency 
compared to a brute force approach by only solving a fraction of all the possible individual 
LP problems. This is possible as the algorithm only traverses towards a direction with 
lower costs. The branch-and-bound method is used as a basis for several more efficient 
and complex solvers. (Rao 2009; Sameti & Haghighat 2017.) 

There is a wide array of commercial optimization software and solvers available used to 
solve LP and MILP problems. Accordingly, several platforms are used or discussed in 
literature on optimization of energy systems. Lahdelma & Makkonen (1996) introduce 
the Electricity and Heat Trade Optimization (EHTO) system, a graphical environment for 
energy production and trade management. The system is further extended by Makkonen 
& Lahdelma (2006). Omu, Choudhary & Boies (2013) discuss MODEST, MARKAL, 
DER-CAM and EnerGIS as energy analysis tools utilizing MILP approach. In their 
literature review, Sameti & Haghighat (2017) list several commercial optimization tools 
and solvers used in modelling of district energy systems. The tools include AIMMS, 
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AMPL, GAMS, MATLAB, ILOG CPLEX Studio, FICO Xpress Suite and Lingo. Some 
common solvers used are CLPEX, Gurobi, MOSEK, MINOS and XPRESS, just to 
mention a few. 

2.5.3 Applications in scientific literature 

LP and MILP are very common and well researched approaches in optimization and 
modeling of DHC business. The rationale behind the popularity of linear programming is 
its efficiency in solving problems involving thousands of variables. (Sameti & Haghighat 
2017.) Omu, Choudhary & Boies (2013), as well as Sameti & Haghighat (2017) state 
MILP to be the most widely used method in recent studies, due to the flexibility and 
robustness of the approach in regard to modelling energy systems with sufficient 
accuracy. Binary and integer variables are especially useful in modelling on/off status of 
equipment, different operational modes, or alternative investment options. (Baldvinsson 
& Nakata 2017; Sameti & Haghighat 2017.)  

The typical target of optimization is to minimize production costs, maximize sales margin 
or maximize investment NPV. However, in some cases also minimization of emissions is 
an optimization criteria. Time frames of optimization range typically from short-term, 
meaning intraday to year, all the way to long-term, in which optimization is performed 
over the whole life cycle of an investment (Sameti & Haghighat 2017).  

The main challenges related to LP or MILP approaches in energy system modelling is the 
time required to solve large and complex problems. Makkonen & Lahdelma (2006) 
highlight the need for versatile and efficient tools, if an optimization approach is to be 
used with stochastic risk analysis, as it requires rapid solving of a large number of models. 
Omu, Choudhary & Boies (2013) discuss the need to carefully consider the accuracy of 
technical modelling of a system, as the more complex the model, the more time it takes 
to find an optimal solution. Sameti & Haghighat (2017) on the other hand summarize that 
modelling large DH networks require specialized tools, as otherwise long times to 
compute are required. 

As already mentioned, linear optimization is a widely discussed and researched subject 
in relation to energy systems. From the literature reviewed, three main uses for LP and 
MILP modelling were identified, with a focus on district heating related studies: First, 
investment optimization related to system design, second, optimization of production 
system operations, and finally, optimization of district heating distribution. It is important 
to note, that many studies do not fall strictly in a single category, but instead approach a 
problem from several points of view. 

Recent studies on energy system investment and design optimization are focused on 
distributed energy systems. Omu, Choudhary & Boies (2013) create a MILP model to 
optimize technology selection, unit sizing and location of a distributed energy system, as 
well as the structure of the heat distribution network. They aim to minimize annual 
investment and operating costs. Yang, Zhang & Xiao (2015) also develop a MILP model 
to optimize a distributed energy resource system, seeking to optimize location selection, 
equipment characteristics, distribution network structure, and operation strategy with a 
single model. Distributed energy systems are also the subject of Karschin & Geldermann 
(2015), who optimize location, capacity and heating network design for a bioenergy 
village. From the perspective of this thesis it is also relevant to mention Urbanucci & 
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Testi (2018), even though they do not utilize linear optimization in their study, as they 
combine non-linear optimization of CHP sizing with Monte Carlo simulation, when 
analyzing optimal CHP investments.  

Papers focusing on operational optimization were the most common category of research. 
Sakawa, Kato & Ushiro (2002) used a MILP approach to optimize the operation of district 
heating and cooling plants. They proposed a genetic algorithm based solution method to 
make the solving of a problem involving hundreds of variables efficient. Lahdelma & 
Hakonen (2003) model CHP operation in hourly resolution using a specialized structure, 
and develop the Power Simplex algorithm to efficiently solve problems of this type. Rong 
& Lahdelma (2005) model a trigeneration problem in hourly resolution and minimize the 
production, purchase, and CO2 emissions costs simultaneously. They propose the Tri-
Commodity Simplex algorithm to solve these kinds of problems. In the paper by 
Makkonen & Lahdelma (2006), a mixed integer programming model, composed from 
modular components is suggested to represent the power production system. A special 
branch-and-bound algorithm, that splits the problem into hourly sub problems is 
suggested for efficiency. 

In more recent studies, Ommen, Markussen & Elmegaard (2014) evaluate the impact of 
optimization algorithm choice in energy system dispatch models. They compare LP, MIP 
and NLP, and find that the more complex MIP and NLP models capture operational 
performances better than a simpler LP model. Wang et al. (2015) develop a method to 
model and optimize the operation of CHP systems including renewable energy sources 
and energy storage. Finally, Abdollahi, Wang & Lahdelma (2019) develop a method to 
efficiently and rapidly optimize the heat and power production of large multi-area energy 
systems with power transmission and storage.  

Studies focusing on the optimization of district heating networks are least common of the 
three categories but the subject is still quite well researched. Benonysson, Bøhm & Ravn 
(1995) develop a linear programming model aimed to optimize the operational costs of a 
district heating system by optimizing supply temperature of the district heating network. 
Bojic & Trifunovic (2000) and Bojic, Trifunovic & Gustafsson (2000) aim to minimize 
the over and underheating of buildings by modelling hydraulic resistances of valves, 
pump placement and sub-station heat exchanger size in a DH network with LP and MILP 
models. Baldvinsson & Nakata (2017) minimize the annualized investment and 
operations costs of a district heating distribution system using a geographic information 
based MILP model. Finally, Vesterlund, Toffolo & Dahl (2017) use a MILP model which 
optimizes the operating costs of a district heating network. They focus on physical 
constraints of the networks, such as pressure and temperature in consumer end. 

To conclude the literature review, the mathematical optimization of energy systems is a 
widely researched subject. LP and MILP are the prominent approaches, even though non-
linear modelling is also used in some studies. Systems are optimized from several points 
of view, categorized in this review into optimal investment design, optimization of 
production side operations, and network optimization. This categorization is not strict and 
many studies include several or all of the dimensions in a single approach. Most studies 
focus on complex, yet quite small and specialized systems. However, more research on 
the modelling and optimization of larger commercial systems, with reasonable computing 
times, are still needed. Fortunately, the issues are acknowledged in many papers and some 
recent studies already suggest viable approaches for large system optimization. 
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3 Description of models, analysis process and case 
study 

3.1 Stochastic model for temperature 

As discussed in the previous section, stochastic modelling is a good and widely used way 
to capture the behavior and uncertainties of temperature. Furthermore, the uncertainty of 
district heating demand can be derived from simulated temperature data. The model 
selected in this thesis for temperature is comprised of a seasonal component, AR 
component and heteroskedastic variance components. It is based on the article by Šaltytė-
Benth & Benth (2012). This subsection is composed as follows: First the criteria for 
model selection are defined, and model selection justified. Second, the data used for 
calibration is presented. Finally, the model is defined, calibrated, and validated. 

3.1.1 Model selection 

The desired performance of the profitability analysis process, as well as the nature of 
Monte Carlo simulations, set several requirements for the stochastic temperature model 
to be used. The needs of the analysis process were identified before model selection and 
based on them six requirements were specified necessary for this use case.  

First of all, the model should be presented in a sufficiently recent scientific publication or 
its relevance should be otherwise confirmed. This requirement ensures the chosen model 
reflects the latest research on the subject and utilizes current computational capacity and 
up-to-date methods. Therefore, it should represent the current best practices. Second, the 
type of model should be widely used. Not only does this indicate relevance, but also 
provides evidence of sufficient performance and ease of implementation. As the previous 
criterion, also this requirement supports selection of a model representing current best 
practices. 

Third, as the relevant business areas for the profitability analysis process are all in 
Northern Europe, the chosen model should produce good results with temperature data 
from the Nordic countries or Baltics. Preferably, well documented results should be 
available from several locations to ensure sufficient versatility. Versatility is important, 
as in the best case the same model can be used in all of the necessary locations. 

Fourth, the simulations produced by the models should be proven realistic. Well 
documented and justified results should be presented and the model performance tested 
with multiple criteria. Good simulation performance reduces uncertainty in the 
profitability analysis calculations and in turn, ensures plausible results for the analysis. 

Fifth, the model should be simple enough for easy calibration and fast simulation. Ease 
of calibration is important, as in the optimal case the model is used for several business 
areas. Thus, individual calibrations for each area are required. If the calibration process 
is simple, it can be easily understood and performed by all necessary personnel in the 
organization. This reduces dependence on single specialist employees. Fast simulation is 
essential, as the profitability analysis requires hundreds or thousands of time series for 
the time frame of tens of years. Time spent simulating temperature should take only a 
small portion of the total processing time, to ensure a reasonable total duration of the 
analysis process. 
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Finally, the model should be proven to work for time resolutions of at least one day and 
preferably also one hour. As stated in the previous section, these are the resolutions 
relevant for district heating business. As this thesis focuses on daily resolution, hourly 
simulations were not defined mandatory. However, the possibility to model also hourly 
time series can be important in the future if the analysis process is further developed. 

A literature review was conducted to find a stochastic temperature model best 
corresponding to the criteria described before. The model of Šaltytė-Benth & Benth 
(2012) was selected to act as the basis for the one used in this study. The chosen model is 
comprised of a seasonal component, AR component and heteroskedastic variance 
components. These will be discussed with detail later on in this subsection. The model 
was chosen as it meets the defined requirements reasonably well. 

The model is presented in an article published seven years prior to the writing of this 
thesis and as such can be considered relatively recent. In addition, different versions of 
the model with slight variations (Benth & Šaltytė-Benth 2005, 2012; Benth, Šaltytė-Benth 
& Koekebakker 2007, 2008) are used as a basis for temperature modelling in a recent 
article by Darus & Taib (2019), further demonstrating relevance. Thus, the model meets 
the first requirement. In their article Šaltytė-Benth & Benth (2012) state that their model 
or similar ones are widely used. Based on this also the second criterion can be considered 
fulfilled. 

The chosen model or its variations have been used with data from seven cities in different 
parts of Norway (Benth & Šaltytė-Benth 2005) as well as Stockholm, Sweden (Benth & 
Šaltytė-Benth 2007; Benth, Šaltytė-Benth & Koekebakker 2007; Šaltytė-Benth & Benth 
2012). The articles have concluded that the model or its variants are suitable for stochastic 
modelling of temperature at these locations. The results are clearly documented and 
model performance observed to be good compared to other temperature models. Thus, 
the chosen model should be applicable with good performance in the business areas in 
northern Europe relevant for the investment analysis process. Therefore, criteria four and 
five are met. 

The calibration process of the model is relatively simple, as it uses common and quite 
basic econometric and mathematical components and operations. These include AR 
models, GARCH volatility models, sinusoidal functions, and random number generation 
from the normal distribution. Built-in tools and packages for automatic calibration and 
simulation of these components are readily available and well documented in common 
statistical and mathematical languages and software such as R and MATLAB. This makes 
calibration and utilization possible with easily available and commonly used tools and 
indicates reasonably fast simulation times. 

In addition, Šaltytė-Benth & Benth (2012) have described the whole calibration process 
in detail in a structured step-to-step manner. In fact, in their article they name the stepwise 
estimation process to be one of the advantages of their model. The article itself is 
applicable as basic instructions for the calibration process used in this thesis. Thus, the 
model fulfills requirement five for sufficient simplicity. 

Most of the articles discussing the chosen model or its variants (Benth & Šaltytė-Benth 
2005, 2007, 2012; Benth, Šaltytė-Benth & Koekebakker 2007, 2008; Šaltytė-Benth & 
Benth 2012) use daily temperature data. The models suitability for daily data is 
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demonstarted well, fulfilling criterion six. In addition, Svec & Stevenson (2007) use a 
similar type of model with half-hourly data and receive promising results. This indicates 
that the model chosen for this study might be suitable also for hourly data. 

3.1.2 Temperature data 

Daily average temperature data from Kaisaniemi, Helsinki, Finland is used for model 
calibration. The entire dataset covers a total period of 39 years from 1.1.1980 to 
31.12.2018. For calibration purposes data from 1.1.1980 to 31.12.2016 is used. The 
remaining two years are used for model validation. The dataset is open data from the 
Finnish Meteorological Institute (FMI). Open data was used as it was easily and readily 
accessible, and as a public authority, FMI can be considered a reliable data source. 

Even though the scope of this thesis is the Espoo district heating system, data from 
Helsinki is used. There are two reasons for this choice. First of all, even though 
temperature data from several locations in Espoo is available, the datasets are quite short, 
at the most ten years. However, the quality of the model is expected to be better, and 
estimates on trend more accurate, when using longer time series (Benth, Šaltytė-Benth & 
Koekebakker 2007). This fact supported the selection of Kaisaniemi data, as there is more 
than 40 years of daily data available.  

Secondly, Helsinki and Espoo are located next to each other at the same latitude and are 
geographically similar, with coastal and inland areas. Thus, the data from Kaisaniemi, an 
urban location near the sea, is very similar to data metered for example in Tapiola, Espoo, 
also an urban location near the sea. Thus, it can be expected that the Kaisaniemi dataset 
will yield better modelling results for Espoo than the shorter local datasets that were 
available. 

Table 2: Statistics for average daily temperature data from 1.1.1980 to 31.12.2018. 

Statistic Kaisaniemi 

Mean 6,14 

Median 6 

Mode Multiple 

Std. 8,76 

Minimum -32,5 

Maximum 26,4 

Skewness -0,31 

Kurtosis 2.7 

 
The statistical characteristics of the data are listed above, in table 2. Notable is the 
skewness of the data, which can be observed in figure 2 on the next page. Extreme values, 
or spikes, for temperatures below the average curve are larger and more common than 
spikes above the average curve. This is especially notable during the winter season. 
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Clearly, cold spikes are more prominent than warm spikes. This causes the skewness 
observed in table 2.  

3.1.3 Model definition 

Based on Šaltytė-Benth & Benth (2012), and following their notation in all of the 
equations one to eight, the model for temperature is: 

 ](^) = _`(^) +  ɛ`(^), (1) 

where ](^), _`(^) and ɛ`(^) respectively, denote temperature, mean, and residual 
processes at time ^ = 1, … , τ. The mean temperature process consist of a seasonality and 
trend component, as well as of an AR(W) process. In accordance to Šaltytė-Benth & Benth 
(2012), the equation is written: 

 _`(^) = c(^) + X d@(](^ − A) − c(^ − A))f
@Y< ,  

where c(^) is the seasonality and trend function, and d@ and A = 1, … , W, are parameters 
for the AR process of the order W. However, in this thesis, also a constant C is included, 
and the mean process equation written as: 

 _`(^) = c(^) + g + X d@(](^ − A) − c(^ − A))f
@Y< , (2) 

since during the calibration process significant p-values for the coefficient were observed.  

For the seasonality and trend function Šaltytė-Benth & Benth (2012) use a first-order 
Fourier series including a trend term: 

 c(^) = Zh + Z<^ + [<cos j2k^365n + [Gsin j2k^365n,  

Figure 2: Kaisaniemi temperature and fitted function for seasonality and trend from 
1980 to 1990. 
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where Zh represents long term average temperature, Z<^ the trend, and [< and [G the 
Fourier coefficients. The function cycles through 365 steps, as the data used has annual 
seasonality with daily resolution.  

However, in this thesis a fifth-order Fourier series is used: 

 c(^) = Zh + Z<^ + p q[<Scos jU2k^365 n + [GSsin jU2k^365 nrs
SY<

, (3) 

as slightly better performance is achieved with it. At the same time the additional 
complexity for the calibration process remains minimal. Differences in performance will 
be discussed later in this subsection.  

Šaltytė-Benth & Benth (2012) define the residual process to be: 

 ɛ`(^) = t`(^)u(^), (4) 

where t`(^) is a seasonal stochastic volatility process and u(^) is a Gaussian process with 
standard deviation of one. Seasonal components in the residual process are required, as 
often a significant seasonal variance can be observed in the residuals of daily temperature 
data. This statistical phenomenon, heteroskedasticity, is reported amongst others by 
Benth & Šaltytė-Benth (2005, 2007) and Campbell & Diebold (2005). 

Following Šaltytė-Benth & Benth (2012), the seasonal stochastic process is composed of 
two components: 

 t`(^) = tvwv(^)txyz{|(^), (5) 

where tvwv(^) is a so called Benth & Šaltytė-Benth volatility process and txyz{|(^) a 
GARCH process. The former accounts for the cyclic seasonal pattern in variance. It is 
modelled with a Fourier series of the form: 

 tvwvG (^) = M< +  p }MG~cos j�2k^365 n + MG~�<sin j�2k^365 n��
~Y<

, (6) 

where the order K = 3 is used by Šaltytė-Benth & Benth (2012). However, in this study 
improved results were achieved with the choice of K = 4. Again, differences in 
performance will be discussed later on in this subsection. 

In previous studies using data from several locations, signs of a GARCH process have 
been identified in the residuals after the removal of the effects of tvwv(^). To account for 
this minor effect, Šaltytė-Benth & Benth suggest a GARCH model of the following from: 

 txyz{|G (^) = β<δG(^ − 1) + βGtxyz{|G (^ − 1),  
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where β< is the ARCH coefficient, βG the GARCH coefficient and δ a Gaussian process. 
(Šaltytė-Benth & Benth 2012.) However, in this study, a constant is included, and the 
equation written as: 

 txyz{|G (^) = � +  β<δG(^ − 1) + βGtxyz{|G (^ − 1), (7) 

since during calibration significant p-values for the coefficient were observed.  

To conclude, the final equation for the residual process can be defined as: 

 ɛ`(^) = tvwv(^)txyz{|(^)u(^), (8) 

in which the two standard deviation terms are the square roots of the variances defined in 
equations 6 and 7 (Šaltytė-Benth & Benth 2012). 

As the seasonality function defined in equation 3 follows cycles of 365 daily steps, leap 
days were removed from the dataset prior to model calibration. This is the method used 
by Benth & Šaltytė-Benth (2005) and Campbell & Diebold (2005). Svec & Stevenson 
(2007), on the other hand, use cycles of 1 461 daily steps to circumvent the issue of leap 
years. However, in this study little extra value was seen in their approach and the leap 
day removal method was chosen. 

3.1.4 Model calibration 

The calibration process starts with finding the coefficients for the seasonality and trend 
function defined in equation 3, and removing the seasonality effect. Nonlinear regression 
is used for curve fitting. The estimates for the coefficients are presented in table 3 below 
and the seasonality curve is partially plotted in figure 2 on page 38.  

Table 3: Coefficients for the seasonality and trend function. a0 a1 a2 a3 a4 a5 a6 a7 a8 a9 a10 a11 
5,13 1,43e-4 -10,21 -4,16 0,81 -0,01 0,21 -0,33 -0,02 0,19 0,15 -0,13 

 
Due to the negative  skewness, the deseasonalize data is first reflected and then 
transformed with the square root transfomation. The reflection and transformation 
processes are defined in equation 9 and 10 respectively: 

 ����(^) = (���� + 1) − �(^), (9) 

 ����I�(^) = ����(^)<G, (10) 

where ����(^), ����I�(^) and �(^) are the reflected, transformed and deseasonalized 
temperatures respectively. ���� is the maximum value in the deseasonalized temperature 
time-series. 

Even though negative skewnes can be visually identified also from the data used by 
Šaltytė-Benth & Benth (2012), they have chosen not to transform the data in their article. 
However, in this thesis model performance was observed to be clearly better when the 
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model was calibrated with transformed data. Performance of the model with transformed 
and non-transformed data is compared later in this subsection. 

After deseasonalization and transformation, the AR(p) process, defined in equation 2, is 
calibrated. In accordance to Šaltytė-Benth & Benth (2012), an AR(3) process is used. The 
estimated values for the AR coefficients, as well as their p-values, are listed in table 4 
below. Comparing the autocorrelation functions (ACF) for the deseasonalized and 
transformed data, and AR process residuals, plotted in figure 3 below, it is evident that 
removing the AR effect removes most of the autocorrelation, resulting in random 
residuals. Good model fit is also implicated by the R2 value of 67 %. 

Table 4: Coefficients and p-values for AR(3) process. 

Coefficient Value p-value C 0,64 0 α1 0,89 0 α2 -0,17 4,40e-85 α3 0,09 1,61e-39 

However, looking at the squared residuals and ACF of squared residuals, plotted in figure 
4 below, the heteroskedastic nature of the process is evident. The seasonal variance is 
demonstrated by the wavy form of both plots. To account for this,  tvwv is removed from 
the residuals. Following the method of Šaltytė-Benth & Benth (2012), the average 
variance, in other words the squared residual, for each day of the year is calculated, over 
the entire dataset.  

Figure 3: ACF of deseasonalized, detrended and transformed data (left), and AR(3) 
residuals (right). 

Figure 4: Squared residuals and ACF of squared residuals. 
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The BSB variance function, defined in equation 6, is then fitted to the 365 average data 
points with nonlinear regression. The daily average variances, as well as the fitted BSB 
variance curve, are plotted in figure 5 below. The coefficients for the function and their 
p-values are listed in table 5, also below. The ACFs of the remainning residuals and 
squared residuals, plotted in figure 6, indicate that heteroskedasticity is mostly eliminated, 
when  tvwv is removed. 

Table 5: Coefficients for BSB variance function. c1 c2 c3 c4 c5 c6 c7 c8 c9 
0,104 0,072 0,017 0,040 -0,001 0,010 0,023 -0,010 0,008 

However, in accordance to observations by Šaltytė-Benth & Benth (2012), the ACF lags 
1 to 5 indicate a slight GARCH volatility effect still remains in the residuals. To remove 
this effect, a GARCH(1,1) model, defined in equation 7, is first calibrated and txyz{| is 
then removed. The estimated coefficients of the GARCH process, together with p-values, 
are listed in table 6 on the next page. The ACF of the final residuals and squared final 
residuals, plotted in figure 7, indicate succesfull removal of the remaining 
heteroskedasticity. 

 

 

Figure 5: Variance of residuals an the fitted tvwvG  curve. 

Figure 6: ACF of residuals and squared residuals without tvwv. 
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Table 6: Coefficients for GARCH process. 

Coefficient Value p-value ω 0,21 8,54e-25 β1 0,10 1,09e-176 β2 0,69 1,15e-39 

 

The Anderson-Darling test suggest that the final residuals are not normally distributed, as 
the null-hypothesis for normality is rejected at the 5% siginificance level. The p-value of 
the test is less than 0,05%. This evidence is supported by the observations of amongst 
others Benth & Šaltytė-Benth (2005). In fact, the generalized hyperbolic (GH) 
distribution family is suggested to be used in the article.  

However, using GH distributions makes the model more complex (Benth & Šaltytė-Benth 
2007). In addition, parameter estimation for the GH family with existing tools is 
complicated, and random number generation from these distributions is not readily 
supported in MATLAB or R. Thus, in accordnace to Šaltytė-Benth & Benth (2012), the 
normal distribution is used, as they determine its fit good enough for this model. 

3.1.5 Model validation 

Following Šaltytė-Benth & Benth (2012), the model is validated by one-step-ahead 
predictions and comparing simulated average heating-degree days (HDD) to the values 
of HDD observed from the original dataset. In addition, descriptive statistics, as well as 
distributions for simulated and observed temperature are compared. Based on them the 
performance of the model is assessed. 

For the one-step-ahead prediction, 730 out-of-sample observations are used. These are 
the two latest years of data from the entire dataset, that were allocated for validation use 
before model calibration. Each prediction, made based on three previous observed values, 
is compared to the actualized temperatures and the prediction error is calculated. The 
average prediction error is 0,12 degrees Celsius and standard deviation of error is 1,96. 
This is quite well in line with Šaltytė-Benth & Benth (2012), who report average 
prediction error of 0 and standard deviation of 1,9. 

Figure 7: ACF of final residuals and final squared residuals. 
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To compare simulated and observed HDD, 1000 time series for the 37-year period from 
1.1.1980 to 31.12.2016 were simulated. In accordance to Šaltytė-Benth & Benth (2012) 
the average cumulative HDD for the relevant cold months, that is January to April and 
October to December, were then calculated. From simulated and observed HDD, monthly 
error was calculated. The average monthly HDD of both datasets, as well as error terms, 
are listed in table 7 below. Model performance can be considered quite good, especially 
as there is only 37 years of observed data versus the one thousand 37-year sets of 
simulated data. Šaltytė-Benth & Benth (2012) report of even better performance, with 
cumulative error of -3 and cumulative absolute error of 21,2. 

Table 7: Average monthly HDD and error terms for observed and simulated datasets. 

Month 
Observed 

HDD 

Simulated 

HDD 
Error 

Absolute 

error 

January 654,3 665,0 10,67 10,67 
February 601,3 604,6 3,29 3,29 

March 563,6 565,8 2,11 2,11 
April 377,9 371,4 -6,51 6,51 

October 314,7 309,1 -5,63 5,63 
November 454,3 458,2 3,86 3,86 
December 574,6 584,3 9,66 9,66 

Total 3540,9 3558,3 17,4 41,7 

 
Discriptive statistics for the simulated and observed data are presented in table 8 below. 
The average temperature and standard deviation are nearly identical in both datasets. 
Maximum value for temperature is slightly higher in the simulated data, as can be 
expected, because of the large amount of data. However, the minimum simulated value 
is significantly smaller than the minimum observed value. 

Table 8: Descriptive statistics of simulated and observed data. 

Statistic Observed data Simulated data 

Average temperature 6,1 6,1 
Standard deviation 8,8 8,9 
Maximum temperature 25,7 28,8 
Minimum temperature -32,5 -65,9 

 
The simulated minimum, -65,9 degrees Celsius, is quite certainly too low to be 
realistically plausible, even as an extremely rare occurrence. It is notable however, that 
even as simulated values, these kinds of temperatures are found exceptionally 
infrequently. Calculated from the 37 000 years of simulated data, the statistical frequency 
is 0,8 times in 1000 years for temperatures under -45 °C, and 0,03 times in 1000 years for 
temperatures under -55 °C. 

Furthermore, comparing the distributions of the simulated and observed data, plotted in 
figure 8 on the next page, it is evident that the model captures the shape of the observed 
temperature distribution quite well. The simulated distribution includes the skewness and 
long tail for cold temperatures found in the observed data. It is evident that the 
probabilities for the occurance of cold temperatures in simulations are in line with the 
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actual observations, even if the rare extreme minimum values in simulated data are 
unrealistic.  

A more notable issue is the first modal peak of the observed values at 1 °C. The model is 
unable to capture this significant peak in its entirety. Instead, the first mode of the 
simulated data is only slightly higher than the second one. It is possible however, that the 
first peak in observed data would be slightly smoothed, if more temperature data was 
available. Nevertheless, even with the inability to capture the first mode fully, the 
distribution fit of the model can be considered quite good. 

As mentioned eariler in this subsection, performance of the model was tested with several 
different configurations. The model was calibrated with transformed and untransformed 
data, using Fourier series of several different orders for both the seasonality function, 
defined in equation 3, and BSB variance function, defined in equation 6. The performance 
of models with some of the different configurations are presented in table 9 below.  

Selection of the final model configuration was done based on two metrics: the cumulative 
absolute error of HDD and distribution fit. Distribution fit is measured in the following 
way: Both the observed and simulated data are first split into 23 bins with 5 °C intervals. 
Next, the statistical frequency for each bin is calculated. The absolute difference between 
each bin of simulated and observed data is then computed. Finally, the differences, or 
errors, are added together to make the absolute cumulative error in distribution. The 
smaller this error is, the better the distribution fit. 

Table 9: Performance of different model configurations. 

Transformation 

Order of 

seasonality 

function 

Order of BSB 

variance 

function 

Absolute 

cumulative 

HDD error 

Absolute 

distribution 

error 

No 1 1 127,16 4821,3 

Yes 1 1 150,85 3912,1 

Yes 5 1 41,4 3773,7 

Yes 5 4 41,7 3183,3 

Figure 8: Distribution of simulated and observed data. 
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Based on comparison, a model using transformed data, a seasonality function of the fifth 
order and a BSB variance function of the fourth order was chosen to be used as the final 
model. As can be seen from the distribution error, data transformation has a large impact 
on distribution. The models with untransformed data produced symmetrical distributions 
with too little cold data points and too many warm data points. Increasing the order of the 
seasonality function has a significant impact on HDD error, whereas increasing the order 
of BSB variance reduces distribution error. 

An important aspect to discuss is the rising trend of temperature. The estimated trend 
coefficient of 1,43e-4 equates roughly to 0,5 °C and 2,6 °C increases in average annual 
temperature in 10 and 50 years respectively. This is in line both with observations made 
from historical Finnish temperature data, as well as projections on climate warming in 
Finland in the future (Ruosteenoja, Jylhä & Kämäräinen 2016).  

However, as noted by Benth & Šaltytė-Benth (2005), estimating a linear trend for tens of 
years to the future, based purely on historical data is risky. For example, using the 
temperature data alone, it is impossible to differentiate the warming impact of 
urbanization from the impact of the greenhouse effect. In addition, human influence on 
global warming can change substantially in the future, due to climate change mitigation 
measures. Thus, it is naïve to presume the trend to resume linearly for long periods in the 
future. Regardless, the trend component is kept in the model, as it is somewhat in line 
with research, and as it is derived from the data, it can be considered the best educated 
guess in this case. 

In addition to model performance, one of the requirements for model selection was 
adequately fast simulation. Using a laptop computer with an Intel® Core™ i5-6300U 
2,40 GHz processor, simulation of 1000 sets of 20 years of daily temperature data takes 
in average 89,1 seconds. As this is reasonably fast, the model can be considered to fulfill 
the speed requirement. 

To conclude, results from both the calibration process and model validation corresponded 
well with those of Šaltytė-Benth & Benth (2012). Based on validation results, model 
performance is good. Thus, data simulated with the temperature model should act as a 
credible basis for the profitability analysis process. In addition, simulation speeds are 
adequate for use in Monte Carlo analysis. 

The temperature data itself is not input to the optimization model. Instead, it is first 
converted to district heating demand. The conversion is done using a neural network 
model created as a part of the master’s thesis of Arjoranta (2019). The model is trained 
with historical Espoo district heating demand data and the same daily temperature data 
that was used to calibrate the temperature model. In addition to temperature, the demand 
model takes into account variables such as day of the week and time of year when 
predicting heat demand. The demand model does not take into account possible changes 
in building energy efficiency or customer behaviour in the future. 

The creation of 1000 sets of 20 years of daily DH demand, using the simulated 
temperature data as input, takes in average 157,7 seconds, when processed with the 
computer specified previously. Thus, total simulation time for the temperature and 
demand data is on average 246,8 seconds. This can be considered reasonable, taking into 
ammount the volume of data. 
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3.2 Stochastic model for electricity spot prices 

As is the case with temperature, stochastic modelling is a good approach to capture the 
volatility of electricity spot prices. A jump diffusion model based on the article by Mayer, 
Schmid & Weber (2015) was selected as a starting point for model creation in this thesis. 
This subsection is composed as follows: First the criteria for model selection are defined, 
and model selection justified. Second, the data used for calibration is presented. Finally, 
the model is defined, calibrated, and validated. 

3.2.1 Model selection 

The same criteria used for temperature model selection were used when choosing the 
stochastic model for electricity spot prices. To summarize from subsection 3.1, these 
criteria are recentness, wideness of use, reported use with relevant data, good 
performance, sufficient simplicity for calibration and simulation, and finally, evidence of 
usage with daily time resolution. 

It is important to note, that the intended use of the spot price model is not forecasting the 
general price level per se, but rather capturing the volatility processes of electricity prices. 
As mentioned in subsection 2.4, the general price level of electricity is defined on one 
hand by demand, and on the other hand on the shares of different production capacities 
on market, hydrological situation, and fuel prices. In the case of the investment analysis 
process defined in this thesis, the annual power price level forecasts are received as a part 
of investment parameters issued by the Fortum industrial intelligence function. The 
simulated datasets are adjusted according to these price levels after simulation. Thus, the 
purpose of the stochastic model in this study is only to capture the annual and weekly 
seasonality effects, and behavior of random movements and spikes in electricity prices 
within a year. 

Based on a literature review, the jump-diffusion model by Mayer, Schmid & Weber 
(2015) was selected as the basis for the model defined in this thesis. The model is 
composed of a seasonality component, mean reverting normal and spike processes, a 
volatility component for the normal process, and a stochastic Poisson jump process. It has 
separate mean reversion coefficients for the normal and spike processes, and a possibility 
to utilize stochastic volatility models as the normal volatility component. The model 
meets the six previously defined requirements reasonably well. 

The article presenting the model by Mayer, Schmid & Weber (Mayer, Schmid & Weber 
2015) originates from 2012, but was republished in 2015 in  a special issue of the 
European Journal of Finance. Thus, it can be considered recent enough and fulfills the 
first criterion. In addition, as stated in section 2.4, jump-diffusion models are a common 
subcategory of electricity price models. Similar models as the one chosen for this study 
are discussed amongst others by Benth et al. (2003), Weron, Bierbrauer & Trück (2004), 
Cartea & Figueroa (2005), and Kluge (2006). As such, the model meets criteria two and 
it can be considered a relevant approach. 

Mayer, Schmid & Weber (2015) calibrate the model with data from four different 
electricity spot markets: German, French, Scandinavian and British power markets. They 
find the model is suitable for all these markets, which have slightly differing 
characteristics. Therefore, it can be justifiably assumed that the model is well suitable to 
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be used in all of the business areas relevant for the investment analysis process. Thus, 
criterion three is fulfilled. 

Another advantage for the model is its ability to handle negative power prices, which 
have been experienced for example in the German and French power markets. At the time 
of the writing of this thesis, negative prices have not yet occurred in the Finnish bidding 
zone of the Nord Pool spot market. However, it is possible that in the future negative 
prices can occur also in Finland, or the other relevant business areas. Thus, the ability to 
handle negative prices is a definite advantage. 

In their article, Mayer, Schmid & Weber (2015) conclude that their model captures all of 
the important characteristics of the behavior of electricity prices. In addition, they 
compare their model to a simple Ornstein-Uhlenbeck mean reverting model and a jump-
diffusion model without separate mean reversion rates for the diffusion and jump 
processes. They find that their model outperforms both of the reference models in all four 
electricity markets included in the study. Thus, the model can be expected to fulfill the 
requirement for good performance. 

Requirement five, sufficient simplicity, is also stated as an important criterion by Mayer, 
Schmid & Weber (2015). They conclude, that the time and effort for parameter estimation 
in their model is small. An important aspect of simplicity is that the model can be 
calibrated using only historical price data. Therefore, it does not require estimates or 
predictions for input parameters such as the types of capacity on the market, electricity 
demand, or the hydrological situation. These kinds of parameters are required for example 
by HMM model of Gonzalez, Roque & Garcia-Gonzalez (2005) or combined statistical 
and fundamental model of Vehviläinen & Pyykkönen (2005), discussed previously in 
section 2.4. In addition, the selected model does not require expert estimates for the jump 
process parameters, which is the case with Kluge (2006). 

Furthermore, similarly as the temperature model discussed in the previous subsection, the 
spot price model uses common econometric components such as AR processes, 
EGARCH volatility, and binomial and normal distributions. As such, it is easily 
calibrated using readily available tools and software such as MATLAB or R. Thus, it can 
be concluded that the model meets the criterion of sufficient simplicity. 

Finally, Mayer, Schmid & Weber (2015) use daily average spot prices in their analysis. 
Thus, requirement six for the correct time resolution is fulfilled. No study on using a 
similar model with hourly spot price data was found in the literature review. Therefore, it 
remains uncertain if the same model can capture the characteristics of power prices with 
hourly resolution. If not, another model has to be utilized, if the investment analysis 
process is developed to use hourly datasets in the future. Nevertheless, for this study daily 
resolution is sufficient. 

3.2.2 Spot price data 

Daily average electricity price data from the Finnish bidding area of the Nord Pool day-
ahead market was used for model calibration. Six complete years of data, from 1.1.2013 
to 31.12.2018, were available as open data from Nord Pool. Data quality can be assumed 
to be good, as it is issued by the exchange itself. The entire dataset is plotted in figure 9 
and its statistical characteristics listed in table 10 on the next page. 
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The two key characteristics of electricity market prices can be clearly identified from 
figure 9.  First of all, the extreme price spikes, or jumps, that return back to normal levels 
rapidly are a prominent feature in the plot. Secondly, the mean reversion effect can be 
seen from the way the prices fluctuate near the local average, clustered together during 
the normal price process. In addition, the non-stationary nature of the electricity price 
process is evident from the figure. Even though prices seem to revert back to the local 
average on the short term, the price levels during longer time periods can differ 
significantly, for example between separate years. 

Table 10: Descriptive statistics of daily average spot prices for the Finnish bidding area 
of Nord Pool day-ahead. 

Statistic Day-ahead – FI 

Mean 36,55 

Median 35,49 

Mode 35,03 

Std. 9,96 

Minimum 6,30 

Maximum 97,14 

Skewness 0,80 

Kurtosis 5,80 
 

3.2.3 Model definition 

Based on Mayer, Schmid & Weber (2015), the spot price of electricity is written: 

 �(^) = exp (�(^) + �(^) + �(^)), (11) 

where, �(^) is a deterministic seasonality function, �(^) the normal price process and �(^) the extreme spike process. It is to be noted, that during calibration log transformed 
power prices will be used. Thus, the actual prices are the exponential sum of the three 
different processes. 

Figure 9: Average daily electricity prices for the Finnish bidding area of Nord Pool 
day-ahead. 
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In northern Europe, electricity prices follow yearly seasonal patterns, as demand follows 
the cold and warm times of the year. In addition, there is a weekly cyclic effect that 
reflects the differences of power demand between working days and weekends. (Erlwein, 
Benth & Mamon 2010.)  Mayer, Schmid & Weber (2015) have chosen a function based 
on dummy values for each year, month and weekday to account for seasonality. However, 
in this thesis a sinusoidal function approach, following Erlwein, Benth & Mamon (2010), 
is chosen due to it being simpler to calibrate, whilst explaining the seasonality well. The 
seasonality function is written: 

�(^) = D +  p qP�cos jQ� 2k^365n + 9�sin jQ� 2k^365n + R�cos jQ� 2k^7 n�
�Y<+ ℎ�sin jQ� 2k^7 nr, 

(12) 

where Q<, QG and Q� are 1, 2 and 4 respectively, to represent yearly and weekly, half a 
yearly and weekly, and quarterly yearly and weekly patterns. The values 365 and 7 
represent the yearly and weekly cycles. 

Mayer, Schmid & Weber (2015) also use the dummy value based method to achieve 
stationarity, in other words a constant mean over the whole time series. The method 
selected for achieving stationarity in this study differs once again from their approach. 
Here, a Fourier series over the whole dataset is used to remove different price levels on a 
long term. The series is of the form: 

 �(^) = Nh + p qN<�cos j�2k^B n + NG�sin j�2k^B nr�
�Y<

, (13) 

where B is the length of the entire dataset. This approach was chosen due to simplicity 
and continuity. 

As both the normal process � and the spike process � are mean reverted, Ornstein-
Uhlenbeck processes are used to account for the effect. Following Mayer, Schmid & 
Weber (2015), processes � and � are written as the stochastic differential equations: 

 D�(^) = −d��(^)D^ +  t�(^)Dδ(t), (14) 

 D�(^) = −d��(^)D^ + D�(^), (15) 

where d� and d� are the mean reversion coefficients, t�(^) is the volatility process for 
the normal part, δ(^) a Gaussian process, and �(^) a stochastic jump process. The 
volatility of the normal process can be either constant, or stochastic volatility. Mayer, 
Schmid & Weber (2015) use an EGARCH(1,1) model for stochastic volatility. 
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In accordance with Mayer, Schmid & Weber (2015), the Poisson jump process is written 
as: 

 �(^) = ��(^) − ��(^), (16) 

where  ��(^) represents positive jumps and ��(^) the negative jumps.  

The individual jump processes are defined: 

 �±(^) = ��± �±, (17) 

with 

 ln ��± ~ £(_±, t±),  

  �± ~  AB(B, ¤±).  

The jump height for each jump t is ��±. It is assumed to be log-normally distributed, 
following observations of  Mayer, Schmid & Weber (2015). The random binary variable  �± for each jump ��± is drawn from a binomial distribution, in which B is the length of 
the time series and ¤± is the positive or negative jump intensity. 

3.2.4 Model calibration 

If the model calibration process was to take into account negative prices, equation 11 
would be expanded into the form: 

 �(^) = exp (�(^) + �(^) + �(^) + ¥(^)),  

where ¥(^) is a similar equation as �(^), with the difference that it only enables negative 
jumps (Mayer, Schmid & Weber 2015). However, due to the dataset only having positive 
values in this study, the negative price component is disregarded. 

If negative prices are observed in the time series that is used for calibration, they would 
be removed as a first step, and replaced with seven day moving average prices. The 
removed values would be stored in a vector and assigned to the negative spike process ¥(^). (Mayer, Schmid & Weber 2015.)  However, as no negative values are observed in 
this study, this step is disregarded. 

After possible negative values have been removed, the dataset is log-transformed. The 
next step is the removal of outliers. As defined by Mayer, Schmid & Weber (2015), 
outliers are all the prices that are either smaller than the first quartile minus the 
interquartile range, or  larger than the third quartile plus interquartile range. Interquartile 
range is the difference between the first and third quartiles. The removed values are 
replaced with seven day moving averages. 

When outliers have been removed, the seasonality function, defined in equation 12, is 
calibrated and the seasonality effect removed. The curve is fitted with nonlinear 
regression. The values for the coefficients are listed in table 11, on the next page. In 
addition, ACF of log returns prior and after deseasonalization are plotted in figure 10. 
Removal of the seasonality function reduces autocorrelation significantly. The negatively 
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autocorrelated lag one in the deseasonalized ACF is an indicator of mean reversion. 
(Mayer, Schmid & Weber 2015.) 

Table 11: Coefficients of seasonality function. d e1 e2 e3 f1 f2 f3 g1 g2 g3 h1 h2 h3 
3,57 -0,08 0,03 -0,01 0,014 -0,01 -0,01 0,12 0,04 0,01 -0,02 0,07 0,03 

 

It is important to note, that for this model, leap days are not removed from the initial 
dataset. There are two reasons for this: First of all, removing leap days would disrupt the 
seven-day weekly cycles. This would significantly reduce the effectiveness of the 
seasonality function. Secondly, as the total dataset is quite short, there is only one leap 
day. Its effect on the yearly cycle is therefore minimal. 

After seasonality is removed, the time series is made stationary. Coefficients for the 
stationarity function, defined in equation 13, are estimated with nonlinear regression. The 
stationary time series is plotted in figure 11 below and the coefficients are listed in table 
12 on the next page.  

Figure 10: ACF of log returns with and without seasonality. 

Figure 11: Deseasonalized stationary log-prices. 
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Table 12: Coefficients for stationarity function. m0 m11 m21 m12 m22 m13 m23 
3,57 -0,08 0,03 -0,01 0,014 -0,01 -0,01 

 
The next step is to find a single mean reversion coefficient for both the normal and spike 
processes. In accordance to Mayer, Schmid & Weber (2015), the total deseasonalized log-
price process is written: 

 ¦(^) = �(^) + �(^), (18) 

the differential equation of which is: 

 D¦(^) = D�(^) + D�(^). (19) 

Following the deduction of Mayer, Schmid & Weber (2015), the autoregressive process 
for D¦(^) is: 

 D¦(^) = −d§¦(^)¨^ + ɛ�(^), (20) 

where d§ is the regression coefficient for the process ¦(^), ɛ�(^) is the total residual 
process, and the discretized time interval ̈ ^ is one. The regression coefficient  d§, as well 
as the residuals ɛ� are computed and will be used to estimate the individual regression 
coefficients for processes � and �. 

The total residual process, ɛ�(^), is used to estimate which of the steps in data are 
considered jumps. Following Mayer, Schmid & Weber (2015), the residual process is: 

 ɛ�(^) =  t�¨ (^) + ¨�(^). (21) 

It is composed of the stochastic components of both the normal process and the spike 
process. 

The entire series of the previously calculated residuals is gone through, in order to 
estimate which individual price movements are jumps. In accordance to the method by 
Mayer, Schmid & Weber (2015), each value of the residual process outside 2,57 times 
the standard deviation of ɛ�(^) around its mean, is considered a jump. The position of 
each jump is stored in a vector and the jumps are removed from ɛ�. Each time the whole 
time series has been gone through, and jumps have been removed, the mean and standard 
deviation change. Thus, this same process is repeated until no new jumps are found. 

When all jumps are identified, values for the processes X and Y can be estimated. 
Estimation begins with calculating values for the stochastic terms t�¨  and ¨�. This is 
done using equations: 

 t�¨ (^) =  t�¨ h(^) − (−d��(^) − d©�(^)), (22) 

and 

 D�(^) = D�h(^) − :−d��(^) − d©�(^)>. (23) 
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As the regression coefficients d� and d© have not yet been identified, the value of d§ is 
used for both of them in this first iteration. The positions of jumps are used to define the 
values of t�¨ h and D�h. The value of D¦ is allocated to t�¨ h for each position that 
was previously not defined to be a jump. At these points D�h = 0. However, at the jump 
positions the value of D¦ is allocated to D�h and t�¨ h = 0. The initial values for � and � are  �(0) = ¦(0) and �(0) = 0. With these assumptions, the initial values for t�¨  
and D� can be calculated. (Mayer, Schmid & Weber 2015.) 

The values t�¨ (0) and D�(0) can now be used to define the next values for � and �. In 
accordance with Mayer, Schmid & Weber (2015), the equations for the following values 
are: 

 �(^ + 1) = (1 − d�)�(^) + t�¨ (^), (24) 

and 

 �(^ + 1) = (1 − d©)�(^) + D�(^). (25) 

When the values for �(1) and �(1) are calculated, they can be input to equations 22 and 
23 to compute the values for the stochastic terms for that step. These terms are again used 
to calculate new values for � and � using equations 24 and 25. This cyclic use of 
equations 22 to 25 is continued until the whole series ¦ is covered. (Mayer, Schmid & 
Weber 2015.) 

When this process is completed, processes � and � have values for each step. In addition, ɛ�(^) can differ from what it was originally, as new values for t�¨  and D� were 
calculated. Thus, the amounts and positions of jumps might have changed. Therefore, 
jumps are again identified from the residuals, using the same method as previously. When 
the jumps have been identified, new values for the individual stochastic terms, and � and � are calculated using equations 22 to 25. This cycle of jump identification and new value 
calculation is repeated until the jumps stay same from one cycle to the next. (Mayer, 
Schmid & Weber 2015.) 

When the jumps stay the same, the coefficients d� and d© can be estimated. This is done 
adapting equation 20 and estimating the coefficients in the same way as d§ was estimated. 
The estimated d� and d© are now input into equations 22 and 25 instead of d§, and new 
values for the stochastic terms, and � and � are calculated. The resulting ɛ�(^) is then 
tested for jumps. Again, the cyclic process of jump identification and new value 
estimation continues until no new jumps are identified. This leads to recalculation of d� 
and d©. (Mayer, Schmid & Weber 2015.) 

The whole process of coefficient recalculation, jump identification and recomputing of 
the stochastic terms, and � and � is repeated until the values for d� and d© no longer 
change. If the coefficients start alternating, the process enters a never-ending loop. In this 
case average values for the alternating d� and d© are used. (Mayer, Schmid & Weber 
2015.) 

When the final processes � and � are obtained, the distribution terms for both processes 
can be calculated. If EGARCH volatility is used, as is the case with Mayer, Schmid & 
Weber (2015), the residuals of process X are divided by their standard deviation. The 
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EGARCH coefficients are then calculated from the remaining residuals which have the 
standard deviation of one. The ACFs of the final residuals, plotted below in figure 12, 
show that the residuals are mostly random, with little autocorrelation.  

The spike process Y is split into positive and negative movements. Jump intensity, in 
other words frequency of jumps, is computed for both the positive and negative jump 
processes. Jump intensities are calculated by dividing the amount of each jump type by 
the total length of the dataset. In addition, the parameters for the lognormal distribution 
of both processes are estimated. (Mayer, Schmid & Weber 2015.) Figure 13 below shows 
histograms of both processes. From the shape of the histograms it can be concluded quite 
confidently, that jump heights are lognormally distributed, as was stated by Mayer, 
Schmid & Weber (2015). 

During model verification, which is discussed more thoroughly later in this subsection, it 
was noticed, that when the jump processes are calibrated with the method of Mayer, 
Schmid & Weber (2015), the model produces jumps too uniformly and seemingly too 
frequently. This can be observed visually by comparing actual jumps and unrestrictedly 
simulated jumps, plotted in the left and right graphs in figure 14 on the next page. As a 
result of the jumps appearing too often, the model fails to properly capture the distribution 
of electricity prices. 

Based on the observed data, it seems that the jump process is not in fact a Poisson process, 
as jumps seem to be clustered together and do not appear independently. In other words, 
there seem to be phases of frequent jumps, and phases of no jumps in the dataset. Thus, a 
Poisson process simulates statistically the right number of jumps over the total period but 

Figure 13: Distribution of positive and negative jumps. 

Figure 12: ACF of final residuals of process X. 
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distributes them too uniformly. This observation is supported by Erlwein, Benth & 
Mamon (2010) who claim that the jump process can be better captured for example with 
regime switching models than Poisson jump models. 

In this study, model performance was noticed to improve, when jump intensity was 
decreased. Even so, the jumps are an important characteristic of electricity spot prices and 
should be included in the model. To circumvent the issue, a filtering method was included 
in the calibration process. In this method, there has to be a certain number of steps 
between two jumps, in order for them to be included in the jump intensity calculations. 
By empirical testing, the minimum distance of 10 steps between jumps yielded good 
results, whilst still generating sufficient amounts of jumps. Jumps simulated using the 
method are plotted in figure 15 below. 

This approach is not ideal, as it disregards the nature of the jumps clustering together. In 
other words, the model has a tendency to simulate only a single independent jump at a 
time, whereas the actual price data demonstrates behavior, in which the appearance of a 
single jump seems to be followed by multiple jumps closely after. Thus, the number of 

Figure 15: Example of simulated jumps with a restriction on jump intensity. 

Figure 14: Jumps in observed data (left) and example of jumps in simulated data with 
no restriction on jump intensity (right). 
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jumps made by the restricted model tend to correspond roughly to the number of jump 
clusters in the observed data, not jumps themselves. Nevertheless, the restricted jump 
method captures the behavior of prices better than the original approach.  

The parameters for mean reversion, and the distributions of the stochastic components of � and � are listed in table 13 below. Estimates for jump intensity are given for both the 
restricted and unrestricted model versions. The estimated values are similar to what 
Mayer, Schmid & Weber (2015) observed in their article. 

Table 13: Parameters obtained from model calibration. 

Mean reversion coefficients Process Y – distribution parameters αp 0,38 μ+ -0,95 αx 0,33 σ+ 0,30 αy 0,45 λ+ - unrestricted 0,03 

Process X – distribution parameters λ+ - restricted 0,01 μE 0,00 μ- -1,02 σE 0,10 σ- 0,30 

Process X – EGARCH parameters λ- - unrestricted 0,03 

Constant 0,00 λ- - restricted 0,02 

ARCH 0,07 Jumps, total 128 

GARCH 0,94 Jumps – negative 73 

Leverage 0,01 Jumps – positive 55 
 

3.2.5 Model validation 

Model validation was performed following the method of Mayer, Schmid & Weber 
(2015). As the purpose of the model is to capture the statistical properties of the volatility 
of electricity prices, validation focuses on comparing the distribution of simulated data to 
the observed distribution. Following Mayer, Schmid & Weber (2015), the Ansari-Bradley 
test is used to compare simulated and observed data, and define if they have the same 
distribution, or if the distributions differ by variance. The null hypothesis of the test is 
that the data of the two datasets comes from the same distribution (Ansari & Bradley 
1960). 

The performance of four different configurations of the model defined previously are 
compared: a model with unrestricted jumps and constant volatility, a model with 
unrestricted jumps and EGARCH volatility, a model with restricted jumps and constant 
volatility, and finally a model with restricted jumps and EGARCH volatility. In addition, 
the performance of a simple Ornstein–Uhlenbeck model, without jumps or stochastic 
volatility, is compared to the four configurations of the jump-diffusion model. In 
accordance to Mayer, Schmid & Weber (2015), the Ornstein-Uhlenbeck model is of the 
form: 

 �(^) = exp:�(^) + �(^)>,  
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where the process �(^) is identical to the normal part of the jump-diffusion model with 
constant volatility. 

The Ansari-Bradley test are performed with deseasonalized and stationary data. First the 
observed dataset is split into 30-day increments. Then, for each of these increments 1000 
sets of 30-day data is simulated. The Ansari-Bradley test is performed with the observed 
increment and each of the simulated increments. The same procedure is repeated until the 
whole dataset of the observed data is gone through. All in all, this results in 73 test 
periods. It is important to note, that before the test is performed, the median of both the 
observed data increment and simulated increment must be subtracted. This operation is 
based on the suggestion of Ansari & Bradley (1960), when performing the test on two 
datasets with differing medians. 

Results of the Ansari-Bradley tests are presented in table 14, below. Two metrics for 
distribution fit are used: First, the total percentage of all simulated datasets that resulted 
in rejection of the null hypothesis, and second, the average p-value for all test performed. 
The smaller the first metric and the larger the second metric, the better. The test results 
are in line with the observations of Mayer, Schmid & Weber (2015).  

Table 14: Results of Ansari-Bradley test. 

 
Ornstein–

Uhlenbeck 

Unrestricted 

jumps, 

constant 

volatility 

Unrestricted 

jumps, 

EGARCH 

volatility 

Restricted 

jumps, 

constant 

volatility 

Restricted 

jumps, 

EGARCH 

volatility 

Rejections 33,2 % 25,8 % 26,3 % 24,1 % 23,8 % 

Average 

p-value 
28,6 % 33,2 % 33,3 % 34,6 % 34,6 % 

 
As expected, the simple Ornstein–Uhlenbeck model performs worst, and the model with 
restricted jumps and EGARCH volatility the best. The difference between the models 
with restricted and unrestricted jumps is not large but nevertheless significant. On the 
other hand, the differences between models with EGARCH volatility and constant 
volatility are not as clear, nor significant. For this reason, the model with constant 
volatility and restricted jumps is chosen as the one used in the investment analysis 
process. Its simplicity in calibration and simulation is seen more valuable than the slightly 
increased performance of the EGARCH model. 

An example of a simulated time series without seasonality is plotted in figure 16 on the 
next page, together with the deseasonalized and stationary observed data. As can be seen 
from the figure, the simulation has captured the key visual characteristics of the observed 
data relatively well. Naturally this is only one simulation. Characteristics between several 
simulated datasets do vary. 

An important issue to discuss is using historical data to predict future volatility, as it is 
not certain that it will remain unchanged in the long term. As was stated in section 2.4, 
the volatility of electricity prices is related amongst others to types of capacity on the 
market, constraints in transmission and the non-storability of electricity. In the short term 
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the change in volatility should be minor, as the aforementioned variables transition 
slowly. However, in the long term factors such as the growing capacity of intermittent 
renewable electricity generation, or better interconnectivity might have significant effects 
on variance. (Unger et al. 2017.) Nevertheless, a model capable of taking into account 
these variables and predicting their impact on volatility would be significantly more 
complex than the one defined in this thesis. Thus, the simple approach is chosen, even if 
it does not take into account the possible changes in volatility in the future. 

Simulation of 1000 sets of 20-year daily data took on average 9,5 seconds, using a laptop 
computer with an Intel® Core™ i5-6300U 2,40 GHz processor. This is substantiallly 
faster than the simulation time of temperature data or DH demand. All in all, the three 
simulation processes take on average 256,3 seconds. This can be considered a reasonable 
time for 1000 simulations of 20 years. 

To conclude, results from both the calibration and verification processes corresponded 
quite well with Mayer, Schmid & Weber (2015). A significant difference between their 
model and the model in this study, is the use of restricted jump intensities. The calibration 
process of the model is relatively simple and fast, and the model captures the key 
characteristics of electricity spot prices in Finland. However, it is evident that the Poisson 
jump process does not completely explain all the properties of the spike process. Better 
results could be achieved for example with a regime switching model. In addition, the 
issues of predicting future volatility based on historical data only are acknowledged. 
Simulation times for the model defined here are adequate for use in Monte Carlo analysis. 

3.3 MILP modelling with MONA 

To answer the need for efficient and accurate energy system modelling in the district 
heating business, Fortum has developed its own software tool for optimization model 
creation. This tool, MONA, allows users to generate mixed integer linear programming 
(MILP) models for the GAMS mathematical optimization system, using a graphical 
interface instead of traditional text based code editors. The main goals of deploying 
MONA are to speed up modelling processes, make the used models more transparent, 

Figure 16: Deseasonalized and stationary observed and simulated data. 
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enable collaborative modelling, and make modelling easier and more accessible to experts 
with wide knowledge of the energy systems, yet limited coding and optimization skills. 
As an end result, the models created should be easily usable and understandable, efficient, 
and correlate well with real world systems. MONA is designed to be a versatile tool, in 
order to allow for modelling of a wide variety of district heating systems. Thus, accurate 
modelling of systems in all of Fortum’s district heating business areas is possible. 

3.3.1 MONA in general 

The main use of MONA is short term production optimization. The models created with 
MONA are integrated with a wider framework, FRED. It combines the models with 
demand and price forecasts and other relevant data, to allow for optimal production 
planning. The corresponding real assets are then operated accordingly to maximize 
economic gain. The results of optimization calculations are continuously compared to 
actualized production data. This constant validation ensures that the models represent real 
world assets accurately, and possible system changes are updated rapidly.  

MONA is integrated with a server based version management system, which allows 
models to be easily shared and accessed from user workstations. The production models 
are centrally maintained, and latest versions can be easily downloaded for use on local 
computers running MONA. As relevant and up to date data can also be automatically 
downloaded from FRED, users can easily examine, run and modify up to date models to 
suit their individual needs. 

In addition to short time frame production optimization, the objective is to start using 
models built in MONA for longer time frame modelling. Already now, MONA models 
are used to calculate financial mid-term and long-term forecast in Finland, and the goal 
is to expand this approach to all Fortum district heating business areas. In addition, 
MONA has been used in investment analysis to model potential production investments 
on system level. This requires time frames corresponding to the economic lifetime of the 
investments, typically tens of years.  

There are two main reasons for the expansion of the use of MONA models into system 
level modelling of all time frames: model quality and centralization. As mentioned above, 
good model quality is ensured by using a tool that allows versatile and accurate modelling 
of energy systems. The models are built collaboratively by experts knowledgeable with 
each specific system. In addition, the models are kept up to date centrally and their 
performance is continuously verified by comparison to actual production data. 

Centralization on the other hand, offers several benefits on organizational level. First of 
all, up to date models with relevant data are easily accessible from servers with local 
computers, or can be run online in FRED. This allows wide usability. Second, when 
calculations in all time frames are done with the same models, using the same initial 
assumptions and dynamics, the resulting calculations are in line with each other. Finally, 
having a single, centrally maintained high quality model for each system saves resources, 
as less parallel models need to be maintained. 

The models built with MONA only optimize the production side. This means that only 
the power and heat production process, from fuel input to energy output, is modelled. 
Detailed modelling of heat and power distribution networks is not supported, and for 
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example the heat consumer side is represented as a single predetermined consumption 
vector. Each district heating system is modelled individually and independently. Multi-
area optimization, as is the case for example in Abdollahi, Wang & Lahdelma (2019), is 
outside the scope of MONA. Currently the tool supports hourly and daily resolutions for 
optimization. Hourly resolution is generally used in production optimization and planning 
with a time frame from several days to one year. Models using daily resolution on the 
other hand, can be used for optimization problems with time frames of several decades, 
even when using large models. 

3.3.2 Modelling in practice 

The usability of MONA relies on a graphical user interface, coupled with a variety of 
prefabricated user components. The components can be used to flexibly compose 
different kinds of district heating systems. An example of a graphical MONA model is 
depicted in figure 17, below. The user components include amongst others different types 
of fuel modules, boilers, turbines, heat pumps, reduction stations, flue gas scrubbers, heat 
and power trade modules, heat storages, emissions components, demand components and 
an objective function component. The goal is that every Fortum owned district heating 
system can accurately be modelled using the prefabricated components. In addition, 
potential future assets can easily be added in the models. Libraries containing user 
components are continuously updated and developed by MONA administrators. 
Furthermore, users themselves can build customized components when necessary. 

The interaction between components is defined with connections, represented graphically 
by lines, and different operators. The latter include basic arithmetic operators, equations 
and inequalities, comparison operators, and logical operators. The user also has the option 
to insert parameters, and global and local variables. Parameters and local variables can be 
defined as binary, integer or continuous, and to be of scalar or vector type. Global 
variables support scalar and vector data types. In practice, the connections and operators 
can be used to define any LP or MILP problem, just as one could do by using code. 

Figure 17: Graphical MONA model. 
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Input values for the model include parameters such as the technical specifications of 
different components, financial information like fuel and power prices, as well as data on 
heating demand and predefined heat trade volumes. For production models, input data 
can be downloaded from FRED or defined by the user. The data is displayed in tabular 
form and can be freely examined and modified by the user.  

MONA turns the graphical model and input data into a textual GAMS model and a text 
format input file. The optimization problem itself is solved in the GAMS system. The 
resulting output text file is converted into tabular and graphical form in MONA. Even 
though the GAMS dimension is mostly hidden from the user, the textual model as well 
as all relevant text files can be easily accessed, if necessary. Results can be exported from 
the output table to for example Excel using the clipboard. 

The MONA user interface provides several advantages, compared to the standard textual 
output file. Users can click on individual components, connections, variables and 
parameters to inspect automatically generated trend graphs. In addition, the result table 
has a search feature, and MONA has a built-in tool that allows the user to plot several 
variables into a single graph if necessary. This makes interpreting results and finding 
possible issues fast and easy, enabling a transparent and straightforward modelling and 
analysis. 

3.3.3 Model properties 

As discussed in subsection 2.5, a key issue in optimization modelling of energy systems 
is the balancing of technical accuracy on one hand, and the complexity of the optimization 
problem on the other. The more complex the problem, the more computing time and 
resources are required. According to the study by Ommen, Markussen & Elmegaard 
(2014) oversimplified modelling of boilers and turbines during partial load is a common 
source of error in optimization models. Therefore, it is relevant to describe with more 
detail, how the characteristics of these components are modelled in MONA. 

The heat output of a boiler in MONA is typically modelled as a linear function of fuel 
input. The linear dependency is defined between two configurational points. Typically, 
these represent fuel input with maximal and minimal heat output. These are defined based 
on the characteristics of the specific boiler being modelled. Using this linear dependency 
makes it possible to capture the nonlinear behavior of boiler efficiency under part load. 
This approach is more realistic than using a simplified constant efficiency. The COP of 
heat pumps is treated in an identical way, albeit fuel input is replaced with power 
consumption.  

Steam turbines use a same kind of linear dependency to capture the declining electrical 
efficiency under partial load. In the approach, output power is modelled as a linear 
function of heat input. However, steam turbine total efficiency is treated as a constant. In 
gas turbines on the other hand, both the power output to fuel input correlations, and heat 
output to power output correlations are modelled with linear dependencies, resulting in a 
variable total turbine efficiency. 

The linear dependency approach approximates boiler and turbine behavior quite well 
under static physical conditions. For example Savola & Keppo (2005) observe that in the 
case of a steam Rankine cycle CHP plant, a single line linear approximation between 
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partial load district heating production and fuel input, as well as partial load DH 
production and power output, capture real life system dynamics accurately. A two or three 
line piecewise approximation could yield even more realistic results, but the added value 
is small. It is to be noted, that MONA supports also piecewise linear functions, and 
premade components for these are included in the symbol library. 

However, it is important to note that MONA assumes the physical state of the system, for 
example district heat network temperature, to be static. Savola & Keppo (2005) on the 
other hand show that the temperature of district heating supply water affects both the total 
efficiency, and electricity efficiency of a CHP plant. To take this dynamic into account, 
estimates of DH network temperatures in different outdoor temperatures would have to 
be included in MONA. The temperature of the network could then be taken into account 
as part of a linear model (Savola & Keppo 2005). 

Using binary and integer values allows MONA models to capture the on/off status of 
components. The status can be either forced or free, making possible for example the 
modelling of plant revision, or commissioning or decommissioning of assets in longer 
modelling time frames. In addition, the mixed integer approach allows for modelling of 
different operation modes, like for example the use of reduction mode. Furthermore, 
building plants with different configurations and operational modes is straightforward in 
MONA, as the necessary components, such as flue gas scrubbers, or reduction stations 
are modelled as individual blocks, each with their own specifications. 

The exact structure of the optimization problem varies between individual MONA 
models. Arbitrary objective functions are supported, and as stated before, MONA can in 
practice be used to model any LP or MILP problem. However, with DH production 
models the same premade objective function component is generally used. The objective 
in the models is typically to minimize overall costs, of which possible incomes from 
power sales and heat trades has been subtracted. Revenues from heat sales to consumers 
are not taken into account, as they are seen as predetermined. Costs and income are further 
categorized into continuous and event types. Continuous type cashflows are for example 
revenues or fuel costs that occur during several consecutive time steps. Event type 
cashflows are for example start-up costs or other costs that tend to occur independently 
during a single time step. The objective of MONA modelling is to take into account all 
the variable costs and incomes related to production, including taxation, emissions costs 
and possible subsidies. 

MONA models are dynamic models, meaning that subsequent time steps are connected. 
This allows for example modelling of heat storages like accumulators, or demand 
response. In addition, dynamic modelling makes it possible to take into account the ramp 
up and down times and restrictions of plants. This is a significant constraint that static 
models fail to take into account. It is to be noted however, that heat storages are generally 
not included in modelling on daily resolution, as the relevant time horizon for them is 
hours or less. 

3.3.4 Using MONA for investment analysis 

There are several factors that make MONA optimization models good tools for 
investment analysis. The models are technically accurate, centrally maintained and easily 
accessible. They represent the way real world systems are operated, and allow for long-
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term calculations that are in line with short and mid-term financial forecasts. However, 
as MONA is primarily designed for nonrecurring manual optimization, it lacks some 
features that are relevant for Monte Carlo investment simulation. First of all, it is not 
possible to automatically run models with different input data iterations. Secondly, 
splitting long optimization problems into shorter, independent ones automatically is not 
supported. Splitting of problems can significantly shorten total optimization times, 
especially when running thousands of scenarios. 

In addition, a general issue with using optimization models for investment analysis, as 
discussed by Lund & Andersen (2005), is the contradiction between optimal system 
performance and real world performance. Naturally, it is the objective to run production 
systems as optimally as possible. However, in practice it is unlikely that perfect 
optimization in the real world can be achieved. Therefore, using optimization models can 
give a slightly over-optimistic view of the economic performance of an investment. The 
impact of this issue is bound to the type of investment in question. For example with 
baseload plants it is quite certain that optimal real world performance is achieved most of 
the time. On the other hand, for example a district heating accumulator has more complex 
optimization dynamics. Thus, achieving optimal performance of accumulators in real 
systems can be hard. 

3.3.5 Espoo model 

Finally, as the scope of this thesis is the Espoo district heating system, it is relevant to 
briefly describe the Espoo MONA model. The model includes three CHP plants, two of 
which are gas turbines, a large scale heat pump, a heat accumulator, and eight heat only 
boilers. The heat only boilers are generally modelled jointly based on fuel type, rather 
than modelling each real world unit individually. This means that for example all light 
fuel oil (LFO) boilers are modelled as a single plant, even though the real Espoo system 
has several LFO boilers in several locations. This modelling approach is considered 
adequate, as the distribution network is not modelled, the HOBs are technically similar 
enough, and they don’t have significant heat production gradient limitations, ramp up 
times or costs. In addition, heat trades between neighboring district heat networks are 
included in the model. Fuels used in the system include coal, gas pellet, pyrolysis oil, 
LFO and biomass.  

Table 15: Referential computing times of Espoo MONA model. 

Calculation 

period 

Hourly 

resolution 

Daily 

resolution 

24 h 1,02 s 0,46 s 
7 days 106,60 s 0,68 s 

30 days 909,39 s 0,73 s 
1 year - 4,13 s 

10 years - 208,23 s 
 
Referential optimization times for the Espoo model, using several different time frames, 
and hourly and daily resolutions, are presented in table 15 above. Optimization is 
performed on a laptop computer with an Intel® Core™ i5-6300U 2,40 GHz processor. 
The XPRESS linear and mixed-integer programming solver (GAMS Development 
Corporation 2019) is used. The results indicate that computing time grows exponentially 
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as optimization time frame increases. From the daily data it is also evident that during 
optimization over only a few time steps, the time spent on activities other than 
optimization is emphasized. These activities can be for example compiling code, or 
reading and writing data. The exponential growth of calculation times becomes 
significant when the amount of optimization time steps increases.  It is to be noted, that 
dividing long problems into several shorter ones decreases the total optimization time, 
especially combined with multithreading computing. These aspects will be discussed with 
detail in the next sub section. 

3.4 Analysis process 

In order to utilize MONA models in Monte Carlo simulation based risk analysis, a 
specialized analysis process was created. The goal of this process is not only to combine 
the created stochastic models with advanced optimization models, but also to address the 
challenges of the conventional use of MONA in this type of investment analysis. These 
challenges were described in the previous subsection. In addition, even though this thesis 
focuses on the Espoo district heating system, the aim was to create a process that can be 
used flexibly in all of the district heating business areas of Fortum. 

 The analysis process consists of five main stages: 

1. MONA model creation. 

2. Input data definition for all investment alternatives and price scenarios. 

3. Simulation of variables and system optimization with each input iteration. Every 
alternative in each price scenario is optimized. 

4. Cash flow calculations and statistical analysis. 

5. Detailed cash flow analysis of selected iterations. 

The process is depicted in figure 18, on the next page. Each step will now be described 
with more detail. 

3.4.1 Model creation 

The first stage is the creation of a relevant MONA model. In the analysis process, the 
function of the MONA modelling environment is purely model creation. This makes it 
possible to exploit the strengths of the tool. First of all, modelling potential future 
investments is easy and the centrally maintained production models can be used as a good 
starting point. Secondly, model testing and validation before the analysis process is 
straightforward. Finally, most of the relevant input parameters can be downloaded 
automatically from the FRED system. However, running the optimization model is done 
outside of the MONA environment, during stage three. 

The centrally maintained production model is used as a starting point, in which each 
investment alternative is modelled. For example, if investment in two separate production 
units were compared, both of the units would be built in the same MONA model. It is to 
be noted however, that if comparison is performed between two alternatives of the same 
type of unit, say two different capacity boilers of the same type, the unit needs to be 
modelled only once. The two separate alternatives can be created by modifying input data, 
such as maximum or minimum heat output and fuel input. The underlying goal of MONA 
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model creation in this analysis process is that a single model file can be used for all the 
necessary investment alternatives. 

In addition to model creation, also the preliminary input data is created in MONA. 
Relevant data for the system being modelled is fetched from FRED. The length of the 
dataset should correspond with the economic lifetime of the investment. Data resolution 
for this analysis process has to be daily. After the model has been created and tested, and 
relevant input data downloaded, the resulting GAMS model file and other supplementary 
files are transferred to a workspace used by the simulation and optimization process, 
taking place in stage three. 

3.4.2 Input data definition 

The second stage is input data definition. An input data template was created for the 
purpose with Microsoft Excel. The template includes macros to automate and make input 
time series creation for each alternative and economic scenario fast and easy. As stated 
before, most of the input data is downloaded from FRED. However, input data time series 
that are different between investment alternatives have to be created separately. In 

Figure 18: Analysis process. 
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addition, at the moment FRED does not provide long term financial parameters. Thus, 
they have to be included at this stage. Input data is created in two dimensions: Price 
scenarios and investment alternatives. 

As previously discussed in subsection 2.2, in deterministic investment analysis several 
scenarios for input variables are often created. Typically there are three scenarios: The 
most probable, optimistic and pessimistic. The Fortum industrial intelligence function 
provides investment parameters in corresponding three scenarios: base, strong and 
depressed. These parameters are expert estimates on the annual long-term evolution of 
for example commodities prices, power prices and exchange rates. Long term in this case 
is 22 years, enough to cover most of the economic lifetime of a typical district heat 
production investment. 

The price scenario dimension is included in this analysis process for several reasons. First 
of all, currently stochastic models have been created only for temperature, and as a result 
DH demand, and electricity spot prices. The prices for other commodities, such as fuels, 
still have to be point estimates. The three scenarios give a more comprehensive view on 
risk than just a single point estimate. Secondly, the several possible price levels are 
defined in the investment parameters based on broad assessment and advanced modelling 
done by experts. The stochastic model for spot price on the other hand only represents the 
volatility of prices, not the evolution of price levels. Thus, the scenarios are needed, even 
with stochastic models, to realistically define long term changes in prices. To sum up, 
using the three scenarios together with a Monte Carlo simulation based approach makes 
it possible to benefit from the advantages of both deterministic and continuous investment 
analysis. 

The Excel template automatically creates daily time series for selected parameters out of 
the investment parameter table. The value of these series changes yearly, as that is the 
resolution of the parameters. In addition, the user has the ability to automatically create 
custom time series, not included in the parameters, that change in the price scenario 
dimension. This is to say, they are same for each alternative, but different between 
scenarios. 

In the investment alternative dimension, the user has the ability to create input time series 
in two ways. The first option is to define yearly values for a parameter, which will then 
be automatically transformed to a daily time series. These time series can easily be 
allocated to specific alternatives in the Excel. The parameters defined this way do not 
necessarily need to be economic in nature, but can be for example system characteristics 
that change in time. The second option is used when the value of a parameter varies during 
a year. In this case the series are created manually and entered into alternative specific 
worksheets by hand. In addition, the user can use the Excel to define when an unit is on 
or off, either due to commissioning or decommissioning, or annual revision. Based on 
user selections, integer time series are automatically created for selected alternatives. The 
input template also supports addition of alternative specific scalar input parameters. These 
have to be individually modified by hand. 

The goal of the input data definition stage is that all necessary input data, that is not 
received from FRED, can be defined in a single session. The Excel template was created 
in order to make this process as automated, simple and straightforward as possible. This 
was seen important, as the volume of input data for MONA models is large and the 
calculation time frame is long. Thus, input data definition by hand can make up a 
significant portion of the time spent on the entire analysis process. It is to be noted that at 
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this stage economic data must be entered as real prices. Conversion to nominal terms is 
done during the cash flow calculation in stages four and five. 

3.4.3 Simulation and optimization 

The third stage in the analysis process is the simulation of stochastic data and optimization 
using the MONA model. This stage is carried out in the RStudio environment using a 
script written with R. Stage three enables Monte Carlo simulation with MONA models in 
practice. As stated before, running a sufficient amount of iterations in the conventional 
MONA environment would be practically impossible. The simulation and optimization 
process is depicted in figure 19, on the next page. 

The first step of the process is to collect input data and preferences from the user. 
Information collected includes the amount of stochastic simulations, number of 
alternatives and whether or not the three price scenarios are included. The user also has 
an option not to simulate any data, to allow for the script to be used for deterministic 
analysis. The user interface for the process is currently text based. 

The second step in the process is to simulate B time series of stochastic data, B being the 
amount chosen by the user. Temperature data is simulated first, and then used to estimate 
district heating demand with the demand model. After that, spot price time series are 
simulated, but at this step the annual price levels are not yet defined. In order for the same 
script to be used as versatilely as possible, the idea is to use models of the same structure 
in all relevant business areas. The model parameters for each area, calibrated beforehand, 
are stored in separate files and accessed by the script from a workspace in the file 
management system. In the future, more stochastic models, such as ones for commodities 
prices or unit unavailability, can be added into this step. 

The third step is the optimization loop. It has three dimensions: first the economic 
scenarios, second the investment alternatives, and third the iterations of simulated data. 
In practice the process consists of three for loops, one for each dimension. The iteration 
loop is nested inside the alternative loop, which is nested inside of the scenario loop. 

In the start of the entire optimization loop, input data for the first economic scenario and 
the first investment alternative is fetched from the input Excel. The original input data, 
created in MONA, is modified with the scenario and alternative specific data. In addition, 
the annual price level of all B simulated spot price time series is adjusted based on 
investment parameter data for the first scenario.  

Now the innermost loop starts. During the loop, the optimal production costs over the 
entire analysis time frame are computed B times. Each simulated time series of demand 
and spot prices from 1 to B are used one by one. Optimization takes place in the GAMS 
system, using the model created in MONA. The resulting B sets of output data are stored 
in the file management system. At this point, each iteration for the first investment 
alternative in the first economic scenario has been optimized. 

When the stochastic iteration loop ends, the input data is fetched for the next investment 
alternative, and the original input data is modified accordingly. The alternative is 
optimized B times and the results are stored. This same procedure is repeated until all N 
alternatives in the first economic scenario are covered. Now the input data for the second 
economic scenario is fetched and spot data adjusted accordingly. The alternative loop is 
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reset back to the first alternative and optimized in the stochastic iteration loop. This same 
rotation of all three loops is continued until all N alternatives in all three economic 
scenarios have been optimized using each of the B iterations of simulated data. 

An important aspect of the process is that each of the individual optimization problems 
are split into several increments to shorten the total calculation time. As noted in the 
previous subsection, the optimization time of MONA models grows exponentially as the 
amount of time steps increases. Thus, splitting the entire optimization problem into 
multiple increments and optimizing each of them individually decreases total 
optimization time. When all of the increments are optimized, the individual output 

Figure 19: Optimization and simulation process. 
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datasets are merged into a single output data file. The issue with this approach is that it 
interrupts the continuity of dynamic model constraints at the points where the problem is 
split. However, if sufficiently long increments are used, the effect of this issue should be 
marginal.  

Total calculation times of a ten-year daily problem using the Espoo model with different 
length increments are presented in table 16 below. The times include some overhead from 
the R script, caused for example from splitting data and merging results. As can be seen 
from the table, optimization starts slowing down when increments are smaller than one 
year. This is caused by the increase in overhead when more increments have to be split 
and merged. 

Table 16: Optimization times with 10 years of daily data with Espoo model. 

 Espoo model  

No increments 105,19 s 
5 year increments 77,07 s 
1 year increments 63,14 s 
270 day increments 67,73 s 
180 day increments 73,28 s 

 
As each of the incremental optimization problems can be optimized independently, the 
approach makes multithreading possible. Multithreading is the use of a single computer 
processor to run multiple threads of execution simultaneously. The R doParallel package 
(Weston & Calaway 2019) is used for multithreading in this process. It is implemented 
by simultaneously optimizing the model using multiple input data iterations. The 
approach further decreases computation times during Monte Carlo simulation, as multiple 
optimization problems can be run concurrently. 

3.4.4 Simple cash flow calculation and statistical analysis 

The fourth stage of the optimization process is simple cash flow calculation and statistical 
analysis. This stage is necessary to achieve continuous probability distributions for the 
key performance indicators (KPI) of DCF analysis. These distributions have a key role in 
Monte Carlo risk analysis. An Excel based cash flow calculation template was developed, 
in order to automatically calculate KPIs and perform statistical analysis on the results. In 
addition, the template includes a model for capital expenditure (CAPEX), depreciation 
and fixed cost. This dimension is not included in MONA models but has to be included 
for DCF analysis. 

Profitability of an investment is calculated based on the incremental difference of cash 
flows between two investment alternatives. Typically a potential investment, say a new 
boiler, is compared to the alternative that no investment is done. However, also two 
alternate investments can be incrementally compared in the same manner. 

To achieve a continuous distribution for the KPIs of a single incremental case, the results 
of optimization for all B iterations of two investment alternatives have to be compared. 
Therefore, to ensure as short computing times as possible, a very simple approach was 
chosen, in which profitability is calculated from sales margin only. This approach can be 
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directly implemented to all business areas, as sales margin is an output variable included 
in the models of all Fortum district heating systems. 

In practice, an Excel macro fetches one by one the sales margin time series from each of 
the B optimization output files for both alternatives being compared. For each iteration 
IRR, NPV, PBP and RI are computed and stored. As a result, B sets of each KPI is 
calculated and stored per economic scenario. Therefore, for one incremental CF case, 
three times B sets of KPI are computed, if all three scenarios are included in the analysis. 
Statistical key figures are calculated from all the stored KPI. These statistics include the 
first and ninth deciles, first and third quartiles, median, average, standard deviation and 
coefficient of variation. In addition, the distributions of each KPI in each of the economic 
scenarios is plotted for graphical analysis. 

3.4.5 Detailed cash flow calculation 

The fifth and final step is a detailed cash flow analysis for selected iterations. This step is 
no longer related to the Monte Carlo simulation process. Instead, its goal is to provide 
detailed and structured information for decision makers. A separate Excel template was 
built for the fifth step. In the Excel used in stage four, the user can select any individual 
cash flow calculation from all the iterations. For example, a single iteration representing 
the average NPV could be of interest. Detailed cash flow calculations are automatically 
calculated from the selected iterations, using the separate Excel template. Each selection 
is calculated and saved in an individual file. 

The Excel template receives information on the scenario, alternatives and iteration in 
question and fetches all the relevant output data. CAPEX, fixed costs and depreciation 
are transferred from the simple cash flow Excel to the detailed one. Finally, detailed DCF 
calculations, with categorized cash flows is produced. The analysis separates cash flows 
into categories, including different sources of revenues, as well as costs. In addition, 
information on energy produced, fuel used and emissions produced is provided both on 
system and unit level. The template is designed in a way, that it supports output data from 
different business areas and systems as flexibly as possible. The goal is that a single 
template can be used with every system, requiring only little modification. 

3.5 Case study 

To compare the developed investment analysis process and a conventional deterministic 
one, a case study is conducted. The objective of this study is to identify the advantages 
and challenges of the developed process from several points of view, including quality of 
results, usability and total calculation time. Based on the identified findings, development 
suggestions can be made. It is to be noted that the assessment of the profitability of the 
investment per se is not the aim of this case study. For confidentiality reasons the exact 
monetary results and parameters related to the analysis process can not be shared. 

The subject of this case study is investment in a new large heat pump at the Suomenoja 
production site. Two existing heat pumps started operation at the site in 2015. The 
existing heat pumps have a shared maximum capacity of approximately 45 MW. They 
utilize heat from treated wastewater, coming from the Suomenoja wastewater treatment 
plant. The municipal body Helsinki Region Environmental Services Authority (HSY) is 
building a new treatment plant in Blominmäki, Espoo to replace the Suomenoja facility. 
As a result, wastewater flows are expected to grow gradually, and wastewater temperature 
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to rise. This makes it possible for Fortum to increase heat pump capacity with an 
additional 20 MW unit. In addition, the new heat pump is planned to be able to utilize 
heat from seawater during the summer months. The reasoning for the investment is 
utilization of waste heat to produce green and low-cost district heating. Heat produced 
with the unit will replace higher cost heat produced with fossil fuels and biomass 
combustion, reducing the total Espoo district heating production costs and CO2 emissions. 
(Fortum 2019e.) 

An important characteristic of the new heat pump is its seasonally varying maximum 
production capacity. This variance is due to the behavior of wastewater flow and 
temperature, the two properties that define the amount of heat utilizable by the heat pump. 
Wastewater flow is highest from late fall to early spring whereas its temperature is highest 
during summer and fall. As a result, the heat pump is expected to be able to operate at full 
capacity from May to December, but not necessarily from January to May. Maximum 
capacity production during summer is ensured by the possibility to use seawater as a heat 
source. The capacity deficit is expected to gradually decrease as wastewater flows 
increase during the lifetime of the investment. (Fortum 2019e.) The variability of the heat 
pump production capacity makes it an interesting case from modelling and analysis 
perspective, as both the intra-year and long-term changes must be taken into account 
when modelling the system. 

The developed analysis process is used to calculate continuous distributions and 
descriptive statistics for the KPIs of discounted cash flow analysis. The main KPI to be 
analyzed is the net present value, written here in accordance to Arnold & Yildiz (2015): 

 7¬§(�, A®) =  X CgC¯°¯,±(1 + A®)�±¯
±Yh ,  

where 7¬§ is the NPV, � is the number of calculation years, A® is the used discount rate, 
and CgC¯°¯,± is the total free cash flow of year ². FCF includes revenues, variable and 
fixed costs, tax, and investment costs. (Arnold & Yildiz 2015.) 

In order to achieve high quality results, 1000 iterations of input data are simulated in the 
Monte Carlo process. Because the computing resources available for this thesis are 
limited, only base case is analyzed. If all three financial scenarios were covered, the total 
computation time would be very long. On the other hand, little added value for the result 
comparison purpose of this thesis is seen, if all three scenarios were calculated. The 
deterministic case is calculated with the same MONA model and cash flow calculation 
model used in the Monte Carlo analysis process. However, instead of simulated values, 
deterministic best guess values are used for heat demand and electricity prices. Thus, only 
a single value for NPV is obtained. This value is compared to the results of the Monte 
Carlo simulation process. 

The input data for this thesis composes of forecasts and model parameters received from 
the Fortum FRED system. In addition, long term financial input data is based on the 
Fortum investment parameters, as described in the previous subsection. For deterministic 
heat demand and electricity prices, historical data is used to determine yearly mean 
curves, in order to capture seasonality. In the case of demand, the same curve is used 
through all years. The spot price curve on the other hand is adjusted yearly, according to 
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the investment parameters. The calculation period � is 26 years. It includes unit delivery 
and installation, as well as the entire economical lifetime of the heat pump unit. 
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4 Results, findings and discussion 

4.1 Results 

The descriptive statistics for the NPV obtained from the Monte Carlo analysis process are 
listed in table 17 below. As stated in the previous section, 1000 iterations of input data 
are simulated, and thus 1000 values for NPV are obtained. In addition, the NPV for the 
deterministic analysis process is presented in the table. In order to keep the exact financial 
results confidential, yet present the statistical characteristics of the results in an accurate 
and relevant way, the results have been scaled. 

The following procedure for feature scaling is used: The median value of NPV is chosen 
to be 10 M€, which roughly corresponds to the magnitude of the actual results. The 1000 
obtained NPV values are then scaled accordingly, so that the adjusted median is achieved, 
and the shape of the distribution remains the same as with the non-scaled results. Finally, 
statistics for the scaled values are calculated. It is important to note that for each quantile, 
the relative difference to the median remains the same with the scaled and non-scaled 
results. The standard deviation, minimum and maximum presented in the table are 
calculated for the scaled figures. The values for coefficient of variation, skewness and 
kurtosis on the other hand, are the same for the scaled and original datasets. The NPV 
obtained from the deterministic analysis process is adjusted in a similar way, so that its 
relative difference to the median of the probabilistic results remains the same as with non-
scaled data. 

Table 17: Descriptive statistics of scaled NPV. 

 
Scaled 

value [M€] 

Difference 

to median 

1st decile 9,65 -3,47 % 
1st quartile 9,82 -1,85 % 
Median 10,00 - 
Mean 10,00 0,00 % 
3rd quartile 10,19 1,88 % 
9th decile 10,36 3,55 % 
Minimum 9,15 -8,50 % 
Maximum 10,95 9,47 % 
Deterministic 11,12 11,18 % 
Std. 0,28 - 
CV 2,77 % - 
Skewness -0,04 - 
Excess kurtosis -0,05 - 

 
The probability distribution for the scaled NPV, all reported quantiles, and the 
deterministic NPV are plotted in figure 20 on the next page. In addition, the cumulative 
probability of the scaled NPV is plotted in figure 21. 
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In order to examine the effect of uncertainties and explain the differences between the 
probabilistic and deterministic investment analysis results, cash flow calculations and 
corresponding data on energy production, representing the median, minimum, maximum, 
and deterministic NPV are compared. The heat pump investment has an impact both on 
revenues and costs of the Espoo district heating system. If heat produced with the new 
heat pump replaces CHP production, revenues from power sales are lost. On the other 
hand, as the heat pump replaces more expensive heat, savings in production costs are 
achieved. The behavior and uncertainties of heat demand and electricity prices affect both 

Figure 20: Probability density of NPV. 

Figure 21: Cumulative probability of NPV. 
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the revenues lost and costs saved. Figures 22 and 23 present differences of the minimum, 
maximum and deterministic cases compared to the median case. The median is 
represented by the zero baseline. All numbers represent totals summed over the entire 
economical lifetime of the investment. The results presented in the figures have not been 
scaled. 

The computation times for the optimization process, as well as the process to calculate 
KPIs and statistics are listed in table 19 on the next page. Optimization of individual runs 
was performed by splitting each optimization problem into 365-day increments, as 
described in section 3.4. To further speed up the process, multithreading with three 
threads was performed. The entire analysis process was performed with a standard office 
laptop computer with an Intel® Core™ i5-6300U 2,40 GHz processor. 

Figure 22: Differences in key financial variables compared to median case. 

Figure 23: Differences in key energy variables compared to median case. 
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Table 18: Total computation times for investment analysis process stages. 

 
Total computation time 

[hh:mm:ss] 

Optimization process 

(RStudio) 
29:47:45  

KPI and statistics 

calculation (MS Excel) 
04:36:51 

 
Issues in the optimization process were observed while conducting the case study. These 
issues were detected after the initial KPI calculations. Altogether 27 of the 1000 original 
cash flow calculations were erroneous, indicated by nonsensical results. The errors were 
due to incomplete output data time series of some individual optimization runs. It seems 
that the optimization in GAMS has failed for these runs, for unknown reasons. However, 
these issues did not cut short the entire optimization process, and only affected the 
individual failed runs. The outliers were manually searched and deleted. To replace the 
missing data, 27 new iterations were simulated and optimized, and KPIs for the runs were 
calculated. Thus, 1000 points of data could be used when generating the probability 
distribution and descriptive statistics. 

4.2 Findings 

In this subsection, the obtained results are analyzed, and findings are made based on the 
analysis. Three points of view are chosen. First, the results of the probabilistic analysis 
are reviewed and the reasons behind the observed distribution and uncertainties are 
explained. Second, the results of the deterministic analysis method are reviewed, and 
reasons for the differences between the probabilistic and deterministic methods are 
discussed. Finally, the significance of the computation times and observed errors are 
addressed. 

4.2.1 Probabilistic analysis 

The obtained probability distribution of NPV is symmetrical and close to normal 
distribution, with skewness and excess kurtosis near zero. The small coefficient of 
variation, 2,8 %, indicates that the impact of uncertainties is small and as such, level of 
risk can be presumed low. As the tails of the distribution are not long, the maximum and 
minimum values of NPV are relatively close to the median value, with differences 
compared to the median of 9,5 % and -8,5 % respectively. Furthermore, as minimum NPV 
is distinctly larger than zero, the risk of an unprofitable investment is nonexistent, given 
that the initial assumptions and selection of input data for this analysis are accurate. 

Based on the results presented in figure 22 on the previous page, it can be observed that 
stochastic variance in input variables has an impact both on lost electricity sales revenues, 
and savings in variable costs. The impact of variance on savings in costs is clearly more 
significant, with the maximum case having 8,5 M€ more savings than the median case, 
and the minimum case having 4,5 M€ savings less. The financial impact of lost sales 
revenues is clearly smaller. The effect of uncertainties on the savings can be established 
to be the driving factor of variance in NPV. After all, the total increase in sales margin 
due to the heat pump investment follows the trend of the cost savings. On the other hand, 
both the maximum and minimum cases have greater total losses in electricity sales 



78 
 

revenues than the median case, even though the first represents the largest, and the second 
the smallest observed NPV. 

The variance in heat demand, derived from temperature, seems to be the largest driver of 
uncertainty in this case study. As can be seen from figure 23, the differences between the 
total heat demand of the minimum, median and maximum cases are significant. In 
addition, the differences correlate with the differences in the total increase in sales margin, 
and as a result the differences in NPV. The volatility in heat demand seems to impact 
especially the savings in variable costs. The rationalization behind this effect is that higher 
demand requires the deployment of more expensive sources of heat. Therefore, when total 
heat demand is higher, more of the expensive heat can be replaced with low-cost heat 
produced by the heat pump. Thus, more savings in costs are achieved with the investment, 
which increases the profitability. 

In the case study, electricity prices affect the profitability in two ways. First of all, the 
higher the prices of electricity are, the more it costs to produce a unit of heat with the heat 
pump. Secondly, the higher the power prices, the higher the potential sales revenues from 
CHP production are. Therefore, in theory if price spikes happen often or the price level 
tends to be higher than average for extended periods of time, the profitability of the 
investment could be reduced.  

However, analysis results indicate that spot price volatility has a small impact on the heat 
pump profitability. As can be seen from figure 22 and 23 respectively, both the increases 
in electricity costs due to the new heat pump, and the increases in district heating output 
from the Suomenoja heat pump plant were very close to each other in all the three 
probabilistic cases. This indicates that in the long term, volatility of power prices does 
not significantly affect the production costs or production volumes of the new heat pump. 
In addition, as can be seen from figure 22, the differences in losses of power sales 
revenues are also quite minor compared to cost savings. Furthermore, analysis of case 
specific time series data on power production, spot prices, and heat demand indicates that 
losses of revenue seem to correlate more with peaks in heat demand than with the 
behavior of power prices. 

It is important to consider, that only two stochastic variables were included in this study. 
Therefore, it is possible that important information on uncertainty and risk are not 
conveyed by this analysis. It could be possible, that if the volatility of for example natural 
gas prices was included in the analysis, the distribution of NPV would be different. In the 
worst case the results indicating relatively low investment risks are misleading and 
inaccurate. Therefore, to get a comprehensive view on risk, more of the key input 
variables should be simulated. Furthermore, the results presented here only represent a 
single financial scenario. To examine possible outcomes and sensitivities as broadly as 
possible, analysis should be performed using input data in several scenarios 

4.2.2 Deterministic analysis 

The results indicate that the deterministic method overestimates the profitability of the 
heat pump investment compared to the probabilistic method. As can be seen from table 
18, the deterministic NPV is 11,2 % higher than the median NPV of probabilistic analysis. 
In fact, as can be seen from figures 20 and 21, the deterministic result is slightly out of 
the sample space of the probabilistic distribution obtained from the Monte Carlo analysis. 



79 
 

However, it is to be noted that the difference between the deterministic and probabilistic 
results is relatively minor. The standard deviation of the probabilistic NPVs is small and 
therefore it is not infeasible that the deterministic result is placed slightly outside of the 
sample space. A feature to be noted from figure 22 is that the total increase in sales margin 
of the maximum probabilistic case is in fact slightly higher than that of the deterministic 
case. However, due to the differing timing of cash flows in the two cases, and the time 
value of money in discounted cashflow analysis, the NPV of the deterministic case is 
higher than the NPV of the maximum case. 

Four notable characteristics differentiate the deterministic case from the results obtained 
from probabilistic analysis. First of all, deterministic results indicate that significantly 
less power sales revenues are lost due to the heat pump investment, as can be seen from 
figure 22. Second, as is evident from figure 23 the total heat demand of the deterministic 
case is on the same level as that of the maximum case, and clearly higher than heat 
demand in the median case. Third, even though heat demand is higher, savings in variable 
costs of the deterministic case are relatively close to the probabilistic median. Finally, the 
deterministic case has significantly higher total power costs than any of the probabilistic 
cases, due to distinctly higher total heat output of the new heat pump. 

The difference in the sales revenue losses are related to the deterministic heat demand 
and power price curves. These curves represent annual averages, and therefore lack 
intermittent spikes in heat demand and electricity price. The aforementioned 
characteristics affect especially the operation of the Suomenoja 2 CHP plant. The 
characteristics of Suomenoja 2, a combined cycle gas turbine, are such that in the current 
market it is generally not operated as a baseload plant, but rather run only when heat 
demand and electricity prices are high enough. As the deterministic data lacks demand 
and price peaks, the plant is not operated as often as when using stochastic data. 
Therefore, the heat pump investment seldomly replaces heat produced with Suomenoja 2 
in the deterministic case and a large reduction in revenue losses is observed, compared to 
the probabilistic cases. 

The higher heat demand in the deterministic case is due to the district heat consumption 
model used for the probabilistic analysis. As a deliberate design choice, the model is less 
accurate during times of low heat consumption than during times of high consumption. 
This design choice has been made as on one hand accurately forecasting summertime heat 
demand is financially less significant than forecasting higher demand, and on the other 
hand, it allows for a simpler model. (Arjoranta 2019.) The heat consumption model 
systematically forecasts lower heat demand during the warmest months, leading to the 
probabilistic cases having on average lower total heat demand than the deterministic case, 
as can be seen from figure 23. 

Even though the total heat demand of the deterministic case is higher, the total savings in 
variable costs are relatively close to the median case level, as can be seen from figure 22. 
This can be attributed to the lack of heat demand spikes in the deterministic data. As there 
are no periods of exceptionally high demand, the most expensive production assets are 
seldomly operated. As a result, the cost of the heat replaced by the new heat pump is on 
average lower than in the probabilistic cases. Therefore, the total savings in cost in the 
deterministic case are only on the level of the probabilistic median, even though 
deterministic heat demand corresponds to the maximum case. 
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Finally, as is evident from figure 22, the total power costs in the deterministic case are 
significantly higher than in any of the probabilistic cases. This is due to larger total heat 
volumes produced with the new heat pump, as can be seen from figure 23. The cause for 
this difference is the heat consumption model used for the probabilistic cases and its 
tendency to underestimate heat consumption during summer months. The summertime 
demand in the deterministic case is systematically higher than in the probabilistic cases. 
As a result, in the deterministic case the heat pump generally produces more heat during 
summer. On the probabilistic cases on the other hand, summertime heat demand varies 
and is generally lower than in the deterministic case, resulting in lower total heat produced 
over the lifetime of the investment. 

The most important conclusion that can be drawn from the results and analysis of the 
deterministic case is, that representing volatile variables with deterministic curves may 
result in failures to capture important characteristics. In this case, it was observed that the 
peaks in demand and electricity prices that were not captured by the deterministic data 
had an impact on the end result of analysis. To accurately represent this kind of 
intermittent behavior deterministically in a non-biased way is complicated. This 
advocates the use of the probabilistic analysis approach. 

4.2.3 Computing time and observed issues 

The computation times required by the analysis process are long, even when using 
optimization problem partitioning and multithreading. Especially the optimization 
process in RStudio and GAMS takes time. As can be seen from table 19, optimization 
with 1000 iterations of input data calculated for two investment alternatives in a single 
financial scenario took over a day. The number of input data iterations could have been 
decreased to shorten total computation times, but this could have led to possible losses in 
result accuracy. The issue of computation times when using MILP modelling in stochastic 
risk analysis is recognized in academic literature amongst others by Makkonen & 
Lahdelma (2006). 

The errors observed during the optimization process further increased the time required 
to perform the investment analysis process. Not only was it necessary to manually check 
the results to find the errors, the generation of replacing data took time. The outliers must 
be detected and deleted in order to ensure quality of the final statistics. It is to be noted 
however, that as only 3 % of data was erroneous, its replacement in practice is arguably 
not necessary, as the impact of a low number of missing data points on the statistical 
characteristics of the results is quite small. 

4.3 Discussion 

Based on the results and findings, three advantages and four challenges of the developed 
investment analysis process are identified. The identified strengths are (1) increased 
information and analysis result quality, (2) improvements in the use of MONA for 
investment analysis, and (3) high model quality. The identified challenges are (1) duration 
of the process, (2) issues with local computing, (3) lack of error detection, and (4) possible 
underestimation of uncertainties. To overcome the challenges, suggestions for future 
development are then presented. 



81 
 

4.3.1 Advantages 

The findings of this thesis suggest that Monte Carlo simulation based investment analysis, 
together with stochastic modelling of input data, produces better analysis results than 
conventional deterministic analysis. First of all, the probabilistic analysis approach gives 
the decision maker a comprehensive view on investment risk, rather than just a point 
estimate on profitability. As a continuous probability density is estimated, probabilities 
for different outcomes can be calculated. Descriptive statistics and graphical presentation 
help convey information in a simple yet comprehensive way. Secondly, using stochastic 
models to represent uncertain variables, rather than simplified deterministic 
representations like mean curves, captures the dynamics of complicated energy systems 
in an accurate way. In the case study conducted in this thesis, it was shown that peaks in 
heat demand and electricity spot prices have an impact on profitability. These dynamics 
would be hard to capture with a deterministic input data approach. 

The developed analysis process improves the usability of MONA for investment analysis. 
The process makes it possible to automatically run MONA models with different input 
data iterations. Input data for multiple investment alternatives and financial scenarios can 
be defined in one session and most of the necessary time series creation is automated, 
reducing manual work. Model optimization for all financial scenarios, investment 
alternatives and iterations of simulated input variables is done automatically. In addition, 
a large part of the cash flow calculation process is automated, reducing the amount of 
manual work and configuration required. In addition, optimization times are faster than 
when using MONA conventionally, as optimization problems are partitioned, and 
multithreading is supported. 

Finally, the quality and properties of MONA models ensure that analysis results are good 
and accurate, and that the dynamics of district heating systems which have an impact on 
profitability are captured. As described in section 3.3, MONA models are built 
collaborately by experts, continuously validated by comparison to real production assets, 
and centrally maintained. These characteristics support high model quality. In addition, 
if compared to the modelling approach currently used for Forum district heating 
investment analysis, MONA models are able to capture more complex dynamics. For 
example, the intra-year variance in the heat pump output, which is a key characteristic in 
the case study, cannot be captured with the current modelling approach. 

4.3.2 Challenges 

The greatest challenge of the created analysis process is the total computation time 
required. The analysis process for the simple case study conducted for this thesis took 
over a day from start to finish. If similar computing resources were used for a more 
comprehensive analysis involving several investment alternatives in multiple financial 
scenarios, the total computation times could be measured in weeks. Even though the 
probabilistic analysis process produces better results than a deterministic approach, it is 
hard to justify the extremely long analysis times from a practical point of view. 
Furthermore, if hourly resolution were to be used in district heating investment analysis, 
which is suggested amongst others by Urbanucci & Testi (2018), the computation times 
would become completely unreasonable. 

Related to the computation times, performing the analysis process locally causes issues. 
Both the optimization process and the KPI and statistics calculation require a large share 
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of the computing resources available on the computer used to run the analysis process. 
This makes using the computer for other tasks practically impossible for extended periods 
of time, when thousands of optimization runs and cash flow calculations are required. 
Therefore, from a practical point of view, the process can simply not be run locally if it 
is to be implemented into wider use. 

The lack of error detection and handling in the process further undermines its practicality. 
Even though MONA models are generally stable and robust in conventional use, when 
optimization is performed thousands of times it seems inevitable that errors will occur. 
As these errors are currently not detected and handled during the optimization process 
itself, the user must manually find and remove them afterwards. This increases time and 
effort required for analysis. 

The scope of this thesis is deliberately limited to only modelling two variables 
stochastically. Yet, it is acknowledged that electricity prices and heat demand are not the 
only sources of uncertainty for district heating investments. Furthermore, different types 
of technologies are sensitive to different variables. Therefore, it is presumable that if 
variables such as prices of fuels and emissions allowances are not modelled 
stochastically, information on uncertainties may be lost. This reduces the accuracy and 
reliability of the analysis results. 

In addition, as discussed in subsections 3.1 and 3.2, the modelling approaches used for 
this thesis do not consider some possible long-term changes in the variables being 
modelled. The heat demand model expects that the ordered capacity of district heating 
customers will not change in the future, and disregards possible changes in energy 
efficiency or customer behavior. The spot price model on the other hand does not take 
into account possible changes in electricity price behavior in the future. These are all 
characteristics that could potentially affect the profitability of an investment, as well as 
the level of risk. 

4.3.3 Suggestions for future development 

To tackle the identified challenges, four suggestions for future development are made. 
These are (1) utilization of cloud computing for the optimization process, (2) integration 
of input data definition, cash flow analysis and statistics calculation into the Fortum 
FRED system, (3) adding measures for error detection and handling, and (4) advancement 
of stochastic modelling.  

To solve the challenges related to long calculation times and issues with local processing, 
implementation of cloud computing is suggested. Today, high performance cloud 
computing resources are readily available in a cost-efficient manner. Several service 
providers offer computing capacity designed especially for data analysis purposes. The 
customer can select suitable resources for example based on the number of processor 
cores and threads.  

This opens up possibilities to speed the Monte Carlo simulation process by extending the 
multithreading approach. Instead of using for example three processor threads, as was 
done for the case study, cloud computing allows for the use of tens or hundreds of threads 
simultaneously. In addition, the processing power of a single cloud computing thread can 
be significantly higher than that of a single thread of a standard laptop computer. As a 
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result, both the optimization time of a single problem, and the total computing time of the 
entire analysis process can be significantly shortened. Instead of taking days or weeks, 
analysis durations could be reduced to hours. 

In addition, cloud computing removes the issues related to local processing. When the 
analysis process is run remotely in the cloud, local resources are freed to other use. The 
analyst can setup the process, start running it in the cloud, and then focus on other tasks 
until the optimization stage is finished. This significantly improves the usability and 
practicality of the analysis process. All relevant personnel could access the process 
remotely, and the cloud computing approach would also enable centralized maintenance 
and updating of the process, just as is the case with MONA models. 

Several elements of the investment analysis process developed in this thesis are 
implemented in MS Excel: input data definition, cash flow calculations and statistical 
analysis. Excel was chosen as it is easy to use, versatile, and as the dominant spread sheet 
software probably the most common platform for cash flow analysis. However, there are 
several factors that advocate the elements to be implemented as a part of the Fortum 
FRED system, instead of being performed locally with Excel. 

First of all, the issues with local computing would be reduced if the KPI calculation and 
statistical analysis processes were moved from local workstations to FRED servers. Not 
only would this free local resources for other tasks, but central processing could possibly 
speed up the computation times due to more processing power. It is to be noted however, 
that it is possible that the time and resources required for KPI calculations locally in Excel 
could be shortened significantly by implementing more advanced Visual Basic macro 
designs or more efficient data transfer from the Windows file management system to 
Excel. After all, the KPI calculation operation is a relatively simple task. Therefore the 
four and half hours spent during the case study on 1000 cash flow calculations indicates 
that the design of the developed macro might be suboptimal. 

However, moving the tasks currently executed in Excel to FRED would bring other 
benefits, in addition to freeing local resources and speeding the calculation process. 
FRED integration would allow for the entire process to be run from the same central 
location and to be easily accessible by all relevant personnel. In addition, the analysis 
process would be simplified, and its usability improved if all necessary actions could be 
performed in the same system with a single user interface. This kind of a single “model 
cockpit” approach for a Monte Carlo investment analysis process is developed for 
example by Arnold & Yildiz (2015). 

In order to tackle the challenge related to the errors observed during the optimization 
process, error detection and handling should be implemented in the R-script. If a failed 
GAMS run is detected, or output data is observed to be incomplete, optimization with the 
same input data set should be performed again, until a successful result is obtained. This 
could possibly slightly increase the time required to complete a single optimization run. 
However, if implemented together with the cloud computing approach, the impact of the 
increased overhead time should be minimal. As a result of error detection, manual work 
required for the process will decrease, and the analysis process will become more robust 
and reliable. 
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To better capture the uncertainties related to investments, additional stochastic models 
should be developed, and the current ones should be improved. First of all, stochastic 
models for fuel and CO2 emissions allowance prices should be created. For variables with 
low volatility and non-complex dynamics also the use of simple probability distribution 
functions could be justified. In addition to fuel and emissions prices, important 
phenomena to be modelled stochastically might be unexpected plant outages, which can 
turn out to be costly if realized at an unfavorable time.  

The two stochastic modes created for this thesis are observed to produce high quality 
results, as established in model validation in subsections 3.1 and 3.2. However, to produce 
even more realistic results, some development possibilities are suggested. The possible 
changes in heat demand should be possible to be taken into account when simulating 
demand data. A simple scaling procedure to represent decline or increase in demand in 
the future could be sufficient for building different heat demand scenarios. However, to 
consider the possible future changes in power price behavior is a more complex task. The 
possibility to utilize the advanced electricity price models used by Fortum industrial 
intelligence function to produce electricity price forecasts should be investigated. This 
way, also the mid and long term changes in power price levels could be probabilistically 
implemented in the process instead of only the short term volatility as is done currently. 
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5 Conclusions 

The energy sector is undergoing a transition from fossil fuel based energy systems to rely 
on renewable energy sources. As a part of this transition, also the district heating sector 
is changing and Fortum, one of the largest heat producers in the world, has a strategic 
focus to decarbonize its district heating businesses. To achieve this goal, significant 
investments to new production technologies and solutions are required in the near future. 
The definition of a path to carbon neutrality, which is both profitable and has low risks is 
challenging. Therefore, advanced tools to aid decision making and analyze investment 
risks are needed. 

To answer for this need, this thesis aims to investigate how advanced MILP models 
created with the Fortum MONA tool can be used in a Monte Carlo simulation-based 
investment analysis process. To capture uncertainties in key input variables as accurately 
as possible, stochastic models for temperature, which is the main driver for district heating 
demand, and electricity spot prices are developed, grounded on academic literature. The 
developed investment analysis process is tested in a case study, in which investment in a 
new heat pump in the Fortum Espoo district heating system is analyzed. The results of 
the probabilistic investment analysis approach are compared to the results of a 
conventional deterministic analysis approach. 

The results of the case study are promising. The developed process succeeds in conveying 
a more comprehensive view on investment risk than the conventional deterministic 
approach. In addition, stochastic models capture complex behavior of the modelled input 
variables more accurately than deterministic representations. The developed process 
makes it possible to use MONA models when analyzing multiple alternative scenarios, 
using a large number of input data iterations. Large portions of the process are automated, 
reducing the manual work required. In addition, the high quality and versatility of MONA 
models allows them to capture the complex dynamics of the analyzed energy system in 
an accurate way, enabling in high quality results. 

However, multiple challenges are identified, which must be overcome in order for the 
analysis process to be taken into wide use in Fortum. The greatest challenges are related 
to computation time and issues with local processing. To tackle these challenges, it is 
recommended that in the future, cloud computing should be utilized to run the process. 
In addition, elements of the process related to input data definition and cash flow 
calculation could be integrated in the Fortum FRED system, enabling improved usability 
and accessibility. Finally, to capture uncertainties as accurately as possible, additional 
stochastic models should be developed and the existing ones improved. 

This thesis has created a solid foundation for Monte Carlo simulation based investment 
analysis, in which MONA MILP models and stochastic modelling are utilized. If the 
analysis process is developed further as recommended, it can be implemented for 
advanced investment analysis in all of the Fortum district heating business areas. At that 
point will the groundwork laid in this thesis truly help create the decarbonized district 
heating systems of the future.  
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