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Utilization of healthcare resources is an important issue that has been extensively
studied. Healthcare is expensive and as it is often funded by the government the
allocation of resources is a contentious issue. This is pushing for maximizing the
efficiency of the available resources. But, in addition, the patient experience is
also important, and too long waiting times and queues can have a detrimental
effect on patients and is generally not an enjoyable experience, especially when
sick. In addition, waiting rooms for holding waiting patients is also an added
cost.

Much of the research has been aimed at the scheduling problem of how to match
patients with professionals. However, in order to be able to efficiently making
a working schedule, information on the actual treatment durations is valuable.
Using machine learning to predict treatment durations is a research area that is
not greatly covered in literature. And thus, this work focuses on analyzing factors
impacting the treatment durations, as well as predicting the durations based on
basic demographic and historic information about the patients. However, with
the limited amount of relevant data available in this work, this is a great challenge
and appears not to be easily achievable.

In addition, an application for analyzing and exporting event data from a patient
flow management system is created. The purpose of this application is to aid in
debugging the main software, and make it easier to export different data set and
conduct additional studies in the future.

Keywords: healthcare, machine learning, treatment duration, prediction,
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Nyttjande av hälsov̊ardsresurser är ett viktigt problem som har blivit utförligt
undersökt. Hälsov̊ard är dyrt, och eftersom den ofta bekostas av staten s̊a är
allokering av resurser ett omtvistat ämne. Det här motiverar till att maximera
användningen av de tillgängliga resurserna. Dessutom s̊a är patientens upplevelse
ocks̊a viktig, och för l̊anga väntetider och köer kan ha en negativ inverkan p̊a
patienten, och är generellt sätt inte en trevligt upplevelse, speciellt inte när man
är sjuk. Dessutom är även väntrum för köande patienter ytterligare en kostnad.

Mycket forskning har fokuserat p̊a olika schemaläggningsproblem, och hur man
matchar patienter med v̊ardpersonalen. Men för att kunna producera effektiva
och fungerande scheman s̊a är information om hur länge v̊ardtillfällena verkli-
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v̊ardtillfällena baserat p̊a demografisk och historisk information om patienten.
P̊a grund av bristen p̊a relevant data tillgänglig för detta arbete s̊a är detta en
stor utmaning och inte lätt att uppn̊a.

Ytterligare s̊a utvecklades ett program för analys och exportering av händelsedata
fr̊an patientflödessystemet. Syftet med detta program är att underlätta felsökning
i huvudprogramvaran, samt att göra det lättare att exportera olika data för fram-
tida studier.
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RMSE Root mean square error
MSE Mean square error
MAPE Mean absolute percentage error
SVM Support Vector Machine
SVR Support Vector Regression
SGD Stochastic Gradient Descent
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RBF Radial basis function
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Chapter 1

Introduction

There is a limited amount of resources in hospitals, and increasing the re-
sources increases the costs. This holds true regardless of if it is a question
of physicians, X-ray machines or operating theaters. Thus it is important to
maximize the utilization of the resources. The simplest way to do this is to
call many patients to the hospitals so that there are always people waiting.
However, it is not very nice for the patients to sit around waiting at hos-
pitals for hours. And allocating floorspace for waiting rooms to hold large
amount of people is also a question of cost. As well as there is an added risk
for sick patients infecting each other. As a consequence, the problem can
be described as optimizing both of these parameters at the same time. The
challenge with doing this, is that it is very hard to know in advance, how
long a treatment event will take. In addition, both patients and physicians
can be late, or in the case of patients, even skip an appointment. Booking
appointments close together could be seen as one possible solution, but that
can lead to a domino effect, so that if one visit is delayed, it will overrun the
starting time of the next one, and all appointments for the rest of the day
will also run late.

1.1 Problem statement

This thesis investigates treatment durations for patients visiting nurses at
two healthcare centers belonging to Karviainen, which is a federation of the
municipalities of Karkkila and Vihti. Factors affecting these treatment dura-
tions are investigated and extracted from basic demographic information and
reservation data from X-Akseli’s patient flow management system. This data
is then used for training machine learning models, which in turn are used for
predicting the treatment durations. While scheduling of healthcare resources
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CHAPTER 1. INTRODUCTION 2

is a problem that is widely studied, a simple mean calculated from historical
data is often used for the length of the duration. However, in practice as can
be seen in this data set, the variance of treatment durations can be large.
And thus it would hold value to produce more accurate estimates for the
durations. And predicting these durations is an area that is not extensively
investigated in the literature. This is the main focus of this work.

In addition to the main problem, this work also performs a more general
data analysis of the available healthcare data, as well as producing an ap-
plication for future analysis of data, and selection and exporting of data for
further studies.

1.2 Structure of the Thesis

The thesis is structured as follows. In chapter 2 some related literature to
this problem is presented. Chapter 3 covers the methods and processes used
in this thesis. It starts with describing how the data was cleaned, exported
and analyzed, and the tool produced to perform this task. It continues with
describing the training process of the models, the features in the data set
and a short description of the different models used. Chapter 4 presents the
results achieved by the different attempts, and analyzes them. Chapter 5
goes further in the analysis by comparing the results to some results of other
machine learning projects. Finally, the thesis is concluded with a discussion
about the achievements and future work in chapter 6.



Chapter 2

Literature

There have been numerous investigations into the functioning of healthcare
facilities. Much work has been done in order to optimize the schedules of
physicians, reducing patient waiting times, and generally increasing the usage
of the available resources. One of the seminal contributions is Bailey’s et.
al [1] work in 1952 on scheduling systems. There the authors suggested a
scheduling rule where the physician arrive at the same time as the second
patient, and the rest of the patients are scheduled with a constant interval
equal to the average length of treatment. This is commonly known as Bailey’s
rule [4], and frequently used in the literature as a baseline.

Much of the research in this field often use the median or mean as the
treatment duration, even though many recognize that the distribution is
skewed. The problem with using the median becomes obvious if the differ-
ences in durations are large. The system will work inefficiently, or lead to
unreasonable long waiting times, if 15 minutes are reserved but 50 needed,
or 50 minutes reserved and only 15 minutes needed. However, there appears
to be lack of research on how the individuality of the patients themselves,
and the specific professional, affect the treatment times. The same conclu-
sion was reached by Salzarulo et al. [17], as they write that they ”found no
other published research detailing the affect which individual patient char-
acteristics have on examination durations”. This is the main focus of this
work; trying to improve the duration predictions, and thus, in the future,
enable greater possibilities for scheduling and efficiency. Providing the pro-
fessionals with these estimates could also help and improve their work. If the
system suggests that the professional have enough time to treat a patient,
they might not need to play it safe in order not to miss some other work task
that happens later. Or in other words, they can reduce their time buffers.

A work that is closely related to this thesis is the master thesis of Strahl
[20]. In the thesis, Strahl studies scheduling solutions for a hospital in Oulu.

3
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His goal is, however, slightly different than the goal of this thesis, as he
aims to reduce the patient waiting time, although, that is an indirect goal
of this thesis too. The reason the work is closely related, is that it is made
for the same company, X-Akseli Oy, as this thesis is, and, in addition, uses
the same kind of data as a foundation. Only the healthcare facility and
type differs. (For full transparency, Strahl also functioned as advisor for this
thesis.) That thesis is a useful reference, as it also contains a linear regression
model for predicting the length of treatment durations. As opposed to this
thesis, Strahl achieves good results with the linear regression model. He is
able to almost half the root mean square error (RMSE) value compared to
fixed length dummy reservations of 20 minutes. The suspected reason for
that is that the setting for the problem is different. He investigates many
different kind of patient reservations, and in a hospital environment, while
this thesis only look at reservations for nurses, and in a general healthcare
facility. Evidence for this being the primary reason for the difference, is that
Strahl reports that the most significant factors for duration prediction are:
gender, surgery in the last 6-12 months, surgery in the last 3-6 months, and
hour of day. The surgery related features are lacking from the data set that
this work studies, as the surgeries are performed in hospitals and not general
healthcare facilities. In addition, as can be seen from section 3.1, gender does
not appear to be a factor in this study.



Chapter 3

Methods

3.1 Data cleaning and analysis

The Akseli system [21] comprises kiosks, that patients use to check in to
the hospital; a ”Professional’s View”, which physicians and nurses use from
their workstations to call in patients to reservations; and a server which keeps
track of the state and events. The events that happen from the actions taken
by the patients and professionals, are stored in a database. Based on these
basic events, more advanced metrics can be calculated. The system sends
events when a patient arrives at the hospital, is waiting in the correct lobby,
is called in by the professional, and so forth. To get an understanding of
exactly how the system is operating and used, the events for each individual
reservation can be put in a chronologically ordered list. From these lists,
typical event flows can be examined.

A problem with this data is that these events do not actually represent
what happened, merely what inputs the system recorded. For example, there
is no way of knowing if a professional forgot to close a reservation, or if the
recorded events are correct.

A reservation in this thesis refers to a session between a professional and
a patient. A session can also be paused, and then resumed after a break. A
booking at a healthcare facility is also considered a reservation even though
a patient does not show up. This can easily be identified by a much shorter
list of events that does not contain the arrive, enroll, called in, etc. events. In
addition to the reservations, the Akseli system also has the concept of a visit.
A visit is simply a set of one or more reservations. It is useful for keeping
track of the patients different reservations and the movement between them
during a day.

A hypothesis that the different possible event flows would follow the

5



CHAPTER 3. METHODS 6

Pareto principle (in this case that would mean that a vast majority of the
amount of reservations, would be represented by a small number of the ob-
served flows) was formulated. After analyzing the reservations in the dataset,
it could be confirmed that this was indeed the case. For the nurses, that this
thesis is concerned with, there were 403 different event flows, and of these
403 different flows, the twelve most common represented 82.1% of the reser-
vations.

These twelve flows are similar enough to make it possible to easily calcu-
late the treatment duration for the reservations. They do not contain pauses
in the treatments, neither are re-call-ins used. (A re-call is when the patient
is called, but does not enter the room, so the professional uses the call-in
function again.)

A bit more data could thus possibly be extracted by using a more ad-
vanced calculation heuristic. However, noteworthy is also, that of the 17.9%
of the remaining reservations not considered, at least 10% are reservations
that did not actually lead to the treatment of a patient, and thus do not have
a duration. Over 92% of the available data was possible to use to extract
potential training data.

The data was also filtered for other possible inconsistencies. These in-
consistencies include patient ID changing for different events or conflicting
IDs being provided. Some problems were found, but for the selected profes-
sionals for this study, only 3 reservations were discarded by this step. The
checksum of the social security numbers were also verified before age and
gender was extracted, and an anonymized patient ID generated. In total 35
780 reservations was exported for further processing.

These reservations range from the middle of December 2013 to the middle
of April 2018, so a little over 4 years worth of data.

In figure 3.1, a histogram of all reservations shorter than 60 minutes can be
seen. Here we can clearly see that a disproportionate amount of reservations
are one minute long, or shorter. That is also an unreasonably short duration
for treatment of a patient. The reason for these reservations is not clear, but
it is very unlikely that it is a question of actual treatment events. It is more
likely patients that are called in, but that they did not show up. Or perhaps
reservations that are no longer needed or relevant, and thus maybe closed
by calling in the patient and immediately ending the reservation. A suitable
cut-off point for the short duration was deemed to be one and a half minute.
The rationale for this placement is where the spike flattens out and merges
with the main distribution, and can be seen from figure 3.2. Perhaps a bit
more aggressive cut off could have been chosen, but it was decided to err on
the safe side, as this still cuts out the vast majority of the bad data.

In addition to the unreasonably short durations, there were also some
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radically incorrect values be considered better or worse than many small er-
rors over all predictions?
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(Yi − Ŷi)2 (3.2)
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3.3 Dataset feature description

Many features, such as age, hour of day, and # of previous reservations are
numerical, but some, such as resource, and gender are categorical. Gender
is easy to convert to a binary integer value. But for other variables one-hot-
encoding was used.

One-hot-encoding works by converting a single variable to many vari-
ables where all variables have the value 0, except for the variable that cor-
responds to the current value. E.g. if the resource variable can take the
values ”Alice”, ”Bob” and ”Charlie”, then it can be remade as the variables
”resource=Alice”, ”resource=Bob” and ”resource=Charlie”. An instance of
the variable where resource = Bob can thus be encoded as: resource=Alice:
0, resource=Bob: 1, resource=Charlie: 0.

The feature ”Previous durations list”, as seen in table 3.1, is a list of the
durations of the previous visits for a certain patient. From this the median
duration is calculated. By exporting all durations as a list it enables the
same filtering as in section 3.1 of the minimum and maximum durations of
1.5 minutes and 4 hours respectively.

3.4 Models

3.4.1 Linear regression

Linear regression is one of the oldest and one of the simplest methods for
producing a model for prediction. The least squares method, a form of linear
regression, was published by Legendre in 1805 and by Gauss in 1809 [22].
Since the X-Akseli data set has many independent variables (also known as
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Name Description
Treatment duration For how long the patient was treated. This is the

value that is to be predicted
Resource Which nurse or physician was treating the patient
Age Patient age
Gender Patient gender
Zipcode Zipcode for where the patient lives
Hour of day Start hour of the treatment event
Day of week Which weekday the treatment took place
Day of year At what part of the year the treatment took place
# of previous reserva-
tions

The total amount of previous reservations the
patient has had

#reservations 1day The amount of reservations the patient has had
yesterday

#reservations 3day The amount of previous reservations the patient
has had in the last three days

#reservations 7day ——||—— 7 days
#reservations 14day ——||—— 14 days
#reservations 30day ——||—— 30 days
#reservations 60day ——||—— 60 days
#reservations 90day ——||—— 90 days
#reservations 180day ——||—— 180 days
#reservations 360day ——||—— 360 days
#reservations 720day ——||—— 720 days
Previous durations list A list of the durations of all previous durations

Table 3.1: Dataset features
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predictor or explanatory variable), this is not a case of simple linear regres-
sion, but of multiple linear regression. Linear regression creates a model
with linear relationships between the independent variables and the depen-
dent variable. It can be expressed as equation 3.5, where y is the dependent
variable, x1, ..., xp are independent variables, and β0, ..., βp are regression co-
efficients. The output of this model is the set of regression coefficients, and
they are calculated by finding values that minimizes the sum of errors for
all data points. This sum can be calculated in different ways, e.g. using the
smallest (least) squares of the sum of the errors. Linear regression is thus
very easy to implement, but this work uses the implementation from Scikit-
learn [15], since it is easier and more consistent to use all implementations
from the same library. [22]

y = β0 + β1x1 + ...+ βpxp + ǫ (3.5)

3.4.2 Ridge regression

Ridge regression is very similar to linear regression, but a bit more developed,
and has an additional term that adjusts the amount of added bias.

Hoerl and Kennard [12] write that there exists a possibility that ridge
regression has a smaller mean square error than normal linear regression.

Marquardt and Snee [14] states that ridge regression accomplishes a major
reduction in variance by allowing a little bias, and thus a small mean square
error. In addition they write that ”the ridge estimate gives the smallest
regression coefficients consistent with a given degree of increase in the residual
sum of squares.”

Ridge regression is called ”ridge regression” because of its mathematical
similarities with the portrayal of quadratic response functions. [12]

3.4.3 Support vector machines

Support vector machines (Commonly SVM) can be utilized both for classifi-
cation and regression tasks. In this work they’re obviously used for regression.
In the simplest case, a classification with two classes, a support vector ma-
chine works by finding the hyperplane that splits the training samples in two
sets, according to their classes, and which maximizes the margin for both sets
and the hyperplane. If a linear hyperplane is not optimal, the input data can
be mapped from the input space to a higher dimensional feature space, and
the hyperplane can be defined in this space instead. This mapping is done
by a kernel function. Common kernel functions include: linear, radial basis
functions, polynomials and sigmoid functions. The hyperplane is defined by
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data samples sitting at the edge of margin to the hyperplane. These data
samples are the so called support vectors. Thus, training samples that do
not define the hyperplane can be discarded. This also has the implication
that training a model without these data would yield the same model.

For the regression version of support vector machines, a loss function
which includes a distance measure is added. The choice of loss function also
for the regression also affects the training and the final model. [9] [6] [19]

Figure 3.13 and 3.14 show a sample of training curves for two parameters
for the support vector machine. Both parameters improve the training score
as they become bigger. However, the gamma parameter does not improve
the cross-validation score, and it stagnates around 0 which is not a good
result. The C parameter show another behaviour where the optimal value
has a fairly bad training score, and when the training score improves, the
cross-validation score actually decreases.

3.4.4 Stochastic gradient descent regression

Stochastic gradient descent is another linear model, but the model is opti-
mized by moving the weights for the linear functions according to the gradient
of the empirical risk. And the stochastic part refers to the method only tak-
ing a single sample randomly from which the gradient is calculated and the
model updated. This method improves the performance of the calculation of
the model, but can limit the convergence rate because of the noise induced
by the randomly chosen sample. [2]

3.4.5 Random forest

Random forests are an expansion of the decision tree. A random forest is an
ensemble of decision trees, which together performs better than a decision
tree. The reason for this is that decision trees have a tendency to overfit
the training data [11]. Ho [11] writes that a random forest is created by
constructing multiple trees in randomly selected subspaces of the feature
space, because it is a convenient way to explore the possibilities. In order to
use random forests for regression, the mean of the predictions of the decision
trees are used. [3] [18]

3.4.6 Multi-layer perceptron

The multi-layer perceptron is a form of neural network. A neural network
consists of three or more layers. Each layers has n nodes, where n varies
from layer to layer. The layers are the input and output layer, and one or
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more hidden layers. In a fully connected neural network, each node is con-
nected to all nodes in the previous layer. Each node consists of an activation
funtion, which sums the input vector together according to the weights for
each connection. Training of a neural network involves finding all weights
for all connections for all nodes. This is often done in a process called back
propagation. There are several parameters to consider when tuning a neural
network. The most important choices are choosing the activation function
and choosing the amount of layers and the amount of nodes, or neurons, in
each layer. Thus, neural networks are not necessarily very easy to tune, but
they are still popular because of the great results that they have achieved.
[10] [8] [13]







Chapter 4

Results

The results from all different machine learning models are presented in tables
A.1, A.2 and A.3. For comparison and as a baseline, the same results for a
naive dummy predictor are presented in table A.4. As can be seen from the
tables, few models are able to beat the baseline. And those who do, does not
beat it by a significant margin. Furthermore, no model is able to beat the
dummy predictor for all three metrics. This signifies that the models have
not been able to learn to predict the data.

Further details on the models can be found in tables A.1 to A.4.
One possibility for the lack of learning might be because of overfitting.

However, the learning and training curves presented in appendices C and D
do not suggest that this is the case either. Neither does tha amount of data
seem to be the problem, as the quality of the predictions does not correlate
with the amount of data used, as can be seen from the learning curves.
Or there is an improvement when too little data is used, but when using
enough the curves become flat and even the training score does not rise to
an acceptable level.

When plotting the predicted values against the true values for the different
models, there is not even a tendency for the data to form a line, which
would be expected. Instead the predictions are all over the place, and short
durations might be predicted as long, and long might be predicted as short. A
possibility to improve this results could be to switch to classification instead,
and train a classifier which simply can predict if a treatment will be longer
than normal or not. But the poor results from these predictions do not
suggest that will entail much hope.

Even though the models are not able to properly predict future durations,
they can still provide some value and knowledge. The random forest regressor
outputs an array of feature importances, which is a value of how important
it considers the different features to be. When looking at the random forest

25
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with 500 estimators, the most important feature was the hour of day (with
a value of 0.17373). After that comes the day of the year (0.13104), age
(0.12700), median duration of previous reservation (0.11391), total number
of previous reservations (0.04744), number of reservations during the last
720 days (0.03763) and the day of the week (0.03584). After that comes a
couple of resources and the rest of the ”number of reservations during the
last X days” in decreasing order, followed by the long list of the different
zip codes and the rest of the resource features, which gender also toward
the top, but still not really significant. The three most important resources,
according to the random forest, are Charlie, Bravo, and Oscar with values
of 0.03456, 0.02483, and 0.01187. The rest of the resources are deemed less
important than gender. Worth noting is that these feature importances are
stable between the different runs and settings for the random forests.

When subjectively evaluating these results they make sense. Age and the
time of visit does seem to be the biggest factors from the features available
according to the data analysis section. And it can also be noted that no big
patterns were found relating to gender, and gender was not ranked highly by
the random forests (0.00740 and 0.00726 respectively for female and male).

4.1 Logarithmic conversion

Another possibility for the poor learning results could be that large errors
are punished too much, and small errors not enough, and the models thus
being forced to prioritize the outliers. As an attempt to counter this effect,
it was also attempted to apply the logarithm on the duration before training
the models. However, this did not help as can be seen from tables A.5 to
A.7.

4.2 Train on only one resource

The data is quite noisy for different reasons. One of these reasons is that
different nurses might use the Akseli system in different ways, as can be
suspected from figure 4.1. And even though the specific nurse is given as a
feature to the model, that might not be enough. Thus it was also tested to
train models using the data only from a single nurse. However, this can be
problematic as this drastically reduces the amount of available data for the
models to train on, and therefore is similar to the curse of dimensionality.
Nonetheless, training on only a single nurse did not improve the results. For
this experiment, the nurses with the most reservations were used: Romeo,
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a consequence, all combinations were not tested. But none of the different
approaches showed any promises of improvements, so it is considered unlikely
that there exists such a combination that would solve this problem. More
likely, the solution to the problem is instead more relevant data to base the
predictions on. This is reviewed further in the 6 Discussion chapter.



Chapter 5

Replication of other results

There are three possible reasons to why the models were not able to predict
the reservation durations:

1. The models are not working at all

2. The models are working, but the correct hyper parameters have not
been found for this problem

3. It is not possible to predict the durations with the available data

In order to prove that the models do work, at least to some degree, the
results from some other studies have been replicated. The UCI Machine
Learning Repository [7] was used to find suitable data sets. The criteria for
finding suitable data sets was that they were classified as regression tasks, had
an accompanying paper in which a regression problem was solved, and the
quality of the predictions were presented. Of the approximately one hundred
regression data sets in the repository, only two were found which fit these
criteria. Most commonly the data sets didn’t have an accompanying paper,
or then the paper did something other than modeling regression. Two data
sets were chosen for comparison. They are a data set of student performance
[5], and a study of red wine quality [16].

5.1 Student data set

The student data set has thirty demographic and socio economic features,
such as, age, address, parents’ education and employment, alcohol consump-
tion, study time etc. And the dependent variable to be predicted is the final
grade. While the study evaluates both classifiers and regressors, this thesis
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Model RMSE Mathematics RMSE Portugese
Naive predictor* 2.01 1.32
Neural Network 2.05 1.36
Support Vector Machine 2.09 1.35
Decision Tree 1.94 1.46
Random Forest 1.75 1.32

Table 5.1: Regression results for input selection ”A” from Cortez et. al. [5]
(* The naive predictor is using the second period grade as the guess for the
final grade.)

Model RMSE Mathematics RMSE Portugese
Naive predictor* 2.80 1.89
Neural Network 2.82 1.88
Support Vector Machine 2.90 1.87
Decision Tree 2.67 1.78
Random Forest 2.46 1.79

Table 5.2: Regression results for input selection ”B” from Cortez et. al. [5]
(* The naive predictor is using the average output value as the guess for the
final grade.)

only focuses on the regression tasks. The study uses three input selection
setups:

• A - uses all features except the final grade.

• B - uses all features except the second period or final grade.

• C - uses all features except the first period, second period or final grade.

They use these different setups because the earlier grades are really strong
indicators for the final grade, and they want to investigate correlations with
other features. This also fits the need of this thesis by providing machine
learning problems of different difficulty grades.

For some reason, most validation sets seem to perform noticeably better
than the test sets for this data set. But it can still be observed that there
exists both test and validation sets from this work that perform better than
the reference data. Some of the sets perform the same, and many perform
worse. Overall, it can be concluded that the configuration for the models
in this work struggled to perform as well as the reference data, but some,
especially the random forest, outperformed the reference data. However, as
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Model RMSE Mathematics RMSE Portugese
Naive predictor* 4.59 3.23
Neural Network 4.41 2.79
Support Vector Machine 4.37 2.76
Decision Tree 4.46 2.93
Random Forest 3.90 2.67

Table 5.3: Regression results for input selection ”C” from Cortez et. al. [5]
(* The naive predictor is using the average output value as the guess for the
final grade.)

there are big differences between the validation and test sets presented in
this work for this data set, one should not read out too much performance
differences between these two implementations. A possible reason for these
discrepancies might be that the reference uses a split of 80 % training set
and 20 % test set, while this work uses 80 % training set, 10 % validation
set, and 10 % test set.

The replicated results can be found from appendix B and tables B.2 to
B.7.

5.2 Wine quality data set

The wine data set contains data about red and white versions of the portugese
Vino Verde wine. There are 12 features, which are physicochemical proper-
ties, such as, acidity, pH, and alcohol. The dependent variable is the quality
of the wine, on a scale from 0 to 10. This quality is however determined by
humans, and is thus a subjective measure.

As can be seen when comparing the results from Robledo’s blog post [16]
presented in table 5.4 and the results obtained by the models in this work,
they are performing approximately equally well. Some of the models in this
work is able to beat the reference values in the validation set. But as the test
set values seems to be consistently a bit worse, it is probably just a question
of chance of the partitioning of the data set. Noteworthy here is that that
even though the data is split in both validation and test sets, it is mostly an
artefact from the training of the original models, and the models have not
been optimized for the wine data set, but they perform well none the less.

It is also noteworthy that all models evaluated in this work performs
well for the wine data set, except the multilayer perceptron which performs
slightly worse. Many of its versions are still better than the naive baseline
predictor. But some are inferior. This is an example of how sensitive the
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Model MSE Train MSE Test
Naive predictor* 0.784988 0.781250
Linear regression 0.505082 0.462500
LR 0.401036
Lasso 0.400986
Elastic Net 0.399993
Ridge regression 0.400429
Feature transform + LR 0.377009
Feature transform +
Lasso

0.383451

Feature transform +
Elastic Net

0.384568

Feature transform +
Ridge regression

0.384121

Support Vector Machines 0.366693 0.465625
Neural Networks 0.442533 0.418750

Table 5.4: Regression results from Robledo’s blog post [16] (* The naive
predictor is using the mean of the quality attribute.)

configuration of neural networks can be. And in this case they have not been
tuned for this problem instance.

The replicated results can be found from appendix B and table B.1.
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Discussion

Training of a model that can successfully predict treatment durations did
not succeed in this work. However, other works such as Strahl [20] has
shown that it is possible. The lack of successful results in this work is largely
attributed to the lack of adequate and sufficiently relevant features. If looked
at objectively, the question of how long the treatment of a patient should
be at least somewhat predictable, but take the following as an example:
”How long will it take to treat a 45 year old male arriving on a Wednesday
afternoon, and whose average treatment time from previous two relevant
visits are 20 minutes?” It would not be unreasonable to guess that also this
visit would then take 20 minutes. However, it would not be entirely surprising
if the correct answer actually was 45 minutes. The patient could have a much
more difficult issue this time. The key data that is lacking is thus probably
additional details about the medical history of the patient, and foremost,
the actual reason for the visit. Is it a routine case of retrieving an employer
mandated certificate of absence for the common cold, or a host of complicated
problems for which previous treatment hasn’t helped?

Future work in this area could be doing an analysis of variance (ANOVA)
on the features for a better understanding of their contribution and correla-
tion with the duration. Gaussian processes is another direction that could be
of interest. And in order to improve the available features there are also some
suggestions on what could be done. One suggestion is to do a deeper extrac-
tion of features from the available data. This could be done by looking at
patient data for different resources available in the system and thus building
up a more detailed set of data about the patients. This is highly dependent
on the particular healthcare facility, and what services are provided. Thus
one possibility would be to cross reference data from many different health-
care providers. But if more data is the aspiration, a more direct approach
to collect such data would be to directly fetch it from the patients medical
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records. Medical records probably contains the most relevant information for
these predictions, but are also the most sensitive.

All of these alternatives have different consequences and requirements.
Patient privacy and the protection of their data is of course of utmost im-
portance, and will be a significant factor. Administrative and technical chal-
lenge should also be considered when extracting and sharing sensitive data
between different organizations and the IT systems.
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Root mean square error (RMSE)
Model Train Validation Test
LinearRegression 25.84 1.64E+11 3.44E+11
Ridge 25.84 24.55 25.19
Lasso 25.87 24.45 24.07
SVR 27.4 25.38 24.53
SVR 27.48 25.47 24.75
SVR 18.34 26.22 25.67
SGDRegressor 5.77E+10 1.68E+10 3.95E+09
RandomForestRegressor 11.06 35 30.61
RandomForestRegressor 10.08 32.17 30.34
RandomForestRegressor 9.537 31.26 29
RandomForestRegressor 9.315 31.2 28.87
RandomForestRegressor 9.216 30.91 28.44
RandomForestRegressor 9.166 30.69 28.39
RandomForestRegressor 9.146 30.84 28.47
MLPRegressor 23.26 25.5 25.92
MLPRegressor 23.12 25.29 25.87
MLPRegressor 23.22 25.31 26.15
MLPRegressor 24.38 24.99 25.85
MLPRegressor 24.94 24.62 25.15
MLPRegressor 21.95 28.05 32.45
MLPRegressor 24.2 26.3 28.5
MLPRegressor 24.3 25.11 24.9
MLPRegressor 24.77 24.99 25.3
MLPRegressor 25.31 24.49 24.94
MLPRegressor 25.05 25.6 27.57
MLPRegressor 9.685 30.96 37.98
MLPRegressor 8.289 30.08 35.41
MLPRegressor 13.17 29.39 33.22
MLPRegressor 21.65 25.53 25.33
MLPRegressor 7.02 28.42 30.23
MLPRegressor 7.383 28.29 30.09
MLPRegressor 7.173 28.35 27.7
MLPRegressor 6.562 28.82 30.85
MLPRegressor 13.71 30.61 28.15
MLPRegressor 20.29 24.59 24.89

Table A.1: Root mean square error values for the different models. The
”Test” contains the important data, and the other two columns are provided
mostly for reference.
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Mean square error (MSE)
Model Train Validation Test
LinearRegression 6.68E+02 2.69E+22 1.18E+23
Ridge 6.68E+02 6.03E+02 6.35E+02
Lasso 6.70E+02 5.98E+02 5.80E+02
SVR 7.51E+02 6.44E+02 6.02E+02
SVR 7.55E+02 6.49E+02 6.13E+02
SVR 3.36E+02 6.88E+02 6.59E+02
SGDRegressor 3.33E+21 2.84E+20 1.56E+19
RandomForestRegressor 1.22E+02 1.23E+03 9.37E+02
RandomForestRegressor 1.02E+02 1.04E+03 9.21E+02
RandomForestRegressor 90.95 9.77E+02 8.41E+02
RandomForestRegressor 86.77 9.73E+02 8.33E+02
RandomForestRegressor 84.94 9.56E+02 8.09E+02
RandomForestRegressor 84.01 9.42E+02 8.06E+02
RandomForestRegressor 83.66 9.51E+02 8.11E+02
MLPRegressor 5.41E+02 6.50E+02 6.72E+02
MLPRegressor 5.34E+02 6.40E+02 6.69E+02
MLPRegressor 5.39E+02 6.41E+02 6.84E+02
MLPRegressor 5.94E+02 6.24E+02 6.68E+02
MLPRegressor 6.22E+02 6.06E+02 6.33E+02
MLPRegressor 4.82E+02 7.87E+02 1.05E+03
MLPRegressor 5.86E+02 6.92E+02 8.12E+02
MLPRegressor 5.91E+02 6.30E+02 6.20E+02
MLPRegressor 6.14E+02 6.24E+02 6.40E+02
MLPRegressor 6.41E+02 6.00E+02 6.22E+02
MLPRegressor 6.27E+02 6.56E+02 7.60E+02
MLPRegressor 93.8 9.58E+02 1.44E+03
MLPRegressor 68.7 9.05E+02 1.25E+03
MLPRegressor 1.73E+02 8.64E+02 1.10E+03
MLPRegressor 4.69E+02 6.52E+02 6.41E+02
MLPRegressor 49.28 8.07E+02 9.14E+02
MLPRegressor 54.51 8.00E+02 9.06E+02
MLPRegressor 51.45 8.04E+02 7.67E+02
MLPRegressor 43.06 8.30E+02 9.52E+02
MLPRegressor 1.88E+02 9.37E+02 7.92E+02
MLPRegressor 4.12E+02 6.04E+02 6.19E+02

Table A.2: Mean square error values for the different models. The ”Test”
column contains the important data, and the other two columns are provided
mostly for reference.
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Mean absolute percentage error (MAPE)
Model Train Validation Test
LinearRegression 1.24E+02 1.87E+11 9.95E+11
Ridge 1.24E+02 1.26E+02 1.45E+02
Lasso 1.25E+02 1.24E+02 1.15E+02
SVR 79.48 85.59 99.01
SVR 79.13 83.43 85.54
SVR 30.29 1.12E+02 1.13E+02
SGDRegressor 4.02E+10 1.89E+10 2.38E+10
RandomForestRegressor 46.52 2.07E+02 1.91E+02
RandomForestRegressor 45.89 2.00E+02 1.91E+02
RandomForestRegressor 45.08 1.90E+02 1.86E+02
RandomForestRegressor 44.14 1.87E+02 1.80E+02
RandomForestRegressor 44.3 1.87E+02 1.79E+02
RandomForestRegressor 44.17 1.89E+02 1.83E+02
RandomForestRegressor 44.11 1.88E+02 1.81E+02
MLPRegressor 1.06E+02 1.13E+02 1.23E+02
MLPRegressor 1.05E+02 1.16E+02 1.32E+02
MLPRegressor 1.09E+02 1.17E+02 1.35E+02
MLPRegressor 1.17E+02 1.25E+02 1.44E+02
MLPRegressor 1.19E+02 1.28E+02 1.39E+02
MLPRegressor 1.10E+02 1.31E+02 1.63E+02
MLPRegressor 1.12E+02 1.36E+02 1.73E+02
MLPRegressor 1.13E+02 1.19E+02 1.15E+02
MLPRegressor 1.16E+02 1.25E+02 1.37E+02
MLPRegressor 1.20E+02 1.25E+02 1.27E+02
MLPRegressor 1.17E+02 1.42E+02 1.78E+02
MLPRegressor 45.45 1.31E+02 1.76E+02
MLPRegressor 43.19 1.18E+02 1.59E+02
MLPRegressor 70.38 1.28E+02 1.55E+02
MLPRegressor 1.01E+02 1.04E+02 1.25E+02
MLPRegressor 28.14 1.25E+02 1.39E+02
MLPRegressor 31.96 1.20E+02 1.38E+02
MLPRegressor 30.52 1.20E+02 1.18E+02
MLPRegressor 28.14 1.25E+02 1.48E+02
MLPRegressor 68.06 1.43E+02 1.22E+02
MLPRegressor 96.1 109.8 120.2

Table A.3: Mean absolute percentage error values for the different models.
The ”Test” column contains the important data, and the other two columns
are provided mostly for reference.
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Static guess baseline
Guessed duration RMSE MSE MAPE
5 minutes 34.12 1163.83 70.27
8 minutes 32.17 1035.16 61.31
9 minutes 31.56 996.27 59.82
10 minutes 30.97 959.38 59.11
15 minutes 28.37 804.93 64.91
20 minutes 26.47 700.47 80.98
25 minutes 25.42 646.02 103.49
27 minutes 25.26 638.24 113.71
30 minutes 25.33 641.56 129.99
35 minutes 26.21 687.11 159.06

Table A.4: Error values for a naive dummy predictor that only predicts a
constant duration. This is used as a comparison point for the proper models.
Bolded values are smallest.
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Root mean square error (RMSE)
Model Train Validation Test
LinearRegression 27 25 25
Ridge 27 25 25
Lasso 28 27 26
SVR 27 25 24
SVR 27 25 24
SVR 8.4 90 54
SGDRegressor inf inf inf
RandomForestRegressor 14 26 25
RandomForestRegressor 14 27 25
RandomForestRegressor 14 25 24
RandomForestRegressor 14 25 24
RandomForestRegressor 14 25 24
RandomForestRegressor 14 25 24
RandomForestRegressor 14 25 24
MLPRegressor 31 25 27
MLPRegressor 1.20E+02 1.60E+02 24
MLPRegressor 53 25 25
MLPRegressor 35 27 25
MLPRegressor 74 25 25
MLPRegressor 26 26 25
MLPRegressor 25 25 25
MLPRegressor 27 25 24
MLPRegressor 26 25 25
MLPRegressor 27 25 25
MLPRegressor 26 25 25
MLPRegressor 10 50 1.10E+02
MLPRegressor 15 72 65
MLPRegressor 15 36 41
MLPRegressor 23 27 29
MLPRegressor 10 28 29
MLPRegressor 11 29 29
MLPRegressor 8.2 27 28
MLPRegressor 9.8 28 31
MLPRegressor 12 29 28
MLPRegressor 22 26 27

Table A.5:
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Mean square error (MSE)
Model Train Validation Test
LinearRegression 7.40E+02 6.40E+02 6.30E+02
Ridge 7.40E+02 6.30E+02 6.00E+02
Lasso 8.00E+02 7.10E+02 6.80E+02
SVR 7.50E+02 6.40E+02 6.00E+02
SVR 7.10E+02 6.20E+02 5.80E+02
SVR 71 8.20E+03 2.90E+03
SGDRegressor inf inf inf
RandomForestRegressor 2.00E+02 7.00E+02 6.10E+02
RandomForestRegressor 1.90E+02 7.20E+02 6.00E+02
RandomForestRegressor 1.90E+02 6.40E+02 5.90E+02
RandomForestRegressor 1.80E+02 6.20E+02 5.80E+02
RandomForestRegressor 1.80E+02 6.30E+02 5.80E+02
RandomForestRegressor 1.80E+02 6.30E+02 5.80E+02
RandomForestRegressor 1.80E+02 6.30E+02 5.80E+02
MLPRegressor 9.40E+02 6.40E+02 7.00E+02
MLPRegressor 1.60E+04 2.50E+04 5.90E+02
MLPRegressor 2.80E+03 6.10E+02 6.40E+02
MLPRegressor 1.20E+03 7.30E+02 6.20E+02
MLPRegressor 5.40E+03 6.30E+02 6.10E+02
MLPRegressor 6.50E+02 6.50E+02 6.30E+02
MLPRegressor 6.50E+02 6.50E+02 6.40E+02
MLPRegressor 7.40E+02 6.40E+02 5.90E+02
MLPRegressor 6.70E+02 6.20E+02 6.20E+02
MLPRegressor 7.10E+02 6.20E+02 6.20E+02
MLPRegressor 7.00E+02 6.20E+02 6.10E+02
MLPRegressor 1.10E+02 2.50E+03 1.20E+04
MLPRegressor 2.40E+02 5.10E+03 4.20E+03
MLPRegressor 2.30E+02 1.30E+03 1.60E+03
MLPRegressor 5.10E+02 7.30E+02 8.60E+02
MLPRegressor 1.00E+02 8.00E+02 8.10E+02
MLPRegressor 1.20E+02 8.10E+02 8.60E+02
MLPRegressor 68 7.40E+02 8.00E+02
MLPRegressor 96 7.60E+02 9.70E+02
MLPRegressor 1.40E+02 8.30E+02 7.70E+02
MLPRegressor 4.90E+02 6.60E+02 7.20E+02

Table A.6:
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Mean absolute percentage error (MAPE)
Model Train Validation Test
LinearRegression 80 88 1.00E+02
Ridge 80 88 1.00E+02
Lasso 88 82 76
SVR 79 85 1.00E+02
SVR 75 84 93
SVR 14 1.80E+02 1.20E+02
SGDRegressor inf inf inf
RandomForestRegressor 27 92 85
RandomForestRegressor 25 92 80
RandomForestRegressor 24 88 77
RandomForestRegressor 24 86 78
RandomForestRegressor 23 86 78
RandomForestRegressor 23 85 76
RandomForestRegressor 23 86 77
MLPRegressor 73 95 1.20E+02
MLPRegressor 81 1.00E+02 98
MLPRegressor 81 98 1.10E+02
MLPRegressor 75 92 1.00E+02
MLPRegressor 77 88 87
MLPRegressor 71 87 93
MLPRegressor 74 90 1.00E+02
MLPRegressor 75 83 88
MLPRegressor 76 92 1.00E+02
MLPRegressor 77 86 73
MLPRegressor 76 88 94
MLPRegressor 22 1.60E+02 1.40E+02
MLPRegressor 29 1.20E+02 1.90E+02
MLPRegressor 35 1.20E+02 1.40E+02
MLPRegressor 67 1.10E+02 1.10E+02
MLPRegressor 21 1.10E+02 1.20E+02
MLPRegressor 22 1.10E+02 1.20E+02
MLPRegressor 16 1.00E+02 1.20E+02
MLPRegressor 17 1.00E+02 1.40E+02
MLPRegressor 24 1.10E+02 1.20E+02
MLPRegressor 62 99 1.20E+02

Table A.7:
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Static guess baseline
Guessed duration RMSE MSE MAPE
5 minutes 34 1.10E+03 68
8 minutes 32 1.00E+03 61
9 minutes 31 9.70E+02 60
10 minutes 31 9.30E+02 60
15 minutes 28 7.90E+02 69
20 minutes 27 7.00E+02 89
25 minutes 26 6.60E+02 1.20E+02
27 minutes 26 6.60E+02 1.30E+02
30 minutes 26 6.70E+02 1.50E+02
35 minutes 27 7.30E+02 1.80E+02

Table A.8: Error values for a naive dummy predictor that only predicts a
constant duration. This is used as a comparison point for the proper models.
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Mean square error (MSE)
Model Train Validation Test
LinearRegression 0.4154 0.371 0.4952
Ridge 0.4154 0.3709 0.4953
Lasso 0.454 0.3989 0.5373
SVR 0.4239 0.3685 0.4902
SVR 0.2818 0.4189 0.467
SVR 0.06489 0.9406 1.005
SGDRegressor 0.4159 0.3697 0.5013
RandomForestRegressor 0.0587 0.424 0.5133
RandomForestRegressor 0.05005 0.4053 0.5253
RandomForestRegressor 0.04461 0.385 0.4843
RandomForestRegressor 0.04569 0.374 0.4749
RandomForestRegressor 0.04237 0.3703 0.4801
RandomForestRegressor 0.04202 0.3844 0.4813
RandomForestRegressor 0.04227 0.3786 0.482
MLPRegressor 0.2029 0.3807 0.5551
MLPRegressor 0.1644 0.4413 0.5919
MLPRegressor 0.1232 0.476 0.7319
MLPRegressor 0.5167 0.7242 0.6413
MLPRegressor 1.668 2.105 1.614
MLPRegressor 0.2547 0.4361 0.5278
MLPRegressor 0.3019 0.4545 0.4834
MLPRegressor 0.2877 0.4195 0.5423
MLPRegressor 0.7986 1.013 0.8408
MLPRegressor 1.934 2.34 2.258
MLPRegressor 0.3678 0.4405 0.4613
MLPRegressor 0.03065 0.5721 0.8228
MLPRegressor 0.08875 0.6059 0.9568
MLPRegressor 0.1866 0.5427 0.7167
MLPRegressor 0.3375 0.4285 0.5111
MLPRegressor 0.0312 0.5209 0.6952
MLPRegressor 0.01307 0.6216 0.7406
MLPRegressor 0.01835 0.5902 0.8614
MLPRegressor 29.55 27.22 28.67
MLPRegressor 0.2852 0.4116 0.4808
MLPRegressor 0.283 0.4556 0.5492

Table B.1: Replication results for the wine data set.
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Root mean square error (RMSE)
Model Train Validation Test
LinearRegression 1.635 4.86E+08 1.15E+09
Ridge 1.635 2.89 1.945
Lasso 1.708 2.989 1.743
SVR 1.799 3.204 1.898
SVR 2.536 3.758 3.043
SVR 0.09961 4.6 4.328
SGDRegressor 1.636 2.876 1.954
RandomForestRegressor 0.7364 2.789 1.366
RandomForestRegressor 0.7412 2.413 1.211
RandomForestRegressor 0.6278 2.371 1.401
RandomForestRegressor 0.5814 2.245 1.317
RandomForestRegressor 0.5795 2.29 1.374
RandomForestRegressor 0.5842 2.291 1.344
RandomForestRegressor 0.5722 2.247 1.371
MLPRegressor 0.1465 3.119 2.692
MLPRegressor 0.1312 2.816 2.636
MLPRegressor 0.1287 2.864 2.751
MLPRegressor 1.636 3.444 2.88
MLPRegressor 5.88 6.922 6.445
MLPRegressor 0.1634 3.691 2.759
MLPRegressor 0.1878 3.271 3.158
MLPRegressor 0.2366 3.345 3.297
MLPRegressor 3.11 4.854 3.516
MLPRegressor 10.39 10.24 9.824
MLPRegressor 0.3318 3.424 3.95
MLPRegressor 0.04852 2.984 2.684
MLPRegressor 0.03756 2.917 2.736
MLPRegressor 0.3327 2.844 2.755
MLPRegressor 2.037 3.616 2.957
MLPRegressor 0.01696 2.901 2.503
MLPRegressor 0.01519 2.721 2.614
MLPRegressor 0.0184 3.014 2.74
MLPRegressor 0.01881 3.11 2.493
MLPRegressor 0.8311 2.78 2.568
MLPRegressor 1.7 3.133 2.562

Table B.2: Replication results for the Mathematics data set with input se-
lection A.
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Root mean square error (RMSE)
Model Train Validation Test
LinearRegression 2.419 2.72E+09 6.43E+09
Ridge 2.419 3.249 2.51
Lasso 2.485 3.27 2.344
SVR 2.63 3.512 2.566
SVR 3.082 4.235 3.59
SVR 0.099 4.678 4.379
SGDRegressor 2.42 3.236 2.513
RandomForestRegressor 1.135 2.021 1.712
RandomForestRegressor 0.9595 2.28 1.86
RandomForestRegressor 0.9688 2.279 1.997
RandomForestRegressor 0.8997 2.216 1.945
RandomForestRegressor 0.8935 2.144 1.918
RandomForestRegressor 0.8999 2.198 1.937
RandomForestRegressor 0.8835 2.201 1.894
MLPRegressor 0.1477 3.366 3.157
MLPRegressor 0.1167 3.477 3.066
MLPRegressor 0.1217 3.441 3.316
MLPRegressor 2.047 3.998 3.353
MLPRegressor 6.498 7.224 6.506
MLPRegressor 0.1491 3.574 3.917
MLPRegressor 0.1658 3.805 3.838
MLPRegressor 0.3041 3.893 4.3
MLPRegressor 3.087 4.317 4.403
MLPRegressor 9.072 9.415 8.703
MLPRegressor 0.3014 4.16 4.236
MLPRegressor 0.03447 3.362 3.445
MLPRegressor 0.054 3.595 3.278
MLPRegressor 0.3364 3.331 3.509
MLPRegressor 2.616 4.214 3.537
MLPRegressor 0.01655 3.596 3.462
MLPRegressor 0.02591 3.337 3.424
MLPRegressor 0.01672 3.395 3.252
MLPRegressor 0.0916 3.425 3.52
MLPRegressor 0.6507 3.326 3.013
MLPRegressor 1.9 3.642 2.959

Table B.3: Replication results for the Mathematics data set with input se-
lection B.
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Root mean square error (RMSE)
Model Train Validation Test
LinearRegression 3.75 3.96E+08 9.34E+08
Ridge 3.75 4.87 4.688
Lasso 3.812 4.816 4.556
SVR 3.89 4.864 4.52
SVR 3.763 4.904 4.452
SVR 0.0996 4.878 4.488
SGDRegressor 3.751 4.861 4.698
RandomForestRegressor 1.552 4.365 4.974
RandomForestRegressor 1.505 4.136 4.774
RandomForestRegressor 1.401 4.179 4.877
RandomForestRegressor 1.413 4.168 4.741
RandomForestRegressor 1.406 4.129 4.622
RandomForestRegressor 1.376 4.138 4.696
RandomForestRegressor 1.394 4.101 4.665
MLPRegressor 0.1317 5.314 5.663
MLPRegressor 0.1082 4.987 5.789
MLPRegressor 0.1104 5.248 6.27
MLPRegressor 2.907 5.213 4.656
MLPRegressor 6.674 7.306 6.815
MLPRegressor 0.1389 6.202 5.347
MLPRegressor 0.1768 5.678 6.247
MLPRegressor 0.5453 5.389 5.489
MLPRegressor 4.316 5.765 4.699
MLPRegressor 9.432 9.514 8.55
MLPRegressor 0.2155 7.871 6.981
MLPRegressor 0.08394 5.211 5.323
MLPRegressor 0.06673 5.515 5.764
MLPRegressor 0.4723 5.027 5.423
MLPRegressor 3.255 5.013 4.819
MLPRegressor 0.0411 5.142 5.669
MLPRegressor 0.06187 5.695 5.679
MLPRegressor 0.07141 5.26 5.899
MLPRegressor 11.11 10.8 10.43
MLPRegressor 1.728 4.939 5.244
MLPRegressor 2.375 4.835 4.914

Table B.4: Replication results for the Mathematics data set with input se-
lection C.
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Root mean square error (RMSE)
Model Train Validation Test
LinearRegression 1.033 1.256 2.412
Ridge 1.031 1.263 2.424
Lasso 1.079 1.314 2.341
SVR 1.062 1.369 2.49
SVR 1.058 2.132 3.667
SVR 0.09796 3.568 5.144
SGDRegressor 1.033 1.269 2.452
RandomForestRegressor 0.5634 1.343 2.485
RandomForestRegressor 0.5216 1.529 2.58
RandomForestRegressor 0.4521 1.379 2.405
RandomForestRegressor 0.4523 1.431 2.456
RandomForestRegressor 0.454 1.386 2.503
RandomForestRegressor 0.4447 1.402 2.529
RandomForestRegressor 0.4495 1.395 2.479
MLPRegressor 0.1664 1.89 2.955
MLPRegressor 0.1388 1.828 2.945
MLPRegressor 0.1346 1.807 2.903
MLPRegressor 1.038 2.165 3.395
MLPRegressor 3.656 3.891 4.481
MLPRegressor 0.1833 2.407 3.47
MLPRegressor 0.2175 2.266 3.38
MLPRegressor 0.3439 2.289 3.332
MLPRegressor 1.861 2.742 3.8
MLPRegressor 7.808 7.541 8.87
MLPRegressor 0.4585 2.165 3.24
MLPRegressor 0.07202 1.999 3.117
MLPRegressor 0.07631 1.937 3.155
MLPRegressor 0.4039 1.857 3.303
MLPRegressor 1.098 2.05 3.467
MLPRegressor 0.03142 1.775 2.973
MLPRegressor 0.03687 1.771 3.019
MLPRegressor 0.03548 1.718 2.988
MLPRegressor 0.08877 1.555 3.103
MLPRegressor 0.5529 1.831 3.261
MLPRegressor 0.9325 1.885 3.241

Table B.5: Replication results for the portugese data set with input selection
A.
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Root mean square error (RMSE)
Model Train Validation Test
LinearRegression 1.434 1.999 3.368
Ridge 1.434 1.998 3.357
Lasso 1.492 1.988 3.272
SVR 1.471 2.07 3.343
SVR 1.371 2.433 4.053
SVR 0.09834 3.553 5.146
SGDRegressor 1.435 2 3.337
RandomForestRegressor 0.6985 2.11 3.501
RandomForestRegressor 0.6285 2.065 3.436
RandomForestRegressor 0.5964 2.154 3.249
RandomForestRegressor 0.5929 2.119 3.289
RandomForestRegressor 0.573 2.089 3.294
RandomForestRegressor 0.5715 2.11 3.278
RandomForestRegressor 0.5732 2.107 3.303
MLPRegressor 0.1444 2.306 3.903
MLPRegressor 0.1408 2.141 3.554
MLPRegressor 0.1365 2.066 3.42
MLPRegressor 1.235 2.401 3.808
MLPRegressor 3.924 3.814 5.273
MLPRegressor 0.1887 2.663 4.175
MLPRegressor 0.2275 2.763 4.299
MLPRegressor 0.4483 2.24 3.897
MLPRegressor 2.074 3.081 4.254
MLPRegressor 10.01 8.523 9.534
MLPRegressor 0.6293 2.671 4.533
MLPRegressor 0.04725 2.292 4.03
MLPRegressor 0.0507 2.231 3.813
MLPRegressor 0.4634 2.304 3.802
MLPRegressor 1.329 2.328 3.785
MLPRegressor 0.03036 2.276 3.784
MLPRegressor 0.05019 2.226 3.728
MLPRegressor 0.03934 2.315 3.675
MLPRegressor 0.1331 2.29 3.689
MLPRegressor 0.8026 2.218 3.715
MLPRegressor 1.15 2.291 3.813

Table B.6: Replication results for the portugese data set with input selection
B.
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Root mean square error (RMSE)
Model Train Validation Test
LinearRegression 2.142 3.037 4.925
Ridge 2.142 3.038 4.925
Lasso 2.197 3.015 4.883
SVR 2.167 3.034 4.907
SVR 1.936 2.972 4.865
SVR 0.09907 3.6 5.235
SGDRegressor 2.143 3.029 4.914
RandomForestRegressor 1.019 3.053 4.777
RandomForestRegressor 0.9541 2.99 4.987
RandomForestRegressor 0.8912 2.804 4.765
RandomForestRegressor 0.9027 2.813 4.795
RandomForestRegressor 0.849 2.812 4.761
RandomForestRegressor 0.8674 2.797 4.769
RandomForestRegressor 0.8548 2.796 4.766
MLPRegressor 0.1422 3.396 5.277
MLPRegressor 0.1352 3.082 5.361
MLPRegressor 0.1339 3.083 4.969
MLPRegressor 1.811 3.116 4.943
MLPRegressor 3.855 3.958 5.704
MLPRegressor 0.1477 3.75 5.739
MLPRegressor 0.1859 4.415 5.938
MLPRegressor 0.7225 4.08 5.378
MLPRegressor 2.517 3.409 5.073
MLPRegressor 10.13 7.368 9.676
MLPRegressor 0.8293 4.516 6.12
MLPRegressor 0.05569 2.887 5.484
MLPRegressor 0.06342 3.306 5.291
MLPRegressor 0.8144 3.099 4.98
MLPRegressor 1.804 3.114 5.082
MLPRegressor 0.05947 2.993 5.137
MLPRegressor 0.05597 3.111 5.117
MLPRegressor 0.03259 2.997 5.161
MLPRegressor 0.2019 2.913 5.165
MLPRegressor 1.203 3.089 5.044
MLPRegressor 1.705 3.043 4.927

Table B.7: Replication results for the portugese data set with input selection
C.
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Learning curves
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Training curves
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Appendix E

Hyper-parameters and software
versions

Python package Version
matplotlib 3.0.1
pandas 0.24.2
scipy 1.3.0
scikit-learn 0.21.2
cairocffi 0.8.0
pycairo 1.18.0

Table E.1: Versions of Python packages used for machine learning (and
graphs). Python 3.7.3 was used for running the scripts.
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Model Parameters
LinearRegression normalize=False
Ridge alpha=0.5, max iter=None, normal-

ize=False
Lasso alpha=0.1, max iter=1000, normalize=False
SVR C=1.0, gamma=’auto deprecated’, ker-

nel=’linear’, max iter=-1
SVR C=1.0, gamma=’auto deprecated’, ker-

nel=’rbf’, max iter=-1
SVR C=125, gamma=0.1, kernel=’rbf’,

max iter=-1
SGDRegressor alpha=0.0001, max iter=100000
RandomForestRegressor n estimators=10
RandomForestRegressor n estimators=20
RandomForestRegressor n estimators=50
RandomForestRegressor n estimators=100
RandomForestRegressor n estimators=300
RandomForestRegressor n estimators=500
RandomForestRegressor n estimators=2500
MLPRegressor alpha=0.0001, hidden layer sizes=(100,),

max iter=100000
MLPRegressor alpha=0.0001, hidden layer sizes=(200,),

max iter=100000
MLPRegressor alpha=0.0001, hidden layer sizes=(200,),

max iter=1000
MLPRegressor alpha=0.0001, hidden layer sizes=(200,),

max iter=100
MLPRegressor alpha=0.0001, hidden layer sizes=(200,),

max iter=30
MLPRegressor alpha=0.0001, hid-

den layer sizes=(20,20,10),
max iter=100000

MLPRegressor alpha=0.0001, hidden layer sizes=(20,10),
max iter=100000

MLPRegressor alpha=0.0001, hidden layer sizes=(20,10),
max iter=1000

MLPRegressor alpha=0.0001, hidden layer sizes=(20,10),
max iter=100

MLPRegressor alpha=0.0001, hidden layer sizes=(20,10),
max iter=30

Table E.2: The hyper-parameters for the models presented in the other ta-
bles. This is of course not the complete set of parameters that have been
tested, just the main set that turned out to work the best. More parameters
tested can be seen e.g. from the training curves.
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Model Parameters
MLPRegressor alpha=0.0001, hidden layer sizes=(10,5),

max iter=1000000
MLPRegressor alpha=0.0001, hidden layer sizes=

(200,100,100,50), max iter=100000
MLPRegressor alpha=0.0001, hidden layer sizes=

(200,100,100,50), max iter=1000
MLPRegressor alpha=0.0001, hidden layer sizes=

(200,100,100,50), max iter=100
MLPRegressor alpha=0.0001, hidden layer sizes=

(200,100,100,50), max iter=30
MLPRegressor alpha=0.0001, hidden layer sizes=

(400,400,200,200,150,100,100,50,25,10),
max iter=100000

MLPRegressor alpha=0.0001, hidden layer sizes=
(400,400,200,200,150,100,100,50,25,10),
max iter=10000

MLPRegressor alpha=0.0001, hidden layer sizes=
(400,400,200,200,150,100,100,50,25,10),
max iter=1000

MLPRegressor alpha=0.0001, hidden layer sizes=
(400,400,200,200,150,100,100,50,25,10),
max iter=100

MLPRegressor alpha=0.0001, hidden layer sizes=
(400,400,200,200,150,100,100,50,25,10),
max iter=50

MLPRegressor alpha=0.0001, hidden layer sizes=
(400,400,200,200,150,100,100,50,25,10),
max iter=30

Table E.3: Continuation of table E.2


