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Preface

Behold mortal, for you are about to lay thine eyes upon the product of all
those beautiful summer days of yore spent toiling in darkness. While your
eyes feast on these pages and your mind grows fat with new ideas, keep
in mind that this thesis wouldn’t have ever materialized without certain
people — me, most importantly — who deserve acknowledgement. Thanks
Konsta! You mean so much to me.

I would like to acknowledge also those people that don’t share a body
with me. I’m grateful for my supervisor Prof. Mathias Groth, who is very
understanding when it comes to strange customs present in our community,
and the pre-examiners Prof. William Heidbrink and Dr. Ken McClements
for finding the time in their busy schedule to provide valuable comments
for my thesis.

Things would have been much more dull and productive if not for the
other working class people in our fusion group. I have always envied the
handsomness of the ELMFIRE people, especially Paavo and L’Auri, and I
hope my lunch money has brought you as much joy as it has brought me
bruises during these years. On the other hand, the ASCOT people, Andy,
Eero, Jari, Joona, Otto, Seppo, and Simppa, have been very nice to me.
Those of you who have already graduated have consistently celebrated the
atmosphere present in our group in their thesis preface. I join you in this
regard; our group is a rare gem and I’m grateful to have been part of it.
For my faithful servant Patrik I hereby grant emancipation — the key to
your chains is in the bathtub.

Taina, at this point you feel more like a family member than an advisor.
Thus, I am now giving you the right to keep in touch even on personal
matters after my graduation. Just remember not to overdo it.

I remember how surprised I was at the beginning of my thesis jour-
ney when I first heard that I would actually get paid from this, but this
unexpected turn of events has enabled me to maintain a family with mod-
est living standards. So Murmeli (a pink stuffed snake) and Marjo (an
attractive human female), thanks for keeping me company and making
my life happier. By the way, thesis preface is forever and I don’t wish to
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explain someday to some (definitely not as attractive) female who’s Marjo.
Especially not now after I wrote that.

Tomi and Mikko, my brothers from another mother, your unshakeable
disbelief in fusion energy and in my skills, complete disregard of my
values and my well-being, and your general arrogance are like a fuel to me.
I hate you guys.

Dad, I’m not certain if I have chosen the right path for this
is not the one that needs me most. I feel forever grateful to you that, at
this very moment, I find myself asking this question. Kiitos.

Espoo, October 22, 2019,

Konsta Särkimäki
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The potential impact of this research is only possible if the climate
emergency is urgently addressed.
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1. Introduction

This thesis is based on the work that has been carried out for ITER, the
first experiment that aims to demonstrate the physical and technological
feasibility of fusion energy. The focus of that work has been the confinement
of fast ions, either born in fusion reactions or injected externally. Sufficient
fast ion confinement is necessary for plasma heating and because they
can damage reactor wall. There are also fast electrons, so-called runaway
electrons, that are born during plasma disruptions. These electrons may
cause severe damage to the wall when the confinement is completely lost.
Runaway electrons are currently an outstanding issue for ITER, and this
thesis is motivated and partly based on runaway electron studies. One
common factor between fast ions and runaway electrons is that they are
sensitive to magnetic field perturbations. This factor necessitates the use
of computational orbit-following tools to study their transport in perturbed
fields.

The foundation of this thesis is provided in publications [1]–[4] in which
fast ion confinement in ITER have been studied using the orbit-following
method. It was found that, in ITER, fast ions are well-confined except for
the uncertainties introduced by the edge-localised modes (ELM) control
coils. Even though fast ion losses were estimated, there was a lack of
understanding why exactly, in some cases, fast ion losses were at odds with
prior expectations. For example, the test blanket modules, which will be
used in ITER to study tritium breeding, led to almost no increase in losses,
whereas the plasma response was found to not suppress fast ion losses to
the extent that was expected. There was a need for better understanding of
the underlying mechanisms of the fast ion transport in 3D magnetic field.

For runaway electrons, the studies of their evolution require using orbit-
averaged codes since the problem is non-linear and requires kinetic descrip-
tion. However, orbit-averaged codes themselves cannot model transport
due to magnetic field perturbations which is an unfortunate drawback
considering that one proposed scheme for runaway mitigation is to use
magnetic perturbations. This mitigation scheme can be studied if the
runaway electron transport, due to magnetic field perturbations, can be
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Introduction

modelled as an advection-diffusion process. An orbit-following code can be
used to calculate the transport coefficients. Furthermore, if this applies for
runaway electrons, will the same apply for fast ions as well? Can fast par-
ticle transport in 3D magnetic field be modelled as an advection-diffusion
process?

Orbit-following simulations are computationally expensive to perform,
so before these issues could be fully addressed it was necessary to derive a
more efficient orbit-following code. The work that this thesis is based on,
and part of the thesis work itself, was done using the orbit-following code
ASCOT4. However, ASCOT4 cannot take full advantage of modern super-
computer hardware. Furthermore, it was found that the code’s adaptive
time-step method, which would considerably expedite the simulations, was
broken due to incorrectly implemented collision operator. A faster and
more robust orbit-following tool was required.

These are the three (main) issues that this thesis tries to provide answers
for. A correctly implemented collision operator is introduced in Publication
III. The new collision operator was implemented in ASCOT5, which is a
novel code that succeeds ASCOT4. ASCOT5 was developed to take full ad-
vantage of modern super-computers’ power, making the code significantly
faster than ASCOT4. ASCOT5 is introduced in Publication IV. It is shown
in Publication II that runaway electron transport in 3D magnetic field can
indeed be modelled as an advection-diffusion process. In Publication I,
the understanding of fast ion transport was improved by developing the
loss maps from which different transport channels can be identified. This
thesis and Publication V wraps up this work by showing that also the fast
ion transport can be modelled as an advection-diffusion process, and by
showing how the magnetic field structure can be connected quantitatively
to fast ion losses using the loss maps. This connection allows one to es-
timate fast ion losses without carrying out an orbit-following simulation.
As such, this connection can be used in interpreting the results, and it
provides confidence if the estimate agrees with the orbit-following result.

Since this thesis mostly consists of modelling of ITER, the simulation re-
sults can be experimentally verified only after several years, even decades,
after the work was published. Therefore, our focus is not on the results
of such predictions but rather on the development and description of the
methods. Furthermore, ASCOT5 is a tool that can benefit the wider fusion
community, and we, the developers, have been pleased to find out that
there is demand for it. With this in mind, this thesis has been written so
that it might serve the scientists with no prior experience on orbit-following
modelling of fast particles.

This thesis is structured as follows. Chapter 2 details the theoreti-
cal concepts and physical basis of the orbit-following modelling. We dis-
cuss the model limitations and review the physics that are relevant for
orbit-following modelling of neoclassical transport of charged particles.
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Chapter 3 presents ASCOT5 and how it makes use of the modern super-
computer hardware, reviews the numerical methods that are used, and
verifies the code by comparing its output to analytical results. Chap-
ter 4 discusses the physics of fast particle transport due to magnetic field
perturbations and introduces the modelling techniques, such as the loss
maps, that were developed in this work. Also the procedure of modelling
fast particle transport as an advection-diffusion process is reviewed there.
Chapter 5 concludes this thesis.
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2. Basis of orbit-following modelling

In kinetic theory, plasma species are described by a distribution function
whose time-evolution is governed by the Fokker-Planck equation

∂

∂t
f(z, t) = − ∂

∂z
· [K(z, t)f(z, t)] +

∂2

∂z∂z
: [D(z, t)f(z, t)] , (2.1)

where z = (x,v) are the phase-space coordinates, K accounts for Hamil-
tonian motion and collisional drag, and D accounts for the collisional
diffusion.

Orbit-following tools, such as ASCOT5, solve the Fokker-Planck equation
in instances where the test particle approximation is valid. The basis of the
orbit-following method is to not solve the Fokker-Planck equation directly,
but to use statistical approach by solving the motion of a large number
of individual particles. In other words, the idea of the orbit-following
method is to avoid solving a partial differential equation once by solving
the corresponding stochastic differential equation many times.

In this chapter, we will review this process in more detail. Section 2.1
lays out the mathematical basis of the orbit-following method and intro-
duces the concepts that are needed to find numerical solution for stochastic
differential equations. The physics of particle motion are covered in sec-
tion 2.2, where both particle and guiding-center equations of motion are
reviewed.

2.1 Test-particle orbit-following Monte Carlo method

With collisions included, the kinetic equation (2.1) presents a suitable
model for several plasma processes, such as fast-ion slowing down and
transport. The distribution function itself is not measurable, but it con-
tains all necessary information for calculating any measurable quantity;
density, for example, is calculated from n(x, t) =

∫
dvf(x,v, t). However,

Eq. (2.1) is a six-dimensional partial differential equation that is coupled
with Maxwell’s equations, so solving it presents a major challenge unless
some simplifications are made. One approach is to reduce the number of
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Basis of orbit-following modelling

dimensions, e.g. by using symmetries present in ideal tokamaks, but our
aim is to have a model valid for actual tokamaks. Instead, here we take
an approach that retains all dimensions but is applicable only to a very
specific set of processes. Our approach is called test-particle orbit-following
Monte Carlo method, which we now proceed to discuss on term-by-term
basis.

The test particle approach is the most strongest simplification we make:
we only model a subset of particles, under the assumption that the behavior
of the subset does not alter the enclosing system. The particle subset is
called the test particle population and it is still governed by the Fokker-
Planck equation. However, in such circumstance the collision term in
the Fokker-Planck equation is linear. Evidently, the other, so-called back-
ground species’ kinetic equations are still non-linear and must be solved
together with the Maxwell’s equations using some other means. Although
the restriction for a test particle population seems very limited, it can be
somewhat relaxed in practice. For example, modelling the NBI (Neutral
Beam Injection) ion population would not, strictly speaking, be possible
because they are largely responsible for plasma heating. However, one
can use some more approximate models that give the plasma background
profiles which includes the beam heating. Subsequently, the NBI ion losses
can be assessed with a test particle method. This result can then be used
to solve the background distributions to arrive at more accurate solutions
iteratively.

The orbit-following approach, as the term implies, is directly related to
how we are solving the Fokker-Planck equation. First of all, we approxi-
mate the actual distribution function with a marker distribution

f(z, t) ≈
Nmarkers∑

i

wiδ(z− zi(t)), (2.2)

where wi are weights that indicate how many actual particles each marker
represents1. One might notice that Eq. (2.2) resembles the Klimontovich
density functional which one cannot solve numerically because the particle
orbits it describes depend on the microscopic electromagnetic fields. How-
ever, the marker orbits, zi(t), can be solved since they are not real particles
but describe how particles behave on average.

To elaborate, the Fokker-Planck equation is connected to the Langevin
equation [5],

dz = μ(z, t)dt+ σ(z, t) · dW. (2.3)

The connection is straight-forward: if the time-evolution of a distribution
function f is given by the Fokker-Planck equation, then each marker

1One should be careful as not to refer to markers as actual particles. Some
authors prefer the term test-particle instead of markers but this term in turn
should not be confused with the test particle approach.
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belonging to that distribution obeys the Langevin equation where μ = K,
(1/2)σσᵀ = D, and W is the so-called Wiener process. The presence of a
Wiener process, which can be roughly understood as a normally distributed
random variable, makes Eq. (2.3) a stochastic differential equation (SDE)2.

The orbit-following approach is to solve the Langevin equation for the
markers representing the test particle population instead of solving the
Fokker-Planck equation directly. The underlying principle in this approach
is that even though the motion of individual markers is stochastic, the
behavior of a large number of markers is deterministic. The distribution
function obtained with the orbit-following method does contain noise, but
the accuracy can be increased by increasing the number of markers.

The presence of the Wiener process means that the solution to Langevin
equation is not unique. However, a Monte Carlo method is an effective
way of solving SDEs. The Langevin equation is solved for a single marker
by using a random number generator to produce one realization of the
Wiener process. Simulation can be repeated for the same marker using
different realizations of the Wiener process; however, most of the time it
is the deterministic component that dominates the marker motion in a
plasma. Hence, instead of simulating the same marker again, the spared
computing power is used to populate the phase-space more densely with
additional markers. The Monte Carlo method is a very general tool which
may also be applied to generate markers by drawing them randomly from
the initial particle distribution f(z, t = t0).

The test particle orbit-following Monte Carlo method is the general
principle by which the Fokker-Planck equation is solved. However, it still
requires numerical methods to discretize the Langevin equation. Once
those are chosen and the distribution function, Eq. (2.2), is solved, one
finds it is noisy and unnecessarily detailed. The level of detail can be
brought to a manageable level by dividing the simulation domain into a
rectangular 7-D (x,v, t) grid, and approximating the distribution function
with a histogram (written here for 1-D system for brevity):

f(z, t) ≈
∑
i

∑
α,β

fi,αβ
zα+1 − zα

1[zα≤z<zα+1]1[tβ≤t<tβ+1],

where 1 is the indicator function, and fi,αβ is the contribution from an
individual marker to a bin. Index i refers to markers and α and β index
the histogram bins (in phase-space and time). The histogram can then be
used to obtain a sufficiently smooth function to represent f(z, t). Assuming
a marker trajectory is solved, the individual contribution is obtained by

2 Stochastic differential equations have different properties than ordinary differ-
ential equations (ODEs) and we will return to the topic of SDEs at the end of this
section.
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integrating the parametrized curve

fi,αβ =
wi

t1 − t0

∫ t1

t0

dt′1[zα≤zi(t′)<zα+1]1[tβ≤t′<tβ+1],

where [t0, t1] is the time interval marker is simulated3. However, usually
the distribution is cumulated during the simulation time, and the paramet-
ric integral is discretized the same way as the marker orbits are discretized
in time. A simple way of cumulating the distribution histogram is to use
marker positions at the end of a time-step tk+1:

fi,αβ,k+1 = fi,αβ,k +
wi(tk+1 − tk)

t1 − t0
1[zα≤zi(tk+1)<zα+1]1[tβ≤tk+1<tβ+1]

In practice, this method has been sufficient except for when an adaptive
time-step scheme is used, as we intent to, in which case e.g. trapezoidal
rule works better.

2.1.1 Stochastic differential equations

In this section, we review the most relevant topics on SDEs; but more
thorough introduction can be found in Refs. [5], [6]. The defining feature of
SDEs is the presence of the Wiener process, W (t), which can be understood
as a random walker with the following features: i) the initial value is fixed
W (0) = 0, ii) each increment, ΔW = W (t + Δt) − W (t), is independent
of the current value W (t), iii) W (t) is continuous, iv) the increments are
normally distributed as ΔW ∼ N (0,Δt) with zero mean and variance Δt.

While the Wiener process itself is continuous, its differential is not, which
makes integrating the Langevin equation problematic and invalidates the
use of the familiar numerical tools such as the ordinary Runge-Kutta
methods. To point out precisly why integration is problematic, we look at
the definition of the familiar Riemann-Stieltjes integral,

∫ t

t0

f(t)dW = lim
n→∞

n−1∑
k=0

f(t∗k)(W (tk+1)−W (tk)),

where t0 < t1 < . . . < tn = t and t∗k ∈ [tk, tk+1]. This integral is ill-defined for
a stochastic process W (t) because the value of the sum is not independent
from how t∗k is chosen along the interval [tk, tk+1]. Increments of ΔW are
unbound so it one cannot assume that W (tk+1) → W (tk) when tk+1 → tk.

The integral can be defined by fixing the choice of t∗k as t∗k = tk. This
definition of the stochastic integral is known as the Itô integral. It leads
to a new set of rules in the way the calculus is done. Assuming z is given

3 In cases where markers represent a particle source, i.e. the weights have units
of particles per time, this individual contribution is integrated over time which
removes the factor (t1 − t0)

−1.
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by the Langevin equation (2.3), i.e. z is an Itô process, then the ordinary
chain rule is replaced by the Itô formula,

dg =
∂g

∂t
dt+

∑
i

∂g

∂zi
dzi +

1

2

∑
i,j

∂2g

∂zi∂zj
dzidzj , (2.4)

where g(z(t), t) is an arbitrary scalar function and itself an Itô process.
A few rules determine how to combine the differentials in dzidzj when dz

is substituted. The Wiener process is assumed to be order O(dW 2) = O(dt)

so dt dt = dWi dt = dt dWi = 0 and, for multi-dimensional Itô processes,
dWi are uncorrelated: dWi dWj = δij dt. A classic example of applying Itô
formula is to apply it to g = 1

2W
2,

d

(
1

2
W 2

)
=

1

2

∂W 2

∂t
dt+

1

2

∂W 2

∂W
dW +

1

4

∂2W 2

∂W∂W
dWdW

= 0 +WdW +
1

2
dt,

to calculate the integral∫ t

0
WdW =

∫ t

0
d

(
1

2
W 2

)
−
∫ t

0

1

2
dt =

1

2
W (t)2 − 1

2
t.

One can verify the result directly from the definition of the Itô integral:

∫ t

0
WdW = lim

n→∞

n−1∑
k=0

W (tk)(W (tk+1)−W (tk))

= lim
n→∞

n−1∑
k=0

[
−1

2
(W (tk+1)−W (tk))

2 +
1

2
(W (tk+1)

2 −W (tk)
2)

]
.

Here, we have used the fact that the first term is effectively the variance
of the Wiener process and, in the latter part, subsequent terms cancel out.
In this example integration via the ordinary chain-rule would erroneously
omit the latter term.

It is worth pointing out that the integral (2.1.1) can also be defined
by fixing t∗k = (tk + tk+1)/2, in which case we obtain the Stratonovich
integral. For Stratonovich integral, which is denoted as

∫
f(t) ◦ dW to

avoid confusion, the chain rule remains valid. However, while the integral
of Itô kind is a martingale, that is, a process which expectation value is
same as the current value: E[z(t)] = z(0), the Stratonovich integral is not.
Itô and Stratonovich integrals are related by a formula,∫

g(W (t), t) ◦ dW =
1

2

∫
∂g(W (t), t)

∂W
dt+

∫
g(W (t), t)dW,

and by considering a time-independent Itô diffusion, where μ = 0 and
σ = σ(z(t)), we have

∫
σ ◦ dW = 1

2

∫
σ′σdt+

∫
σdW , which shows that the
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expectation value of the Stratonovich integral is proportional to t. The
additional drift term is called the noise-induced drift, and it appears in
Langevin equation as well. To see this, we express an Itô process (2.3) with
the Stratonovich integral,

dzk =

⎛
⎝μk −

1

2

∑
j,i

σji
∂σki
∂zj

⎞
⎠ dt+

∑
j

σkj ◦ dWj ,

where the noise-induced drift is eliminated from the drift coefficient as it
is now contained within the diffusion term.

The marker equation of motion, the Langevin equation (2.3), is of Itô kind
which is desirable as it is a prerequisite for most numerical methods. One
common numerical scheme is the Milstein method, which can be derived
by integrating Eq. (2.3) and applying Itô formula while keeping all terms
of order O(t). The derivation is somewhat tedious so we only show the
method itself:

zt+1
k = ztk + μk(z

t)Δt+ σkk(z
t)
√
Δtβt

k +
1

2
σkkσ

′
kkΔt

[
(βt

k)
2 − 1

]
. (2.5)

Here, βt
k ∼ N (0, 1) are normally distributed random numbers, drawn at

each time step Δt, and they represent increments of a Wiener process ΔW

(with variance 1). Note the above method is valid only if σ is diagonal,
which will be the case in our applications.

Numerical schemes that solve SDEs have important characteristics that
those who are familiar only with ordinary differential equations should be
aware of. To begin with, the converge of a stochastic numerical method is
characterized not by one, but two quantities. The strong convergence, ps, is
defined as

E[|z(tk)− zk|] ≤ C(Δt)ps ,

where C is a positive constant, z(tk) the exact solution, and zk the nu-
merical approximation. The strong convergence indicates how individual
trajectories converge and is analogous to convergence in the ODE sense.
The weak convergence, pw, defined as

|E[g(z(tk))]− E[g(zk)]| ≤ C(Δt)pw ,

where g an arbitrary function, is the convergence of the mean quantities. In
short, strong convergence is the mean of the error, and weak convergence is
the error of the mean. Usually, only the weak convergence is of interest as
it gives the rate at which the numerical approximation of the distribution
function converges. However, a method must have ps ≥ 1 if the time step
is adaptive or otherwise the method may yield incorrect solution [7]. For
the Milstein method this is not an issue, as both the strong and weak
convergence are 1.0. However, the Euler-Maruyama method, which one
obtains by omitting the last term from the Milstein method (2.5), has
pw = 1.0 but only ps = 0.5.
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There are higher order methods than the ones introduced here, but they
quickly become very complex and computationally expensive. One reason
is the appearance of so-called double Itô integrals that are non-trivial to
solve numerically while retaining the desired convergence. As a matter of
fact, one of these integrals would have appeared in the Milstein method
already, but assuming diagonal σ the integral term reduced to (ΔW )2 - Δt.

2.2 Charged particle equations of motion

Solutions to the Fokker-Planck equation and their link to the motion
of individual markers were discussed in section 2.1. These equations
of motion are stochastic differential equations which, in turn, can be
solved with e.g. the Milstein or the Euler-Maruyama method. With the
mathematical framework thus complete, we can proceed to discuss physics
for the equations of motion.

In this section, we discuss Hamiltonian motion and non-Hamiltonian (i.e.
collisions) separately. We begin section 2.2.1 by presenting the particle
Hamiltonian motion first, and then proceeding to treat the collisions. The
particle Hamiltonian motion is fully described by the Lorentz force, but the
collision operator is less trivial. We present both the relativistic and non-
relativistic variants for the collision coefficients, since the non-relativistic
treatment of collisions is usually enough with runaway electrons being
one notable exception. Derivation for the particle operator and the non-
relativistic collision coefficients can be found in Ref. [8], while for the
relativistic coefficients see Ref. [9].

Solving the particle motion can be computationally demanding as the
time-step needs to be a fraction of the gyro time, i.e. in the order of 10−9

s, while the simulation time itself can be of the order of a second. For
this reason many orbit-following codes employ the so-called guiding-center
formalism where the rapid gyro-motion is omitted. There are alternative
formulations of the guiding center theory, but here we choose the one that
is based on the Hamiltonian dynamics as it provides a robust framework to
work with. Our discussion on guiding-center formalism shall be brief, but
one can consult Refs. [10], [11] for an exhaustive discussion on the topic.

Section 2.2.2 introduces the guiding center transformation [12], and
the guiding center equations of motion [13]. Latter part of the section
presents the guiding center collision operator, which was originally derived
in Ref. [14] and its relativistic variant presented in Publication III.

2.2.1 Particle motion

The Hamiltonian of a charged particle in an electromagnetic field is

Hprt ≡ γmc2 + qΦ, (2.6)
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where Φ is electric potential and γ = 1/
√

1− v2/c2 or, equivalently γ =√
1 + (p/mc)2, is the Lorentz factor, which relates particle kinetic energy

to its rest mass as γ = 1 + Ekin/mc2. Hamiltonian dynamics yields the
particle equations of motion

ẋ =
1

γm
p, (2.7)

ṗ = q (E+ ẋ×B) , (2.8)

This is the Hamiltonian component of the particle and, as such, it does not
include the momentum scattering due to the Coulomb collisions.

The change in test particle momentum due to the collisions, in isotropic
plasma, is given by a SDE of Itô kind

dp = −Kpdt+
(√

2D‖p̂p̂,+
√

2D⊥ (I− p̂p̂)
)
· dW, (2.9)

where D‖ and D⊥ are the parallel and the perpendicular diffusion coeffi-
cient, and K is the drag term4. The total change in particle momentum
in time is obtained by summing the contribution from collisions to the
Hamiltonian motion, although in practice these are usually evaluated
separately.

Explicit forms for the collision coefficients are derived from Rosenbluth
potentials [15] with the assumption that the background species distribu-
tion is Maxwellian

fb(v) =
nb

π3/2v3b
exp(−v2/v2b ). (2.10)

Here, the subindex b refers to background species with nb being density
and vb thermal velocity. As a function of velocity, the explicit forms are

K(v) =
∑
b

(
1 +

m

mb

)
2Γb

m2v2b

G(v/vb)

v
, (2.11)

D‖(v) =
∑
b

Γb

v
G(v/vb), (2.12)

D⊥(v) =
∑
b

1

2

Γb

v
(erf(v/vb)−G(v/vb)) , (2.13)

where Γb = nbq
2q2b ln Λ/4πε

2
0 (where q is charge, ln Λ is Coulomb logarithm

and ε0 is vacuum permittivity) and the special functions erf(x) and G(x)

are the error function

erf(x) ≡ 2√
π

∫ x

0
e−s2ds, (2.14)

4Note that the diffusion term is not diagonal as required by the Milstein method.
We return to this issue when discussing numerical implementation in the next
chapter.
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and the Chandrasekhar function

G(x) =
erf(x)− erf ′(x)

2x2
=

erf(x)− 2x√
π
e−x2

2x2
. (2.15)

However, formulas (2.11) — (2.13) do not accurately represent the collisions
when either the plasma or test particle is relativistic. For fusion plasmas
such a situation arises when test particles are runaway electrons.

Explicit forms for the relativistic collision coefficients are derived from
Beliaev–Budker tensor assuming that the background species distribution
is Maxwell-Jüttner distribution [16]:

fb(u) =
nb exp(−

√
1 + u2/Θb)

4πΘbK2(1/Θb)
, (2.16)

where u = p/mc is reduced momentum, Θb = Tb/mbc
2 is reduced tempera-

ture, and K2 is the 2nd-order Bessel function of the second kind. In this
case, the coefficients become

K(u) =
∑
b

Γb

m2c3
1

u3

(
μ0(u,Θb)

γ
+

m

mb
μ1(u,Θb)

)
, (2.17)

D‖(u) =
∑
b

Γb

c

Θbγ

u3
μ1(u,Θb), (2.18)

D⊥(u) =
∑
b

Γb

c

1

2γu3
(
u2(μ0(u,Θb) + γΘbμ2(u,Θb))−Θbμ1(u,Θb)

)
. (2.19)

This time the special functions, μ0, μ1 and μ2:

μ0(u,Θ) ≡ γ2L0 −ΘL1 + (Θ− γ)ue(1−γ)/Θ

e1/ΘK2(1/Θ)
, (2.20)

μ1(u,Θ) ≡ γ2L1 −ΘL0 + (Θγ − 1)ue(1−γ)/Θ

e1/ΘK2(1/Θ)
, (2.21)

μ2(u,Θ) ≡ 2ΘγL1 + (1 + 2Θ2)ue(1−γ)/Θ

Θ e1/ΘK2(1/Θ)
, (2.22)

where the integrals

L0 ≡
∫ u

0
ds

e(1−
√
1+s2)/Θ

√
1 + s2

, (2.23)

L1 ≡
∫ u

0
ds e(1−

√
1+s2)/Θ, (2.24)

must be evaluated numerically.

2.2.2 Guiding-center motion

The guiding center formalism is valid when the magnetic moment, which
is an adiabatic invariant, is conserved. This holds as long as the change in
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magnetic field is small during a gyro-period ω−1
g . This condition is usually

expressed with a smallness parameter, εB = LBB/|∇B| � 1, where the
characteristic length, LB , is either the gyro-length, LB = ρg, or the distance
guiding center travels during one gyro-period, LB = v‖ω−1

g . If the field
evolves in time, also the time-dependence must be small ω−1

g B−1(∂B/∂t) �
1.

For the guiding center dynamics we employ non-canonical coordinates X

(guiding center position), p‖ (parallel momentum), μ (magnetic moment),
and ζ (gyroangle). The coordinate transformation from particle phase
space, z = (x,p), to guiding center phase space, Z = (X, p‖, ζ), is a near-
identity transformation,

X = X0 + εX1 + ε2X2 + . . . , (2.25)

p‖ = p‖,0 + εp‖,1 + ε2p‖,2 + . . . , (2.26)

μ = μ0 + εμ1 + ε2μ2 + . . . , (2.27)

ζ = ζ0 + εζ1 + ε2ζ2 + . . . , (2.28)

where ε is a dimensionless ordering parameter which is used to group
terms of similar size. While these transformations are used to convert the
particle position to guiding-center coordinates, a similar transformation
for the particle Hamiltonian yields the guiding-center Hamiltonian and,
therefore, the guiding-center equations of motion. The guiding center
equations of motion are usually of first-order in ε as this includes cross-
field drifts; zeroth-order terms would only include motion parallel to the
magnetic field5. While it is not necessary to perform the transformation
for particle coordinates to same order as the guiding-center equations of
motion are, here we choose to include terms up to O(ε) for consistency and,
as we show later, because the first order terms in transformation have
noticeable effect in the guiding center trajectory.

The zeroth order terms in the transformation are

X0 = x, (2.29)

vp‖, 0 = p · b̂, (2.30)

μ0 =
p2⊥

2mB
, (2.31)

ζ0 = arctan 2(−ρ̂ · ê2, ρ̂ · ê1). (2.32)

The zeroth order term of gyroangle is somewhat arbitrary as it is defined by
basis vectors ê1 and ê2, so that ρ̂ = cos ζ0ê1 − sin ζ0ê2 and ⊥̂ = − sin ζ0ê1 −
cos ζ0ê2. These vectors can be chosen arbitrarily as long as (ê1, ê2, b̂)

5Note the ε here is ordering parameter, set to ε = 1 after the transformation, and
not the smallness parameter εB .
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form an orthogonal right-handed system6. As for the first order terms, the
first-order position-term is the gyro-vector

X1 = ρg ≡ 1

q

√
2mμ0

B
b̂× v̂, (2.33)

which is quite intuitive. The first-order momentum space terms are less
so:

p‖,1 = −p‖,0ρg · κ+
mμ0

q

(
τB + a1 : ∇b̂

)
, (2.34)

μ1 = ρg ·
(
μ0∇ lnB +

p‖,0
mB

κ
)
−

μ0p‖,0
qB

(
τB + a1 : ∇b̂

)
. (2.35)

Here, the dyadic, a1, is defined as a1 ≡ −1
2

(
ρ̂⊥̂+ ⊥̂ρ̂

)
where the vectors

ρ̂ and ⊥̂ form a orthogonal right-handed basis (ρ̂, ⊥̂, b̂), where ρ̂ = b̂× v̂.
The magnetic field torsion, τB = b̂ · ∇ × b̂, and the magnetic field twist,
κ = b̂ · ∇b̂, are related by the relation, ∇× b̂ = τBb̂+ b̂× κ. Finally, the
first order gyroangle term is

ζ1 = −ρg ·R+
p‖,0
qB

(
a2 : ∇b̂

)
+

ρg
B
⊥̂ ·

(
∇B +

p2‖,0
2mμ0

κ

)
, (2.36)

where R = ∇ê1 · ê2 is the Littlejohn’s gyrogauge vector [10] and

a2 ≡
1

4

(
⊥̂⊥̂− ρ̂ρ̂

)
.

The guiding center Hamiltonian is

Hgc ≡ γmc2 + qΦ(X, t), (2.37)

where the Lorentz factor in the new coordinates is

γ =
√

1 + (2/mc2)μB(X, t) + (p‖/mc)2.

Note that the Hamiltonian does not depend on ζ, which is as expected
since the basis of the guiding center formalism is the decoupling of the
gyro-motion, meaning guiding center dynamics must be independent of ζ.
However, the gyroangle can be as one of the phase space coordinates, for
which Hamiltonian dynamics give the following equations of motion

Ẋ =
p‖
γm

B∗

B∗
‖
+E∗ × b̂

B∗
‖
, (2.38)

ṗ‖ = qE∗ · B
∗

B∗
‖
, (2.39)

μ̇ = 0, (2.40)

ζ̇ =
qB

γm
+ Ẋ ·

(
R+

τB
2
b̂
)
, (2.41)

6Since b̂ is given, it is sufficient to fix ê1. For cylindrical coordinates in tokamaks,
a suitable choice is ê1 = b̂× ẑ as there is always toroidal field present.
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with the effective fields being defined as

B∗ = B+
p‖
q
∇× b̂, (2.42)

E∗ = E− 1

q

(
mc2μ

γ
∇B − p‖

∂b̂

∂t

)
, (2.43)

and B∗
‖ = b̂ ·B∗.

The guiding-center collision operator have few properties that are worth
emphasizing. The guiding-center collision operator is obtained by trans-
forming the particle Fokker-Planck equation to guiding center phase-space.
However, the result must be gyro-averaged to obtain gyro-independence.
For this reason, information on gyro-angle is lost when collisions are in-
cluded and ζ does not appear in the collision operator. Whereas collisions
only cause scattering in momentum space for particles, for guiding centers
the scattering results in discontinuities in the guiding center spatial posi-
tion: gyrovector is always perpendicular to the momentum vector, so when
particle momentum changes so does the guiding center position.

The guiding center collision operator therefore affects the coordinates
(X, p‖, μ). However, we still consider numerical discretization of the colli-
sion operator. It turns out that the guiding center diffusion coefficient is
non-diagonal which would prevent us from using the Milstein method (2.5).
Resolving the collisions in (X, p, ξ) coordinates, where ξ = p‖/p is the
guiding center pitch, alleviates this issue as now the diffusion coefficient
is block diagonal, Dgc = Dpp̂p̂+Dξξ̂ξ̂ +DXX̂X̂, and the Milstein method
can be used7.

The guiding center collision operator is

dp = Qdt+
√
2D‖dWp, (2.44)

dξ = −ξνdt+
√
(1− ξ2)νdWξ, (2.45)

dX =
√
2DX(I− b̂b̂) · dWX, (2.46)

where Wp, Wξ, and WX are independent Wiener processes. The pitch
collision frequency ν = 2D⊥

p2
sets another restriction for the validity of the

guiding center approximation, ν � ωg, meaning that gyro-motion must not
be interrupted by the collisions. The drag term is given by

Q = −Fp+
∂D‖
∂p

+ 2
D‖
p
, (2.47)

where
F =

∑
b

2Γb

m2v2b

G(v/vb)

v
, (2.48)

7The spatial component is not diagonal in cylindrical coordinates but we will
return to this issue when numerical implementation is discussed in detail.
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in the non-relativistic regime and

F =
∑
b

Γb

mbc3
1

mu3
μ1(u,Θb), (2.49)

in the relativistic regime8. The spatial diffusion coefficient is

DX =

[
(D‖ −D⊥)

1− ξ2

2
+D⊥

]
c2

ωg
. (2.50)

From the perspective of fast particles, the physics we have covered here
are sufficient for understanding and modelling neoclassical transport and
slowing-down process. Fundamental physics we have left out include the
radiation reaction force and atomic reactions. Furthermore, there are
models for test particle interaction with MHD and turbulence. These have
been implemented for ASCOT4 [12], [17], [18], and they will be included to
ASCOT5 as well, but those are out of the scope of this thesis and will not
be covered here.

8The relativistic guiding-center collision operator was introduced in Publication
III.
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3. Orbit-following code ASCOT5

ASCOT5 is introduced in Publication IV, where the focus is on how
ASCOT5 is designed to take full advantage of modern computing
hardware. Its hardware-focused design is probably the most distinct
feature of ASCOT5 that separates it from ASCOT4 and other
orbit-following codes and, in fact, it was the main reason why ASCOT5
was developed. However, since the code was written from scratch, it was
carefully designed to avoid the pitfalls encountered with ASCOT4 such as
the incorrect implementation of adaptive time-step, which was corrected
in Publication III.

Like its predecessor ASCOT4 [17], ASCOT5 has the capability of solving
both particle and guiding center motion, as well as to trace magnetic field
lines. Its main output consists of marker orbits, histograms representing
the test particle distribution function, and marker simulation endstates
that can be used for estimating power losses and wall loads. The code
was designed to be very modular in the sense that the input evaluation
and output collection are separated from the numerical integration of the
marker orbits. In practice this means that the code has several ways to,
e.g., evaluate the magnetic field: analytical model, spline-interpolated
axisymmetric field, and time-dependent 3D field, to name some existing
choices. Thanks to its modularity, ASCOT5 is a general multi-purpose
code that can study impurity migration, fast-ion losses, and runaway
electron transport in realistic tokamak and stellarator plasmas that may
be time-dependent or have perturbations, and result in marker orbits,
distributions, transport coefficients, synthetic diagnostic signals, or orbit-
averaged quantities. The main limitations are the test-particle approach
and the cylindrical coordinate system the code uses.

From technical perspective, the code is written in C, but pre- and post-
processing tools are written in Python. Simulation input and output is
stored in a single HDF5 file which has a structure that supports multiple
instances of input and output data to facilitate e.g. parameter scans. The
code also has a graphical user-interface to provide an easy way to visualize
the data and to initialize and document simulations. Some functionalities,
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such as input evaluation, are provided as a library that may be used via
Python interface or in other codes. ASCOT5 is available for the research
community on request1.

Next in, section 3.1, we will review the numerical methods used in
the code that were mostly omitted in Publication IV. We also provide
justification for why these methods were chosen. Section 3.2 discusses the
hardware-focused design, and the code is verified in section 3.3.

3.1 Numerical methods

In principle, it is entirely possible to just employ the Euler-Maruyama or
the Milstein method for solving the marker motion, but these methods have
low order of convergence. Noting that it is almost always the Hamiltonian
part of the particle motion that dominates the collisional part, these two
parts can be solved separately. First the Hamiltonian part is solved and
marker positions updated, after which collisions that would have taken
place during that time are resolved at the new positions. This way, higher
order methods can be used for the Hamiltonian motion and it becomes
possible to solve guiding-center collisions in (X, p, ξ, ζ)-coordinates (where
the diffusion coefficient is diagonal) instead the (X, p‖, μ, ζ)-coordinates
(where the diffusion coefficient is non-diagonal) used in solving the Hamil-
tonian motion2.

Gyro-orbit equations of motion are discretized with a fixed time-step
method, while guiding-center equations of motion are discretized with both
fixed and adaptive methods. In addition to these, ASCOT5 can integrate
magnetic-field lines using the same scheme as used for solving guiding
center Hamiltonian motion adaptively.

3.1.1 Gyro-orbit integration

A traditional way of solving the gyro-orbit Hamiltonian motion, is the
energy-preserving Leap-frog method

pk+1/2 − pk−1/2

Δt
= qEk +

q

m

pk+1/2 + pk−1/2

2
×Bk (3.1)

xk+1 = xk +
pk+1

m
Δt. (3.2)

The algorithm advances position and momentum in turns, like in the
child’s game, but synchronised values may be obtained as xk+1/2 = xk +

(1/2m)pk+1Δt if needed.

1Contact: https://www.aalto.fi/en/department-of-applied-physics/particle-orbit-
simulations-ascot
2 It is possible to solve even the Hamiltonian motion in (X, p, ξ, ζ)-coordinates but
then we would loose the benefit of (X, p‖, μ, ζ)-coordinates where μ is constant.
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However, the Leap-frog method is implicit, which means each step must
be solved iteratively. There is a similar explicit method that also preserves
energy, called the Boris method

p− = pk−1/2 + aEk (3.3)

p+ = p− + (p− + p− × d)× s (3.4)

pk+1/2 = p+ + aEk (3.5)

xk+1 = xk +
pk+1

m
Δt (3.6)

where a = qΔt/2, d = aBk/m, and s = 2d/(1 + d2). The Boris method
is de-facto standard in orbit following [19], because simulations require
small time-step (fraction of gyrotime) but long simulations (e.g. slowing-
down time) and the poor energy conservation makes Runge-Kutta methods
unsuitable for this task.

However, the Boris method has one drawback; it is not relativistic. For-
tunately, there exists a relativistic variant, called the Volume Preserving
Algorithm (VPA) [20]:

xk+1/2 = xk +
Δt

2

pk√
m2 + pk · pk/c2

, (3.7)

p− = pk + q
Δt

2
Ek+1/2, (3.8)

p+ =

(
I+

2d

1 + d2(Bk+1 ·Bk+1)
B̂k+1/2

+
2d2

1 + d2(Bk+1 ·Bk+1)
(B̂k+1/2)2

)
p−, (3.9)

pk+1 = p+ + q
Δt

2
Ek+1/2, (3.10)

xk+1 = xk+1/2 +
Δt

2

pk+1√
m2 + pk+1 · pk+1/c2

. (3.11)

Here, d = qΔt

2
√

m2+p2−/c2
and

B̂ =

⎛
⎜⎜⎝

0 Bz −By

−Bz 0 Bx

By −Bx 0

⎞
⎟⎟⎠ . (3.12)

VPA is well suited for our purposes and it is the one implemented in
ASCOT5. All methods presented here, i.e., the Leap-frog, Boris, and VPA
methods, are all second-order methods [21].

As for the non-Hamiltonian, i.e., collisional part of the gyro-orbit mo-
tion, the choice is effectively between the two first (strong) order Euler-
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Maruyama and Milstein methods as higher order methods become increas-
ingly more tedious to implement and compute. However, the simulation
time-step is almost always determined by the Hamiltonian part, and it is
small enough so that even the first order methods in the non-Hamiltonian
part are unlikely to cause significant error. The relevant difference be-
tween these two methods is the weak order of convergence, which is 0.5 for
the Euler-Maruyama and 1.0 for the Milstein method, making the former
unsuitable for adaptive step [7]. Since gyro-orbit simulations use fixed
time-step, the choice is the Euler-Maruyama method3

pk+1 = pk −KpkΔt+
√
2D‖Δt(p̂ · β)p̂,+

√
2D⊥Δt(β − (p̂ · β)p̂), (3.13)

where the coefficients K, D‖, and D⊥ can be either calculated on run-
time or pre-calculated on a table and interpolated. Evaluating relativistic
coefficients requires some consideration as detailed in III. Values for the
random variable β are drawn from the normal distribution, and they
are generated with the Box-Muller method [22]. Using discrete random
numbers, β ∈ {−1, 1}, would be feasible as well, but not for the Milstein
method as in that case it would just reduce to Euler-Maruyama method.

3.1.2 Guiding center fixed time-step integration

For solving the guiding center Hamiltonian motion, in practice Runge-
Kutta methods have proven satisfactory. Runge-Kutta methods solve prob-
lems of the kind dy

dt = f(y, t), with a weighted step scheme

yn+1 = yn + h

s∑
i=1

biki, (3.14)

where

ki = f

⎛
⎝yn + h

i−1∑
j=1

aijkj , tn + cih

⎞
⎠ . (3.15)

Runge-Kutta methods have the benefit that they are explicit and do not
require evaluation of the derivatives of f(y, t).

There are several different variants of Runge-Kutta methods, and one
should be chosen on the basis that it is accurate (high convergence) and
cheap (requires few evaluations of f(y, t)4). The one that apply for these cri-
teria is RK4 method which requires only three evaluations of f(y, t) while

3The Milstein method would require a basis where the diffusion matrix is diagonal.
Such a basis is used in Publication III, but on that basis the coefficient diverges
at low energy.
4Evaluating f(y, t), i.e., the equations of motion, is expensive since that requires
evaluation of the magnetic field, which is usually the most time-consuming part
of the calculation.
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still being a fourth-order method, and we choose that for the fixed time-
step guiding center integration. RK4 is given by the following Butcher’s
table [23],

0 0
1
2

1
2 0

1
2 0 1

2 0

1 0 0 1 0

1
6

1
3

1
3

1
6

,

where the row below the margin gives the coefficients bj , the column gives
coefficients cj , and the matrix gives aij .

For the non-Hamiltonian part of the guiding center motion, the choice is
the Euler-Maruyama method when a fixed time-step is used:

pk+1 = pk +QΔt+
√
2D‖Δtβp, (3.16)

ξk+1 = ξk − νξΔt+
√
(1− ξ2)νΔtβξ, (3.17)

Xk+1 = Xk +
√
2DX

(
βX − (βX · b̂)b̂

)
. (3.18)

However, at low marker energy there is an issue as Q ∝ p−1 and ν ∝ p−2

diverge. Therefore, a cut-off value, pmin <
√
mTe is set, and marker p is

reflected if it goes below the cut-off value. Reflecting boundary conditions
are also used for the pitch to keep it on the interval [−1, 1].

While the guiding-center transform itself requires no specific numerical
methods, for reference we note that the first-order transformation may
result in negative μ for strongly passing particles. This can be amended by
taking the absolute value of μ which should be a valid approach considering
that the resulting error is second-order in magnitude.

3.1.3 Guiding center adaptive time-step integration

Adaptive time-step schemes require that the local truncation error can be
estimated by some means. For Runge-Kutta methods the error estimate
can be obtained by comparing results of two methods that have different
order of convergence. This is the basis of Cash-Karp method, given by the
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table:
0 0
1
5

1
5 0

3
10

3
40

9
40 0

3
5

3
10 − 9

10
6
5 0

1 −11
54

5
2 −70

27
35
27 0

7
8

1631
55296

175
512

575
13824

44275
110592

253
4096 0

37
378 0 250

621
125
594 0 512

1771
2825
27648 0 18575

48384
13525
55296

277
14336

1
4

.

This table actually shows coefficients for two Runge-Kutta methods, which
have otherwise the same coefficients except for the coefficients bj : below
margin the top row gives bj for a fourth-order method, while the bottom
row for a fifth-order method. While the error estimate is for the fourth-
order method, the fifth order method is used to advance guiding-center
coordinates because it is calculated anyway. The Cash-Karp method is
used in ASCOT5 adaptive guiding center simulations. However, there
are alternatives such as Dormand-Prince; Bogacki-Shampine; Fehlberg;
and Tsitorous, that are also based on the fourth and fifth order Runge-
Kutta methods [24]. Nevertheless, the Cash-Karp method has been found
satisfactory in practice, and so the other methods remain unexplored for
our purposes.

The error, i.e. the difference between fourth and fifth order methods, is
denoted with Δy. To show when time steps are rejected and new ones are
chosen, we first calculate the relative error,

ε =
|Δy|

|yk|+ |k1Δt| , (3.19)

separately for each guiding center coordinate and choose the one that
is largest. The denominator here is essentially a step provided by the
Newton’s method with absolute values taken from both terms, to avoid
division by zero. The time-step is rejected and the integration retried with
a smaller time-step, if the relative error is larger than the user-defined
tolerance, εtol. For a rejected step, new time-step is calculated as

Δtk+1 = αΔtk
(εtol

ε

)0.25
, (3.20)

where α is a safety factor for which we use value α = 0.85. For an accepted
step, the time-step is increased as

Δtk+1 = αΔtk
(εtol

ε

)0.2
, (3.21)

but additional constraint is placed, Δtk+1 ≤ 1.5Δtk, to ensure time-step
does not grow disproportionately if the error happens to be particularly
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small. The process we have described is a standard practice in adaptive
methods [23].

In the magnetic field line integration, the same Cash-Karp scheme is
used to trace the field lines according to the equation

ẋ = b̂Δt, (3.22)

where t acts as a time-like coordinate that parametrizes the orbit.
Now that the time-step is adaptive, the non-Hamiltonian, collisional,

part of the guiding center motion is solved with the Milstein method

pk+1 = pk +QΔt+
√
2D‖ΔWp +

1

2

∂D‖
∂p

(
(ΔWp)

2 −Δt
)
, (3.23)

ξk+1 = ξk − ξνΔt+
√
(1− ξ2)νWξ −

1

2
ξν

(
(ΔWξ)

2 −Δt
)
, (3.24)

with the exception that the spatial part is still solved with the Euler-
Maruyama. The reason for this is that the spatial diffusion coefficient is
not diagonal in cylindrical coordinates where the equations of motion are
solved, and as such the Milstein method cannot be used. However, this is
fine as long as the error is not estimated for the spatial term because it is
that that would bias the adaptive scheme. Not estimating the error for the
spatial part can be justified on the basis that physically the spatial part
corresponds to classical diffusion. However, it is the neoclassical diffusion
that dominates in fusion devices.

One should note that here, in Eqs. (3.23) – (3.24), we have not implicitly
assumed that the increments of the Wiener process can be represented
with a normally distributed random number, ΔW → βΔt, as we did for the
fixed time-step schemes. We have preserved ΔW because the increments
of the Wiener process are normally distributed as ΔW ∼ N (0, t−t0), where
t0 is the current simulation time, only if there exists no realizations of the
Wiener process for t > t0. In the adaptive scheme, a realization W (t1),
where t1 > t0, exists if the time-step t1 was rejected and integration is
retried with a smaller time-step. A process W (t), where t0 < t < t1, for
which the endpoints are fixed, i.e. values W (t0) and W (t1) have been
realized, is referred to as the Brownian bridge [25]. The process is still
normally distributed but now with mean

E[W (t)] = W (t0) + (W (t1)−W (t0))
t− t0
t1 − t0

, (3.25)

and variance
V ar[W (t)] =

(t− t0)(t1 − t)

t1 − t0
. (3.26)

A Brownian bridge is illustrated in Fig. 3.1.
In a simulation, all realizations of the Wiener process are stored so that

they may be used in constructing the Brownian bridge(s) in case of time-
step rejections. The realizations are discarded from the storage as the
simulation time passes the moments those instances were created.

37



Orbit-following code ASCOT5

a)

b)

c)

Figure 3.1. Illustration of the Brownian bridge in the context of adaptive time-step inte-
gration. (a) If there are no realizations of the Wiener process for t > 0, ΔW
is normally distributed with mean (black line) W (0) and variance Δt (grey
curves show the standard deviation). (b) An adaptive integration begins by
choosing a time-step candidate and generating a realization of the Wiener
process which is then stored. Now that a realization W (2) exists, process
W (t > 2) has mean W (2) and variance Δt, but W (0 < t < 2) follows the
distribution set by the Brownian bridge. (c) Now we assume that the time-step
at t = 2 is rejected and the adaptive scheme halves the time-step for the next
try. The adaptive scheme draws and stores a realization of the Wiener process
at t = 1, solves the collision operator, and checks if the error tolerance is met.
If the time-step is again rejected, the Brownian bridge at 0 < t < 1 is used for
the next halving. The Brownian bridge is also used if the time-step is accepted,
but the next one falls at interval 1 < t < 2. Once the simulation time passes
t = 2, there is no longer need to generate realizations for t < 2, and W (1) can
be discarded from the storage.

Estimating the error and choosing next time-step for a stochastic integra-
tor is more complicated than for ODEs which is due to the fact that ΔW

is unbounded. A rigorous method was presented only in 2003 [25], which
was implemented for the guiding-center collision operator in Publication
III. Later on we found the time-step generation to be unnecessarily com-
plicated in practice since the time-step is almost always determined by
the Hamiltonian part. Therefore, even though we have implemented the
same error checks as in III, a more straightforward time-step generation is
used in ASCOT5. There are four error estimates: two for the deterministic
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parts,

εp1 =

∣∣∣∣∣ KQ′

2(p+ |K|Δt+
√
2D‖Δt)

∣∣∣∣∣ (Δt)2, (3.27)

εξ1 =
1

2
|ξ|ν2(Δt)2, (3.28)

and two for the stochastic parts,

εp2 =
(ΔWp)

3D
′2
‖

6
√

D‖(p+ |K|Δt+
√
2D‖Δt)

, (3.29)

εξ2 =
1

2

√
1− ξ2ν3/2|ΔWξ +

√
Δt/3|Δt. (3.30)

Whichever of these dominates will be used for the time-step guess. If
dominant error estimate is for a deterministic part, the time-step guess is

Δtk+1 = αΔtk
(εtol

ε

)1/2
, (3.31)

and, if it is for a stochastic part,

Δtk+1 = αΔtk
(εtol

ε

)2/3
. (3.32)

Even though the time-step generation is not performed as rigorously, we
emphasize that choosing a time-step in no way affects the simulation
results but only the efficiency of the method.

When both Hamiltonian and non-Hamiltonian motion is simulated, the
whole time-step is rejected if the error tolerance is not met in either one.
The smaller candidate for the next time-step is used whether the step was
rejected or not. In addition to time-step limits already described, there
are also other user-specified limits that determine how long a marker is
allowed to travel toroidally or radially, which can be used to ensure marker
does not skip important 3D magnetic features within a single time-step.

3.1.4 Other aspects

To choose the time-step for the fixed time-step scheme, or the initial time-
step for the adaptive scheme, an appropriate guess is

Δt =
ω−1
g

N
, (3.33)

where ωg is gyrofrequency, and N ≈ 1 for guiding center integration and
N = 10 – 20 for gyro-orbit integration. The time step need to be small
enough that results converge and that quantities assumed constant are
conserved well-enough. For collisional simulations, collision frequency sets
an additional limit, Δt = ν−1/N , where we choose N = 100.
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Because the magnetic field plays such an important role in particle
motion, a high-quality magnetic field evaluation method is a necessity.
ASCOT5 implements all input evaluations, including magnetic field eval-
uation, via interface. In other words, ASCOT5 does not have a specific
way of evaluating the data and it can be implemented in different ways.
As of ASCOT5 version 5.1, the magnetic field can be interpolated with
tricubic splines or using the analytical field presented in Ref. [26]. Since
new evaluation methods will be added, the input evaluation will not be
discussed here, but the reader is referred to the ASCOT5 documentation.

3.2 Code development

Modern high-performance computing hardware is designed to support
massive parallelisation in which thousands or more instructions are per-
formed simultaneously. Obviously this design favors codes that can slice
their problem into small pieces that can be solved concurrently. There is
little benefit in optimizing an algorithm to make a code run 10 % faster,
if the same problem can be solved in parallel even with two CPUs. This
logic was the main reason why ASCOT5 was developed. Test particle
orbit-following codes that have no interactions between test particles are
perfect for parallel computing since typical simulation consists of more
than 1× 105 markers whose trajectories can be solved independently5.

For readers unfamiliar with parallel computing, the following glossary
will assist as we discuss the parallelisation in ASCOT5:

MPI (Message passing interface) is a programming interface that handles com-
munication between different processes that do not share memory.

OpenMP (Open Multi-Processing) is a programming interface that handles
communication between different processes or threads that share memory.

Thread is an subset of processes that may access the memory of their master
process and perform tasks individually.

Node is basic computing unit in network or supercomputer. Usually each node
consists of one or more processors (CPUs) that share memory hardware.

Core is smallest computing unit. Modern CPUs host multiple cores.

Logical core is an abstraction of physical core. Modern cores can simultaneously
(concurrently) execute several threads as long as they are doing different
things, i.e., one thread can perform floating point operations while other is
accessing memory. This is also known as hyper-threading.

SIMD (Single instruction, multiple data) is hardware level parallelisation where
same operation is performed to multiple data points simultaneously.

Parallelism glossary

5There are no interactions whatsoever between different CPUs, except when a
simulation is initialized or results are collected. Problems of this kind are aptly
named embarrassingly parallel.

40



Orbit-following code ASCOT5

Marker population

Marker queue

OpenMP (Shared memory)

Processes SIMD structure

MPI

Nodes

Logical cores

Threads

Vectorization

Figure 3.2. ASCOT5 parallelisation scheme. Marker population is divided among the
processes; one process per node. On each process, markers are placed on a
queue from where threads can fetch them. Threads are spawned so that there
is one thread for each core, or for logical core if hyper-threading is available.
Each thread has a SIMD structure where markers are placed for simulation.
Here A, B, C and D refer to different markers (and x to their coordinates) for
which computations are performed simultaneously.

ASCOT5 is made parallel in several layers as illustrated in Fig. 3.2.
First, the marker population is divided among different processes with
MPI, and each node is given at least one process. Each process carries
out the initialization procedure which includes, e.g., constructing splines
representing the magnetic field and placing the markers on a simulation
queue. The next level of parallelisation happens when each process spawns
several threads — one for each (logical) core. Memory is shared between
these threads, and each time a thread finishes simulating a marker, the
next one is obtained from the common queue to ensure load balancing.
Within each thread, markers are placed on an SIMD structure where most
operations, such as magnetic field evaluation or solving equations of motion,
are done simultaneously. Once a marker has finished its simulation, the
next marker from the queue takes its place on the SIMD structure.

The benefits of multi-leveled parallelisation are tremendous as each level
multiplies the number of markers that can be simulated concurrently. To
demonstrate, the MARCONI supercomputer, that started operating in 2017
and where ASCOT5 has been used, has 3600 nodes of Intel Xeon Phi 7250
(Knight’s Landing or KNL for short) processors, each with 68 physical cores,
with each core corresponding to four logical cores, and each core having
512 - bit vector units. In calculations, ASCOT5 uses double-precision (64
bit) so each vector unit can hold 8 markers. By multiplying 3600× (68×
4)× 8 we find that ASCOT5 could potentially simulate 7 833 600 markers
simultaneously. This is a considerable improvement to ASCOT4 which
is only parallelised with MPI and so could only utilize the physical cores
implying that only 3600× 68 = 244 800 markers could be simulated at the
same time6. In reality, the parallelization is not perfect. Hyper-threading

6 This is assuming that the input data and output resolution is small enough.
Each KNL node has 96 GB of memory, meaning there would be around 1.4 GB of
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does not run the code perfectly concurrently as one thread may occupy the
resources needed by other threads. At KNL nodes we have found that the
actual gain in speed is about two when all four logical cores in each physical
core are used compared to not using hyper-threading. Furthermore, SIMD
instructions have some overhead and not all operations can be vectorized
and, compared to not using vectorization, we have found the actual gain
in speed to be about seven. When benchmarked to ASCOT4, ASCOT5 is
approximately ten times faster on a KNL node than ASCOT47; a significant
improvement nevertheless.

Code parallelization is reflected in the ASCOT5 simulation structure, as
illustrated in Fig. 3.3. ASCOT5 accepts particle, guiding center or magnetic
field line marker input, which is read from a HDF5 file and converted to
a state struct, which is common for all inputs, at the beginning of the
simulation. State contains all necessary information needed to simulate a
marker in one of the optional simulation modes: GO where the gyro-orbit
is solved, GC where the guiding center motion is solved (with either fixed
or adaptive time-step), and ML where the magnetic field line is traced.
Marker is then converted to simulation mode specific SIMD state and
placed on a SIMD structure among NSIMD other markers (NSIMD = 2 –
8, depending on hardware). SIMD state is stored at the beginning of
each time-step. Simulation now proceeds with solving the orbit-following
(Hamiltonian motion) followed by the Coulomb collisions. If the adaptive
scheme is used, the local truncation error is estimated separately for orbit-
following and Coulomb collisions, and time step is rejected if the error
exceeds the user-defined value. Irrespective of rejection, the marker end
conditions are tested since one of the conditions is the CPU time limit. If
a marker meets one or more end conditions, the marker is transformed
back to a state and a new marker is retrieved (purple line). If no end
condition was met and the time-step was accepted, marker is fed through
the diagnostics module and its simulation continued (green line). In case
marker is rejected, the SIMD state at the beginning of the time-step is
retrieved and time-step is reduced before repeating the simulation loop
(red line).

There are orbit-following codes, such as LOCUST [27], that are specifi-
cally designed to be executed on GPUs. While ASCOT5 is not among those
codes, it can utilize GPU hardware. ASCOT5 can offload to co-processors
on a dedicated CPU-hardware, which is similar procedure as offloading to
GPUs. However, ASCOT5 has not yet been optimized for GPUs and, thus,
currently performs poorly.

memory per MPI process if all cores are utilized. However, simulating markers in,
for instance, ITER 3D field consumes more than 2 GB, so ASCOT4 would have to
leave some cores idle. In ASCOT5 the memory is shared between the threads, so
each core has access to total memory of 96 GB available on the node.
7These benchmarks can be found in Publication IV.
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Figure 3.3. The ASCOT5 simulation flowchart.

3.3 Verification

To ensure ASCOT5 can be relied upon, we shall now verify that it yields
some well-known analytical results8, which are chosen because they are
relevant to the practical applications ASCOT5 is used for. The verification
procedure we are about to present is semiautomatic (simulations are
initialized and results are plotted with Python), so that developers may
run it frequently, after each time the code is modified. The plots are shown
as they appear in the semiautomatic testing.

The analytical results presented in this section can be found in NRL [28],
Wesson [29], and Helander [30].

3.3.1 Verifying Hamiltonian motion

The verification procedure begins from the elementary physics because
the tests become more complicated the more advanced the physics become.
Eventually, even the analytical results against which to compare become
more approximate, and it becomes more difficult to state with certainty if
the code is verified or not.

The most elementary result is the gyro motion particle experiences while
in a static, uniform magnetic field. The particle is gyrating with radius
and frequency given by

ρg =
γmv⊥
qB

and ωg =
qB

γm
.

Cross-field drifts, such as the ∇B-drift and E ×B-drift, are another funda-
mental result:

v∇B =
γmv2⊥
2qB

B×∇B

B2
and vE×B =

E×B

B2
.

8Part of the verification was presented in Publication IV and here we show the
complete verification procedure.
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a) Gyromotion b) E ×B-drift

c) ∇B-drift

Figure 3.4. Verification of gyromotion and drifts. (a) Particle gyromotion: solid blue
line is the computed orbit and dashed black line the analytical result. Gyro
orbits with (b) E × B-drift and (c) ∇B-drift for an electron (blue/left panel)
and positron (orange/right panel), and their corresponding guiding centers
trajectories (red). On bottom left corner numerical results (in brackets) and
analytical values are shown. For drifts, the first number on the bracket is
from the gyro-orbit simulation and second from the guiding center.

To verify numerically that the gyro motion and drifts hold at relativistic
regime as well, we choose a 100 MeV electron (γ ≈ 200) and a positron as
markers. The gyromotion is verified in uniform magnetic field (Bz = 5 T),
∇B-drift in a field with (∇B)x = 20 T/m and Bz = 5 T at the guiding center
position, and E × B-drift in a uniform field with Bz = 5 T and Ex = 106

V/m. The results are illustrated in Fig. 3.4, and they are in line with the
analytical results.

To verify the conservation of energy, magnetic moment, and toroidal
canonical angular momentum, the marker’s Hamiltonian motion is simu-
lated for a sufficiently long time for any numerical drifts. The canonical
toroidal momentum is

PΦ = mRvφ + qψ, (3.34)

in particle coordinates, where R is the radial coordinate (major radius), ψ
the poloidal flux, and

PΦ = m
RBφ

B
v‖ + qψ, (3.35)

in guiding-center coordinates. For these simulations we use a 100 MeV
electron as a marker again, and for the magnetic field we use the analytical
field evaluation, where parameters are chosen so that the magnetic field
is ITER-like but circular. Figure 3.5 shows how conservation laws are
respected when the electron is traced for 5 × 10−6 seconds, which corre-
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a)

b)

c)

d)

Figure 3.5. Verification of the conservation properties of the orbit integration. Relative
change in (a) energy, (b) magnetic moment, and (c) toroidal canonical angular
momentum as a function of time, and (d) orbits on a poloidal plane. Marker
was simulated twice with a different initial pitch value so that both passing
and trapped orbits (denoted with p and t, respectively) were explored.

sponds to several orbit times. Simulations were done for three simulation
modes: gyro-orbit, or particle, integration (GO), guiding center with fixed
time-step (GCF), and guiding center with adaptive time-step (GCA). In
GO, the energy is conserved as expected. The magnetic moment oscillates
(but does not drift) during the poloidal orbit, which this is expected as
the magnetic moment is an adiabatic invariant and not a true constant of
motion. The VPA method does not warrant the conservation of the toroidal
canonical angular momentum and one can observe that this quantity oscil-
lates in Fig. 3.5 (c) However, this oscillation is constrained and there is no
numerical drift present. In GCF and GCA, the energy shows numerical
drift, as expected from Runge-Kutta methods, but it can be controlled with
time-step size. The magnetic moment is constant exactly but this is a
rather trivial result since μ̇ = 0 in the equations of motion. The toroidal
canonical angular momentum is conserved. These simulations were re-
peated with a longer simulation time, and the conclusions remained the
same.

The tests so far have made use of the guiding-center transformation but
the transformation itself has not been verified yet. We verify it by simu-
lating the same marker with both gyro-orbit and guiding center methods.
This time the marker is chosen to be a 3.5 MeV alpha particle since it has
a large Larmor radius for easy comparison. In gyro-orbit simulation we
do not record the gyro-orbit trajectory but only the instantaneous guiding-
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a)

b)

c) d)

Figure 3.6. Verification of the guiding center transformation. In plot (a), the blue (orange)
line is the difference in magnetic moment between GC and GO (GC and
GO2GC) trajectories. Plot (b) shows the difference in parallel momentum. (c)
shows the banana turning points on the Rz-plane for the GO, GC, and GO2GC
trajectories. (d) shows the banana turning points for the 0th and 1st order
GC trajectories that were launched at different initial gyroangles. GO2GC
trajectory in (d) is the same one as in (c), and it is plotted only for reference.

center coordinates by performing guiding-center transformation at each
time step. Total of three trajectories are recorded: the trajectory of the
guiding center simulation (GC), the trajectory from a gyro-orbit simulation
when the transformation is done to zeroth order (GO), and when it is done
to first order (GO2GC). The GO trajectory is denoted as such since the
zeroth order position is the gyro-orbit itself. Now we can compare the
guiding center coordinates (magnetic moment, parallel momentum, and
position) of these three orbits as is done in Fig. 3.6. One verifies that
GO2GC matches well to GC and the oscillations in all quantities are much
smaller compared to GO.

In addition to verifying the guiding center transformation, a check is
performed to assess whether it is important to include the first order terms
in the initial guiding-center transformation. For the spatial component
the answer is obvious and, therefore, we only check the terms μ1, p‖ and ζ1
(recall Eqs. (2.34) – (2.36))9. Figure 3.6 (d) shows how the GC trajectory is
affected when the initial transformation, from particle to guiding center,
includes either all (1st order GC) or just the spatial term (0th order GC)
of the first order components. The banana tip location, that is shown,
should be independent of the initial gyroangle so, to verify this, multiple

9In ASCOT4, these terms are not present.
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guiding center markers were initialized from original particle trajectory,
all within the first gyroperiod. There is a much larger variation in banana
tip location with 0th order GC trajectories than with 1st order GC. It thus
appears that including all first order terms is necessary.

3.3.2 Verifying collisions and transport

The collision operator, on which ASCOT5 is based, has the property that
any initial population relaxes to the Maxwellian energy distribution

f(E) = 2

√
E

πT 3
exp

(
−E

T

)
(3.36)

and uniform pitch distribution (isotropic velocity distribution)

f(ξ) =
H(ξ + 1)−H(ξ − 1)

2
, (3.37)

where H is Heaviside step-function. The relaxation process itself can be
verified by simulating the slowing-down process, where a population of
particles with initial energy E0 and mass m are slowed-down according to
distribution10

f(E) =
S

2νsE

H(E0 − E)H(E − βEth,i)

1 + (Ecrit/E)3/2
, (3.38)

where

νs =
Z2e4nem

1/2
e ln Λ

3ε20(2πTe)3/2m
, (3.39)

is the slowing-down rate, S [pcs/s] is the birth rate of fast particles, β is
adjustable multiplier, Eth,i is the background ion thermal energy, and Z is
test particle charge number. Below the critical energy,

Ecrit = Te
m

me

(
3
√
πme

4mi

)2/3

, (3.40)

test particle collisions with the background ions become more dominant
than the collisions with electrons. The slowing-down rate is used to calcu-
late the slowing-down time as τs = ν−1

s ln v0/βvth,i.
The markers for this test consists of ions, which is problematic because

the slowing-down rate only considers ion-electron collisions. Therefore, β,
which sets the limit of when a particle is considered thermalized, must
be set high-enough to prevent ion-ion contribution on the actual slowing-
down time. For these tests we set β = 50. As for the slowing-down pitch

10The minimum energy cut-off factor, H(E − βEth,i), is not included in the defi-
nition of the slowing-down energy distribution found in the literature. However,
here the factor is included to reflect the fact that the simulation is terminated
when the marker energy goes below βEth,i, which is a standard practice in the
slowing-down simulations.
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a) Equilibrium energy b) Eq. pitch

c) Slowing-down energy d) SD. pitch

Figure 3.7. Verification of the collision integration. (a,c) are the equilibrium, and (b,d) are
the slowing-down energy and pitch distributions, respectively. Black lines are
the analytical results in each case. [Figure reproduced from PIV]

distribution, if the initial population is isotropic, then the population
should remain isotropic the whole slowing-down process11. We verify the
slowing-down process by tracing collisional orbits of isotropic population of
alpha-particles (200 markers) with E0 = 3.5 MeV in the ITER-like magnetic
field and in ITER-like plasma (electron-proton plasma with ne = 1020 m−3

and T = 10 keV), and collecting the distribution histogram. Another
population consisting of thermalized helium ash (20 markers) with E0 = 10

keV and ξ = 0.9 is simulated to verify that the distribution relaxes to the
correct equilibrium distribution, i.e., Maxwellian in energy and uniform in
pitch. The results are shown in Fig. 3.7 and we can conclude they agree
with the analytical results.

Transport in a uniform magnetic field is called classical transport, with
the diffusion coefficient

DCL =
1

2
ρ2gν, (3.41)

where ν is pitch collision frequency which, for the proton-electron scatter-
ing, can be estimated as

νie =
me

mp

4
√
2πe4ne ln Λ

3(4πε0)2
√
meT 3

.

11 We mention this because it was the slowing-down simulations where it was
found that the ASCOT4 collision operator accumulated markers near ξ = 0 when
adaptive time-step was used. It was this finding that led to the development of
the new numerical implementation of the collision operator.

48



Orbit-following code ASCOT5

For electron-proton scattering, the collision frequency is νei = (mp/me)νie.
For convenience, we verify classical transport by modelling test protons
and only including ion-electron collisions. The marker population consists
of 200 protons with uniform pitch and E = 1 keV, equal to background
thermal energy (background density is ni = 1022 m−3). The magnetic
field is uniform and the simulation is repeated for different field strengths
to obtain the 1/B2 dependency. The diffusion coefficient is estimated by
the relation D = Var(xi)/t, where xi are markers’ final location when
simulation time t has passed. Figure 3.8 (a) shows that results obtained
with all three simulation modes agree with the analytical result.

The most important test for ASCOT5 is verifying the neoclassical trans-
port; ASCOT5 is mostly used to model the neoclassical transport and how
it is altered in a non-axisymmetric magnetic field. Neoclassical transport
consists of three regimes which are determined by the effective collision
parameter, ν∗ = ν/ωb, where ωb = v

√
ε/2/qR0 is the banana transit fre-

quency, ε = r/R0 is the inverse aspect ratio, and q is the physical safety
factor [30]. The first regime is the so-called banana regime, where particles
are able to complete their poloidal orbits without being interrupted by the
collisions. The condition for this is ν∗ < 1 and the transport is given by

DB =
1

2
ε−3/2q2ρ2gν. (3.42)

If the particles cannot complete their poloidal orbits uninterrupted, the
diffusion coefficient is

DPS =
1

2
q2ρ2gν. (3.43)

This regime, where ν∗ > ε3/2, is called the Pfirsch-Schlüter regime. Between
these two regimes is the plateu-regime,

DP =
1

2
q2ρ2gωb, (3.44)

where transport is independent of collision frequency. We verify ASCOT5
at each of these regimes by varying the background plasma density (tem-
perature is kept constant at T = 1 keV). The test particle species are
thermal electrons and this time we consider only electron-ion collisions.
The magnetic field is the same circular ITER-like field used earlier. The
results are gathered in Fig. 3.8 (b) and we again verify that all simulation
modes yield results that agree with the analytical formulae. At the plateau
regime, there is slight deviation which is likely due to the fact that the
analytical results are derived for an idealized tokamak with ε � 1.
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a) Classical transport

b) Neoclassical transport

Figure 3.8. Verification of the charged particle transport in a magnetic field. (a) Classical
and (b) neoclassical diffusion coefficient calculated with different modes. Black
lines are the analytical results. [Figure reproduced from PIV]
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4. Modelling fast particles in ITER

In this chapter, we will apply ASCOT5 and employ the test particle orbit-
following Monte Carlo method to study fast particle losses in ITER. ITER
will be a first reactor-scale fusion device (R0 = 6.2 m, r0 = 1.8 m, B0 = 5.3 T,
Ip = 15 MA) and, as such, it will host a significant fast particle population,
especially fusion alphas but also NBI (Neutral Beam Injection) and ICRH
(Ion Cyclotron Resonance Heating) ions and, during plasma disruptions,
runaway electrons.

In the so-called baseline scenario, ITER aims to achieve fusion power
production of 500 MW with 50 MW of heating power, thus attaining the
desired Q = 10, which would demonstrate the feasibility of laboratory
fusion as an energy source. 500 MW of fusion power corresponds to 3.5
MeV alpha particles being produced at the rate of 100 MW, most of which
is expected to be deposited to background plasma via the slowing-down
process. Similar behavior is also expected of NBI ions (1 MeV deuterium)
and ICRH heated supra-thermal ions (in MeV range) whose role is to heat
the plasma.

Edge-born fast ions can make a large excursion which takes them to the
first wall right after their birth, and thus they are lost from the plasma.
The alpha particle orbit width is around 10 cm in ITER, beams are injected
co-current, and ICRH resonance is near the core, so this only affects a
small minority of fast ions that are born at the edge on counter-current
orbits. However, this is not the only mechanism leading to fast ion losses.
If the magnetic field is not axisymmetric, the toroidal canonical angular
momentum is not conserved which leads to collisionless transport processes.
In particular, fast ions are sensitive to any magnetic field perturbations as
they may travel along the field lines uninterrupted by collisional scattering.
This process is much faster than the neoclassical transport and, if the
perturbation is localised or the reactor wall has protruding edges, fast ions
have the potential to cause hot spots on the wall where the power load
exceeds the design parameters.

Fast ion physics are well covered in standard text books such as Wes-
son [29] and for ITER specific coverage see Ref. [31], whereas runaway
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electrons are perhaps less widely known issue. For reviews on runaway
electron physics, the reader is referred to Refs. [32]–[34]. Runaway elec-
trons are born during plasma disruptions1, in which an increase of resis-
tivity due to sudden cooling of the plasma increases the toroidal electric
field strength above a critical value. The critical value is for which the
accelerating force due to electric field overcomes the friction exerted by
the plasma. This is possible in plasmas in which the particle experiences
less friction as its energy increases. Due to the sudden cooling, electrons
in the hot-tail of the Maxwellian energy distribution have no time to cool
down before the electric field exceeds the critical value, and they no longer
experience the slowing-down process.

These runaway electrons are not completely collisionless; they interact
with the thermal electrons via large-angle scattering. The momentum
change in a single collision event can be enough to push a thermal electron
into the runaway regime and, thus, a population of runaway electrons
multiplies exponentially. This runaway electron avalanche causes the
post-disruption plasma current to be almost entirely carried by runaway
electrons. Once the plasma control is completely lost, the runaway-electron
beam impacts the wall causing serious damage. The energy content of
the runaway electron beam scales with equilibrium plasma current, and
no unmitigated runaway avalanches are tolerated in ITER, making the
runaway-electron mitigation a priority for current research. One pro-
posed mitigation scheme is introducing magnetic field perturbations for
controlled losses before the runaway electron number has multiplied [35].

The importance of understanding fast particle transport and confine-
ment in the presence of magnetic field perturbations motivated us to study
this issue with orbit-following method. The orbit-following method is well
suited for this purpose (for recent studies, see Refs. [36]–[38] on fast ions
and Refs. [39]–[41] on runaway electrons) as it can solve the particle mo-
tion in a complicated magnetic field and find the wall elements susceptible
of hot spots. Our specific focus is on understanding the fast ion trans-
port caused by externally induced magnetic perturbations. Only the fast
ions are studied in these scenarios, although many aspects are relevant
for runaway electrons as well. We take into account Coulomb collisions
and neoclassical transport, but leave out MHD-induced transport [42],
fast-ion interaction with turbulence [18], [43], [44], and charge-exchange
reactions [45]. Furthermore, large-angle scattering was omitted, which
is relevant for runaway electrons but has been observed to occur for fast
ions [46], since the process cannot be simulated with the collision operator
presently in ASCOT5. All of the mentioned processes may play an impor-
tant factor in ITER, either by feeding particles from the core to the edge

1 Runaway electrons may also occur during the current ramp-up phase, but
these can be avoided and the current research on this topic is focused on the
disruption-generated runaways.
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region, where they can be lost by external perturbations, or by inducing
new loss mechanisms by themselves.

We review the collisionless transport mechanisms and how they are
connected to magnetic field perturbations in section 4.1. In section 4.2, we
show how the magnetic perturbations arise in ITER and what components
cause them. The actual study is carried out in section 4.3, where we do
not focus on fast ion power losses or wall loads in different scenarios since
it has been done already in Refs. [1]–[4]. Instead, we re-analyze these
scenarios, with techniques developed in Publication I and Publication
V, to further reveal the connection between the magnetic field structure
and observed losses. We believe this analysis serves future fast particle
transport studies by making them faster to perform and their results
more reliable. This analysis can also be found in Publication V. Finally,
in section 4.4, we show that fast ion transport due to externally induced
perturbations can be modelled as an advection-diffusion process, similar
to what was shown to be the case for runaway electrons in Publication II.
The advection-diffusion model can be used to supplement orbit-following
calculations, or the transport coefficients can be provided for orbit-averaged
codes, where they can account for the transport induced by the magnetic
field perturbations.

4.1 Collisionlesss transport mechanisms

Here we introduce the mechanisms that are responsible for fast ion colli-
sionless losses in a static magnetic field. These mechanisms actually cover
two separate processes: loss mechanisms and transport. Loss mechanisms,
which are open-field-line losses and gradient-drift losses, simply describe
how particles end up at the wall. Open-field line losses occur when parti-
cles, either born in open field line region or taken there by orbit excursion
or some transport process, follow field lines until they encounter material
surface, usually the divertor. Gradient-drift losses are particles whose
orbit width due to the ∇B-drift is large enough that they become lost. We
make the distinction between these two mechanisms because open-field-
line mechanism mostly affect passing particles which are then lost to the
divertor, whereas gradient-drift mechanism mostly affect trapped particles
which are then lost to the wall.

The loss mechanisms are present even in an axisymmetric field but, in
contrast, the transport mechanisms are not because transport is prohibited
by the conservation of the toroidal canonical angular momentum. In
perturbed magnetic field, the transport mechanisms can move particles
radially until they are lost via one of the loss mechanisms. In case a particle
is lost on the very first(s) orbits after being born, i.e. before experiencing
significant transport, it is referred to as first-orbit loss. First-orbit losses
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are a laminar process, whereas the transport mechanisms may involve
diffusion-like behavior. If this behavior is observed, the particle orbits
must be chaotic because diffusion cannot arise in a deterministic system
(recall that we are discussing collisionless transport). We now proceed
to present all collisionless transport processes which, along with the loss
mechanisms, are illustrated in Fig. 4.2.

If the toroidal field has a ripple, i.e. its strength varies toroidally, then
stochastic-ripple transport may be present. Ideally, the ripple is periodic
(if it is caused by the toroidal-field coils) and has the following form Bφ =

(B0R0/R)(1 + δ(R, z) cosNφ), where δ is the ripple strength

δ =
Bmax −Bmin

Bmax +Bmin
, (4.1)

and Bmax and Bmin refer to the toroidal extrema of Bφ. With ripple present,
trapped particles have their turning points at different values of R de-
pending on what is the magnetic field strength at that toroidal angle.
Orbits become chaotic, leading to stochastic-ripple transport, if the ripple
magnitude at the turning points exceeds the critical value [47]

δcrit =
1

ρg(∂q/∂ψ)

(
ε

πNq

) 3
2

, (4.2)

where N is the toroidal mode of the perturbation, ρg the particle gyroradius,
q the safety factor, and ψ the poloidal magnetic flux. There is also a
possibility that this process is enhanced if the particle meets the resonance
condition k = Nωprc/ωb, where ωprc is the precession frequency, ωb is the
bounce frequency, and k = 0, ±1, ±2, . . . [48]. Otherwise, the stochastic-
ripple transport is diffusive with the coefficient

D ∼
Nπq3δ2ρ2g
ε3 sin θt

ωb, (4.3)

where θt is the poloidal angle of the banana tip point. One should note here
that even though we define the toroidal-field ripple to be any toroidal vari-
ation in the toroidal field strength, Eq. (4.1), the stochastic-ripple criterion,
Eq. (4.2), and the diffusion coefficient, Eq. (4.3), assume that the ripple is
periodic. Stochastic-ripple transport occurs even if the perturbation is non-
periodic, but we cannot expect that these estimates for the transport are
valid in these circumstances. As we shall see, ITER has also non-periodic
components contributing to the ripple.

Toroidal field ripple also leads to a more direct transport mechanism,
the ripple-trapping. These mechanisms affects particles that are not only
poloidally trapped, as banana particles are, but also toroidally trapped,
which is why these particles are sometimes referred to as super bananas.
Toroidal trapping occurs when particle’s magnetic momentum prevents
it from escaping from a ripple well, as illustrated in Fig.4.1. Ripple wells

54



Modelling fast particles in ITER

Figure 4.1. Magnetic field strength along a magnetic field line illustrating mechanics of
toroidal trapping. Blue curve is the field strength in axisymmetric tokamak
and orange curve includes the ripple due to toroidal field coils. A particle is
reflected when Ekin = μB. Passing particles have small-enough μ that this
does not happen at any point. Banana particles are reflected at the same
poloidal angle on each side because the field has 1/R dependency. For super-
bananas, μ is so large that they are reflected due to the toroidal variation in
the field and, as such the reflection may be poloidally assymmetric.

can be formed by two adjacent toroidal-field coils. The ripple-trapping
transport arises when the particle keeps oscillating inside the well, but
now the ∇B-drift is not cancelled and the net effect is that the particle will
drift radially.

A particle is inside a ripple well when a∗ < 1, where the so-called ripple-
well parameter a∗ is given by [49]

a∗ ≡
∣∣∣∣∣
∂B̄
∂l

∂B̃
∂l

∣∣∣∣∣ , (4.4)

where B̄ is the axisymmetric field, B̃ is the non-axisymmetric perturbation,
and ∂

∂l refers to derivative along the field line. Essentially the trapping con-
dition, |∂B̃/∂l| < |∂B̄/∂l|, means the total magnetic field is not monotonous
along the particle path. In a circular tokamak, the trapping condition can
be expressed as

R| sin θ|
Nqδ

< 1, (4.5)

where θ is the poloidal angle. The velocity at which particles drift from
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a) b) c) d) e) f)

Figure 4.2. Collisionless loss processes illustrated by one particle launched at OMP (outer
mid-plane). The particle trajectory is shown in blue, the wall with black solid
curve, and the separatrix with a dashed line. The processes are: a) Open-
field-line loss. b) Wide-banana loss. c) Ripple-trapping. d) Stochastic-ripple
transport. e) Stochastic field-line transport. f) Perturbed-banana transport.

ripple wells can be approximated as [50]

K ∼ vρg
2R

. (4.6)

Together ripple-trapping and stochastic-ripple transport are called ripple-
induced mechanisms.

In an axisymmetric field the field lines form flux surfaces. When a
perturbation of the form δψ = α cos(nφ−mθ), where n,m ∈ Q, is applied,
the flux surfaces become distorted as [51]

ψ − ψ0 =
αq cos(nφ−mθ)

qn−m
, (4.7)

where ψ0 is the original flux surface, but they still form nested toroids.
However, this solution diverges at q = m/n, i.e., at the so-called rational
surfaces, and at these locations flux tubes are formed. In poloidal plane
these appear as magnetic islands whose width depends on the amplitude
of the magnetic perturbation, α, as

Δψ = 4

√
αq2

q′
. (4.8)

The island formation is connected to particle transport, because when
two islands overlap the region becomes ergodic (individual field lines fill
a volume instead of a surface) and well-defined flux surfaces no longer
exist. See Fig. 4.4 (e) for an example of a field with an ergodic region. At
the very edge (ρ > 0.98 in Fig. 4.4 (e)) this increases laminar flow as the
open-field-line region extends inside the former separatrix. Deeper inside
(0.86 < ρ < 0.98 in Fig. 4.4 (e)), the field lines in ergodic region are chaotic,
and passing particles diffuse radially as they follow these field lines [52].
This is the stochastic-field-line transport, which can be approximated with
a diffusion coefficient

D ∼ ω−1
t v2‖ b̃

2, (4.9)
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a) b)

Figure 4.3. Coils and ferritic components that contribute to the ITER magnetic field.
a) Major coils and ferritic components: Poloidal field coils (blue), central
solenoid (dark blue), TF-coils (grey), ferritic inserts (green), and test blanket
modules (red). b) ELM control coils (upper, equatorial, and lower). A TF-coil
is shown for reference. Original source for (a) is Ref. [53] and for (b) Ref. [2].

where b̃2 =
〈
(δB/B)2

〉
is the normalized perturbation variance and ωt is

the passing particle transit frequency.
Finally, there is the perturbed-banana transport identified in ITER sim-

ulations in Publication I. Unlike other mechanisms, its significance has
not been verified experimentally. The perturbed-banana transport is akin
to stochastic-ripple transport except that it affects marginally trapped
particles only, and it is due to toroidal variation of the poloidal field. This
variation leads to stochastization of turning point locations and trans-
port. It was identified that especially the variation in the poloidal field
strength near the X-point causes the turning point stochastization. Since
the poloidal field strength is small near the X-point, a small variation in
the field strength has significant impact on how long it takes for a particle
to cross that region. The more time it takes for the particle to cross, the
larger its orbit width become. Therefore, if there is a toroidal variation in
poloidal field near the X-point, orbit widths of marginally trapped particles
will depend on the toroidal angle at which they cross the X-point region.
Similar to stochastic-ripple transport, the perturbed-banana transport
may also be resonant.

4.2 Sources of externally-induced magnetic perturbations

All discussed transport mechanisms will be present in ITER. The physical
components that break the field axisymmetry are shown in Fig. 4.3.

Most prominent feature in ITER is the toroidal field (TF) ripple, which
is larger than in the current tokamak flagship, JET, due to ITER having
only 18 TF coils while JET has 32. Ripple-induced losses have been a great
concern for tokamaks and stellarators alike, but experiments in JFT-2M
and JT60-U showed that the ripple-losses can be mitigated with ferritic
inserts (FIs) [54], [55]. For this reason ITER has FIs located at all TF
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coil positions; when magnetized, the FIs weaken the field at each coil
position thus reducing the ripple. Even though less ferritic material can
be placed on sectors where NBI ports are2, predictive simulations have
found that FIs reduce ripple-induced losses to tolerable levels [56], [57].
As a note, current design of European DEMO does not include FIs, but
simulations have found that the ripple-induced losses nonetheless remain
accetable [58]. However, the reason for this is because the TF coils are
located so far from the plasma that the ripple inside the plasma is small.

Ripple-like but toroidally and poloidally localized perturbation is caused
by the test blanket modules (TBMs), made of ferritic steel, which purpose
is to fulfill the other ITER objective of demonstrating tritium breeding.
ITER will have three pairs of TBMs that are located close to the outer mid-
plane (OMP) between TF coils. Initially, mock-up experiments at DIII-D,
using external coils, raised concerns that TBMs could lead to localised fast
ion hot spots on the wall [59]. These concerns have later been eased for
ITER by predictive simulations [1], [4], [60] with the caveat that these
simulations have not yet addressed the possibility of a synergy between
TBMs and MHD that could cause additional losses [61].

However, with the so-called ELM control coils (ECCs) there are large
uncertainties on how they affect fast ion confinement. ELMs are charac-
terised by sudden burst of particles and energy from the H-mode (high-
confinement mode) pedestal, but mitigating them with external coils have
shown to be effective [62], [63]. ECCs are used to intentionally create
(resonant) magnetic perturbations at the plasma edge, and this causes the
edge region to become stochastic. ITER has three rows of ECCs that are
capable of producing toroidal mode n = 1–3 perturbations, and the objec-
tive is to find a coil current configuration (amplitude, poloidal phasings
and toroidal mode) that mitigates ELMs without unacceptable fast ion
losses. This issue has been studied computationally but it remains open as
it has become clear that the effect of plasma response must be included for
valid predictions [2], [64]. The response is stronger for perturbations with
low toroidal mode numbers, so taking plasma response into account is not
necessary for ripple, FIs, and TBMs [65].

4.2.1 Perturbed magnetic field structure

We now proceed to discuss the magnetic field structure in the ITER baseline
scenario with externally-induced perturbations present. This overview is
based on fast-ion loss studies in Refs. [1]–[4] and Publication I. Description
on the procedure of constructing magnetic fields is provided in Ref. [53],
and for plasma equilibrium and profiles see Ref. [66]. How ELM control
coils and plasma response were included is discussed in Ref. [65] and

2 This is because beam ducts are on locations where there would be ferritic
material otherwise.
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Figure 4.4. Magnetic field structure in different magnetic configurations illustrated with
Poincaré plots. A Poincaré plot is constructed by following a field-line marker
and marking down the location each time the marker passes through a pre-
defined plane. Here, several field lines were traced and their (ρ, φ)-coordinates
were marked each time they passed the OMP. Colors are used to separate
different field lines. The radial coordinate is ρ =

√
(Ψ−Ψaxis)/(Ψsep −Ψaxis),

where Ψsep (Ψaxis) is the poloidal field flux at separatrix (on axis). [Fig. A2 of
PV]

Publication I. Here, we use the same ELM current coil configuration
(I = 45 kAt, N = 3, phases [86◦ 0◦ 6◦]) as in the previous studies. Plasma
response for this case was calculated separately by MARS-F and JOREK,
and observable difference in fast ion losses was found (in I) depending
which code produced the plasma response. Here, when referring to the
plasma response, we specifically refer to the one calculated by MARS-F.

Magnetic fields with various perturbations present are studied. We
denote the axisymmetric case with 2D and the case with only TF-coil ripple
as TF. The field complexity is increased by adding additional perturbations:
first we add ferritic inserts (this case is referred as + FI), then test blanket
modules (+ TBM), ELM control coils (+ ECC), and finally plasma response
(+ PR) which should closest of what the field in ITER will be. Ripple and
magnetic field stochastization are discussed separately.

Figure 4.4 shows magnetic field Poincaré plot in each case, which can
be used to assess the structure of the flux surfaces. In the 2D case, the
axisymmetric field appears as straight solid-lines except for the dashed
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lines indicating a rational surface. With TF coils, the lines become bent
with the periodicity given by the number of TF coils. FIs smooth the
ripple but (narrow) magnetic islands appear because the perturbation
consists of several modes than just the n = 18 mode. With TBMs, the only
significant change is the appearance of three bent protrusions at sectors
where TBMs are located. Generally speaking, there is little difference in
flux surface structure between 2D, FI, +FI, and +TBM cases. However,
with ECCs, large islands appear and the field become stochastic all the
way to ρ = 0.9. Plasma response narrows islands and heals some of the
broken field structure, but a laminar region appears at the edge. Laminar
region appears as a white region because there the field lines are lost to
wall within a few orbits.

The magnetic field ripple in these cases is visualized in Fig. 4.5, where
(a) shows the toroidal variation in the field, (b) shows the location of ripple
wells, and (c) shows where the stochastic-ripple transport condition is met
for alpha particles. With only TF coils present, the ripple is strong and
periodic, but FIs mitigate it effectively except at the NBI locations. TBMs
produce non-periodic perturbation that is stronger than the unmitigated
ripple but localized. In this case, ECCs have no significant effect on the
ripple and neither does PR. Therefore, these two cases are not discussed
further in this context.

The ripple well in Fig. 4.5 (b) is widest for TF case as is the stochastic-
ripple transport region in (c). This is expected due to ripple being strongest
in that case but, nonetheless, both ripple-well and stochastic-ripple trans-
port region only affect particles born at the edge (70 – 80 cm from the
separatrix or, equivalently, ρ > 0.75). With FIs, both regions decrease in
size, but with TBMs, they are somewhat enhanced even though not to the
extent of the TF case. TBMs enhance stochastic-ripple transport region
especially at the OMP, showing that the perturbation they produce is also
poloidally limited.

4.3 Estimating fast ion losses

The published work in Refs. [1]–[4] and Publication I already assessed how
much power is lost and how high the wall loads get when different ITER
components are considered. Furthermore, the previous sections presented
how particles can be lost via collisionless transport mechanisms, discussed
how the mechanisms are connected to magnetic field line perturbations,
and showed how the perturbations arise from ITER components. Our next
object is to relate the collisionless transport mechanisms and magnetic
field structure to simulated fast ion losses.

By connecting the simulation results to what is known about underly-
ing physical mechanisms, not only the confidence in results is increased,
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a) Ripple at OMP separatrix b) Ripple well

c) Ripple magnitude

TF + FI + TBM

Figure 4.5. Illustration of the toroidal magnetic field ripple in different magnetic configu-
rations. a) Variation of the toroidal field strength near the outer mid-plane
separatrix, (R = 8.2, z = 0.64), as a function of toroidal angle. The top one plot
shows the cases TF, +FI, +TBM, and the bottom one case +ECC, using +TBM
as a reference. b) Ripple wells. Colored lines limit the region where a∗ < 1 in
each case. c) Ripple magnitude (contours) and regions where stochastic-ripple
transport criterion, δ > δcrit, is met for alpha particles with ρg = 5 cm (blue).
Black curves show the separatrix location. Even though the ripple is not
periodic in +FI and +TBM cases, we have used N = 18 in all cases when
evaluating δcrit. [Fig. A1 of PV]
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but it becomes possible to perform faster simulations for future studies.
Specifically, we address the following points:

• Can we quantitatively estimate collisionless losses due to a specific
transport mechanism? This would increase the reliability of the results.

• Can we quantitatively connect collisionless transport mechanisms and
the magnetic field structure? This would further increase reliability
and provide an estimate for losses without carrying out time-consuming
orbit-following computations.

• Can we predict where on the wall or the divertor losses contribute based
on where the losses originate in phase-space? This would provide a
way to optimize marker initialization so that the signal-to-noise ratio is
increased as a greater fraction of simulated markers contribute to losses
and wall loads.

• Can we treat the fast ion transport in 3D fields as a collisionless process?
This would enable us to treat fast ion transport as a 1D process since
energy and magnetic moment would be invariant3.

The last bullet is relevant for the advection-diffusion modelling to be
discussed in the next section. The research in this and the following
sections were the subject of Publication V, while some of the results were
published and the loss-maps introduced in Publication I.

We already showed that the particle orbit topology defines the collision-
less transport mechanism the particle is affected by, e.g., strongly trapped
particles may experience ripple-trapping and passing particles stochastic-
field line transport. To answer the first three bullets, we need to quantify
this relation. A particle orbit, in an axisymmetric field with no collisions,
is defined by its constants of motion: energy E, toroidal canonical angular
momentum Pφ, and magnetic moment μ. In non-axisymmetric case with
collisions, there are no constants of motion but we still can use (E, Pφ, μ)

to categorize orbits. We can restrain the parameter space by dropping E

if we assume energy has a fixed value, for example, NBI ions are born at
discrete energies, and the alpha particle energy distribution is peaked at
3.5 MeV.

It has been already shown how orbit topologies can be distinguished in
(Pφ, μ)-plane [67], [68]. However, we use a different set of coordinates that

3Since the magnetic moment is an adiabatic invariant, it is only conserved if the
length scale of the magnetic field gradient is large compared to the Larmor radius.
While this holds for most tokamaks, the conservation of the magnetic moment
should not be taken for granted for e.g. spherical tokamaks.
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Figure 4.6. Loss channels in the (ρ, ξ)-space.
Each colored region corresponds
to a different loss or trans-
port mechanism: (orange) open-
field-line losses, (yellow) gradient-
drift losses, (blue) stochastic rip-
ple transport, (light blue) ripple-
trapping, (green) stochastic field-
line transport, (purple) perturbed
banana transport. Passing-trapped
boundaries are shown with dashed
red lines. [Fig. 1 of PV]

we find more intuitive4: (ρ′, ξ′) — the normalized poloidal flux coordinate
and the pitch (ξ = v‖/v) marker has at the outer mid-plane. We find these
coordinates for any particle by first evaluating its (Pφ, μ) values. Next,
we define a (ρ, ξ)-grid and evaluate what are (Pφ, μ) values of the grid
nodes when they are evaluated at the OMP. In this way we can find (ρ′, ξ′)
values for which we have Pφ ≈ Pφ(ρ

′, ξ′) and μ ≈ μ(ρ′, ξ′). Passing particles
have one solution while trapped particles have two, and we choose the
one where ξ′ has the same sign as the particle’s pitch has at its current
position. On the (ρ′, ξ′) plane, collisionless transport mechanisms can be
easily identified as exemplified in Fig. 4.6. We shall return to this topic of
identifying transport mechanisms, and creating loss maps, once we have
discussed marker initialization using the (ρ′, ξ′) space.

4.3.1 Marker initialization

Loss channels can be identified on the (ρ′, ξ′) plane by dividing markers
into (ρ′, ξ′) histogram according to their initial state, and then carrying
out the orbit following simulation. Loss channels appear when one counts
the fraction of particles lost on each bin. This can be done most efficiently
by ensuring there are approximately equal number of markers in each bin.
In order to distribute markers evenly, one needs to distinguish particle
distribution, marker distribution, and weighted marker (or test particle)
distribution from one another.

A particle distribution represents the chosen test particle population,
and it is used to assign weights to markers. It can also represent a source.
For example, the alpha particle birth rate and the beam ionization rate are
particle distributions.

A marker distribution is a probability distribution from which marker
coordinates are sampled when markers are initialized for the simulation.
In other words, it is the distribution of markers when marker weights are

4This choice of coordinates is very similar to the ones used in Refs. [69], [70].
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not considered. One can choose the marker distribution freely to suit the
simulation needs. For example, if one wishes to simulate losses due to 3D
field effects, initializing markers in the core serves no purpose as those
markers will be confined. One can then fix the marker distribution to zero
in the core which ensures that no marker will be initialized there.

A weighted marker distribution is distribution of markers when also
the weights are accounted for. In principle, but not in practice, weighted
marker distribution is just the particle distribution multiplied by the
marker distribution. We can illustrate what is the weighted marker distri-
bution with yet another example. We can integrate, e.g., the ITER alpha
particle distribution to find that the alpha power is 100 MW. However, if
we are interested only in alpha particle losses, we only need to simulate
particles born near the edge. After markers have been initialized and
weights assigned, integrating the weighted marker distribution gives only
10 MW which is the alpha power at the edge. This is the test particle
population that the markers represent.

Since we assume that the particle population to be simulated has a
distinct initial energy, we can represent all three (particle, marker, and
weighted marker) distributions with (R, z, ξ) histograms. A traditional
way to generate markers is to assume that the marker distribution has
the same shape as the particle distribution, in which case all markers
would have equal weights. Another traditional way is to assume that
the marker distribution is uniform, or weighted so that more markers
will be initialized at the edge. Regardless of what traditional method is
used, the markers’ pitch distribution would be equal to that of the particle
distribution. This would not result in uniform distribution in (ρ′, ξ′)-space.
We shall demonstrate this observation for alpha particles.

One can conceive a marker distribution that is uniform in (ρ′, ξ′)-space by
starting from a (ρ′, ξ′)-grid. Each node in the grid has equal (probability)
weight and the nodes are mapped to (Pφ, μ)-space where they appear
as a set of points. Each point in (Pφ, μ)-space still has an equal weight.
The next step is to map those points to real-space (R, z, ξ), which is also
divided into a regular grid. Since each (Pφ, μ) point corresponds to multiple
(R, z, ξ)-bins, to all those that lie along the orbit, the weight from a single
point is divided evenly to all corresponding bins. By normalizing the result,
we have arrived at a marker distribution in (R, z, ξ)-space that is almost5

uniform in (ρ′, ξ′)-space.
We have applied this procedure to generate simulation markers, repre-

senting edge-born alpha particles, and the result is shown in Fig. 4.7. In
(a), the particle distribution, or actually its Rz-profile, is the birth rate of
fusion-born alphas. A marker distribution in (b) was constructed so that
it is uniform in (ρ′, ξ′)-space as shown in (d). Markers are only initialized

5The transformation is not exact and some bias remains.
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a) b) c)

d) e)

Figure 4.7. Distributions related to marker initialization, optimized for loss calculations,
for fusion alphas. (a) Physical particle distribution of alpha particle birth
rate. (b) Marker distribution chosen so that it is uniform in (ρ′, ξ′)-space and
only represents the edge population. (c) Weighted marker distribution. All
these distributions are given in (R, z, ξ) but here only the Rz-profile is shown.
(d) Marker and (e) weighted marker distribution in (ρ′, ξ′). Since weighted
marker distribution represents the test particle population at the edge, (e)
is same for the population in (a) if only particles at ρ′ > 0.8 are considered.
[Fig. 2 of PV]

at ρ′ > 0.8 because earlier simulations have shown that very little losses
originate further inside the plasma. Note that the marker distribution
has largest intensity near the OMP. While all (ρ′, ξ′) values contribute in
this region, the ones with small ξ′, which corresponding to deeply trapped
particles, deposit their entire contribution.

The simulation markers are generated by drawing requested number of
markers from the marker distribution, and then assigning them weights
according to particle distribution. The weight is the alpha particle birth
rate in a given (R, z, ξ) bin divided by the number of markers the bin
contains. This results in the weighted marker distribution in Fig. 4.7 (c).
It is equivalent to (a), even the same scale is used, except for the fact
that in these circumstances only the edge population is represented. The
weighted marker distribution and the particle distribution have the same
(ρ′, ξ′)-space distribution shown in (e). Note that (e) is how the markers
would be distributed if they were generated with the traditional way:
particles that are potentially lost via ripple-induced mechanisms would be
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poorly represented. With the novel way of distributing markers as in (d),
we obtain good statistics on all loss channels with reasonable number of
markers.

4.3.2 Generating and analyzing loss maps

We carry out slowing-down simulations of fusion alphas, for the different
magnetic field configurations we discussed, using the marker generation
procedure we described in section 4.3.1. Markers are simulated (with colli-
sions) until they i) hit vessel wall ii) slow-down to 10 keV, or iii) exceed the
simulation time of 0.1 s, during which most losses occur. Markers are simu-
lated using the adaptive guiding center integration. As a result, we obtain
the loss maps shown in Fig. 4.8. With loss maps, we can quantitatively
estimate collisionless losses due to a specific transport mechanism. This
is accomplished by the particle birth distribution in (ρ′, ξ′)-space with the
fraction of particles lost in regions of interest. However, here our focus is in
the method, not in results, and hence we do not provide the lost power due
to the different transport mechanisms. Instead, we will describe how loss
dynamics evolve in Fig. 4.8 as more and more perturbations are included.

Recalling Fig. 4.6, different loss channels can be identified from the
results. We know that in the axisymmetric case there should be only
first-orbit losses and collisional losses. Indeed, (a) has a yellow area that
corresponds to first orbit losses. The area is on the side of negative pitch
because those are the outward-opening orbits in ITER. The first-orbit losses
are rapid and the finger-like shape remain unchanged in all cases. The
first-orbit loss channel consists of passing particles and marginally trapped
bananas. The collisional losses appear as (light) purple because they occur
slowly and diffusively. Collisional losses appear next to the collisionless
loss channels in all cases because the collisions scatter particles to these
existing loss channels. For alpha particles the neoclassical transport itself
is not enough to cause losses6. Most particles are thermalized before they
are scattered to a loss channel, which is why the fraction of particles lost
decrease rapidly as one moves away from the loss channels.

Ripple-induced losses (large green region) appear when the TF coil ripple
is introduced in (b). One cannot exactly separate the ripple-trapping
and stochastic-ripple diffusion using just this figure. However, one can
argue that most of this loss channel is caused by the stochastic-ripple
transport since the loss-time is comparatively long considering that the
ripple-trapping mechanism is advective. The yellow dots at ρ ≈ 0.97 imply
faster transport and, as such, might be caused by the ripple-trapping.

Introducing FIs (c) and TBMs (d) only affects the ripple-induced loss
channel. FIs are effective at mitigating the ripple and the green region

6Neoclassical transport becomes relevant once the alpha particle energy ap-
proaches the critical energy, as will be demonstrated in section 4.3.5.

66



Modelling fast particles in ITER

a) 2D b) TF c) + FI

d) + TBM e) + ECC f) + PR

Figure 4.8. Loss maps for alpha particles during slowing-down in different magnetic
configurations. The plot shows particle birth position in (ρ′, ξ′) space, and
the fraction of markers lost from that region and their mean loss time. The
color shows the mean loss time and the color lightness is varied according to
what is the fraction of particles lost locally; no losses occur on regions that
appear white. The black contours provide guidance by showing where over
90 % (thick line) and 10 % (thin line) of particles are lost. The red dotted lines
show trapped-passing boundary. [Fig. 3 of PV]

diminishes when those are included. TBMs cause the green region to grow
slightly but not to the extent it was without FIs. The ripple-induced loss
channel is not significantly modified further in +ECC and +PR cases.

So far stochastic-field line losses have been absent, but they appear once
ELM control coils are activated in (e). Blue and purple regions appear in
the passing particle region, and they extend more inwards on the side of
the negative pitch (outward-opening orbits). The time-scale of these losses
indicates a diffusive process. There is also an increase in collisional losses
in the trapped particle region.

As demonstrated, different loss channels can be observed in the loss
map. The appearance and disappearance of loss channels, when different
perturbations are included, is what we expected based on the underlying
transport mechanisms and how different components modify the magnetic
field. Furthermore, once the loss map is constructed, we can use it to
estimate losses for other particle distributions. All we need to do is to
transform the particle distribution to (ρ′, ξ′)-space and multiply it with
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the fraction of particles lost. However, this assumes all particles are lost
at their birth energy. One can build a more sophisticated calculation by
estimating how much energy is deposited via the slowing-down process
during the loss-time. We can avoid this by considering only losses that
occur in a collisionless time-scale. The slowing-down simulation gives that
the lost power within 10 ms is 1.24 MW. The loss-map estimate for the
lost power is 0.80 MW when the particle distribution is multiplied with
the fraction of lost particles, where only the regions with mean loss time
smaller than 10 ms are accounted for.

4.3.3 Projecting loss channels

One of the perplexing results found in Ref. [1] was that introducing TBMs
increased losses only slightly. This is perplexing considering that the
TBM perturbation is locally stronger than the TF coil ripple (Fig. 4.5 (a)).
The slight increase was ascribed to the fact that the perturbation is more
localized, both toroidally and poloidally, than the TF coil ripple is. Loss
maps show that, indeed, the ripple-induced loss channel is not as wide,
or deep, with TBMs as it is in the TF case. TBMs do make the channel
penetrate deeper than with just FIs. However, it is not the depth of the
channel but its width that contributes to losses. If one recalls how alpha
particles are distributed in (ρ′, ξ′)-space (Fig. 4.7 (e)), we found that the
alpha particle density is low in the region where the ripple-induced loss
channel is located in the +TBM case. The same argument applies for
beam ions which is why beam losses were found to be insignificant in all
simulated scenarios when the magnetic field perturbations consisted only
of mitigated TF coil ripple and TBMs. The ELM control coils have much
greater potential to cause significant losses since the induced loss channels
are located where the alpha particle (and beam ion) density is higher.

We can further reveal the connection between the different loss channels
and the magnetic field structure, by using the analytical expressions to
"project" different transport mechanisms to the (alpha) particle (ρ′, ξ′)-
space. The ripple-trapping and stochastic-ripple transport affects particles
which pitch is zero in the ripple-well region or in the region where the
stochastic-ripple criterion is met (Fig. 4.5). Therefore, we can project these
regions to the (ρ′, ξ′)-space by placing markers with zero pitch on the Rz-
plane inside these regions, and mapping the marker (R, z, ξ) coordinates
to (ρ′, ξ′). We can project the stochastic-field line region in a similar man-
ner. Poincaré plots (Fig. 4.4) give the ρ value at which the field become
stochastic. Populating this region on the Rz-plane with markers of varying
pitch, and choosing only the ones that are passing, the stochastic region
can be mapped to the (ρ′, ξ′)-space. First-orbit losses can also be included
by projecting those markers which orbits make an excursion outside the
separatrix.
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a) b) c)

Figure 4.9. Comparison between losses evaluated with orbit-following method and loss
regimes deduced from magnetic field structure for cases (a) TF (b) +ECC,
and (c) +PR. Thin and thick black lines are the 10% and 90% loss contours
from orbit-following calculations. The ripple-trapping region (white contour),
first-orbit-loss region (olive), stochastic-field-line transport region (green),
and stochastic ripple-region (light green and blue) were evaluated from the
magnetic field data. The stochastic-ripple region shows the value of the
diffusion coefficient: the coefficient is small (D < 0.1 m2/s) at the green area
and large (D > 10 m2/s) at the blue region. [Fig. 6 of PV]

In addition to projecting the stochastic-ripple region, we also project
the value of the stochastic-ripple diffusion coefficient Eq. (4.3). We do so
because the stochastic-ripple region only indicates that the transport is
possible, but the diffusion coefficient will tell if the transport is significant.

To assess how well the projections predict the loss-channel locations,
we compare the projections to the orbit-following results. We make these
comparisons for the TF, +ECC and +PR cases which loss maps we have
already presented in Fig. 4.8. As a result, when loss channels have been
projected, we obtain the figure 4.9. The projections, indicated by the
colors and the white contour, are shown along with the loss fraction (black
contours) which was obtained from the orbit-following calculations.

The TF case in Fig. 4.9 (a) has no stochastic-field-line loss channel, so
there we can compare the first-orbit projection to losses. Projection of the
first-orbit losses (olive region) is almost completely enclosed by the thick
black contour. However, recalling the axisymmetric case in Fig. 4.8 (a), the
first-orbit loss channel does not extent to narrow bananas (ξ′ < −0.5) like
the projection implies. This is because the projection does not take into
account that there is a gap between the wall and the separatrix, and the
narrow bananas do not reach the wall.

The region where the stochastic-ripple transport criterion is met (light
green) is almost equal in all cases. One would be tempted to state that
this projection can be used to predict losses as there is a good match in (a)
between the green region and the 10% loss contour. Unfortunately, there
is little agreement in (b) and (c) and, as such, we resist the temptation. On
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the other hand, the region where the diffusion coefficient is large (blue)
matches the 90% loss contour in all cases. It is difficult to say whether the
ripple-well projection (white contours) can be used to project losses since it
is enclosed by the blue region in all cases.

There seems to be a discrepancy in (b) and (c), where the region where
the stochastic-ripple diffusion coefficient is significant (blue) extends to
ρ′ < 0.9, yet there are little losses there. This is because particles do not
travel vertically in (ρ′, ξ′)-space, not even when collisions are disabled
and no scattering in ξ′ occurs. When marker’s ρ′ coordinate increases, |ξ′|
increases as well since the magnetic field (at the OMP) becomes weaker
and magnetic moment is conserved. Therefore, even though a particle born
further inside the plasma has ξ′ close to zero and, thus, experiences ripple-
induced transport, it escapes the loss channel if the channel is narrow as
it is in (b) and (c).

The projection of the stochastic-field line region (dark green) falls between
the 10% and 90% loss-fraction contours in Figs. 4.9 (b) and (c) where the
mechanism is present. One should note that in (c) there is a narrow region
near ξ′ = −0.6 where the loss fraction is over 90% but the region is not
covered by any projected transport processes, i.e., the olive, blue, or dark
green regions. These losses are due to the perturbed banana transport,
which we did not project. It can be projected once we have established a
similar criterion for it as for other transport mechanisms.

This analysis shows that we can connect quantitatively collisionless trans-
port mechanisms and the magnetic field structure. It is not always certain
whether a result obtained from orbit-following code is valid or, e.g., due
to faulty inputs. As is the case for ITER, the results cannot be verified
experimentally yet. However, we can now estimate what the losses would
be based on the magnetic field structure alone, without running a (time-
consuming) orbit-following simulation. We take the +PR case, Fig. 4.9 (c),
as an example, and estimate the lost power based on the magnetic field
structure and compare it to the orbit-following result. We can estimate
the losses by assuming that all particles born inside the projected loss
channels, i.e., the olive; blue; and dark green regions, are lost immediately.
Since the magnetic-field based estimate does not account for the collisional
scattering, we only count those losses from the orbit-following simulation
that happen in a collisionless time-scale, i.e., within 10 ms. The magnetic-
field based estimate gives 1.24 MW of losses while the orbit-following
calculation gave 1.18 MW of lost power.

4.3.4 Connection to wall impact points

The orbit-following method is frequently employed to assess the peak power
loads on the wall elements or the signal to a fast-ion loss detector. Estimat-
ing peak power loads, or detector signals, with orbit-following method is
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i) Wall projection

ii) Divertor

a) b)

c) d)

e) f) g) h)

Figure 4.10. Connection between particles’ birth locations in (ρ′, ξ′)-space and their final
location on the wall or the divertor. The wall projection is shown in (i) and
the close-up of the divertor in (ii). The four plots on the upper-left corner
shows the loss maps for particles that have hit the specific region on the
wall: (a) OMP losses, (b) Upper wall losses, (c) Below OMP losses, (d) Bottom
wall losses. The divertor losses: (e) Inner leg losses, (f) Outer leg losses, (g)
Under-the-dome losses, (h) Dome losses. [Fig. 7 of PV]

computationally tedious task that can require millions of markers before
results converge [4]. The loss maps can be utilized for this purpose by
weighting the marker distribution in (ρ′, ξ′)-space so that more markers
are born on loss channels (of interest). Furthermore, if only markers at
specific region in (ρ′, ξ′) end up at the wall element that is of interest, as
was the case in Publication I, marker distribution can be localised further
increasing the signal-to noise ratio.

Figure 4.10 shows that there is a connection between particle initial
position and where at the wall it is lost. We immediately notice that no
passing particles are lost to the wall as they all end up to the divertor. Most
ripple-induced losses are lost to OMP (a), but some, probably those that
were ripple-trapped, are lost under the OMP (c). Some wider bananas are
lost to the top (b) and some, although much fewer, are lost to the bottom
region (d).

At the divertor, all co-passing particles are lost to the inner divertor
leg (e) and counter-passing to the outer leg (f). Some marginally trapped
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particles born with a negative pitch are lost to the inner leg (e) as well.
These are particles which orbit on the HFS would make an excursion below
the X-point but, since they cannot cross there, they follow the field lines to
the divertor inner leg. The same thing happens for particles who, on the
LFS, try to cross the X-point below. One can clearly observe that there is
a "slit" in (f) near the trapped-passing region, and that the slit is left by
the marginally trapped particles which end up to the inner leg (e). The top
edge of the hole divides trapped particles to those which reflection point is
at HFS and to those who have it at LFS. There are also some particles in
(f) with initially positive pitch that are lost to the inner leg via this process.

Finally, trapped particles contribute to the under-the-dome (g) and dome
(h) losses. Particles can reach the under-the-dome region, if they are
reflected (second time) before they hit the inner divertor leg. The particles
lost on the dome are marginally trapped particles or wide banana particles.
Note that some of the wide banana particles were lost to (b) and so they do
not contribute to the divertor losses.

These analyses confirmed that we can predict where on the wall or the
divertor losses contribute based on where the losses originate in phase-space.
However, one should note that this analysis is ITER specific, and the exact
locations of the wall loads vary between machines and different operating
scenarios. Another consideration is that accounting for the Larmor radius
near the wall can be important when assessing impact points. The simu-
lations performed here used guiding center approximation but we expect
the main conclusion, that there is a close relationship between the impact
points and a particle’s initial position, to hold even when this analysis
repeated with gyro-orbit simulations.

4.3.5 Role of collisions

The loss maps have been used here to illustrate loss channels due to
collisionless transport mechanisms in slowing-down simulations which,
naturally, involve collisions. It is therefore interesting to explore what
role, if any, collisions have on transport. An alpha particle experiences
initially little scattering since it is born above critical energy and, thus, it
only experiences slowing-down due to collisions with electrons. Scattering
becomes relevant around the critical energy when ion-ion collisions begin
to dominate. At thermal energies, scattering is so prevalent that particles
may scatter in and out of the loss channels within few orbit periods, and
the transport should be mostly neoclassical.

To verify this, the case +PR was simulated with three different alpha
particle energies: birth energy 3.5 MeV, at 500 keV which is near the
critical energy, and at thermal energy 10 keV. Simulations were run for
0.1 s, and with two settings: one where collisions were disabled, and one
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a) 3.5 MeV
No coll

b) 500 keV
No coll

c) 10 keV
No coll

d) 3.5 MeV
Pitch coll

e) 500 keV
Pitch coll

f) 10 keV
Pitch coll

Figure 4.11. Loss maps for alpha particles of different initial energies at +PR case. Simu-
lations were done twice: one without any collisions and one with just pitch
collisions, i.e., with energy collisions disabled. [Fig. 4 of PV]

where pitch scattering was enabled but energy remained constant 7.
Results are collected in Fig. 4.11 and they verify our expectations: at

3.5 MeV (a and d) collisions only slightly increase losses, becoming more
important at 500 keV (b and e), and finally dominating at 10 keV (c and f)
where losses no longer depend on pitch and the transport is neoclassical. As
a matter of fact, comparing 3.5 MeV collisionless case to the corresponding
slowing-down run (Fig. 4.8 (f)) shows that the 90% loss contours are almost
identical between these cases. The total alpha power lost in the slowing-
down simulation is 1.66 MW and 1.79 MW in the collisionless simulation.
Therefore, we can conclude that the collisionless approximation can predict
losses quite well8. Therefore, we can treat the fast ion transport in 3D fields
as a collisionless process.
7Recall that guiding center has different collision operators for pitch and energy.
8This is somewhat disheartening result considering the amount of work author
invested in developing the adaptive collision operator and implementing it to
ASCOT5.
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4.4 Advection-diffusion model for fast ions

In Publication II, it was shown that runaway electron transport in stochas-
tic magnetic field can be treated as a advection-diffusion process. The
motivation for that study was to show that an orbit-following code can
be used to evaluate transport coefficients, which can then be used in an
orbit-averaged code to capture transport due to magnetic field perturba-
tions. Here, we verify that collisionless transport of fast ions can be treated
similarly.

For runaway electrons that are strongly passing the transport is more
straight-forward because only the stochastic-field line transport is relevant.
However, the analytical results for other transport processes (except per-
turbed banana transport which has not yet been analyzed) indicate that
those can be modelled as an advection-diffusion process as well. It was
noted in Publication II that, even though the transport should be diffusive,
an advection term was needed to accurately capture the runaway electron
transport. Of course, the underlying process does not need to be either,
since for our purposes it is enough to show that it can be modelled with
good accuracy.

We employ the methods laid out in II to study fast ions but with few
alterations. First, we do not consider particles confined in magnetic islands
which was necessary for runaways; we assume fast ion orbit width to
be larger than the island width. Second, the transport coefficients are
evaluated somewhat differently. We will review the methods here and then
evaluate the transport coefficients for one of the ITER cases presented
in the last section (in Fig. 4.8). Finally, the coefficients are used in an
advection-diffusion model to estimate fast ion losses, and the result is
compared to an orbit-following calculation.

4.4.1 Computing coefficients and transport

Advection-diffusion processes are governed by the Fokker-Planck equation.
In order to solve it, one needs to set correct boundary conditions, choose
the coordinate system, and substitute the coefficients. The equation can
then be solved with a Monte Carlo method, or with less crude means such
as Crank-Nicolson method or finite element method.

As we demonstrated in section 4.3.5, the fast ion transport can be re-
garded as a collisionless process and we can treat the system as two-
dimensional in (ρ′, ξ′)-space9. However, we can replace ξ′ with the mag-
netic moment μ, in which case the transport is one-dimensional and μ

acts as a parameter. We can solve the transport in (ρ′, μ)-space for various
values of μ and then map the result to (ρ′, ξ′)-space for comparison.

The Fokker-Planck equation for the particle distribution function, f =

9Recall that ξ′ changes as particle moves in ρ′.
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f(ρ′, t;μ), reads as

∂f

∂t
= − ∂

∂ρ′
(Kf) +

∂2

∂ρ′2 (Df), (4.10)

where K(ρ′;μ) and D(ρ′;μ) are the advection and the diffusion coefficient,
respectively. We set reflecting boundary condition, ∂f(ρ′)/∂ρ′ = 0, at the
core, ρ′ = 0, and absorbing boundary condition, f(ρ′) = 0, at the separatrix,
ρ′ = 1.

Orbit-following simulations are used to evaluate the transport coeffi-
cients. First the coefficients are evaluated separately for each marker.
Then the (ρ′, ξ′) domain is divided into bins and in each bin the markers’
weighted average is used to represent K(ρ′;μ) and D(ρ′;μ). The coefficient
calculation is different for markers that are lost, as for those markers the
coefficients are evaluated from a (weighted) loss time distribution.

For confined markers, the coefficients are evaluated using similar means
as in Ref. [71]. In an ideal case, initially delta-peaked distribution evolves
as

f(ρ′, t) =
1√
4πDt

exp

(
−(ρ′ − ρ′0 −Kt)2

4Dt

)
, (4.11)

and the coefficients can be evaluated as

K =
E[ρ′i]− ρ′0

t
, (4.12)

D =
Var[ρ′i]

2t
, (4.13)

where ρ′i are recorded data points in time t for a single marker. However,
this ideal solution assumes that the transport is uniform and that the
simulation domain extends to infinity, so that the boundary conditions
can be neglected. Therefore, one should choose the simulation time t to
be short enough, when evaluating the transport coefficients, so that the
actual particle distribution resembles the ideal solution in Eq. (4.11).

In practice there are even more considerations. First, we avoid contin-
uous mapping of marker coordinates to ρ′ during the run-time, as it is
computationlly expensive procedure, by recording the marker position at
outer mid-plane where ρ = ρ′. For trapped particles, this means the sign of
the pitch must be checked and verified to be same in all crossings before
the recording is made. Secondly, we do not use the ρ′i values directly but
take an average of N subsequent crossings

ρ′j =
1

N

N∑
i

ρ′i, (4.14)

and use those values instead to evaluate K and D. We do so to reduce the
noise that arise because flux surfaces are toroidally bent. For example,
consider a passing particle in a field with just a ripple due to TF coils
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present. The particle’s ρ′i values would form a similar curve as an individ-
ual field line does in the Poincaré plot in Fig. 4.4 (b). Therefore Var[ρ′i] and,
hence, the diffusion coefficient, would not be zero even though the particle
experiences no transport. Choosing N and t is critical for success, and they
can be deduced by trial and error.

For lost markers, the coefficients are evaluated using the first-passage
time. The first passage time is the time in which a random walker, governed
by the Langevin equation, first passes ρ′1 when its initial location is ρ′0.
Assuming K > 0 and ρ′1 > ρ′0, the first-passage time is distributed as an
Inverse-Gaussian:

T (t) =

√
c2

2πt3
exp

(
−c2(t− c1)

2

2c21t

)
, (4.15)

where c1 = Δρ′/K, c2 = 2(Δρ′)2/D, and Δρ′ = ρ′1 − ρ′0. The transport
coefficients may now be evaluated as

K =
Δρ′

E[tj ]
, (4.16)

D =
2K3Var[tj ]

Δρ′
, (4.17)

where tj is the time the marker j was lost.

4.4.2 Transport coefficients and comparison to orbit-following
result

For testing purposes, the transport coefficients are evaluated for alpha par-
ticles in the +PR case because all transport mechanisms are present there,
and since it is closest to what the actual magnetic field in ITER is foreseen.
Orbit following simulation is carried for t = 1 ms, with collisions disabled,
and averaging N = 10 subsequent data points. The loss map for this 1 ms
simulation is shown in Fig. 4.12, from which we can see that only the first-
orbit loss channel has fully developed. However, the transport coefficients
provided by this simulation allow us to predict what the losses are going to
be on a longer time scale. The result of 100 ms advection-diffusion model
run is shown in Fig. 4.13 side-by-side with the corresponding (collisionless)
orbit-following result, i.e., the one in Fig. 4.11 (a). The evaluated transport
coefficients are also shown in Fig. 4.13. We will discuss this comparison,
Figs. 4.13 (d) and (e), first before discussing what the coefficients imply.

Comparing the 90% loss lines, the advection-diffusion model replicates
the overall shape but over-estimates the losses. Evaluating the total lost
power, we find that the advection-diffusion model predicts 2.46 MW of
lost power whereas they are 1.79 MW in the collisionless orbit-following
simulation. What is remarkable is that losses can be predicted with such
accuracy but using only 1/100th of the computational time required by the
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Figure 4.12. Loss map for the 1 ms simu-
lation that was used to evalu-
ate the transport coefficients.
The meaning of the differ-
ent curves is the same as in
Fig. 4.8.

full orbit-following simulation. Even though the model is not completely
accurate and cannot predict wall loads, it is useful in cases in which a fast
estimate is required or for scanning for interesting cases to be modelled
with full orbit-following runs. The accuracy increases if only those losses
that occur within a collisionless time-scale (t < 1× 10−2 s) are considered:
orbit-following simulation gives 1.22 MW and advection-diffusion model
1.42 MW of lost power in this case.

As for the coefficients, the loss channels are clearly visible in both ad-
vection and diffusion plots. Advection is strongest at the first-orbit loss
region and, even though also diffusion is strong there, it is clearly an
advection-dominated mechanism. Both advection and diffusion are present
for stochastic-field line transport, and it is interesting to note that there
appear some regions with non-zero diffusion but where no losses originate.
Ripple-well region is advection dominated and it is surrounded by thin
region where the advection is negative. In the stochastic-ripple regime
advection has no clear form unlike the diffusion coefficient. The perturbed
banana transport appears as a spike in both advection and diffusion coeffi-
cients. Coefficients are zero on regions we know no transport is present.

We could also use Eqs. (4.3), (4.6), and (4.9) to estimate the transport
coefficients, together with the mapping presented in Fig. 4.9, to estimate
what the transport would be on purely analytical basis. However, we do
not do so here but, instead, we compare the analytical coefficients to the
ones evaluated numerically. The analytical estimate is 4× 104 m/s for the
ripple trapping advection, 70 m2/s for the stochastic-ripple diffusion, and
1000 m2/s for stochastic-field line diffusion. The corresponding numerical
estimates are roughly 1×103 m/s, 50 – 100 m2/s, and 100 m2/s, respectively.
This comparison is very rough for both numerical and analytical values,
and there is significant spatial variance in their values. However, it seems
that the analytical estimates cannot replace the numerical coefficients.
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a) b) c)

d) e)

Figure 4.13. Transport coefficients and model benchmark using +PR case as a testbed. (a)
Advection and (b) diffusion coefficients from an orbit-following simulation. (c)
Péclet number P = KL/D which indicates whether transport is dominated
by advection, P > 1 (red regions), or diffusion, P < 1 (blue). For characteris-
tic length scale, L, we have chosen L = 0.1 m. Loss map generated with (d)
advection-diffusion model and with (e) orbit-following calculation.
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5. Summary and outlook

This thesis work contributes to the field of fusion plasma physics by pro-
viding tools for improved orbit-following modelling which, in this
work, were used to gain better understanding of fast ion transport
due to externally induced perturbations. Furthermore, in this thesis
we showed that the fast particle transport can be modelled as an
advection-diffusion process.

The simulations were conducted for generic ITER-type plasmas, but the
focus of this thesis lies in the development of interpretation and analysis
methods. We presented in detail novel techniques for simulating and ana-
lyzing fast-particle transport in 3D fields, which we expect to be relevant
also for non-ITER specific studies as well. In fact, this thesis was written
so that it would serve as a reference on fast-particle modelling, and on
orbit-following approach in general. For this reason, we covered the main
theoretical concepts, reviewed the physics relevant for the orbit-following
modelling and their numerical discretization, and discussed the limitations
of the test-particle approach.

Improved orbit-following modelling

Orbit-following Monte Carlo test-particle method is an efficient tool to
study fast particle transport numerically. Careful implementation requires
that physics model is verified, numerical methods do not introduce arti-
facts, and computing resources are utilized efficiently-enough so that it is
possible execute simulations with sufficient number of markers to keep
levels of Monte Carlo noise acceptable.

We consider ASCOT5, the orbit-following code that was developed as a
part of this thesis work and presented in Publication IV, to fulfill these
requirements. The guiding center equations of motion are based on Hamil-
tonian mechanics and, for collisions, the Landau operator. The code
was shown to reproduce both classical and neoclassical transport. The
Maxwellian velocity distribution for thermal particles is reproduced as
is the slowing-down distribution for fast particles. The numerical drift

79



Summary and outlook

in constants of motion was shown to be within acceptable limit. The in-
correctly implemented adaptive collision operator in ASCOT4 is properly
done in ASCOT5. The proper implementation along with the relativistic
guiding-center collision operator was presented in Publication III.

ASCOT5 utilizes computational resources much more efficiently than its
predecessor: the code is ten times faster and requires 1/64th of memory
than ASCOT4 when running on Marconi’s Knight’s Landing nodes. Similar
results can be expected on other modern computer architectures. These
gains can be attributed to the use of SIMD instructions and thread par-
allelization, which allows for more markers to be simulated concurrently
and memory sharing within the node. ASCOT5 also supports offloading,
making it possible to utilize co-processor and GPU architectures, though
this feature has not yet been fully developed.

Better understanding of fast ion transport due to externally
induced perturbations

Predictive modelling of fast ion transport in ITER has indicated that the
ripple-induced losses at full-field scenarios will not cause unacceptable wall
loads even when TBMs are present. Particularly, beam ions appear well-
confined. The focus has shifted to the impact of the previously unknown
ELM control coils (ECCs), which were studied as part of this thesis work.

Most of the lost fast ion power is lost before ions experience significant
pitch angle scattering. This means that particles for most part retain
their initial orbit topologies until they are lost. Orbit topologies were
connected to the observed losses by analysing the fraction of particles
lost as a function of their initial position on a constants of motion space.
This so-called loss map allowed us to identify different loss channels and
connect their origins to magnetic field perturbations. In Publication I, it
was found that plasma response to ECCs does not necessarily suppress
losses but may introduce an additional loss channel. In particular, the
beam ion losses were higher when the plasma response was accounted for.
Therefore, for high-fidelity predictions, including the plasma response is
essential for accurate modelling when ECCs are present.

Loss map proved to be a useful aid for interpreting the results of slowing-
down simulations. With it, we showed that:

• We can quantitatively estimate collisionless losses due to a specific trans-
port mechanism.

• We can quantitatively connect collisionless transport mechanisms and
the magnetic field structure.

• We can predict where on the wall or the divertor losses contribute based
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on where the losses originate in phase-space.

• We can treat the fast ion transport in 3D fields as a collisionless process.

The first two points increased the confidence in the results acquired via
the orbit-following method, while the second bullet also provides a way to
estimate the lost power before carrying out the orbit-following simulation.
The third bullet allows for optimizing the marker initialization so that
wall loads or fast-ion loss detector signals can be estimated more efficiently.
The last point showed that we can can construct the advection-diffusion
model by parametrizing energy and magnetic moment, so that the model
becomes one-dimensional. The loss-map analysis was described in this
thesis and was the subject of Publication V.

Fast particle transport as an advection-diffusion process

The work carried out in Publication II and in this thesis, have shown that
a simple advection-diffusion model is suitable in modelling both runaway
electron and fast ion collisionless transport in the presence of magnetic
perturbations. The advection-diffusion model assumes that particle energy
and magnetic moment stay constant and that only the particle radial coor-
dinate evolves in time. Neither runaway electron nor fast ion transport can
be modelled as a pure advection or pure diffusion process; both components
are needed for an accurate description of particle transport.

Advection-diffusion coefficients are evaluated with the orbit-following
method using ASCOT5, and the advection-diffusion model can be bench-
marked to the corresponding ASCOT5 simulation to verify the transport
model. We showed that, for an ITER relevant case, a simulation of 1 ms to
evaluate transport coefficients is sufficient to estimate the losses that occur
within 100 ms using the transport model. While for runaway electrons it
is safe to ignore magnetic moment dependency on transport (assuming all
REs are passing), for fast ions it is not the case since the magnetic moment
defines the loss channel an ion is affected by.

Outlook

Understanding ECC-induced transport is the remaining open issue in
understanding fast ion transport due to externally induced perturbations.
Studying this, however, requires implementation of predictions from MHD
codes so that plasma response can be included. Another open question, so
far been absent from modelling, is how density pump-out in ECC-applied
plasmas affects the birth distribution of fast ions, which in turn affects how
fast ions are lost. Studying this issue likely needs integrated modelling.
Furthermore, the study of ICRH-born fast ions is lacking.
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Perhaps the greatest aspect this work has overlooked is the possibility
of other transport processes than just Coulomb collisions that can bring
fast ions to loss regions. MHD activity could increase fast ion transport in
the core via sawtooth crashes or MHD modes, the role of micro-turbulence
on fast ions is uncertain, and charge-exchange reactions could increase
transport at the edge. Work is underway to include and develop models so
that these issues could be studied with ASCOT5 simulations.

One of the more interesting outlooks this work has is to apply the loss-
map analysis in stellarators to identify loss channels. ASCOT5 is capable
of stellarator modelling, and it is likely that this issue will be examined in
the near future.

While ASCOT5 can model relativistic particles, modelling of runaway
electrons is difficult as the problem is inherently non-linear while ASCOT5
is a test-particle code. Modelling of avalanche process is, therefore, beyond
of what ASCOT5 can do. Having said that, ASCOT5 can provide the trans-
port coefficients to capture the transport due to magnetic perturbations in
orbit-averaged codes. This can be done for ions as well if there is a need
for it. Orbit-averaged codes could also benefit from ASCOT5, if ASCOT5 is
used to evaluate orbit-averaged quantities to account for the finite width
of ion orbits.

The process of calculating transport coefficients may also be applied to
evaluate fast ion transport due to micro-turbulence, granted that suitable
input data can be provided for ASCOT5. This should yield interesting com-
parisons with existing models for fast-ion turbulence interaction. Finally,
the transport model itself can be used to quickly assess fast ion losses when
result need not to be entirely accurate, e.g. to find which ECC current
configurations minimize fast ion losses.
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