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1. Introduction

Learning a motor skill involves memorization of the corresponding motor pro-

gram [16]. The first offering of evidence in favor of the motor program theory is

documented by Lashely [17]. He observed that a person wounded with a gun-

shot wound to his back lost all sensation from his lower limbs. The subject could

not feel his leg, but he could position it accurately. Based on this observation,

Keele [18], proposed his theory which defines a motor program as a sequence of

stored command signals that are structured before the movement begins and are

not influenced by the peripheral feedback.

Learning a motor skill is, however, more than memorizing its corresponding

control signals [19]. For example, one might consider a marionette with 12 strings

used for motion control, and where two strings are used for head, shoulders, elbows,

hands, knees, and hips respectively. In a simple discrete case where every joint can

be moved to 10 different positions, the total number of controllable configurations

will be 1012 = 1 trillion. To make the marionette more resemble a human body, one

could add another DoF for the head, and two DoFs for each shoulder (see Figure 1.1).

This addition of more DoFs would increase the total number of configurations up to

1017 = 100 quadrillion which is more than the number of memory cells in the human

brain [20]. Moreover, a human body has 244 DoFs which is significantly more than

a marionette. Therefore, memorizing a learned control signal is insufficient in

the context of motor skills [21]. In fact, in addition to memorization [16], skill

learning involves other capabilities such as imitation [22, 23], adaptation [24],

optimization [25], coordination [26] and generalization [27].

1.1 Motivation/background

Studies have shown that humans generate abstractions of both visual inputs and

motor programs. The evidence provided in [18] indicates that we generate ab-

stractions of categories and store these abstractions for future classifications. We
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Figure 1.1. The model of a marionette consisting of 17 DoF (see [1] for more information).

recall these abstractions for future classification while we tend to forget the individ-

ual input/output responses. In other words, instead of a one-to-one relationship

between a program and a specific movement, there is a generalized program for

each class of movements such as throwing a ball [28, 29]. For example, when

striking a tennis ball, the stroke movement is generated depending on the new

situation, but an absolutely new movement is not generated, while the old executed

movement is never merely repeated [30]. This clearly indicates that there is an

abstraction/generalization of the stroke movement [31]. The generalized program

can be modified, for example, to throw the ball faster or slower [27]. In this case,

the task is to determine the parameters for adapting the generalized program with

respect to the current situation of the environment in advance of executing the

movement [27].

Generalizing from past experiences to new situations requires the motion to have

underlying regularities. There is ample evidence that motions in human and animal

consist of regular patterns [32, 33, 34]. These underlying regularities are referred to

as motor primitives (MPs) [35, 36].

1.1.1 Imitation

Humans learn a skill by imitation. According to the mimesis theory, we imitate

gestures even before acquiring speech. In fact, imitation is one of the origins of

human intelligence [37]. Humans employ a mirror system in order to identify MPs

when learning new skills by imitation [22, 23]. A similar mirror system enables mon-

keys to learn dexterous manipulation skills by imitation [38]. Since humans exceed

robots in skill performance, it would be both economical and convenient if robots
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could similarly learn new skills from a human demonstration. In fact, learning from

demonstration (LfD) can endow robots with such a mirror mechanism to be able to

imitate a demonstrated skill [39, 40, 41].

1.1.2 Optimization

Humans master a skill by practicing and optimizing the corresponding motor

program. For example, a beginner cannot play basketball by mere imitation from

an expert player. Often practicing [42, 25] is required after imitating a skill. Similarly,

robots can learn a skill by practicing using reinforcement learning (RL) [43, 44]. For

example, robots have acquired a motor program for enacting a striking movement

in table tennis by employing imitation with subsequent practicing using RL [45].

1.1.3 Generalization

Mastering a skill involves generalization from previous experiences. For example,

one can learn by practice how to throw a ball at a specific target. However, once the

target changes, one needs to practice again. Schmidt [27] states that humans do not

learn a similar task from scratch. Instead, we utilize a generalized motor program

when learning a new task by abstracting our previous experiences with similar tasks.

Similarly, supervised machine learning can endow robots with a generalized motor

program.

1.1.4 Adaptation

Performing a skill in an environment with stochastic disturbances often requires

adaptation [46, 24]. For example, an expert potter has mastered a generalized motor

program for pottery skill after years of practicing. Once he chooses the clay type, it

is highly likely that he uses the generalized motor program to generate a reference

trajectory before executing the pottery task. While he is carving on the clay, a devia-

tion from the reference trajectory is likely due to the contact interaction. In this case,

humans tend to utilize a rapid spindle-initiated feedback within 30-50 milliseconds

to correct the error with respect to the intended movement [47]. Studies have shown

that the error correction in humans is iterative and incremental [48, 49]. Similarly,

iterative learning control (ILC) has been proposed to adapt a robot trajectory for

in-contact tasks such as peg-in-a-hole [50]. Using ILC, adaptation is achieved in

an iterative manner, where the previous tracking error information is used in the

next replication of the same trajectory for refining the feedforward compensation

signal [51]. However, using ILC for adaptation, the performance of the executed

motor program will not be better than the performance of the reference (baseline)
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motor program.

1.1.5 Coordination using transfer learning

coordinated sharing of information has been achieved between animals using

brain-machine interface [52]. They demonstrated that brain-to-brain-interface

allowed a network of animals to store and process sensorimotor information. Using

brain-machine interface, a framework for transferring a skill from brain to a robot

has been proposed in [2] (see Figure 1.2). This framework allows for transferring

manipulation skills from brains of monkeys to a manipulator [53].

Figure 1.2. A brain-machine-interface framework for controlling an artificial device such as manipu-

lator. Reprinted with permission from [2] ©Nature.

Along the same line, robots can also benefit from transfer learning from simu-

lation. Instead of learning from scratch with the physical robot, learning can be

achieved first in a simulated environment and then transferred to real world. This

idea is similar to the mental practice of a martial artist who is preparing for a fight

in his imagination even before he enters the fight cage.

Learning from scratch can be very time consuming. For example, learning atari

games requires millions of iterations [54]. Learning these atari games in simulation

is feasible. However, learning a robotic skill from scratch in the real world can be

most hazardous as it requires exploration. Moreover, it can cause wear and tear

on the physical robot. Instead, one can initiate the learning in simulation. Once

the simulated motor program is optimized in the simulation, it can be transferred

30



Introduction

to the real world. However, the source motor program, which is learned in sim-

ulation, needs to be coordinated with respect to the target environment as there

are always discrepancies between the real-world and its corresponding simulated

environment.

1.2 Research Questions / Objectives

This thesis studies approaches to endow robots with the capability to learn ma-

nipulation skills. The purpose of the thesis is for a three-fold study in, 1) how to

improve the performance of an imitated skill for in-contact tasks; 2) how to learn a

generalizable motor program;and 3) how to transfer a generalizable motor program

from simulation to real world.

1.2.1 Learning an in-contact task

All motions occur either in free-space or in contact with an environment. In general,

many robotics tasks such as peg-in-a-hole, wiping, and wood planing are involved

in motions with contact interactions characterized by complex dynamics. In fact,

the dynamics of in-contact tasks is more complex than free-space tasks such as

welding, spray painting, and ball-throwing. Therefore, learning an in-contact task is

more challenging than a free-space task. This is mainly because both position and

contact forces need to be simultaneously manipulated for in-contact tasks, while,

controlling position for free-space tasks is sufficient.

Learning in-contact tasks from scratch can be extremely time-consuming, danger-

ous, causes wear and tear on the robot, and may even be infeasible for many tasks

such as wood planing characterized with very complex contact interactions. In this

case, it would be time-saving, economical and beneficial to learn an in-contact

task from a human demonstration. However, a mere imitation may not satisfy the

objective of the corresponding in-contact task. For example, a peg might not be

got to the hole because of in-accurate position tracking disrupted by contact forces.

In this case, modification of the imitated in-contact skill is necessary. Previous

researchers have mainly focused on modifying an imitated in-contact skill using

ILC. In this case, the main goal of ILC is to achieve the baseline performance of the

demonstrated skill. On the other hand, for some tasks, improving the performance

of an imitated skill is required. For example, cutting more smoothly, removing more

chips from the surface of the wood, or removing more dust require improving the

baseline performance.

In this thesis, we propose a framework for improving an imitated in-contact
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skill. The in-contact skill is imitated using LfD from a human demonstration. Its

performance is subsequently improved using RL. In particular, we are interested in

the following questions:

• Are contact forces characterized by a regular pattern?

• Can these regular patterns be encoded using a policy, and, if so, how to achieve it?

• Can the policy corresponding contact forces be imitated as well as policies for

positions?

• Can policy search improve the baseline performance of the imitated policy?

1.2.2 Learning a generalizable motor program

The generalization of motor programs requires parameterizing policies and sit-

uations. We refer to a parameter characterizing a situation as a task parameter,

such as target location in a ball-throwing task. We refer to the policy parameters as

MPs, using which a skill can be reproduced for a specific situation/context. This

parametrization allows for synthesizing a function, mapping task parameters to

policy parameters. Using this function, a policy/skill can be reproduced for any

context. That is why the function is referred to as contextual policy or contextual

skill model (contextual skill model (CSM)). This thesis adopts the CSM terminology.

This thesis studies various approaches for deriving a CSM from multiple sam-

ples. Synthesizing a CSM requires training N samples collected in a database

D = {(τ j , w∗
τ j

)|1 ≤ j ≤ N }. Each sample consists of MPs w∗
τ j

using which the skill

can be successfully reproduced specifically for the j -th situation characterized by

the task parameter τ j . The generalization capability of a CSM refers to predicting

MPs which can reproduce a skill successfully for a new task parameter τn . General-

ization of MPs to τn , which is within the range of task parameters in D, is referred

to as interpolation. On the other hand, predicting MPs for τn , which is outside the

range of training samples, is referred to as extrapolation. Deriving a CSM with large

extrapolation capability is desirable. However, in general, extrapolation is more

difficult to achieve than interpolation.

Previous researchers have learned each one of the training samples independently

and from a human demonstration. We refer to this way of building the CSM as

isolated learning. On the other hand, Schema theory [27] states that humans utilize

a generalized motor program and optimize it with respect to a new situation [42, 25].
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Inspired by this theory, we propose an incremental learning framework. In this

framework, a CSM predicts the initial value of MPs w i
τn

for a new situation τn . On

the other hand, policy search optimizes the initial MPs with respect to the current

situation and adds the optimal values w∗
τn

to D. In this way, both the CSM and

database are constructed in an incremental fashion.

We are interested in the following questions:

• Can we build a CSM using a parametric function?

• Does a parametric CSM have better extrapolation capability than a non-parametric

CSM?

• How to select the model for a parametric CSM?

• Does incremental learning have better performance than isolated learning?

• How to speed up the learning process in an incremental learning framework?

• How to select the next task parameter?

1.2.3 Transferring a generalizable motor program from simulation to real

world

Learning a skill in the simulation and transferring it to the real world can open

a new horizon for many robotic applications. As stated before, learning in the

real world with a physical system can be very time-consuming, dangerous, cause

wear and tear on the robot, and in some cases, it might be even infeasible. On the

other hand, a system designer does not have to worry about the safety constraints

in a simulation. Therefore, it is the best place to initiate learning skills such as

driving which is likely to be dangerous. Besides that, the simulated program can be

accelerated using multiple processing units or graphics processing units. In this

case, a learning process which can take years in reality, can be accomplished in

hours in simulation [55, 56, 57, 58].

Domain randomization is a state-of-the art approach for deriving a robust con-

troller policy in simulation [14, 59]. In this case, the source policy, which is learned

in the simulation, can be transferred directly to the real world. Domain randomiza-

tion is useful for making the source policy robust against uncertainties in the real

world [60, 61] such as friction dynamics [62, 63]. In fact, the main focus of previous
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researchers has been on transferring a single source controller policy. On the other

hand, we propose a framework for the incremental transference of a source CSM

from simulation to the real world. The transferred CSM generates target policies for

any task parameter in the real world.

A source CSM needs to be coordinated with respect to the target environment

because of the discrepancies between the source and target. We achieve this coor-

dination by aligning the underlying regularities of the source model with respect

to the target environment using a sample from the target. In particular, we are

interested in the following questions:

• Can we transfer a CSM from simulation to real world?

• How many samples from the target environment are required for transferring the

source CSM?

• Is the transferred CSM capable of generalizing to new situations in the target?

• Does the the proposed transfer approach improve the generalization capability

of the source CSM beyond its direct use in the target environment?

• How does the similarity between the source and target environments influence

the transfer capability of the target CSM?

• How does the generalization capability of the source CSM affect the generalization

capability of the transferred CSM?

• How does the number of samples from the target affect the transfer capability of

a CSM?

• Does incremental transfer enhance the transfer capability beyond the non-transfer

incremental learning?

1.3 Contribution

In this thesis, three frameworks for learning manipulation skills have been proposed.

The first proposed framework learns an in-contact skill from a human demonstra-

tion and improves its performance using RL. The second proposed framework
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learns a CSM incrementally. The third proposed framework transfers a CSM from

simulation to real world in an incremental fashion. The next sections list briefly the

experimental results of these frameworks.

1.3.1 Reinforcement Learning Framework for improving an imitated

in-contact skill

The main contribution, which is presented in Publication I, is developing a frame-

work for imitating an in-contact skill with subsequent self-improving of the imitated

in-contact skill using a policy search method. In experiments, we undertook the

following:

• studied how to improve an imitated wood planing task which exhibits an ex-

tremely complex dynamic interaction; every cut generates a new environment.

• utilized an intuitive demonstration mechanism based on [64] which allows for

simultaneous recording of both position and force.

• applied the trial and error framework of reinforcement learning (RL) for improving

the performance of the imitated planing skill.

• encoded the policy of both the demonstrated trajectory and the normal contact

force using dynamic movement primitives (DMPs) [65]

• optimized parameters of DMPs using Policy Improvement with Path Integral

(PI2) [66].

• utilized KUKA LWR 4+ [67]. We applied the impedance controller using the fast

research interface (FRI) [67], Open Robot Control Software (Orocos) [68], and

Robot Operating System (ROS) [69] .

• demonstrated the effectiveness of this approach in improving the performance

of a wood planing task. In fact, after only two update rounds, all the updated

policies had outperformed the imitated policy at a significance level of P < 0.001.
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1.3.2 Incremental Learning

We propose an incremental learning framework for constructing a CSM with the

capability to generalize to a new situation characterized by a measurable task

parameter. The main ingredients of the proposed framework are a DB of MPs, global

parametric dynamic movement primitives (GPDMP), model selection, empirical

Bayes, policy search, and a task manager.

Global Parametric Dynamic Movement Primitives (GPDMP)

GPDMP is a parametric CSM extracting the underlying regularities in the DB of

MPs. GPDMP consists of a mixture of non-linear basis functions, the coefficients

of which represent the parameters of the CSM. The parameters are estimated by

fitting a regression model to the samples in the DB. After encountering a new

situation characterized by task parameter τn , new MPs wn are predicted using the

estimated CSM. If the prediction fails to reproduce the skill successfully, a policy

search method such as Policy learning by Weighting Exploration with the Returns

(PoWER) [70] is applied for optimizing the predicted MPs wn iteratively. In each

iteration, a noise vector is added to the current MPs. The optimized MPs w∗
n leading

to a successful re-enactment of the skill will be added to the DB.

The structure of the noise is a key element influencing the convergence speed

of a policy search method but the choice is a trade-off. In the case of DMP shape

parameters and uncorrelated noise, high noise variance generates large accelera-

tions of the system, which is likely to cause a safety hazard and possibly surpassing

the physical capabilities of the robot. In contrast, low noise variance makes the

learning process slow. To address this trade-off, we propose to use correlated noise

instead of the earlier works employing uncorrelated noise.

In summary, the results of Publication II are listed as following:

• Linear CSMs such as parametric dynamic movement primitives (PDMP) [71] are

proven to be a special case of the proposed GPDMP.

• DMP has been utilized as the policy encoding.

• A new mechanism is presented for exploring the policy space of DMP. A smooth

exploration has been achieved by sampling correlated noise from a normal distri-

bution with the proposed structured covariance matrix.

• Comparison between correlated and uncorrelated noise demonstrates a signifi-

cant improvement in the convergence speed of RL using the correlated noise.
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• Experiments with a ball-in-a-cup task with varying string lengths as the task

parameters show that GPDMP has greatly improved extrapolation compared to

earlier linear [9, 71] or local models such as locally weighted regression (LWR) [72,

73] and Gaussian Process Regression (GPR) [74].

• From a single human demonstration, a DB of MPs has been automatically gener-

ated.

• Using GPDMP, policy parameters (e.g. shape parameters of DMP) have been

generalized to several new task parameters (e.g. string lengths) without the need

to update the GPDMP or learn policy parameters for the corresponding new

situations.

Model Selection

The representative power of a parametric CSM is captured by its order of complexity.

It needs to be controlled to avoid the so-called over-fitting problem. This problem

is addressed in model selection [75]. However, in the incremental learning scenario,

very few training samples are available initially. In this case, traditional model se-

lection approaches such as cross validation [76, 77], Bayesian information criterion

(BIC) [78] and Akaike information criterion (AIC) [79] fail. Publication III shows why

these methods fail. On the other hand, we propose a novel penalized log-likelihood

based model selection for controlling and updating the complexity of a parametric

CSM as new MPs are added to the DB.

In Publication III, GPDMP has been utilized as the CSM. Experiments with a

ball-in-a-cup skill with varying string lengths demonstrate that:

• the proposed model selection has led to the simplest CSM yet with the best

extrapolation capability, thus satisfying the Occam’s razor principle.

• the proposed model selection method can choose an optimal model complexity

even with few training samples, which makes it suitable for online incremental

learning

• incremental learning has achieved a better extrapolation capability than isolated

learning.

• incremental learning has consistently achieved a faster convergence rate than
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isolated learning when extrapolating.

Empirical Bayes

Reinforcement learning can be more efficient when the exploration process is tuned

with data uncertainty, thus reducing unnecessary exploration in a data-efficient way.

Thus, we propose an empirical Bayes method for calculating the uncertainty of a

CSM prediction and utilize it for guiding the exploration process of the incremental

learning framework.

As stated before, a model-free RL approach updates the predicted MPs wn iter-

atively. In each iteration, a noise vector is sampled from a multivariate Gaussian

distribution with zero-mean and a covariance matrix. The structure of the covari-

ance matrix is a key factor influencing the convergence rate of RL. In Publication II,

we proposed a pre-structured covariance matrix from which a correlated smooth

noise vector is sampled providing safe exploration. In Publication IV, the covariance

is modeled as a hyper-parameter of the GPDMP instead, and the pre-structured

covariance is considered as a prior. In fact, empirical Bayes is applied for learning

the covariance from the DB of MPs. This is achieved by maximizing an evidence

function which we have derived for a multivariate normal distribution.

Publication IV demonstrates that GPDMP can provide us with not only a pre-

diction of MPs for a new situation, but also the uncertainty associated with that

prediction. In essence, the findings in the Publication IV are briefly stated in the

following list:

• The uncertainty is captured by a covariance matrix while considering the cross

correlation among different dimensions of the available MPs.

• The calculated covariance matrix reflects both the noise in the DB as well as the

uncertainty of the prediction. The noise in the DB of MPs represent the task

variability. Thus, exploration is fine-tuned with respect to both the task variability

and the uncertainty of prediction associated with the representative power of the

corresponding CSM.

• As more samples are achieved and added to the DB of MPs, the uncertainty of

the prediction will decrease [80], thus exploration is fine-tuned only with respect

to the task variability in the long run. In other words, incremental learning will

continuously initialize better and explore faster in a smaller area as the prediction

power increases in an incremental manner.
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• Experiments with a ball-in-a-cup task demonstrate that the uncertainty predicted

by the proposed empirical Bayes approach successfully guided the exploration

process of the model-free policy search.

• The experiments indicated a statistically significant improvement of learning

speed over covariance matrix adaptation (CMA) [81] with a significance of p =

0.002.

Task Manager

The incremental learning framework, which is considered in our previous pub-

lications, assigns a task randomly. In Publication VI, we extend the incremental

learning by adding a novel task manager. The task manager utilizes active learning

to select a task maximizing future learning while considering the current task perfor-

mance. In this way, continuous incremental learning is achieved with a minimum

effort generalization to new situations.

The main benefit of the proposed active incremental learning framework is being

agnostic to the type of policy representation, contextual skill model, and policy

search. We evaluated how efficiently the proposed framework can learn a skill

model in two tasks in simulation. Results demonstrated that:

• active learning achieved significant improvement over random task order consis-

tently in both skills.

• in both tasks, the generalization performance consistently improved indicating

continuous incremental learning.

1.3.3 Incremental Transfer

In Publication V, we propose a novel sample-efficient transfer approach and com-

bine it with incremental learning of a source CSM in a simulated environment. The

proposed transfer framework is agnostic to the dynamics of a simulated system.

The incremental learning framework initializes the learning of a CSM with a single

human demonstration. On the other hand, the proposed transfer framework can ini-

tialize the incremental learning of the source CSM with a policy learned by a model-

based policy search method such as probabilistic inference for learning control

(PILCO) [82] or Black-box Data-efficient RObot Policy Search (Black-DROPS) [83].

In this way, a need for a human demonstration is alleviated.
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In experiments, we studied the generalization capability of the proposed in-

cremental transfer framework using MuJoCo physics engine and KUKA LWR 4+.

Experiments with ball-in-a-cup and basketball tasks demonstrated that:

• a CSM can be transferred from simulation to real world.

• only one sample from the target environment is sufficient for transferring a source

CSM. The resulting target CSM has achieved some extrapolation capability.

• the target CSM improved the generalization capability beyond the direct use of

the source CSM indicating the effectiveness of the proposed framework.

• the transfer capability of a target CSM depends on the

– generalization capability of the corresponding source model

– similarity between source and target environment

– the number of samples used for transferring the source CSM

1.4 Structure of the Thesis

This thesis studies various frameworks to endow robots with the capability to learn

manipulation skills. We begin from the very basics of modeling a skill in chapter 2

and work the way up to learning the skill in simulation and transferring it to the

real world in Chapter 6.

Chapter 2 discusses various approaches for modeling a skill. In this chapter,

we study how to achieve a low-level representation of a motion various policy

encodings at the trajectory level.

Chapter 3 studies in-contact tasks. In this chapter, we first review different ap-

proaches for demonstrating a skill and learning the skill from a human demonstra-

tion. Then, we review how to modify an imitated in-contact skill by adaptation

using ILC, generalization, and automatic self-improvement of the task using RL.

Chapter 4 reviews state-of-the-art approaches for constructing a CSM. In this

chapter, we study generalization by design, generalization by supervised learning

such as local non-parametric and global parametric approaches, and generalization

by contextual policy search.
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Chapter 5 studies incremental learning. In this chapter, we first provide a brief

history of lifelong learning for supervised, semi-supervised- unsupervised, and RL

framework. Then, we review various model selection methods. After that, we review

different mechanisms for speeding up learning. Finally, we study active learning.

Chapter 6 studies transfer learning. In this chapter, we review different ap-

proaches for transferring a skill between tasks, different environments, and from

simulation to real world.
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2. Modeling Robot Motions

Robotic skills have been modeled either at the symbolic level or trajectory level [40].

Using symbolic encoding, a high-level representation of a demonstrated skill

is achieved by segmenting the skill into a sequence of pre-defined units. Each

symbolic unit represents a high-level action such as picking, grasping, and mov-

ing [84, 85, 86, 87, 88]. Classification methods such as the HMM [89] and the

support vector machine (SVM) [90] have been used as a policy encoding method

for segmenting a demonstrated skill into units and identifying each unit as one of

the pre-defined actions. On the other hand, a low-level representation of a mo-

tion can be achieved using a policy encoding method at the trajectory level where

pre-defined units are not required. Since the methods discussed in this thesis are

related to imitating and generalizing motion at the trajectory level, we will review

only policies encoding trajectories.

2.1 Spline-based representations

A spline-based policy uses a spline function to encode a trajectory [91, 92]. For

example, Figure 2.1 shows a B-spline curve fit to a given set of data [3]. After fitting

to the via-points, a trajectory can be generated by sampling from the spline function.

The resulting trajectory is interpolating the via-points.

2.2 Deep learning

Neural network (NN) has been used as a general function approximation for policy

encoding. The weights of connection represent the parameters of this policy en-

coding. The policy parameters are either learned from scratch or by imitation. In

either case, they will be kept fixed during execution. For example, in [93], policy for

autonomous driving is encoded using NN. A peg-in-hole task is performed using

NN in [94], where a robot learns the manipulation task from the demonstration
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Figure 2.1. 22 points sampled from a B-spline curve using three member functions and its breaking

points z = [ζ1,ζ2]. Reprinted with permission from [3].

of another identical robot. Convolutional neural network (CNN) has been trained

using Q-learning for playing an Atari game where the raw pixels have been used

to determine the state [54, 95]. In [96], a deep reinforcement learning approach

has been proposed which enables multiple robots to learn a door opening task

cooperatively.

2.3 Hidden Markov models

Cartesian trajectory is encoded using HMM for selecting the best human demon-

strated trajectory [97]. They mapped Cartesian trajectory to the frequency spectrum

and discretized it using vector quantization. The demonstration which is most con-

sistent with the trained HMM will be selected as the best one. Similarly, the most

likely performance is used as the mechanism for selecting the best action in [98].

Mimesis Model (see Figure 2.2) utilizes HMM for automatic segmentation of

trajectories into motion patterns such as walking, kicking, and waving a hand [99].

Then a sequence of segments which maximizes the likelihood of HMMs is selected.

A continuous trajectory is generated by a GMM whose parameters such as the mean,

covariance and coefficients are learned using a Baum-Welch algorithm [4]. The

combination of HMMs and GMM as performed in the Mimesis Model has led to

discontinuous trajectories. To solve this issue, interpolation [100, 101, 102] and

spline-fitting [103, 104, 105] have been proposed.

2.4 Gaussian Mixture Models

Instead of combining GMM with HMM, Calinon et al. [100] apply GMM for encod-

ing trajectories and use Gaussian mixture regression (GMR) for retrieving a smooth
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Figure 2.2. Mimesis Model segmenting and generating motion patterns by combining HMM with

GMM. Reprinted with permission from [4] ©2003 Springer-Verlag Berlin Heidelberg.

version of the encoded trajectories. They first reduce the dimensionality of the

space in which the original trajectories have been demonstrated. GMM is then used

in a latent space to encode trajectories. A mixture of K Gaussian components is

then learned using an expectation maximization (EM) algorithm. They utilize BIC

for determining the K . Finally, they apply GMR [106] for predicting each point in

the trajectory and its uncertainty. A similar approach has been applied in [5] for

controlling a humanoid robot. They utilize DTW for for temporal alignment of the

trajectories (see Figure 2.3).

Figure 2.3. GMM representation without (left) and with (right) DTW preprocessing, respectively. The

green ellipses represent the learned mean and covariance information. Reprinted with

permission from [5] ©2009 IEEE.
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2.5 Dynamical systems

Dynamical systems (DSs) provides LfD frameworks with a policy encoding which is

robust against dynamical changes in an environment since it encodes the dynamics

of the movement. Furthermore, all solutions for reaching a target are encapsulated

in a single parametric function. In other words, a DS-based policy resembles a

global map which guides the system toward the target at any point. The most

promising DS-based policy encoding methods are provided by stable estimator of

dynamical systems (SEDS) and DMPs. We will briefly review SEDS but elaborate on

DMPs as it is used throughout the thesis.

2.5.1 Stable estimator of dynamical systems

In SEDS [107], a policy is represented using a first-order ordinary differential equa-

tion:

ξ̇= f (ξ)+ε, (2.1)

where ξ represents a state such as joint angles or end-effector’s pose in Cartesian

space, and ε denotes a zero-mean white Gaussian noise representing inaccurate

sensor measurements or imperfect demonstrations. f is a nonlinear continuous

differentiable function with parameters w . The policy parameters w are estimated

from a set of demonstrated trajectories using statistical regression resulting into

the noise-free dynamical system:

ξ̇= f̂ (ξ). (2.2)

Integrating (2.2) will result in a continuous trajectory resembling the demonstrated

trajectories. The non-linear function f̂ is modeled using GMM and estimated from

multiple demonstrations. Expecttaion maximization (EM) is one way to estimate

the parameters of GMM. However, this might lead to unwanted local minima. On

the other hand, Khansari-Zadeh and Billard [107] introduce constraints on the

parameters of GMM to ensure the global stability. Then, instead of using EM

algorithm, they solved the constrained optimization problem using successive

quadratic programming [108].

2.5.2 Dynamic Movement Primitives

DMPs [65] encode a trajectory-based policy using a linear dynamical system resem-

bling a spring-damper while ensuring the global stability. The linear DS is perturbed

by a time-variant non-linear parametric function for shaping the attractor land-

scape. Hence, the parameters w are referred to as shape parameters. Changing w
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will result in an overall change in the shape of the resulting trajectory. DMPs can

represent both discrete motions such as reaching as well as rhythmic motions such

as walking. In this section, we only consider the discrete motion encoding.

DMP provides a policy encoding resulting in a smooth trajectory; it allows for

safe gradual exploration; and it is a scalable policy. DMP encodes a policy for a

one-dimensional system using two differential equations. The first differential

equation

ż =−ταz z, (2.3)

formulates a canonical system where z denotes the phase of a movement; τ= 1
T

represents the time constant where T is the duration of a demonstrated motion,

and αz is a constant controlling the speed of the canonical system. The phase

variable z is decaying exponentially, and constant αz is selected in a way that phase

variable z diminishes at time T . This first order system resembles an adjustable

clock driving the transform system

1

τ
ẍ =αx (βx (g −x)− ẋ)+ f (z;w) (2.4)

consisting of a simple linear dynamical system acting like a spring damper per-

turbed by a non-linear component (forcing function) f (z;w) with parameter w. x

denotes the state of the system, and g represents the goal. The linear system is

critically damped by setting the gains as αx = 1
4βx .

The forcing function can be written as

f (z;w) = wT g(z) (2.5)

where g is a time-parameterized kernel vector and w the policy parameters. Each

element of the kernel vector

[g]n = ψn(z)z∑N
i=1ψ

i (z)
(g −x0) (2.6)

is determined by a normalized basis function ψn(z) multiplied by the phase variable

z and the scaling factor (g − x0) allowing for the spatial scaling of the resulting

trajectory.

Normally, a radial basis function (RBF) kernel

ψn(z) = exp(−hn(z −cn)2) (2.7)

is selected as the basis function. The centers of kernels (cn) are usually equispaced

in time spanning the whole trajectory. It is also a common practice to choose the

same temporal width hn = 2
3

∣∣∣∣cn − cn−1

∣∣∣∣ for all kernels. Furthermore, the contri-

bution of the non-linear kernel (2.6) decays exponentially by including the phase

variable z in the kernels. Hence, the transform system 2.4 converges to the goal g .
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The shape parameter vector w can be learned using weighted linear regression [65]

which we will review in the next chapter (see section 3.1.3).

Equation (2.4) formulates the state of a one-dimensional system, while the state

of an n-DOF robot is n dimensional. In this case, the state of each degree of freedom

is formulated with a separate transform system (2.4); all these n transform systems

are coupled with the same adjustable clock (2.3) in order to have a stable system. In

other words, the same clock is utilized to drive all n transform systems. Using linear

weighted regression, which we will review in the next chapter (see section 3.1.3), we

can learn the shape parameters of the DMP from a human demonstration.

A smooth trajectory is generated by Euler numerical integration of (2.4) with the

learned shape parameters. Interested reader is referred to [65] for more details

about DMP.

2.6 Discussion

In this chapter, we covered some of the most well-known policy encodings for

representing continuous trajectories. In this section, we will briefly, discuss the

pros and cons of each approach.

Deep learning provides a very flexible and general policy encoding which is

suitable for representing visuomotor policies mapping from raw pixels to control

actions [109, 110, 111]. Deep learning is significantly more data-demanding than

other policy encodings and often requires many samples to optimize [54, 95]. In

this case, techniques such as dropout [112] are crucial in order to avoid overfitting

to the demonstrated trajectories. One-shot learning from demonstration using a

deep policy is still in progress [113, 114].

A spline-based function is an easy-to-implement policy encoding which has been

applied in some robotic tasks [115, 116, 105, 117]. However, it is a deterministic

approach which does not provide the uncertainty. Besides that, it does not allow

adaptation to a new situation. If several trajectories are provided, techniques

such as DTW must be applied to align the trajectories as it is a time-dependent

representation. Moreover, it requires a heuristic segmentation mechanism.

An automatic segmentation of trajectories is provided using HMM [99]. In order to

encode a continuous trajectory, HMM has been combined with GMM as in Mimesis

Model [99]. However, such combination has led to discontinuous trajectories which

can be resolved using interpolation [100, 101, 102] or spline-fitting [103, 104, 105].

An alternative approach has been provided in [100] where GMR is used for retrieving

a smooth version of the trajectories encoded by GMM. However, these statistical

approaches are time-dependent; thus, they are sensitive to temporal disturbances.
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For example, if several trajectories are demonstrated, techniques such as DTW

must be applied to align the trajectories as it is often impossible to guarantee

spatio-temporal consistency when demonstrating a skill.

A dynamical system provides LfD frameworks with a policy encoding which

does not depend on the time explicitly; therefore, a DS-based policy encoding can

tolerate temporal disturbances. Furthermore, all solutions for reaching a target

is encapsulated in a single parametric function whose parameters are learned

using statistical supervised learning such as GPR [118], LWPR [119], and GMR [120].

However, these approaches for learning the policy considered in 2.2, might lead to

unstable solutions or a spurious attractor which is an unwanted local minima. On

the other hand, SEDS and DMPs provide a globally stable solution.

DMP is a one-dimensional policy, while SEDS encodes the cross-correlation

among different dimensions and provides a multi-dimensional policy. On the other

hand, SEDS requires multiple demonstrations, while DMP can encode a complex

behavior from a single demonstration. In this case, DMP is more suitable than

SEDS for incremental learning where a contextual skill model is learned from only

one single demonstration (see chapter 5).

Besides that, DS-based policy allows for smooth exploration. In fact, the policy

parameters represent the shape of a trajectory which can be fine-tuned using RL.

Therefore, instead of providing several demonstrations and choosing the most

consistent policy using HMM [97], a DS-based policy can be optimized using RL for

a desired situation. In addition, these policies can be adapted to a new situation.

To put it simply, a DS-based policy is the most promising type of policy allowing for

optimization using RL (see section 3.4) and generalization using contextual skill

modeling (see section 4).
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3. Learning In-contact Tasks

Physical skills require controlling motion skilfully either in space or in contact with a

surface. Trajectory-based skills such as table tennis [121], baseball batting [122], and

archery [123] can be mastered by using a pure position control strategy. On the other

hand, contact forces as well as position need to be controlled in many industrial and

assistive skills such as wood-working, ironing, door opening, lifting, and cleaning a

white-board. For example, wood planing requires applying a downward force while

moving forward (see Figure 3.1). These tasks which require control of the contact

forces are referred to as in-contact tasks.

Figure 3.1. KUKA LBR 4+ planing a wooden board

Humans excel over robots in using tools to accomplish tasks involving complex

contact interactions. Humans have learned these skills by watching other humans

performing them or by being guided by other humans. With robots becoming more

commonplace, it is both economical and convenient if they can also learn new

skills from human demonstration.

If human motions have underlying regularities, we can apply machine learning to
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the learning of those skills. There is ample evidence that human and animal motions

consist of regular patterns both in the position [33] and force [34] domain. These

underlying regularities are referred to as motor primitives (MPs). MPs endow a robot

with a mechanism to imitate a skill from humans. However, in some applications, a

mere reproduction of the imitated skill does not achieve the objective of the task.

For instance, reenacting an imitated peg-in-hole skill might not lead to a successful

insertion of the peg into the hole because of the inaccuracies in the measured

location or forces. As a result, the imitated MPs need to be modified.

In this chapter, we first study how to imitate an in-contact skill from a human

demonstration. Then, we review how to modify an imitated in-contact skill by

adaptation using ILC, generalization, and automatic self-improvement of the task

using RL.

3.1 Learning From Demonstration

It is highly likely that humans employ a mirror system in order to identify MPs

when learning new skills [23]. Afterwards, the identified primitives can be modified,

when dealing with new situations, in order to adapt the learned skill to the new

environment [34]. A similar mirror system enables monkeys to learn dexterous

manipulation skills by imitation [38]. Learning from Demonstration (LfD) can

endow robots with such a mirror mechanism to imitate a demonstrated skill [39].

3.1.1 Demonstration mechanisms

LfD [40, 41] requires obtaining sample human demonstrations. A skill can be

demonstrated to a robot using various mechanisms such as speech dialog [124,

125, 126], computer vision [127], motion capture [128, 129, 130], teleoperation and

kinesthetic teaching.

Teleoperation is a traditional demonstration technique where a teacher’s motion

is recorded through a joystick interface. Teleoperation has been applied in many

robotic applications such as flying a helicopter [131], kicking motions [132], object

grasping [133], navigation [134, 135], and assembly tasks [136]. However, it is not

feasible to demonstrate a skill to a high DoF robot such as a humanoid using

teleoperation.

Kinesthetic teaching provides an intuitive demonstration mechanism where a

robot is physically guided by passively following the external forces exerted on

the robot (see Figure 3.2). This requires the robot having a gravity-compensation

capability. On the other hand, the position and contact forces can be recorded
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simultaneously while the demonstration is provided. Therefore, transforming

a demonstration is not required. Using this method, demonstration has been

provided to a humanoid [101, 113, 137] as well as a manipulator [138, 139, 64, 6].

Figure 3.2. Demonstration of a keyboard playing task using kinesthetic teaching. Reprinted with

permission from [6] ©2016 IEEE.

3.1.2 Imitating in-contact tasks

Recently, researchers have shown interest in imitating in-contact skills using LfD.

In-contact tasks which have been learned from demonstration include cleaning a

vertical surface [140], controlling stiffness [141], ball-in-box [142], pouring a drink

[142], box pulling [143], flipping task [143], stapling [144], grasping small objects

[145], and a polishing task [146].

A safe way of implementing an in-contact task is to use a hybrid controller. In

this case, the direction where a force is applied is made compliant, while the rest

are made stiff. This allows following a force profile. In this case, a Cartesian force

profile can be imitated simultaneously with the position trajectory [139, 64, 147].

3.1.3 Imitating using DMPs

Parameters of DMPs can be learned from a demonstration using various regression

methods such as receptive field weighted regression (RFWR) [148], locally weighted

projection regression [149] and LWR [150, 151, 152]

LWR is a memory-based approach combining least-square fitting with nonlinear

regression. It provides LfD with a fast learning algorithm. In order to use LWR, the

state xdemo along each DoF is read from a human demonstration. Then the nominal

forcing function f r e f is retrieved by integrating the transform system (2.4) with

respect to a human demonstration xdemo ; next, the shape parameter [w]n = wn
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corresponding the weight coefficient for the n-th kernel is estimated by minimizing

the weighted squared error

e2
n =

T∑
t=1

ψn
t ( f r e f

t − zt wn)2, (3.1)

where f r e f
t denotes the desired transform function evaluated at each time step. The

equation (3.1) can be rewritten using the matrix form

e2
n = (fr e f −Zwn)T Ψn(fr e f −Zwn), (3.2)

with [fr e f ]t = f r e f
t , [Z]t = zt . The phase variable vector Z contains the phase variable

associated with each time step [Z]t = zt , and Ψn is a diagonal matrix

Ψn =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

ψn
1

. . .

ψn
t

. . .

ψn
T

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
(3.3)

whose diagonal element ψn
t refers to the n-th normalized kernel evaluated at the

corresponding time step denoted by the subscript t . Finally, the shape parameter

for the n-th kernel is estimated using

[w]n = (ZT ΨnZ)−1ZT Ψnfr e f (3.4)

3.2 Adaptation of In-contact Tasks

The adaptation of an in-contact task has been achieved mainly using iterative

learning control (ILC). ILC achieves adaptation in an iterative manner, where the

previous tracking error information is used in the next replication of the same

trajectory for refining the feedforward compensation signal [51].

ILC can be applied when the system dynamic is stable. For example, in [153], they

encoded the trajectory of a manipulator using DMPs and adapted it using ILC for

minimizing the force tracking error. Their ILC method is based on an impedance

control law which decouples and linearizes the robot dynamics at the torque level.

The stability assumption holds in their testbed application of closing the lid of a

box where each manipulator had to adapt to the motion of the other manipulator

as well as to the motion of the human operator.

ILC has been applied with exception strategies for a peg-in-hole task [50]. Ex-

ception strategies are utilized to resolve the noise introduced when transferring a

demonstrated trajectory to a new workspace.
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Besides that, ILC has been combined with the online coaching method for adapt-

ing the trajectory of an in-contact task so that the executed forces and torques

match the demonstrated force/torque profile [154]. They utilized DMP for encod-

ing the trajectory of a stirring task. Executing the imitated task might introduce

error in tracking the desired force. Therefore, the imitated trajectory (DMP output)

is refined iteratively in an online manner for minimizing the contact force tracking

error. In their stirring application, matching the measured force to the demon-

strated force would also lead to the minimizing of the position tracking error as

well.

3.3 Generalization of In-contact Tasks

A demonstrated in-contact task has been generalized mainly using differential

calculus and a variable stiffness controller combined with different approaches

such as probabilistic movement primitives (ProMPs) and object centric warping of

the demonstrated trajectories.

A generalizable policy is introduced in [155] for mapping the kinematic state to

the applied force in a simple sculpting task in which following a new path would

introduce disruption. The imitated policy is generalized to new paths (in the same

environment) using differential calculus. This method predicts the magnitude of

the desired force in a new path.

A model-free ProMPs framework has been developed in [156] for coordinating

the contact forces with the kinematic state of the robot and providing a variable

stiffness controller without a priori knowledge of the dynamic model of the system.

They have applied their model to grasping a tilted grate from different locations and

showed that their model can generalize to different grasping locations. However,

their ProMPs framework assumes a linear dynamical system. When the system is

non-linear, they switch from a ProMP controller to a PD controller.

In addition, object centric warping of the demonstrated trajectories has been

used in [157] for transforming poses and forces into the current scene using, thus

generalizing both positions and forces from a demonstration to new situations. In

their approach, the mean of trajectories with varying feedback gain is extracted

from multiple demonstrations. This variable impedance control strategy trades off

between position and force; the robot would be stiff in positions with little variance

among demonstrations; otherwise, it would be compliant and exert the warped

force instead of tracking the warped position. Their method has been effective in

tightening knots, flattening towels, and erasing a white board.
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3.4 Improvement of In-contact Tasks using Reinforcement
Learning

RL [43] is a framework for optimizing the behavior of an agent by exploring and

interacting with an environment. Exploration is based on trial-and-error, and

optimization is based on a feedback the agent receives. The feedback is a scalar

value referred to as a reward/cost, indicating how good/bad is an exploratory

behavior (policy). There are many optimization methods [44, 158].

Function approximation provides a mathematical representation for a behav-

ior [159]. RL benefits from a parametric function approximator as the search for the

optimal behavior is performed by fine-tuning in the policy parameter space rather

than in the continuous state space. The policy parameters can be fine-tuned using

a model-based approach such as PILCO [82] or Black-DROPS [83], or a model-free

approach such as PoWER [70], REPS [160], and PI2 [161, 81]. In the next sections,

we very briefly review PoWER [70] and PI2 [161, 81]. For an in-depth study of other

policy search see [162].

3.4.1 Policy Improvement with Path Integral (PI2)

In this section, we review how to optimize DMPs shape parameters using PI2.

PI2 [161, 81] is a model-free RL method. It updates the parameters in an iterative

process of exploration and evaluation. The optimization process using PI2 is de-

scribed in Algorithm 1. This process consists of three steps: exploration, evaluation,

and updating.

1

τ
ẍ =αx (βx (g −xt )− ẋt )+gT (w +εt ) (3.5)

In the exploration step, K noisy roll-outs are generated. Each noisy trajectory is

generated by adding a white Gaussian noise ε to the policy parameters using (3.5).

This noise allows for exploration in the policy parameters space. The noise εt is

sampled from a Gaussian distribution with zero mean and with covariance Σw . The

covariance Σw of this Gaussian noise needs to be determined in advance of the

optimization process and with respect to the application.

In the evaluation step, the probability P (τi ,k ) of every trajectory at each time step

is computed using 3.7. This step involves the computation of the cost-to-go at

every time-step using (3.6). The cost-to-go (S(τi ,k )) indicates how good a trajectory

starting at ti and ending at tN is; the lower this value, the better is the trajectory.

The terminal cost φtN ,k and the state-dependent immediate cost qt j ,k need to be

defined according to the application. Then the probability of the trajectory is

computed by exponentiating the cost-to-go. In this case, trajectory probability is
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inversely proportional to its cost. λ regulates the probability of each trajectory by

distinguishing its cost from the costs of other trajectories. Furthermore, λ can be

eliminated using

e−
1
λ = exp(−c

S(τi )−mi nS(τi )

maxS(τi )−mi nS(τi )
) (3.10)

if S(τi ,k ) is positive at every time step. We have chosen c = 12 in our experiments.

The variable c controls the discrimination of the trajectories respecting their costs.

The larger c is, the larger the discrimination will be.

In the update step, the correction terms at each time instant are calculated us-

ing (3.8); In this equation, the exploration random samples are weighted by the

probability of each trajectory; thus, random samples leading to a lower cost tra-

jectory will gain more weight. Then, these correction terms are averaged over all

time instants yielding the kernel correction terms using (3.9). The earlier correction

terms will gain more weight by incorporating (N − i ). The policy parameter vector

is updated by adding the correction term.

Finally, a noiseless roll-out is generated by executing the policy with the updated

parameters set. The cost of this noiseless roll-out is calculated. The whole process

of exploration, evaluation and updating is repeated if the cost does not converge.

Otherwise, the convergence of this cost signals the detection of a locally optimal

policy parameter.

3.4.2 Policy learning by Weighting Exploration with the Returns (PoWER)

PoWER (see Algorithm 2) updates the DMP shape parameters w iteratively. In each

iteration, (several) stochastic roll-out(s) of the task is performed, each of which is

achieved by adding random (Gaussian) noise ε to the DMPs shape parameters. Each

noisy vector is weighted by the returned accumulated reward. Hence, the higher

the returned reward, the more the noisy vector contributes to the updated policy

parameters. This exploration process continues until the algorithm converges to

the optimal policy.

The structure of the noise is a key element influencing the convergence speed of a

policy search method but the choice is a trade-off. In the case of DMP shape param-

eters and uncorrelated noise, high noise variance causes large accelerations of the

system, causing a safety hazard and possibly surpassing the physical capabilities of

the robot. In contrast, low noise variance makes the learning process slow.

To address this trade-off, we propose to use correlated noise instead of the earlier

works employing uncorrelated noise. Since the elements of a DMP parameter

vector correspond to temporally ordered perturbing forces, we want to control their

temporal statistics. To achieve this, an intuitive structure for the covariance matrix
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Σ= R−1 can be used where the quadratic control cost matrix

R =
K∑

k=1
ωk AT

k Ak (3.11)

is a weighted combination of quadratic costs related to finite difference matrices

A1 · · ·AK . ωk denotes the weight of the k-th finite difference matrix, and k is the or-

der of differentiation. This structure allows us then to control statistics of any order.

In experiments, we consider variation only in acceleration (second order). Thus,

ω2 = 1 and all other weights ωk = 0,k �= 2, and the second order finite difference

matrix A2 can be written

A2 =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1 0 0

· · ·
0 0 0

−2 1 0 0 0 0

1 −2 1 0 0 0
...

. . .
...

0 0 0

· · ·
1 −2 1

0 0 0 0 1 −2

0 0 0 0 0 1

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦
. (3.12)

With this covariance matrix, the noise signal is smooth (see Fig. 3.3.a) due to limited

acceleration and it has small magnitude in the beginning and at the end of the

trajectory. Hence, safe exploration is provided. It is worth mentioning that a similar

covariance matrix has been applied in [163, 164] for direct trajectory encoding.

In order to control the magnitude of noise, we used a further modified covariance

matrix Σ = γβR−1 where γ is a constant controlling the initial magnitude and

convergence factor

β= 1∑I
i=1 r 2

i

, (3.13)

reduces the magnitude of noise as the policy search algorithm is converging to the

optimal policy.
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Figure 3.3. (a) Noises ε sampled from a zero mean multivariate Gaussian distribution N (0,Σ) with

γ= 1 and β= 0.01. (b) Mean and variance of returns over 12 trials.
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3.4.3 Proposed automatic self-improvement LfD framework

In section 2.5.2, we have reviewed how to represent the policy of a one-dimensional

system, and in section 3.4.1, we studied how to improve its parameters w using PI2

algorithm. However, a robot consists of multiple degrees of freedom (DoF). Thus, a

multi-DoF framework is needed for imitating a skill using such multi-DoF systems

and for improving the performance of the imitated skill.

We define the state of the robot in an eight dimensional space X = {x, y, z, qx , qy , qz ,

qw , fz }, where Xpos = {x, y, z} represents the position of the robot end effector,

Xquat = {qx , qy , qz , qw } formulates its orientation using the quaternion notation,

and fz denotes the Cartesian force along the contact normal.

The multi-DoF self-improving LfD framework is depicted in Figure 3.4. This

framework is divided into four major subcomponents: imitation, DMP executor, RL

optimizer, and a Cartesian impedance controller.

In the imitation component, every single dimension of the aforementioned 8-

dimensional state (each DoF) is modeled by a separate policy. Furthermore, the

transform systems (2.4) of all these 8 policies (MPs) are driven by the same canoni-

cal system (2.3). In this way, the longitudinal position and the orthogonal force are

effectively coordinated. This is beneficial; for example, in a wood planing task, it

avoids the hand plane’s stall during the reenactment of a learned wood planing task.

In addition, each policy is formulated and parameterized using a one-dimensional

DMP. The parameter vector w of this policy is learned using Linear Weighted Re-

gression and sent to the DMP executor.

In the DMP executor component, the state of each single degree of freedom is

computed by the numerical integration of its corresponding transform system

with the associated learned policy parameters w . Besides that, the same canonical

system (2.3) drives all the transform systems, thus ensuring the stability of the

system. In this way, the desired kinematic state of the robot (Xdes) is computed in-

cluding the desired Cartesian position {xdes , ydes , zdes} and the desired orientation

={qdes
x , qdes

y , qdes
z , qdes

w }. Additionally, numerical integration of the force transform

system yields the desired normal force. Forces in other directions are set to zero:

{ f des
x = 0, f des

y = 0}. Both the desired kinematic state Xdes and the desired Cartesian

force Fdes = { f des
x = 0, f des

y = 0, f des
z } are sent to the impedance controller.

τC md = JT (kc (Xdes −Xmsr )+D(dc )+Fdes)+τd ynami cs (3.14)

In the impedance control (3.14), a virtual spring-damper system (kc (Xdes−Xmsr )+
D(dc )+Fdes) is realized in the Cartesian space, where kc denotes its stiffness, and dc

denotes the damping. The virtual spring (kc (Xdes −Xmsr )) and the damping D(dc )
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Figure 3.4. Multi-DoF Self-improving LfD framework for in-contact tasks

terms are added to the desired Cartesian force Fdes which is coming from force

transform system. This addition results in a force in the Cartesian space. The re-

sulting Cartesian force is transformed into joint torques when multiplied by the the

transposed Jacobian JT . Besides that, the resulting desired joint torques are added

to the dynamics model τd ynami c yielding in the command torques τC md . The

command torques are realized by the joint actuators, thus generating a trajectory.

The RL optimization component consists of three sub-processes: exploration,

evaluation, and parameter updating. Exploration is achieved by adding white Gaus-

sian noise (3.5) to policy parameters of the normal force in the Cartesian space.

In other words, we are exploring in the force domain instead of exploring in the

kinematic domain. In addition, multiple (K ) trajectories are required for updating
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the parameters. As a result, K sets of random samples are drawn from the Gaussian

distribution. The Gaussian distribution is zero-mean and the variance Σ is deter-

mined according to the application. Each set of K noisy policy parameters is sent

to the Cartesian force transform system separately. Numerical integration of the

Cartesian force transform system with these noisy policy parameters w +εk results

in a force trajectory which is different from the demonstrated one. Meanwhile, the

noiseless Cartesian position {x, y, z} and quaternions {qx , qy , qz , qw } are generated

by incorporating the noiseless translation {w x , w y , w z } and noiseless orientation

policy parameters {w qx , w qy , w qz , w qw }. Thus, the kinematic state of the system

is reproduced, while exploring the force. This process is repeated K times (trials);

each trial is achieved with the same Cartesian and Quaternion parameters but with

a different normal force policy parameters. Hence, the demonstrated kinematic

state is reproduced, but demonstrated force profile is explored.

The cost of these K exploratory trajectories are evaluated using (3.6), and their

probabilities are calculated using (3.7). These probabilities are used in updating

the parameters. In the update step, the correction terms are computed at every

time step using (3.8); then, they are averaged over the demonstrated trajectory

time resulting in the correction term for every kernel using (3.9). Furthermore, the

convergence of the force policy parameters can be checked by running N noiseless

trials with the updated policy parameter w i mpr oved . In short, the kinematic state is

imitated and reproduced, while the force profile is imitated, explored, and improved.

3.4.4 Experiment

This section specifies the system which we have utilized as a testbed for the pro-

posed self-improving LfD framework. Next, we describe the wood planing as an

application for testing how effective our framework is in learning a complex in-

contact task and improving it. In addition, we specify how we designed a system for

several planing experiments.

System

Our testbed system consists of a light weight robot (LWR) arm (KUKA LBR 4+), a

force/torque (F/T) sensor, and a hand plane. Our framework requires a multi-DOF

arm manipulator providing:

• A programmable active compliance

• Gravity compensation
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Figure 3.5. Parts of the hardware system. Reprinted with permission from Publication I ©2016 IEEE.

• A Cartesian impedance controller

• A fast sampling rate (at least 100 Hz)

The LWR arm was fixed vertically on a table (see Figure 3.5). Furthermore, we

clamped a plank to the side of the table for securing a board which is going to

be planed. In addition, we fixed a knob and a handle on a thick aluminium plate

and attached it to the robot end effector. Besides that, we mounted a 6-axis ATI

mini 45 Force/Torque (F/T) sensor and a hand plane on the plate; we placed

the F/T sensor between the aluminium plate and the hand plane. This order of

mounting the tools enables us to record only the contact forces. Additionally, it

allows for a simultaneous recording of both position and force profile. This intuitive

demonstration mechanism would make it convenient for transferring an in-contact

task from a human to a robot.

The wood planing task

We selected wood planing for testing the effectiveness of our framework. We em-

ployed a high quality Rali hand plane for planing wood. Initially, the depth of the

blade needs to be adjusted regulating the depth of the cut.

After fine-tuning the hand plane, side of a board was planed along the grain while

passively guiding the robot in a gravity compensation mode. The planing task was

demonstrated using the kinesthetic teaching mechanism; a human demonstrator

grabs the manipulator, guide it in the space, and when plane starts to contact the

surface of the wooden board, a downward force needs to be exerted on the knob
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Figure 3.6. Complex wood environment. Reprinted with permission from Publication I ©2016 IEEE.

initially. When the plane is well on the board, the knob and the handle should be

both pushed equally. As the plane passes of the beginning of the board, all the force

must be exerted on the handle. This way of planing would prevent the emergence

of a convex surface on the board.

Wood planing exhibits a complex environment. For example, Figure 3.6 shows

the measured force resulting from two reenactments of the same imitated planing

policy. Although the policy parameters are the same, the measured force do not

follow the same pattern. Furthermore, wood planing requires a simultaneous

control of both pose and force. Moreover, a model of the chips weight as a function

of the exerted force is not known.

Design

The imitated policy was reenacted using 14 kernels (shape parameters) with gain

parameters set as αx = 500 and βx = 4αx , thus making it a critically damped system.

Furthermore, the stiffness of the impedance controller (12) was modified as kc =
(kx = 4000N /m,ky = 4000N /m,kz = 0N /m), thus generating a longitudinally stiff

while orthogonally compliant controller.

A wooden board needs to be cut aggressively initially in order to level its surface

quickly; in this case, the more chips shaved, the better. Hence, a reenacted policy

was evaluated by the weight of the chips; however, it is not enough to assess the

performance of a policy using one reenactment because of the complex dynamic
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Figure 3.7. Different wooden boards planed. Reprinted with permission from Publication I ©2016

IEEE.

interaction between the plane and the wood surface; every cut creates a new en-

vironment in which the reactive force profile can be significantly different; hence,

one cannot predict a force in a certain state with sufficient accuracy. Moreover,

moisture in the boards and a plane slipping over the surface of the wood increases

the uncertainty of the environment. In general, the environment in a wood planing

task is greatly more stochastic than previously studied tasks such as ball-in-a-cup,

opening a door, and cleaning a whiteboard. Thus we assess the performance of an

imitated policy using 30 reenactments.

Σθ = (αε×σ2)I (3.15)

σ2 = var (θi mi t ated
fz

) (3.16)

R(τi ) =φt N +
∫tN

ti

(
1

2
θT

t Rθt ) (3.17)

φt N = exp(−2×w) (3.18)

The imitated policy was optimized using two update iterations. In the first update

round, the diagonal elements of the exploration noise covariance were initially set

to αε = 40% of the variance of the imitated policy parameters for the normal force

(θi mi t ated
fz

). This initial variance was determined experimentally. The exploration

noise parameter was decreased to αε = 30% in the second update round. Further-

more, we utilized a state-independent cost function (15) (negative exponentiation

of weight of the chips w (16)) for evaluating the performance of the exploration

policies. Additionally, N = 10 roll-outs were generated by executing the policy with

the updated parameters set θi mpr oved for assessing the performance of the updated

policy.
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3.4.5 Result

In this section, we study the results which were published in Publication I. We

verified the effectiveness of our self-improvement LfD framework on planing four

different wooden boards (see Figure 3.7) along the grain. Board A and C are two

different Douglas Fir boards, while board B and D are two different kinds of pine

boards. Furthermore, we demonstrated the resulting chips weight using box plots.

In the following figures, the blue box represents the chips weight cut by the imitated

policy; a black box denotes the chips weight removed by the exploration policies,

while the green box demonstrates the chips weight shaved off by an updated policy.

We have tested three null hypothesis using the Mann-Whitney U test:

1. Under the first null hypothesis, the weights of the chips removed by the imitated

policy and the first updated policy are drawn from the same distribution.

2. The second null hypothesis states that the weights of chips cut by the reenacted

imitated policy and the second updated policy are distributed equally.

3. The third null hypothesis explains that weights of the chips resulting from the

reenactment of the first updated policy has the same distribution as the weights

of the chips shaved off by the second updated policy.

Figure 3.8 shows the result of planing experiment on board A. Although the im-

itated policy was reenacted with a fixed parameters set θi ni t , it removed chips

with varying weights. Furthermore, some planing trials (marked by red crosses)

resulted in a very different chips weight indicating the complexity of the wood sur-

face environment. Yet, the reenactment of the updated policies led to a significant

increase in the chips weight (see TABLE 3.1). Additionally, all the aforementioned

three null hypotheses were rejected at a significance level of P < 0.001, indicating

an improvement in the performance of the updated policies. Besides that, another

planing experiment was performed on board C. All the three null hypotheses were

rejected (see TABLE 3.1), indicating the effectiveness of our approach in improving

the in-contact task of wood planing on board C.

The result of planing experiment on board B is demonstrated in Fig 3.9. There is

a strong evidence against the first and second null hypotheses with the P < 0.001,

indicating a positive shift in the mean of the chips weights from the imitated policy

to the first and second updated policies. However, the third hypothesis could not

be rejected as the p-value was 0.1409. In other words, the first updated policy was
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Figure 3.8. Chips weight resulting from planing board A; from left to right: IP(imitated pol-

icy); EXP1(exploration policies of the first round), UP1(the first updated policy),

EXP2(exploration policies of the second round), and UP2(the second updated policy)

respectively. Reprinted with permission from Publication I ©2016 IEEE.

performing substantially well that does not leave place for further improvement.

Figure 3.10 shows the result of planing experiment on board D. This board was

the easiest one to plane, and it requires much less force than the other boards

because of its thin width. Furthermore, the imitated policy led to cutting chips

with an average weight of 0.20867. Although the majority of the chips removed

by the first updated policy had a consistent weight with an average of 0.212, the

first null hypothesis was accepted with a p-value of 0.8722, indicating no positive

shift in the chips weight from the imitated policy to the first updated one. This is

mainly because the blade depth and the imitated demonstration were perfectly set,

thus leaving no place for significant improvement. On the other hand, both the

second and third null hypotheses were rejected at a significance level of P < 0.001,

indicating an improvement in the performance of the second updated policy.

3.4.6 Conclusion

Our results shows the effectiveness of our framework in imitating a planing task and

improving the imitated skill on planing four different boards. After only two update

rounds, a policy was learned which showed statistically significant improvement

over the initial imitated policy in removing more chips on all different boards,
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Table 3.1. Summary of the planing experimental results. Reprinted with permission from Publication I

©2016 IEEE.

wooden

board

dimension

(width *

length)

chips

mean

weight

(gr) by

the Imi-

tated

policy =

μ0

mean

weight

of the

first up-

dated

policy =

μ1

mean

weight

of the

second

up-

dated

policy =

μ2

p-value

for

μ0 <μ1

(signifi-

cance

=1%)

p-value

for

μ0 <μ2

(signifi-

cance

=1%)

p-value

for

μ1 <μ2

(signifi-

cance

=1%)

Board A 58cm *

26cm

0.87 0.91 0.96 8.32E-

005

2.08E-

006

8.11E-

005

Board B 38cm *

20cm

0.25 0.31 0.30 1.88E-

006

1.89E-

006

0.1409

Board C 58cm *

25cm

0.41 0.43 0.47 0.0541 1.74E-

004

0.0026

Board

D

49cm *

10cm

0.21 0.21 0.22 0.8722 3.37E-

004

4.40E-

004

while a single update round was not sufficient. This work can be improved by

considering a more detailed cost function including state-dependent metrics such

as the immediate acceleration and magnitude of the normal force. In this case, an

improved skill requiring less effort can be found. Furthermore, we determined that

a planing task can be imitated using only 14 kernels (shape parameters) and that a

diagonal covariance matrix with diagonal elements set to 40% of the variance of

the imitated policy parameters was sufficient for an initial exploration, but how

to control the exploration rate is a subject of further studies. Besides that, we

considered only normal forces while some other applications are likely to benefit

from policies including forces in other directions.

3.5 Discussion

In this chapter, we have reviewed several mechanisms for demonstration, imitating

an in-contact skill, modifying the imitated skill, and our self-improvement LfD

framework.

Learning an in-contact task from scratch using RL is not a safe approach. Initial-

izing RL with an imitated policy will lead to a faster convergence and also a safer
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exploration. Faster convergence is achieved because the initial parameters are near

optimal. Furthermore, it is a safer approach than zero-initialization mainly because

the RL agent is exploring locally around a policy which has been demonstrated by

an expert who has provided a safe policy.

We believe that kinesthetic teaching is the most intuitive demonstration mecha-

nism for in-contact tasks. This is because it allows for simultaneous recording of

both position and force during demonstration. Therefore, there is no need for syn-

chronizing these two modalities. Besides that, transformation of the demonstrated

profile from the source system to the target is not necessary.

The proposed framework (see section 3.4.3) is suitable for imitating an in-contact

skill with subsequent self-improving of the imitated in-contact skill using a policy

search method. This framework has been effective in improving the performance

of an imitated planing task [147], indicating that motor primitives can convey both

position and force modalities even in a skill with a complex contact interaction

such as wood planing.

3.5.1 Modification of an in-contact task

Modification of an imitated in-contact task is often necessary to achieve the goal

of the task. Modification has been mainly performed for three different purposes:

adaptation using ILC, generalization using variable stiffness controller, and Im-

provement using RL. In this section, we review briefly the pros and cons of each

approach.

Adaptation using ILC

ILC has been mainly proposed for matching the re-enactment of an in-contact

task with respect to the demonstration. This is useful for resolving noise when

transferring an in-contact task to a new workspace. However, the ILC methods

which we covered in this chapter have some limitations. Firstly, they are based on a

linear system, which indirectly assumes a linear underlying contact interaction. The

effectiveness of these approaches is limited to in-contact tasks with linearizable and

stable contact interaction. Secondly, improvement of a demonstrated force/torque

profile is not considered in ILC; in other words, ILC focuses on refining an imitated

skill for achieving a perfect match between the reenactment of the imitated skill

and the demonstrated profile of that skill. Hence, ILC cannot be applied to improve

the performance of in-contact tasks.
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Generalization using variable stiffness controller

Generalization of an in-contact task has been undertaken using different approaches

such as ProMPs, differential calculus, and object centric warping.

ProMPs work effectively in trajectory tracking and synchronizing the contact

forces with the kinematic state. Thus, it can be used when generalizing to a simple

contact interaction such as a new grasping location.

The differential calculus approach assumes moving in a homogeneous environ-

ment. In such environments, differential calculus can be used for predicting the

magnitude of contact forces when following a new trajectory in the same environ-

ment.

The main goal of object centric warping has been the manipulation of deformable

objects. However, when manipulating a non-deformable object such as wood, the

robot will be stiff in every direction and throughout the wood plaining task since

there is little variance in the demonstrated trajectories.

Moreover, some in-contact tasks such as wood planing involve controlling the

contact forces generated from non-homogeneous environments with complex non-

linear contact interactions. In this case, generalization is not feasible. For example,

the aforementioned approaches cannot be utilized for generalizing from planing

Douglas Fir boards to planing pine boards.

Improvement using RL

Mastering craftsmanship is like learning to ride a bicycle. In addition to mimicking

a master’s performance, one needs to practice and learn from his mistakes and

successes. Similarly, a robot can improve an imitated skill through trials and errors.

For example, a robot carpenter needs several trials to remove more chips or to

cut more smoothly. In fact, automatic self-improvement of an imitated in-contact

skill can be a crucial step toward an independent robot explorer with significant

economical benefits.

Instead of providing several demonstrations and choosing the most consistent

policy using HMM [97], RL provides an automatic self-tuning mechanism alleviat-

ing the need for many demonstrations. This is desirable as providing a demonstra-

tion is often a challenging task.

Recently researchers have shown interest in improving in-contact tasks such as

assembly tasks [165], object grasping [166], door opening and picking task [96].

Furthermore, force profile has also been optimized for tasks such as door open-

ing [163, 167, 168] and picking tasks [168, 163].

An in-contact task is typically implemented using an admittance controller [169],

impedance controller [170, 171], or a hybrid controller [172, 173]. Admittance
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control is accurate when controlling a non-contact task, while it can lead to in-

stability for some in-contact tasks characterized by a stiff environment [174]. On

the other hand, impedance control has stable in-contact interaction with a stiff

environment, while it can lead to poor accuracy for non-contact tasks [174]. On the

other hand, the hybrid controller [172, 173] requires setting up a task constraints

frame determining which dimension needs to be either position controlled or force

controlled.

We have utilized an impedance controller and made an intuitive experimental

setup (see Figure 3.5) for a wood planing task allowing for the simultaneous record-

ing of both position and force. In this setup, the robot base frame is selected as the

world frame. In other words, the Z direction is orthogonal to both the table and the

planing surface of the wood. Furthermore, the impedance controller has been kept

longitudinally stiff while orthogonally compliant during the entire execution of the

planing task. In other words, we made the Z direction compliant, while the rest of

the dimensions have been made stiff.

This manual setup of the task constraints frame has been inspired from observing

how a human performs the wood planing task; a human expert typically pushes

down on the knob, while moving forward. Similarly, such task constraints can be

imitated automatically from a human demonstration, which is useful for a hybrid

controller [175]. On the other hand, automatic online self-adjustment of the task

constraints frame using RL can make the designing of a hybrid controller automatic.

This can open a new horizon which can lead to robots learning to adjust to the

constraints of the in-contact task automatically by exploring and interacting with

an environment.
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Algorithm 1 PI2 algorithm for updating DMPs Policy Parameters

Input: w i ni t , Σw , the cost function regulator λ, and DMP kernels Ψ j

Output: Improved policy with parameters w i mpr oved

Initialisation :

w = w i ni t

K =the number of exploration iterations

K L=Number of DMP kernels

1: repeat

2: Draw K random samples εk ∼N (0,Σw )

3: (Exploration Process): Create K roll-outs of the system τ1...τK from the same

starting state x0 but using noisy parameters w +εt ,k

Evaluation Process:

4: for k = 1 to K do

5: for i = 1 to N do

6: Calculate the projection matrix Mti =
R−1g ti

g T
ti

g T
ti

R−1g ti

7: Calculate the cost-to-go at every time-step

S(τi ,k ) =φtN ,k +
N−1∑
j=i

qt j ,k +
1

2

N−1∑
j=i

(w +Mt j εt j ,k )T R(w +Mt j εt j ,k ) (3.6)

8: Compute the probability of each roll-out:

P (τi ,k ) = e
−1
λ

S(τti ,k )∑K
j=1 e

−1
λ

S(τti , j )
(3.7)

9: end for

10: end for

11: for i = 1 to N do

12: Compute the correction terms for every time step

δw ti =
K∑

k=1
P (τi ,k )Mti ,kεti ,k (3.8)

13: end for

14: for j = 1 to K L do

15: Average the correction terms for the j -th kernel Ψ j

[δw ] j =
∑N−1

i=0 (N − i )Ψ j
ti

[δw ti ] j∑N−1
i=0 (N − i )Ψ j

ti

(3.9)

16: end for

17: update the policy parameter w = w +δw

18: Create a noiseless roll-out R =φtN +∑N−1
i=0 rt

19: until The cost function R converges

20: return w i mpr oved = w
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Algorithm 2 Pseudocode of the PoWER [70] algorithm for a one-dimensional policy.

Input: The initial policy parameters w , the exploration variance Σ

1: repeat

2: Sample: Perform rollout(s) using a = (w + εt )T φ(x , t ) with

εT
t φ(x , t ) ∼ N (0,φ(x , t )T Σ̂φ(x , t )) as stochastic policy and collect all

(t , x t , a t , x t+1,εt ,rt+1) for t = {1,2, . . . ,T +1}.

3: Estimate: Use unbiased estimate

Q̂π(x , a, t ) =
T∑

t̃=t

r (x t̃ , a t̃ , x t̃+1, t̃ ).

4: Reweight: Compute importance weights and reweigh rollouts, discard low-

importance rollouts.

5: Update policy using

wk+1 = wk +
〈∑T

t=1 εtQπ(x,a, t )〉R(τ)

〈∑T
t=1 Qπ(x,a, t )〉R(τ)

6: until convergance wk+1 ≈ wk
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4. Generalizing Movement Primitives

Generalization involves extracting patterns from data and is one of the main ob-

jectives of machine learning. It enables an agent to interpolate or extrapolate from

previously observed experiences to avoid learning from scratch for every new sit-

uation. This is is an integral component of an automatic learning framework. In

the context of movement primitives (MPs), generalizing MPs to new situations is

also beneficial for many real-world tasks as these tasks are governed by varying

underlying dynamics. For example, in a ball-in-a-cup task (see Figure 4.1), the

dynamics of the task change significantly when the string length changes. In this

case, policy parameters w∗
l which have been optimized for a certain string length l

will not be optimal for another string length l ′, where
∣∣l ′ − l

∣∣> 2 cm. In this case,

the ball-in-a-cup task/environment is characterized by the string length which is a

measurable parameter. We refer to such a parameter as a task parameter.

Figure 4.1. Ball-in-a-cup game where a policy which is optimized for string length l is not optimal for

another string length such as l ′.

We discussed in the previous chapter that MPs for a certain task can be achieved

by imitation using supervised learning (see section 3.1) or by optimization using

reinforcement learning (see section 3.4). In this chapter, we will review different

75



Generalizing Movement Primitives

approaches of generalizing MPs to measurable new task parameters describing new

situations.

Existing generalizable LfD models can be categorized as generalization by design

where task parameters are mapped to explicit meta-parameters of a policy such as

the goal of a DMP; generalization by a supervised learning approach such as local

or global models; and generalization by contextual policy search.

4.1 Generalization by design

In this approach, generalization is achieved by mapping task parameters to meta-

parameters of a policy [121, 45, 176, 177] allowing for the speeding up RL in a new

situation which is related to previously observed situations. The generalization by

design approach allows then the adjustment of some designed aspects of motion

such as initial position, goal, amplitude, and duration using regression. The most

representative study of this category is demonstrated in [121]. As this is the most

relevant approach to ours, we elaborate on it.

Kober et al. [121] provided a RL framework for learning the mapping of task

parameters to meta-parameters of DMPs including its initial position, goal, am-

plitude and duration. They utilized a cost regularized kernel regression (based on

Gaussian process regression) for mapping a situation to meta-parameters. In fact,

mapping is achieved by calculating the predictive mean of a Gaussian process, and

cost refers to the uncertainty of the training examples. In their iterative algorithm,

hyper-parameters of the Gaussian distribution are updated by sampling from the

corresponding mean function and observing its cost. As more samples are acquired,

the predictive accuracy of the learned meta-parameter function will increase.

They have evaluated their approach in two simulated and real-world applications,

namely table tennis and dart throwing. In table tennis, the task parameters repre-

sented positions and velocities of the ball and the robot when the ball is above the

net. In the dart throwing task, the task parameter represented the location of the

dartboard. In both of the aforementioned tasks, the meta-parameters of a DMP

policy represent the final joint position and velocities. The framework achieved

continuous improvement of the learning performance in both tasks.

4.2 Local Models

In this section, we will briefly review previous research in generalization using

local models. Researchers have recently shown interest in generalizing DMP shape
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parameters to new situations, where generalization is achieved using regression

models such as support vector machine (SVM), Gaussian process regression (GPR)

and locally weighted regression (LWR).

4.2.1 Local models with dimensionality reduction

Instead of extracting the underlying regularities in the original policy parameter

space, some researchers map the training optimal policies to a space with a reduced

dimensionality [7, 178, 179, 180]. The main assumption of these approaches is that

optimal policies associated with closely related task parameters become closer in

this reduced space.

Da Silva et al. [7] proposed a method for generalizing MPs from task parame-

ters using support vector machines with local Gaussian kernels. First, a lower

dimensional piecewise-smooth manifold is extracted from some training samples

capturing the underlying regularities in the policy parameter space of the training

samples (see Figure 4.2).

The dimensionality reduction of the policy parameter space is achieved using a

geometrical approach, ISOMAP [181] algorithm identifying the number of charts

where local policies are closely related. The resulting manifold represent how policy

parameters change as a task varies. Furthermore, they apply a non-linear regression

using SVM for each chart to map the task parameters to policy parameters.

When a new task arrives, the most representative chart is identified using a linear

classifier, and then the previously trained local model SVM associated with the

corresponding chart is applied for predicting the policy parameters. They evaluated

their method on a simulated dart throwing task with target location as the task

parameter and DMPs shape parameters as the policy parameter. The result showed

the average distance of the thrown dart to the target reduces as the number of

training samples increased.

4.2.2 Gaussian kernels

Researchers have also shown interest in generalizing MPs using Gaussian ker-

nels [182, 8, 74]. Calinon et al. [182] proposed an MPs model based on a Gaussian

mixture model and generalize it to new situations using expectation maximization.

Although their model is capable of linear extrapolation, it is only applicable when

the task parameters can be represented in the form of coordinate systems.

Stulp et al. [8] merged task parameters into the forcing function of DMPs. They

mapped the task parameters to shape parameters of DMPs using Gaussian kernels;

the forcing function of DMPs are also represented using a weighted sum of Gaussian
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Figure 4.2. Generalization is achieved using a weighted sum of local models. This method first

extracts a lower dimensional space from training data. Then it identifies which chart of

the manifold a task belongs, and then utilizes a non-linear regression method which has

been previously trained for that part of the manifold. For more information, see [7].

Figure 4.3. Generalization is achieved using a forcing function with a two dimensional kernel merging

time t and task parameter q . In (a) the kernel centers are fixed, while in (b) centers are

selected arbitrarily. Reprinted with permission from [8] ©2013 IEEE.

kernels. They merged the aforementioned two kernels by the multiplication of

the corresponding Gaussian kernels inside the forcing function of DMPs. This

multiplication resulted in a two dimensional kernel which is a function of task

parameter q and time t (see Figure 4.3). The advantage of this formulation is that

the kernel centers can be selected automatically and arbitrarily. They evaluated

their method in an object avoidance task with the height of the obstacle as the task

parameter. Their augmented forcing function increased the success rate further

than LWR with one dimensional forcing function.

Forte et al. [74] provided a generalizable LfD framework using GPR which is suit-

able for on-line applications. In their framework, GPR is utilized for mapping the

task parameters to optimal policy parameters of DMPs. The disadvantage of GPR

is the computational complexity which is associated with kernel matrix inversion.

Their kernel formulation depends only on the training samples. Therefore, they

calculate the inversion of the kernel in advance. Once a new task arrives, general-

ization is achieved by computing the mean of GPR.
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4.2.3 Locally Weighted Regression

Locally weighted regression (LWR) is a nonparametric regression method [183]. It

results in a nonparametric function approximation which can represent the data

locally. In order to estimate a function at a certain query point q , samples in a

neighborhood around that query point are collected. Then each sample is weighted

according to the distance from the query q . The closer a sample is to the target

query, the more contribution it will have on the estimated target value. In short, the

function value at certain query point q is estimated using a weighted least square

of the samples collected from the neighborhood around q . LWR has been applied

to generalizing MPs to new situations [72, 73].

Ude et al. [72] has provided a generalizable LfD framework. They proposed a

method based on nonparametric regression for generalizing from sample task

parameters to both policy parameters and meta-parameters of DMPs.

They mapped the task parameters to meta-parameters such as goal and duration

of DMPs using GPR because of its accuracy. However, they applied LWR to map task

parameters to policy parameters because of its lower computational cost than GPR.

The evaluated their approach in grasping, ball throwing, drumming and and

reaching tasks where training samples have been achieved by imitating human

demonstrations. In other words, for every single task parameter in the training

database, a human demonstration was required.

In the reaching task, they achieved interpolation of training samples correspond-

ing to 25 trajectories demonstrated in an area of size 25 cm × 25 cm. The grasping

task involved avoiding an obstacle while generalizing to a new object position. For

the ball throwing task, they achieved interpolation with a relative reproduction

accuracy in an area of size 80 cm × 100 cm for which 20 sample demonstrations had

been recorded in advance. In the drumming task, periodic movement had been

generalized to trajectories similar to the demonstrated ones.

4.3 Global Models

Generalization using a parametric approach with a global representation has been

considered by very few researchers [9, 71]. In this section. we first briefly review the

model proposed by Carrera et al. [9]. Then we elaborate on our global parametric

approach [184]. Finally, we will show that the model proposed by Matsubara et

al. [71] is a linear special case of our proposed parametric model.

Carrera et al. [9] developed a parametric MPs model based on a mixture of several

DMPs. First, they recorded multiple demonstrations. A DMP model was fitted to
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each demonstration, and a parametric value was assigned to it representing the

task environment in which the demonstration was recorded. Then, they calculated

the influence of each model using a distance function between the model param-

eters and the parametric value describing the current environment perturbation.

Using the influence of each model as its mixing coefficient, the mixture of models

was computed at the acceleration level. Since it was a linear combination with

positive coefficients, the mixture model was not expected to be capable of extrapo-

lation. In fact, we have observed in our experiments that this model is incapable of

extrapolation in a Ball-in-a-Cup task [184].

4.3.1 Global parametric dynamic movement primitives

In this section, we elaborate on our parametric approach with a global representa-

tion which we refer throughout the thesis as GPDMP. It is a contextual skill model

which can capture the underlying regularities of related tasks from a database (DB)

of MPs. In this chapter, we assume that the DB is given and the objective is to map

the task parameters to their corresponding MPs. In the next chapter, we will elabo-

rate on our incremental approach for constructing this DB in an online incremental

fashion and from the scratch.

We elaborated on the structure of a DMP policy in section 2.5.2. Here, we trans-

form the basic forcing function (2.5) into a parametric forcing function

f (z, l;w) = wT (l)g (4.1)

where the kernel weight vector w is parametrized using a parameter vector l of

measurable task parameters.

We model the dependency of the weights with respect to parameters as a linear

combination of J basis vectors vi with coefficients depending on parameters in a

non-linear fashion,

w(l) =
J∑

i=0
φi (l)vi = VT φ(l) (4.2)

where V is a J ×N matrix of parameters with N referring to the number of kernels

g. φ(l) is a J dimensional column vector with elements φ j (l). For example, the

non-linear basis φ j (l) for a polynomial model in one parameter is φ j (l ) = l j . The

formulation captures linear models such as [71] as a special case.

Considering a single parameter l for presentational simplicity, the linear model

can be written

w(l ) = l v1 +v0. (4.3)

For a chosen non-linear basis (known functions φi ), the basis vectors can be cal-

culated by minimizing the difference between modelled and initial non-parametric

80



Generalizing Movement Primitives

DMP shape parameters,

argmin
V

K∑
k=1

‖w(lk )−wk‖2 (4.4)

where wk denotes the initial weight vector of a non-parametric DMP optimized

for parameter values lk . The initial weights can be merely imitated from a human

demonstration using weighted linear regression [65] or improved using a policy

search method [122]. In either case, reproducing an imitated task using wk should

lead to a successful performance in an environment parametrized by lk .

In order to solve (4.4), one needs to construct the design matrix

Φ=

⎡⎢⎢⎢⎢⎢⎢⎢⎣

φ1(l1) φ2(l1) . . . φJ (l1)

φ1(l2) φ2(l2) . . . φJ (l2)
...

...
. . .

...

φ1(lK ) φ2(lK ) . . . φJ (lK )

⎤⎥⎥⎥⎥⎥⎥⎥⎦
(4.5)

where K denotes the number of initial DMPs weight vectors which must be at

least equal to or greater than the order of the model J to avoid unconstrained

optimization problems. Furthermore, the rows of the target matrix

W =

⎡⎢⎢⎢⎣
wT

1
...

wT
K

⎤⎥⎥⎥⎦ (4.6)

represent initial DMP weight vectors. We can minimize (4.4) with respect to the

matrix of basis vectors V, giving

V̂ = (ΦT Φ)−1ΦT W. (4.7)

The model choice J for a particular application is a compromise between complex-

ity of the attractor landscape that can be modeled and overfitting due to insufficient

data. In the next chapter (section 5.3.3), we will elaborate on our log-likelihood

based model selection approach which works successfully even when very few

samples are available.

4.3.2 Relationship to Matsubara’s parametric approach

Matsubara et al. [71] have proposed a PDMP method for learning parametric attrac-

tor landscape by extracting a small number of common factors from M demonstra-

tions. Firstly, these M demonstrations are aligned so that they have the same size.

Then, the nominal forcing function matrix is generated using

Fr e f
al l =

(
fr e f

1 fr e f
2 ... fr e f

M

)
(4.8)
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where fr e f
m represents the reference forcing function calculated for the m-th demon-

stration xdemo
m . Next, using the singular value decomposition of the nominal forcing

functions matrix

Fr e f
al l = UΣVT (4.9)

the matrix of desired basis Fbasi s function is created from the first J columns of V.

They estimate the forcing function using

f̂ (z, s;w) =ΣJ
j=1s j b j (z;w) (4.10)

where the basis function

b j = wT
j g (4.11)

is a weighted sum of kernels [g]n (see (2.6) in section 2.5.2). The weight vector w

can be calculated using least square fitting or LWR as

[w j ]n = (ZT ΨZ)−1ZT ΨFbasi s (4.12)

In addition, the hyper parameter is calculated using

s j =β j ,1l +β j ,2 (4.13)

where l represents an environment parameter. The structure of the basis func-

tion (4.11) allows for further simplification of the forcing function (4.10). In fact, by

substituting (4.13) into (4.10), we get

f̂ (z, s;w) =ΣJ
j=1(β j ,1l +β j ,2)b j (z;w)

=ΣJ
j=1(β j ,1l wT

j g)+ΣJ
j=1(β j ,2wT

j g)

= (ΣJ
j=1β j ,1wT

j )l g+ (ΣJ
j=1β j ,2wT

j )g

= vT
1 l g+vT

0 g

= (v1l +v0)T g

(4.14)

which is equivalent to our linear parametric model (4.3). However, Matsubara’s

approach is computationally more complex. In fact, their method involves three

main processes: an SVD decomposition of the matrix F basi s of desired basis func-

tions; calculating J kernel vectors w for basis functions b j ; and computing J style

parameters β j ,1 and β j ,1. The complexity of the SVD (16) is O(s2
d M +M 3) where sd

refers to the size of each one of M demonstrations. Moreover, J ×N basis function

parameters and J×2 style parameters need to be estimated using least square fitting.

The number of desired basis functions J ≥ 2 should be at least two; otherwise, the

learned model will be too general failing to capture the variability of a task. On the

other hand, our linear parametric model (8) requires only the estimation of 2×N

parameters.
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4.4 Contextual policy search

The generalizable LfD models, which we have covered in the previous chapter, have

assumed the availability of optimal policy parameters in the DB of MPs. These

optimal policy parameters have either been imitated from several human demon-

strations, or learned using RL. On the other hand, contextual policy search (CPS)

does not assume the availability of these optimal MPs in advance of generalization.

In fact, CPS learn the policies in an online manner from scratch.

In the next two sections, we briefly overview two CPS frameworks, one of which

is using a model-based approach [185], while the other is model-free [186]. For a

more thorough survey on contextual policy search, please refer to [162].

4.4.1 Model-based CPS

Kupcsik et al [185] developed a data-efficient CPS framework. Their model-based

hierarchical RL framework consists of a lower-level policy controlling a robot for

a given task parameter τ, and an upper-level policy generalizing the lower-level

policy parameters w across task parameters.

The upper-level policy is in fact a linear contextual skill model and modeled as a

Gaussian function

π(w |τ) =N (w |a + Aτ,Σ) (4.15)

with hyper-parameters θ = {a, A,Σ}. It is worth mentioning that in their considered

contextual skill model (4.15), the policy parameters w depend linearly on a task

parameter τ. On the other hand, the lower-level policy π(u t |x t ; w ) computes an

action u t for a state x t .

They update the contextual skill model iteratively by re-estimating the hyper-

parameters θ. In each iteration, they use the current estimate of θ̂ for collecting N

trajectories. Each trajectory is associated with a certain task parameter τi where

i = 1. . . N and is achieved by executing a lower-level policy such as DMPs with

parameters computed using w i ∼π(w |τi ).

Next, a forward dynamics model is estimated using the collected N trajectories.

They utilize GP for modeling the dynamics model. Utilising the estimated forward

dynamics model, a dataset D is artificially created where D =
{

{τ j , w j ,R j }
∣∣∣ j =

1. . . M
}

consists of M sample trajectories each of which is associated with a reward

R j , task parameter τ j and policy parameters w j .

After that, each sample in D is weighted with a probability p j according to the

original REPS algorithm [160]. Finally, they apply a weighted maximum likelihood
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(ML) estimate

θ∗ = argmax
θ

M∑
j=1

p j log
(
L (θ|w j )

)
(4.16)

to update the hyper-parameters θ of the contextual skill model (upper-level policy),

where L denotes the likelihood of hyper-parameters θ given M sampled policy

parameters w . All things considered, the contextual skill model is updated using

ML estimated from the artificially generated samples.

4.4.2 Model-free CPS

A model-free framework for contextual policy search is provided in [186]. They

implemented policy search using an expectation-maximization (EM) approach

where the objective was to find policy parameter w resulting in a high level of evi-

dence p(R ;τ, w ) where R denotes the reward of a trajectory which was achieved by

executing a policy with parameter w at a situation characterized by task parameter

τ. They defined their evidence function as

p(R;τ, w ) =
∫
τ,w

p(R|τ, w )p(τ, w ;θ)dτd w (4.17)

where p(τ, w ;θ) represents a target trajectory distribution with hyper-parameter θ.

Instead of approximating the target distribution using a reward weighted trajectory

distribution pR , they introduced a variational distribution q(τ, w , θ̂). In the E-step,

they found q which minimizes the Kullback Libeler (KL) divergence K L(q||pR ). In

the M-step, they maximized the lower bound L (q, θ̂) of the evidence function (4.17)

with respect to hyper-parameters θ̂. As a result, they achieved a target distribution

which is cost-averse. Finally they computed the policy parameter w for a new

situation by conditioning the target distribution

π(w |τ) = p(τ, w ;θ)

p(τ;θ)
(4.18)

with respect to the task parameter τ characterizing that new situation.

It is worth mentioning that minimizing an M-projection K L(pR ||p(τ, w ;θ)) would

lead to a Monte-Carlo EM-based policy search method such as PoWER [70] and

RWR [187]. M-projection finds a trajectory distribution p(τ, w ;θ) which is high

wherever the reward-weighted distribution pR is high [75]. In this way, these meth-

ods try to reproduce the experienced behavior with high rewards, while neglecting

experiences with a small reward.

On the other hand, Neumann [186] minimizes the I-projection K L(q||pR ) result-

ing in a variational distribution q which tends to be zero wherever pR is zero. Since

pR is a distribution weighted by the reward, the policy parameters which have led

to small reward will be discouraged in the E-step. Whereas, the policy parameters

which have led to high reward will be encouraged in the M-step.
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4.5 Experiments and Results

We studied experimentally the generalization performance of the proposed model

using a Ball-in-a-Cup task taught to KUKA LBR 4+ initially using kinesthetic teach-

ing. In this section, we explain the scenario, compare the proposed noise (proposal)

generation to standard uncorrelated noise in terms of convergence speed, and

study the extrapolation capability of the model. The results were published in

Publication II.

4.5.1 Ball-in-a-Cup Task

The Ball-in-a-Cup game consists of a cup, a string, and a ball; the ball is attached to

the cup by the string (see Figure 4.1). The objective of the game is to get the ball in

the cup by moving the cup in a suitable fashion. In practice, the cup needs to be

moved back and forth at first; then, a movement is induced on the cup, thus pulling

the ball up and catching it with the cup.

We chose the Ball-in-a-Cup game because variation in the environment can be

generated simply by changing the string length. The string length is observable and

easy to evaluate, thus providing a suitable parameter representing the environment

variation. Nevertheless, changing the length requires a complex change in the

motion to succeed in the game. Hence, the generalization capability of a parametric

LfD model can be easily assessed using this game.

The state of the robot is defined in a seven dimensional space X = {x, y, z, qx , qy , qz ,

qw }, where Xp = {x, y, z} represents the position of the robot end effector (cup), and

Xq = {qx , qy , qz , qw } formulates its orientation using a quaternion. The ball-in-a-

cup is essentially a two-dimensional game and thus only motion along two axes,

y and z was used. In the demonstration phase, the robot was set compliant along

y and z, while it was set stiff rotationally and along x, which were considered as

constant states. The plane spanning y and z was orthogonal with respect to the

table upon which the robot was mounted (see Figure 4.1).

The trajectories along y and z were encoded using separate DMPs with same

number of parameters. We found experimentally that 55 kernels (shape parameters)

were required so that the reproduced movement was able to put the ball above

the rim of the cup in the execution phase. In total, 110 shape parameters were

then learned using LWR (6). However, using these initial shape parameters, the

reproduced movement did not put the ball back into the cup. Hence, the shape

parameters were optimized in a trial-and-error fashion using RL as described in

Section 3.4.2.

Reward function is the most fundamental ingredient of RL. We formulated the
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reward function similar to [70] as

r (t ) =

⎧⎪⎨⎪⎩
e−αd 2

, if t = tc ,

0, otherwise
(4.19)

where tc denotes the time instant when the ball crosses the rim of the cup with a

downward motion; d represents the horizontal distance between the rim of the cup

and the centre of the ball; and α is a scaling parameter set to 100 in our experiments.

The closer the ball is to the rim of the cup, the higher the reward will be. As the

shape parameters are fine-tuned in a trial-and-error approach, the ball would get

closer to the cup. Furthermore, the reward is zero if the ball does not reach above

the rim of the cup. Without such a constraint, the RL algorithm might converge to a

policy where the ball is tossed to the bottom of the cup.

4.5.2 RL Convergence Rate

Figure 3.3.b depicts the convergence rate for the RL algorithm with the proposed

method starting from an imitated trajectory. Figure 3.3.b shows both mean and

variance of returns over 12 trials. On average a total of 80 rollouts (including 11

initial rollouts) are required for the policy to converge to an optimal one where the

robot repeatedly succeeds at bringing the ball into the cup. After the ball went into

the cup for the first time, on average 11 additional rollouts were required for the

policy to converge. The convergence rate is similar to [70] where 75 rollouts were

typically required for convergence. However, the results are not directly comparable

due to differences in hardware realizations and human demonstration quality.

Figure 4.4 shows a comparison between the proposed correlated (blue) and earlier

uncorrelated (red) exploration noises. The graph on left (Figure 4.4.a) shows that

the proposed correlated noise improves the convergence rate significantly. The

slow learning rate of uncorrelated noise is partially due to the small variance of

the sampled noise in comparison to the correlated noise as shown in Figure 4.4.b.

However, larger noise variance was not feasible in the uncorrelated case because

of the required accelerations were not physically realizable. This is demonstrated

in Figure 4.4.c which shows accelerations in three cases: original demonstration,

correlated noise and uncorrelated noise. Figure 4.4 shows that although the mag-

nitude of the noise is smaller in the uncorrelated case, the learned policy requires

much larger accelerations. After 36 iterations, the learned policy with uncorrelated

exploration became infeasible to be executed on the real robot as it required more

acceleration than the robot was physically able to realize.
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Figure 4.4. (a) Returns for uncorrelated (red) and correlated (blue) exploration noise. (b) Two samples

of correlated and uncorrelated noise. (c) Acceleration of end-effector in y-direction

for demonstration (black), and policies after 36 roll-outs with uncorrelated (red) and

correlated (blue) exploration noise. Reprinted with permission from Publication II ©2017

Springer.

4.5.3 Generalization Capability

We evaluated both the proposed linear and second order GPDMP models for gener-

alizing the DMP policy (shape) parameters. As a comparison, we used the paramet-

ric model by Carrera et al. [9] as a recent example of a data-driven local regression

model.

All models require training data with varying string lengths. The training data

was collected from a single demonstration with a string length of 40 cm. Starting

from the shape parameters derived from this demonstration, the parameters were

then learned using PoWER for string lengths of 32,35,38,40 and 41 cm. It should be

noted that during the RL, executing the task with shape parameters learned for a

specific length did not lead to a successful reproduction for another string length in

the training set.

We performed two experiments, both studying the range of interpolation and

extrapolation obtained by the models, with varying number of training data. In

both experiments, a reproduction was considered to be successful if 5 consecutive

replications of the Ball-in-a-Cup task with the same shape parameters put the ball

into the cup.

Generalization over minor variations

In the first experiment, we studied generalization over minor variations by extract-

ing parametric models from two training samples with string lengths of 38 and

41 cm. As there were only two training samples, only the linear variant and the

locally interpolating model of Carrera et al. [9] were used. The range of validity for

these is shown in Figure 4.5, the red line showing the range of validity, and (a) and

(b) denoting Carrera et al. and the linear GPDMP, correspondingly. The training

samples are shown with crosses. Both models were capable of interpolating suc-

cessfully within the range of the training samples. In addition, the proposed linear
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Figure 4.5. Validity ranges for different models (red lines). Input data indicated as X. (a)-(b) small

task variation: (a) Carrera et al. [9]; (b) linear GPDMP; (c)-(e) larger task variation: (c)

Carrera et al.; (d) linear GPDMP; (e) second order GPDMP. Reprinted with permission

from Publication II ©2017 Springer.

model was able to extrapolate within ±2 cm from the training samples. The result

demonstrates that models using a positive linear combination of training models,

such as Carrera’s and others in the literature, are not well suited for extrapolation as

they tend towards the mean of training data when extrapolating. However, a simple

linear model is global and capable of extrapolation when the variation in the task is

minor.

Generalization over larger variations

In the second experiment, we studied larger variations by extracting Carrera’s PDMP

[9], the linear GPDMP model, and the second order GPDMP using a dataset of four

samples with string lengths of 32, 35, 38, and 40 cm. The range of validity for each

of these is shown in Figure 4.5, (c) denoting Carrera et al., (d) the linear GPDMP,

and (e) the second-order GPDMP.

Both Carrera’s and the linear GPDMP show poor performance, capable of limited

interpolation and missing also some of the training samples. The reasons for the

failures appear to be different: Carrera’s model uses a positive linear combination

of the training data weighted inversely proportional to a distance metric in the task

parameter space. With an optimal distance metric, the model should at least be able

to replicate the training samples. We used the metric proposed in the original paper

in our experiment but believe that with a more suitable metric the model would be

likely to be able to interpolate successfully in this experiment. Nevertheless, success

in extrapolation would be unlikely as explained earlier. Similarly, models employing

Gaussian process regression or support vector machines would be unlikely to

perform better in extrapolation. The failure of the linear GPDMP is likely due to

the fact that the linear model is simply incapable of representing the complex

relationship between the task and policy parameters. The linear approach by
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Matsubara et al. [71] would be likely to suffer from the same problem.

In contrast to the above, the proposed second order GPDMP (e in Fig. 4.5) is

capable of both interpolation over the whole range and a surprising range of ex-

trapolation within the range of [-3.5 cm, +2 cm]. It thus greatly outperforms the

others. This demonstrates that global non-linear models are clearly beneficial for

representing parametric policies. The choice of a model complexity for a particular

application is not trivial, but model selection criteria based on e.g. information theo-

retic metrics could be used. In our experiments, the achieved range of extrapolation

already approached the performance limits of the physical system and therefore

we did not study how higher order models could have increased the extrapolation

capability even further.

Extrapolation using a one-dimensional basis for policy

To further study the complexity of policies needed for extrapolation, we performed

a separate experiment with a linear GPDMP fit to demonstrations with lengths 38

and 41 cm, identical to the first experiment. Instead of using the model as such, we

searched experimentally, if a task parameter value other than the real one would

lead to success. Thus, in effect we studied if non-linear coefficients for the one-

dimensional basis would allow generalization, and found that this is indeed the

case. Figure 4.6 shows the found task parameter values (string lengths) that lead to

success versus their actual values. The two training points used to determine the

basis are shown in red. As seen in Figure 4.6, in the neighborhood of the training

points, a line fit would have small residual error, showing that in that neighborhood

a linear model is valid, as also apparent from the earlier Figure 4.5. However, the

one-dimensional basis (v1) is sufficient for significant futher generalization (up to

-8 cm) if non-linear coefficients are used. This extended range of validity is shown

with green dashed line in Figure 4.5 and is only slightly less than that of the second

order model. It should be noted, however, that this is not a free lunch; the linear

space coefficients were found by trial and error and the two training points do not

allow to determine the non-linearity. Nevertheless, low dimensional vector spaces

appear surprisingly powerful in policy representation, but simple linear transforms

of task variables are not sufficient for coefficients.

4.6 Discussion

In this section, we discuss characteristics and capabilities of the different general-

izable LfD frameworks. The methods which we have covered in this chapter can

be categorized into two main groups: generalization using regression versus gener-
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Figure 4.6. One-dimensional linear space coefficients found by trial and error. Reprinted with per-

mission from Publication II ©2017 Springer.

alization using multi-task RL. Generalization by design, local models, and global

models fall into the first category. Although these methods require optimal policies

for several situations in advance, they generalize to several new situations without

the need to learn. On the other hand, contextual policy search learns a contextual

skill model using policy search from scratch without assuming the availability of

samples. However, CPS needs to learn a policy for a new situation as its generaliza-

tion capability is limited due to the representational power of the linear contextual

model. Next, we will analyze the advantages and limitations of each method.

4.6.1 Adaptability to new dynamics

New situations are often characterized with new dynamics. In this case, policy pa-

rameters need to be modified according to the new situation. Therefore, methods

which can generalize policy parameters are more suitable than the generalization

by design approach for adapting to situations with new dynamics. In fact, the

generalization by design approach is suitable for learning tasks where the trajecto-

ries encoded by DMPs are adapted spatially and temporally without changing the

overall shape of the motion. However, many real-world skills such as ball-in-a-cup

require adjusting dynamics of motion which is not possible using this approach.

Local models, global models and CPS are capable of generalizing policies to

new dynamics as they maintain a contextual skill model (CSM) which parametrize

policies with respect to task parameters. On the other hand, frameworks which

provide only policy search [82, 83, 70, 160, 161, 81] without maintaining a CSM will

have a very limited generalization capability.

One can use model-based RL such as PILCO [82] or Black-DROPS [83] to learn
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an optimal policy πτ for a specific task τ. In this way, the optimal policy πτ can be

learned in a data-efficient manner. However, the policy will fail to re-enact a new

task τN successfully due to the model bias. In other words, the dynamics change

and as a result, the policy which was learned based on the dynamics of the previous

task is not optimal for the new task. Model-free RL such as PoWER [70], REPS [160],

and PI2 [161, 81] will be incapable of generalizing to a new situation because the

policies are valid only locally.

In addition to generalizing by adapting to the new dynamics, generalization has

also been achieved by adapting to the features of objects being manipulated [188].

4.6.2 Representational power: extrapolation versus interpolation

The generalization capability of a contextual skill model depend on its represen-

tational power. For example, a non-linear model can represent more complex

behaviors than a linear one. In addition, global models tend to have a larger extrap-

olation capability than local models.

Although the local regression approaches might interpolate within the range of

demonstrations, their extrapolation capability is not guaranteed, which is mainly

because of the kernels learning the local structure; thus they typically tend towards

the mean of training data when extrapolating. This problem is illustrated using a

simple example in Figure 4.7 which shows local (GPR) and global (linear, second

order) models fit to a set of points. When a line is fitted to two points close to each

other, it learns the local pattern, allowing interpolation and extrapolation in a small

neighborhood. If the line fit is made using all points, the fit tends to become poor

everywhere. A local regression such as GPR performs well in interpolation, but

not in extrapolation. When a well fitting low order global model can be found, it

typically outperforms the others in extrapolation.

We compared GPDMP versus the global parametric models with linear CSM [9,

71]. We have shown (see section 4.3.2) that the model proposed by Matsubara

et al. [71] is a linear special case of GPDMP. Besides that, GPDMP is simpler, less

computationally complex, and at least as representative as the Mastubara’s method.

Furthermore, we have observed that a linear model is incapable of capturing a

complex relationship between the task parameter and MPs leading to unsuccessful

extrapolation [184, 189]. On the other hand, GPDMP model can accommodate

a non-linear dependency and extract higher order underlying regularities from

the training samples [184]. This also indicates that CPS can also benefit from

maintaining a non-linear CSM beyond a linear CSM [185, 186].

We also compared global models versus local models. GPDMP has been shown

to outperform local models such as LWR with respect to their extrapolation capa-
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Figure 4.7. Models fit to 7 points of a non-linear function. Only the second order model captures the

global pattern, while the GPR model tends to the mean when extrapolating, and the linear

model is either (when trained with all samples) leaning toward the mean, or finds only

the local pattern when fitted to only two points marked by the green color.

bility [189]. Nevertheless, with local models such as GPR and LWR, a wider class of

regression surfaces can be estimated from data than parametric methods such as

polynomial basis functions. However, to achieve a fairly accurate surface represen-

tation, it is often the case that many samples are needed which is not affordable in

many robotics tasks especially when learning a CSM from scratch.

Computational complexity is another important characteristic of a contextual

skill model since many robotics tasks involve calculating a policy and executing

it on-line. This becomes a concern when a substantial number of sample MPs

are available. The computational complexity of GPDMP is linear with respect

to the number of samples. Furthermore, LWR has the advantage of lower, linear

computational complexity compared to the cubic complexity of GPR. However, LWR

requires fine-tuning some architectural parameters which is usually undertaken

using cross-validation [190]; this requires a sufficient number of optimal samples

before generalization. On the other hand, GPDMP is data efficient and does not

require fine-tuning; thus, it is computationally faster to fit and evaluate than LWR

and GPR in practice.

The uncertainty of the prediction is shown to be useful information in guiding

the exploration process of RL [191]. Probabilistic CSM such as GPDMP and GPR

are able to provide estimates of prediction uncertainty. However, unlike GPR and

GPDMP, LWR does not provide us with uncertainty as it is a deterministic regression

model.
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4.6.3 Zero-shot Generalization

Generalization methods such as local and global models which are based on regres-

sion have some limited generalization capability where learning for several new

situations is not necessary. On the other hand, both model-based and model-free

CPS approaches need to learn the policy for new situations. Furthermore, both

approaches consider a linear contextual skill model, the limitation of which we

have discussed earlier (see section 4.6.2).

Both model-based and model-free CPS use all the samples experienced to re-

estimate the linear contextual skill model and the hyper-parameters of their target

distribution for every new situation; only then can a target policy be computed.

The model-based approach proposed by Kupcsik et al. [185] simultaneously learns

for many situations, while the model-free CPS [186] learns for a single task, while

exploiting the information from the previous tasks.

4.6.4 Some open challenges

All generalizable frameworks, which were discussed in this chapter, have considered

generalization to new situations with fixed initial task parameters. In this case,

situations with evolving disturbances cannot be modeled. For example, consider

lifting a load with a crane in a windy environment. Using the current framework, we

can generalize learned policies to be able to lift loads with various weights. However,

using the current generalization frameworks, generalizing to wind magnitude and

direction cannot be handled as they are constantly changing.

Furthermore, selecting the most representative model is an integral process in

generalization. When few samples are available, often a parametric model is more

desirable than a non-parametric model as we can fine-tune it with respect to

some prior model. This prior model can be achieved either from possessing expert

knowledge or using information visualization. For example, we made an experiment

for comparing GPDMP versus GPR in a ball-in-a-cup experiment (see Figure 4.8).

GPDMP performed better than GPR with a local kernel trained with the same

samples. On the other hand, when the samples are abundant, the skill performance

of GPR improved (see Figure 4.9). This indicates that at some point it is efficient to

switch to a non-parametric model such as LWR and GPR. However, an automatic

mechanism to switch between these two approaches has not been provided yet.

Perhaps, the key is in semi-parametric models.
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Figure 4.8. The ball-in-a-cup skill performance of 3 different CSMs: GPDMP trained with 3 samples

versus GPR with RBF kernel trained with 3 and 6 samples.

Figure 4.9. The generalization of policy parameters using 3 CSMs: GPDMP trained with 3 samples

(denoted by star symbol) versus GPR with RBF kernel trained with 3 (same as GPDMP)

and 6 samples.

4.6.5 Incremental learning

Generalization frameworks which are based only on regression learn a CSM in an

isolated manner. These frameworks require several optimal policies which have

been obtained from human demonstrations. It is often difficult to demonstrate a

skill which is optimal for a certain desired task parameter. On the other hand, CPS

learns the CSM from scratch, which minimizes the burden on a human supervisor.

However, CPS keeps the CSM fixed during learning and neglects the sequential

nature of decision making. This prevents CPS from adapting the CSM to the under-

lying regularities of the learned optimal policies. In fact, in addition to maintaining

a linear CSM in combination with policy search, updating the linear CSM by select-
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ing a more representative model and selecting the next task is beneficial. These

problems are addressed in incremental learning.

Incremental learning learns a CSM from scratch. In this framework, it is assumed

that the tasks are arriving sequentially. In fact, the CSM is initially fitted to the

optimal policy which is learned for the first selected task. Next, using the initial

CSM, a policy is predicted for the second selected task and optimized using RL. The

closer the predicted policy is to the optimal one, the faster RL optimizes it and the

less burden placed on the learning agent. In this case, a parametric model such as

GPDMP is more useful than local non-parametric models such as LWR and GPR as

it can be fine-tuned to learn the global structure of the data even from few samples.

Therefore, more accurate initial policies are computed using GPDMP for a new

situation.

Fine-tuning a non-linear parametric model with respect to an available sample is

performed by model selection which is a challenging task as very few samples are

available when learning a CSM incrementally. Furthermore, by selecting a new task

carefully, the agent can learn faster. Selecting the most representative parametric

model and the most promising task leading to better future learning is discussed in

the context of incremental learning in the next chapter (see chapter 5).
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5. Incremental Learning

Studies have shown that skill learning in animals is incremental [192]. For example,

in [193], they have demonstrated that monkeys learned to discriminate visual

patterns in an incremental manner. They have also shown that monkeys learn

motor skills and retain it for future learning. In other words, the subjects learned a

skill model from some tasks and retained the learned knowledge as a skill model for

future learning.

Schema theory says that humans also learn a skill incrementally [194, 195, 196].

For example, when learning basketball, a human needs to practice throwing the

ball from different locations. He can start this learning procedure by practicing the

throwing task from a fixed initial location. Having learned to score a goal from that

location, he can practice throwing the ball from a different location. Subsequently,

generalizing to a new situation (e.g. location) becomes easier as the individual

learns incrementally the underlying regularities of the ball throwing skill.

Humans tend to learn a skill incrementally mainly because of the sequential

flow of information [197]. In fact, humans observe new tasks arriving sequentially.

Furthermore, because of limited memory and processing power, people cannot

have access to all the previously acquired information about previously learned

tasks. Thus, they tend to retain and update generalizable aspects of a task for future

use.

The current dominant machine learning paradigm is isolated learning, where a

model is learned for a task in an isolated fashion (see Figure 5.1.a). Once a new task

is encountered, the learning process must be repeated while the previously learned

models are ignored. Hence, learning several tasks require a substantial amount

of data as each task is learned separately and from scratch. In fact, this isolated

framework does not share information across the tasks. In contrast, schema theory

suggests that human learning involves sharing information among related tasks,

using a knowledge base and adapting it to accommodate information acquired

from learning a new task. This feature has been addressed in the context of a lifelong
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Figure 5.1. Two machine learning paradigms: (a) isolated learning versus (b) incremental learning

learning framework.

In this chapter, we first provide a brief history of lifelong learning. Then, we elab-

orate on our proposed incremental learning framework which learns a contextual

skill model (CSM) from scratch. Model selection is an integral part of incremental

learning of a parametric CSM. We first, review the state-of-the-art model selection

approaches. Then, we elaborate on our log-likelihood based model selection which

is suitable for incremental learning. After that, we review sample-efficiency in RL

and elaborate on our sample-efficient approach for guiding the exploration process

in incremental learning framework. Finally, we review active learning of a CSM, and

explain our active incremental learning framework.

5.1 Lifelong learning: a brief history

Lifelong (incremental) learning is a framework which provides continuous learning

of tasks arriving sequentially [198, 199, 200]. The essential component of this frame-

work is a database (DB) which maintains the knowledge acquired from previously

learned tasks τ1,τ2, · · · , τN−1. Incremental learning starts from the task manager

assigning a new task τN to a learning agent. In this case, the agent exploits the

knowledge in the DB as prior data for enhancing the generalization performance of

its model on the new task. After the new task τN is learned, DB is updated with the

knowledge obtained from learning τN . In fact, the incremental learning framework

provides an agent with three capabilities:

1. continuous learning

2. knowledge accumulation

3. re-using previous knowledge to enhance future learning

In this section, we review state-of-the art lifelong learning approaches in different
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contexts including: supervised learning, unsupervised learning, semi-supervised

learning and reinforcement learning.

5.1.1 Lifelong supervised learning

The earliest work in lifelong supervised learning has been provided in [198]. They

have proposed a lifelong learning framework for supervised memory-based learn-

ing methods such as k-nearest neighbour. Instead of performing the memory-based

learning in the original feature vector space, they performed the learning in a trans-

formed space. The transformed space is achieved by a transformation function

which maximizes intra-class distance while minimizing inter-class distance. Thus,

knowledge is represented by a feature vector in this space and shared among dif-

ferent tasks. The transformation function has been implemented using a neural

network function.

A cumulative learning framework is provided in [200] for text classification. The

objective of this framework is to build a classifier incrementally such that when

a new class is detected, the previous classifier is updated without learning from

scratch. They utilize 1-vs-rest strategy of a support vector machine and construct

N binary classifiers, where N represents the number of previously observed classes.

When a new class is detected, the most similar classes are extracted. Then, the

N +1-th classifier is built, and instead of updating all the N old classifiers, only the

most similar classifiers are updated.

An online incremental multi-task learning framework has been provided in [201,

202]. In this framework, the tasks are assumed to be independent unlike cumulative

learning. The knowledge is represented by basis vectors which are shared among

all tasks. In fact, a parametric approach is adopted

f̂ τ(x ;θτ) ≈ f τ(x) : x ∈X τ ⊆Rd �→Yτ, (5.1)

where f τ(x) represents a latent true function mapping an instance x in the d-

dimensional instance space X τ of task τ to a set of label Yτ. The true function

f τ(·) is approximated by a parametric function f̂ τ(x ;θτ), where θτ denote the

parameters of task τ, which is assumed to be a linear combination of

θτ = Lsτ, (5.2)

where L refers to the shared basis vectors and sτ represents a task-specific weight

vector. These vectors are computed by maximizing an objective function

1

N

N∑
τ=1

min
sτ

{
1

nτ

nτ∑
i=1

L
(

f (xτ
i ;Lsτ), yτ

i

)+μ‖sτ‖1

}
+λ‖L‖2

F , (5.3)

where N is the number of tasks, nτ denotes the number of training samples for task

τ, and f (xτ
i ;Lsτ) = (Lsτ)T xτ

i ; μ and λ are constant coefficients. Maximizing the
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objective function 5.1, requires iterating through all samples of previously observed

tasks. This issue is addressed by approximating L using a second-order Taylor

series expansion. Next, they apply an iterative approach for computing L and s. For

more details see [202].

5.1.2 Lifelong unsupervised learning

Lifelong unsupervised learning has been developed mainly in the context of topic

modelling. In lifelong topic modelling, knowledge is represented in the forms of

topics. Unsupervised methods such as latent dirichlet allocation does not use

any prior information when mining topics [203], whereas lifelong unsupervised

frameworks exploit previously observed topics as a prior source of information [204,

205, 206]. This is a reasonable approach as topics originating from documents of

different domains often overlap. For example, user reviews for both ’car’ and ’cell

phone’ might contain the same keywords such as ’price’.

5.1.3 Lifelong semi-supervised learning

Never Ending Language Learner (NELL) is the most complete lifelong semi-supervised

learning framework [10]. NELL has been mining the web continuously since 2010.

In this framework, knowledge is represented by an ontology consisting of categories

and their binary relationships (see Figure 5.2). NELL has been provided with an

initial ontology, crawled web-pages, and occasional supervised interaction with a

human expert for correcting the mistakes. The objective of NELL is to expand the

initial ontology by extracting new categories and their relations. This is achieved

by implementing a never-ending loop which performs two tasks: (1) reading web

documents, extracting structured knowledge referred to as beliefs, and updating

the knowledge base (2) learning to read better than the previous day by using the

updated knowledge base. NELL simultaneously utilizes different algorithms for

extracting information; as a result, the probability that all of these learners make

the same mistake decreases significantly. In order to avoid the error propagation,

a human expert is supervising and fixing the errors every day. Different learners

propose candidate facts to be included in the knowledge base. After that, a knowl-

edge integrator consisting of hand-made rules decides whether a candidate fact

can be promoted into a belief. Essentially, by avoiding error propagation and by the

continuous expansion of the knowledge base, NELL will continuously learn better.
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Figure 5.2. Fragments of the beliefs NELL has read from the web. Reprinted with permission from [10]

©2018 ACM.

5.1.4 Lifelong reinforcement learning

Reinforcement learning (RL) is a learning by exploration framework which is very

data-demanding. To address this issue, lifelong RL learns a task more efficiently by

exploiting data accumulated from previous tasks. For example, policy parameters

for a new task have been initialized with the policy parameters of the previous

tasks [207]. They utilize a neural network for policy encoding and treat each maze

environment with different obstacles as a new task. Policy parameters, namely

node weights have been initialized with the average weights of the same node of

all the previous tasks. In addition to this initial bias, they have introduced a bias

on the learning rate for each node. In fact, they control the learning rate of a node

using the variance of the weights of that node across all the previous tasks. In other

words, if a node has a similar weight consistently across all the tasks, then it is a

task invariant node and needs to be explored less than other nodes; on the other

hand, the nodes which have larger variance are more likely to be task dependent

and need to be explored more significantly than the rest of the nodes.

Hierarchical multi-task reinforcement learning

A hierarchical Bayesian framework is provided for model-based RL in [11]. The

hierarchical Bayesian framework is displayed in Figure 5.3. In this framework, each

class of Markov decision processs (MDPs) is associated with a vector of parameters

θc . G0 is the hyper-prior over all θc ’s. Hyper-prior α controls the probability of class

assignments, N is the number of Markov decision processes, and R denotes the

number of observations the agent has collected for each MDP.

In this framework, knowledge is represented as a distribution over MDPs. This
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(C)

Figure 5.3. Hierarchical Bayesian approach: (a) single task Bayesian RL vs. (b) hierarchical multi-task

Bayesian RL. (c) Hierarchical Bayesian model. see [11] for more information

distribution is modeled using a hierarchical Bayesian infinite mixture model. Each

mixture component refers to the uncertainty in the structure of an MDP and its

parameter values. The structure stands for a class of similar MDPs. The dynamics

of a new environment is inferred from the dynamics of the previously encountered

environments. In other words, the characteristics of a new environment is inferred

from the previous environments. This a priori hypothesis about the new environ-

ment is updated after some experience with it. In this way, they have achieved a

faster convergence of a model-based policy in maze environments.

In a single-task model-based Bayesian RL (see Figure 5.3.a), a distribution P (M |Θ,O)

is maintained where M is a random variable over MDPs, O denotes an observation

of the current underlying MDP, and Θ represents the parameters of the probability

distribution. This isolated framework assumes all MDPs originate from the same

class which is governed by one distribution. On the other hand, a generative hierar-

chical model has been developed in [11] which adds a class layer (see Figure 5.3.b)

allowing for inferring the class of an MDP. Inferring the class of the underlying MDP

is useful for example when the dynamics of different MDPs have distinct features.

For instance, in a class of maze environments, river banks indicate high reward,

while in another class, rocks are informative of high rewards.

Policy gradient efficient lifelong learning algorithm

Policy gradient efficient lifelong learning algorithm (PG-ELLA) [208] addresses

the problem of sequential decision making problems where tasks are arriving

sequentially, and the objective is to learn optimal policy parameters for each task

while transferring knowledge from previously learned tasks. Furthermore, the agent

is assumed not to have any control over the order of the tasks. It is assumed that

the tasks originate from the same domain and are similar; thus, the tasks have
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similar underlying regularities. Such underlying regularities are assumed to follow

a linear pattern. Therefore, policy parameters for a task τi can be modeled as a

linear combination of a set of shared latent components:

θτi = Lsτi (5.4)

where L represents the shared basis model (latent) component; sτi denotes the task

specific coefficient vector for i -th task τi , which should be sparse to accommodate

for the differences among the tasks.

In PG-ELLA, the agent is learning a new task while keeping the previously learned

policies optimal and maximizing the knowledge transferability among all encoun-

tered tasks. This is achieved by optimizing the following objective function:

eN (L) = 1

N

N∑
i=1

min
sτi

[
ζ(θτi )+μ‖sτi ‖1

]
+λ‖L‖2

F , (5.5)

where N is the number of encountered tasks and ζ(θ) denotes the expected average

reward of a policy parametrized by θ. �1 norm ‖sτi ‖1 encourages the sparsity

of the task specific coefficient vector and controlled by hyper-parameter μ. The

Frobenius norm ‖L‖F is regularized by λ. The error term in equation 5.5 depends on

all available trajectories through ζ(θ), which will introduce a high computational

cost. Thus, they considered an approximation of the expected average return

through a second order Taylor series expansion. Then, they managed to rewrite

the equation 5.5 using two update equations. Once a new task τn is encountered

and its corresponding policy parameters are learned through policy gradient, then

the task specific coefficient vector sτn is calculated while keeping the shared latent

basis L fixed. Then, the second update equation will utilize the calculated sτn to

update the latent model. In this case, knowledge is shared among tasks using only

latent model L.

5.2 Our incremental learning framework

We propose an incremental learning framework for constructing a contextual skill

model. In our framework, knowledge is maintained by a global contextual skill

model GPDMP which we have covered in the previous chapter (see section 4.3.1).

The main ingredients of our framework as shown in Figure 5.4 are a DB of MPs,

GPDMP, policy search, empirical Bayes, and model selection.

5.2.1 The main ingredients of the framework

The DB contains MPs w i and their associated task parameters l i , where i refers to

the i -th training sample which have been learned incrementally. In fact, we assume
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that a situation is characterized by a measurable task (context) parameter. Using

the framework, the DB can be constructed automatically and incrementally.

GPDMP extracts the underlying regularities in the DB of MPs. Such regularities are

reflected in a global parametric function (4.2). When we encounter a new situation

characterized by task parameter ln , new MPs wn are predicted using basis vectors

V computed by (4.7). If the prediction fails to reproduce the skill successfully, we

apply a policy search method such as PoWER [70] for optimizing the predicted MPs

wn .

Policy search (PS) optimizes the MPs for the current task (situation). Our frame-

work leads to several benefits for the learning process. Firstly, our framework is

agnostic to the chosen PS method. In other words, we are not limited to a specific

PS method. Thus, we can apply either model-free PS such as PoWER [70], PI2 [161],

and REPS [160], or model-based PS such as PILCO [82]. The second benefit orig-

inates from a better initialization of PS. Instead of initializing PS with a human

demonstration or random policy parameters, we propose to initialize PS with policy

parameters predicted by the contextual skill model GPDMP . The third benefit is

involved with guiding the exploration process of model-free PS using empirical

Bayes.

Empirical Bayes (EB) is used for guiding the exploration process of RL. The guid-

ance is involved with the uncertainty which is a by-product of the generalizable

skill model. The generalization is achieved using a probabilistic model mapping a

new task parameter ln to the MPs wn . This probabilistic function (5.40) provides

us with not only a prediction of MPs for a new situation, but also the uncertainty

associated with that prediction. The uncertainty is captured by a covariance matrix

Σ(ln) (5.41). We apply this information of uncertainty in guiding the exploration

process of a policy search based RL.

Model selection updates the skill model as new MPs wn are learned and added to

the DB. In this way, the skill model better reflects the underlying regularities of the

tasks. We proposed a novel penalized log-likelihood based model selection method

for updating the GPDMP (5.16). We believe that model selection is an essential

component of a lifelong learning framework where the corresponding contextual

skill is modeled as a parametric method such as GPDMP [189]. We have already

shown that this model selection method is suitable for online incremental learning

because it works even with few training samples while traditional model selection

methods such as AIC and BIC fail [189].

To put it simply, GPDMP and empirical Bayes are providing RL with a good

starting point of both MPs and covariance for a new situation. RL, on the other

hand, optimizes the predicted MPs in the new situation, thus providing GPDMP
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Figure 5.4. Our proposed incremental learning framework. Reprinted with permission from Publica-

tion IV ©2018 IEEE.

and the empirical Bayes with more training samples which enhance their prediction

accuracy. In this way, a DB of MPs is built incrementally and in an online manner.

5.2.2 The incremental learning algorithm

We propose an incremental learning algorithm for learning a contextual skill model

(see Algorithm 3). The incremental learning process starts from a DB which contains

MPs optimized for one task parameter. The initial MPs wl1 can either be learned

from a human demonstration or be learned from scratch using an efficient model-

based RL [82]. We initialize the model complexity J as 1 in line 1, which refers to a

constant skill model. Furthermore, the basis vectors V are initialized in line 2 with

the policy parameters wl1 coming from the DB.

We start the continuing incremental learning process (line 3 through 17) by se-

lecting a desired task in line 4. We continue the incremental learning process until

a desired generalization capability g (GPDMP ) is achieved. The new task param-

eter l can be selected either manually by an expert or automatically using active

learning (see section 5.5). Policy parameters wl for the new task parameter l are

calculated using the current basis vector V in line 5. If the task cannot be re-enacted

successfully using the calculated MPs wl, we optimize it using policy search in line
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7. We believe that initializing the policy search with the MPs calculated by the skill

model will lead to a faster convergence. Then we update the DB in line 8-10.

Next, we update the model complexity of the contextual skill model GPDMP

in line 11 to better reflect the underlying regularities of the updated DB (see sec-

tion 5.3.3 for more detail). After that, we update the skill model GPDMP by re-

estimating its basis vectors V in line 12-13. Then the uncertainty of the estimated

basis vector Σ(ln) is computed using (5.41) in line 14. This is achieved by an empir-

ical Bayesian approach which we provided for computing the covariance matrix

of a multivariate distribution (see section for more detail). Using the proposed

approach, we can compute the covariance matrix associated with the predicted

MPs for any task parameter. We can then exploit the uncertainty represented by

this covariance matrix in guiding the exploration process of a model-free RL.

The model-free RL approach updates the predicted MPs wn iteratively. In each

iteration, a noise vector is sampled from a multivariate Gaussian distribution with

zero-mean and a covariance matrix. The structure of the covariance matrix is a key

factor influencing the convergence rate of RL. We have already [184] proposed a

pre-structured covariance matrix from which a correlated smooth noise vector is

sampled providing safe exploration. In this thesis, the covariance is modelled as

a hyper-parameter of the GPDMP instead. We apply empirical Bayes for learning

the covariance from the DB of MPs. This is achieved by maximizing an evidence

function (5.46) which we have derived for multivariate normal distribution (see

section 5.4.2).

5.3 Model Selection for Global Skill Models

The order of complexity for a parametric regression model needs to be selected for

overcoming the so-called over-fitting problem. The model complexity can be deter-

mined for every single policy parameter (e.g. weight of every single DMP kernel).

However, in such a univariate model, the correlation among policy parameters are

ignored, thus resulting in very non-smooth trajectories for new task parameters.

Hence, we consider a single model complexity for the global contextual skill model

GPDMP .

The model choice for a particular application is a compromise between complex-

ity of the modelled attractor landscape and overfitting due to insufficient data. The

best generalization can be achieved by choosing an optimal order of complexity for

the model, which is addressed in a model selection method such as cross validation,

AIC, or BIC.
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Algorithm 3 Incremental learning of contextual skill model GPDMP

Input: DB = {{l1;wl1 }}

Output: contextual skill model GPDMP with corresponding parameters V.

Initialisation :

1: J ← 1

2: V ← wl1

3: repeat

4: select a task parameter l

5: wl ← (V)T φ(l)

6: if wl is not successful for task parameter l then

7: optimize wl for l using policy search RL

8: DB ← DB ∪ {l; wl}

9: K ←|DB |
10: W ← [(wl1 )T ; . . . (wlK )T ] ∈RK×N

11: J ← argmin
J∈1...K

{BM }, BM is computed using (5.16)

12: Φ← [(φ(l1))T ; . . . (φ(lK ))T ] ∈RK×J (see (4.5))

13: V ← (ΦT Φ)−1ΦT W

14: calculate the uncertainty of the prediction Σ(ln) using (5.41)

15: Evaluate the generalization capability of the achieved model g (GPDMP )

16: end if

17: until The required generalization capability g (GPDMP ) is achieved

18: return V and DB

5.3.1 Cross Validation

Cross validation (CV) [76, 77] is a traditional model selection technique which

separates the available data into three sets: a training set, a validation set, and a test

set. The training set is used for learning several models. The model which leads to

the best performance on the validation set is selected. Finally, the test set is used

for assessing the generalization performance of the selected parametric method.

k-fold CV is an iterative model selection method which divides the data into k

folds. In each iteration, one fold is left for validation and the rest are exploited for

training a model. The generalization performance of a trained model will then be

the average performance over k iterations. Leave-one-out CV is the extreme case of

k-fold CV, where only one sample is used for validation and the rest are used for

training. In fact, leave-one out is more time consuming than k-fold, but in general,

it will lead to a better performance because more training data is available in each

iteration for fitting the model.
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5.3.2 Information Criterion Based

Whereas CV is dividing the data and utilizing only a portion of the available data for

fitting a model, model selection methods based on information criteria such as AIC

and BIC exploit the whole training set for both training the model and choosing its

complexity [79, 78]. Both of these methods are based on penalized log-likelihood,

where the penalty term constrain the model complexity. AIC [79] selects the model

which maximizes

AI = log p(W|Θ̂)− J (5.6)

where p(W|Θ̂) denotes the likelihood of training data; however, AIC favours higher

order of complexity resulting in overfitting.

BIC [78] put a stronger penalty on the number of free parameters (in this case J ),

thereby controlling the complexity of the model. The optimal model order can be

selected by minimizing the BIC-cost

B =−2log p(W|Θ̂)+ J logK . (5.7)

5.3.3 Our Log-likelihood Proposals

We developed a log-likelihood based model selection method. We assumed a linear

regression model with additive white Gaussian noise

W =ΦV+E (5.8)

where E is the error matrix

E =

⎡⎢⎢⎢⎣
εT

1
...

εT
K

⎤⎥⎥⎥⎦ (5.9)

with each row

εi = wi − V̂T φ(li ) (5.10)

representing the difference between the i -th training sample wi and its prediction

V̂T φ(li ). Hence, the likelihood of data is

log p(W|Θ̂) = log
K∏

i=1
N (wi |li , V̂, Σ̂)

=−K N

2
log (2π)− K

2
log (det(Σ̂))−

1

2
tr {(W−ΦV̂)T (W−ΦV̂)Σ̂−1}

(5.11)

where N is the number of DMPs kernels (size of g in 2.6); V̂ denotes the maximum

likelihood estimate (MLE) of parameter matrix (using (4.7)); and, Σ̂ represent MLE

estimate of the covariance
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Σ̂= 1

K
(W−ΦV̂)T (W−ΦV̂) (5.12)

of DMPs weight vector w. After eliminating the constant term (−K N
2 l og (2π)) in

(5.11), one can rewrite (5.7) into

B = K log(det(Σ̂))+ tr ((W−ΦV̂)T (W−ΦV̂)Σ̂−1)+ J logK . (5.13)

The determinant of the MLE estimate of the covariance, Σ̂ will be zero with few

training samples causing the BIC cost to go toward negative infinity. Hence, we

modified the traditional definition of the BIC cost

BM =−2log p(E |Θ̂)+ J logK (5.14)

by considering the distribution of the noise which can be written into

log p(E |Θ̂) = log
K∏

i=1
N (εi |0,Σ) =−K N

2
log(2π)− K

2
log(det(Σ))

− 1

2

K∑
i=1

(εT
i Σεi )

=−K N

2
log(2π)− K

2
log(det(Σ))

− 1

2

K∑
i=1

(wi − V̂T φ(li ))T Σ(wi − V̂T φ(li ))

=−K N

2
log(2π)− K

2
log(det(Σ))

− 1

2
tr ((W−ΦV̂)T (W−ΦV̂)Σ−1)

(5.15)

due to the the i.i.d. assumption on the white additive noise (εi ∼N (0,Σ)), where Σ

represents a constant covariance matrix which needs to be determined prior to the

model selection process. In our experiments, we selected a scaled identity matrix

sI as the constant covariance matrix where s denotes the scale. The scale can be

determined with respect to the magnitude of the error (difference between wk and

V̂T φ(lk )). A simple way to estimate the scale is to look at the largest eigenvalue of

the MLE estimate of the covariance matrix (5.12) with linear fitting. After eliminat-

ing constant terms (−K N
2 log(2π) and K

2 log(det(Σ))) in (5.15), one can rewrite the

modified BIC cost (5.14) into

BM = tr ((W−ΦV̂)T (W−ΦV̂)Σ−1)+ J logK . (5.16)

The model which minimizes BM will be selected. The first term in BM favours

higher order model while the second term discourages a very high order; hence, it

guarantees best prediction while avoiding over-fitting. Since the determinant of the

MLE covariance does not appear in our modified BIC BM (5.16), it is more suitable

than the traditional BIC when the training samples are scarce.
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5.3.4 Experimental result

We studied experimentally the effectiveness of the proposed model selection on the

learning rate and generalization performance of the incremental learning algorithm

using a Ball-in-a-Cup task (see section 4.5.1). The task has been demonstrated to

KUKA LBR 4+ initially using kinesthetic teaching. In this section, we explain the

incremental learning scenario and compare it with LWR and isolated learning in

terms of convergence speed and the extrapolation capability of the model. The

results were published in Publication III.

Incremental Learning Learning without a prior is a very time-consuming pro-

cess. The speed of RL will improve significantly when the learning process is started

from a good initial policy. In fact, it is customary to initiate the policy search pro-

cess with a policy that imitates a human demonstration. However, the optimized

policy is not guaranteed to work successfully in a new environment characterized

by a different task parameter. In this case, a policy must be optimized for the new

task parameter. Starting the optimization process from an imitated policy is still

time-consuming. The speed of learning process can increase with a more accurate

initial policy such as the policy optimized for the closest task parameter. In this way,

a database of MPs can be created.

The underlying regularities in this database can be extracted in an online manner

for enhancing the extrapolation capabilities and boosting up the speed of learning

process. In fact, we are constructing a global model in an online fashion and control

its complexity as new MPs are added to the database. The global model can provide

the policy search process with an initial policy which is more accurate than the

policy optimized for the closest task parameter. Utilizing only the policy optimized

for the closest task parameter is equivalent of using a DB of only one MP and a

global model of order zero.

We studied first the generalization performance of global models with different

complexities and compared them with LWR. We started the incremental learning

process in a Ball-in-a-cup game with a string length of 37 cm. The model selection

indicated a zero-order global model. With this model, the game could be re-enacted

successfully for string length of 35 to 38 cm. Next, we used the model for providing

an initial policy for RL and optimized it for string length of 34 cm. This newly

optimized MP was added to the database, and subsequently the global model and

its complexity were updated. The model selection again indicated zeroth order

for the complexity of the global model. This model works successfully for string

length of 34 to 38 cm. An initial policy for string length of 33 cm was estimated

using the model learned from the current database, optimized using PoWER, and
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Figure 5.5. Validity ranges (red lines) of models learned from database of different sizes. (a) zero order

(model selection) global model trained only on one MPs. (b) zero order model trained

on 2 MPs. (c) zero-order (model selection) model trained on 3 MPs. (d),(e),(f), and (g)

represent first, second, third, and fourth order models trained on the same DB of MPs as

in (c). (h) Locally weighted regression. Reprinted with permission from Publication III

©2017 IEEE.

then added to the database. With this database of three MPs, the model selection

still indicated a zero order model. These results are depicted in Figure 5.5 where X

indicates training samples in the database, and red line the validity region of the

model where 10 consecutive roll-outs of the same policy were successful. Fitted to

the DB of same three MPs, a higher order model such as linear (Figure 5.5.d), second

(Figure 5.5.e), third (Figure 5.5.f), and fourth order(Figure 5.5.g) could not improve

the extrapolation capability. This indicates that the proposed model selection is able

to identify the required complexity. Moreover, LWR (see 5.5.h) could extrapolate

to string length of 32 cm because there are more training samples nearby, but it

lost both inter- and extrapolation capability for string lengths of 37–38 cm. This

indicates superior generalization capabilities of global models in this task.

Incremental vs Isolated Learning We next studied the effect of incremental

learning on the convergence rate of RL for optimizing the policy parameters for a

new task parameter. As a starting point, the model trained on MPs for string lengths

of 33, 34, and 37 could interpolate among the training samples and extrapolate to

length 39 cm. When the MP estimated by this model was used as a starting point

of RL for string length of 40 cm, 18 roll-outs (including 11 initial roll-outs) of RL

were needed. On the other hand, when only MP of length 37 was used as the initial

policy, the policy search took 97 roll-outs (including 11 initial roll-outs) to optimize
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Figure 5.6. (a) RL convergence rate of incremental vs. non-incremental learning. The number of

iterations in (a) include the 11 initial roll-outs. (b) The convergence rate of incremental

learning vs. non-incremental for string length of 40cm. The rewards of 11 initial roll-outs

are not shown in (b). Reprinted with permission from Publication III ©2017 IEEE.

the MP (compare the red vs. blue in Figure 5.6.b). Studying other string lengths,

incremental learning consistently led to faster convergence when extrapolating

(compare the red vs. blue in Figure 5.6.a), demonstrating that incremental learning

speeds up the learning process by providing a more accurate starting point.

Model Selection We finally studied if the proposed model selection criterion can

choose an optimal complexity for both incremental and non-incremental learning.

The MP optimized for string length 40 cm was added to the database. The global

model was constructed for different orders of complexity. The model selection

criterion indicated 2 (parabolic) as the order for Y direction and zero for the Z

direction. This model (Figure 5.7.a) could inter- and extrapolate between 31 and

40 cm. Constant (Figure 5.7.b) and linear (Figure 5.7.c) models were not sufficient

as they could not even interpolate in the whole range. The interpolation and

extrapolation range of a 2nd order model (Figure 5.7.d) was the same as the model

selected by the proposed criterion (Figure 5.7.a) but the model selection gives a

simpler (zero order) model for Z direction. Furthermore, higher order models

(see 5.7.e and 5.7.f) improved neither interpolation nor extrapolation capability.

Besides, a higher order model can overfit to the training samples leading to very

limited extrapolation. For example, a 4th order model fit to the database (see

Figure 5.7.f) led to bad trajectory (see Figure 5.9) for string length of 45. Therefore,

it was not safe to exploit a very high order model for extrapolating to a distant task

parameter. A similar problem was encountered with LWR, which yielded in a too

high acceleration for both Y and Z in the beginning of the trajectory (marked with

black star in Figure 5.9). Hence, model selection is a key process for constructing

an online incremental DB of MPs using parametric models. All in all, the proposed

model selection method resulted in the simplest yet most effective and safest model,
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Figure 5.7. Validity ranges (red lines) of models learned from database of incrementally learned MPs.

(a) model selection indicates 2nd order for Y and zero order for Z. (b), (c), (d), (e), and (f)

represent zero, first, second, third, and fourth order models trained on the same DB of MPs

as in (a). (g) Locally weighted regression. Reprinted with permission from Publication III

©2017 IEEE.

excelling over LWR (Figure 5.7.g).

To study the effectiveness of model selection in non-incremental learning, we con-

structed models of varying complexity from a DB of MPs learned non-incrementally.

The validity ranges of the models are shown in Figure 5.8. Linear (Figure 5.8.b) and

second-order (Figure 5.8.c) models had the largest validity region. The model

selection criterion chose the linear model, which was the simplest with the best

extrapolation capability.

The extrapolation capability dwindled when non-incremental DB was used (com-

pare Figure 5.8.b and Figure 5.7.a). Moreover, higher order models (5.8.d and e)

lost their interpolation capability since each MP in the non-incremental database

was optimized by starting from the policy optimized for the closest task parameter,

thus ignoring the underlying regularities in distant task parameter space. Similarly,

LWR on the non-incremental DB (Figure 5.8.f) performed worse than our approach

(Figure 5.8.b). These results indicate that model selection and incremental learning

are key ingredients for learning generalizable motion primitives.

5.4 Sample Efficiency in Reinforcement Learning

Sample-efficiency of RL has been previously considered by several researchers [82,

209, 210, 211, 212, 12, 213, 214]. In general, model-based RL tends to be more

sample-efficient than model-free RL, and sample-efficiency has been considered
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Figure 5.8. Validity ranges (red lines) of models learned from databases of non-incrementally learned

MPs. (a), (b), (c), (d), (e) represent zero, first, second, third, and fourth order models

trained on the same DB of MPs as in (a). Model selection chose (b) as the best model. (f)

Locally weighted regression. Reprinted with permission from Publication III ©2017 IEEE.
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Figure 5.9. Extrapolated trajectories for string length of 45cm.(a) trajectories in Y direction. (b)

trajectories in Z. Optimal trajectory for string length of 40cm (OT), 4th order global model

(4th order), global model with complexity determined by model selection (MS), and

LWR trajectories (LWR) are demonstrated. In (b), model selection and optimal trajectory

overlaps because model selection indicates zero as the best complexity for Z direction.

Reprinted with permission from Publication III ©2017 IEEE.
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Figure 5.10. Sequential model-based RL framework, where the model is updated after receiving

some experiences with the environment. Then planning is performed based on the

updated model by computing the policy. Finally, the computed policy returns an action.

Reprinted with permission from [12] ©2013 Springer.

more thoroughly for model-based RL. In this section, we briefly go through a se-

lected few sample-efficient model-based approaches which are suitable for robotics.

Then, we will elaborate on our approach which makes model-free policy search

more sample efficient.

5.4.1 Sample-efficiency in model-based approaches

In this section, we briefly review the sample-efficiency in a selected few model-

based RL methods. In model-based RL, the dynamics of an environment is first

learned using a supervised approach such as Gaussian process regression [215] or

decision tree [216]. Then, a policy can be calculated using this estimated dynamics

model.

TEXPLORE is an on-line sample-efficient model-based RL method [12]. Instead

of a sequential approach (see Figure 5.10), where model learning is followed by

planning, TEXPLORE combines a multi-threaded architecture (see Figure 5.11)

with Monte Carlo Tree Search. In this way, it can provide control action with a

frequency of up to 20 Hz. Sample-efficiency in TEXPLORE originates from two

sources. Firstly, they have chosen a decision tree for modeling an MDP which has

a good generalization capability. For the continuous state space, they use linear

regression trees [217]. Secondly, they learn a random forest of those tree models for

constraining the exploration process to more promising states.

PILCO is another sample-efficient model-based RL method [82]. They model

the dynamics of an environment using Gaussian processes (GPs). GPs is a non-

parametric probabilistic function approximator allowing for modeling the uncer-

tainty of the predicted function. In fact, model uncertainty is incorporated into

planning and policy evaluation. In this way, PILCO addresses the model error be-

tween a real environment versus its computed dynamics learned from only a few
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Figure 5.11. The parallel architecture provided by TEXPLORE. Reprinted with permission from [12]

©2013 Springer.
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samples. PILCO reduces model error using the model uncertainty incorporated in

planning and policy learning. In addition, PILCO achieves sample-efficiency by

modeling the uncertainty using Bayesian inference.

Guided policy search (GPS) is a hybrid control learning framework where model-

free policy search is guided by a model-based algorithm [209]. This framework

consists of two main components, namely trajectory optimization achieved by

differential dynamic programming (DDP) and policy optimization achieved by

policy search. Instead of optimizing a single trajectory, they optimize a distribution

of trajectories. The dynamics of a task is modeled using the GMM which allows

for a fast learning from some sample trajectories. They utilize a linear quadratic

regulator (LQR) with the learned dynamics for calculating the trajectory distribu-

tion. They regularize LQR by incorporating the negative entropy in addition to

the expected cost into the objective function. This leads to the widest trajectory

distribution containing low cost trajectories. Then some trajectories sampled from

the optimized distribution are used for guiding the policy search. Once the policy

is learned, they re-optimize the trajectory distribution so that it does not reflect a

deviation from the current learned policy. In this way, limitation of that policy in

an environment is considered. They iterate between trajectory optimization and

policy optimization until both of these processes converge to a similar solution.

Guiding (initializing) the policy search with the samples originating from trajectory

optimization helps avoiding poor local optima and leads to sample-efficiency.

5.4.2 Sample-Efficient Guided Exploration

In this section, we elaborate on our sample-efficient probabilistic approach for

guiding the exploration process of model-free RL. Instead of exploring in the state-

space, policy search optimizes a policy by exploring in the policy parameter space.

Our incremental learning approach initializes the policy parameters of a new task

with the MPs wn predicted by the contextual skill model (see section 5.2).

Policy search updates the predicted MPs wn iteratively and by exploration. In each

iteration, exploration is achieved by adding a noise vector to the current estimate

of policy parameters. The noise vector is sampled from a multivariate Gaussian

distribution with zero-mean and a covariance matrix. We believe that the structure

of the covariance matrix is a key factor influencing the convergence rate of RL.

We propose to model the covariance matrix as a hyper-parameter of the contex-

tual skill model. In addition, we consider the skill model as a multivariate regression

model. We have derived a novel empirical Bayes (EB) method for extracting the

hyper-parameter of a multivariate regression model. This is achieved by maximizing

an evidence function (5.46). In fact, we exploit a pre-structured covariance matrix
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as a prior and fine-tune it using the evidence function to reflect better variability

inherent in the available policy parameters and also the uncertainty of prediction.

Using the calculated covariance matrix, we managed to limit the exploration to a

more promising part of the policy space.

Next, we introduce the predictive distribution mapping the task parameters to

observed (optimized) MPs. In fact, we choose a prior for the covariance matrix

using a Wishart distribution, and then fit the Wishart prior to the DB of MPs using a

posterior distribution. After that, we derive an evidence function, the maximization

of which results in the most likely estimate for the covariance of the predictive

distribution.

Predictive distribution

We assume a linear regression model

W =ΦV+E . (5.17)

where E is the error matrix

E =

⎡⎢⎢⎢⎣
εT

1
...

εT
K

⎤⎥⎥⎥⎦ (5.18)

with each row

εi = wi − V̂T φ(li ) (5.19)

representing the difference between the i th training sample wi and its prediction

V̂T φ(li ). Furthermore, we assume that the targets (rows of (4.6)) are independent.

Thus, the likelihood of data is

p(W|V, l,Σ) =
K∏

i=1
N (wi |VT φ(li ),Σ)

= 1√
(2π)N K |Σ|N

×
K∏

i=1
exp{−1

2
(wi −VT φ(li ))T Σ−1(wi −VT φ(li ))}

= (2π)−
N K

2 |Σ|− K
2 ×

exp{−1

2

N∑
i=1

(wi −VT φ(li ))T Σ−1(wi −VT φ(li ))}

(5.20)

where N is the number of DMPs kernels (size of g in (2.6)). After completing the

square over V (see Appendix. A), one can write

N∑
i=1

(wi −VT φ(li ))T Σ−1(wi −VT φ(li )) = tr{(W−ΦV)T (W−ΦV)Σ−1}

= tr{(W−ΦV̂)T (W−ΦV̂)Σ−1}

+vec{V− V̂}T (Σ−1 ⊗ΦT Φ)vec{V− V̂}

(5.21)
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where vec represents the vectorize operation; tr denotes the trace of a matrix; and,

⊗ is the Kronecker product. Using the completing the square technique (5.21), the

likelihood of target (5.20) can be rewritten into

p(W|V, l,Σ) = (2π)−
N K

2 |Σ|− K
2 ×

exp(−1

2
tr{(W−ΦV̂)T (W−ΦV̂)Σ−1})×

exp(−1

2
vec{V− V̂}T (Σ−1 ⊗ΦT Φ)vec{V− V̂}).

(5.22)

The last term in (5.22) can be converted into a normal multivariate Gaussians PDFs

over basis vectors (V) when multiplied by ( 1

(2π)
N J
2

). Therefore, (5.22) can be reduced

into:

p(W|V, l,Σ) = cl N (vec(V)|vec(V̂),S) (5.23)

where

cl = (2π)−
(J−K )N

2 |Σ|− K
2 |S|×exp(−1

2
tr{(W−ΦV̂)T ((W−ΦV̂))Σ−1}) (5.24)

denotes the constant coefficient of the likelihood and

S = (Σ−1 ⊗ΦT Φ)−1 (5.25)

represents the covariance of the estimated basis vectors V̂ (4.7). Furthermore, we

consider a zero-mean isotropic Gaussian for the prior distribution over basis vectors

(rows of V)

p(V|α) =N (vec(V)|0,α−1I ) (5.26)

which is governed by a single precision parameter α. We can now derive the poste-

rior probability over basis vectors (V) by applying (5.23 and 5.26) and using Bayes

formula

p(V|W, l,Σ,α) = p(W|V, l,Σ)p(V|α)∫
p(W|V, l,Σ)p(V|α)dV

= cl N (vec(V)|vec(V̂),S)N (vec(V)|0,α−1I )∫
cl N (vec(V)|vec(V̂),S)N (vec(V)|0,α−1I )dV

.

(5.27)

Both the nominator and the denominator of the (5.27) involves the product of two

multivariate Gaussians PDFs leading to another normal PDF (see Appendix.A.1 for

proof)

N (vec(V)|vec(V̂),S)N (vec(V)|0,α−1I ) = cpN (vec(V)|uN ,MN ) (5.28)

where the covariance

MN = (αI +S−1)−1 (5.29)

, the mean

uN = MN (S−1vec(V̂)) (5.30)
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and the constant coefficient of this product is

cp = exp(−1

2
{N Jl og (2π)− l og (|S−1|)−N Jlog (α)

+ vec(V̂)T S−1vec(V̂)+ log (|M−1
N |)− vec(V̂)T S−1MN S−1vec(V̂)}).

(5.31)

Next we use the result in (5.28) for rewriting the posterior distribution of V (5.27)

into

p(V|W, l,Σ,α) = cl cpN (vec(V)|uN ,MN )

cl cp
∫

N (vec(V)|uN ,MN )dV

=N (vec(V)|uN ,MN ).

(5.32)

Now that we have the posterior distribution over basis vectors V, we can make a

prediction of DMPs shape parameters wn for new values of the task parameter ln .

This requires evaluating the predictive distribution

p(wn |W,α,Σ, ln , l) =
∫

p(wn |V,Σ, ln)p(V|W, l,Σ,α)dV (5.33)

where the posterior distribution of V is given by (5.32) and the conditional distribu-

tion of DMPs shape parameters (w) is given by

p(wn |V,Σ, ln) =N (wn |VT φ(ln),Σ). (5.34)

Since VT φ(ln) is a vector, we can write

VT φ(ln) = vec(VT φ(ln))

= vec(φ(ln)T V) = vec(φ(ln)T VI )

= (I ⊗φ(ln)T )vec(V)

(5.35)

because vec(ABC ) = (C T ⊗ A)vec(B ). Using the result in (5.35), we can rewrite the

conditional distribution of DMPs shape parameters (5.34) into

p(wn |V,Σ, ln) =N (wn |Ac vec(V),Σ) (5.36)

where Ac = (I ⊗φ(ln)T ). One can see that (5.33) involves the convolution of two

Gaussian distributions ((5.36) and (5.32)). Therefore, we utilize the result (2.115)

in [75] for evaluating the marginal distribution of new DMPs shape parameters wn

(5.33). Given a marginal Gaussian distribution for x

p(x) =N (x|μ,Λ−1) (5.37)

and a conditional Gaussian distribution for y given x in the form

p(y|x) =N (y|Ax+b,L−1) (5.38)

one can show (see [75]) that the marginal distribution of y is given by

p(y) =N (y|Aμ+b,L−1 +AΛAT ). (5.39)

120



Incremental Learning

We can now derive the predictive distribution (5.33) using the result in (5.39)

p(wn |W,α,Σ, ln , l) =N (Ac uN ,ΣN (ln)) (5.40)

where the covariance ΣN (ln) of the predictive distribution is given by

ΣN (ln) =Σ+Ac MN AT
c . (5.41)

The first term in (5.41) represents the noise on the DMPs shape parameters, and

the second term reflects the uncertainty associated with the basis vectors V. Both

α and Σ are referred to as the hyper-parameters of the predictive distribution and

can be estimated by adopting the empirical Bayes framework.

Empirical Bayes

In the Empirical Bayes framework, the hyper-parameters of a predictive distribution

is found by maximizing the marginal likelihood function achieved by integrating

over basis vectors V

p(W|α,Σ) =
∫

p(W|V,Σ, l)p(V|0,α)dV. (5.42)

Using (5.23), (5.26) and the result in (5.28), marginal likelihood function (5.42) can

be rewritten to

p(W|α,Σ) = cl ×cp

∫
N (vec(V)|uN ,MN )dV

= cl ×cp .
(5.43)

Furthermore, we define a gamma distribution for α

p(α|a,b) = g a(α|a,b)

= baαa−1e−bα

Γ(a)

(5.44)

and a Wishart distribution for Σ

p(Σ|Λ,ν) =W i (Σ|Λ,ν)

= |Σ| ν−N−1
2 e−

1
2 tr (Λ−1Σ)

2
νN

2 |Λ|νΓp (ν2 )
.

(5.45)

Next, we include the hyperpriors over α and Σ in the evidence function

Ev(α,Σ) = log p(W|α,Σ)+ l og p(α|a,b)+ log p(Σ|Λ,ν)

= log (cl )+ log (cp )+ (a −1)log (α)−bα

+ ν−N −1

2
log |Σ|− 1

2
tr (ΣΛ−1).

(5.46)

ba from gamma distribution (5.44) and all the terms in the denominators of (5.44)

and (5.45) are behaving as constant when maximizing the evidence function (5.46)
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with respect to hyper-parameters α and Σ; thus, they are not considered in the

evidence function (5.46). The evidence function (5.46) is governed by four free

parameters a, b, ν, Λ. In our experiments, we have selected non-informative

hyperprior for α by setting a = 0.001 and b = 0.001 to small numbers. Furthermore,

the degree of freedom ν in the Wishart distribution should be bigger than the

number of DMPs kernels (ν > N + 1); the higher the degree of freedom ν, the

more we believe in the scale matrix Λ; however, we set it to ν = N + 2 where N

is the number of DMPs kernels (size of g in (2.6)). In this case, the hyper-prior

is as non-informative as possible. One can set the scale matrix Λ which is the

initial guess of the covariance matrix to an Identity matrix; however, we selected

a structured covariance matrix Λ= sp (HT
2 H2)−1 where H2 is a second-order finite

difference matrix (see [189]) and the scale sp for the prior is set to 0.2 percent of the

variance of imitated DMPs shape parameters. We have already shown [184] that

the correlated noise sampled from this structured covariance matrix sp (HT
2 H2)−1

is smooth and leads to safe exploration with a faster convergence rate. Hence, it

is a good initial guess for the scale matrix Λ. Finally, we utilized any numerical

optimization method for maximizing the evidence function (5.46) with respect to

the hyper-parameters α and Σ. Once, these hyper-parameters are found, we can

predict the covariance for any new task parameter using (5.41). We expect that

sampling from this predicted covariance matrix leads to a faster convergence rate

in a policy search based reinforcement learning (RL) method.

5.4.3 Experimental Result

In this section, we evaluate the effect of empirical Bayes on speeding up model-free

RL using the ball-in-a-cup task (see section 4.5.1). The results were published in

Publication IV.

Incremental Learning We studied first the generalization performance of global

models with different complexities and compared them with LWR. The results are

depicted in Figure 5.12 where X denotes training samples in the database, and red

line the validity region of the model.

We started the incremental learning process in a ball-in-a-cup game with a string

length of 34 cm. Using a zero-order global model (Figure 5.12.a), the game could be

re-enacted successfully for string lengths of 34 to 36 cm. Next, we used the model

for predicting an initial policy for string length of 32 cm and optimized it using RL.

This newly optimized MP was added to the database, and subsequently the global

model and its complexity were updated. This time, the model selection indicated
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Figure 5.12. Validity ranges (red lines) of models learned from database of different sizes. (a) zero

order (model selection) global model trained only on one MP. (b) zero order model

trained on 2 MPs. (c) linear model (indicated by model selection) trained on the same 2

MPs as in (b). (d), (e) and (f) represent zero, first, and second order models trained on the

same DB of 3 MPs.The second order model (f) with the highest extrapolation capability

was indicated by the proposed model selection method. (g) Locally weighted regression

trained on the same DB of 3 MPs as in (d), (e) and (f). Reprinted with permission from

Publication IV ©2018 IEEE.

first order for the complexity of the global model. This linear model (Figure 5.12.c)

works successfully for string lengths of 31 to 35 cm. We can see here that a zero-

order model (Figure 5.12.b) is incapable of interpolating to string length of 32 cm,

indicating the necessity of model selection.

Next, an initial policy for string length of 30 cm was estimated using the model

learned from the current database, optimized using PoWER, and then added to the

database. With this database of three MPs, the model selection indicated a second

order model. After that, the generalization capability of a constant, linear, second

order and LWR model was tested while fitted to the DB of same three MPs. Both

the constant (Figure 5.12.d) and LWR (Figure 5.12.g) models were not sufficient

as they could not even interpolate in the whole range; although, the linear model

(Figure 5.12.e) could interpolate successfully within the range of training samples,

it could not extrapolate at all. The second-order model (Figure 5.12.f) could achieve

the best extrapolation performance generalizing the task for string length of 29 cm

up to 40 cm. This indicates superior generalization capabilities of global models

in this task. Furthermore, it indicates that the proposed model selection is able to

identify the required complexity.

Convergence rate We next studied the effect of predicted uncertainty on the

convergence rate of RL when optimizing the policy parameters for a new task
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Figure 5.13. RL convergence rate of different exploration strategies (EB=Empirical Bayes,

UN=unstructured noise with a scaled diagonal matrix sI , CMA=Covariance Matrix Adap-

tation, PN=Pre-structured Noise). (a) Distribution of indexes of first successful RL roll-

out. (b) The average reward is displayed here, while the variance is depicted by a vertical

bar. Reprinted with permission from Publication IV ©2018 IEEE.

parameter. As a starting point, we utilized the second order model (Figure 5.12.f)

for predicting MPs for the string length of 28 cm, which led to an unsuccessful

re-enactment; thus, we utilized PoWER for optimizing the predicted MPs.

We applied four different approaches for generating the noise in order to provide

a testbed for empirical Bayes by comparing their learning speed. In approach

PN, we generated the noise samples from a pre-structured covariance matrix

(Λ = sp (HT
2 H2)−1). In EB, the pre-structured covariance was exploited as a prior,

and a covariance matrix (Σ(ln)) was predicted by the proposed empirical Bayes

approach (5.41). It took 20 seconds to estimate the covariance components on a

Linux machine equipped with an Intel(R) Core(TM) i7-4800MQ CPU @ 2.70 GHz.

In UN, an unstructured covariance matrix formed by a diagonal matrix sI was

applied and the scale s was fine-tuned specifically for the new task parameter; in

fact, the scale parameter s in the diagonal covariance matrix was set equal to 20

percent of the trace of the predicted covariance matrix s = 0.2tr{Σ(ln)}. Changing

the scale parameter s to another value did not lead to a better performance. In

CMA, covariance matrix adaptation [81] was exploited for updating the fine-tuned

diagonal covariance matrix sI .

10 RL roll-outs were performed for each one of these four exploration strategies.

The result is displayed in Figure 5.13a where the lines show the average reward,

while the vertical bars represent the variance of the achieved rewards. We stopped

the RL after 50 iterations where some of the roll-outs (yellow line in Figure 5.13a)

generated by the CMA approach failed to optimize the predicted MPs. This is

mainly because CMA is approximating the covariance of the noise using the sample

covariance matrix. In this case, a matrix of size (20× 20) is approximated by a

few samples(7 noise vectors), which is an ill-posed problem. At least 20 samples
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Figure 5.14. Variance (shown for every kernel separately) of sampled noise for 10 RL roll-outs at

iteration 14th of different exploration strategies (EB=Empirical Bayes, UN=unstructured

noise with a scaled diagonal matrix sI , CMA=Covariance Matrix Adaptation, PN=Pre-

structured Noise). Reprinted with permission from Publication IV ©2018 IEEE.

would be required to get a full rank covariance matrix; this required updating

the covariance matrix after every 20 iterations; however, CMA would be totally

unnecessary in this case since most of the RL roll-outs performed by the fine-tuned

diagonal matrix (orange line in Figure 5.13a) converged after approximately 20

iterations.

The unstructured noise is a blind exploration strategy which explores evenly each

policy parameter as can be seen from the orange vertical bars in Figure 5.14; besides

that, we have recently observed that a large scale parameter s was required for opti-

mizing the initial imitated shape parameters, which has led to unsafe exploration

with too high acceleration [184]. On the other hand, the pre-structured covariance

matrix explore less in the beginning and end, but more in between (where active

kernels reside) providing safe exploration trajectories. Nevertheless, neither the

fine-tuned unstructured noise nor the pre-structured noise could outperform the

empirical Bayes approach (blue line in Figure 5.13a).

The proposed empirical Bayes approach has exploited the pre-structured covari-

ance as a prior and by fitting to the DB of MPs, it found that some kernels such as

11 to 15th (see blue vertical bar in Figure 5.14) need to be explored more than the

prior indicates (the purple vertical bar in Figure 5.14), while some other kernels

such as 6th to 10th need to be explored less. This indicates that the structure of the

predicted covariance matrix has been effective in speeding up the learning process.

In order to study whether the empirical Bayes increases learning speed, we col-

lected the first successful iteration of every approach in a separate vector which
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is displayed as a box plot in Figure 5.13b. Next, we tested three hypotheses using

the Mann-Whitney U test. Under the first null hypothesis, both empirical Bayes

and unstructured noise have the same distribution of first successful iteration,

which was rejected with a significance of p = 0.0149, indicating the superiority of

empirical Bayes over unstructured noise. Under the second null hypothesis, empir-

ical Bayes and CMA follow the same distribution, which was also rejected with a

significance of p = 0.002. The third null hypothesis says that empirical Bayes and

the pre-structured approach have the same distribution, which was also rejected

with significance of p = 0.00016. Hence, the proposed empirical Bayes approach

has led to statistically significant improvement in speeding up the convergence rate

of RL for the ball-in-a-cup task.

5.5 Active learning of a contextual skill model

Unlike passive contextual skill modeling where an agent is provided with a manually

selected list of task parameters to learn, active learning provides the agent with a

tool to select a task parameter automatically. Active learning has been studied in the

context of supervised learning where the objective is to find the most representative

samples for regression [106]. Similarly, in the context of skill modeling, the main

goal of active learning is to select a future task which leads to better generalization

thus maximizing the skill performance across the whole task parameter space.

This is achieved by first learning a policy for that task and then updating the skill

model using the learned policy. In this way, a skill model can be constructed from a

minimum number of tasks (samples).

Active learning has been considered in [218, 219, 220]. We will review very

briefly [218] and [219] and elaborate on [220] since it is the most relevant to our

proposed approach.

5.5.1 Modeling and maximizing future skill performance

A non-parametric Bayesian approach for active learning of a contextual skill model

is provided in [220]. In this approach, reward J(τ) for a certain task τ is mod-

eled using a Gaussian process (GP) with a spatio-temporal kernel. In this way, GP

can accommodate the non-stationary behavior of a reward function. The poste-

rior P (Jt (τ)|τ,Dt ) is learned from current database Dt = {(τ1, J (τ1)), . . . , (τN , J (τN ))}

corresponding to the reward of optimal policies which have been practiced for

previously selected tasks τi . They estimate the performance of a skill model

SPt =
∫
μt (τ)dτ over a continuous region, where μt (τ) and σ2

t (τ) refer to the mean
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and posterior of posterior GP Jt fitted to the rewards J (τ) from current database Dt .

In this way, the skill performance does not need to be evaluated for every single task.

Estimating SPt is beneficial since a skill performance is an expensive-to-sample

function.

They utilized a surrogate acquisition function guiding the Bayesian optimiza-

tion toward the most promising point to sample. They introduced an acquisition

function which involved the expected improvement for a candidate task τc

E I SPt (τc ) =
∫

P (τ′)(μ̂t+1(τ′)−μt (τ′))dτ′, (5.47)

where μ̂t+1 represents the mean of Gaussian posterior Ĵ t+1 which is computed by

fitting a GP to the updated database Du = Dt ∪ {(τc , ĵ (τc ))}. They used an opti-

mistic upper bound ĵ (τc ) =μt (τ)+1.96
√

σ2
t (τ) estimated based on the current GP

posterior reward model Jt . A task will be selected which maximizes

τ∗ = argmax
τ

E I SPt (τ). (5.48)

5.5.2 Active contextual entropy search (ACES)

Unlike the previous work [220] selecting a task based on maximizing the reward

over a region of task parameters, in [219], an action is selected based on minimizing

uncertainty about optimal policy parameters for task parameters. This is achieved

using active contextual entropy search (ACES) which is an information theoretic

approach. They provided ACES for contextual policy search (CPS) framework. CPS

(as described in section 4.4) provides a hierarchical policy encompassing a lower

level policy such DMPs with parameters w and a higher level policy represented

by a conditional probability distribution π(w |τ) given a context parameter τ. The

objective of CPS is to learn a higher level policy which maximizes the expected

return of a lower level policy over a context distribution.

5.5.3 Multi-arm bandit

Multi-arm bandit problem (MABP) is an MDP with one state where the agent selects

an action out of K possible actions [221]. The objective of MABP is to minimize

the regret which encodes the difference between the accumulated reward of the

current policy with respect to the unknown optimal stationary policy. A traditional

way of solving MABP is to use upper confidence bound (UCB) [222, 223]. However,

the major assumption of UCB is a non-stationary reward distribution which is not

satisfied in the context of RL. On the other hand, Fabisch et al. [218], modeled

the skill performance as a non-stationary MABP [224, 225]. In fact, in [218], they
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Figure 5.15. Our proposed active incremental learning framework. The main ingredients are a task

manager, a contextual skill model (CSM), RL, and a database of MPs. The task manager

selects the most promising task τ. CSM then computes the corresponding initial policy

parameters w i
τN

using regression. The RL updates the parameters after Δ iterations.

Note that, the updated policy parameters w u
τN

are not necessarily optimal.

combined a discounted MABP with a heuristic reward function for active task

selection.

5.5.4 Our proposed active incremental learning

In this section, we describe our proposed active incremental learning framework.

The main ingredients of the proposed framework is displayed in Figure 5.15.

We assume that tasks arrive sequentially and we will have a database Dt =
{(τi , wτi )|i = 1. . . N } at time t consisting of N sample set of task parameters τi

and their associated policy parameters wτi . A skill model St extracts the knowledge

accumulated in Dt by fitting a regression model mapping a task parameter τ to

policy parameters w . Using St (τ), we can generalize the policy parameters for any

situation characterized by a measurable task parameter τ.

We also assume that executing the policy with parameters wτ generated by S(τ)

for a specific task τ will result in a deterministic performance behavior evaluated

by r (τ;S). Next, we define the skill performance

SP (St ) =
∫

P (τ)r (τ;St )dτ, (5.49)

where P (τ) denotes the probability which the task τ occurs. We assume that the

tasks occur with the same probability. Thus, we can rewrite (5.49) into

SP (St ) = 1

τmax −τmi n

∫τmax

τmi n

r (τ;St )dτ. (5.50)
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Using the skill performance, we can define the expected skill performance

E I SP (τc ) = SP (St+1)−SP (St )

= 1

τmax −τmi n

∫τmax

τmi n

r (τ;St+1)− r (τ;St )dτ, (5.51)

where St+1 represents the skill model which is fitted to the updated database

Dt+1 = Dt ∪ {(τc , wτc )}. It is worth mentioning that the proposed E I SP in (5.51)

corresponds to the expected skill performance definition (5.47) considered in [220].

The algorithm

Policy search optimizes a parametric policy by updating its parameters iteratively.

To be able to predict reward improvement over a single iteration, we need to model

the learning rate of policy search, that is, the evolution of total rewards over time.

We assume the learning rate can be modeled with function ϕ(t ) that approaches the

optimal rewards R∗ as t →∞. Furthermore, we assume that ϕ(t ) does not depend

on task parameters. In other words, the convergence profile is independent of the

task parameters, even if the current rewards for different tasks may vary, indicating

that the policy has at that point converged more for some tasks than others. On

the other hand, to model the consistency of the skill across tasks, we assume that

rewards achieved by the skill model are similar for similar task parameters. This

consistency is then modeled with a current reward model R(τ). Using these models,

we can evaluate E I SP for any task.

We assume a policy expressed in the form

a = g (x)T w , (5.52)

where a denotes an action, g is the vector of basis functions (kernels), and w repre-

sents a vector of policy parameters. Several policy encodings follow the parametric

representation in (5.52) such as dynamic movement primitives [226], radial basis

functions [227], or a linear policy. For learning the corresponding optimal policy

parameter wτ0 , we can apply a model-based RL approach such as PILCO [82] or

Black-DROPS [83]. We can also apply model-free RL such as PoWER [70], REPS [160],

and PI2 [161, 81].

The incremental learning of a contextual skill model begins with initializing the

database D, skill model S(τ), and learning rate model ϕ(t ;βϕ) in lines 1-5 (see

Algorithm 4). We utilize an exponential family to represent the learning rate

ϕ(t ;βϕ) = exp(a(t −b))+cϕ (5.53)

where βϕ = {a,b,cϕ} denotes the hyper-parameters of the learning rate model. The

hyper-parameters are estimated using [228] with data gathered while optimizing
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policy parameters wτ0 for an initial task parameter τ0. After that, we estimate the

skill model S(τ) using the database D containing the initial sample (τ0, w∗
τ0

).

We then update the skill model S(τ) in an incremental manner (lines 7-16). This is

achieved by running an iterative process where the main steps are predicting reward

improvement in line 10, evaluating the expected improvement of skill performance

E I SP for all alternatives in a discrete evaluation set of tasks τeval in lines 9-12,

selecting the most promising taskτ∗ which maximizes E I SP in line 13 and updating

the corresponding policy parameters wτ∗ by running one or more (Δ) update steps

of policy search in line 14. Note that, the policy parameter wτ∗ is not necessarily

(sub-)optimal for τ∗ since we did not run the policy search until convergence.

In order to model the reward R(τ) across tasks, we evaluate the reward achievable

by the current estimate of the skill model St (τ) for every task τ j ∈ τeval in the

evaluation set τeval in line 7. This is achieved by calculating the corresponding

policy parameter vector wτ j using the skill model St (τ j ); executing the policy with

wτ j will lead to reward r (τ j ). Using the evaluated rewards, we can build a reward

model

R(τ;βR ) ∼GP (τ,βR ), (5.54)

using GP with hyper-parameter βR which can be optimized by maximizing evidence

function [229].

In order to be able to calculate the E I SP for every candidate task τc , we need to

predict the reward improvement if we continue optimizing the corresponding policy

parameters wτc for Δ update steps of policy search. The expected improvement

for a specific candidate task τc is calculated using the learning rate model ϕ(t ;βϕ).

First, the time index tc corresponding to the candidate task τc is computed by

reading from the inverse of the learning rate model

tc =ϕ−1(R(τc ;βϕ)). (5.55)

Then, the expected reward improvement for the candidate task ΔR(τc ) is computed

by

ΔR(τc ) =ϕ(tc +Δ;βϕ)−R(τc ;βR ). (5.56)

Next, we compute the expected reward r (τ,St+1) where St+1 represents the skill

model built using D =D∪ (τc , wτc ). The policy parameters wτc for the candidate

task τc have been computed using the current estimate of the skill model St (τc ).

Instead of evaluating the improvement, we predict it using

r (τ;St+1) = R(τ;βR )+ΔR(τ)×exp(cd‖τ−τc‖2), (5.57)

which is based on our second assumption that the reward across task parameters

changes smoothly. The constant cd controls the similarity across tasks. We used
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cd =−0.1 in our experiments. Now that we have predicted the reward improvement,

we evaluate the E I SP (5.51) in discrete form as

E I SP = 1

τmax −τmi n

τmax∑
τ=τmi n

r (τ;St+1)− r (τ;St ) (5.58)

.

Algorithm 4 Active Incremental Learning of a CSM S(τ)

Input: τ= {τi | 1 ≤ i ≤ n}, τeval = {τ j | 1 ≤ j ≤ k}

Output: Skill model S(τ).

Initialization :

1: Choose initial task parameter τ0.

2: Optimize policy for τ0 using RL to determine w∗
τ0

.

3: Estimate parameters βϕ for learning rate model ϕ(t ;βϕ).

4: Initialize database of policies D = {(τ0, w∗
τ0

)}.

5: Estimate skill model S(τ) with D.

6: repeat

7: Evaluate r (τ) for τ ∈τeval .

8: Estimate parameters βR for reward model R(τ;βR ) using r (τ).

9: for each τc ∈τeval do

10: Predict reward improvement ΔR(τc ) using (5.56).

11: Evaluate E I SP (τc ) using (5.51) and (5.57).

12: end for

13: Choose next task τ∗ = argmaxτ E I SP (τ).

14: Optimize policy for one step for τ∗ to determine wτ∗ .

15: Update D = D ∪ {(τ∗, wτ∗)}.

16: Re-estimate S(τ) with D .

17: until S provides success for all τ ∈τeval .

18: return Skill model S(τ).

5.5.5 Experimental Result

We studied experimentally the benefit of the proposed active incremental learning

framework on improving the expected skill performance using ball-in-a-cup and

basketball tasks on KUKA LBR 4+ in an environment simulated with MuJoCo. The

results were published in Publication VI.

We utilized DMPs as the policy encoding since it provides us with a low-dimensional

policy representation which is a less data-demanding model than high-dimensional

policy representations such as deep RL. In this case, the action u in (5.52) cor-
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Figure 5.16. Learning ball-in-a-cup skill using KUKA LBR 4+ in MuJoCo. Reprinted with permission

from Publication VI ©2019 IEEE.

responds to the forcing function of DMPs ud = αx (βx (g − x)− ẋ)+u where u =
θT g [189]. In this section, we explain the tasks, contextual skill model, and then

analyze the result of active incremental learning.

Ball-in-a-Cup Task The ball-in-a-cup game consists of a cup, a string, and a ball;

the ball is attached to the cup by the string (see Figure 5.16). The objective of the

game is to get the ball in the cup by moving the cup. We chose the ball-in-a-cup

game because variation in the environment can be generated by changing the

string length. The string length is observable and easy to evaluate, thus providing

a suitable task parameter, which was varied within τ ∈ {29 cm,30 cm,. . . ,43 cm}.

Nevertheless, changing the string length results into a significant change in the

dynamics of the task which requires a complex change in the motion to succeed

in the game. Hence, the generalization capability of a CSM can be easily assessed

using this game. Similar to our previous set-up in [189], the trajectories along y

and z axes were encoded using separate DMPs. Utilizing 20 kernels per DMP, in

total N = 40 parameters are needed to describe the motion model for a single task

parameter value.

Basketball Task The basketball game consists of a ball holder, a basket, and a

ball; the holder is attached to the end-effector of KUKA LBR 4+ (see Figure 5.17)

and the basket is set at a certain distance from the robot. The objective of the

game is to throw the ball at the basket. In this case, the task parameter is the

distance of the basket from the base of the robot, which was varied within τ ∈
{120 cm,130 cm,. . . ,240 cm}. KUKA LBR 4+ has seven DOF, but only joints 2, 3, and
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Figure 5.17. Learning basketball skill using KUKA LBR 4+ in MuJoCo. Reprinted with permission

from Publication VI ©2019 IEEE.

6 were used; the rest of the joints were kept fixed. Using 20 kernels per DMP, total of

N = 60 parameters need to be determined for a task parameter value.

Contextual Skill Model To map the task parameters to policy parameters, we

used GPDMP which is a parametric CSM with non-linear basis functions. We

selected GPDMP because of its generalization capabilities which has been shown

to perform better than the linear CSM [184] or local models using model selec-

tion [189]. Besides that, it has been used in simulation to real world transfer [?].

Learning Rate Model In order to verify our assumptions on the learning rate, we

performed an experiment where we learned ball-in-a-cup game for different task

parameters using model-free policy search. We started the learning process from

the same initial policy parameters for all task parameters. The learning rate curves

are shown in Figure 5.18, with different colors indicating different task parameters.

It can be observed, firstly, that the exponential model fits observed learning rates

well. Secondly, the alignment of the curves indicates that the learning rate does

not depend on the task parameter—even though the initial rewards may differ, the

convergence rates are similar across task parameters. Similar observations were

made for the basketball task, figure omitted here for brevity.

Active Incremental Learning To study the performance benefit of the active task

choice in incremental learning, we applied the proposed algorithm (see Algorithm 4)

for learning ball-in-a-cup and basketball skills. As a baseline we used random order

for tasks. We performed both active and random task selection 5 times.

The initial task parameters were τ0 = 35 cm for the string length in ball-in-a-cup,
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Figure 5.18. Learning rate of model-free policy search observed for ball-in-a-cup with different task

parameters. Reprinted with permission from Publication VI ©2019 IEEE.

τ0 = 180 cm for the distance in basketball. Using PoWER [70] to train the initial

task, policy converged after 6 policy updates for the ball-in-a-cup, 5 updates for the

basketball. During incremental learning, Δ= 2 updates were made in each policy

search iteration using PoWER.

Skill performance SP over time is shown in Figures 5.19 (ball-in-a-cup) and 5.20

(basketball) where blue curve denotes the proposed active method and grey curve is

the baseline, error bars denoting 1 standard deviation. As expected, the skill perfor-

mance improves over time for both methods. However, the active method improves

the skill performance more consistently, both in terms of learning faster on average

as well as having smaller variance. With the active learning, the entire range of task

parameters was successful after 20/23 policy updates (ball-in-a-cup/basketball

correspondingly), while the success rate for the baseline after the same number of

policy updates was 75%/80% (ball-in-a-cup/basketball correspondingly).

5.6 Discussion

In this chapter, we studied incremental learning in various contexts. We also pro-

posed an active incremental learning framework. The main ingredients of this

framework (see Figure 5.15 and 5.4) are a task manager, a contextual skill model

(CSM), RL, a database of MPs, and Empirical Bayes which has been utilized for

speeding up the RL. In this section, the benefits and limitations of each component

is discussed.

134



Incremental Learning

Figure 5.19. Skill performance on ball-in-a-cup skill: active (in blue) versus random task selection (in

grey). Reprinted with permission from Publication VI ©2019 IEEE.

Figure 5.20. Skill performance on basketball skill: active (in blue) versus random task selection (in

grey). Reprinted with permission from Publication VI ©2019 IEEE.
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5.6.1 Incremental learning versus isolated learning

The experiments with ball-in-a-cup skill have demonstrated that incremental learn-

ing has led to a significantly faster convergence than isolated learning [189]. Further-

more, incremental learning has led to a CSM with a better generalization capability

than isolated learning.

Incremental learning has been studied for the tasks with varying initial conditions.

However, some real world tasks such as lifting a load with a crane in a windy

condition involves controlling continuous changing disturbances such as air flow.

The current incremental learning approaches cannot handle this kind of continuous

disturbances.

5.6.2 Sample-efficiency using uncertainty

Sample efficiency in model-based RL originates from a good estimate of dynamics

model. On the other hand, model-free RL can be significantly data-demanding.

Two sources of its sample-inefficiency are random initialization and in-efficient

blind exploration. One way to make RL converge faster is to initialize it with a better

policy such as a human demonstration. Furthermore, the exploration efficiency

originates from the structure of the noise which is a key element influencing the

convergence speed of RL.

In the case of DMP shape parameters and uncorrelated noise, high noise variance

leads to large accelerations of the system, causing a safety hazard and possibly

surpassing the physical capabilities of the robot. In contrast, low noise variance

makes the learning process slow. To address this trade-off, we proposed to use

correlated noise instead of the earlier works employing uncorrelated noise.

We have proposed a pre-structured covariance matrix from which a correlated

smooth noise vector is sampled providing safe exploration [184]. This has led to

an increase in the convergence rate of RL further than an uncorrelated noise. On

the other hand, reinforcement learning can be more efficient when the exploration

process is tuned with data uncertainty, thus reducing unnecessary exploration in a

data-efficient way. Data uncertainty can be calculated using a statistical approach

such as GPR and GPDMP.

The basic version of GPR does not consider the cross correlation among multiple

outputs. On the other hand, GPDMP in combination with empirical Bayes provides

us with the prediction uncertainty while considering the cross correlation among

multiple outputs. In this way, exploration is tuned with the uncertainty in a data-

efficient way.

We have derived a novel empirical Bayes (EB) method for extracting the hyper-
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parameter of a multivariate regression model. We utilize EB for extracting the

uncertainty of the MPs predicted by the contextual skill model. In fact, the uncer-

tainty of the prediction originates from two sources, namely the noise associated

with the MPs in the DB and the uncertainty corresponding to the prediction of new

MPs. The first type of uncertainty stems from the task differences (variability), while

the second type of uncertainty reflects the accuracy (power) of the contextual skill

model.

As more sample MPs become available, the prediction power of the contextual

skill model will increase. Thus, we will have a better initial policy parameters, and

the uncertainty of the prediction will decrease [80]. The remaining uncertainty

reflects the task variability. Thus, incremental learning will continuously initialize

better and explore faster in a smaller area as the prediction power increases in an

incremental manner.

5.6.3 Model selection

The objective of model selection is to choose a parametric model with the best

generalization performance. In other words, a parametric model, which matches

best with respect to the underlying regularities of data, will be selected according

to methods such as BIC, AIC or cross validation. Model selection is an integral

component of an incremental learning framework which uses a parametric CSM.

However, it is demonstrated that the aforementioned methods fail to select a model

in an incremental learning scenario where a CSM is constructed from scratch [189].

Instead, we proposed a penalized log-likelihood based approach which can select

a model even with few training samples. Besides that, it leads to the simplest

model while achieving the best generalization capability both in terms of inter- and

extrapolation; thus, satisfying the Occam Razor’s principle.

If a parametric approach matches the underlying regularities of a task, it is best

to utilize a parametric model chosen by model selection. For example, in tasks

such as ball-in-a-cup and basketball, the underlying regularities tend to follow a

global parametric function. On the other hand, in tasks such as catapult [220], it

tends to follow a local pattern which can be best described using a non-parametric

approach such as LWR and GPR with local kernels. However, in general, it is not

clear whether a parametric or non-parametric should be used. Nevertheless, an

automatic mechanism which can select between a parametric model with a global

representation versus a non-parametric model with local pattern can open a new

horizon for generalizable autonomous learning agent.
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5.6.4 Active learning

In order to verify whether the task order matters, we implemented three experi-

ments with a ball-in-a-cup skill (see Figure 5.21). Each experiment refers to running

the incremental learning algorithm (see Algorithm 3) with a random task order.

Incremental learning with the task order considered in experiment 1 has led to a

CSM which generalized successfully across the whole task space from string length

τ= 29 cm to 43 cm after a total of 13 policy search update iterations. In experiment

3, the same generalization performance has been reached only after 26 iterations,

while in experiment 2, the achieved CSM failed to generalize successfully across the

whole task space after 26 iterations. This indicates the importance of task order in

incremental learning of a CSM.

Figure 5.21. Skill performance of a CSM learned with three random task orders.

Active task selection while learning

Active incremental learning has already been considered in [220]. They proposed

learning each task until optimization and used all the available optimal policies for

training a non-parametric CSM with a local kernel. This active learning approach

is useful when the task is involved with local underlying regularities. On the other

hand, using a parametric CSM for tasks such as ball-in-a-cup leads to a better

generalization performance. However, when we tried the aforementioned approach

with GPDMP in the ball-in-a-cup task, active learning has led to inconsistent results

(see Figure 5.22) even though the task order has been the same in both cases. In this

case, UCB tends to select the closest task with the highest reward (see Figure 5.23

and 5.24).

On the other hand, we proposed to stop learning the selected task after Δ itera-

tions of RL, while considering the active task selection based on the future evolution
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Figure 5.22. Active incremental learning has led to inconsistent results when using UCB with optimal

samples.

Figure 5.23. Policy parameters for Y direction learned using active incremental learning using UCB

with optimal samples. The two experiments are inconsistent as the samples are very

close to each other, while a global parametric CSM has been utilized.

of the skill performance across the task space. This has led to consistent results in

both ball-in-a-cup (see Figure 5.19) and basketball experiment (see Figure 5.20).

During learning, the individual intermediate policies (samples in D) have not yet

converged to optima. Thus, fitting the skill model using some of these samples,

especially ones that have not been updated for a long time, may be counterpro-

ductive in improving the CSM. This problem has also been reported in the context

of supervised learning [230, 231]. We avoided this problem by dividing the task

space into several regions and choosing the most recent sample from each region.

However, the issue of how to use intermediate samples warrants further research.
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Figure 5.24. Policy parameters for Z direction learned using active incremental learning using UCB

with optimal samples. The two experiments are inconsistent as the samples are very

close to each other, while a global parametric CSM has been utilized.

The proposed approach models the learning rate deterministically which is obvi-

ously not true in general in reinforcement learning, even if the results show that the

mean behavior is sufficient to provide consistent behavior. In environments where

there is high stochasticity or with reinforcement learning methods that exhibit large

variance, including uncertainty in the learning rate model might be useful. This

could be done, for example, by introducing uncertainties for the parameters of the

model or adding a noise term to it. Moreover, the current learning rate was assumed

to be independent of task parameters, which was found to be a valid approximation

in our experiments. However, the model could be parametrized with respect to

task parameters, even though estimation of this higher-order model would require

more data, decreasing its usefulness. Altogether, the task-independent learning rate

model was found to be a good trade-off between model complexity and usefulness.

Task difficulty

All the active learning frameworks, which we reviewed in this chapter, have con-

sidered equal task difficulty for all candidate tasks. However, in general, this as-

sumption might not hold. Therefore, in order to learn more efficiently, it would

be beneficial if the task difficulty of a candidate task is considered as well as its

contribution to future learning performance. In this case, the easiest, yet the most

promising task can be selected. Reward model, reward uncertainty and policy

parameters uncertainty can be utilized as priors indicating difficulty of a candidate

task. However, modeling a task difficulty is challenging in a general case. For exam-
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ple, a low reward might have been achieved because the contextual skill model is

not a good fit for the corresponding context region. On the other hand, it might be

because the task is inherently difficult to learn. If the second case is valid, active

learning should avoid it. However, distinguishing which case is valid is not clear in

general.

Active learning is challenging

Active learning by modeling the reward across task space is a challenging task since

the reward function is non-stationary and unknown in general. Moreover, the

behavior of a reward model depends non-linearly on the contextual skill model.

To add to the difficulty, one needs to select the most representative subset of the

available samples to construct the contextual skill model. In other words, it is

necessary to select a subset of samples from the current DB, and then select the

next task to learn such that the overall skill performance of the CSM improves. This

resembles a chicken and egg problem as a CSM is built according to predicting its

performance.
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6. Transfer Learning

Reinforcement learning (RL) can provide robots with the capability to learn a skill

autonomously. However, RL performs learning by exploration which is sometimes

dangerous to execute on a physical system; causes wear and tear on the robot; and,

is time consuming. For example, millions of iterations were required for learning an

Atari game [54, 95] from scratch, where the action spaces are discrete, while robotic

manipulation tasks usually involve continuous action space. Therefore, learning

from scratch and by exploration using only the physical robot is not feasible due

to the excessively high number of required interactions with the physical robot.

Increasing the sample efficiency of RL methods, which we have covered in the

previous chapter, is one approach to address this problem. On the other hand, one

can instead apply RL for learning a policy in a simulated environment and then

reuse the learned policy from the source environment in the target (e.g. real world).

However, policies learned in the simulation often cannot be directly deployed in

the real world because of discrepancies between the dynamics of simulation versus

the real world.

The sources of discrepancies between simulation and real world include incorrect

dynamic parameters such as friction coefficient, mass, inertia, and center of mass

location. For example, if the friction coefficient is overestimated in the simulation,

reusing the policy which has been learned in that simulated environment, would

lead to an overshoot in the real world. Other sources of discrepancies include

unmodeled dynamics such as backlash and actuator dynamics, incorrect task, and

difference between real versus modeled phenomena such as sensor characteristics

and capabilities.

To address this discrepancy problem, transfer learning has been proposed [232].

The previous research in transfer learning can be categorized into two contexts:

transfer learning between tasks, and transfer learning between environments. Some

research might fit into both contexts but the majority addresses only one context.

The main trend in transferring between environment is sim-to-real transfer where
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policies are learned first in a simulated environment and then transferred to the

real world.

In sim-to-real transfer, the main focus of previous research has been on transfer-

ring a single control policy and robustifying it against the uncertainties of real world

dynamics (e.g. friction dynamics) or adapting the dynamics of a task. However,

few researchers have studied the generalization of the transferred policy to new

situations. On the other hand, we propose an incremental sim-to-real transfer

approach which is agnostic to the underlying dynamics and instead of transferring

a single control policy, transfers a generalizable skill model from simulation to real

world.

6.1 Transfer Between Tasks

The objective in transfer learning between tasks is to enhance the learning of a new

task by exploiting knowledge from previously learned tasks. The knowledge trans-

ferred across tasks of the same domain, which is addressed in inter-task transfer, or

across tasks from different domains, is addressed in multi-task learning.

6.1.1 Inter-task transfer

The goal in inter-task transfer is to speed up learning of a target task by biasing

the learning toward the source tasks. Furthermore, both the target and source task

originate from the same domain. For example, transferring a policy learned on a

maze with a certain wall structure (see Figure 6.1a) can help learning a policy for

another maze with a different wall structure (see Figure 6.1b). In maze navigation,

different tasks can be generated by changing the wall structure, start position, goal,

and actions as well; however, the domain of the tasks (see Figure 6.1) remain the

same where the objective is to traverse a maze with discrete state space to reach a

goal.

(a) (b) (c) (d)

Figure 6.1. Transferring maze navigation policy.

Different types of knowledge have been transferred between tasks including
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policies [233], action value function [234], reward model [235], rules [236, 234] and

options [237]. Policy reuse is the state-of-the art method which addresses inter-

tasks transfer, and we elaborate only on policy reuse in this section since it is more

relevant to our transfer learning framework.

Policy reuse refers to a class of RL methods which builds a library of policies

learned for variations of a task and reuses this library to learn a new task from

the same domain. In other words, when an RL agent encounters a new task , it

is guided by reusing the similar policies learned previously. Thus, the two main

ingredients of this framework are a measure of similarity and a method of reusing

past policies (experiences). Furthermore, the main assumption of this framework

is that the different tasks from the same domain share the same state-action space

and transition function as the current task, while it allows for different rewards.

The simplest form of policy reuse is provided in [238, 239], where Q-values of a

new episode are initialized with previously learned Q-values. In [233], they intro-

duced a similarity function which returns the most similar previous policy to the

current task. Then, they improve the ε-greedy to probabilistically balance between

exploitation of the most similar past policies, exploitation of the current policy,

and the exploration of random unexplored actions. In this way, the exploration

process for a new task is guided and biased toward the most similar past experience.

In [240], they applied a policy reuse developed in [233] for building a library of

policies. They introduced the reuse gain of a newly learned policy with respect to

previously learned policies. If the reuse gain is higher than a threshold, the newly

learned policy will be added to the library. In previously mentioned papers, initial

policies are assumed to be optimal and the prior knowledge is exploited from only

one source. In [241], they develop a temporal difference method which addresses

the sub-optimality of initial policies and the inconsistency of multiple sources of

prior knowledge. Furthermore, all the above mentioned methods have been applied

in domains with discrete state-action space.

6.1.2 Multi-Task Transfer

The objective of this framework is to transfer knowledge between tasks originating

from different domains with totally different state-action space and transition func-

tions. For example, knowledge can be transferred from a cart-pole task where the

goal is to balance a pole upright to a helicopter task where the goal is to stabilize the

helicopter by controlling the collective and differential rotor thrust (see Figure 6.4).

PG-ELLA [208], which we have covered in the previous chapter (see section 5.1),

has been originally proposed for inter-task transfer. In [242], they modify it for

transferring between tasks from different domains. In this work, the tasks are
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Figure 6.2. Multi-task transfer learning from a cart-pole domain to a helicopter domain.

divided into different groups. The state and actions space within each group are

assumed to be common. Then, instead of formulating the policy parameters as

in (5.4), the policy parameters follow

θτi = B g sτi , (6.1)

where g denotes the task group, and B g refers to the latent component model

shared within g which is formulated as

B g =Ψg L, (6.2)

where the projection matrix Ψg maps the the global knowledge base L to a group

knowledge base B g . In this way, they transferred knowledge from a cart-pole

domain to a helicopter domain and achieved an initial improvement in the learning

performance of the helicopter task.

Multi-task transfer has also been considered in [13], where a policy is modular-

ized; each module is trained on several different tasks and robots; and they are

shared among the tasks or robots. Modularization is achieved by decomposing

observations, states, cost and policy into two modules: robot-specific versus task-

specific. In fact, they divide observations into robot-specific observations ow,r

such as joint state and sensor measurements versus task-specific observations

ow,τ such as images and object locations. Similarly, they decomposed states into

robot-specific xw,r and task-specific xw,τ. Their main assumption is that the cost

function c(xw ,uw ) can be decomposed into:

c(xw ,uw ) = cτ(xw,τ)+cr (xw,r ,uw ), (6.3)

a task-specific cost cτ(xw,τ) and a robot-specific cost cr (xw,r ,uw ); the action uw

affects only the robot-specific cost. They adopted a Gaussian policy representation:

πr k (uw |ow ) =N (φr k (o),Σ), (6.4)

where Σ denotes the covariance, and the mean φr k is decomposed into

φr k (ow ) =φr k (ow,τ,ow,r ) = fr (gk (ow,τ),ow,r ), (6.5)
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Figure 6.3. Reaching and peg-insertion tasks have been trained on 3 robots with different morpholo-

gies making them robot-agnostic, while the pushing task has been trained only on two

different 3-DoF robot. The objective is to generalize the pushing task to the 4-DoF robot.

Reprinted with permission from [13] ©2017 IEEE.

a robot-specific module fr (·) and a task-specific module gk (·).

By training a robot-specific module on several different tasks, it becomes task

agnostic. For example, a 3-DoF robot can be trained on pushing a drawer, opening

a drawer and several other tasks. What remains the same among all these tasks is

the kinematics and dynamics of the 3-DoF robot. In other words, the robot-specific

module becomes aware of the robot characteristics after being trained on many

tasks. In this way, it would be beneficial to exploit the knowledge captured by the

robot-specific module when learning a new task such as opening a door using

the same robot. Similarly, the task specific module becomes robot agnostic once

trained on many different robots. Using such policy modularization, generalization

to new robot and task combination has been achieved in a simulated environment.

For example, reaching and peg-insertion tasks using a simulated 3-DoF robot have

been generalized to pushing using a simulated 4-DoF robot (see Figure 6.3).

6.2 Transfer Between Environments

One of the main assumptions in transferring control policies between environments

is that the source and target environment share the same characteristics. In this

case, policies learned in the source are useful in the target. The main cases of
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research in this context include: domain randomization, model-based transfer and

incremental transfer of a generalizable skill model.

6.2.1 Domain Randomization

The objective of domain randomization is to derive source policies which are robust

against the uncertainties of the target domain. When transferring from simulation

to real world, the uncertainties originate from different sources including visual

inputs and dynamics model. Domain randomization addresses the discrepancies

between the source and target domain as variability in the source domain. In other

words, a source policy is trained in various source environments. For example, vari-

ous environments can be achieved in simulation by varying different aspects such

as visual features or dynamics. In this case, the source policy will be robust against

the uncertainties of the visual input and dynamics model and can be deployed

directly in the real world.

In [14, 59], visual features such as pose, lighting and texture have been random-

ized in the source environment to robustify the transferred policies against the

uncertainties of the visual input. In [59], collision-free indoor quad-rotor flight

control policy for the real-world has been achieved using simulated images. In [14],

an object detector has been achieved from environments simulated with simple

algorithmically generated textures (see Figure 6.4).

However, the above mentioned methods do not account for the uncertainties

in the dynamics of a system. On the other hand, in [60, 61], they optimize source

policies on an ensemble of perturbed dynamics models to robustify against the

dynamics model uncertainties. In [62, 63], they randomize friction dynamics for

learning policies which have been shown to be robust against the uncertainties of

real-world friction dynamics.

6.2.2 Model-based Transfer

The objective of model-based transfer is to learn the dynamics of a source task/robot

and adapt it to the target task/robot. The dynamics of the source task/robot can

be learned using model-based reinforcement learning or by explicitly modeling it

using supervised learning. We will cover briefly both sim-to-real and inter-robot

transfer using a model-based approach.

Transferring transition functions has been considered in the context of inter-task

transfer [243, 244]. On the other hand, in [15], they considered sim-to-real transfer.

They applied a model-based RL method such as PILCO for learning the optimal

policy in the source environment. They assumed that optimal trajectories in the
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Figure 6.4. Transferring an object detector from simulation to real world using domain randomization.

Reprinted with permission from [14] ©2017 IEEE.

source environment should also be optimal in the target environment. Accord-

ingly, their problem is reduced to adjusting the source policy in such a way that the

optimal source trajectories are reproduced in the target environment. The policy

adjustment is then performed in two steps. Firstly, they collect data by performing

trial trajectories in the target task. An inverse dynamics model is then fitted using a

Gaussian process to the collected trajectories. Secondly, an optimal source trajec-

tory is followed in the target environment. A policy adjuster is then derived using

Gaussian process regression. In other words, both policy adjustment and inverse

dynamics are modeled as supervised learning problems. They managed to transfer

cart-pole balancing from simulation to real world. See Figure 6.5.

While in [15], the state-action space of the target environment is assumed to

be the same as the source environment, in [245, 246], their transfer approach ac-

counts for different state-action space allowing inter-robot transfer. Both [246]

and [245] applied manifold alignment for transferring inverse dynamics between

simulated robots. Their main difference is in finding the correspondence between

the source and target data. In [246], the correspondence is extracted using a Gaus-

sian distribution minimizing Kullback-Leibler divergence, while in [245], cubic

spline interpolation is utilized. Since these two inter-robot transfer frameworks are
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Figure 6.5. Transferring the dynamics of cart-pole balancing from simulation to real world. For more

information see [15].

similar, we only elaborate on [245].

In [245], a proportional–integral–derivative (PID) controller is assumed to be

available for a rough trajectory following. Using such a low-fidelity controller, data

is collected for learning the inverse dynamics of a robot resulting in a feedforward

controller. The feedforward controller plus the PID feedback controller yields in

the actual joint state, which is utilized to refine the learned inverse dynamics in an

incremental fashion. Transferring their learned inverse dynamics to a new robot

required learning the correspondence between the data collected in the source

and target robots. They have achieved this correspondence by following some

random trajectories on both source and target robots while applying cubic spline

interpolation. Once the correspondence of the data is achieved, inverse dynamics

of the source robot is transferred to the target robot by applying a projection of the

training data into a shared latent space. The latent space has been achieved using

principle component analysis.

6.2.3 Incremental Transfer of Generalizable Skill Model

In this section, we elaborate on our novel sample-efficient transfer approach which

is agnostic to the dynamics of a simulated system and combines it with incremental

learning of a source global model. In order to minimize the interaction of a physical

robot with the real world, we propose the transference of a generalizable skill model

rather than transferring a single control policy.

Incremental learning is applied first in simulation to build a global model that

captures the underlying regularities of the simulated (source) task with respect to

measurable task parameters. Basketball (see Figure 6.6) is an example of such a task

where the distance between the basket and the robot represents the task parameter.

Then, the global model is transferred to the real-world (target) environment using

one or few real-world samples. The resulting global model can generate policies for

any task parameter value in the real world. In other words, instead of transferring a
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Figure 6.6. Transferring generalizable skill model for a basketball task from MuJoCo simulator to

KUKA LBR 4+. Reprinted with permission from Publication V ©2019 IEEE.

single source policy optimized for only one specific situation, we transfer a general-

izable model from simulation to real world. This allows the transfer approach to

accommodate both unmodeled dynamics and generalization to new situations.

Transferring a source global model GPDMPs can be performed incrementally

(see Algorithm 5). The basis vectors of the transferred policy Vt are initialized

from the source model in lines 1-7. The task parameter value is chosen in line 9,

depending on application. For a one dimensional task parameter, an initial value

is selected and then decreased or increased by a chosen amount. Next, policy

parameters are determined using the target basis vectors (line 10) and the policy is

re-enacted in the real world. If the re-enacted policy is unsuccessful, it is optimized

using reinforcement learning. The optimized policy parameters are then added to

a database of target MPs DBt (line 13).

Now that DBt contains a MP for one task parameter, we can transfer GPDMPs .

We assume that the underlying regularities of the real-world dynamics are similar to

the simulated dynamics since the tasks are the same. Therefore, we assume that the

transferred global model GPDMPt has the same model complexity as the source

model GPDMPs , while it also matches MPs in the DBt , collected in matrix Wt . In

order to calculate the transferred basis vectors Vt , one needs to solve a system of

linear equations:

Wt =Φt V t , (6.6)

where the target design matrix Φt is defined in (4.5).

Initially, the system may be under-determined, since Wt contains only one sample.

The set of solutions to (6.6) is

Vt = V0 +VNΛN , (6.7)

where

V0 = (ΦT
t Φt )−1ΦT

t Wt (6.8)
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and where each column of

VN = null(Φt ) (6.9)

denotes a basis vector for the null space of the target design matrix Φt .

The coefficient matrix ΛN can be determined by minimizing the distance between

the target basis vectors Vt and the source basis vectors Vs

min‖(V0 −Vs)+VNΛN‖2, (6.10)

where the basis vectors of the simulation are computed using

Vs = (ΦT
s Φs)−1ΦT

s Ws . (6.11)

This case, however, gives equal attention to all dimensions of the basis vector space.

This may lead to a transferred global model which is noticeably different from the

global model in simulation because different basis functions may have effects on

different scales. Therefore, instead of minimizing the sum of squares (6.10), we

minimize the weighted sum of squares

min‖(V0 −Vs)+VNΛN‖2
Υ, (6.12)

where υ is a diagonal weight matrix reflecting scales. The solution to (6.12) is

ΛN = (
VT

NΥVN
)−1

VT
NΥ (Vs −V0) . (6.13)

For the polynomial base functions, we select the diagonal terms to be of the form

Υi i = ci−1
Υ . In this case, the coefficients associated with higher order terms in the

global parametric model will contribute more to the adjustment. Consequently, the

transferred global model will be more similar to the source global model, increasing

the safety of generalization to new situations.

6.2.4 Experimental Result

We studied experimentally the generalization performance of the proposed in-

cremental transfer framework using ball-in-a-cup and basketball tasks on KUKA

LBR 4+. We utilized DMPs as the policy encoding since it provides us with a low-

dimensional policy representation which is a less data-demanding model than

high-dimensional policy representations such as deep RL. In this section, we first

explain the tasks and the incremental transfer process. The experiments study five

hypotheses on the relationship between generalization capability and factors such

as number of target samples and similarity of source and target environments.
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Figure 6.7. Using domain randomization, average reward converged and the achieved policy works

successfully only in environment 3 for task parameters (a) 34 cm, (b) 36 cm, and (c) 38 cm.

Reprinted with permission from Publication V ©2019 IEEE.

Ball-in-a-Cup Task

The ball-in-a-cup game consists of a cup, a string, and a ball; the ball is attached

to the cup by the string (see Figure 6.8). The objective of the game is to get the

ball in the cup by moving the cup. We chose the ball-in-a-cup game because

variation in the environment can be generated by changing the string length. The

string length is observable and easy to evaluate, thus providing a suitable task

parameter. Nevertheless, changing the length requires a complex change in the

motion to succeed in the game. Hence, the generalization capability of a parametric

LfD model can be easily assessed using this game. Similar to our previous set-up

in [189], the trajectories along y and z axes were encoded using separate DMPs.

Utilizing 20 kernels per DMP, in total N = 40 parameters are needed to describe

the motion model for a single task parameter value. In order to vary the similarity

between source (simulated) and target (real-world) environment, air density was

changed in simulation from the real world value of 1.2 kg
m3 . For this task, five values

of air density were used: 1.2, 1.5, 2.0, 2.5, and 3.0 kg
m3 for environments i = 1, . . . ,5

respectively. Changing the air density causes air drag, introducing viscous friction

and generating differences between the dynamics of environments.

To compare to a common sim-to-real transfer approach, we implemented do-

main randomization (DR) [62] for the ball-in-cup task. We optimized the policy

over randomized environment dynamics (air density). Results showed that the

optimized policy was successful only in one of five environments. The results were

consistent over different task parameters (string length). Thus, DR as a sim-to-real

transfer method was insufficient to account for environment differences in our

experimental scenario. Figure 6.7 shows the rewards for the five environments for

three different task parameters. The average reward converges after 10 roll-outs.

The policy converges to a successful execution (ball in cup) only for environment 3.

Furthermore, the result has been consistent in all three different task parameters.
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Figure 6.8. Transferring generalizable skill model for a ball-in-a-cup task from MuJoCo simulator to

KUKA LBR 4+. Reprinted with permission from Publication V ©2019 IEEE.

Basketball Task

The basketball game consists of a ball holder, a basket, and a ball; the holder is

attached to the end-effector of KUKA LWR 4+ (see Figure 6.6) and the basket is set

at a certain distance from the robot. The objective of the game is to throw the ball

at the basket. In this case, the task parameter is the distance of the basket from

the base of the robot. KUKA LBR 4+ has seven DOF but only joints 2, 3, and 6 were

used; the rest of the joints were kept fixed. Using 20 kernels per DMP, total of N = 60

parameters need to be determined for a task parameter value. To vary similarity

between source and target environments, densities 1.2, 3.0, 5.0, 6.0, and 7.0 kg
m3 were

used for environments i = 1, . . . ,5 respectively.

Learning Process

In this section, we give an example how a global model is learned in the source

(simulation) environment and how it is then transferred to the real world, using the

ball-in-a-cup as the example task (see Figure 6.8).

The policy is represented as DMPs [65], which we covered in section 2.5.2; thus,

policy parameters are DMPs shape parameters w (see equation (2.5)). The task

parameter l is the string length. Furthermore, the global model GPDMP maps

task parameters l to policy parameters w (see chapter 4.3.1). Let GP MDP i
s denote

a particular source model learned under certain conditions in environment i . In

order to vary the similarity between source (simulated) and target (real-world)

environment, air density was changed in simulation from the real world value of

1.2 kg
m3 . For this task, five values of air density were used: 1.2, 1.5, 2.0, 2.5, and 3.0 kg

m3

for environments i = 1, . . . ,5 respectively.

To learn a source database DBs in the simulated environment i = 2 with air

density 1.5 kg
m3 , we started the incremental learning process with reasonable initial

policy parameters (DMP shape parameters) for the string length of 34 cm. We

optimized these policy parameters using PoWER and added the resulting policy
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w2
34 to the source database DB 2

s , where superscript 2 refers to the index of the

source environment and wi
l denotes the policy parameters optimized for string

length l in environment i . Next we decreased the string length to 32 cm, which

significantly changed the dynamics of the ball. As a result, we could not re-enact

the task successfully using w2
34. The policy was then optimized using PoWER using

the previous policy as a starting point, and the resulting policy parameters w2
32 was

added to DB 2
s . The source database of two MPs, DB 2

s = {{32;w2
32}, {34;w2

34}}, was

then used to determine the global model GPDMP 2
s , model selection indicating

a linear model. Moving to string length 30 cm, an initial policy was determined

using the global model, and after optimization using PoWER, the resulting MP w2
30

was added to the database. The global model was then re-estimated, where model

selection indicated a second order model for GPDMP 2
s .

To study the generalization capability of a global model with respect to the task

parameter, we define gs(m) as the range of task parameter values for which the

global model m is successful, that is, the MP generated by the global model leads to

a successful re-enactment of the task. For example, if model GPDMP 2
2 is successful

for task parameter values l = 29,30, · · · ,37 cm, we say that the the generalization

capability of the source model gs(GPDMP 2
s ) is 8 cm. The subscript s in gs(·) refers

to the generalization capability of a model in its corresponding source environment;

whereas, gt (·) denotes the generalization capability of the model in the target

environment. gs(·) and gt (·) were evaluated experimentally (in simulation or in real

world, respectively) by varying the task parameter one unit at a time.

To transfer GPDMP 2
s to the real world, Algorithm 5 was applied to generate a

transferred model GPDMP 2
t as follows. After success in using unmodified source

policy for string lengths 27 cm to 35 cm (gt (GPDMP 2
s ) = 8 cm), w2

36 failed to repro-

duce the task successfully in the real world for string length 36 cm. The algorithm

then optimized the primitive using PoWER and added the resulting MP wr
36 to

target database DB 2
t , superscript r indicating the real world. Using this primitive in

transfer, the generalization capability of the resulting transferred model GPDMP 2
t

increased to gt (GPDMP 2
t ) = 10 cm, being successful for l = 26, . . . ,36 cm.

Hypotheses

We studied 5 hypotheses about the transfer capability:

1. Transfer improves the generalization capability of a source model beyond its

direct use, that is gt (GPDMP i
t ) > gt (GPDMP i

s ).

2. As the source environment becomes more dissimilar from the target environ-

155



Transfer Learning

ment, the transfer capability deteriorates, that is gt (GPDMP i+1
t ) ≤ gt (GPDMP i

t ) for i =
1, . . . , 4.

3. The larger the generalization capability of the source model, the larger the gener-

alization of the transferred model.

4. The more samples are used for transferring, the better the transfer capability will

be.

5. Incremental transfer enhances the transfer capability beyond the non-transfer

incremental learning, that is gt (GPDMP i
t ) > gt (GPDMP i

r ).

Direct use of source policy vs transferred one

In order to study the benefit of transfer, we compared the generalization capability

of the source GPDMP 2
s versus the transferred GPDMP 2

t model. The experiment

was repeated twice for the ball-in-a-cup and 5 times for the basketball task. On

average, 7 roll-outs were required for ball-in-a-cup and 15 roll-outs for basketball

to converge, while learning from demonstration required 100 roll-outs on average.

Results shown in Figs. 6.9a and 6.9b show consistent increase of generalization

capability in both cases, on average 25% increase for ball-in-cup and 32% for bas-

ketball even though only one sample MP was used for transfer. We also studied

the transfer capability for basketball skill with two task parameters, namely basket

height and basket distance. We achieved a generalization of 2435 cm2 in the source

environment. Direct use of the source model in the target resulted in a generaliza-

tion of 1100 cm2. Using a single sample transfer, the generalization increased to

1690 cm2, a 53% improvement over the direct use (see Fig. 6.10).

The experiments demonstrate that the proposed transfer approach has indeed

increased the generalization capability in the target environment further than the

direct use of the source model indicating its effectiveness.

Similarity between source and target environments

To study how the level of similarity between the source and target environment influ-

ences the transfer capability, we created various source environments by changing

their air density in the simulation. In other words, we managed to make a source

environment more dissimilar from real world (target) by making its air more dense.

Then, we applied 1-sample transfer from these different source environments and

evaluated their transfer capability. 1-sample transfer refers to transferring a source

global model GPDMP i
s using only one MP from the target (real-world) environ-
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Figure 6.9. Generalization capability of GPDMP 2
s (in red) versus GPDMP 2

t (in blue) for: (a) ball-in-a-

cup and (b) basketball task. Note that gt (GPDMP 2
t ) > gt (GPDMP 2

s ) for both tasks. Cyan

bar denotes standard deviation. Reprinted with permission from Publication V ©2019

IEEE.
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Figure 6.11. Generalization capability of 1-sample transfer from different environments for (a) ball-

in-a-cup and (b) basketball. Note that gt (GPDMP i
t ) ≥ gt (GPDMP i+1

t ) for i =2, 3 and

4 and that gt (GPDMP 1
s ) is the largest in both tasks. Reprinted with permission from

Publication V ©2019 IEEE.

ment. In other words, target database DB i
t = {{l ;wr

l }} has only one successful MP,

that is |DB i
t | = 1.

We only considered zero-sample transfer from environment 1 because it has the

same air density as the real world. Furthermore, models i = 2, . . . , 5 have been

trained in environments i = 2, . . . , 5 respectively. We observed that the direct use of

source model GPDMP 1
s (zero-sample transfer) has led to the best generalization

performance in the real world (target) for both tasks (see red bars in Fig. 6.11a

and Fig. 6.11b). Zero-sample transfer from environment 1 has achieved this great

performance because the density of the air in the source environment is the same

as the real world. On the other hand, 1-sample transfer capability has decreased as

the density of the source environment has increased (see Fig. 6.11). In other words,

gt (GPDMP i
t ) ≥ gt (GPDMP i+1

t ) for i =2, 3 and 4. Therefore, the transfer capability

depends on the similarity between the source and the target environment.

Generalization capability in source tasks

We studied how the generalization performance of the source model GPDMP i
s in

its corresponding source environment gs(GPDMP i
s ) influences the generalization

capability of the corresponding transferred model GPDMP i
t in the target envi-

ronment gt (GPDMP i
t ) after transfer with one sample. We trained three models

(i = 5,6,7) with air density set to 3.0 kg
m3 in environment 5 for ball-in-a-cup task and

two models (i = 5,6) with air density set to 7.0 kg
m3 in environment 5 for basketball.

Because of stochastic nature of the training, the generalization capabilities of the

models differ.

Figure 6.12 shows the generalization capability of these models in addition to

the transfer capabilities, blue showing the capability in the source and red in the
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Figure 6.12. Generalization capability of source models GPDMP i
s in their corresponding source

environment, namely gs (GPDMP i
s ) (represented by blue bars) versus their 1-sample

transfer capability in the real world, namely gt (GPDMP i
t ) (illustrated by brown bars) for:

(a) ball-in-a-cup and (b) basketball task. Reprinted with permission from Publication V

©2019 IEEE.

target. For the ball-in-a-cup task, models GPDMP 6
t and GPDMP 7

t have 2 cm larger

transfer capability than GPDMP 5
t (see Fig. 6.12a). Meanwhile, their corresponding

source models GPDMP 6
s and GPDMP 7

s also have better generalization capability

than GPDMP 5
s . Similarly in the basketball task, the greater generalization capability

of the source model indicates greater generalization of the corresponding target

model.

However, the transfer capability is also influenced by the similarity between

the source and the target environment as stated in Sec. 6.2.4. For example, in

the basketball task (Fig. 6.12b), although gs(GPDMP 3
s ) < gs(GPDMP 6

s ), 1-sample

transfer capability of model 6 is not better than model 3; this is mainly because the

corresponding environment for model 3 (environment 3) is more similar to the real

world than the corresponding environment for model 6 (environment 5). Similar

behaviour can also be seen for the ball-in-a-cup task. This implies that in order to

achieve the best transfer capability, several contextual models should be trained

in the simulation, and the one with the best source generalization capability be

selected as the candidate source model for transfer. Furthermore, if affordable, one

should make source environment as similar as possible to the target to achieve the

best transfer capability.

2-sample transfer improves transfer capability over 1-sample

We studied whether 2-sample transfer enhances the transfer capability over 1-

sample transfer. In this experiment, we selected environments 3, 4 and 5 for both

basketball and ball-in-a-cup tasks. It is noteworthy that 2-sample transfer has

enhanced the transfer capability beyond the 1-sample transfer consistently across

all these three environments in both tasks (compare blue vs brown in Figs. 6.13a
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Figure 6.13. Transfer capability of 1-sample versus 2-sample transfer from different environments in

the real world for: (a) ball-in-a-cup and (b) basketball skill. Reprinted with permission

from Publication V ©2019 IEEE.

and 6.13b). Therefore, the more number of samples used for transferring a source

model, the better transfer capability its corresponding transferred model have

achieved.

Furthermore, It is interesting to note that both 1-sample and 2-sample transfer

capability of the ball-in-a-cup task decreased as the corresponding source environ-

ment became more dissimilar from the target environment making the transfer

more difficult. On the other hand, 2-sample transfer capability of the basketball

did not decrease unlike the ball-in-a-cup task. However, this was because the ve-

locity limit of the robot has exceeded the safety threshold for both GPDMP 3
t and

GPDMP 4
t , thus limiting their transfer capability. In fact, GPDMP 3

t could generalize

from task parameter, that is l = 145 cm up to 180 cm, but the velocity limit of joint

A2 was exceeded by 35 deg/sec when generalizing to l = 185 cm. This happened at

early part of the trajectory causing the robot to stop the movement. On the other

hand, GPDMP 4
t could generalize from l = 165 to 205 cm. It is noteworthy to men-

tion that exceeding the velocity limit also occurred for GPDMP 4
t when generalizing

to l = 205 cm, but the robot stopped only after the ball was released into air.

Incremental transfer vs standard incremental learning

In this experiment, we have used two samples from the real world for transferring

from a simulated environment. Now, it is natural to ask whether 2-sample transfer

is more useful than the standard non-transfer incremental learning. Standard incre-

mental learning refers to learning the global model GPDMP i
r only using the MPs

in the target DB i
t . In this case, we ignore the corresponding source database, that is

DB i
s and the underlying regularities which we have captured in the simulation. On

the other hand, incremental transfer combines transfer with incremental learning

and consider both the source DB i
s and target DB i

t for computing the transferred
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Figure 6.14. Standard non-transfer incremental learning GPDMP i
r vs incremental transfer GPDMP i

t
from different environments, namely i = 3,4,5 for: (a) ball-in-a-cup and (b) basketball

skill. Reprinted with permission from Publication V ©2019 IEEE.

model GPDMP i
t . In other words, we are adapting the underlying regularities of the

source task to fit to the target task. In order to test whether the information which

the source model is providing is beneficial for the target task, we conducted an ex-

periment where we selected source environments 3, 4 and 5 for both ball-in-a-cup

and basketball tasks.

It is noteworthy that incremental transfer has led to larger generalization capabil-

ity throughout these three environments and in two different tasks (see Fig. 6.14);

that is, gt (GPDMP i
t ) > gt (GPDMP i

r ) for environments i =3, 4 and 5. This is mainly

because the target database DB i
t is not capable enough to capture the required

underlying regularities of the target task due to the limited number of MPs in the

target DB i
t .

6.3 Discussion

Having reviewed successful approaches in transfer learning, this section sheds light

on different aspects of transfer learning which can be improved. We consider the

generalization capability of the transferred skill model, how active learning can

offer insight into improving transfer learning, sample-efficiency in transfer, and

the safety of exploration with a transferred policy. We particularly focus on the

sim-to-real transfer where the discrepancies between the simulated environment

and the real-world, make the transfer problem more challenging where a direct

reuse of a source policy is not feasible.
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6.3.1 Generalization of transferred skill model

The simplest approach for transferring a control policy is to first learn the policy in a

simulated environment parametrized by a single task parameter and then transfer it

to the real world. In practice, the transferred policy may need further adjustment to

other task parameters which can be achieved using RL. Hence, transferring a single

source policy requires excessive robot interaction with the real world as a single

transferred policy has very limited generalization capability. On the other hand,

one can transfer a generalizable skill model which can generate a target policy for

any task parameter, thus speeding up the transfer and minimizing the interaction

with the real world.

The main objective of domain randomization is to robustify a source policy

against the visual and dynamic uncertainties of the real-world. In theory, domain

randomization can accommodate generalization across task parameters; however,

it has not been considered yet. In practice, randomization with respect to many task

parameters is required. Moreover, the structure of the policy should be modified so

that the task parameters are handled appropriately. For example, the task parameter

can be considered as another variability besides the dynamics parameters. In this

case, the task parameter is another input to the policy. However, it is not obvious

how to incorporate a task parameter into a deep policy which is the most commonly

used policy representation in domain randomization.

A multi-task transfer approach has considered generalization across task param-

eters. Cross-domain PG-ELLA [242] assumes a linear relationship between tasks;

however, we have shown that a linear model is not representative enough to capture

the underlying regularities of some tasks [189]. In fact, a linear model will lose its

generalization capability when training samples from far task parameters are incor-

porated. As a result, previously learned policies may always need to be updated;

this may require additional training. On the other hand, transfer using modularized

policy [13] accommodates non-linear underlying regularities. However, a modular-

ized policy requires practicing many task parameters before it can generalize to a

novel task. Moreover, a successful application of the above mentioned methods in

sim-to-real transfer has not been demonstrated yet.

We proposed an incremental transfer framework for transferring a generalizable

skill model from simulation to real world. The proposed framework consists of

the incremental learning of a source model and its incremental transfer to target.

Incremental learning in a source environment results in a source database of mo-

tion primitives that is used to learn a global skill model capturing the non-linear

underlying regularities of the simulated task. The real-world target model is learned
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incrementally by combining the global source model with one or few samples from

the real world. Experiments demonstrated that learning a global skill model in

simulation is useful as it leads to a generalizable model. In fact, using the global

model, learning is not required for every new situation as the model can generalize

successfully to new task parameter values, thus reducing the interaction with the

physical system.

6.3.2 Active Incremental Transfer

In the previous chapter, we reviewed an incremental or life-long learning paradigm

where an agent encounters different but related tasks arriving sequentially. The

objective of life-long learning is to extract knowledge from previously observed

tasks, retain it and use it to learn newly coming tasks. Cross-domain PG-ELLA [242]

provides an incremental multi-task transfer framework. However, the learning

process in this framework is passive where the agent does not have any control

over the order of tasks. Nevertheless, instead of choosing tasks randomly, they

can be selected in a certain order maximizing future learning performance. For

example, in [201], an active supervised life-long learning framework has been

proposed. On the other hand, we proposed an incremental sim-to-real transfer

learning framework which can accommodate active task selection using Bayesian

optimization [220].

6.3.3 Sample-efficient Transfer

Sample-efficiency can be considered in two contexts: when learning a source policy,

or when transferring a source policy to a target environment. The contribution

of the former is negligible when the source policy is learned in the simulation.

However, the latter is crucial when transferring policies to the real world as the

interaction of the physical system with the environment is required in this case.

In order to achieve sample-efficiency when learning a source policy, a model-

based RL method can be utilized. For example, in a model-based transfer such as

the one considered in [15], PILCO [82] which is a sample-efficient RL method is

applied for learning a source model in the simulation. However, for transferring the

source policy, constructing an inverse dynamics model of the real-world requires

collecting training samples from real world; thus, while learning the source policy

in the simulation is sample-efficient, transferring it to the real world is indeed data-

demanding. Furthermore, when the dynamics of the environment changes, the

inverse dynamics model should be updated requiring more training samples. For

example, when changing the string length in the ball-in-a-cup task, the dynamics
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will change significantly.

Domain-randomization addresses sample-efficiency when transferring a source

policy to the real world. In fact, this approach does not require any training samples

from the real world as it achieves zero-shot transfer to a real-world environment

where the dynamics are modeled as a parametric function; however, if a deep

network is selected as the policy representation, learning the source policy requires

substantial data making it significantly more data-demanding than model-based

approaches such as PILCO. However, since learning the source policy is performed

in the simulation, it is an affordable process.

A multi-task transfer as considered in cross-domain PG-ELLA [242] uses a policy

gradient which is a data-demanding RL approach. However, instead of learning

from scratch, they initialize their policy with parameters originating from a linear

model, thus leading to a faster convergence and reducing the samples needed when

generalizing to a novel task. However, a linear model loses it generalization capabil-

ity when predicting policy parameters for a significantly distant task parameter. As

a result, the policy parameters calculated by the linear model require more learning

iterations.

The sample-efficiency of our approach comes from three sources. Firstly, we

utilize a target skill model which generates policy parameters for a novel situation

in the real world, thus, learning is not required for every new situation in the real

world. Secondly, the skill model is non-linear, which enhances the generalization

capability of the target skill model. Thirdly, the target skill model is constructed

incrementally, thus retaining and improving the generalization capability as more

training samples are provided to the target skill model.

Our experiments showed that a single sample from target domain increased the

generalization capability by 25–32%. Furthermore, the more samples we used from

the real world, the larger the transfer capability that was achieved, indicating that

the transferred model represents better the underlying regularities of the target

task. As a side effect, the transferred model makes learning for a new situation

easier and faster as it provides RL with a better initial policy to optimize. We also

compared incremental transfer versus standard incremental learning where a global

model is trained using only data from the target domain. Experiments revealed

that incremental transfer was superior in terms of generalization capability. This

indicates that the information from the source domain improves generalization

even when the dynamics between source and target differ.
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6.3.4 Safety of transfer

The safety in transfer learning mainly involves the selected RL method and the skill

model. Although the initial policy parameter in cross-domain PG-ELLA [242] is rea-

sonably good, it still needs to be optimized. This is achieved using a unconstrained

policy gradient which is an inherently unsafe approach. In [247], they improve the

inter-task PG-ELLA [208] by introducing a constraint on the Frobenius norm of the

knowledge database to ensure that the shared database is safe to use. A similar

safety mechanism has not yet been provided for cross-domain PG-ELLA. On the

other hand, in domain randomization, safety is handled by deriving a robust source

policy which can be transferred in a zero-shot manner, thus alleviating the need for

exploration in the real-world. In our proposed framework, safety is considered by

starting the RL exploration with a reasonably good initial policy originating from

incremental learning. Above all, our transfer learning framework is agnostic to the

selected policy search; thus, a safe policy search method can be applied.

6.3.5 Transfer Learning with unmodeled dynamics

What makes transfer learning challenging in the field of robotics is unmodeled

dynamics such as backlash and actuator dynamics. In this regard, approaches

such as domain randomization which does not use samples from the real world

cannot handle unmodeled dynamics. On the other hand, model-based transfer

in [15], addresses unmodeled dynamics by building an inverse dynamics model

using training samples collected from the target environment. However, instead

of adapting the underlying dynamics of the task or system, we proposed a transfer

approach which is agnostic to the dynamics model. In fact, our incremental transfer

approach exploits training samples from the target environment and incorporates

it to the already acquired knowledge from the source environment while being

agnostic to the dynamics of the system; thus it can handle unmodeled dynamics.
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Algorithm 5 Incremental transfer of source model GPDMPs

Input: DBs = {{li ;wli } | 1 ≤ i ≤ Ks}

Output: transferred global model, that is GPDMPt with corresponding parame-

ters, that are Vt .

Initialisation :

1: Ks ←|DBs |
2: Js ← argmin

J∈1...Ks

{BM }, where BM is computed using (5.16)

3: Ws ← [(wl1 )T ; . . . (wlKs
)T ] ∈RKs×N

4: Φs ← [(φ(l1))T ; . . . (φ(lKs ))T ] ∈RKs×Js

5: Vs ← (ΦT
s Φs)−1ΦT

s Ws

6: Vt ← Vs

7: DBt ← {}

8: repeat

9: select a task parameter l

10: wl ← (Vt )T φ(l)

11: if wl is not successful for task parameter l then

12: optimize wl for l using policy search RL

13: DBt ← DBt ∪ {l; wl}

14: Kt ←|DBt |
15: Wt ← [(wl1 )T ; . . . (wlKt

)T ] ∈RKt×N

16: Jt ← argmin
J∈1...Kt

{BM }, BM is computed using (5.16

17: Φt ← [(φ(l1))T ; . . . (φ(lKt ))T ] ∈RKt×Js (see (4.5))

18: V0 ← (ΦT
t Φt )−1ΦT

t Wt

19: VN ← null(Φt )

20: Υ← di ag (c0
Υ . . .c Js−1

Υ )

21: ΛN ← (
VT

NΥVN
)−1

VT
NΥ (Vs −V0)

22: Vt ← V0 +VNΛN

23: Evaluate the generalization capability of the transferred model, that is

gt (GPDMPt )

24: end if

25: until The required generalization capability gt (GPDMPt ) is achieved and while

Jt < Js

26: return Vt and DBt
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7. Conclusion

This thesis studied various approaches for learning manipulation skills. The main

learning blocks involved in acquiring a motor skill are : imitation, adaptation,

optimization, coordination and generalization. Using these learning blocks, three

frameworks have been presented. The first framework improves and optimizes the

performance of an imitated in-contact skill using RL. The second framework learns

a CSM incrementally. The third framework transfers a CSM from simulation to real

world in an incremental fashion. The next sections summarize the conclusion of

each framework and state potential future work.

7.1 Reinforcement Learning for In-contact Tasks

The thesis has presented a framework for imitating an in-contact skill with subse-

quent self-improvement of the imitated in-contact skill using a model-free policy

search method. An intuitive demonstration mechanism based on kinesthetic teach-

ing has been utilized which allows for the simultaneous recording of both position

and force. DMPs [65] has been used for the policy encoding of both position and

force. The imitated policy parameters have been optimized using PI2 [66]. PI2

optimizes a policy iteratively by trial and error. In each iteration, a white Gaussian

noise is added to the policy parameters. Furthermore, the framework is agnostic to

the dynamics of the contact interactions.

The proposed framework assumes a multi-DOF arm manipulator providing:

• Gravity compensation

• A fast sampling rate (at least 100 Hz)

• A programmable active compliance
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• A Cartesian impedance controller

The experimental setup has been designed specifically for a wood planing task. In

this setup, the stiffness parameters for the Cartesian impedance controller [170, 171,

248] have been modified, thus generating a longitudinally stiff while orthogonally

compliant controller. The orthogonal compliance allows for following a desired

normal force profile, while the longitudinally stiff controller allows for a position

controller in the horizontal plane. This framework has been effective in improving

the performance of an imitated wood planing task, indicating that motor primitives

can convey both position and force modalities even in a skill with a very complex

contact interaction such as wood planing.

A more general setup can open new horizons for learning in-contact tasks. In this

setup, the underlying controller is playing a key role. For instance, if a Cartesian

impedance controller [170, 171, 248] is used for a task with fluctuating/variable

force direction, the stiffness/impedance parameters need to be actively controlled.

This problem is addressed in a variable impedance controller [249, 250]. On the

other hand, a hybrid controller [172, 173] requires selecting the directions for posi-

tion/force control which is determined in a reference frame. Such a frame is task

dependent, indicating the necessity of learning the reference frame with respect to

the task constraints [175].

Utilizing a model-based RL can open a new venue for learning in-contact tasks.

There is evidence that humans implement model-based learning [42]. In fact, the

generalization is achieved by modeling the dynamics of the contact forces [42].

This is applicable for in-contact tasks with stable contact dynamics. Moreover,

model-based RL can fall into local optima, while model-free RL can potentially lead

to a globally optimal solution. Thus, combining model-based and model-free RL is

beneficial [168, 251].

Transfer learning can open a new venue for in-contact tasks. Learning in simula-

tion is much easier, faster and safer than learning in real world. Therefore, instead

of learning in real world, learning an in-contact task can be initialized in simulation.

However, deriving a robust source controller in the simulation is necessary in this

case due to the discrepancies between the real world and simulation. This prob-

lem is addressed in dynamics randomization [252]. However, domain/dynamics

randomization does not account for unmodeled dynamics. Nevertheless, we be-

lieve that in the near future, as the physics engine becomes more sophisticated,

dynamics randomization will allow the zero-shot transfer of in-contact tasks from

simulation to real world.

Learning an in-contact task can be made more efficient by deriving a generalized
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motor program. In this case, learning for each situation is not necessary. Studies on

human motions have demonstrated a shift from feedback-controlled to open-loop

movement [253, 27]. This indicates that a human tends to develop a generalized

motor program. Mastering such a generalizable motor program for in-contact tasks

requires a substantial amount of practicing. It is likely that practicing involves the

optimization of a cost function [254]. For example, an expert carpenter has mas-

tered a generalized motor program for wood planing skill after years of practicing.

Once he observes the wood type, he knows how to adjust his movement of the

plane with respect to each type of wood. A deviation from the intended movement

due to the contact interactions can be corrected using a rapid spindle-initiated

feedback within 30-50 milliseconds [47]. However, it is not clear yet how a human

parametrizes an in-contact task in general. The automatic parametrization of an in-

contact task can endow robots with the capability to acquire a CSM from samples.

However, a substantial amount of training samples are required for in-contact tasks.

In this case, learning these samples in the simulation can open a new horizon for

deriving a generalizable CSM for in-contact tasks.

7.2 Incremental Learning

The thesis presented an incremental learning framework for constructing a CSM.

The framework learns training samples incrementally using policy search and adds

the samples to a database (DB). A CSM is fitted to the available sample MPs in the

DB using supervised learning (SL). The CSM is then used for predicting MPs for

a new situation. Unsuccessful MPs are then optimized using RL. In fact, in this

framework, SL helps RL by providing it with a more accurate initial policy than

a random/zero initialization. On the other hand, RL optimizes the initial policy

and provides SL with more training samples, thus increasing its generalization

capability. In this way, SL and RL works hand in hand to construct a DB of MPs

and the corresponding CSM incrementally. In short, the main ingredients of the

framework are: policy search, GPDMP, model selection, Empirical Bayes, a task

manager.

GPDMP

GPDMP is a parametric CSM. It maps the task parameters to policy parameters by

extracting the global underlying regularities from the DB of MPs. Thus, GPDMP

can be used for predicting MPs when generalizing to new situations. Comparison

between local non-parametric CSMs such as GPR [74] and LWR [72, 73] versus

parametric CSMs such as GPDMP and PDMP [71] demonstrates the superiority of
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parametric CSMs in terms of the extrapolation capability. In addition, PDMP [71]

and other linear CSMs [9] have been shown to be a special case of GPDMP. Fur-

thermore, experiments showed that GPDMP can extract the underlying regularities

even from very few sample MPs (e.g. a single human demonstration), while the

non-parametric CSMs failed to generalize in this case. This indicates that GPDMP

is the most suitable CSM for incremental learning as, in this learning scenario, a

CSM if built from scratch.

Model Selection

Model selection is an integral component of an incremental learning framework

which utilizes a parametric CSM. In fact, as more sample MPs become available in

the DB, the underlying model of a CSM needs to be updated. Traditional model

selection approaches [75] such as cross validation [76, 77], BIC [78] and AIC [79]

have been reviewed in this thesis. It has been shown that these methods fail to

capture the correct model when only a few samples are available. On the other

hand, the thesis proposes a novel log-likelihood based model selection which

is suitable for incremental learning as it can select a model even with very few

samples. Experiments have demonstrated that the proposed model selection has

led to a CSM with a better extrapolation capability while satisfying the Occam’s

razor principle.

7.3 Empirical Bayes

The thesis has presented a sample-efficient method based on Empirical Bayes for

guiding the exploration process of model-free RL. Publication II has presented a

mechanism for generating a smooth exploration using a pre-structured covariance

matrix. In fact, sampling from a normal distribution with the proposed structured

covariance matrix has led to a smooth correlated noise. Experiments demonstrated

that correlated noise significantly improved the convergence rate of RL beyond the

uncorrelated noise. In Publication IV, the pre-structured covariance matrix is used

as as a hyperprior of a multivariate distribution. The covariance is then predicted

for a new task parameter by maximizing a novel evidence function. Experiments

demonstrated that sampling noise with the calculated covariance increased the

speed of convergence beyond the uncorrelated noise, pre-structured noise, and

CMA. In brief, empirical Bayes has fine-tuned exploration with respect to both the

task variability and the prediction uncertainty.
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Task Manager using Active Learning

The tasks have been selected randomly/manually in our previous setups. In Pub-

lication VI, we have extended our previous incremental learning framework by

adding a task manager which is implemented using active learning. The extended

active incremental learning framework is agnostic to the type of policy representa-

tion, contextual skill model, and policy search. Experiments have demonstrated

significant improvement over random task order. In short, continuous incremental

learning is achieved with a minimum effort of generalization towards new situa-

tions.

Organisms actively move their receptors to sample information from an envi-

ronment [255, 256]. Along the same line, robotics applications can benefit from

an active sensing paradigm. For example, a loader which is endowed with many

different sensors, needs to sample input information for its policy to select the best

action.

Active incremental learning is challenging because of the non-stationary reward

model and its non-linear dependence on the CSM. Moreover, in addition to select-

ing the most promising task for future learning, the most representative subset of

available samples needs to be selected [230, 231]. It is debatable whether active

learning is beneficial in general [231]. Some experiments have shown that active

learning has performed worse than passive learning [257, 258]. Nevertheless, most

experimental studies demonstrated the advantages of active learning in decreasing

the number of training samples [259, 260, 261, 262, 263]. This indicates that active

learning can open a new venue for robotics applications as it can decrease the

interaction with the physical world.

7.4 Incremental Transfer

The thesis proposed an incremental sim-to-real transfer learning framework. This

framework achieves a source GPDMP using the previously proposed incremental

learning in a simulated environment. The source GPDMP is transferred to a target

environment using a novel algorithm which coordinates the underlying regularities

of the source GPDMP with respect to the target environment. The coordination is

achieved using samples from the target. Experiments have demonstrated that only

one sample is enough to transfer the source GPDMP. Furthermore, the transferred

GPDMP could extrapolate significantly better than the direct use of the source

GPDMP in the real world. The more samples used from the target, the better

has been the generalization capability of the target GPDMP. In summary, both

learning the source CSM and transferring it to the target have been achieved in an
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incremental fashion.

Transfer learning can open a venue for the development of automation industries.

For example, a linear controller which has been fine-tuned for a specific machine

could be transferred to another machine with similar characteristics, which allows

for more convenient controller development. A linear controller can be achieved

using a model-based RL approach such as PILCO [82] or Black-DROPS [83]. Then

instead of painstakingly fine-tuning the parameters for each individual machine,

one can utilize a model-based transfer [15] to achieve the optimal linear policy for

each individual machine with minimum effort.

Sharing information and transfer learning when performing group-based tasks

has been effective in developing a coupled motor program in humans [264, 265,

266, 267]; however, sharing information has not always been effective in improv-

ing decision-making performance. For example, sharing information among in-

dividuals with different levels of visual sensitivity actually worsens their perfor-

mances [268]. Similarly, transfer learning from one machine/task to a totally differ-

ent machine/task will lead to a negative transfer, which needs to be avoided [269].

Therefore, before applying transfer learning, the similarity between the source

task/machine/environment and the target needs to be identified. In this case,

machine learning techniques [270, 237, 271] can open a venue for the automatic

identification of similar source tasks or models.
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A. Completing the square

In this section we are utilizing a completing the square technique for proving (5.21).

Using the completing square technique, we can write

N∑
i=1

(wi −VT φ(li ))T Σ−1(wi −VT φ(li )) = tr{(W−ΦV)T (W−ΦV)Σ−1}

= tr{(W−ΦV̂)T (W−ΦV̂)Σ−1}+ tr{(V− V̂)φT φ(V− V̂)Σ−1} (A.1)

where V̂ is the maximum likelihood estimate for the basis vector V and computed

using (4.7). Since tr{AT B } = vec(A)T vec(B ), we can write

tr{(V− V̂)φT φ(V− V̂)Σ−1} = vec(V− V̂)T vec(φT φ(V− V̂)Σ−1). (A.2)

Since vec(ABC ) = (C T ⊗ A)vec(B ), one can rewrite A.2 into

tr{(V− V̂)φT φ(V− V̂)Σ−1} = vec{V− V̂}T (Σ−1 ⊗ΦT Φ)vec{V− V̂} (A.3)

Using (A.3),we can rewrite (A.1) into

N∑
i=1

(wi −VT φ(li ))T Σ−1(wi −VT φ(li )) = tr{(W−ΦV)T (W−ΦV)Σ−1}

+ vec{V− V̂}T (Σ−1 ⊗ΦT Φ)vec{V− V̂} (A.4)

A.1 Product of two Gaussian product

The product of n Gaussian PDFs is also a Gaussian function (see 1). In this section,

we utilize the result of the product of multivariate Gaussian PDFs elaborated in 1

for deriving (5.28). change x to f , V to R, μ to c, ζ and η are fine, and Λ should be Q .

The multivariate Gaussian can be written as

p(f) = 1

(2π)
d
2
�|R|

exp

[
− 1

2
(f−c)T R−1(f−c)

]
(A.5)

1available at http://www.tina-vision.net/docs/memos/2003-003.pdf
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where f is a d-dimensional vector, c is the mean vector, and V is a d-by-d dimen-

sional covariance matrix. The Gaussian PDF (A.5) can also be rewritten (see 1) in

the canonical form as

p(f) = exp

[
ζ+ηT f− 1

2
fT Qf

]
(A.6)

where Q = R−1, η= R−1c and ζ=−1
2 (d log2π− log |Q|+ηT Qη). Using the canonical

form (A.6), the product of n multivariate Gaussian PDFs can be written as (see 1)

n∏
i=1

pi (f) = exp(ζi=1...n −ζn)exp

[
ζn +ηT

n f− 1

2
fT Qnf

]
(A.7)

where

ζi=1...n =
n∑

i=1
ζi =−1

2

(
nd log2π−

n∑
i=1

log
∣∣∣Q i

∣∣∣+ n∑
i=1

ηT
i Q−1

i ηi

)
(A.8)

and

Qn =
n∑

i=1
Q i , ηn =

n∑
i=1

ηi and ζn =−1

2

(
d log2π− log

∣∣∣Qn

∣∣∣+ηT
n Q−1

n ηn

)
. (A.9)

By comparing (A.6), (A.7) and (A.9), we see that the product of n Gaussian PDFs

(A.7) is a scaled Gaussian PDF where the covariance and mean vector is

R−1
n =

n∑
i=1

R−1
i and R−1

n cn =
n∑

i=1
R−1

i ci . (A.10)

Now that we have all the ingredients, we can compute the product of two Gaussian

PDFs

N (vec(V)|vec(V̂),S)N (vec(V)|0,α−1I ) = cpN (vec(V)|cn ,Rn) (A.11)

(5.28). Using the same notations as in this section, we see that the mean vectors

and the covariances are

c1 = vec(V̂) , c2 = 0 , R−1
1 = S−1 and R−1

2 =αI . (A.12)

Using (A.10) and (A.12), the covariance of the product is computed as

Rn =
(
R−1

1 +R−1
2

)
=
(
S−1 +αI

)−1
(A.13)

and using (A.10), one can write

R−1
n cn = R−1

1 c1 +R−1
2 c2 = S−1c1 +0αI = S−1c1 = S−1vec(V̂). (A.14)

Thus the mean of the product is

cn = RnS−1vec(V̂). (A.15)

Furthermore, the resulting Gaussian PDF is scaled by

cp = exp
(
Υi=1...n − Υn

)
(A.16)
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where Υi=1...n is computed using (A.8) as

Υi=1...n =−1

2

(
2N J log2π−

n∑
i=1

log
∣∣∣Q i

∣∣∣+ n∑
i=1

ηT
i Q−1

i ηi

)
=−1

2

(
2N J log2π−

n∑
i=1

log
∣∣∣R−1

i

∣∣∣+ n∑
i=1

cT
i R−1

i ci

)
=−1

2

(
2N J log2π−

n∑
i=1

log
∣∣∣R−1

i

∣∣∣+cT
1 R−1

1 c1

)
=−1

2

(
2N J log2π−

n∑
i=1

log
∣∣∣R−1

i

∣∣∣+ vec(V̂)T S−1vec(V̂)

)
=−1

2

(
2N J log2π− log

∣∣∣S−1
∣∣∣− log

∣∣∣αI
∣∣∣+ vec(V̂)T S−1vec(V̂)

)
=−1

2

(
2N J log2π− log

∣∣∣S−1
∣∣∣− log

(
αN J

∣∣∣I ∣∣∣)+ vec(V̂)T S−1vec(V̂)

)
=−1

2

(
2N J log2π− log

∣∣∣S−1
∣∣∣− logαN J − log

∣∣∣I ∣∣∣+ vec(V̂)T S−1vec(V̂)

)
=−1

2

(
2N J log2π− log
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∣∣∣−N J logα− log(1)+ vec(V̂)T S−1vec(V̂)

)
=−1

2

(
2N J log2π− log

∣∣∣S−1
∣∣∣−N J logα+ vec(V̂)T S−1vec(V̂)

)
(A.17)

and Υn is computed using (A.9) as

Υn =−1

2

(
N J log2π− log

∣∣∣Qn

∣∣∣+ηT
n Q−1

n ηn

)
=−1

2

(
N J log2π− log

∣∣∣R−1
n

∣∣∣+cT
n R−1

n cn

)
=−1

2

(
N J log2π− log

∣∣∣R−1
n

∣∣∣+ vec(V̂)T S−1RnR−1
n RnS−1vec(V̂)

)
=−1

2

(
N J log2π− log

∣∣∣R−1
n

∣∣∣+ vec(V̂)T S−1RnS−1vec(V̂)
)
.

(A.18)

Hence, the scale of the product of the Gaussian PDFs (A.16) can be rewritten as

cp = exp
(
Υi=1...n − Υn

)
cp = exp

(
− 1

2

{
N Jlog (2π)− log (|S−1|)−N Jlog (α)+ vec(V̂)T S−1vec(V̂)+

log (|R−1
N |)− vec(V̂)T S−1RN S−1vec(V̂)

})
(A.19)

where RN is the covariance of the product of Gaussian PDFs (A.13) and is the same
is MN as in (5.29).
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