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1. Introduction

Machine learning [Bishop, 2006] has been recently one of the fast-paced de-
veloping fields within artificial intelligence and computer science in general.
Data digitalization, the usage of the Internet and smart devices resulted in
the availability of large amount of data that people want to analyze. So the
process of data collection has gradually changed when large amount of free text
has become available to public. One of successful examples of data sharing are
Wikipedia dumps1 that cover a wide range of topics and provide the space for
data exploration and research. Free-form text is an example of unstructured
data where no clear structure is defined. Text can contain various types of data
types, like numerical values, dates, links, etc. Being able to make some analysis
of unstructured data can pose challenges. For example, we might be interested
in extracting basic information about a candidate from a resume that often does
not have a predefined structure. At the same time, Android applications that
consist of a set of files as well belong to unstructured data since every application
consists of various number of files and no clear structure is defined beforehand.

Building an automatic system that approximates human performance in cogni-
tive tasks, like image recognition, machine translation or revenue prediction, is
not trivial. Instead of trying to explicitly model the processes we are interested
in, machine learning aims at learning from the data and constructing useful
representations of data samples to solve a given task. When representation
learning relies on multiple levels of composition, and features build up hierar-
chy (from simple to more abstract ones), we talk about deep learning approach
[Goodfellow et al., 2016]. neural networks represent an important class of deep
learning models and form the basis of many applications. Recent advances in
this field made a breakthrough in practical applications, such as natural lan-
guage processing, computer vision, speech recognition and machine translation
[Goodfellow et al., 2016].

1https://dumps.wikimedia.org/
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Introduction

1.1 Android malware

In 1949, John von Neumann wrote an article called “The theory of Self-Producing
automata” where he discussed the possibility of an artificial automaton or a
program to reproduce itself. This idea is closely related to the concept of a
computer virus as a piece of code which is capable of copying itself. Only in 1983
the term computer virus was introduced by Fred Cohen who wrote a first Unix
virus in 8 hours2. Later in his article [Cohen, 1987] he formally introduced a
virus term as as a program that can “infect” other programs by modifying them
to include a possibly evolved copy of itself .

During 90’s the spread of malicious software or so called malware was primar-
ily within the local networks and via floppy disks, e.g. in 1988 Morris Worm3

infected large percentage of computers connected to ARPANET. In the new
millennium malware started to spread globally through the Internet.

Despite malware was initially designed primarily for PCs, these days it can
affect more types of devices, especially those running the most popular mobile
operating systems. In October, 20184 Android OS5 got a market share of 37.28%
which is only 0.10% less than Windows OS share. Android unlike Windows
primarily is a mobile operating system targeted for touchscreen devices such
as smartphones and tablets. The variants of Android OS have been developed
to support the functionality of smartwatches by Wear OS and cars by Android
Auto.

Android started to be used commercially on the devices since 2008 and already
in 2011 it became the best-selling OS for smartphones worldwide. At the same
time Android OS became a target for malware. According to F-Secure report
99% of all mobile malware targets Android OS and by 2017 there were around
19 million Android malware apps developed6.

Despite Android regularly releases security patches for the recent OS versions,
many devices with older OS versions are still left unsupported.7 Moreover the
existence of black markets that sell stolen information, system vulnerabilities
and malware developing tools has increased the amount of profit-driven mobile
malware8.

Increased risk by mobile malware motivates researchers to develop robust and
accurate methods to detect malicious applications. Android malware research is
built upon the decades of classical static and dynamic code analysis, however

2https://www.gdatasoftware.com/seccuritylabs/information/history-of-malware
3http://groups.csail.mit.edu/mac/classes/6.805/articles/morris-worm.html
4http://gs.statcounter.com/os-market-share
5https://www.android.com/
6https://blog.f-secure.com/another-reason-99-percent-of-mobile-malware-targets-
androids/
7https://blog.f-secure.com/another-reason-99-percent-of-mobile-malware-targets-
androids/
8https://www.symantec.com/connect/blogs/underground-black-market-thriving-trade-
stolen-data-malware-and-attack-services
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to cope with more and more sophisticated malware, we need to fully exploit
its architecture specifics and more advanced machine learning approaches for
feature selection and classification.

The first area of my research, Android malware classification, was explored in
collaboration with anti-virus software vendor F-Secure9. The aim was to build
an effective tool for detecting potentially harmful applications on the Android
market.

In the beginning, we defined the following industry-driven requirements for
an approach to develop:

• computational efficiency ,
• low dependency on the external resources ,
• instead of using hand-crafted features by domain experts relying on large

amount of static features extracted from various application files .

An Android application can be seen both as a static and a dynamic object for
classification. One branch of research concerns detecting harmful nature of
application by running it in a simulation environment, referred as a dynamic ap-
proach [Burguera et al., 2011], while a static approach solely relies on the object
and its code-related features. Android application as an object for static-based
classification consists of various file types that belong mostly to unstructured
or semi-structured data (such as AndroidManifest.xml). Semi-structured data
contains internal tags and markings that identify separate data elements. One
popular example of semi-structured data is xml or json format where data is
organized using tags or dictionaries.

The majority of work using static approach exploits the features provided by
the domain-experts, or specific groups of features, such as application permis-
sions or byte/code n-grams extracted from the application code [Wolfe et al.,
2014, Dahl et al., 2013]. On the contrary, we rely on a variety of factors while
making the prediction by exploiting features coming from application’s view,
code, settings, permissions, and file hashes.

This approach to extract features resulted in an extremely large and sparse
feature space. Specifically, if an application is represented as a bag of application
strings, most of the strings will have zero or one frequency. Compared to
the bag-of-words model in NLP, where the dimension is proportional to the
vocabulary size, which is often smaller than 100,000 words, we obtained millions
of string features in certain feature groups. Thus, we came up with both feature
selection and dimensionality reduction approaches. The former allows making a
transformation of original feature space to a lower dimensional feature space.
Our contribution to the feature selection is developing log-odd based feature
selection, that aims at choosing discriminative features with significantly higher
absolute frequencies in either malicious or benign classes. Our publication II
took an inspiration from the approach applied to Windows malware classification

9https://www.f-secure.com/en/welcome
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[Dahl et al., 2013], where a random projection layer in the neural networks was
used to decrease the dimensionality.

1.2 Job market data analysis

The second application domain is related to analysis of job market data using
statistical and machine learning based approaches. Particularly, we focus on
leveraging widely available job description data to classify resumes and analyze
soft skill requirements and their impact on the occupational gender segregation.

A resume typically consists of a short written description of the applicant’s edu-
cation, qualifications, previous jobs, and sometimes personal interests. Sourcing
is the process of searching the resumes of candidates that can be potentially
good hires for a specific job. Recruiters, especially from large companies, tend to
screen large amounts of resumes before finding a good candidate to proceed. This
also creates room for human mistakes, because in average less than a minute
is given for the screening per resume10. Therefore, there is a tremendous need
for a system that could at least partially automate this process and make it less
subjective or biased. For that, one might need some ways to categorize resumes
and extract useful meta information about the candidate, like their skills, pre-
vious experience, domain expertise as well as demographical information. A
properly parsed resume allows the recruiter to save reading time and make a
quick search over the base of potentially good resumes, still allowing the final
decision to be made by a human.

The fact that resumes contain sensitive personal data makes it harder to
obtain lots of samples across various job categories. At the same time, job
description advertisements (ads) are available in vast amounts and contain job
meta information, such as salary level, job category, etc. It turned out that
the domains of job description data and resume data have much in common
in terms of vocabulary and topics, since both mention qualifications and skills
needed, work duties, etc. So we leveraged the intuition that job advertisements
and resume domains are coming from the similar distributions. The theory of
domain adaptation tries to reuse the data with labels from the source domain
in order to make predictions in the target domain. The main challenge here is
to come up with a classifier that is able to adapt to the target domain with a
different distribution [Daume III and Marcu, 2006]. We learned to automatically
classify resumes in 27 job categories, exploiting only the labels from job ads. We
applied CNNs [Kim, 2014], designed for textual data word-embeddings that was
essential for building generalizable features.

Our work also contributed to the developing of curated list of soft skills. Collins
English Dictionary defines the term “soft skills” as “desirable qualities for certain
forms of employment that do not depend on acquired knowledge: they include

10https://theundercoverrecruiter.com/infographic-recruiters-spend-5-7-seconds-
reading-your-cv/
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common sense, the ability to deal with people, and a positive flexible attitude.”
The Internet is full of suggestions on which soft skills are required at work11,
but this analysis does not take into account the specifics across various locations
and job industries. Soft skills requirements with respect to various job positions
so far were primarily written manually by the experts. One of the largest
resources is O*NET OnLine12 describing over 900 occupations from Standard
Occupational Classification system (SOC). It was created for the general public
to provide a broad access to the O*NET database of occupational information.
It contains the description of various professions in terms of knowledge, skills,
abilities, education, work activities required, etc. Skills section is limited to a
small set of soft skills and therefore not applicable for capturing a full picture in
terms of soft skills required for a position.

At the same time, soft skills are much harder to teach compared to hard skills,
with which colleagues can help. Therefore, from a company perspective, hiring a
person who meets the most important soft skills is of high importance. The soft
skill list was created based on the job ads. By automatically matching soft skills
in real job advertisements, it is possible to get soft skill requirements justified
by real data. Besides we analyzed salary rewards across various soft skills and
job industries and studied gender stereotypes with respect to soft skill usage in
industries which are stereotypically referred to as female and male.

1.3 Original contributions

The main contributions of this dissertation are given in the original publications
I-VI and summarised below.

• In publication I we introduced our own static way of feature extraction
that, unlike in previous work, relies not only on fixed files, but takes into
account all files in the package. We came across the problem of really
large sparse feature space, where sparsity varies across the files. Our first
research question was how to mitigate the problem of very sparse feature
set while using Naive Bayes Classifier [Bishop, 2006] and to achieve low
false positive rate. When it comes to Naive Bayes, our research finding
was that the classification boundary using all features is well separable,
but can be further improved by introducing normalization factor to Naive
Bayes Classifier.

• In publication II, we addressed Android malware detection by combining
different feature groups for classification with a more fine-grained analysis.
Since the aim was to make a more robust classifier, we decided to build an
ensemble of classifiers [Dietterich, 2000], each relying on a separate group
of features. The goal of this work was to find dimensionality reduction

11https://www.monster.com/career-advice/article/soft-skills-you-need
12https://www.onetonline.org
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approaches which would be suitable for different set of features used in
malware classification. We proposed one intuitive way of filtering features,
named log ratio. The idea is based on selecting “discriminative” features
that occur more in either malicious or benign classes. The use of random
projections [Li et al., 2006, Achlioptas, 2003] was inspired by the work of
[Dahl et al., 2013], which used a fixed layer of neural network for reducing
the dimensionality from 179,000 features to several thousands features.
One interesting finding was that random projection matrix did not require
validation when the reduced dimension was large enough (proportional
to the size of the training set in our case). The resulting ensemble-based
approach has shown a large improvement in terms of false positive rate
over the baseline based on approach described in publication I.

• Publication III goes deeper into industrial requirements to be met by
the proposed machine-learning based approaches for Android malware
classification. These requirements include providing a fair assessment of
the approach by testing it against a stream of evolving data. Many of the
previously proposed approaches do not separate training and test datasets
in time, therefore allowing the samples from the future to be used for
prediction of samples from the past. As a result, reported accuracies show
higher recall and precision rates. This work is based on the publication II
in terms of using ensemble approach, but uses more feature groups and
makes an analysis of different feature groups on the detection of malware
families. This work was done in collaboration with F-Secure research team,
who later used our work as inspiration to building their new framework
for Android malware classification. We consider this work as important
step for bridging the gap between research and industry.

• In publication IV we use a domain adaptation approach for classifying
resumes into one of the 27 corresponding job categories. Since the resume
data is expensive and difficult to obtain, we decided to reuse data from
a similar domain of job advertisements. The contribution of our work IV
was to study how light-weight neural network approaches, particularly
CNN [Kim, 2014] and fastText [Joulin et al., 2016] classifiers are able to
generalize on the resume domain while being trained on the job description
domain only.

• In publication V we explore the role of soft skills coming from job adver-
tisements in labour market inequality. To conduct large-scale analysis, we
curate a soft skill list consisting of 830 phrases using a semi-automatic
approach with the help of crowd-sourcing. By matching curated skills
in job advertisements, we analyzed the relation between soft skills men-
tioned in job posting and corresponding salary rewards or penalties. We
introduced metrics for computing soft skill salary rewards and found out
that stereotypical “female” skills are more often associated with wage
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penalties. Finally, soft skills were found to be partial predictors of gender
decomposition of corresponding job category which contributes to unequal
distribution of men and women across occupations.

• In publication VI to support further the usage of curated soft skill list and
automatic soft skill extraction, we developed an approach for more reliable
matching of soft skill phrases in free text. Some soft skill words can refer
to company, team or environment, rather than a candidate whom we are
interested in. Therefore, we proposed a phrase-matching-based approach
which differentiates between the soft skills referring to a candidate vs.
other entities. The classification was done using the text snippet, where
the soft skill occurs. The main contribution here is developing several
input representations to inform the classifier about the soft skill it makes
the prediction for. Particularly, we found the combination of soft skill
tagging representation or plain text snippet and Long Short-Term memory
[Hochreiter and Schmidhuber, 1997] to yield the best performance.

In both of the chosen directions, my dissertation bridges the gap between
machine learning research and industrial applications. F-Secure research team
helped to formulate requirements for the approach as well as providing practical
tips to be considered by the researchers to make a fair assessment of their
models. Particularly, most of the previous work have not considered separating
training and test data in time. When it comes to the soft skill analysis, curating a
large soft skill list opens the opportunities for more research in the area since no
publicly available resource (except hard list skills, e.g. the one from LinkedIn13

[Bastian et al., 2014]) was available previously.

1.4 Related work

1.4.1 Android malware classification

Android malware classification was initiated as a project in collaboration be-
tween Aalto University and F-Secure corporation. We started Android malware
classification with a bag-of-words approach on static code-based features. We
introduced our own static way of feature extraction that, unlike in previous
work, relies not only on a set of fixed files, but takes into account all files in the
package.

Traditionally static methods have been vulnerable to obfuscations that modify
the code [Suarez-Tangil et al., 2017]. Due to working only with a static set
of features, it is also important to understand which of the proposed group of
features can be obfuscated and how probable that kind of obfuscation is.

13https://www.linkedin.com/directory/topics-a/
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In publications I, we used a set of static features most of which could be
technically obfuscated. For example, hash values will change after modifying the
content of the file; code features, such as class and method names in classes.dex
file are often obfuscated both for code protection and hiding malicious behaviour.
The examples of the features which either can not be obfuscated or are rarely
obfuscated:

• Android permissions and certain other strings from AndroidManifest.xml
that have to follow strict standard

• Hard-coded string features, since as shown by [Dong et al., 2018] those
are rarely obfuscated in practice

Thus the proposed static analysis methods in publications I, II and III relying
on the broad set of features created automatically are only partially resilient to
obfuscation. At the same time, the fact that our approach relies on a large set of
features pushes the adversary to apply obfuscation more intensively which can
be used yet as another good feature for prediction.

Despite we did not employ neural networks for classification due to large input
feature size and some computational constraints, there were many attempts to
deploy neural networks for Android malware classification [Yuan et al., 2014, Li
et al., 2018, McLaughlin et al., 2017] especially for static analysis with relatively
small number of features.

Droid-sec [Yuan et al., 2014] tool uses a semi-supervised approach using
Deep Boltzmann Machines [Salakhutdinov and Hinton, 2009] on a set of ∼ 200
static and dynamic features. Introducing semi-supervised scenario approach is
useful since there is a gap between application launch and obtaining the label,
especially a benign one where a human specialist inspection is needed.

In [Li et al., 2018] the authors used a fully supervised approach using a feed-
forward network on a set of static features extracted from AndroidManifest.xml
and classes.dex files. Although exact features are not mentioned, the reported
true positive rate on malware classification is 97% along with 0.1% false positive
rate.

In all of the mentioned approaches, neural networks use a small number of
selected features as input and are trained on large number of samples in a
supervised or semi-supervised way. In the scenario when the feature space is
large, e.g. more than several thousand of samples, the neural networks will be
extremely slow to run as well as to converge. That was one of the reasons why
we did not employ neural networks in our publications.

1.4.2 Soft skill analysis

We consider our work to add contribution in two directions: automatic soft skill
extraction and studying the affect of soft skills on wage gap and occupational
gender segregation. The first direction has not been addressed widely, as was
mentioned in section 1.2. However there exist online resources, such as O*NET
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OnLine, where soft skills are mentioned while describing job categories from
Standard Occupational Classification.

We concentrate here on the related work on soft skills and their wage returns.
So far two methodologies have been used when it comes to measuring of soft
skills: individual surveys [Fortin, 2008, Zhang and Arvey, 2009, Denissen et al.,
2018] and inferring the presence of soft skills through their job tasks [Borghans
et al., 2008, Bacolod and Blum, 2010]. The usage of indirect measurements can
decrease the subjectivity of individual responses and the biases due to improper
questions. The assumption that people performing certain tasks or working in
some job category possess soft skills needed for the corresponding job has been
empirically supported [Borghans et al., 2008]. Inferring the presence of soft
skills through tasks needs human experts, is expensive and the results can be
location/culture specific.

In publication V we tried to address the relation between curated soft skill list
and earnings. Earnings are measurable and turn out to be a critical component
of a career success [Judge et al., 1999]. Compared to other work [Deming,
2017b, Feinstein, 2000, Zhang and Arvey, 2009, Denissen et al., 2018], where
the relation of personality traits, e.g. from Big Five model, on earnings was
studied, we used predefined soft skill list. Personality traits describe individual
differences in tendencies to behave in certain ways and thus closely relate to soft
skills. One of the advantages of using personality traits is ability to measure the
scale of each trait, e.g. the level of extroversion. Besides, some personality traits
can be modeled using posted text in social media. So, in [Plank and Hovy, 2015]
the authors have shown that two personality dimensions from Myers-Briggs
test [Myers and Myers, 2010], specifically the level of extroversion (introvert-
extrovert) and orientation to the outer world (judging-perceiving) were able to
be predicted with high accuracy from twitter posts. On the contrary soft skills
are harder to measure and that is why it is difficult to analyze how certain soft
skills affect the salary [Deming, 2017b].

In [Feinstein, 2000] the authors have shown a significant effect on earnings
related to self-esteem, extraversion, attentiveness to peer relations and locus
of control for people at the age of 26. For males in the experiment the self-
esteem was more important factor than for females, while females benefit more
from locus of control. In [Zhang and Arvey, 2009] three personality dimensions
from Multidimensional Personality Questionnaire (MPQ), particularly social
potency, achievement and stress reaction were taken to measure the effect on the
earnings. The advantage of this work is the control of human capital variables,
such as education, work-experience and demographics, like age, sex, marital
status.

In [Denissen et al., 2018] the authors modeled the combined effects of individ-
ual personality traits and job’s personality demands on the income. Personality
traits were taken from Big Five model and included extraversion, agreeableness,
conscientiousness, emotional stability and openness. Tested hypothesis was
that whether the combination of actual personality traits and their job person-
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ality demands could predict income. To obtain job demands knowledge from
occupational experts, the optimal levels of each personality trait for a given
job were obtained from International Standard Classification of Occupations
(ISCO) taxonomy. Compared to our research approach, the job demands were
set manually for job categories and were location specific (Germany). Person-
ality assessments for Big Five model were made in 2005, 2007, 2009 and 2013.
Using Polynomial Regression with Response Surface Analysis [Shanock et al.,
2014] the unique and joint influences of actual and demanded personality were
tested. For all traits except agreeableness the combination of high levels of
personality trait and demand were associated with higher incomes. We consider
this work [Denissen et al., 2018] to address the problem of a person-job match
and it reports optimal levels of various personality traits and corresponding job
category for getting a higher salary. At the same time, large-scale analysis in
this setting is difficult since it requires personality assessments over time. In
addition, job demands are fixed based on expert knowledge and do not take into
account company specifics and the change of soft skill requirements over time.

Besides, there were a series of works, studying the gender salary gap and
inequality. In [Bacolod and Blum, 2010] the authors examined the affect of three
groups of soft skill clusters on the wage returns: people, motor and cognitive
skills. During 1968-1990 U.S. market value of cognitive skills increased by 4
times and returns of motor skills declined by 30%. Since women were involved
more in occupations requiring cognitive skills, while men in motor-intensive,
male-female wage gap narrowed down. More interestingly, people skills have no
value on their own, but in a combination with cognitive skills.

In [Fortin, 2008] the difference between wage returns for females and males
was approached from gender roles perspective. Specifically four non-cognitive
factors were investigated: self-esteem, external locus of control, the importance
of money/work and the importance of people/family. The latter two were esti-
mated on the scale from 1 to 3, while the first two using questions for estimating
Rosenberg self-esteem and the Rotter locus of control scales. The importance of
money and work affects the choice of a career and turned out to be the stronger
factor in the salary gap. The authors noted that despite of the fact that in the
interviews women had expressed the value of work in their life, the underlying
motivation behind work was different than for men. “Opportunities to be helpful
to others or useful to society” were more important for women.

Thus, we can note several fundamental differences in approaches when it
comes to previous work on relation between earnings and personality traits/soft
skills. First of all, we rely on job postings requirements and corresponding
salaries rather than on individuals with measured personality traits and salaries.
Job postings reflect up-to-date information on the soft skill demands across
various companies and countries.

Personality traits, e.g. from Big Five model, have various levels thus giving an
opportunity to get a consistent picture between the individuals. Soft skills are
complementary to personality traits. However, getting individual personality
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assessments along with earning data is difficult to scale easily. In addition
individual earning data and measured personality traits represent sensitive
data. On the contrary, soft skill requirements obtained from job postings and
their salaries can be obtained in vast amounts across different locations and
organizations. The difficulty in reproducing earlier results both from data
gathering and methodology viewpoint makes it difficult to get more recent
results for the comparison.

1.5 Structure of the dissertation

This dissertation is organized as follows. First in Chapter 2 we systematize
learnings obtained through doing three publications in Android malware classi-
fication. First, we describe industry requirements for such classification system,
then explain in detail a dataset and selected features finally moving to describing
the proposed classification approaches and their fair assessment principles. We
also describe two dimensionality reduction approaches used to deal with sparse
data in Android malware classification task, including random projections and
suggested log-odds feature selection. Chapter 3 presents work on leveraging
domain similarities between resumes and job descriptions to classify resumes
into one of the 27 job category labels. Chapters 4 and 5 are dedicated to soft
skill list curation, studies on gender and salary biases with respect to them and
ways of increasing the precision of soft skill extraction. Finally in Chapter 6
we provide a short summary of our contributions and describe some promising
directions for future work.
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2. Android malware classification

This chapter provides the summary of three publications I, II and III devoted to
Android malware classification.

In publication I we have proposed a fully machine learning based approach
for this task using the information extracted from all files belonging to Android
application. We have proposed normalized naive bayes classifier which resulted
in a better class separation between malicious and benign classes and conse-
quently in a lower false positive rate. The obtained classifier was further used
in publications II and III as a baseline and is described in section 2.5. Common
dataset used in three publications is described in section 2.2.

In publication II we have refined our approach by introducing a feature-based
ensemble approach based on four feature categories. Since we rely on the
automatic feature extraction rather than extraction of predefined set of features,
we came across the problem of very large feature space consisting of several
hundreds of thousands features and came up with two efficient dimensionality
reduction approaches described in section 2.3. Since we use a static approach
which is in general vulnerable towards code obfuscation, we describe possible
effects of it on our approach in section 2.4.

In publication III the focus is shifted towards the defining industrial require-
ments that have to be met by the proposed android malware classification
approach and refining our approach to meet those requirements described in sec-
tion 2.1. Among requirements the most crucial are providing fair estimation of
the proposed approach explained in section 2.7, scalability on the larger datasets
and low dependency on the external tools which is crucial for antivirus vendors.

Machine learning approach in publication III relied on ten feature groups, used
as an input to each atomic naive bayes classifier. Ensemble-based approach was
compared to normalized naive bayes classifier used as a baseline and its false
positive rate was around four times less (4.07 %) than the baseline approach
(16.06 %). The results of these experiments, individual feature group importance
and the description of the ensemble approach are given in section 2.6.
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2.1 Industry requirements for Android malware classification
system

While designing a machine learning approach for the task of malware classifica-
tion, it is of crucial importance to take into account how this approach is going
to be integrated into the product and what are the computational limitations.
It is best to ask these questions from anti-virus vendors, who understand what
minimum requirements should be met to integrate any approach into their
system.

In publication III, we listed the following industrial requirements and decisions
to be made:

1. Defining a clear usage scenario of the proposed approach, e.g. malware
detection, categorization or prioritization

2. Low computational resources and easy re-training
3. Minimizing the dependency on the external tools
4. Testing the proposed approach on the evolving and new streams of data

from the future

Clear usage scenario helps to narrow down general requirements, such as low
computational resources and low false positive rate, to more specific ones. Below
we describe three usage scenarios of a malware classification tool: malware
detection, categorization and prioritization.

2.1.1 Usage scenarios

While assessing the performance of Android malware system, we typically care
about false positive rate. False positive rate, known as false alarm rate, is a
metaphor for triggering an alarm, when there is no danger. Blocking benign
applications may be harmful, since it can ruin the reputation of both application
owner as well as an anti-virus vendor. In addition, it may result in severe
financial losses and losing user’s trust towards the blocked application.

For these reasons, the first and the most vital requirement is to achieve low
false positive rate, preferably less than 1%. Certainly, we want as well to keep
recall high enough, that is to detect most of the malware coming for inspection.
The acceptable levels of the false positive and false negative rates in fact should
be defined primarily based on the usage-scenario.

Malware detection system can be used without a human intervention and
output the decision whether to mark an application that was reported by user
as being malicious. Once the application is marked, it is added to the malware
database that will in turn result in blocking this application and using it for
system re-training. Mistake caused by such automatic detection system can
further propagate in time, affect the decision-making system and cause troubles
to all users, attempting to download an application.

Malware Categorization system aims at categorizing an application into
malware families or categories. Such system, similar to malware detection
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system, should have a high precision, since its wrong decision in the context
of automation can cause subsequent problems and might require an expensive
manual intervention to detect its real malware family. Besides, if such system
is being used without malware detection step, it can assign malware class to a
benign application. Therefore, this system should be developed preferably after
malware detection system.

Prioritization system similar to malware detection reports the probability of
a new unseen application to belong to malware. Unlike in malware detection,
the action still needs to be taken by using either manual intervention or some
further investigation to decide on the label. Thus the system is being able to
report suspicious cases that can be in case of lack of human-analysts prioritized
for inspection. In this scenario false positive cases are less severe, but cause
additional processing costs. This kind of system is probably the first step towards
automation of malware detection system and the amount of human intervention
can be increased/decreased depending on the system performance.

2.1.2 System requirements

From anti-virus vendor perspective, all the tools used for the detection system
should be either developed in-house or belong to highly trusted sources. In other
words, the usage of third-party applications is highly undesirable, since their
behavior can not be fully predicted as well as their future support. Therefore,
from the industry perspective, some methods relying on third-party tools might
not be able to be deployed.

Since malware tends to evolve and change over time, it is crucial to make a
system, that can be easily retrained with new samples. Ideally this re-training
should be incremental and not using all the data from the scratch. Further,
model-free approaches, like k-nearest neighbors [Bishop, 2006], would be not
suitable for continuous model updates since their complexity increases polyno-
mially with sample size. While model-based approaches like neural networks,
naive bayes and logistic regression need to store only parameters of the model
for updating the model.

2.2 Dataset

The dataset was provided by the Anti-virus vendor F-Secure1 in already prepro-
cessed json format.

The malicious samples are dated from 1.06.2014 to 25.10.2014, while the
benign applications were collected up to the end of the year 2014 from the begin-
ning of their collection process. The datasets for testing purposes (“knowingly
malicious” and “unknown samples”) were collected between October 2014 and
January 2015.

1https://www.f-secure.com
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Table 2.1. The number of samples available in each category

Label

Dataset Knowingly benign Knowingly malicious Unknown

Training 61,249 61,481 N/A

Testing N/A 304,259 1,048,116

We used the following definitions for the labels:

• “Knowingly benign” - the label is given by an expert who confirmed that the
application does not perform any harmful activity or unwanted behavior.

• “Knowingly malicious” - the label is assigned by existing detection infras-
tructure that executes human created rules, based on previous observa-
tions.

• “Unknown” - the label, assigned to instance that was not detected by
existing methods neither checking manually by an expert. The majority of
the “unknown” applications are expected to belong to benign class.

2.2.1 Android application package structure

Since the proposed approach relies on the static analysis of the application,
we extracted features from Android application. Android package kit (APK) is
the archive file format used by the Android operating system for distribution
and installation of mobile applications. Most of the below described Android
application related terms can be found in the glossary.2

The package contains of permanent (AndroidManifest.xml, classes.dex and
resources.arsc) and optional files. The structure of the package is shown on
Figure 2.1.

Application manifest file AndroidManifest.xml declares the existing compo-
nents of the application and is always located in the root directory of the package.
So, before Android system can run a component, it should know its existence
by accessing manifest file. First of all, it contains permissions required by the
application to run. These features have been widely used for Android malware
detection as core features for the prediction. Secondly, this file defines hard-
ware and software features, like camera or bluetooth services, required by the
application.

Classes.dex contains all the compiled Java class files. The extension of the class
is Dalvik compatible, since this format should be understandable by Dalvik vir-
tual machine that can run applications written in Java. Classes.dex is converted
initially from Java virtual machine-compatible .class files.

Resources.arsc contains the meta-information about the graphical resources
and their attributes. Graphical resources are not limited to images, but also

2https://developer.android.com/guide/appendix/glossary
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RES META-INF

AndroidManifest.xml

classes.dex

resources.arcs

Figure 2.1. The structure of APK package.

include animations, menus, styles, colors, and the layout of activity user in-
terfaces. Resource folder contains additional files and static content that your
code uses, such as bitmaps, layout definitions, user interface strings, animation
instructions, etc.

2.2.2 Feature extraction

In order to extract features, a special tool was developed by F-Secure that goes
through all items embedded in an object of interest, identifies their types and
extracts available static data. Since features were extracted from various files
and have a hierarchy, json file was used to save static features. Every file in
the APK was described by its name, hash, path, size and type. Additionally we
extracted various feature groups, shown in Table 2.3 and the samples of those
features in Table 2.4.

Extracted static features represent the functional properties of the analysed
objects, and indirectly characterize their expected behavioural patterns.

We faced with the problem of extremely large raw feature space, coming from
Android application features that we extracted. In Table 2.5, one can see that
already for the small dataset of 10,000 samples, there are almost 100 millions
features belonging to DEXS type of features extracted from classes.dex file of
Android application. The dimension exceeds ≈ 1,000 times the number of sam-
ples that is far beyond from optimal feature size for correlated features. Besides
most of the feature entries will contain zero values. That is why we needed
to use both feature selection and dimensionality reduction to deal with that a
sparse feature space in bag-of-words model. In next section we make a short
introduction on the problem and present two approaches used in publication II
to deal with a sparse feature space.
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Feature type M=1,000 B=1,000 M=10,000 B=10,000

Manifest strings (MSTR) 73,292 113,106 742,335 1,093,489

Permissions (PERM) 13,590 11,457 137,776 111,548

Dex strings (DEXS) 4,362,573 9,960,902 44,155,410 99,268,349

Hashes (HASH) 133,683 431,243 1,370,128 4,490,554

Table 2.2. The number of raw extracted features from different groups extracted from 1,000
and 10,000 malicious (M) and benign (B) applications. With the dataset growth, the
feature space reaches millions of features for DEXS and HASH feature types. The
figure taken from the publication II.

File Groups of features

AndroidManifest.xml entries, packages, permissions, strings

classes.dex classes, fields, methods, prototypes, types,
strings, header

resources.arsc strings

other files (META-INF,
RES and other folders)

hashes, names

Table 2.3. Group of features, extracted from APK files.

Source Feature
name

Examples

AndroidManifest.xml permissions android.permission.access_fine_location,
android.permission.vibrate

AndroidManifest.xml packages com.shazam.android

AndroidManifest.xml entries com.shazam.android.about,
net.mpression.islide.islidemapactivity

AndroidManifest.xml strings com.shazam.orbit.service.request_smoid,
shazam

resources.arsc strings shazam, ciao

classes.dex strings lcom/medialets/advertising/admanager;,
alignwithparent

Table 2.4. Features examples from 6 major categories.
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Feature type M=1,000 B=1,000 M=10,000 B=10,000

Manifest strings (MSTR) 73,292 113,106 742,335 1,093,489

Permissions (PERM) 13,590 11,457 137,776 111,548

Dex strings (DEXS) 4,362,573 9,960,902 44,155,410 99,268,349

Hashes (HASH) 133,683 431,243 1,370,128 4,490,554

Table 2.5. The number of raw extracted features from different groups extracted from 1,000
or 10,000 malicious (M) and benign (B) applications. With the dataset growth, the
feature space reaches millions of features for DEXS and HASH feature types. The
figure taken from the publication II.

2.3 Dimensionality reduction approaches

Machine learning operates on objects, represented as a set of features, that we
define ourselves. Those features can come from textual, audio, image, numerical
and mixed data. In the end we transform all these representations into the
numerical form in the form of vector or tensor. Let us assume that each object is
presented as a vector of size D (dimension size) and we have N objects in total
(sample size).

The dimension size in certain applications can be a bottleneck for time and
space complexity of the chosen model. We need to apply dimensionality reduction
in order to reduce dimension size from D to K.

Some possible reasons for dimensionality reduction:

• to reduce the complexity of training and inference
• to compensate a small sample size N, when D is larger than N
• to decrease the effect of noisy/non-relevant features on the classifiers

decision

Dimensionality reduction consists of feature selection and feature extraction.
Feature selection aims at finding the set of K features out of D, being the most
informative for the classification. While feature extraction in its turn transforms
original space into lower dimensional space of size K [Alpaydin, 2010].

We faced with the problem of extremely large raw feature space, coming from
Android application features that we extracted. In Table 2.5, one can see that
already for a small dataset of 10,000 samples, there are almost 100 millions
feature strings belonging to DEXS type of features extracted from classes.dex
file of Android application. The dimension exceeds ≈ 1,000 times the number
of samples that is far beyond from optimal feature size for correlated features.
Besides most of the feature entries will contain zero values. That is why we
needed to use both feature selection and dimensionality reduction to deal with
that a sparse feature space in bag-of-words model. Next we describe log-odds
feature selection approach derived and used in publication II.
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2.3.1 Discriminative feature selection using log-odds

In scenarios when the feature size is very large, traditional feature selection
approaches, like forward/backward feature selection [Alpaydin, 2010] are not
feasible since those algorithms are sequential.

We are given a set of D features and pi(mal), pi(ben) are the probabilities
of a feature i to occur in malicious and benign applications respectively. These
probabilities are the estimates based on the data available.

Let us introduce a smoothing parameter k to avoid zero probabilities as follows:

pi(mal)= mal+k
M+2k

, (2.1)

where M is the total number of malicious applications and mal is the number of
malicious applications containing feature i.

Similarly, the probability of a feature i to occur in benign application is defined
as:

pi(ben)= ben+k
B+2k

, (2.2)

where B is the total number of benign applications and ben is the number of
benign applications containing feature i.

Odds ratio [Edwards, 1963] computes the measure of association between
two variables. It is worth noting that the association is not actually the cause,
since there might be other hidden factors, affecting given variables. We want to
measure for each feature i, the degree of association with the malicious class.

The log-odds ratio for our task is defined as:

θi = log
pi(mal)
pi(ben)

. (2.3)

By introducing the logarithm, positive θi shows more association with respect
to malicious class, while negative with benign. Introducing a smoothing constant
k as well takes care of non-zero denominator in this expression.

We expand further Equation 2.3 :

θi = log
mal+k
ben+k

· B+2k
M+2k

, (2.4)

where B and M are the numbers of benign and malicious applications respec-
tively.

If we want to select features associated only with a malicious class, then
ben = 0. Let us assume for the simplicity now, that data is class-balanced, in
other words B = M. A smoothing constant k � 1 that is why mal+k ≈ mal.

In this case we can get the following approximation:

logθi = log(mal+k)− log(ben+k)≈ log(mal)− logk (2.5)

To have association with only malicious class, mal > 1, therefore logθi ≥
log1− logk ≥− logk.
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Following the same logic, features associated only with benign class will have
logθi <= logk. It is important to note, that since k � 1, logk is negative.

If we want to select both of those feature sets, then by combining logθi ≤ logk
or logθi ≥ − logk we get | logθi| ≥ − logk. Those again are the features that
contribute either only to benign or to malicious applications. We will call them
“discriminative” features.

The rest of the features will be present in both classes and have | logθi| <
− logk.

To relax the boundaries of “discriminative” features that we want to select,
we allow to have features being present as well in another class, though much
less. This can be achieved by taking features satisfying the inequality | logθi| >
− log ck, where c ∈ [1, 1

k ] and by increasing it we allow to select more features.
When c = 1

k , all features are taken.

2.3.2 Sparse Random Projections

The success of random projections started from Johnson and Lindenstrauss
lemma [Johnson and Lindenstrauss, 1984], where an arbitrary dataset of dimen-
sionality D can be projected into a feature space of a dimension that is much less
than D and still preserve pairwise distances between points in the Euclidean
space.

Given a matrix A ∈ IRN×D , random projection [Achlioptas et al., 2001] is a
transformation to a lower dimensional space K by multiplying it by randomly
generated matrix R ∈ IRD×K as follows:

B = A ·R . (2.6)

The resulting matrix B preserves all pairwise distances of A in expectations,
provided that R consists of i.i.d. entries with mean μ= 0 and constant variance
σ [Achlioptas, 2003].

The complexity of performing the projection is O(DK N), while if A contains c
non-zero entries, then it is O(cK N) [Papadimitriou et al., 1998].

In order to optimize the computation, several alternatives were suggested to
replace normally distributed values in matrix R by discrete values, however still
with zero mean and unit variance. [Achlioptas, 2003] has suggested a scheme
with s ∈ {2,3}, that is given by [Li et al., 2006] as follows:

R =�
s

⎧⎪⎪⎨
⎪⎪⎩

1 with probability 1
2s

0 with probability1− 1
s

−1 with probability 1
2s

. (2.7)

As random projection (RP) is capable of preserving similarity between the
objects very efficiently, we used it as the main approach for dimensionality
reduction. In comparison to RP, principal component analysis (PCA) has much
higher complexity O(D2N +D3). [Bingham and Mannila, 2001] have compared
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the ability to preserve the distance between the textual and image objects
between random projections and singular value decomposition (SVD). SVD
works more efficiently for the sparse data than PCA due to using Lanczos
method [Berry, 1992].

In [Fedoruk et al., 2018], it was shown that applying fast Johnson transform
before classification is highly competitive with existing feature extraction meth-
ods. They tested several classifiers, including random forest [Alpaydin, 2010],
support-vector machines [Cortes and Vapnik, 1995], naive bayes [Jurafsky and
Martin, 2018], logistic regression [Jurafsky and Martin, 2018] and multi-layer
perceptron (MLP) [Goodfellow et al., 2016].

2.3.3 Random Projections for Android malware detection

Random projections has been successfully applied for Windows malware detec-
tion [Dahl et al., 2013].

In publication II, we applied this transformation on the set of specific feature
group (DEXS) that consisted of the largest number of features. As it was
mentioned, we used a vector-space model [Manning et al., 2008], and obviously
the data matrix was very sparse. Random projections were computed using
scikit-learn package [Pedregosa et al., 2011].

We established an experiment to see how different random initializations
affect the performance with logistic regression classifier. We used scikit-learn
implementation for sparse random projection 3. In case, the results would vary
significantly between the initializations, one would need to apply validation on
the matrix. From Table 2.6 we can see that given enough large K the variance
of Area under the ROC curve (AUC) for various initializations decreases. Due to
this finding, we further optimized our classification scheme to avoid validating
random projection matrix R.

Finally, while choosing dimensionality reduction approach, we need to consider,
how much we are ready to spend the resources for slightly improved results.
Similar to [Ahmadi et al., 2016], who used non-negative matrix factorization
(NMF) to their features for Windows malware classification challenge4, we run
the experiments using NMF. The performance did not differ much from random
projections, while time-wise it was tremendously less efficient.

Another consideration that needs to be taken into account while designing the
static or code-based approach is tolerance towards obfuscation which is described
next.

As we discussed already static approach in Android malware classification
relies on the fixed features, extracted from the sources of the application and
does not require running it in the simulated environment. Since the process of
obfuscation is aimed at modifying the code and static approach relies on it, it is

3https://scikit-learn.org/stable/modules/random_projection.html#sparse-random-
matrix
4https://www.kaggle.com/c/malware-classification
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important to understand how robust the proposed approach is towards obfusca-
tion. We start with the literature review of obfuscation types and obfuscation-
resistant approaches and next discuss on possible implications of obfuscation on
the proposed approach for malware classification.

2.4 Obfuscation

When it comes to static Android malware classification one of the largest prob-
lems is obfuscation. So, the series of publications [Suarez-Tangil et al., 2017,
Garcia et al., 2018] are dedicated to a creation of obfuscation-resilient features.

The obfuscation in Android application can be done through several scenarios
[Suarez-Tangil et al., 2017]:

1. String obfuscation. While some strings like permissions should follow a
strict format and are not obfuscated, code strings like class, method names
and identifiers can be easily encrypted.

2. Dynamically linked libraries. Malicious code can be run through dynam-
ically linked libraries or executable files, like executable and linkable
format (ELF), invoked runtime.

3. Dynamic code loading. Although the presence of the dynamic code loading
is not necessarily an indication of malware, it is often used in malware to
load native code from a library mentioned in the application assets.

4. Hiding the code. It is possible to insert the code inside an image file with
a regular name or simply renaming the code files with image names.

In [Atkinson, 2017] static analysis of Linux executable files referred as ELFs
was suggested. Despite Android apps are primarily written in Java programming
language, ELFs are used for code re-use or for its hiding. In [Atkinson, 2017]
the researchers have analyzed a set of malicious apps with ELF files and their
corresponding flags used for various code sections. Flags essentially indicate
what a machine can do with the current section. It was found that malware can
hide malicious code by encrypting or compressing. To load the code the section
would require Allocate (A) flag to allocate the space, (R) to read the code and
(X) to execute it. In [Suarez-Tangil et al., 2017], ELF files were used to extract
header features and binary features for several flags for each section. In addition,
critical calls such as ioctrl responsible for inter-component communication were
used as a feature in classification.

RevealDroid [Garcia et al., 2018] is a machine learning–based Android mal-
ware detection and family identification approach based on a limited set of fea-
tures, including package-level and method-level Android API usage, reflection
and native code. Android API usage might reveal security-sensitive functionality,
like sending SMS messages, and number of invocations per Android API method
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can be used as features. Reflection allows dynamic class loading during runtime
and is used to obfuscate malicious behaviour. Reflection features are obtained
in [Garcia et al., 2018] by finding in a static manner the reflectively invoked
method and class names. The authors have revealed that often in malware the
reflective calls are used with an encrypted/unresolved target so that method and
class names can not be determined statically. Besides, RevealDroid uses binary
ELF files to extract system calls to external binaries that are hard to obfuscate.
The proposed approach is evaluated on a relatively large balanced dataset of
50,000 samples and achieves an F1-score of 98% on binary classification. Besides,
the strongest part of the work is obtaining the performance of the approach on
the obfuscated applications.

Thus, introduced above works provide a set of additional static features re-
silient to obfuscation. We consider those features to be helpful and at the same
time they can be used as additional features for existing static approaches. At
the same time, malware publishers might find ways to hide some of their traces
after getting familiar with these features.

The resilience towards obfuscation should be analyzed also from the perspec-
tive of how often in the Android market particular type of obfuscation is used.
In [Dong et al., 2018] the authors have made large-scale analysis of 144,560
Android apps on four type of obfuscation approaches used: identifier renaming,
string encryption, Java reflection and packing. Apps were collected from three
feature groups, particularly: Gooogle Play (26,614 samples), third-party market
(65,666 samples) and malware (22,280 samples).

Identifier renaming can be applied on the source-code level and by modifying
.class and .dex files. The names of identifiers typically include variable, function,
class and method names. According to [Dong et al., 2018] the ratio of Google Play
apps using identifier renaming is ∼ 43%. This means that code related features
extracted from .dex might be obfuscated, but not be used in classification, e.g.
when the minimum frequency threshold is set for the feature.

At the same time, [Dong et al., 2018] have shown that string encryption
that targets hard-coded texts is rarely used in malware (5.3%) and was not
detected in Google Play market. The authors explain such low usage of plain-
text ofbuscation by the fact that default obfuscators, such as Proguard5 are
not proving such option. At the same time those providing such option, such
as DexGruad6, are more expensive. Therefore hard-coded string features from
resources.arsc and AndroidManifest.xml in case string encryption is not applied
will be consistent between files and be used in classification.

5https://www.guardsquare.com/en/products/proguard
6https://www.guardsquare.com/en/products/dexguard

32



Android malware classification

2.5 Large-scale text classification approaches

When data becomes high-dimensional, only a limited set of classifiers can be
used due to difficulty of modeling feature interactions. Two of such light-weight
approaches, namely logistic regression and naive bayes, were used for Android
malware classification and below we describe their key difference and a taxon-
omy of text categorization approaches in general.

2.5.1 Generative and discriminative models

Text categorization aims at classifying the text by assigning the label from the
predefined set of labels. When a categorization deals only with two sets of labels,
one of which denotes the presence of some phenomena, we speak about detection.
We may detect spam from the incoming emails, known as “spam detection” or
some anomaly in bank transaction - “anomaly detection”.

Depending on the availability of labeled data in the defined task, we might
use supervised or unsupervised learning.

Let us denote X = (x1, x2, ..., xn) as a set of n points or data samples. Unsu-
pervised learning aims at understanding the structure of the data that is in
the ideal case achieved by finding the density function X , that generated the
data. In unsupervised learning, we do not have any training data for which
we know the desired responses on class labels. We can attribute clustering,
dimensionality reduction, outlier detection to a weaker form of unsupervised
learning [Chapelle et al., 2010].

In supervised learning we have a training set X for which we know the desired
responses on class yi ∈Y of the sample vectors xi ∈ X belonging to it.

Supervised learning consists of generative and discriminative approaches.
Generative approaches use a class-conditional density p(x|y) for estimating
predictive density or posterior, e.g. by applying a Bayes’ theorem:

p(y|x)= p(x|y)p(x)∫
y p(x|y)p(y)d y

. (2.8)

In fact, the nominator p(x, y) defines joint density of the data X ×Y . Discrim-
inative approaches estimate p(y|x) without joint density estimation. Instead
they learn what features are the most useful for discrimination between defined
set of labels.

Naive Bayes classifier belongs to the family of generative models, while logistic
regression classifier, neural networks to discriminative approaches. Naive bayes
and logistic regression classifiers, despite of their simplicity have been widely
used in the tasks with high dimensional data.

Despite neural networks have been successfully used in text classification
tasks [Kim et al., 2016, Kim, 2014, Collobert and Weston, 2008], we could not
employ them due to the following reasons:

• not being able to employ word-embeddings to artificial strings
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• too large feature space (thousands of strings)
• data consists of N-grams, the order is preserved only locally

In [Ng and Jordan, 2001], the authors made a series of experiments on 15
datasets from UCI Machine Learning repository7 between naive bayes and
logistic regression to check how their asymptotic error changes with training
set size. They show that generative model has a higher asymptotic error than
discriminative model with growing number of samples, though generative model
approaches its asymptotic error much faster than the discriminative model -
presumably with a logarithmic number of samples in the number of parameters.

Both logistic regression and naive bayes were used for Android malware
classification.

2.5.2 Naive Bayes Classifier

Bayes classifier as we already mentioned belongs to the series of generative
classifiers. Modeling joint distribution would be extremely hard without its
“naive” assumption about conditional feature independence. It means that the
presence of a given feature in a class is not related to the presence of any other
feature.

Let us denote a feature vector www = (w1,w2, ...,wD), where D is the dimension
of the feature vector and φi,c ∈φφφ is a probability of the feature wi to appear in a
class c.

Then a naive assumption results in the following class conditional density:

p(www|c,φφφ)=
D∏

i=1

p(wi|c,φic). (2.9)

In the context of static code features, this assumption might hold for a large
set of artificial strings, however that is not the case for all features, e.g. for
application permissions.

The class is chosen according to the maximum posterior probability, build upon
Bayes’ rule:

ĉ = argmax
c∈C

p(c|www)= argmax
c∈C

p(www|c)p(c)
p(www)

, (2.10)

where p(w) is a probability of the document defined by a feature vector w that
acts as normalizing factor and does not affect on ĉ.

Thus, the class can be chosen based on the following simplified criteria:

ĉ = argmax
c∈C

p(c|www)= argmax
c∈C

p(www|c)p(c). (2.11)

Typically, in text classification, when the order is not taken into account, we
use a bag-of-words model for the document. In other words, we have a matrix,
where row corresponds to a document di and column to a term wj. Each entry
(i, j) denotes either the binary occurrence of the feature or its frequency.

7https://archive.ics.uci.edu/ml/index.php
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For Android malware detection we considered that simple binary features
represented as bag-of-words model would be more relevant, since most of the
features are likely to occur once and frequency information does not add much
value for the prediction.

2.5.3 Bernoulli Naive Bayes and proposed Normalized Bernoulli
Naive Bayes

Since we used binary features, we applied Bernoulli Naive Bayes, that models
the occurrence of a feature using Bernoulli distribution.

The class conditional density is defined using Bernoulli distribution as follows:

p(www|y= c,φφφ)=
D∏

i=1

Ber(wi|φic)=
D∏

i=1

φ
wi
ic (1−φic)1−wi , (2.12)

where the label y belongs to a malicious or benign file, c ∈ {mal,ben}.
In sparse datasets most of the features will have a very high probability of

absence. It means, that the absence term (1−φic)k for k out of D absent features
might dominate over feature presence estimate.

So we can estimate the likelihood without modelling absence terms as follows:

p(www|y= c,φφφ)=
D∏

i=1

φ
wi
ic . (2.13)

The class label can be predicted based on the posterior distribution:

p(y= c| f )= p(y= c)
F∏

i=1

p(wi = 1|y= c) , (2.14)

where f is a file to be classified described by vector www, where F ≤ D is the number
of present features in a file f .

In order to work with log-probabilities, we introduce the ratio of the two
posteriors:

p(y= mal| f )
p(y= ben| f )

= p(mal)
p(ben)

F∏
i=1

p(wi = 1|mal)
p(wi = 1|ben)

, (2.15)

where F denotes the number of features present in the file f . It should be
noted, that this ratio does not provide the probability of the class, but keeps its
discrimination power.

Now, by taking the logarithm from both sides of the equation, we have:

log
p(y= mal| f )
p(y= ben| f )

= log
p(mal)
p(ben)

+
F∑

i=1

log
p(wi = 1|mal)
p(wi = 1|ben)

. (2.16)

Log-likelihood ratios we denote as:

θi = log
p(wi = 1|mal)
p(wi = 1|ben)

. (2.17)
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In case θi > 0, a feature i occurs more in a malicious file than benign. Similarly,
positive posterior denotes that malicious class is more probable.

It is important to notice that the number of features F will be different for
each file f . Since the number of features varies greatly, the number of terms in
the sum will differ a lot between the files. To decrease the bias, caused by the
amount of present features, we introduce normalization of this sum by F:

D( f )= 1
F

F∑
i=1

θi. (2.18)

Then the ratio of posterior probability becomes:

log
p(y= mal| f )
p(y= ben| f )

= log
p(mal)
p(ben)

+
F∑

i=1

D( f ). (2.19)

Taking into account that the prior term needs to be calculated only once, the
decision for each file will depend on the sum of log factors. We call introduced
modification Normalized Bernoulli Naive Bayes. Next we show the effect of the
introduced approach on the improved decision boundaries on the solved task.

For each file in our selection, we calculated
∑F

i=1 D( f ) and made a histogram
plot representing these sums for malicious and benign files before and after
normalization on Figures 2.2 and 2.3.

Figure 2.2. The histogram of
∑

i D( f ) for malicious and benign files for Bernoulli naive nayes.
High picks near 0 correspond to high number of samples near decision boundary. To
achieve zero False Positive rate, we need to make a boundary corresponding to max
D(f) among benign files, that is right-most end of the green tale. The Figure is taken
from publication I.

Since one of the major requirements for our task is to have a low FP rate,
in publication I we selected a decision boundary between two classes based on
the training set to select the maximum sum D( f ) among benign files. On the
training set, it corresponds to zero FP rate, however it might not be the case

36



Android malware classification

K AUC

2,000 0.9913±0.00052

4,000 0.9935±0.00032

10,000 0.9944±0.00027

Table 2.6. The effect of the random projection initialization on DEX strings on the Area Under the
Receiver Operating Characteristics (AUC ROC). With the increase of K, the deviation
becomes smaller. Ntrain=Ntest= 10,000 and 10 replications are done.

Figure 2.3. The histogram of
∑

i D( f ) for malicious and benign files for normalized Bernoulli
naive bayes. The sum of factors is more separable and adjusting the boundary to get
low False Positive rate or False Negative rate became more feasible. The Figure is
taken from publication I.
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for the test set. In practice though, one has to compromise on the FP and FN
rate and choose the boundary based on the training set, resulting in FP rate less
than a predefined threshold.

2.6 Applying ensemble methods for Android malware detection

In publications II and III, we introduced stacking-based ensemble approaches
for Android malware detection for even more robust predictions. We wanted to
leverage the existence of diverse feature groups for the prediction. Secondly, it
allows to mitigate partially code obfuscation, used for code protection, since not
all feature groups can be obfuscated, e.g. hashes, some resource and manifest
strings, etc.

Stacking was first introduced by [Wolpert, 1992], who proposed to combine
linearly the outputs of base-learners to make a final prediction. Stacked gen-
eralization rather relaxes further the choice of a combination function. The
combination function needs to be trained on additional training data to learn
its parameters. The typical requirement for base-learners is their diversity
and producing the errors on various samples [Dietterich, 2000]. Typically soft
outputs as probabilities are used for base-learners. Due to extra layer with a
combination function, this approach requires enough training data to learn how
to combine base-learners in the most optimal way.

Each base-learner was trained on separate type of features. In publication II,
we used Logistic Regression to train base-learners, while in III normalized naive
bayes classifier. The output of each base-learner Hi(X ) ∈ [0,1] is a confidence
value of an application X to belong to a malicious class based on feature set i.

We used support vector machines [Cortes and Vapnik, 1995] as a combination
function to make the final decision. On Figure 2.4 the scheme of ensemble-based
approach used in publication III is presented. We can see, that 10 base-learners
are used for the prediction.

The comparison between ensemble-based approach and Normalized Naive
Bayes approach was made on a fixed set of 40,000 files from 2014 in publica-
tion III. The training and test data consisted of 20,000 files with a balanced
class distribution. False Positive rate was fixed to 0.01% to satisfy realistic
requirements for Android detection system. The difference in True Positive rate
between two approaches is more than 30% in favor of an ensemble-approach,
that shows the significant improvement when using stacking. The results of
comparison are shown on Figure 2.7.

2.7 Fair assessment of a malware detection system

When it comes to comparison of Android detection systems, so far there were
two main limitations in the majority of the proposed research works:
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Figure 2.4. The ensemble scheme using 10 feature types. The first layer decision system consists
of base-learners trained using normalized naive bayes classifier, while the second-
level decision system is based on support vector machine classifier. The Figure is
taken from publication III.

Table 2.7. Comparison between the baseline and the new approaches on the fixed training (20,000
samples) and test (20,000 samples) data sets; acceptable False Positive rate is 0.01%.
The Table is taken from publication III.

Real labels Precision

Malicious Benign

The baseline approach, ROC AUC is 0.99602

Predicted labels
Malicious 5421 1 0.9998

Benign 4579 9999 0.6859

Recall 0.5421 0.9999 Accuracy: 0.7710

The proposed approach, ROC AUC is 0.99799

Predicted labels
Malicious 8485 1 0.9999

Benign 1515 9999 0.8684

Recall 0.8485 0.9999 Accuracy: 0.9242
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• Relatively small datasets and estimates are based on Virus-Total [Virus
Total team, 2015] without manual expert checking

• Neglecting time component while constructing training and test data.
Training and test datasets are mixed in terms of their repackaging date or
release date (the date, when they were first seen on the Android market)

The first limitation may result in unreliable estimates. The problem here
is that small datasets might contain only a small variety of Android malware
families and in case training dataset covers those, one might get high accuracy
on the test set. This is not the case with real-world scenario, when new malware
lineages/families arise, and the proposed approach should aim at detecting
previously unseen during the training malware. The largest datasets are used
in publications [Gascon et al., 2013] and [Allix et al., 2014] with a training set of
size 12,158 (200,000) and test dataset of size 135,792 (200,000) respectively.

The second limitation deals with unrealistic and unfair setting, when some
training samples and test samples are mixed in terms of their repackaging/re-
lease date. The repackaging date can be obtained from the last modification date
of classes.dex file and corresponds to the date when the application was packaged.
However, more precise estimate would be the date, when the application was
released to the market.

In real life scenario, we can only train a classifier on the applications dated
prior to test application samples. Due to the fact, that Android malware evolves
[Allix et al., 2014] and new lineages arise, the training data has to be released
prior to the test data. In case, this requirement is not satisfied, the reported
recall can be significantly higher, since training and test set due to random
shuffling might contain hugely overlapping malware lineages. To our knowledge,
only [Allix et al., 2014] investigated this second limitation.

One of the contributions of publication III was making a “fair” assessment of
the proposed ensemble approach on the evolving streams of data. By evolving
streams of data we mean all incoming samples for a specific period of time, used
for testing. The dataset, described in section 2.2 was used for the experiments.
Evolving streams used for test experiments, unlike training data belonged
only to two classes: “knowingly malicious” and “unknown”. Since obtaining
“knowingly benign” takes time and human effort (this label can be assigned by
the specialist), as in real-case scenario, we could use instead applications that
fall into “unknown” category (apps that were not labeled as malware by existing
rule-based system).

Since evolving stream contained only malicious and unknown classes, we
tested the proposed approach separately on those classes. The purpose of the
whole experiment was to provide a realistic scenario and estimates, that one is
able to produce on new applications.

All files dated with 31.01.2015 detected as being malicious from unknown
stream were verified using Virus-Total engine. Virus-Total [Virus Total team,
2015] is the service that aggregates the information about the applications
from trusted anti-virus vendor detection engines. Since we verified only files
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that were predicted as malicious, false negative rate can not be obtained. If an
application was not detected by several engines, then the decision is considered
to be a false positive.

Besides, since not all applications are known to Virus-Total, therefore appli-
cations predicted to be malicious but not known to Virus-Total are labeled as
Unverified Positive Decisions.

Table 2.8. The results conducted on the 17,317 unknown Android samples collected on 31st
January 2015. The comparison is made between Normalized Naive Bayes classifier
and proposed ensemble based approach. The results are presented separately for two
datasets: knowingly malicious and undetected. For knowingly malicious, the precision
is by default 100%. For undetected files, false negative rate can not be found, since
some applications could be not yet detected as malicious. Unverified positive decisions
stand for % of applications detected by our approach, though not being verified as
malware by Virus-Total. The Table is taken from publication III.

Method Malicious Undetected

TPR, % Precision,
%

False
Discovery
Rate, %

Unverified
Positive
Decisions, %

Naive Bayes 98.64 75.49 16.06 8.45

Ensemble-based 90.82 88.08 4.07 7.86

In Table 2.8 the results of this experiments are shown. At first glance, true pos-
itive rate on knowingly malicious files is much higher for naive bayes classifier.
However the results on unknown stream of files show much higher precision and
four times lower FP rate. Besides, such evaluation allows to get more realistic
estimates due to keeping the gap in time between training and test data. We
also took into account the absence of labels for certain applications, either from
Virus-total engine or AV vendor.

2.8 Conclusions

We have investigated static, machine learning based approaches to detect ma-
licious Android applications. First we put a focus on being able to work with
a variety of string features extracted from Android application package files
using dimensionality reduction approaches to deal with sparse feature space.
As a result we found effective in terms of speed and classification accuracy
both proposed log-odds feature selection as well as sparse random projections.
Despite working with static features most of which can be technically obfuscated,
based on the literature review we have found that hard-coded strings compared
to code strings are rarely obfuscated in practice.

One of the most important findings related to industrial malware classification
in publication III was to understand both realistic requirements to the Android
classification approach from industry perspective as well as its fair assessment.
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Realistic requirements include minimum dependency on the external tools, low
computational resources and defining a clear usage scenario. The methods
proposed in publications I, II do not require much of the expert knowledge in
terms of feature selection as well are computationally fast.

Fair assessment suggests using training data being prior to the test data like
in real world scenario. While neglecting training and test data separation in
time the reported results can be highly unreliable. The latter is crucial as well
as for the research community for the transparency and the reliability of the
results.
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This and the next two chapters are dedicated to the second part of my disserta-
tion related to analysis of data coming from job markets.

The first step of every hiring process involves resume screening and for big
companies with thousands of employees, the process is costly. Sourcing is the
process of finding resumes within the recruitment process. It is beneficial to
automate the process of resume and profile screening, especially for companies
with thousands of employees. This gives an opportunity to decrease the cost of
human labour involved in the recruitment process.

This chapter provides the summary of publication IV where we learn how
to classify resumes into the corresponding job category in the scenario when
resume training data is difficult to obtain due to its “sensitivity”. We start with
the problem formulation and short literature review on the topic in section 3.1,
followed by jobs ads and resume dataset description in section 3.2. Next neural
network based approaches including CNN and fastText used for classification
are briefly introduced in section 3.3 and conclusions are made in section 3.4.

3.1 Introduction

Publication IV addresses the problem of text classification in the scenario where
data labeled with the same classes can be found only from related domains. For
example, we want to predict product reviews to negative or positive, but there is
a labeled dataset with the same classes on movie reviews. Domain adaptation
[Ben-David et al., 2007] tries to make use of available labeled data from other
domains to make the inference in the so called target domain.

The target domain of my work belongs to resume data. A resume is intended
to provide a summary of one’s education, work history, credentials, accomplish-
ments and skills. The main difference between a curriculum vitae (CV) and
resume is that the first one is typically more detailed and primarily intended for
applying for international, scientific and medical positions1. CV might contain

1https://www.thebalancecareers.com/cv-vs-resume-2058495
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in addition the list of publications, awards, teaching-related experiences, etc.
Resumes tend to be more concise and provide the most relevant information for
a given position within one page.

As a source data I used widely available job descriptions that compared to
resumes are less sensitive and easier to obtain2. The similarity of domains is ex-
plained by similar terms used and by the fact that job descriptions and resumes
contain very similar job-related aspects, such as required skills, experience, job
responsibilities and occupation-specific terms. In [Plank and Van Noord, 2011]
the authors proposed several automatic ways of evaluating domain similarity,
including Jensen-Shannon and variational distances on topic distributions by
Latent Dirichlet Allocation (LDA) [Blei et al., 2003], to be able to augment
training data with samples from similar domain.

Surprisingly little research has been done on analysis of resume data [Sand-
ström, 2009], mostly in the context of job recommender systems [Siting et al.,
2012, Al-Otaibi and Ykhlef, 2012, Hong et al., 2013]. For example, in [Tosik
et al., 2015] the authors applied conditional random fields (CRF) [Lafferty et al.,
2001] to extract fields related to personal information and the work experience
(title, duration, company and location). The authors had 200,000 available CVs
in German, used for training own domain specific word embeddings used as
input to CRF.

Resume categorization and soft skill extraction tasks addressed in publications
IV and VI and V respectively, have a high practical value when it comes to opti-
mization of resume sourcing. Resume sourcing is the first stage of recruitment
that aims at finding resumes suitable for certain vacancy. Automatizing this
process can allow to decrease labor costs by filtering/categorizing profiles on-line,
e.g. using LinkedIn3 or resumes in an electronic format.

In our first publication IV on this topic, we addressed how to categorize the
resumes in absence of labeled resume data. In fact, we leveraged the availability
of large amounts of job descriptions already categorized to train a classifier,
that can be applied then to resumes. The purpose of this work was to compare
empirically, how neural network based classifiers using embeddings are able
to perform without any additional training on samples from previously unseen
resume domain.

3.2 Datasets

We obtained both resume and job posting data from Indeed API4. Both resumes
and jobs were categorized into one of 27 job categories presented in Table 3.1.
We could obtain only a limited set of resumes, certainly not enough for training
a neural network on this dataset. The sizes of three datasets are as follows:
2https://www.kaggle.com/c/job-salary-prediction
3https://linkedin.com
4https://www.indeed.com/publisher
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• 523 Resume snippets (Indeed)
• 90,000 Job posting snippets (Indeed)
• 98 short children essays on their dream job (a toy dataset)

3.2.1 Resume summaries

We used Indeed resume search in order to mine anonymous resumes for the
experiments. However, the resumes were given only in a short concise version,
consisting of a few sentences, rather than full description. Each resume was
labeled with one of the 27 job category labels, corresponding to the position
which the candidate is looking for.

Below you can find an example of a resume for the position of “Physical
therapist”, belonging to the category Healthcare.

“To achieve the challenging position of Clinical Physiotherapist where I can best

utilize my expertise in the healthy environment, where I shall work hard and prove

my eligibility as a Physical Therapist in a prestigious organization. My goals are to

improve my clinical experience and add to the benefit of not only the patients but to

our community as a Physical Therapist.”

3.2.2 Job ads

We collected 90,000 job ad snippets, using Indeed Job API. These descriptions
contain only first sentences about the given position and duties. Having only sev-
eral sentences makes the task of job category prediction even more challenging,
given 27 classes to make a prediction on.

Below you can find an example of “Mortgage Loan Officer" position:
“Guild Mortgage Company, closing loans and opening doors since 1960. May

perform all Loan Officer duties including, but not limited to:.”

Table 3.1. 27 industrial job categories from https://www.indeed.com/find-jobs.jsp. The Table is
taken from publication IV.

1. Accounting/Finance 10. Banking/Loans 19. Education/Training

2. Healthcare 11. Human Resources 20. Legal

3. Non-Profit/Volunteering 12. Restaurant/Food service 21. Telecommunications

4. Administrative 13. Construction/Facilities 22. Engineering/Architecture

5. Computer/Internet 14. Insurance 23. Manufacturing/Mechanical

6. Pharmaceutical/Bio-tech 15. Retail 24. Transportation/Logistics

7. Arts/Entertainment/Publishing 16. Customer Service 25.Government/Military

8. Hospitality/Travel 17. Law Enforcement/Security 26. Marketing/Advertising/PR

9. Real Estate 18. Sales 27. Upper Management/Consulting

45



Resume Classification

3.3 Neural network based approaches for text classification

3.3.1 Convolutional Neural Networks

With the invention of word embeddings [Mikolov et al., 2013], the community
shifted towards neural networks for solving text classification tasks. Compared
to bag-of-word approaches, neural network architectures allowed to take into
account sequential information in the text and model non-linear feature interac-
tions.

Convolutional neural networks (CNN) [Le Cun et al., 1989] represent a special
type of neural network for processing data with a grid-like topology [Goodfellow
et al., 2016]. Compared to feed-forward networks [Goodfellow et al., 2016], CNNs
employ convolutions in at least one of the layers. Using convolution allows to
decrease the model complexity by modeling sparse interactions and parameter
sharing.

By modeling sparse interactions, the output unit interact not with every input
unit, but with a set of grouped units using convolutional operation. This results
in less parameters as well as faster computation. Given n outputs and m
inputs, instead of running time O(mn) we get O(kn), where k is the number of
connections for each output.

Parameter sharing in CNN means that convolutional kernel is applied to
every position of the input, meaning it is shared across locations. The purpose
of the kernel is to detect some “pattern” from the input and with the help of
max-pooling [Zhou and Chellappa, 1988], the maximum activation across all
locations can be found. So what will matter in the end, is detecting the maximum
activation strength for a kernel.

First CNNs for textual data were used by [Collobert et al., 2011] for semantic
role labeling task, and further were studied by [Kim, 2014] and [Kalchbrenner
et al., 2014] as a general framework for sentence classification.

The CNN architecture used in publications IV and VI, was proposed by [Kim,
2014] for sentence classification. The idea is to apply various length convolu-
tional filters that would act as “n-gram detectors” in the sentence. Each of the
filter will be applied across the sentence and maximum activation of each filter
will be taken only using max-pooling. Practically that means, that the position
of the detected feature will not be taken into account. In addition, the filters are
applied on word-embeddings, rather than on one-hot vectors. The outputs of all
filters are then used in the last fully connected soft-max layer, that outputs the
probability distribution over classes.

3.3.2 fastText classifier

fastText classifier [Joulin et al., 2016] was proposed as a lightweight neural net-
work baseline, that unlike SVM and Logistic Regression uses word embeddings.
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This method was compared to various neural network based approaches for
sentiment prediction, including CNN, Conv-GRNN [Tang et al., 2015], LSTM-
GRNN [Tang et al., 2015], char-CNN [Zhang et al., 2015], etc., and achieved on
a set of datasets similar results as more computationally heavy methods.

The model takes as an input a bag-of-n-grams input xn of n-th document and
using weight matrix A computes its word embeddings. Then the obtained word
embeddings are combined using weight matrix B. Finally softmax function is
applied to compute label distribution.

By using n-grams, local order is taken into account for a set of features. At
the same time, neglecting the global order information allows to increase the
computational performance significantly.

Given N documents, the model is optimized using negative log-likelihood:

− 1
N

N∑
n=1

yn log( f (BAxn)), (3.1)

where yn are the corresponding labels.

3.4 Experimental results and conclusions

We set an experiment in which resume data consisting of 527 samples was
used only as a test data, while the model was trained on 80,000 and validated
on 5,000 job description summaries. The purpose was to investigate how well
the classifier trained on one domain can generalize on the new unseen domain
(resume data). Besides, we compared two neural network based approaches
(fastText and CNN) used widely for text classification.

CNN model was adopted using the original implementation5. We used 50
filters of size [2,3,4] and set the dropout rate to be 0.5, as recommended by the
authors [Kim, 2014] to regularize the model. We used a non-static mode, where
the pretrained word vectors are fine-tuned further.

Table 3.2. Job category prediction accuracies (%) for the fastText method and CNN for short text
classification. The Table is taken from publication IV.

Dataset fastText CNN

Job description 71.99 74.88

Resume 33.40 40.15

In Table 3.2, we present test accuracies on both job description and resume
datasets. First of all, CNN outperforms the fastText method on both datasets
with a good margin. This could be caused by the fact that used fastText did not
employ pretrained word-embeddings and learns them from the dataset directly.

5https://github.com/yoonkim/CNN_sentence
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Secondly, the accuracy dropped on the resume dataset for both classifiers by
around 35%. Despite the significant drop in the accuracy, taking into account
27 classes, we got much better results than using random predictions.

It is important to stress that in our context domain adaptation meant using a
dataset from similar domain without using domain adaptation type of classifier,
e.g. [Ganin et al., 2016, Daume III and Marcu, 2006] that in fact could take
use of both resume and job description datasets while learning. The crucial
difference of adversarial approach [Ganin et al., 2016] is in being able to use
unlabelled data in adversarial loss, e.g. in our case from resume data.
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When it comes to job requirements, more and more attention is paid to to soft
skills due to their abilities to facilitate human connections. Still not all soft
skills are valued equally in the job market. Publication V is dedicated to large
scale soft skill analysis using job descriptions and is summarized in this chapter
starting from introduction in section 4.1.

Our first contribution belongs to curation of large soft skill list described in
section 4.2. Once such list was created we were able to match those skills in the
chosen dataset of job descriptions.

We wanted to understand the impact of soft skills with respect to salary. For
that we developed a matching study which compared salaries of jobs with the
same title and job category described in section 4.3. Based on it we calculated
salary rewards/penalties for each soft skill in our list. Our results have shown
that skills associated with authority, leadership and some male stereotypes are
rewarded more often while with subordination and some female stereotypes are
penalized.

Beyond that, soft skills were shown to serve partial predictors of occupational
gender segregation as described in section 4.4. In other words, jobs were females
are in majority are typically described with feminine stereotypes thus possibly
contributing further to unequal distribution of men/women across occupations.
We summarize the key results of our findings in section 4.5.

4.1 Introduction

In addition to technical skills and abilities, recruiters pay more and more atten-
tion to soft skills, due to their abilities to facilitate human connections1.

Soft skills are personal qualities, attributes, talents, or the level of commitment
that an individual can bring to the workplace that set him or her apart from
other individuals who may have similar skills and experience [Perreault and
McCarthy, 2007]. Hard skills are the technical skills needed to perform a task

1https://www.monster.com/career-advice/article/soft-skills-you-need
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or complete a job, and they are acquired through education or training.
However, technical skills can be insufficient for getting higher level positions,

even in technical fields. To grow beyond initial level soft skills such as lead-
ership, conflict resolution, communication, etc. are required [Goleman, 1995].
Employees spend money on both hard skill and soft skill training. At the same
time, it has been shown that soft skill training is less likely to be adopted by
the employees at work than hard skill training [R. Laker and L. Powell, 2011].
This is partially because during soft skill training proposed behavioral patterns
might interfere with previous beliefs, values and habits. Technical training on
the other hand decreases the anxiety by teaching new skills and provides more
confidence. Thus, from an employer perspective, given difficulties with soft skill
training, it is easier to hire a person already possessing required soft skills [Orla,
2000].

Thus, it is important to understand which soft skills are required depending
on the job category and which skills are valued the most. Our work opens the
bridge to large-scale soft skill analysis, so most of the previous work in sociology
used a limited set of skills for analysis [Mitchell, 2010, Heckman and Kautz,
2012, Deming, 2017a]. One of the problems, related to soft skill extraction, is
the absence of large resource of soft skill phrases.

My work is dedicated to various aspects of soft skill analysis: soft skill curation
and extraction, the impact of soft skills on salary rewards and occupational
gender segregation in publication V and soft skill detection in publication VI.

4.2 Soft skills list curation

SOFT SKILL
COLLECTION 

JOB ADS

CONTEXT
ANALYSIS

948  
SOFT SKILLS

CLUSTERING

830 NON-
AMBIGUOUS  
SOFT SKILLS

AUTOMATIC
DETECTION

190  
SOFT SKILLS
CLUSTERS

SKILL
OCCURRENCE

MATRIX

Collect a list of potential
soft skills by asking crowd
workers to identify all skills
from 1650 job ads. Man-
ually refine the list.
(Sec. 2.2.1)

Filter our ambiguous skills
that do not often refer to
candidate but e.g. the
environment. (Sec. 2.2.2)

Group together synonyms
and similar skills by agglo-
merative clustering using
word2vec features. Man-
ually refine the resulting
clusters. (Sec. 2.2.3)

Run automatic skill
detection for all job ads to
create a matrix of ads x
soft skill clusters.
(Sec. 2.2.4) 

Figure 4.1. The process of soft skill curation, including crowdsourcing, filtering and editing, and
clustering of the resulting skills. Final step deals with detecting of curated soft skills
in the job postings for further analysis. The Figure is taken from publication V.

First step was to curate a soft skill list, based on the skills mentioned in the
job descriptions (the detailed dataset description can be found in section 2.1 of
publication V). Since many soft skills are phrases, it is impossible to create an
extensive list covering all possible phrases, due to various ways of expressing
the same skill (“team work” and “ability to work with a team”).
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Figure 4.2. An example of a question for the crowd worker, who has to determine whether a
given soft skill refers to the candidate or not.

We annotated 1,650 job ads using Figure Eight (formely known as Crowd-
Flower)2 to automate the process partially. Each worker was provided with
the definition of a soft skill and the list of soft skill and non-soft skill examples.
Each question consisted of job description for making a worker familiar with
a job post and required qualifications section for finding soft skills. The task
was to copy paste from required qualifications soft skill phrases, particularly the
smallest relevant parts of soft skill phrases. For example, from being confident

with team work the worker should extract only team work.
The resulting list of soft skills needed to be processed further to remove extra

adjectives, like excellent and highly, punctuation and spaces, and to correct
typos. Then we manually made the rest of the corrections to remove non-soft
skills and extra tokens. This resulted in the intermediate list of 948 skills.

4.2.1 Ambiguous soft skills

While inspecting soft skill matches in job descriptions we found the problem,
that some of the soft skill phrases are used to describe not only the desired
candidate, but also a company itself, its customers or environment. For example,
the word lively would be more probably used to describe environment, rather
than the candidate. Since we aim at understanding soft skill requirements, we
want to match only skills relating to the candidate. So we decided to leave only
the skills that are mostly used to describe the candidates. For that we run the
second crowd-sourcing experiment, where each worker was given a sentence
with a soft skill. We mined 10 random text snippets for each skill, consisting of
25 words before and after the skill for annotation experiment. The worker had to
determine whether a given soft skill in the context describes company, candidate
or some other entity. In Figure 4.2 the screenshot from one sample question is
shown. For the experiment only 488 words consisting of at most three words
were chosen, since shorter phrases are more probable to be ambiguous.

For each skill s we computed a confidence score of describing a candidate as

2https://www.figure-eight.com/
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follows:

Conf (s)=
∑

w∈Wc(s) T(w)∑
w∈W(s) T(w)

, (4.1)

where W(s) denotes a set of workers accessing the skill s, Wc(s) the workers,
who classified an occurrence of skill s to refer to a candidate and T(w) the trust
score of a worker w.

All skills with a confidence score Conf (s)> 0.7 were selected to the final list of
soft skills. While choosing the threshold we aimed at keeping the skills with a
high confidence score, but at the same time not to put too high threshold that
discards a lot of skills. We discarded 18.9% of the annotated skills and ended up
with 830 soft skills.

4.2.2 Clustering

After obtaining the list of soft skills, we clustered them in order to group the
words which are synonyms or near-synonyms. Except one-word synonyms,
such as self-directed and self-driven, there are many phrases with the same
meaning, but expressed with slight modifications, such as ability to work under

pressure and willingness to work under pressure.
In order to group semantically similar words, we used an agglomerative

clustering algorithm using the average linkage cosine distance measure using
scikit-learn package [Pedregosa et al., 2011]. Each soft skill was represented
using the mean of word2vec embeddings [Mikolov et al., 2013] trained on Google-
News dataset3. We further refined manually obtained clusters by reassigning
skills to more suitable clusters, and 190 clusters were finally obtained.

4.3 Salary reward analysis

One of the main questions on soft skill analysis was to understand how the
presence or the absence of soft skill requirements in the job description can
affect the salary. Despite of the fact that we can not obtain data from people
directly (such as skills they possess, job position and salary they get), we used
job descriptions that contain information about the salary and required skills,
including soft skills.

In order to see how the presence or the absence of a skill might affect the
salary, we analyzed job ads with the same title and belonging to the same job
category, occurring at least two times. We ignored the word order in the title
and removed stop words. This resulted in 34,071 titles and 158,658 job ads.

3Official archive available at:
https://drive.google.com/file/d/0B7XkCwpI5KDYNlNUTTlSS21pQmM
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For each soft skill s we computed its normalized salary as follows:

rs,c,t =
Ms,c,t −Ms,c,t

Ms,c,t
×100%, (4.2)

where Ms,c,t and Ms,c,t are the average salaries per year of job ads belonging
to job category c having a job title t and containing or not containing skill s,
respectively.

Salary reward denotes how much more (in %) a salary is higher when skill s is
required for a job with a title t. For example, for a title Software Engineer the
average salary with a skill leadership is Ms,c,t = £46,217, while Ms,c,t = £40,010
without leadership requirement. Thus Software Engineer positions requiring
leadership skill pay in average rs,c,t = 15.5% more salary.

To obtain an overall salary reward for a skill s averaged across all categories
and titles, we averaged rewards by the minimum number of job titles, containing
and not containing skill s:

rs =
∑

c
∑

t rs,c,t min
(
Cs,c,t,Cs,c,t

)
∑

c
∑

t min
(
Cs,c,t,Cs,c,t

) , (4.3)

where Cs,c,t and Cs,c,t are the number of job ads belonging to job category c,
having job title t, with or without skill s, respectively.

We applied the averaging to decrease the influence of rewards occurring only
in few job titles. In case some frequent soft skill is present more often than
absent, meaning that min

(
Cs,c,t,Cs,c,t

) = Cs,c,t, then the reward is weighted
with an absent count Cs,c,t and therefore its importance is decreased.

We listed skills with the highest and lowest overall salary rewards in Table
4.1.

First of all, we can see that skills associated with authority, such as delegation

skills, leadership, team building skills are positively rewarded. While skills
listening skills and willingness to learn are less rewarded and associated
with subordination. These results support previous research on occupational
class theories, stating that a high degree of authority allows to demand higher
than average wages [Wright, 1997].

Secondly, we get an evidence that female gender stereotypes are associated
with wage penalties, while male with wage premiums. By gender stereotypes
we mean commonly shared perceptions of female and male attributes. In [Rud-
man and Glick, 2001] it was shown that women are often described often as
possessing kindness, loyalty and warmness (communal behavior), while men with
aggressiveness and competitiveness [Bem, 1974]. So, skills negatively penalized,
such as polite, friendly personality, listening skills, calm seem to align with
communal behaviour, stereotypically associated with women.
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Table 4.1. Skills with the highest and the lowest overall salary rewards rs. Only skills weighted
by more than 50 job ads are shown. p value denotes statistical significance. The Table
is taken from publication V.

Skill Cluster r Count

maturity 11.9∗∗ 112

delegation skills 10.2∗∗ 53

team building skills 9.8∗ 50

strategic planning 9.1∗∗ 608

ability to work in a fastpaced environment 8.0∗ 51

leadership 7.4∗∗ 4743

constructive feedback 6.9∗ 74

proposal writing 6.2∗ 84

ability to improve skills 6.0∗∗ 108

discretion 5.7 309

results driven 4.9∗∗ 541

presentation skills 4.5∗∗ 1464

telephone skills -7.3∗∗ 227

polite -5.9∗∗ 339

dynamic person -5.2 70

dedication -4.6∗∗ 467

friendly personality -4.6 97

listening skills -4.3∗∗ 355

punctual -4.1∗ 248

ability to identify problems -3.1 132

calm -2.8∗ 787

professional manner -2.6∗∗ 2303

willingness to learn -2.2∗∗ 1652

time management -1.8 2149

∗∗p < 0.01, ∗p < 0.05

4.4 Gender and soft skills

Some occupations tend to be dominated by either of the genders. E.g. social work
jobs, nursing and teaching jobs are female-dominated, while construction, manu-
facturing, consultancy are male-dominated based on the UK labour and market
statistics. Consequently this might be reflected in writing job descriptions when
for certain types of categories certain soft skills are used. For example, nurses
are typically perceived as being caring [Bassett, 2002], while good teachers are
described as being patient, warm, creative [Brown and Rodgers, 2002].

We decided to examine which skills are correlated with male and female-
dominated jobs. The purpose of this experiment is to examine to which extent
gender stereotypes are met. For that we decided to solve a regression task
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Table 4.2. The largest and the smallest coefficients from OLS regression using soft skill clusters
to predict the percentage of women based on job category. Count corresponds to the
number of job ads where a given soft skill cluster occurs. Only skill clusters occurring
more than 50 times are shown. p value denotes statistical significance. The Table is
taken from publication V and was modified with summary information about rewards
in each group.

Skill Cluster Coefficient r Count

ability to work with children 0.192 0.3 370

delegation skills 0.095 10.2∗∗ 117

respectful 0.090 -0.3 254

managerial skills 0.083 3.0 146

reasoning skills 0.072 -10.6∗∗ 91

empathy 0.067 -1.3 576

ability to maintain confidentiality 0.059 -0.7 290

sensitivity 0.056 3.0 208

ability to adapt 0.046 4.2∗∗ 635

dedication 0.042 -4.6∗∗ 923

flexible with hours 0.040 -0.3 1864

attentive 0.039 2.2 124

Summary: Mean reward = 0.42, median reward = 0

marketing skills -0.046 -0.7 337

client skills -0.045 3.2∗∗ 975

ability to win new business -0.040 2.2 269

ability to lead project teams -0.037 3.7 200

curious -0.036 4.1 149

diligent -0.035 -0.8 241

ability to present ideas -0.034 2.7 149

courteous -0.030 0.6 450

methodical -0.028 -1.1 1035

attention to detail -0.028 -1.1 7191

self starter -0.026 3.0∗ 904

analytical skills -0.026 2.9∗∗ 3972

Summary: Mean reward = 1.56, median reward = 2.45

∗∗p < 0.01, ∗p < 0.05

(ordinary least squares), where based on the soft skills the percentage of women
in the corresponding job category is predicted. In order to obtain the propor-
tion of women, we first obtained the percentages for various job categories
from employment and labor market statistics given by UK Office for National
Statistics4.

Based on ordinary least squares regression, we selected soft skill clusters, oc-
curring more than 50 times, having the highest and lowest regression coefficients.
Thus the highest positive coefficients show skills being predictive of female-
dominated jobs, while negative of male-dominated. Table 4.2 illustrates that
indeed a large portion of skills comply with the gender stereotypes. Particularly,
skills such as ability to work with children, respectful, empathy, sensitivity,
dedication and attentive are positively associated with the proportion of women.
However there are few skills with positive coefficients rather typically associated
with leadership and male jobs: delegation skills and managerial skills. This

4https://www.ons.gov.uk/employmentandlabourmarket/peopleinwork/
employmentandemployeetypes/datasets/employeesandselfemployedbyindustryemp14
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may show the evidence of women adopting male stereotypes [England, 2010].
When it comes to skills negatively associated with the proportion of women, we
observe skills like ability to win new business, ability to lead project teams

and analytical skills. The absolute values for positive coefficients are larger
than for negative ones, showing a stronger predictive power of “feminine” soft
skills.

4.5 Conclusions

Recently, there has been done quite some effort, like introducing quotas and
educational programs to deal with underrepresentation of women in certain
fields, like politics [Dahlerup, 2017], information technology [Meyer et al., 2015],
public sector [Leszczyńska, 2018], math and engineering [Correll, 2001]. Career
choice processes are affected by gender biases and stereotypes [Correll, 2001],
the lack of success stories and the presence of female and male-dominated
occupations.

To get the evidence of gender stereotypes with respect to occupational seg-
regation we analyzed soft skill requirements using 245,000 job postings from
UK. Since soft skill requirements are related to personality traits, they are
convenient for examining stereotypical traits.

Our work examined soft skill requirements in various job occupations in
order to see whether advertising jobs is in accordance with associated gender
stereotypes. Mentioning stereotypical traits for a given occupation can further
enforce stronger segregation. We also analyzed which soft skills and traits are
rewarded by a higher salary in the market and which skills come with penalty.

The following findings were made based on the large scale quantitative analy-
sis of soft skill mentions in job descriptions:

1. Our matching study has shown that not all skills are valued equally in
the market. The most rewarded soft skills tend to be associated with male
stereotypes and belong to a leadership group of skills, while skills with the
highest salary penalty primarily belong to female stereotypes.

2. Based on our data 45.5% of job ads contain at least three soft skills; skills
are good predictors of gender decomposition

3. Some skills, not typically associated with women, like delegation skills

and managerial skills, positively correlate with high women ratio in an
occupation. This may reflect women adoption of leadership skills.

4. Based on analyzed job ads lower-paid jobs contain more soft skill require-
ments in average. Particularly, low paid jobs with salary less than £20,000
contain in average 3.52 soft skills, while 2.97 for high paid jobs with salary
£60,000-80,0000.

Besides that, we publicly released a dataset with curated soft skill list con-
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sisting of 830 skills and corresponding clusters available at5. In addition to soft
skill list, we uploaded a matrix with soft skill frequencies detected from UK job
description dataset. We hope that this work will further promote the research in
soft skill analysis.

5https://datorium.gesis.org/xmlui/handle/10.7802/1707
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5. Soft skill matching

While matching soft skills in job descriptions in publication V we faced with
the disambiguation problem when soft skill words were matched in the text but
used in a different context. In other words some soft skill words did not describe
the candidates, e.g. “friendly” corresponded to the work environment. In this
chapter we summarize the work made in publication VI where we learned to
predict whether a given soft skill phrase describes a candidate or not based on
the context sentence it appears.

5.1 Introduction

One challenge that we faced in publication V was related to the reliable detec-
tion of soft skill phrases. Since we analyzed soft skill requirements from job
advertisements, we wanted to know how the desired candidates are described.
By naively attributing all matched soft skill phrases to the candidate, we can
expect to get false positive matches.

For example, the skill competitive might be used in the context of competitive
salary or competitive market, in addition to describing the candidate. In fact,
soft skill phrases might be used to describe the company, its environment, team
and other various entities. At the same time, some skills might have various
word senses, e.g. tolerant and patient worker and fault tolerant systems, that we
want to distinguish.

One of the approaches for detecting the entity to which soft skill belongs to
is to apply dependency parsing [Nivre, 2003]. There exists a large variety of
ways to refer to the candidate: by his/her position, university degree level, title,
pronoun, etc. Thus by detecting the entity, if it exists, one has to solve the
additional task of understanding whether the entity refers to the candidate.
Besides, dependency parsing usually outputs a relation for a pair of words rather
than for a phrase.

We defined the task of candidate soft skill matching as binary problem, where a
positive class means that a given soft skill phrase describes the candidate’s trait,
while a negative class covers all other cases. The decision is made using various
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text classification approaches on text snippet where a soft skill occurs. The main
research question here is how to inform the classifier for which phrase in the
text snippet the decision is made for. To address this, we propose various input
representations for the classifier (both generic representations and classifier-
specific).

5.2 Proposed input representations

We are given a sentence/text snippet s= (s1, s2, ..., sk, sk+1, ..., sk+l , ..., sn) consist-
ing of n tokens, where ss= (sk+1, ..., sk+l) is a soft skill phrase for which we need
to make a prediction. In other words, every input consists of a pair (s,ss). A
positive class denotes that a soft skill phrase describes a candidate and negative
one all other cases.

We need to stress that in order to match soft skills in job postings, one has
to detect first those skills using chosen soft skill list resource, for example the
one curated in publication V before being filtered by a confidence score, showing
how likely a skill describes a job candidate. Then we can obtain pairs (s,ss)
for candidate soft skill matching. It is worth noting that while detecting soft
skill phrase in the text, it is beneficial to allow some flexibility using regular
expressions as described in section 2.2.4 in publication V, in other words to allow
partial matches of soft skill phrases.

A naive approach would be to attribute all detected soft skill matches as the
ones describing the candidate. This way we would receive 100% recall and
certain precision, depending on the corpus and soft skill list. The motivation
behind our approach is to improve the precision while performing soft skill
matching.

The baseline approach would be to train a classifier using a whole sentence s
without explicitly informing it about the soft skill phrase and its location in the
sentence.

Below we suggest three proposed input representations.

5.2.1 Soft skill masking

The idea behind this input is to use only the context where the skill occurs
and mask with a fixed token, e.g. xxx, for all words from soft skill phrase:
s = (s1, s2, ..., sk, xxx, ..., xxx, sk+l+1, ..., sn). For example, a text input “bar and
kitchen business seek a dedicated person who wants to be” will be transformed
into “bar and kitchen business seek a xxx xxx who wants to be...”.

This representation makes use of the context around the skill, the location and
the length of the soft skill. At one point, avoiding mentioning explicitly soft skill
phrase helps to rely more on the context that can be crucial for understanding
whether the sentence describes desired candidate traits. On the other hand, the
soft skill phrase itself has a certain probability to describe a candidate in the job
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posting, but here no knowledge about a soft skill is used.

5.2.2 Soft skill masking with additional soft skill embedding input

Since the first way of representing the input misses soft skill information, we
augmented the input with a soft skill embedding. By soft skill embedding
we mean a vector representation of a phrase similar to word2vec embedding
[Mikolov et al., 2013] for one word. In order to obtain a phrase embedding, we
take the mean of its word-embeddings:

ssemb =
∑k+l

i=k+1 si

l
. (5.1)

Since this approach assumes both textual and numeric input, we propose
to use first masked input for the neural network and then augment its last
hidden layer with a soft skill embedding. In other words, the last hidden layer
of the chosen neural network will contain textual features transformed into
some latent numerical space that will be concatenated with a soft skill phrase
embedding.

5.2.3 Soft skill tagging

Another way of input representation keeps the text snippet as it is, except adding
two special tags around the soft skill phrase in question, indicating its beginning
<begin> and <end>: s= (s1, s2, ..., sk,<begin>, sk+1, .., sk+l ,<end>, ..., sn).

This representation addresses the main problem of explicitly telling the clas-
sifier where is the skill in a sentence for which we are making the prediction.
It does the smallest changes to the input and does not require adjusting the
classifier, like the second approach with word embeddings.

All four described representations were used as input to several neural network
algorithms, including Hierarchical Attention Networks [Bahdanau et al., 2014].
Testing various classifiers allows to make more fine-grained comparison of
representations in terms of performance.

5.3 Experimental results and conclusions

Positive class Negative class

Job ads training set 16,656 15,205

Job ads test set 1984 222

CV test 536 77

Table 5.1. A number of samples in training and test datasets. Positive class refers to soft
skill describing a candidate. Both test datasets have naturally imbalanced class
distribution. The Table is taken from publication VI.

61



Soft skill matching

Table 5.2. F1-weighted score, precision and recall, (%) for compared neural network classifiers
across 4 proposed input representations. We fixed the precision for job corpus to
be ≈95% and ≈90% for CV corpus by adjusting the decision boundary between two
classes. Naive approach means labeling all matched skills as candidate soft skills and
F1-weighted score is not applicable due to the absence of negative class. The table is
taken from publication VI.

Job test CV test

Method F1 Pr Re F1 Pr Re

Naive approach N/A 89.50 100 N/A 87.4 100

Unmodified sentence

CNN 80.07 95.5 76.69 82.23 90.26 88.80

LSTM 82.81 95.03 81.69 82.20 90.24 88.80

HAN 77.85 95.35 73.29 78.14 90.68 80.00

Soft skill masking

CNN 79.44 95.19 76.02 79.92 90.36 84.00

LSTM 78.95 95.06 75.34 78.79 90.79 81.12

HAN 82.8 95.07 81.7 47.04 90.34 34.95

Soft skill masking and embedding

CNN 78.17 95.30 73.80 75.08 90.14 75.18

LSTM 82.08 95.06 80.40 76.63 90.52 77.46

HAN 79.87 95.01 76.81 44.75 91.05 32.34

Soft skill tagging

CNN 80.36 95.13 77.54 80.9 90.23 86.19

LSTM 84.18 95.05 83.92 81.33 90.11 87.31

HAN 81.28 95.21 78.94 90.07 89.91 82.56
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We tested the proposed input representations on a training dataset with known
labels that was created using a crowdsourcing. A dataset contains pairs of a text
snippet and a soft skill phrase both from job advertisements and resumes/CVs.
The detailed description of dataset curation is described in sections 3 and 4 of
publication VI. In Table 5.1 we show the number of samples used for training
and test phrases. It is worth to notice that resume data was used only for the test
purposes. The purpose of using resume data was to evaluate model performance
on a dataset from a different domain, in other words to test its generalization
performance. In addition, both test datasets have imbalanced class distribution,
while training dataset was augmented to be balanced. This is the reason why
we used a F1-weighted score for the evaluation.

The main reason was to use the method for improving the precision, that
is why for performance comparison we fixed it to be higher than with a naive
approach (that assigns a positive class to all matches), but at the same time
to keep a reasonable recall. Particularly, in Table 5.2, a naive approach for job
data has 89.50% precision and we set the minimum precision to be 95% for the
comparison. For CV dataset we have chosen 90% since it was harder to achieve
a higher precision.

Based on the experimental results shown in Table 5.2, the following observa-
tions can be done:

• The best performance, obtained on CV dataset was achieved using un-
modified sentence representation, but tagging approach is almost equally
good. It might be caused by the fact that soft skills can be detected without
additional tagging, but just simply by learning the representations to
detect soft skills using training data. Both CNN and LSTM showed almost
the same performance on CV test data using unmodified representation.

• Using soft skill embeddings did not help to improve the performance over
the soft skill masking. By adding soft skill embeddings to the last layer
of a neural network, we used half of the neurons for the embedding and
half coming from the context sentence. The strong prior coming from
the soft skill embedding or the quality of the phrase embedding might
result in decreased performance. In addition, there may be the problem
of hyper-parameter tuning for CNN and HAN, since LSTM model on job
dataset gave better results after adding embeddings.

• Soft skill masking representation still showed a reasonable performance,
proving that the context itself can be used for the prediction. Soft skill
masking with and without embedding showed worse results on CV dataset
possibly due to the presence of very short sentences, for which masking
would result in context with a few words difficult to make prediction for.

• Soft skill tagging showed the best result on job ads dataset using LSTM.
Taking into account sequential nature of the input with <begin> and
<end> tags, it is more common for LSTM to outperform CNN.

Typically, the most ambiguous soft skill phrases are short ones, containing one
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or two words. This is caused by the presence of many senses for each phrase
(fault tolerant system vs tolerant and patient specialist) as well as using
them to describe various entities (friendly team vs friendly home assistant).
For each soft skill phrase one can obtain a probability of referring to a candidate
from a given dataset. We applied this approach in publication V to take only soft
skill phrases, used to describe a candidate with a high probability. The weakness
of this approach is the need to discard some soft skills with a probability lower
than defined threshold and decreased precision, since we rely only on the prior
probability. Besides, this approach requires a number of annotations for each
soft skill in question to obtain probability estimates.

When it comes to proposed input representations, they can be reused for other
tasks where the decision needs to be taken for a particular word or phrase in
the sentence, e.g. for distinguishing between various senses of the word using
word-sense disambiguation [Jurafsky and Martin, 2018], entities with the same
name, etc.
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6. Conclusions

Machine learning offers enormous opportunities to learn from data that comes
in large amounts. Some data, such as free text, often comes in unstructured
format that needs to be further processed to extract the desired information,
like named entities, facts, etc.

In this dissertation we have developed machine learning approaches that
deal with large-scale machine-generated and natural language data that has
unstructured form. We focus particularly on two application fields: Android
malware classification and analysis of job market data including resumes and
job descriptions.

The research in the area of Android malware has been actively held starting
already from 2008 when Android OS became available in the market [Schmidt
et al., 2008, Schmidt et al., 2009]. Android malware classification can be done
using code-based static and dynamic analysis which requires running the ap-
plication in the simulated environment. Publications I, II and III are dedicated
to static machine learning based approach which is gradually refined towards
lower false positive rate, better generalization and being more applicable for the
antivirus industry.

While extracting string features from Android package files, we have noticed
that the number of features we extract is linear with respect to the training
set size. Compared to natural language where the vocabulary is finite, code
features are infinite. To be able to scale the approach for bag-of-words model,
we had to come up with ways of decreasing the feature space using both feature
selection and dimensionality reduction in publication II. We developed log-odds
feature selection and came up with a modification of naive bayes approach
called normalized naive bayes which improved the class separation and resuled
in lower false positive rate. Introduced normalized naive bayes classifier was
further used as a base-learner in an ensemble approach and as a baseline.

To improve further the performance and generalization, we introduced an
ensemble approach where each base learner is trained on a separate feature
group. We came up with ten feature groups depending on their origin and
functional property. Despite that separate feature group contributions vary, the
overall ensemble approach results in better performance. Besides by relying on

65



Conclusions

different feature groups, we decrease possible problems coming from obfuscation.
This is because obfuscation is rarely applied to specific feature types such as
hard-coded strings and is not possible to be applied to certain features such as
permissions.

Finally in publication III we defined a set of antivirus industry requirements
for Android malware classification approaches. Not all approaches proposed in
the research community can be deployed and furthermore the existing perfor-
mance evaluation schemes do not always provide fair estimates. One important
direction towards fair evaluation is separating training and test datasets in
time which is fairly simple to implement in practice. Moreover, performance
can be estimated in time on the evolving streams of new applications which
allows to see the dynamics of the performance in time for the fixed model. Thus,
we hope that this publication will motivate future research works to take into
consideration those requirements and provide more realistic estimates for the
proposed approach.

We consider the following improvements for the proposed classification pipeline:

• Since static approaches are less reliable for classifying obfuscated ap-
plications, being able to detect obfuscated applications and to include
obfuscation related label for the final prediction can be extremely useful.

• Using anomaly detection can help to detect applications where the esti-
mate of the classifier can be less reliable. This comes from the fact that
outliers might contain less previously seen features and therefore provide
less reliable estimates.

Second direction of my research deals with job market data analysis. We
made a large-scale soft skill analysis that studies salary and gender-related
biases. Soft skills unlike hard skills are harder to teach and to quantify and
can be crucial requirements for certain types of jobs. Our works V and VI
contribute to the curation of large soft skill list, reliable soft skill detection and
to estimating the impact of soft skills on salary rewards and gender inequality.
Soft skills are difficult to be detected automatically from unstructured free
text and therefore large enough soft skill list forms the basis of frequently
used skills and can be used further for automatic detection of new soft skills.
Secondly, naively matching a word from soft skill list can result in undesired
matches, when a matched phrase does not describe a candidate. We contribute
to this task by predicting from the context and a given soft skill candidate,
whether it describes the candidate or not. Finally, most interesting part relates
to using soft skill detection for understanding soft skill requirements for various
types of jobs. Those expectations shed the light both on the job-related and
gender stereotypes. In fact, our experiments indicated that female stereotypes
are mentioned more in the female-dominated job descriptions. Besides, job
postings with female stereotypes are less rewarded in terms of salary than male
stereotypes associated with leadership and high status.
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In publication IV we approached the task of resume categorization when
there is no training data available. Since resume screening is costly, automatic
resume categorization into the corresponding job category can speed up this
process. Our experiments with training two neural network classifiers on the
data from the similar domain of job descriptions gave promising results in terms
of generalization performance. This work inspired us to use two widely available
job description datasets in order to extract soft skills and got some attention
from the human resource industry.

Soft skill detection can be further improved by inferring new or similar soft
skill phrases using an initial soft skill list. It can be done by finding both
semantically close skills either using knowledge bases like WordNet [Fellbaum,
1998] or embedding-based approaches [Mikolov et al., 2013, Peters et al., 2018]
on the word and phrase levels. Named-entity recognition approaches such as
BILSTM-CRF [Huang et al., 2015] can be as well trained to tag new soft skills
from the text. More challenging but extremely useful direction is to infer soft
skills based on user actions and activities. For example “I was leading a big
team”, would mean the person acquired team management skills. This would
allow to gather skills supported by some evidence.
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