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Abstract
Multilayer networks are a tool for incorporating temporal information or different
types of data into a single mathematical network object, and with the pipeline
developed in this thesis, can be analysed for statistically enriched equivalence classes
of isomorphic subnetworks, called motifs, in order to understand the structure of the
network.

The function of the human brain can be represented as a network of brain regions,
Regions of Interest (ROIs). In this thesis, I describe and implement a pipeline for
constructing multilayer temporal brain networks (layers correspond to time windows)
and analysing their motifs from fMRI (functional magnetic resonance imaging) data.
For a given fMRI time series data, ROIs are usually defined as unchanging in time,
which, according to recent literature, might be an inaccurate assertion. In the present
pipeline, ROIs within each layer can be defined independently, resulting in ROIs that
change in time. The pipeline finds isomorphism class distributions of the connected,
induced subnetworks of the multilayer brain networks and compares them between
groups of data to identify motifs.

As a proof-of-concept, the pipeline is applied to a real-world fMRI data set,
collected at Aalto University Department of Neuroscience and Biomedical Engi-
neering, which consists of subjects from Finnish and Russian cultural backgrounds
listening to a spoken story with culture-specific elements. We find no points in
time where the isomorphism class distributions of the two subject groups differ
statistically significantly. However, we confirm the expected result that, in general,
the isomorphism class counts in human brains are statistically significantly different
from those in randomized multilayer Erdős-Rényi networks. The pipeline is therefore
shown to find motifs related to fundamental human brain function, but identifying
the possibly subtle differences between the two subject groups might require more
specific hypotheses (restricting the number of isomorphism classes studied) or more
data.
Keywords Multilayer networks, Network neuroscience, Motifs, fMRI, Temporally

variant brain regions
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magneettikuvausdatan pohjalta ja niiden monitasoverkostomotiivien
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Tiivistelmä
Monitasoverkostot ovat väline, jonka avulla yhteen matemaattiseen verkosto-olioon
voidaan sisällyttää aikainformaatiota tai montaa erityyppistä dataa. Käyttäen tässä
diplomityössä kehitettyä työkalua, monitasoverkostojen rakennetta voidaan analysoi-
da tarkastelemalla tilastollisesti vertailudataa useammin tai harvemmin esiintyviä
isomorfisten aliverkostojen ekvivalenssiluokkia, joita kutsutaan motiiveiksi.

Ihmisaivojen toimintaa voidaan kuvata aivoalueiden muodostamana verkosto-
na. Tässä diplomityössä suunnittelen ja toteutan työkalun, jolla voidaan rakentaa
funktionaalisesta magneettikuvausdatasta ajan suhteen monitasoisia aivoverkostoja
(jokainen taso vastaa ajanjaksoa datassa), ja jolla voidaan analysoida näissä verkos-
toissa esiintyviä motiiveja. Aivoalueet funktionaalisessa magneettikuvausdatassa on
tavallisesti määritelty siten, että ne pysyvät muuttumattomina ajanhetkestä toiseen,
mikä saattaa olla virheellinen olettamus viimeaikaisen tiedon mukaan. Toteuttamalla-
ni työkalulla jokaisen verkostotason aivoalueet on mahdollista määritellä itsenäisesti,
jolloin aivoalueet voivat muuttua ajan kuluessa. Työkalu etsii monitasoaivoverkosto-
jen aliverkkojen isomorfismiluokkajakaumat ja vertailee niitä datajoukkojen välillä
tunnistaakseen joukosta motiivit.

Työssä sovelletaan työkalua soveltuvuusselvityksenomaisesti todelliseen funktio-
naaliseen magneettikuvausdataan, joka on kuvattu Aalto-yliopiston neurotieteen ja
lääketieteellisen tekniiikan laitoksella. Koehenkilöjoukko koostui kahdesta ryhmästä,
joista toisella oli suomalainen kulttuuritausta ja toisella venäläinen. Koehenkilöt
kuuntelivat puhuttua tarinaa, jossa oli kulttuurispesifisiä piirteitä. Henkilöiden ai-
voverkoistoista ei löytynyt ajanhetkiä, jolloin isomorfismiluokkajakaumat olisivat
olleet tilastollisesti merkitsevästi erilaiset ryhmien välillä. Koehenkilöiden yhdiste-
tyt isomorfismiluokkajakaumat olivat kuitenkin tilastollisesti merkitsevästi erilaisia
kuin satunnaistetuista Erdős-Rényi-monitasoverkostoista lasketut. Työkalu kykenee
siis löytämään yleiseen avotoimintaan liittyviä motiiveja, mutta koehenkilöryhmien
välisten mahdollisesti hienovaraisten eroavaisuuksien tunnistaminen saattaa vaa-
tia tarkempia hypoteeseja (tarkastellun isomorfismiluokkajoukon rajoittamista) tai
enemmän dataa.
Avainsanat Monitasoverkostot, verkostoneurotiede, motiivit, funktionaalinen

magneettikuvaus, ajassa muuttuvat aivoalueet
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Abbreviations

fMRI Functional magnetic resonance imaging
BOLD Blood oxygen level dependent (signal)
ROI Region of Interest (brain region)
HAC Hierarchical agglomerative clustering
ESU EnumerateSubgraphs (algorithm)
MESU Multilayer EnumerateSubgraphs
i.i.d. Independent and identically distributed
FWER Family-wise error rate
SMS-InI Simultaneous multi-slice inverse imaging
TIC Temporally invariant clustering
TVC Temporally variant clustering
ER Erdős-Rényi (network)
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1 Introduction
The human brain is an endless source of fascination and wonder, and much effort has
been put into understanding its function by researchers from all around the world.
The brain is made of interacting parts, be it neurons, brain regions, or something
else, that form a network. Therefore, researchers often turn to mathematical network
models when data from brain imaging needs to be organized and turned into insights
about how the brain works.

The most common way of translating brain regions into network nodes in network
neuroscience is to use static brain regions, i.e. brain regions that don’t change in
time in functional brain imaging (brain imaging where the function of the brain
is studied with respect to time). However, it has recently been shown that static
definitions of brain regions might be an inaccurate representation of brain function
because of their internal inconsistency [1, 2, 3]. Internal inconsistency implies that
the assumption of functional homogeneity within a brain region (the assumption
that different sub-parts of a brain region all function in unison) is not true in general,
meaning that using these static brain regions as nodes in brain networks is highly
questionable. Low internal consistency of brain regions may also cause spurious edges
to be included in the brain networks, which distorts network structure [1]. Evidently,
there is a need for other ways of defining nodes in brain networks besides static brain
regions – this thesis introduces a multilayer network definition of temporal brain
networks where non-static, temporally evolving brain regions are made possible.

Multilayer networks, a recent tool for unifying all kinds of network definitions
which incorporate different types of data [4], are a great framework for constructing
temporal brain networks where layers correspond to intervals in time and brain
regions can freely change between different layers. By using multilayer networks, the
time evolution of brain regions can be captured as the time evolution of nodes on
different layers. The freedom and flexibility of the multilayer network framework
allows for brain regions to be completely independent between different time intervals,
and similarity of brain regions from one time interval to the next can be encoded
in the properties (e.g. weights) of interlayer edges (edges between layers) in the
multilayer network. The multilayer network generated from functional brain imaging
data can thus not only be subject-specific but its layers can also be time interval
specific, such that personal brain region differences between subjects and differences
between brain regions from one point in time to another during the imaging session
are both captured in the same network object. The brain regions on each layer
can be defined in a data-driven manner, using clustering methods to optimize any
metric of brain region goodness. One of these metrics is the internal consistency of
brain regions: instead of using pre-existing static brain regions and hoping for good
consistencies, the consistencies can be optimized directly and separately for each
time interval.

To understand the function of these multilayer networks where both nodes and
edges are changing with respect to time, the networks can be disassembled into smaller
building blocks known as graphlets and motifs [5, 6]. Multilayer motifs represent
patterns of network connectivity both within each layer (time interval) and between
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the layers, making them an ideal tool for capturing both the interplay of brain regions
within layers and the changes in brain regions from one layer to the next in multilayer
brain networks with temporally changing nodes. Since motif analysis requires no
mapping of nodes between different subjects, networks with personalized brain regions
can be properly compared. Motifs themselves are isomorphic equivalence classes
of subnetworks that are statistically more or less prevalent in one data set than in
another or in a mathematical null model, and can therefore be used to find differences
in brain function between groups of subjects or to analyse the fundamentals of human
brain function with respect to a baseline model. Despite the usefulness of motifs in
analysing the structure of single-layer networks [5], tools for analysing multilayer
network motifs are absent – a need that this thesis aims to answer.

The goal of this thesis is to create a pipeline for the construction and multilayer
motif analysis of temporal fMRI (functional magnetic resonance imaging) brain
networks. Defining what the structure of a multilayer temporal brain network should
be is not an easy task, especially with temporally varying brain regions, and some
choices have to be made and justified. The study of multilayer motifs is also a
developing field, and multilayer motif analysis has not been applied extensively to
temporal brain networks. To the best of my knowledge, constructing temporal fMRI
networks with temporally variant brain regions and analysing multilayer motifs in
them is something that has never been done before. The created pipeline consists of
modular parts which can be used independently of each other, for example to apply
only the motif analysis part to a multilayer network from some other source than
brain data, or to just construct multilayer temporal fMRI brain networks in order to
use another kind of analysis than motif analysis on them. The tools developed in
this thesis are publicly available, and any researchers interested in multilayer brain
networks are encouraged to apply them to their own research topics.

In section 2 of this thesis, background knowledge necessary for understanding
the contents of the thesis is presented. First, the concepts of single- and multilayer
networks, network isomorphisms, graphlets, isomorphism classes of graphlets, and
motifs are presented. Then, some background on network neuroscience is given, to
motivate the need for multilayer brain networks and to present the state of brain
network motif analysis.

Section 3 presents the main work of the thesis: the pipeline for constructing
temporal multilayer fMRI networks and analysing multilayer network motifs in them.
Section 3.1 and Figure 4 present an overview of the whole pipeline, and section 3 pro-
ceeds in the same order as the steps in the figure. Each pipeline step is described and
discussed in a section (some sections cover more than one step). Section 3.8 presents
a new algorithm for enumerating graphlets in a multilayer network, based on a previ-
ously published algorithm for enumerating graphlets in a single-layer network. The
implementation of the pipeline can be found at https://github.com/ercco/multilayer-
brains.

In section 4, the pipeline is applied to a real-world data set consisting of fMRI
imaging data from two groups of subjects with different cultural backgrounds. The
data set and different clustering methods and parameters used in the pipeline are
described: one of the temporally variant brain region clustering methods optimizes

https://github.com/ercco/multilayer-brains
https://github.com/ercco/multilayer-brains
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consistency by hierarchically merging fMRI imaging machine volume elements with
highly correlating time series into clusters, while the other starts from a seed set of
region centroids and procedurally grows them while optimizing the brain region size
weighted consistency over all the regions. Some analysis of the behaviour of networks
constructed using temporally variant brain regions is presented before delving into
the isomorphism class distributions produced by the pipeline. The isomorphism
classes are tested for motifs: no clear difference is found between the subject groups,
but comparing all of the subjects’ brains to a randomized network model yields
a significant difference with every class of isomorphic subnetworks tested. Thus,
the pipeline identifies motifs related to fundamental brain function, but finding
statistically significant motifs between sets of brains with very subtle differences
might require more fine-tuning of the tested hypotheses.

In section 5, the thesis is summarized and discussed, and areas of improvement
and future work are presented.
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2 Background
In order to understand what multilayer networks and their motifs are, we need to
rigorously define single- and multilayer networks (section 2.1) and their substructures
(graphlets) and isomorphisms between networks (section 2.2). To understand why
we construct fMRI networks as multilayer networks, we need to look at network
neuroscience and especially at points of weakness in current network neuroscience
paradigms (section 2.3).

2.1 Complex networks and multilayer networks
A network (also called a graph) is a mathematical entity consisting of nodes (also
called vertices) and edges (also called links) connecting them [7] (Figure 1). Many
different systems can be modelled as networks, such as the neural networks of different
organisms, electrical power grids, collaboration patterns between film actors, the
Internet, and social networks both online and in person [7, 8, 9]. Remarkably, often
networks from wildly different sources share similar properties when reduced to the
abstract mathematical network form [8, 10, 11].

In the mathematically simplest form of networks, nodes form the set V =
{v1, ..., vN}, and edges form the set E ⊆ V×V, E = {(va, vb) | va and vb are connected}.
The node pairs (va, vb) can be ordered or unordered – if they are ordered, the net-
work is called directed (edges have a direction: (va, vb) ̸= (vb, va)), and if they are
unordered, the network is called undirected ((va, vb) = (vb, va)). The network itself is
the tuple G = (V, E), where V is the set of nodes and E is the set of edges in the
network.

Figure 1: An example network with 10 nodes (cyan circles) and 16 edges (black lines
connecting the circles).

There are a number of more complex definitions for networks, created to accom-
modate some specific type of data in some specific field of study. Edges can be
weighted [12], or one edge can connect more than two nodes [13], or nodes can have
different colours associated to them [14, 15], or there can be different kinds of edges
corresponding to different kinds of relationships [16], et cetera. All these kinds of
networks can be represented using a unified multilayer network formalism [4].
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A multilayer network can have multiple layers and any organization of edges
between nodes in different layers [4]. There can be different types – called aspects – of
layers, similar to dimensions in a coordinate system (the word dimension is avoided
here because it is heavily overloaded). A multilayer network has d aspects and a
sequence L = {La}d

a=1 of sets of elementary layers, one set La for each aspect a. Thus,
all layers form the set L̂ = L1× ...×Ld. The network has V nodes, and each node can
be on 1, 2, ..., |L1 × ...× Ld| layers, giving the set of node-layers VM ⊆ V ×L1×...×Ld.
Edges are defined freely between node-layers as the set EM ⊆ VM × VM . Finally, the
multilayer network is defined as the tuple M = (VM , EM , V, L).

Additionally, the node identities in the multilayer network can be regarded as the
0th aspect, simplifying the definition more: M = (VM , EM , L) where L = {La}d

a=0
and L0 = V [4].

A special, more restricted subset of multilayer networks is multiplex networks.
The term "multiplex" has been used in existing literature to represent networks
where there are multiple types or colours of edges corresponding to multiple types
of data between nodes [17, 18, 19, 20]. Mathematically, multiplex networks are
defined in [4] and [21] as "-- diagonally coupled multilayer networks in which each
layer shares at least one node with some other layer in the network --" (Figure 2).
A multilayer network is diagonally coupled if all interlayer edges (edges between
layers) are between nodes and their counterparts in different layers [4], that is, every
interlayer edge only links node-layers that have the same node identity. All layers in
a multiplex network need not have the same set of nodes, but for each pair of layers,
at least one node must be found in both. Networks with multiple types or colours
of edges corresponding to multiple types of data can be represented using the [4]
multiplex definition by assigning a layer to each type of data and representing the
connections within that type of data as edges within the layer in question (intralayer
edges). For a comprehensive discussion on how existing multilayer network concepts
relate to the multilayer formalism used here, see [4].

A
E

D

C
D

A

CB

2

1

0

(a) A multiplex network

A

E

D

C
D

AC
B

2

1

0

(b) A non-multiplex network

Figure 2: A multiplex and a non-multiplex multilayer network. Black lines
represent intralayer edges and grey lines represent interlayer edges. Both net-
works have one aspect and V = {A, B, C, D, E}, L1 = {0, 1, 2}, VM =
{(A, 0), (B, 0), (C, 0), (C, 1), (D, 1), (A, 2), (D, 2), (E, 2)}.
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2.2 Graphlets and motifs
In order to understand the structure of complex networks, we need to define their
building blocks and a notion of equivalence between them. First we address the equiv-
alence problem: when are two networks said to have equivalent structure? Clearly
networks need not be completely identical in order to be structurally equivalent,
since for example re-naming all nodes does not affect the structure of a network.
One way of determining equivalence between networks is through isomorphisms. We
define isomorphisms for single-layer networks first and then present the slightly more
involved definitions of isomorphisms in multilayer networks, closely following the
definitions given in [22].

Then, we define some terms relating to subnetworks of networks, and how
the subnetworks can be classified into equivalence classes based on isomorphisms
(isomorphism classes). With this background information, the network analysis part
of the data analysis pipeline can be understood.

2.2.1 Isomorphisms in networks

In single-layer networks, two networks are isomorphic if one can be transformed
into the other via a relabelling of nodes. This notion can be extended to multilayer
networks [22].

A node map γ is a bijection γ : V → V ′. We define

V γ = {γ(v) | v ∈ V } (1)
Eγ = {(γ(v), γ(u)) | (v, u) ∈ E} (2)
Gγ = (V γ, Eγ) (3)

Two single-layer networks G and G′ are isomorphic if there exists a γ such that
Gγ = G′. Since node maps are bijections, there is also a γ−1 such that G′γ−1 = G.

For multilayer networks, nodes v are replaced by node-layers (v, α) ∈ VM , where
α is a layer, that is, a vector of elementary layer values, one value for each aspect. A
node map behaves similarly to the single-layer case, but now we define

V γ
M = {(γ(v), α) | (v, α) ∈ VM} (4)

Eγ
M = {((γ(v), α), (γ(u), β)) | ((v, α), (u, β)) ∈ EM} (5)

Mγ = (V γ
M , Eγ

M , V γ, L) (6)

Two multilayer networks M and M ′ are node-isomorphic if there exists a γ such
that Mγ = M ′ (and conversely M ′γ−1 = M).

An elementary layer map is a bijection δa : La → L′
a, which relabels the elementary

layers of aspect a. A layer map is a bijection δ : L̂→ L̂′ that relabels all elementary
layers (and thus all layers). For a layer α = (α1, ..., αd), δ(α) = (δ1(α1), ..., δd(αd)).
A layer map is thus a vector of elementary layer maps, one for each aspect. We define
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Lδ =
{︂
Lδa

a

}︂d

a=1
and Lδa

a = {δa(α) | α ∈ La} (7)

V δ
M = {(v, δ(α)) | (v, α) ∈ VM} (8)

Eδ
M = {((v, δ(α)), (u, δ(β))) | ((v, α), (u, β)) ∈ EM} (9)

M δ = (V δ
M , Eδ

M , V, Lδ) (10)

Two multilayer networks M and M ′ are layer-isomorphic if there exists a δ such
that M δ = M ′ (and conversely M ′δ−1 = M).

A node-layer map is a bijection ζ : V × L̂ → V ′ × L̂′, that is, ζ = (γ, δ) =
(γ, δ1, ..., δd) = (ζ0, ζ1, ..., ζd). We define

M ζ = (Mγ)δ = (M δ)γ (11)

M and M ′ are node-layer-isomorphic if there exists a ζ such that M ζ = M ′ (and
conversely M ′ζ−1 = M).

We can define the node identity to be the 0th aspect, and thus a node-layer is
simply v = (v0, v1, ..., vd) where v0 = v and va = αa for a > 0. Then we can write a
node-layer map in a more simplified form

Lζ =
{︂
Lζa

a

}︂d

a=0
and Lζa

a = {ζa(v) | v ∈ La} (12)

V ζ
M = {ζ(v) | v ∈ VM} (13)

Eζ
M = {(ζ(v), ζ(u)) | (v, u) ∈ EM} (14)

M ζ = (V ζ
M , Eζ

M , Lζ) (15)

We define a partial node-layer map ζj1,...,jk
where ζa = 1 if a ̸= jl for all l and 1 is

the identity map which maps an element (elementary layer) to itself. A node map is
thus γ = ζ0 and a layer map is δ = ζ1,...,d. A partial map can be constructed for any
combination of aspects (including node identities, aspect 0). Multilayer networks M
and M ′ are partially isomorphic in aspects j1, ..., jk if there exists a ζj1,...,jk

such that
M ζj1,...,jk = M ′ (and conversely M

′ζ−1
j1,...,jk = M).

There is a hierarchy among isomorphisms in multilayer networks. In particular,
if two networks are node-isomorphic, then they are also node-layer-isomorphic. This
is easy to confirm: a node-layer map

ζ : V × L̂→ V ′ × L̂ such that ζa = 1 for all a > 0 (16)

can be constructed for each node map γ = ζ0 (1 is the identity map). In other words,
if M and M ′ are node-isomorphic, then they are node-layer isomorphic because we
can use an identity map for each aspect > 0 in our node-layer map ζ. However, if
M and M ′ are node-layer-isomorphic, they can either be or not be node-isomorphic.

This relationship has practical implications: when calculating complete invariants
(see section 2.2.2) for our subnetworks, it is wise to consider node isomorphisms and
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not node-layer isomorphisms, since we can always create a map from node-isomorphic
complete invariants to node-layer-isomorphic complete invariants, but not the other
way around.

2.2.2 Graphlets, isomorphism classes, and motifs

A graphlet is a small, connected, induced subgraph (subnetwork1) of a larger network
[6]2. For multilayer graphlets, the definition is otherwise the same as for single-layer
graphlets, except that it is required that no empty layers or nodes that don’t exists in
any of the graphlet’s layers are included in the graphlet3. In multilayer networks, an
induced subgraph Msub of a network M = (VM , EM , V, L) with d aspects is defined
by Vsub ⊆ V and Lsub, where Lsub,a ⊆ La for each a, such that all node-layers in
Vsub × Lsub,1 × ...× Lsub,d that are present in the original network M and all edges
between those node-layers present in M are included in the induced subgraph. A
multilayer induced subgraph is defined to be connected if, for each node-layer in the
network, there is a path from that node-layer to every other node-layer (i.e. the
so-called underlying graph GM = (VM , EM) [4] is connected). Graphlets can be
classified into isomorphism classes based on their topology (structure), such that all
graphlets in a class are isomorphic to each other. Naturally, whether two multilayer
graphlets are isomorphic or not is dependent on the type of isomorphism chosen:
two graphlets might belong in the same node-layer-isomorphic isomorphism class but
in different node-isomorphic isomorphism classes. A motif is an isomorphism class
that is statistically significantly more (or less) frequently found in a data set when
compared to a network null model, or to some other reference data set [5, 25, 26].
Motifs that occur less frequently in data than in a null model are sometimes called
antimotifs [25]; however, here we call all significant graphlets motifs regardless of the
direction of the difference for the sake of simplicity.

All graphlets of certain size can be enumerated in a network and classified into
1The words subgraph and subnetwork are interchangeable. Subgraph is used from now on, since

it is the established term for network substructures.
2This definition is inspired by [6], to distinguish graphlets from network motifs which are defined

in [5] as classes of subgraphs that are statistically significantly more common in some data than in
a null model (strictly speaking, [6] implicitly defines graphlets as types of subgraphs and not as
the subgraphs themselves, but I find it useful to be able to distinguish the actual subgraphs from
classes of equivalent subgraphs). However, [23] defines motifs as "equivalence classes of isomorphic
subgraphs" and [24] defines them as "topologically equivalent subgraphs", which correspond to the
definition of isomorphism classes of graphlets in this thesis (with the exception that we also require
the subgraphs to be connected). The terminology of subgraphs can thus be challenging but I have
tried to keep it as simple as possible in this thesis. No implication of statistical significance is
attached to the terms graphlet or isomorphism class here.

3This requirement may seem odd, but it is necessary, since otherwise a single graphlet in a
network could be represented by multiple different sets of nodes and/or layers. If a larger network
contains node 3 in layer C (and in no other layer), and a graphlet in that network is defined as
nodes 1 and 2 and layers A and B, node 3 could be included without changing the graphlet at all
(i.e. without adding any new node-layers), if not for the requirement that in order to be included
node 3 must be contained in layer A or B or both. The requirement can also be formulated as
"every node and layer used in defining the graphlet must be included in at least one node-layer that
actually exists in the graphlet".
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isomorphism classes, and this distribution of isomorphism classes can be used to
understand the structure of the network. In multilayer networks, the size of a graphlet
can be defined as a list of sizes, one element for each aspect (plus one size for the
number of nodes, aspect 0). For example, in a single-aspect network, we could define
graphlet size as two nodes and three layers, or in a two-aspect network, we could
define the size as two nodes, three layers in the first aspect, and four layers in the
second aspect. One must be careful with this definition of size, however, since it is
not necessary that all layers have all the nodes on them: a one-aspect network with
nodes 1 and 2 on layer A and nodes 2 and 3 on layer B has, in total, three nodes
(1, 2, and 3) and two layers (A and B), even though node-layers (3, A) and (1, B)
don’t exist in the network. Since all graphlets in an isomorphism class must have
the same size for each aspect (this is necessary for the graphlets to be isomorphic),
each isomorphism class has an unambiguous size that can be defined as list of sizes
in the different aspects.

Finding whether two graphlets are isomorphic or not is a problem that belongs
in the non-deterministic polynomial time (NP) complexity class with no known
polynomial time general algorithm [27]. For multilayer graphlets, the problem of
deciding whether two graphlets are isomorphic or not can be reduced to a problem
of deciding whether two node-colored single-layer graphlets are isomorphic or not
[22]. The multilayer isomorphism problem can thus be solved using existing tools for
solving node-coloured isomorphisms.

For grouping graphlets into isomorphism classes, rather than compare every
graphlet with all others to see which it is isomorphic to, it is more convenient to
compute a complete invariant for each graphlet that we find in a network. A complete
invariant is a function of a network such that the complete invariants of two networks
are equal if and only if the networks are isomorphic. In other words: let C(M) be a
complete invariant for a multilayer network M . Then, C(M) = C(M ′) if and only if
networks M and M ′ are isomorphic [22]. This means that the complete invariant of
a multilayer network depends not only on the network itself but also on the type of
isomorphism in question (node, node-layer, etc.). Computing a complete invariant is
based on the idea of canonical forms of networks, where networks that are isomorphic
become identical when transformed into the so-called canonical form [28, 29]. An
efficient tool for finding the canonical forms of node-coloured single-layer networks is
Bliss4 [30], which is used in this thesis to find the complete invariants of multilayer
graphlets5. Other tools for finding canonical forms of single-layer networks are nauty
[31, 27] and Traces [28, 27]. For discussion on network isomorphisms and graphlets
in multilayer networks, see [32].

When counting the numbers of graphlets in different isomorphism classes in
a network, there are dependencies [33, 32]6. In other words, once we know the

4Available at http://www.tcs.hut.fi/Software/bliss/
5Bliss is one of the possible back-ends of the Python multilayer networks library’s complete in-

variant calculator (library available at https://bitbucket.org/bolozna/multilayer-networks-library/).
6[33] and [32] discuss dependencies between orbits, which are essentially node roles within

different isomorphism classes. The same way of thinking can be applied to the isomorphism classes
themselves, resulting in explicit dependencies.

http://www.tcs.hut.fi/Software/bliss/
https://bitbucket.org/bolozna/multilayer-networks-library/
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numbers of graphlets in some isomorphism classes in a network, we can possibly
infer the numbers of graphlets in other isomorphism classes from them, especially
if the network structure is somehow restricted. In section 3 we construct multiplex
temporal networks (among other things), and in such networks dependencies between
small, two-node-two-layer isomorphism classes are immediately evident, since there
are only few isomorphism classes of that size.

To explicitly illustrate the dependencies, we construct equations concerning
graphlets of two nodes and two layers in single-aspect multiplex networks that
have the same set of nodes on each layer (i.e. the networks are said to be fully
interconnected [4]) and where the numbers of intra- and interlayer edges are fixed. For
fully interconnected multiplex graphlets of two nodes and two layers, there are three
node-isomorphic isomorphism classes and two node-layer-isomorphic isomorphism
classes (Figure 3). Let M be a two-layer single-aspect fully interconnected multiplex
network with an equal, fixed number eintra of intralayer edges within each layer and
an interlayer edge between each node on one layer and its counterpart on the other
layer. Let nI1 , nI2 , nI3 be the numbers of graphlets in node-isomorphic isomorphism
classes I1, I2, I3 (pictured in Figure 3) found in M , respectively. Then,

nI1 = nI2 (17)
nI1 + nI3 = eintra (18)
nI2 + nI3 = eintra (19)

where eintra, the number of intralayer edges on a layer, is naturally a constant
that does not depend on the organization of edges within the layers. Note that
nI1 + nI2 + 2nI3 = 2eintra is a constant but nI1 + nI2 + nI3 is not.

Now, let I1,2 and I3 be the node-layer-isomorphic isomorphism classes, and nI1,2

and nI3 be the numbers of graphlets in them found in M , respectively. We note that
nI1,2 = nI1 + nI2 . Using the previous formulas we get:

1
2nI1,2 + nI3 = eintra (20)

nI1,2 + nI3 = not a constant (21)

2.3 Network neuroscience
Network neuroscience spans a wide range of network types found in neurobiological
systems, from molecule-level interactome networks all the way to social networks
between people [34]. When looking at nervous systems, sometimes the network of
neurons can be mapped on an individual neuron level; this is so far possible only for
very simple organisms, such as the nematode Caenorhabditis elegans [35]. Here we
focus on whole-brain functional networks in the human brain where data acquisition
is done using functional magnetic resonance imaging (fMRI). The method produces a
blood oxygen level dependent (BOLD) signal, which is an indirect measure of changes
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(a) I1 (b) I2 (c) I3

Figure 3: Multiplex fully interconnected isomorphism classes of two nodes and two
layers. I1, I2, and I3 are not node-isomorphic, so each represents a different node-
isomorphic isomorphism class. I1 and I2 are node-layer isomorphic, so they both
belong in the same node-layer isomorphic isomorphism class (and I3 represents a
different node-layer isomorphic isomorphism class).

in neuronal activity and has been shown to be correlated between functionally related
brain regions [36]. With fMRI, the brain cannot be mapped on the neuron level;
instead, each volume element (voxel) of the obtained images contains millions of
neurons [37].

In human brain networks, the choice of nodes to represent the elements of the
network is not straightforward and can often be based on partially invalid assumptions
[3]. Voxels can be used as nodes, but more often voxels are grouped into larger regions
called Regions of Interest (ROIs) [38, 26, 39]. ROIs are assumed to be functional
units, with voxels inside them behaving similarly to each other [26]. In three brain
atlases (also called parcellations), Harvard-Oxford, Automated Anatomical Labeling,
and Brainnetome, the mean Pearson correlation coefficient between time series of the
voxels inside ROIs varied widely between different ROIs, bringing into question the
assumption of functional homogeneity within ROIs [1]. In a further study, the mean
correlation within ROIs was shown to vary non-uniformly in space and time, resulting
in the conclusion that "-- the common approach of using static node definitions may
be surprisingly inaccurate" [2].

It is important to remove artefacts arising from the subject’s respiration, heart
rate and movement from fMRI data. One method for extracting such subject-
specific components from fMRI data is maxCorr, which essentially performs principal
component analysis to distinguish principal components which are different between
a subject and all other subjects [40]. Other physiological noise removal methods
include for example CompCor [41] and DRIFTER [42]. Too heavy preprocessing,
such as spatial smoothing, can, however, cause loss of information [38].

Motifs have been investigated in brain networks [26, 43, 44, 45, 46]. Cortex ROI
connectivity matrices were analysed for "structural" and "functional" graphlets in
different species [47] – here, "structural" referred to an actual induced subgraph of the
cortical ROI network, and each "structural" graphlet contained "functional" graphlets,
defined as subgraphs (not necessarily induced) of the "structural" graphlet under
consideration. Thus, each "structural" graphlet contained a fixed set of "functional"
graphlets (all subgraphs of all nodes and any number of edges in the "structural"
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graphlet). It was found that cortical networks contain fewer different structural
motifs, but more functional motifs, than their randomly shuffled counterparts. This
is equivalent to cortex networks containing well-connected structural graphlets more
frequently than badly-connected ones, since well-connected structural graphlets
contain lots of different functional graphlets. The authors theorized that this enables
a fixed set of connections (structural graphlets) to perform multiple different tasks
(functional graphlets), which is evolutionarily favourable.

A two-layer ROI-level multiplex network, where one layer is linked according to
physical structural connectivity and the other according to functional correlation,
was investigated for motifs [48]. Structural connectivity was found to be connected to
positive functional correlation, and structural non-connectivity to functional negative
correlation at a single two-layer link level.

In general, multilayer analyses of brain network motifs have not been very so-
phisticated, either having only few layers ([48]) or focusing on multiplex networks
([49, 50, 51]). In the next section, I present a pipeline for constructing temporal true
(not restricted to multiplex) multilayer brain networks and analysing isomorphism
classes and motifs in them.
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3 Pipeline
The main goal of this thesis is to create a pipeline for 1) constructing temporal
multilayer networks from temporal fMRI data, and 2) analysing multilayer motifs in
the constructed networks. In this section, we describe the pipeline step-by-step, and
in section 4, we apply it to a real-world data set with two distinct subject groups to
see if we can find differences between them and between all subjects and a randomized
null model.

The implementation of this pipeline in Python7 by the author of this thesis is
available at https://github.com/ercco/multilayer-brains.

3.1 Overview of the pipeline
The pipeline contains several steps and two different network construction paradigms
(Figure 4; the pipeline splits into two tracks after step 4, which then merge at step 9.).
There are two guiding principles as to how the pipeline has been constructed. Firstly,
preprocessing has been kept to a minimum. This is possible through the omission
of mapping the fMRI data into a so-called standard space, a space where data from
different subjects and imaging machines is transformed such that the same parts of
the brain correspond to the same locations in the standard space regardless of subject
or fMRI machine specifications. In motif analysis, the location of the subject’s brain
or the brain’s size in the underlying space do not matter. Secondly, brain regions
that change in time have been made possible. In section 2.3, we saw that static brain
network node definitions (nodes in the network correspond to brain regions) may
be an inaccurate representation of the brain’s true function, and consequently the
pipeline at hand has been constructed to answer the need for dynamically changing
brain regions. This is an untapped research area, and there are many questions
regarding how exactly dynamically changing brain regions should be incorporated
into brain network analyses. In this pipeline, we take a data-driven point of view and
use spatial data clustering methods to cluster voxels into brain regions at different
time windows. This network construction method with temporally variant brain
regions is one of the two network construction paradigms included in the pipeline,
and is represented by the left-hand track in Figure 4. The other network construction
paradigm is a more traditional approach where brain regions are pre-defined and
temporally invariant: this is represented by the right-hand track in Figure 4.

Once we have defined the node-layers of the network, an important question is
how to define the edges between them. Often, edges in single-layer brain networks
are defined using (linear) correlation (Pearson correlation coefficient) between time
series of nodes [3]. Thus, it is natural to define intralayer edges in the same way.
Interlayer edge definitions, on the other hand, depend on the structure of the network.
If the network is fully interconnected (see section 2.2.2), it is natural to connect
node-layers to other node-layers with the same node identity, producing a multiplex
network. If the set of nodes changes between layers, then interlayer edges should

7https://www.python.org/

https://github.com/ercco/multilayer-brains
https://www.python.org/
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represent some kind of similarity between nodes on different layers. Sections 3.5 and
3.6 detail the node-layer and edge definitions used in the pipeline.

1. BOLD data from fMRI machine

2. Preprocessing

3. Masking

4. Split into time windows
(network layers)

5. Calculate correlations
between voxels

6A. Cluster voxels into regions
using layer-specific

clustering

6B. Cluster voxels into regions
using an atlas (template)

7A. Calculate correlations be-
tween cluster time series and

overlaps between time windows
7B. Calculate correlations be-

tween cluster time series

8A. Make clustered
true multilayer network MML

8B. Make clustered
multiplex network MMP

9. Threshold to desired density and binarize

10. Enumerate induced subgraphs of desired size

11. Find isomorphism class distribution among induced subgraphs

12. Compare distributions between subject groups
and/or to distributions from randomized models
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Figure 4: A schematic of the pipeline for constructing temporal multilayer brain
networks and analysing motifs in them.

3.2 Data acquisition (step 1 in Figure 4)
As described in section 2.3, fMRI machines produce a blood oxygen level dependent
(BOLD) signal. One fMRI imaging run produces a four-dimensional array of data
(three spatial dimensions and one time dimension). We call the three spatial dimension
values the coordinates of a voxel (volume element of the machine), and the remaining
(time) dimension holds the BOLD value of the voxel for each point in time (i.e. voxel
time series). Since the data is in the form of an array, the voxel coordinates are
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array indices with ranges 0...size of dimension-1 (Figure 5). The spatial dimensions
represent the space being scanned by the fMRI machine, and the precise location,
orientation and size of the brain of the subject in this space varies between different
runs and different subjects.

In practice, the implemented pipeline accepts a data file in the NIfTI8 file format,
read using the NiBabel9 [52] package for Python. Any file format which can be read
with NiBabel and which produces a four-dimensional array in the fMRI scanner space
can be used with minimal modifications to the pipeline.

z
x
y

(0,0,0)
(41,0,0)

(41,41,0)

(41,41,23) (0,41,23)

(0,0,23)

Figure 5: Voxel coordinates in a three-dimensional (spatial) array with dimension
sizes 42, 42, 24. Voxel indexing starts from zero. Some corner voxels are labelled as
an example of how the coordinates look. The brain (red blob) is located somewhere
inside the array in some orientation. A full four-dimensional fMRI data array consists
of consecutive three-dimensional spatial arrays like this one, one spatial array for
each point in time.

3.3 Preprocessing and masking (steps 2–3 in Figure 4)
Preprocessing is a collective term for removing effects known to lead to artefacts
from the data array and for increasing the signal-to-noise ratio in the data [3]. Some
preprocessing is usually required for the raw data array obtained from the fMRI
imaging machine (scanner). Systematic imaging machine drift can be removed
through signal processing methods and transient effects at the beginning of the
run can be removed through omission of data points from the beginning of the
run (taken into account in the experimental setup). Breathing, heartbeat, and
movement artefacts also need to be removed from the data – various methods have
been developed for this purpose [40, 41, 42].

Masking refers to the removal of non-grey matter voxels from the data array
(removal means that the time series of those voxels are set to all zeros, so they are

8https://nifti.nimh.nih.gov/
9https://nipy.org/nibabel/, NiBabel 2.4.0 DOI: 10.5281/zenodo.2620614

https://nifti.nimh.nih.gov/
https://nipy.org/nibabel/
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not included in the construction of the network). Figure 6 illustrates the difference
between masked and unmasked data. Without masking, even areas outside the brain
can appear to have brain activity as a result of artefacts produced by the imaging
machine. After masking, each time point has the same set of non-masked-out voxels,
i.e. the set of "active" voxels with nonzero BOLD values stays the same throughout
the entire span of time captured by the data array.

In network motif analysis, the orientation or location of the brain inside the data
array does not matter, only the relationships between voxels in the brain. Therefore,
affine transformation of the data array to the standard space and supersampling of
voxels signals to match the voxels in the standard space are not necessary, and can
be excluded from the preprocessing. This simplifies the preprocessing pipeline and
removes sources of error arising from supersampling and signal manipulation required
to force the fMRI scanner space into standard space. In this pipeline, the images
(data arrays) are kept in the subject-specific scanner space for the construction of
the brain networks.
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Figure 6: The difference between masked and unmasked data. The data array is the
same in both images, but non-grey matter has been removed in the image on the
right. The images are slices of the four-dimensional data array at specific x, y, z, and
time coordinates (the letter in the corner refers to the spatial dimension that’s held
constant in that image). Black voxels have BOLD signal value 0 – if this value is 0
for each time point in the data, the voxel is not included in the construction of the
network.

3.4 Time windows (step 4 in Figure 4)
In order to construct a temporal multilayer network from the four-dimensional data
array, we split it into time windows along the time dimension. The resulting multilayer
network thus has one aspect, corresponding to time. Each time window gives rise to
one network layer, which we number according to their order in time, starting from 0
(Figure 7). If there are multiple subjects, that is, multiple data arrays, a network is
constructed for each of them individually. The networks are created individually since
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in this thesis the goal is to analyse temporal motifs, and each subject is regarded as
an independent sample from a population of people. However, a two-aspect network
could be constructed, where the first aspect is time and the second aspect is an
ordered set of subjects, and motifs could have an interpersonal element to them.
Nevertheless, in the implemented pipeline, the network construction is performed on
each subject individually using time as the sole aspect.

Since the network only has one aspect, the node-layers (v, α) have only one
number in the layer vector α. To make notation easier, we define α = α, where α
represents the layer number. This way, it is immediately evident from a node-layer
(v, α) that the network is a single-aspect one.

The layers are ordinally linked, i.e. all interlayer links in the network are between
consecutive layers (α ̸= β ± 1 =⇒ ((v, α), (u, β)) /∈ VM ) (Figure 7). This way, each
layer has edges coming in from the previous layer, edges going out to the next layer,
and edges within the layer. The interlayer edges therefore create a natural ordering
of layers in the network. The first and last layers don’t have any edges coming into
them or going out from them, respectively.

Consecutive time windows can overlap by some number of time points. For
example, if we have a data array of dimensions 42× 42× 24× 100 (100 time points),
we can split it into time windows of length 40 and overlap 10. The result is three
data arrays, each corresponding to a time window: the first includes time points
0–39, the second 30–69, and the third 60–99 (time point indexing starts from zero).
Each time window data array in the example thus has dimensions 42× 42× 24× 40.
A sliding time window, where the next window only moves forward one time point
with respect to the previous window, is a special case of overlapping windows where,
if time window length is ttw, overlap is ttw − 1.

Time windows don’t even need to have constant length or overlap. Since each
time window produces a layer, time windows of different length are still comparable.
This can be useful for data where there are natural boundaries for time windows,
for example points in time where stimulus significantly changes. Time windows can
then be defined as the periods of time between these changes, regardless of how the
changes are spread in time.

3.5 Clustering (steps 5–6 in Figure 4)
After splitting the data into time windows, we could, in principle, define the nodes
on each layer as the voxels in the data (that have not been masked out). Each
voxel would correspond to a node, and therefore each layer would have the same set
of nodes (the network would be fully interconnected, see section 2.2.2). However,
this is not a desirable approach for a variety of reasons. Firstly, the division of the
brain into voxels is completely arbitrary and based on the parameters and physical
limitations of the fMRI machine. It is intuitively reasonable to expect that brain
regions are not perfectly rectangular and arranged in a grid, because the brain and
known anatomic regions inside it are not rectangular. Secondly, the brain has been
shown to have functional areas larger than a single voxel [53]. Thirdly, there are a
large number of voxels in an fMRI machine (order of thousands to tens of thousands),
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time t

BOLD signals
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ttw 2ttw0

Figure 7: Timewindows with constant length and zero overlap. The BOLD value
graph represents the entire four-dimensional data array, and the horizontal axis is
the time dimension. The data is split into time windows of length ttw along the time
dimension, and each time window produces one layer in the network. We start layer
indexing from zero. Interlayer edges are only possible between temporally adjacent
layers.

and constructing the networks, enumerating all graphlets of certain size, and finding
the isomorphism class distributions can be computationally intensive if the number
of nodes per layer is large. Therefore, to reduce arbitrariness of brain regions and
for practical reasons, we cluster the voxels in each time window into ROIs (regions
of interest) composed of multiple voxels, and use ROIs as the node-layers of the
multilayer brain network.

A common approach to clustering voxels into ROIs is to use an existing brain
atlas (also called parcellation or template). In the atlas, ROIs are statically defined
and they do not change depending on the data at hand. The atlas is defined in
standard space, and each ROI is defined as a set of voxels in that space. When
applying an atlas, each fMRI data array is first mapped into the standard space,
and then voxels in the data are assigned into ROIs based on the atlas. Once the
mapping from the fMRI scanner space into standard space is obtained, the data
array can either be transformed into the standard space, or kept in the scanner space
and the atlas inverse-transformed into the scanner space to obtain the matching of
atlas ROIs to data array voxels. Either way, the ROI assignments of voxels do not
depend on the data and thus are the same for each time window.

Another approach to clustering voxels into ROIs is to use a data-driven method
which will produce a different result for each data array and thus each time window.
Voxels can be clustered like any other spatially distributed data based on their time
series. This approach has not been used extensively in the literature and is still in its
infancy. There are a plethora of different clustering methods and algorithms available
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for clustering data arrays, and choosing one that produces results that reflect actual
brain function is a very difficult task.

In the pipeline, we implement both atlas-based clustering (each layer has the
same ROIs) and data-driven clustering (each layer has different ROIs). The left-hand
path of Figure 4 (steps 5 and 6A–8A) corresponds to the data-driven option, and
the right-hand path of the same figure (steps 6B–8B) corresponds to the atlas-based
option. The atlas-based option is described in section 3.5.1 (it is addressed first,
because it is the simpler case), and after that, the data-driven option is described in
section 3.5.2.

3.5.1 Temporally invariant clustering (step 6B of Figure 4)

The right-hand path of Figure 4 uses an atlas to cluster the voxels into ROIs. The
clustering is temporally invariant, i.e. it does not change in time. The voxels in each
time window are assigned into ROIs based on an atlas (step 6B in Figure 4), and
the ROI-layer tuples are then used as node-layers. Therefore, each layer contains
the same set of nodes. For an example of the application of temporally invariant
clustering, see section 4. In that section, we use three different atlases to construct
networks from real-world data.

3.5.2 Temporally variant clustering (steps 5 and 6A of Figure 4)

The left-hand path of Figure 4 uses temporally variant clustering, i.e. a clustering
where clusters change in time. Each time window (layer) is clustered individually,
and the time series data of voxels within the time window affect the clustering
(data-driven clustering). Consequently, each layer’s set of nodes will be different from
other layers for one subject, and layers will also be different between subjects. In
temporally variant clustering, the clusters in one time window are dependent only
on the voxel time series in that particular time window, and independent from the
time series in other time windows. In other words, for each layer, the ROI-layer
tuples are defined based on the data in the time window corresponding to that layer,
and the tuples are then used as the node-layers of the network. Therefore, each
layer contains a set of nodes which has variable similarity with the sets of nodes
on other layers (it’s very likely that no two layers will have the exact same set of
nodes, depending on the clustering method). In this pipeline, two nodes (ROIs) are
considered to be the same only if they have the exact same set of voxels, otherwise
the nodes are considered to be different and consequently have different identities in
the network (see Figure 8 for an example). This is a very strict criterion, and might
not be the best approach in every situation (see section 5.1 for more discussion on
different node similarity definitions).

Even the number of nodes need not be constant between layers. Since each layer
is clustered individually, different layers can have a different number of nodes on
them. Depending on the clustering method, the number of nodes on a layer can be a
given parameter or inferred from the time window data array.

For an example of two temporally variant clustering methods that are based
on the voxel correlations within each layer (calculated in step 5 of Figure 4), see
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section 4.2. In that section, we apply hierarchical agglomerative clustering (HAC)
and a consistency-optimizing ROI growth method to a real-world data set. Spatial
constraints are used to ensure that the found ROIs are not fragmented and that
physical connections are possible between voxels within a ROI. These two clustering
methods are included in the pipeline implementation, but users can naturally also
supply their own.

3.6 Network edge assembly (steps 7–8 in Figure 4)
Once we have found ROI assignments for each layer, we can define a time series for
each ROI on each layer in order to add edges to the network. The time series of
a ROI on a layer is defined as the mean time series of the voxels in that ROI on
that layer (time window). Thus, we obtain a single time series for each ROI (instead
of having several voxel time series). This kind of averaging is commonly used in
single-layer brain networks, and its purpose is to remove noise [54]. A ROI is thought
to be a functional unit, and averaging the voxel time series inside the ROI is thought
to reduce the effect of random noise present in voxel BOLD time series values. Now
that ROI time series have been defined, edges can be added to the network.

3.6.1 Intralayer edges

In both temporally variant and invariant clustering, the edges inside layers (intralayer
edges) are defined in the same way. Let α be the layer that corresponds to the αth
time window (so layers are numbered with consecutive integers), and let u and v
be ROIs (nodes) on that layer. The edge between u and v has weight equal to the
Pearson correlation coefficient between the time series of the two ROIs the edge is
connecting. Pearson correlation coefficient is a simple metric for the similarity of time
series, and it’s widely used in network neuroscience [3]. In other words, an intralayer
edge on layer α between nodes (ROIs) u and v has weight w((u,α),(v,α)) defined by

w((u,α),(v,α)) = Cov(X(u,α), X(v,α))
σX(u,α)σX(v,α)

(22)

where u ̸= v, X(u,α) and X(v,α) are the time series of ROIs u and v within time window
α, respectively, and σX(u,α) and σX(v,α) are the standard deviations of the time series
of ROIs u and v within time window α, respectively. Cov is the covariance between
the two time series. Intralayer edges from a node to itself (i.e. edges ((u, α), (u, α)))
are not included in the network.

In step 7 (A and B) of Figure 4 we calculate all correlations between all ROIs at
each time window (layer). In step 8 (A and B), we add all edges corresponding to
the calculated correlations. The intralayer network on layer α is therefore complete,
which means that all edges between all possible pairs of nodes u and v (u ̸= v) are
present. If the number of nodes on layer α is Nα, then the number of intralayer edges
on layer α is

(︂
Nα

2

)︂
= Nα(Nα−1)

2 .
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3.6.2 Interlayer edges

In temporally invariant clustering, each layer has the same set of nodes (ROIs), and
the sets of voxels in two different ROIs are disjoint. This means that each voxel
belongs in one and only one ROI, regardless of time window (layer). Therefore, there
is no overlap in voxels between different ROIs, so in a sense all ROIs are "equally
different" from one another. Consequently, we define the weights of interlayer edges
in the temporally invariant case as follows:

w((u,α),(v,β)) =

⎧⎨⎩1, if and only if u = v and α = β ± 1
0, otherwise

(23)

With this definition, all nodes are linked only to their counterparts in temporally
adjacent layers with an edge of weight 1, and other interlayer edges have weight 0
(in practical terms, edges of weight 0 are not included in the set of edges EM).

In temporally variant clustering, the set of nodes (ROIs) can be different between
different layers. Now, similarity of ROIs on different layers can be defined based on
how many voxels they share. Each ROI is a set of voxels, so we can use any statistic
for similarity of two sets. However, for practicality, we want the statistic to be equal
to 1 if the sets are equal, 0 if the sets are disjoint, and somewhere in between for
partially overlapping sets. A good example of such a statistic is the Jaccard index,
which is defined as the size of the intersection of the ROIs divided by the size of the
union of the ROIs. In other words: let S(u,α) be the set of voxels in ROI u on layer
α. Then, the interlayer edge weights are defined as

w((u,α),(v,β)) =

⎧⎪⎨⎪⎩
|S(u,α)∩S(v,β)|
|S(u,α)∪S(v,β)| , if and only if α = β ± 1

0, otherwise
(24)

With this definition, all nodes are linked only to nodes which are on temporally
adjacent layers and which share at least one voxel with them (if S(u,α) and S(v,β) are
disjoint, then

⃓⃓⃓
S(u,α) ∩ S(v,β)

⃓⃓⃓
= 0).

Actually, Formula 24 is a sufficient interlayer weight definition for both the
temporally invariant and temporally variant clustering case, since it will reduce to
Formula 23 if the ROIs on all layers are the same: If S(u,α) = S(v,β) where α = β ± 1,
then, according to Formula 24, the weight of the edge between (u, α) and (v, β) is
1 and there are no other interlayer edges going from (u, α) to nodes on layer β or
from (v, β) to nodes on layer α (those weights are zero), which is exactly equal to
weights given by Formula 23. The two formulas are presented separately here purely
for making mental visualization of the temporally invariant and variant clustering
networks easier for the reader; Formula 24 is sufficient for defining interlayer edge
weights in both cases.
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3.6.3 Overview of constructed networks

Figure 8 shows a small toy example of the two types of networks, corresponding to
the two different tracks in Figure 4. The temporally invariant clustering network
is a fully interconnected multiplex network with ordinal couplings and interlayer
weights all equal to 1. The temporally variant clustering network is an unrestricted
multilayer network with ordinal couplings and varying interlayer weights.
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(b) Temporally invariant clustering

Figure 8: Example of temporally variant and temporally invariant clustering on a
network of three layers (three time windows) and two to three nodes (ROIs). Black
edges correspond to intralayer edges and grey edges to interlayer edges; edge weights
not shown. Each intralayer network is a complete network. Only temporally adjacent
layers have edges between them: there are no edges between layers 0 and 2 in either
case. Two nodes on different layers have the same name if they contain the exact
same set of voxels. (a): Temporally variant clustering. The number of nodes (ROIs)
per layer can vary (layer 2 has two nodes instead of three). Let S(u,α) be the set of
voxels in node u on layer α. Then, S(c,0) = S(c,1), S(e,1) = S(e,2), S(a,0) ∩ S(d,1) ̸= ∅,
S(a,0) ∩ S(e,1) ̸= ∅, S(b,0) ∩ S(d,1) ≠ ∅, S(b,0) ∩ S(e,1) ≠ ∅, and S(f,2) = S(c,1) ∪ S(d,1).
In other words, ROIs a and b mix together into two new ROIs d and e and ROI
c stays the same when going from time window 0 to time window 1, and ROI e
stays the same and ROIs c and d merge into ROI f when going from time window
1 to time window 2. The intralayer edge weights naturally change as well based
on the correlations between ROIs in that time window. (b): Temporally invariant
clustering. Each layer has the same set of nodes, defined by an atlas. Each interlayer
edge has weight 1. The only thing that changes between layers are the weights of
the intralayer edges (= correlations between ROIs).

3.7 Thresholding and binarization (step 9 in Figure 4)
In both tracks in Figure 4 (steps 5–8), complete intralayer networks are produced.
However, it is not ideal to include all correlations between all ROIs in the network,
since some of these correlations are low and can be even negative. An intralayer
link is thought to represent functional similarity measured by correlation, and thus
we want to keep only the strongest connections in our network. The same thinking
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applies to interlayer networks in the temporally variant case, since even though the
interlayer network between two layers probably will not contain all possible edges,
some edges represent changes of very few voxels and therefore have very small weights
(
⃓⃓⃓
S(u,α) ∩ S(v,β)

⃓⃓⃓
is small).

There are many ways to choose which edges should be kept. In this pipeline, we
opt for thresholding to a fixed edge density. Other ways of thresholding include, for
example, thresholding to fixed mean degree of nodes, which might be better in some
cases. For discussion on alternative thresholding methods, see section 5.1.

The density of a network is defined as the proportion of edges present to the
theoretical maximum number of edges – in the intralayer network on layer α the
maximum number of edges (excluding edges from a node to itself) is

(︂
Nα

2

)︂
= Nα(Nα−1)

2 ,
where Nα is the number of nodes on layer α, and in the interlayer network between
layers α and β (α = β ± 1) the maximum number of edges is NαNβ. Thresholding
keeps a specific proportion of edges with the highest weight: for example, if we
threshold the intralayer network on layer α to 5 % density, after thresholding we will
have 0.05× Nα(Nα−1)

2 (rounded to an integer) edges left on that layer. The edges that
are kept are chosen based on their weight, such that the top 5 % of heaviest edges
remain in the network. Intralayer networks are thresholded in both the temporally
variant clustering case and the temporally invariant clustering case.

Interlayer networks in the temporally variant clustering case can be thresholded
in the same fashion. However, the interlayer networks are probably not complete,
and as such they might contain fewer edges than what the threshold limit is. For
example, if we threshold the interlayer network between layers α and β to 5 % density,
after thresholding we will have at most 0.05×NαNβ (rounded to an integer) edges
left between the two layers. If there are fewer edges than that in the first place, all
edges are kept.

In the temporally invariant clustering case, interlayer edges only connect a node to
its counterparts in temporally adjacent layers, and therefore the interlayer networks
between two temporally adjacent layers already have equal densities. In this case,
there is no need for thresholding the interlayer networks (and all interlayer edges
have weight 1 so thresholding based on weight is not possible anyway).

Besides a density threshold, there are also other ways of deciding which edges
to keep. For example, one could only keep edges with weight over a certain value.
However, when using a density threshold, different networks with the same number
of nodes on layers will have the same number of edges (i.e. if we have multiple
multilayer networks with the same number of layers and NM

α = NM ′
α ∀α for each

pair of networks M, M ′, where NM
α is the number of nodes on layer α in network

M , then all intralayer and interlayer networks will have the same number of edges
between the different networks10). This is convenient for comparing isomorphism
class distributions, since we know that differences in isomorphism class numbers
are not simply a result of different edge densities but actually arise from different
patterns of connectivity.

10Assuming that there are always enough interlayer edges such that the density of an interlayer
network between two layers is originally (before thresholding) larger than the chosen density
threshold.
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After the temporal network has been thresholded (i.e. all intralayer and interlayer
networks have been thresholded), we binarize the edges. Binarization means that all
edges that remain after thresholding have their weight set to 1. This is done because
our isomorphism class definition does not care about the edge weights, only whether
an edge exists or not. Edges with weight 0 are defined as "not existing", but anything
greater than 0 is defined as "existing". The removal of small weights is done in the
thresholding step, and any edges that are heavy enough to survive the thresholding
are thought to represent actual existing connections between ROIs. Binarization
is performed to make this assumption explicit, since even though the pipeline can
be run without it, it makes the the notion that any edge with non-zero weight is
considered a connection when checking isomorphisms clear to any reader or user by
explicitly equalizing the weights of all edges that remain after the thresholding step.

After thresholding and binarization, temporally invariant clustering networks are
still multiplex, and temporally variant clustering networks are still more free form in
the sense that they can be multiplex or non-multiplex (and most probably they will
be non-multiplex). Now that we have finally constructed our network (or networks
for multiple subjects), we enumerate all graphlets in them (section 3.8) and classify
the graphlets into isomorphism classes and decide if any of them are motifs (section
3.9).

3.8 Graphlet enumeration (step 10 in Figure 4)
In order to find the isomorphism class distributions of connected induced subgraphs
(graphlets) of certain size in a network, we need to enumerate (find) all graphlets
of that size in the network. A simple algorithm, where each possible node-layer
combination of desired size is checked for connectedness, is much too slow. For
example, to find all graphlets of three nodes and three layers in a multilayer network
of 100 nodes and 50 layers, we would have to go through all

(︂
100
3

)︂
×

(︂
50
3

)︂
= 3.16932×109

possible subgraphs. If we could perform, for example, 1000 checks per second, this
would still take more than five weeks to complete. If the number of nodes (ROIs)
on each layer is 100, then the size of the overall set of nodes in temporally invariant
clustering networks is 100, but in temporally variant clustering networks it is probably
significantly larger because different layers can have different sets of nodes on them.
Therefore, the number of checks needed for temporally variant clustering networks
will reach even more astronomical numbers. Consequently, when the number of nodes
and layers is reasonably large, as in our brain networks, a complete search is often
not feasible.

To shorten the time required to find the connected induced subgraphs, we use
a more efficient algorithm than a naïve exploration of all induced subgraphs. The
algorithm that we use incrementally grows subgraphs from starting node-layers
in a step-by-step fashion using a recursive exploration of their neighbouring node-
layers to find potential connected subgraphs, and then outputs those that are actually
connected. All connected subgraphs are among the potential subgraphs the algorithm
finds (so all connected subgraphs are guaranteed to be found), but the set of potential
connected subgraphs might be larger than the set of actually connected subgraphs (for
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discussion of this phenomenon, see section 3.8.3). However, even when some potential
connected subgraphs turn out to not be connected, the algorithm considerably narrows
down the search space for connected subgraphs and can explore our brain networks
in reasonable time.

The enumeration algorithm is a multilayer generalization of the EnumerateSub-
graphs (ESU) algorithm for single-layer networks introduced by Wernicke [55]. We
call this algorithm multilayer ESU, or MESU for short. For our temporal fMRI brain
networks, we only need a version which assumes that the network has one aspect
(time), presented in algorithms 1 and 2.

3.8.1 Definition of multilayer ESU (MESU)

Multilayer ESU (MESU) consists of two parts, the main loop for going through all
node-layers in the network (algorithm 1), and the recursive algorithm for growing
subgraphs from the starting node-layer (algorithm 2).

The MESU algorithm is implemented by the author in the Python multilayer
networks library pymnet11.

3.8.2 Description of MESU – comparison to ESU

MESU follows similar recursive logic and node labeling strategy as the original ESU,
but there are some key differences. Instead of single-layer network nodes, the vertices
of the network are node-layers. In the original ESU, each node is given a label by
which the nodes can be ordered. In MESU, each node-layer is labeled instead. This
is to prevent the algorithm from arriving at a given subgraph more than once. In the
original ESU, there is Vextension which contains the nodes the algorithm can grow the
subgraph with. In one-aspect MESU, there is instead a Vextension and Lextension, which
contain the nodes and layers the algorithm can grow the subgraph with, respectively.
As a consequence of having other aspects than just nodes, the addition of a node or
layer to the subgraph can add more than one node-layer to the graph. The concept
of Vextension can be generalized to more aspects by having one extension set for each
aspect.

The algorithm upholds both Vextension and Lextension in a fashion similar to the
original ESU. In multilayer ExtendSubgraph (algorithm 2), either a node or a layer
is popped from the respective extension set and added to the growing subgraph
(which is kept in the form of a nodeset V and a layerset L, contrary to original ESU,
where there is only a nodeset).

In the main loop, the algorithm loops over each node-layer (v, α) in the network.
Thus, the recursive part of the algorithm begins with a single node-layer (with label
tv,α), that is, a nodeset and a layerset of cardinality 1 both. When a node or a layer
is added to the growing subgraph, all node-layers that are consequently added are
iterated over to check the neighborhoods (similarly to original ESU, but there only
one vertex was added at once so there was no iteration over multiple vertices).

11https://bitbucket.org/bolozna/multilayer-networks-library
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Algorithm 1 Multilayer EnumerateSubgraphs (MESU), one aspect

Input: Multilayer network M = (VM , EM , V, L) with one aspect (i.e. L = {L1} and
node-layers (v, α) = (v, α1) = (v, α)) and the desired number of nodes nnodes and layers
nlayers in the subgraphs to be found
Output: All connected induced subgraphs (e.g in the form (list of nodes, list of layers))
with nnodes nodes and nlayers layers
Definitions:
Neighbors: (u, β) is a neighbor of (v, α) if and only if there is an edge connecting them.
1: Determine required nnodes and nlayers

2: Give each node-layer (v, α) ∈ VM a unique label t(v,α) by which they can be ordered
3: V, L, Vextension, Lextension ← ∅, ∅, ∅, ∅
4: for each node-layer (v, α) ∈ VM do
5: V ← V ∪ v
6: L← L ∪ α
7: for each neighbor node-layer (u, β) of (v, α) do
8: if t(u,β) > t(v,α) then
9: if u ̸= v and (u, α) ∈ VM =⇒ t(u,α) > t(v,α) then

10: Vextension ← Vextension ∪ u
11: end if
12: if β ̸= α and (v, β) ∈ VM =⇒ t(v,β) > t(v,α) then
13: Lextension ← Lextension ∪ β
14: end if
15: end if
16: end for
17: Call multilayer ExtendSubgraph with M , S, V , L, (v, α), Vextension, Lextension,

nnodes and nlayers

18: end for

For each added node-layer, its neighboring node-layers are iterated over. If the
neighbor’s label is greater than the starting label tv,α, then the node identity and the
layer identity of the neighbor are checked for possible inclusion in the extension lists
of the next recursion step (algorithm 2 lines 27–34). The check involves making sure
that the node or layer identity is not already included in the original neighborhood
of V and L and that it has not already been added to the subgraph as a result of
popping from Vextension or Lextension. It’s also checked that if the node or layer were
added to the extension list of the next recursive step, it’s addition would not cause
any node-layers with label less than tv,α to be added to the subgraph in future steps.

Then, multilayer ExtendSubgraph is called with V and L plus the popped item
from either extension set, and the new extension sets constructed with the neighbors
of the node-layers added as a consequence of the popping.

The main point of the algorithm is that an extension list is upheld for both nodes
and layers and whenever a node or layer would be added to an extension list, instead
of just checking that the neighboring vertex has a label greater than the starting
vertex (as in the original ESU), it is also checked that adding the node or layer only
introduces possible other vertices (in this case, node-layers) whose labels are greater
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Algorithm 2 Multilayer ExtendSubgraph
1: if |V | > nnodes or |L| > nlayers then
2: Return
3: end if
4: if |V | = nnodes and |L| = nlayers then
5: if the induced subgraph defined by V and L is connected then
6: Output V and L
7: Return
8: else
9: Return

10: end if
11: end if
12: Vorig,nghbr ←

{︂
x | (x, ξ) is a neighbor of a node-layer in V × L ∩ VM , x /∈ V, t(x,ξ) > t(v,α)

}︂
13: Lorig,nghbr ←

{︂
ξ | (x, ξ) is a neighbor of a node-layer in V × L ∩ VM , ξ /∈ L, t(x,ξ) > t(v,α)

}︂
14: while Vextension ̸= ∅ or Lextension ̸= ∅ do
15: Vnew ← V
16: Lnew ← L
17: pop item i from either Vextension or Lextension

18: if i is a node then
19: Vnew ← Vnew ∪ i
20: else if i is a layer then
21: Lnew ← Lnew ∪ i
22: end if
23: V ′

extension ← Vextension

24: L′
extension ← Lextension

25: for each node-layer (w, γ) ∈ (Vnew × Lnew \ V × L) ∩ VM do
26: for each neighbor node-layer (q, δ) of (w, γ) do
27: if t(q,δ) > t(v,α) then
28: if q /∈ Vorig,nghbr, Vnew and ∀(r, ϵ) ∈ q × Lnew ∩ VM : t(r,ϵ) > t(v,α) then
29: V ′

extension ← V ′
extension ∪ q

30: end if
31: if δ /∈ Lorig,nghbr, Lnew and ∀(r, ϵ) ∈ Vnew × δ ∩ VM : t(r,ϵ) > t(v,α) then
32: L′

extension ← L′
extension ∪ δ

33: end if
34: end if
35: end for
36: end for
37: Call multilayer ExtendSubgraph with M , S, Vnew, Lnew, (v, α), V ′

extension, L′
extension,

nnodes and nlayers

38: end while
39: Return

than the starting vertex’s. This is a consequence of an addition in the multilayer
space being able to add more than one node-layer to the induced graph. (Also, note
that it is not sufficient to just check all node-layers that would be added to the graph,
because a neighboring node-layer might have a node or layer identity not in the
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subgraph’s nodeset or layerset, respectively, and this would enable some subgraphs
to possibly be found more than once. Therefore, both the node-layers that would
be added and the actual neighboring node-layer whose node or layer identity we
are evaluating need to be checked to have a label greater than that of the starting
node-layer.).

Like in the original ESU, we can only add nodes and layers that are not in the
neighborhood of the pre-popping subgraph (exclusive neighborhood). This prevents
the algorithm from adding nodes or layers to the subgraph which have already been
added elsewhere in the recursion chain, so that there is exactly one way of reaching
a given subgraph (a given nodeset and a given layerset).

3.8.3 Potential connected subgraphs

MESU finds subgraphs that are potentially connected and then checks that they
are actually connected before outputting them (line 5 of algorithm 2). The check
is required in MESU (but not in the original ESU) because, unlike in single-layer
networks, in multilayer networks we can arrive at a connected subgraph via an
intermediate unconnected subgraph. If a node-layer is connected to our subgraph,
adding the node or the layer identity of the node-layer into the nodeset or the layerset
of the subgraph, respectively, can cause the addition of node-layers that make the
subgraph unconnected. Adding subsequent elements into the nodeset or the layerset
can make the subgraph connected again. The key difference to single-layer networks
is that in single-layer networks, we can always arrive at a subgraph by adding only
connected nodes and thus keeping the growing subgraph constantly connected, but
in multilayer networks sometimes going via an unconnected intermediate sugraph
is unavoidable. Therefore, we cannot know in advance if our potential connected
sugraph is actually connected – this has to be determined once the nodeset and
layerset have reached their final lengths (Figure 9).

3.8.4 Random sampling

The MESU described in algorithms 1 and 2 enumerates all graphlets of desired size
in a network. Sometimes the number of graphlets is so large that the algorithm will
not finish in reasonable time. However, for example in motif analysis a complete
graphlet enumeration is often not necessary: instead, being able to randomly sample
graphlets from the network in an unbiased way can be good enough to perform the
analysis. Sampling is much faster than complete enumeration and enables the study
of very large networks.

MESU, like the original ESU, can be used to randomly sample only a portion
of the graphlets in a network. Each graphlet is sampled at the same probability
(algorithm is unbiased), but the probabilities of each graphlet being sampled in a
given network are not independent in general. To randomly sample, the algorithm is
modified as follows:

• In algorithm 1 line 17, instead of calling multilayer ExtendSubgraph always,
call it with probability p0
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Figure 9: Potential connected subgraphs. Assume that in network A and network
B ta,0 < tv,α ∀ (v, α) ̸= (a, 0). If we now use multilayer ESU to find all connected
subgraphs where nnodes = 2 and nlayers = 2 in network A, we first have V = {a}
and L = {0}, and Vextension = {b} and Lextension = {1}. Then, no matter from which
extension set we pop, the resulting intermediate induced subgraph (({a, b}, {0}) or
({a}, {0, 1})) is unconnected. Then, when we add the remaining element (layer or
node), we get the subgraph ({a, b}, {0, 1}) which is unconnected in this case. However,
if we instead run multilayer ESU on network B, the two possible intermediate
subgraphs are still unconnected, but the final subgraph ({a, b}, {0, 1}) is connected.
In order to find this connected subgraph in network B, an unconnected intermediate
subgraph can’t be avoided if ta,0 < tv,α ∀ (v, α) ̸= (a, 0). Since the algorithm needs to
produce the correct output regardless of the label assignments, we have to enumerate
potential connected subgraphs and then check whether they are actually connected
or not.

• In algorithm 2 line 37, instead of calling multilayer ExtendSubgraph always, call
it with probability pdepth, where depth is the recursion depth of ExtendSubgraph
(the call of ExtendSubgraph from EnumerateSubgraphs is at depth 0)

The probability of sampling a given graphlet is therefore ∏︁k
i=0 pi, where k is the

maximum recursion depth defined by nnodes and nlayers. The length of the vector
p = (p0, p1, ..., pk) therefore has to be nnodes − 1 + nlayers − 1 + 1 (that is, k =
nnodes − 1 + nlayers − 1) for graphlets of nnodes many nodes and nlayers many layers.

3.8.5 Implementation details

There are some tricks used in the implementation, which are not required for the
algorithm to function but speed up its real-world implementation. Firstly, the input
network is copied at the beginning of the algorithm, and the copy is used as input.
The starting node-layers are iterated in ascending order of their labels, and after a
starting node-layer has been iterated over in the main loop of EnumerateSubgraphs,
all edges to it are removed from the copy. This does not affect the result since the
node-layer is unreachable after this point because of its label. However, it reduces
the number of neighbors to consider for subsequent starting node-layers.
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Secondly, in growing the intermediate subgraph, first the nodes are popped and
then the layers (i.e. a layer is popped only if Vextension is empty). If the cardinality
of V is equal to nnodes, Vextension is set to the empty set because no nodes can be
added to produce a subgraph with nnodes many nodes. After this point, only layers
are popped. This speeds up the running of the algorithm.

Thirdly, in random sampling, determining whether to continue recursion is not
done when ExtendSubgraph would be called, but instead before the neighborhood
calculations (that is, after the popping), which greatly speeds up the algorithm.

3.9 Isomorphism class distributions and motifs (steps 11–12
in Figure 4)

Once all (or a sample of all) graphlets of certain size have been enumerated, they are
classified into isomorphism classes based on their structure. As described in Section
2.2.2, all graphlets that are isomorphic to each other are in the same isomorphism
class, and all graphlets in an isomorphism class are isomorphic to one another.

The pipeline steps 1–9 (Figure 4) produce a network M with layers 0, 1, 2, ..., αmax

for each fMRI data array (i.e. if there’s more than one subject and/or imaging run,
one network is produced for each subject/run). At step 11, we assign the graphlets
found at step 10 into isomorphism classes on a layerset-by-layerset basis. A layerset
is a set of l consecutive layers, where l is the number of layers in the graphlets that
we are looking for (the size of a graphlet is defined by the number of nodes n and
the number of layers l in it12). For example, when enumerating graphlets of three
nodes and three layers, first we find all such graphlets between network layers 0, 1, 2
and assign them to isomorphism classes, then we find all such graphlets between
network layers 1, 2, 3 and assign them to isomorphism classes, then we continue in this
fashion (moving forward in the network one layer at a time) until we reach network
layers αmax − 2, αmax − 1, αmax, after which the entire network has been searched
for graphlets of three nodes and three layers. The number of nodes of the graphlets
we want to find is not important when splitting the network into layersets, but the
number of layers is. Since all interlayer edges are between temporally adjacent layers,
the layerset-by-layerset approach is guaranteed to enumerate and classify all possible
graphlets of desired size.

Using the layerset-by-layerset approach rather than enumerating all graphlets
of n nodes and l layers in network M in one sweep, we get information on the
time evolution of isomorphism classes. The layerset-by-layerset approach results in
time series (of sorts) of isomorphism classes, where time points are layersets. Each
isomorphism class found in the network has its own time series, where we can see how
the number of graphlets in that isomorphism class changes over time. The number of
layers in a layerset naturally depends on the number of layers in the graphlets we are
analyzing, such that time series of graphlets of two layers will have two-layer layersets
as their time points, time series of graphlets of three layers will have three-layer

12Here, n corresponds to nnodes and l corresponds to nlayers from section 3.8. We use a more
short-hand notation because there is no danger of variable confusion in this section.
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layersets as their time points, et cetera. If we want to look at the isomorphism
class distributions over all layers in network M , we can simply sum together the
time series for each isomorphism class to find the total number of graphlets in that
isomorphism class in network M . Therefore, the layerset-by-layerset approach is
more versatile than simply finding all isomorphism classes on all layers in one go.

3.9.1 Node isomorphisms with layer re-indexing

When performing motif analysis, we consider node-isomorphic isomorphism classes
and node-layer-isomorphic isomorphism classes. However, we do not simply calculate
the complete invariant of a graphlet as-is when finding its node-isomorphic isomorphic
class, since this would mean that each layer combination would produce isomorphic
classes exclusive to it (layer labels aren’t allowed to be changed in node isomorphisms).
Instead, we first rename the layers by subtracting the smallest layer number among
them from each layer, thus re-indexing them to start at zero. That is, if a graphlet
has layers L0, L1, ..., Lk where Li are consecutive nonnegative integers such that
L0 = L1−1 = ... = Lk−k, they are relabeled to L0−L0, L1−L0, ..., Lk−L0 = 0, 1, ..., k
before the node-isomorphic complete invariant is calculated.

Re-indexing and then finding the node-isomorphic isomorphism class of a graphlet
achieves the goal of having the direction of time matter while also enabling comparison
between different layersets. The order of the layers is preserved (but not their absolute
position with respect to the full data) such that node-isomorphism with re-indexing
sits somewhere between ordinary node-isomorphism and node-layer-isomorphism
(Figure 10). In the following sections, node isomorphisms with re-indexing are
referred to simply as "node isomorphisms" in order to simplify terminology.

3.9.2 Finding significant motifs

Finding which isomorphism classes are motifs and which are not requires a comparison
between at least two sets of data for each isomorphism class, since a motif is defined
as an isomorphism class that’s statistically significantly more or less common in some
data than in other data or in a null model [5, 25, 26]. Since data from a null model
can also be regarded as data from a "group of subjects" (who aren’t humans in this
case but some mathematical constructs or randomizations of existing data), in this
section we describe the process of finding motifs as a comparison between two groups
of subjects.

When the isomorphism class distributions (i.e. numbers of graphlets in each
isomorphism class) have been found for each subject and layerset, they need to be
compared in order to find out which isomorphism classes are statistically significantly
different between the populations that the subject groups have been sampled from.
For this, we use Welch’s unequal variances t-test for the means of the two different
groups [56, 57]. The null hypothesis is that the population means of the numbers of
graphlets in the isomorphism class being tested are equal between the two groups; the
alternative hypothesis is that the population means are different. For each layerset
and isomorphism class, we perform one test, comparing the vector of values of subjects
in group 1 with the vector of values of subjects in group 2. As a result, we get time
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Figure 10: Re-indexing. The network (top) contains three graphlets of two nodes
and two layers: A, B, and C. All three are node-layer-isomorphic with each other.
Without re-indexing, none of the three are node-isomorphic with any other, that is,
the network contains graphlets of three node-isomorphic isomorphism classes with
one graphlet in each. Re-indexing A, B, and C produces graphlets D, E, and F,
respectively. All three are node-layer-isomorphic with each other just like before
re-indexing, but now D and E are also node-isomorphic with each other. With
re-indexing, the network contains graphlets of two node-isomorphic isomorphism
classes, with two graphlets in one and one graphlet in the other class. Re-indexing
is an operation which preserves the direction of time in the graphlets but makes it
possible to compare node-isomorphic structures of graphlets between different sets of
layers.

series of p-values for each isomorphism class. The testing is done layerset-by-layerset
because that way we can say exactly at which layersets possible differences occur.
For example, if the two subject groups are two sets of people watching a film, then
each layerset corresponds to a time interval in the film (possibly partially overlapping
with other time intervals from different layersets). Then, if we find a difference in
isomorphism class I at a specific layerset, we can check which time interval in the film
corresponds to this layerset and possibly find an interpretation for why the subject
groups’ brains differ at this exact interval in the way described by isomorphism class
I.

If we don’t care about when the possible differences occur, we can simply aggregate
all graphlet numbers for each isomorphism class over all layersets and see if there are
overall any differences between the isomorphism class distributions. Additionally,
Welch’s t-test is not the only possible statistical test for finding motifs. Welch’s t-test
has been implemented in the pipeline, but after obtaining the isomorphism class
distributions any test that’s suitable for the experimental setup can naturally be
used.

Welch’s t-test assumes that the populations where the samples have been drawn
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follow normal distributions and that the samples from a population are independent
and identically distributed (i.i.d.), but does not assume that the population variances
are equal [56]. Additionally, the sample sizes need not be equal.

In Welch’s unequal variances t-test, the test statistic is given by [57]

t = µ̂1 − µ̂2√︃
s2

1
n1

+ s2
2

n2

, (25)

where µ̂1 is the sample mean of the first group sample and µ̂2 is the sample mean of
the second group sample, s2

1 and s2
2 are their sample variances, respectively, and n1

and n2 are their sample sizes, respectively.
Under the null hypothesis that the population means are equal (µ1 = µ2), the

test statistic follows Student’s t-distribution with degrees of freedom [57]
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The p-value of the test is the probability that we observe at least as extreme a
value for our test statistic as the value obtained from our samples given that the null
hypothesis is true.

Even though Welch’s t-test assumes that the distributions we compare are normal,
they don’t necessarily need to be so for the test to be useful due to the central limit
theorem. The central limit theorem states that the sum of i.i.d. random variables
with finite variance tends to a normal distribution when the sample size tends to
infinity, even when the random variables themselves are not normally distributed.
The number of graphlets in a specific isomorphism class I in a layerset is a sum of
indicator variables: if I has n nodes and l layers, the number of graphlets in that
isomorphism class in that layerset is ∑︂

m∈Mn,l

1m∈I , (27)

where Mn,l is the set of all possible induced subgraphs of n nodes and l layers in
that layerset and 1m∈I is 1 if m ∈ I and 0 otherwise. If we assume that each induced
subgraph has a certain probability of being a graphlet in isomorphism class I, then
we can apply the central limit theorem with some caveats. Firstly, the indicator
variables are not independent, since some induced subgraphs share edges between
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them. However, for each induced subgraph, the vast majority of other induced
subgraphs are edge- and node-layer-disjoint if we have a reasonable number (≥
dozens) of nodes on each layer. Secondly, the sample size (

⃓⃓⃓
Mn,l

⃓⃓⃓
) is not infinite, but

usually it is "large enough". Thirdly, the indicator variables are probably not strictly
identically distributed. With all this in mind, we apply the central limit theorem to
the number of graphlets in isomorphism class I in a layerset and say that it follows a
normal distribution "somewhat closely" – at least well enough that Welch’s t-test can
be used. As we will see in Figure 21 in section 4.9.2, the distribution of the number
of graphlets in an isomorphism class visually resembles a normal distribution, so the
assumptions are not completely unrealistic.

If we compare a data set obtained from the real world to a mathematical random
network null model, we don’t necessarily need to perform a two sample statistical test
if the isomorphism class probability distributions of the model can be found. In other
words, if the model is simple enough, we can calculate the probability distributions
for the numbers of isomorphism classes without having to simulate the random model.
Then, we can simply use the random model as the statistical null model and calculate
the probabilities of observing isomorphism class numbers at least as extreme as
those found in the real-world data set networks under the assumption that they were
drawn from the random network model isomorphism class distributions. In this case,
the null hypothesis is that the real-world population isomorphism class distribution
follows the random model’s distribution, and we get a p-value for each isomorphism
class which is used to accept or reject this null hypothesis.

When finding motifs, if we perform N tests, then even if the null hypothesis is
true in all cases, we will see on average α × N p-values that are significant at a
significance level α. To counteract this, we perform multiple correction for fixing
the overall significance level of the set of all tests to α. A suitable correction is for
example the Holm-Bonferroni correction [58], which ensures that the probability of
rejecting one or more true null hypotheses (i.e. family-wise error rate, FWER) is at
most α.

3.10 Pipeline wrap-up
Once all statistical tests have been performed, we declare that the isomorphism classes
whose (population) mean graphlet counts were found to be statistically significantly
different between the two groups are motifs, and the rest are not. If we test each
layerset separately, then we can say at which point the difference manifests (an
isomorphism class can be a motif in a certain layerset and not a motif in other
layersets). If we test values aggregated over all layersets, then we can only say that
the graphlet numbers were different for the motifs over the course of the entire fMRI
imaging run. Once we know what the motifs are, then the interpretation of their
function and meaning depends on the specific application area. The description of
the pipeline ends with the discovery of the motifs; in the next section, we apply
the pipeline to a real-world data set where subjects from two different cultural
backgrounds were subjected to a naturalistic auditory stimulus.
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4 Applying the pipeline: a case study
In this section, the pipeline described in the previous section is applied to a real-
world data set with two subject groups. Both temporally invariant and temporally
variant clustering methods are used, although the focus is on the latter because they
are the more novel and interesting brain network construction method. Properties
of networks with temporally variant clustering of brain regions are described and
analysed, and isomorphism class distributions are calculated for all clustering methods.
In section 4.9, statistical tests are performed to find motifs: the time-point differences
between the two subject groups are too subtle to persist after multiple correction,
but comparison to randomly shuffled Erdős-Rényi networks identifies all isomorphism
classes as motifs of overall human brain function.

4.1 Data set
The data was acquired at the Aalto University Advanced Magnetic Imaging Centre
at the department of Neuroscience and Biomedical Engineering (NBE). The imaging
machine was a 3 tesla MAGNETOM Skyra (Siemens Healthcare, Erlangen, Germany)
fMRI machine (32 channel coil). The data collection, preprocessing, and imaging
experimental design were performed by Maria Hakonen, Iiro Jääskeläinen, Janne
Kauttonen, Miika Koskinen, Mikko Sams, and Anastasia Lowe (no contribution of
the author).

The set of subjects consisted of 51 individuals divided into two groups, subjects
with Finnish cultural background and subjects with Russian cultural background.
The Finnish background group consisted of 25 subjects, with ages 19–35 (25.08±4.45,
mean ± standard deviation), 12 male and 13 female. The Russian background group
consisted of 26 subjects, with ages 18–35 (24.69± 4.74, mean ± standard deviation),
13 male and 13 female. All of the subjects were native or near to native Finnish
speakers.

The subjects listened to a spoken story (in Finnish) while being imaged. The
story incorporated cultural elements specific to Russian culture at different points,
aimed to invoke different feelings and associations in the Russian cultural background
group than in the Finnish cultural background group. The imaging was done in 9
segments, each 4–9 minutes long, which we call runs (numbered 2–10, run 1 was a
calibration run). The runs were performed consecutively in one experiment, with a
short break of a few minutes in between. The entirety of the story was 1 hour 10
minutes 5 seconds long.

4.1.1 Imaging sequence

The fMRI imaging was performed using simultaneous multi-slice inverse imaging
(SMS-InI) [59]. In the method-introducing article ([59]), SMS-InI was shown to
achieve 100 ms temporal resolution with 5 mm isotropic resolution in whole-brain
imaging. A 200 ms latency between stimuli in left and right hemi-fields (hemi-field
= half of the field of vision) was shown to lead to a matching 200 ms latency in the
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signal in right and left visual cortices, showing that SMS-InI is able to capture quick
changes in brain activity. The current data set was captured with a 100 ms temporal
resolution, i.e. the BOLD value of each voxel was recorded at a frequency of 10 Hz.
With this resolution, the data array produced from a five-minute (300 seconds) run
would have 3000 time points. The sizes of the spatial dimensions of the data arrays
were 42, 42, and 24 (x-, y-, and z-directions), and the size of each voxel was 5 mm
× 5 mm × 7 mm. The size of the temporal dimension naturally depended on the
specific run in question.

4.1.2 Preprocessing

Several preprocessing steps were applied to the data array obtained from the fMRI
imaging machine, and the data was masked in order to remove non-grey matter
(steps 2 and 3 in Figure 4). Firstly, the time points which were dedicated at the
beginning of each run for capturing transient effects were removed (12.3 seconds
removed from the beginning of each run). Secondly, the drift of the imaging machine
was removed using a Savitzky-Golay filter [60]. Thirdly, the data was coregistered
with the subject’s anatomical image in order to produce a grey-matter mask [61].
Fourthly, breathing, heartbeat, and movement artefacts were removed using maxCorr
[40]. Notably, the data arrays were not transformed into a standard space; instead,
the subsequent construction and analysis of temporal multilayer brain networks was
done using data arrays representing the imaging machine space, leaving out the
commonly used data transformation preprocessing step.

To illustrate what the voxel time series looked like, Figure 11 shows the time
series over one run for one voxel in one subject’s data array after preprocessing.
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Figure 11: Time series of one grey matter voxel over one run for one subject after
preprocessing has been applied. The sampling frequency was 10 Hz, so 10 time points
correspond to one second.
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4.2 Clustering methods
Both temporally invariant and temporally variant clustering methods were applied
to the data (step 6B and steps 5–6A in Figure 4, respectively), to see what kind of
isomorphism classes and possible motifs different approaches produce.

4.2.1 Temporally invariant clustering

Three different atlases (also called templates or parcellations) were used, Harvard-
Oxford [61] (95 or 96 ROIs, depending on alignment of subject’s grey matter to the
template in a specific run), Cambridge [62] (122 ROIs), and Schaefer 2018 [63] (100
ROIs). All of the atlases had a comparable number of ROIs, around 100. Since the
data arrays were kept in the fMRI imaging machine space instead of the standard
space, the templates were fitted to this space from the standard space that they are
defined in. This meant that the template arrays had the same spatial dimensions as
the data arrays, 42× 42× 24, and that the template array for a specific template was
different for each subject and each run. The atlas-based networks were, as explained
in section 3.6, multiplex.

4.2.2 Temporally variant clustering

Two different clustering algorithms were used to obtain multilayer networks with
temporally variant ROIs. Since consistency (i.e. mean Pearson correlation between
voxel time series within a ROI) has been considered a measure of the functional
homogeneity of a ROI [3], the clustering methods were chosen to be based on voxel
correlations. Additionally, since ROIs need to be physiologically viable (e.g. they
cannot consist of multiple disconnected areas in the brain), structural constraints
were imposed to make sure that the voxels within each ROI could have actual
physical connections between them. Because of these structural constraints, almost
no standard general purpose clustering methods could be applied to the data. The
two clustering methods used here were structurally constrained hierarchical clustering
and a consistency-optimizing cluster growth method dubbed consistency growth.

1. Structurally constrained hierarchical agglomerative clustering (HAC)
At each time window, the Pearson correlation coefficient matrix between voxel
time series was calculated for all pairs of voxels. In other words, if V was the
number of grey matter voxels (i.e. voxels not masked out), then the correlation
matrix R had size V ×V and its element Ri,j contained the correlation coefficient
between voxels i and j. From the correlation matrix, a correlation distance
matrix Rdist was calculated by setting each element to Rdist

i,j = 1−Ri,j. This
way, the larger the correlation between two voxels, the smaller the correlation
distance between them.
Then, hierarchical agglomerative clustering with average linkage and structural
constraints, as implemented in scikit-learn13 [64], was used to cluster the voxels

13https://scikit-learn.org/stable/modules/generated/sklearn.cluster.AgglomerativeClustering.html,
version 0.20.3

https://scikit-learn.org/stable/modules/generated/sklearn.cluster.AgglomerativeClustering.html


46

using the correlation distance matrix. The structural constraint was defined
as follows: for each voxel, its neighbouring voxels were defined as the voxels
that shared a face with it, and only voxels or clusters of voxels that shared at
least one voxel face could be merged. The idea behind the constraint is that in
order for two nearby voxels to have a physical connection between them, there
needs to be a nonzero area where they touch each other. Out of the 26 voxels
that touch a specific voxel in at least one point, only the 6 voxels that share a
face with it have a nonzero shared area. The constraint guaranteed that all
clusters stayed connected in the clustering process, i.e. that there was a way to
get from each voxel to each other voxel within a cluster by traversing through
voxel faces.
In the clustering process, first each voxel was placed in a cluster of its own
(the starting number of clusters was equal to the number of voxels). Then, the
clusters with the smallest correlation distance between them were merged into
one cluster, reducing the number of clusters by one. The correlation distance of
a cluster with more than one voxel with clusters that shared at least one voxel
face with it was defined as the mean correlation distance between voxels in
the clusters (so-called average linkage)14. The merging of the clusters with the
smallest correlation distance between them was then repeated over and over,
each time reducing the number of clusters by one, until the desired number
of clusters was obtained. In this case study, 100 clusters were used, since it
was a round number close to the number of ROIs in the atlases used in the
temporally invariant clustering track. The obtained clusters (guaranteed to be
connected by the structural constraint) were then used as ROIs on the layer
corresponding to the time window being clustered.

2. Consistency growth
The idea behind this algorithm was to optimize the cluster-size-weighted mean
consistency of the clusters 15 in each time window in a greedy stepwise manner
[65, 66, 67]. The algorithm was implemented by D.Sc. Onerva Korhonen. At
each time window, a set of voxels was first assigned as the seed clusters of this
method. The algorithm grew the clusters from the seed clusters (single voxels)
in a stepwise fashion: at each step, one voxel was merged into a cluster, such
that the merge of that cluster-voxel pair decreased the cluster-size-weighted
mean consistency of all clusters the least, minimizing over all possible cluster-
voxel pairs16. The cluster-size-weighted mean of all clusters was calculated

14As it turned out when running the pipeline, it appears that the scikit-learn implementation of
this kind of structural constraint results in the mean correlation distance between two clusters being
defined as the mean of the correlation distances of voxels that share a face between the two clusters.
In other words, the distance between two clusters was only defined by the voxels that shared a face
at the boundary between the two clusters and not by all voxels that were included in the clusters.

15Consistency of a cluster (ROI) = mean correlation coefficient between voxels in that cluster
16Since the consistency of a cluster consisting of only a single voxel is 1, the maximum consistency

possible, in practice each merge event decreased the consistency. Finding the "best possible" merge
was therefore equivalent to finding the "least bad" merge.
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by multiplying each cluster’s consistency by its size, summing all the size-
multiplied consistencies, and then dividing the sum by the sum of all cluster
sizes. This helped balance the size distribution of the clusters, such that a
situation where one cluster is huge and the rest very small could be avoided.
Similarly to HAC, a voxel could only be merged into a cluster if it shared a face
with at least one voxel in that cluster, making sure that the clusters stayed
connected. The merging was repeated until all voxels were assigned to clusters
– the number of clusters was determined by the number of seed voxels.
In this case study, we used the centroid voxels of each ROI in the Harvard-
Oxford atlas as the seed clusters in each time window. The obtained clusters
were then used as ROIs on layers, and each layer thus contained 95–96 ROIs,
depending on the specific subject and imaging run.

4.3 Pipeline threshold parameters
Besides the clustering method or methods, we needed to specify the intralayer and
possible interlayer edge density thresholds (step 9 in Figure 4, see also section 3.7).
In single-layer networks, for example densities such as 3 % and 10 % have been used
[38]. Since a single intralayer network is similar to a single-layer network, we chose
(somewhat arbitrarily) to use a 5 % intralayer edge density threshold.

An interlayer threshold is only required in temporally variant clustering networks,
since in temporally invariant clustering networks nodes on layers are simply linked
to corresponding nodes on adjacent layers (see section 3.6). The interlayer threshold
affects the multiplexity of the multilayer networks, i.e. how close to a multiplex
network the thresholded network will be. Here, we chose to investigate the interlayer
edge distributions in our two temporally variant clustering methods more closely to
find a good balance between edge weight cutoff and network multiplexity (sections
4.5 and 4.6). Especially, the interlayer threshold for the consistency growth method,
the better of the two temporally variant methods (see section 4.4), was set to 1.283
%.

4.4 ROI sizes in temporally variant clustering
Before delving into the isomorphism classes produced by running the pipeline on our
data, we look at the size distributions of ROIs produced by the temporally variant
clustering methods (this section) and at the distributions of various properties relating
to the interlayer edges (sections 4.5 and 4.6).

Figure 12 shows the distributions of ROI (i.e. cluster) sizes in the two temporally
variant clustering methods, aggregated over all layers, runs, and subjects. The size
of a ROI is defined as the number of voxels in it. The data arrays contained around
8000–9000 grey matter voxels (that is, voxels that were not masked out), the exact
number depending on the specific subject and run. From the figure, we see that
when using HAC as the clustering method, most of the ROIs were very small (fewer
than 10 voxels), there were some very large ROIs consisting of almost all the grey
matter voxels, and ROIs between the two extremes were quite rare. In short, HAC
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produced ROI distributions where there was a single very large ROI and many very
small ROIs on each layer. This is not a very good distribution from a neuroscience
perspective, since it would mean that there is essentially only one huge brain area in
human brains comprising most of the grey matter.

On the other hand, using consistency growth as the clustering method yielded
a more balanced cluster size distribution, where most ROIs consisted of dozens of
voxels, and even the largest ones consisted of only hundreds of voxels instead of
thousands. ROIs of this size can be reasonably said to be possible brain regions or
coherent functional units within the brain.

Clearly, different clustering methods produce different results. From the two
clustering methods applied here, we can say that consistency growth is clearly the
superior clustering method for temporal fMRI brain networks, at least in our data
set.

4.5 Interlayer edge weight and number distributions
To gain more information about the behaviour of the interlayer edges that the
temporally variant clustering methods produced, we look at the distributions of their
weights and numbers. The weight of an interlayer edge represents similarity between
the ROIs on different layers that it is connecting (weight = Jaccard index between
the sets of voxels in the ROIs). Edge weight distributions are thus interesting for
seeing how much the ROIs changed in the data. It is also interesting to see how
many edges of weight greater than zero there were between two consecutive layers,
and how this number varied between different layer pairs.

4.5.1 In HAC

The edge weight and number distributions for HAC are shown in Figure 13. We see
that there were between 140 and 210 edges between any given consecutive pair of
layers, which is quite little. Since there were 100 nodes on each layer, these numbers
translate to interlayer densities ranging from 140

100×100 = 1.4% to 210
100×100 = 2.1% (mean

in- and out-degrees of 1.4–2.1, see section 4.6). Since these densities were already
quite small, no interlayer thresholding was applied to HAC-clustered networks.

Most of the edges produced by HAC had very small weights (less than 0.01 for
76.7 % of all interlayer edges). A small edge weight implies that there is some
spurious change between two ROIs, for example a single voxel switches from one
ROI into another. Excluding edges with weight < 0.01, most other edges had very
large weights (> 0.99). A large edge weight implies that the two clusters are (almost)
the same, i.e. the cluster does not change from one time window to another. Both of
these extremes can be effects caused by the ROI size distribution in HAC, which
had one huge ROI and many small ones on each layer.

4.5.2 In consistency growth

The edge weight and number distributions for consistency growth are shown in Figure
14. There were between 450 and 750 edges between any consecutive pair of layers, and
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(a) HAC cluster size distribution
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(b) Consistency growth cluster size dis-
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Figure 12: Cluster size distributions over all layers, runs, and subjects for the two
temporally variant clustering methods. Cluster size is defined as the number of voxels
in the cluster. The vertical axes are logarithmic. (a): HAC cluster size distribution.
The vast majority (97.1 %) of clusters have size ≤ 10. On each layer, one large cluster
captures most of the voxels, and the rest of the voxels are divided between very small
clusters. (b): Consistency growth cluster size distribution. Mean cluster size 47.8,
standard deviation 22.6. No single cluster dominates, and there are many clusters
of comparable size on each layer. (c): Consistency growth cluster size distribution,
zoomed into the 0–100 cluster size interval. Consistency growth is clearly superior
for producing clusters of reasonable size.

since there were 95 or 96 nodes on each layer (depending on the specific subject and
run), all interlayer densities were at least 4.8 % and at most 8.3 % before thresholding
(mean in- and out-degrees of 4.7–7.9, see section 4.6). The edge numbers were high
enough so that thresholding could be applied.

The edge weight distribution was somewhat weighted towards small values, mean-
ing that there were spurious changes of one or few voxels between ROIs on different
layers. We wanted to remove some of these small weight spurious edges by threshold-
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Figure 13: HAC clustering: distributions of interlayer edge weights and numbers with
no interlayer thresholding. Interlayer edge weight is defined as w = |A ∩B|/|A ∪B|,
where A and B are the sets of voxels in the two nodes (= voxel clusters/ROIs).
(a): Distribution of interlayer edge weights among all subjects and all runs (0.191±
0.377, mean ± standard deviation). Note that the vertical axis is logarithmic. (b):
Distribution of the number of interlayer edges (for which w > 0) between two layers
among all consecutive layer pairs in all runs for all subjects (172.5 ± 10.2). (c):
Distribution of the number of interlayer edges for which w ≥ 0.01 between two layers
among all subjects and all runs. (d): Distribution of the number of interlayer edges
for which 0.99 ≥ w ≥ 0.01 between two layers among all subjects and all runs. A
small edge weight means that the two clusters differ greatly (share only a very small
set of voxels); a high one means that the clusters are very similar. The distribution
of the weights is highly polarised between very small and very large values. There
are a total of 3 141 107 interlayer edges with w > 0, of which 16.1 % have w > 0.99
and 76.7 % have w < 0.01. (In fact, w = 1 for all edges with w > 0.99, so these
edges connect clusters which are exactly equal.) Excluding edges with small weights
(c) or edges with small or large weights (d) yields a shape roughly similar to (b).

ing the interlayer networks. First, a 5 % threshold equal to the intralayer threshold
was applied, but this didn’t change the overall edge weight distribution much. Then,
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a more directed approach was taken: the density was calculated from the weight
distribution such that, on average, weights below a certain cutoff were removed by
the thresholding. For removing edges below weight w, the number of edges with
weight > w out of all edges aggregated over all consecutive layer pairs, runs, and
subjects was calculated. This number was then divided by the total number of
possible interlayer edges aggregated similarly over all consecutive layer pairs, runs,
and subjects17. The resulting quotient was then the threshold that would, on average,
remove edges of weight w or less. Since the threshold was equal for all layer pairs,
the cutoff limit was not exact, but rather a smooth boundary.

The lower part of Figure 14 shows edge weight distributions for the 5 % initial
threshold and for thresholds derived from cutoffs of 0.15 and 0.20. In other words,
for cutoff 0.15, the threshold density was calculated such that on average edges with
weight less than 0.15 would be removed, and for cutoff 0.20, the threshold density was
calculated such that on average edges with weight less than 0.20 would be removed.
The calculated thresholds were 1.283 % and 0.885 % for cutoff values 0.15 and 0.20,
respectively.

By thresholding, we want to remove as many spurious, small-weight edges as
possible, so a lower density is better here (up to a limit). However, removing interlayer
edges lowers the interlayer degrees of nodes18, making the network more multiplex-like
and simplifying the multilayer nature of the network. To capture more complex
multilayer phenomena, a higher density is thus better. The choice of density is
therefore a balance between these factors; section 4.6 focuses on the effects of the
threshold densities on the interlayer degrees of nodes.

17Since some runs on some subjects only had 95 ROIs instead of 96 (resulting from the Harvard-
Oxford atlas aligning differently with the grey matter), the total number of possible edges was a
weighted sum of 95× 95’s and 96× 96’s.

18That is, the numbers of interlayer edges adjacent to a node.
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Figure 14: Consistency growth: distributions of interlayer edge weights and
numbers (with and without thresholding). Interlayer edge weight is defined as
w = |A ∩B|/|A ∪B|, where A and B are the sets of voxels in the two nodes (= voxel
clusters/ROIs). (a): Distribution of interlayer edge weights among all subjects and
all runs with no interlayer thresholding (0.094± 0.111, mean ± standard deviation).
Note that the vertical axis is logarithmic. There are a total of 10 856 758 interlayer
edges with w > 0, of which 0.004 % have w > 0.99 and 7.8 % have w < 0.01.
(b): Distribution of the number of interlayer edges (for which w > 0) between two
layers among all consecutive layer pairs in all runs for all subjects with no interlayer
thresholding (596.3± 35.8). (c): Distribution of edge weights with 5 % interlayer
threshold, 0.118± 0.116. (d): Distribution of edge weights with 1.283 % interlayer
threshold (0.15 weight cutoff), 0.279± 0.118. (e): Distribution of edge weights with
0.885 % interlayer threshold (0.20 weight cutoff), 0.326± 0.113.
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4.6 In- and out-degrees
In the temporally invariant clustering methods, every node on a layer was linked to
its counterpart on the previous and on the subsequent layer. There was exactly one
interlayer edge "coming in" and exactly one "going out". However, in the temporally
variant clustering methods, the numbers of in- and out-going edges had much greater
freedom. We define the in-degree of a node as the number of edges adjacent to that
node coming in from nodes on the previous layer, and the out-degree of a node as the
number of edges adjacent to that node going out to the nodes on the subsequent layer.
Therefore, for each run, the in-degree of nodes on layer 0 was zero, and the out-degree
of nodes on the last layer was also zero. These zeros were not interesting information,
since they were a necessary inevitability arising from the fact that the runs started
and ended at some points in time. Therefore, the end-point zeros were removed from
the in- and out-degree distributions. For all nodes on layers in between the first and
the last layer, the in- and out-degrees were at least one before interlayer thresholding.
After thresholding, some of these nodes could also have in- our out-degree zero (and
these zeros were not removed since they actually carried information). Since each
interlayer edge contributed +1 to the total sum of both in- and out-degrees in each
pair of adjacent layers, the mean in-degree was equal to the mean out-degree when
aggregated over layers, runs, and subjects. However, despite the means being equal,
the distributions and their standard deviations were not exactly the same (although
they were quite close).

The in- and out-degrees produced by HAC (aggregated over all layers, runs,
and subjects) are shown in Figure 15. The distributions are similar to the ROI
size distributions, which indicates that the large ROI probably had a large in- and
out-degree (corresponding to small changes between ) and many of the small ROIs
had in- and out-degree 1, meaning that they didn’t change at all between layers.
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Figure 15: HAC in- and out-degree distributions aggregated over all pairs of consec-
utive layers, runs, and subjects, excluding zeros arising from layer end-points.

More interesting are the distributions for the consistency growth clustering, shown
in Figure 16. When applying thresholds from section 4.5, the smaller the threshold,
the lower the mean in- and out-degrees. Since we wanted to preserve (on average)
more complex interactions than simply each node being linked to one node on the
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previous layer and one node on the subsequent layer, we wanted to keep the mean
degrees above one. With both the initial threshold of 5 % and the threshold arising
from cutting the weight distribution at 0.15 (1.283 % threshold), the mean degrees
were greater than one. However, with the threshold arising from cutting the weight
distribution at 0.20 (0.885 %), the mean degree dipped below one. Therefore, since
the 5 % threshold kept too many low-weight edges (section 4.5) and the 0.885 %
threshold lowered the mean in- and out-degrees too much, the interlayer threshold
for consistency growth generated networks was chosen to be 1.283 %.
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Figure 16: Consistency growth in- and out-degree distributions aggregated over all
pairs of consecutive layers, excluding zeros arising from layer end-points. Mean
in- and out-degrees are equal (µ), but their standard deviations (σ) might not
be. Top: before thresholding, µ = 6.217, σin = 2.004, σout = 2.006. Second:
after 5 % thresholding, µ = 4.788, σin = 1.482, σout = 1.484. Third: After 1.283
% thresholding, µ = 1.227, σin = 0.578, σout = 0.578. Bottom: after 0.885 %
thresholding, µ = 0.843, σin = 0.534, σout = 0.534.
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4.7 Overall isomorphism class numbers
Now that we have looked at different interlayer distributions produced by the tem-
porally variant clustering methods and selected appropriate threshold parameters
for both the temporally invariant and temporally variant methods, we look at the
isomorphism classes produced by running the pipeline. Overall, many different
isomorphism classes were found in the data at least once. In order to compare the
temporally invariant and the temporally variant clustering approaches, we aggre-
gated the total isomorphism class numbers by clustering paradigm. The numbers
of different node-isomorphic isomorphism classes with re-indexing can be found in
Table 1 and the numbers of different node-layer-isomorphic isomorphism classes can
be found in Table 2, organized by graphlet size (number of nodes and number of
layers). These numbers show how many isomorphism classes were found in the data
at least once in the entire data set.

The number of different isomorphism classes grows quickly when the number of

Table 1: Numbers of different node-isomorphic isomorphism classes (with re-indexing)
found in all subjects over all runs in the different clustering paradigms. TIC = tempo-
rally invariant clustering, and TVC = temporally variant clustering. The temporally
invariant clustering included three different atlases, and the temporally variant
clustering included two different data-driven clustering methods. All isomorphism
classes that were found in temporally invariant clustering networks were also found in
temporally variant clustering networks, and therefore the set of isomorphism classes
in temporally invariant clustering networks is a subset of the set of isomorphism
classes in temporally variant clustering networks.

TIC TVC In both
Layers Nodes Layers Nodes Layers Nodes

2 3 4 2 3 4 2 3 4
2 3 16 250 2 6 46 657 2 3 16 250
3 7 112 – 3 21 627 – 3 7 112 –

Table 2: Numbers of different node-layer-isomorphic isomorphism classes found in
all subjects over all runs in the different clustering paradigms. TIC = temporally
invariant clustering, and TVC = temporally variant clustering. The set of isomorphism
classes in temporally invariant clustering networks is a subset of the set of isomorphism
classes in temporally variant clustering networks.

TIC TVC In both
Layers Nodes Layers Nodes Layers Nodes

2 3 4 2 3 4 2 3 4
2 2 10 137 2 4 26 348 2 2 10 137
3 5 68 – 3 14 348 – 3 5 68 –
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nodes or the number of layers increases, reaching several hundred for four nodes and
two layers and three nodes and three layers. This means that, even though not all
isomorphism classes are found at every layerset, the number of Welch’s t-tests is
large when comparing the means of the isomorphism class numbers between Finnish
and Russian cultural background subjects for each isomorphism class separately. The
number is increased further by performing the tests for each layerset in each run.

As a reminder, we define multiplex networks as multilayer networks which are
diagonally coupled and in which every layer shares at least one node with another layer
in the network [4]. We then define multiplex isomorphism classes as isomorphism
classes where all networks in that class are multiplex (if one network is multiplex, then
the others necessarily are also multiplex; conversely, if one network is not multiplex,
then none of the others can be multiplex). All isomorphism classes found in our
temporally invariant clustering networks (networks constructed using pre-calculated
brain region atlases) were necessarily multiplex, since each ROI was only connected
to itself between two consecutive layers, and the voxel composition of ROIs didn’t
change between layers. However, in the more free-form temporally variant clustering
approach, where each layer was clustered separately, no such restrictions existed.

Looking at the isomorphism class numbers in the two clustering paradigms, we
notice that in general, the number of isomorphism classes found in networks with
temporally variant ROIs was 100–460 % larger than the number of isomorphism
classes found in networks with temporally invariant ROIs (on average 222 % larger
for node-isomorphic isomorphism classes and 201 % larger for node-layer-isomorphic
isomorphism classes) (Tables 1 and 2). This means that in a multilayer brain network
where node identities (voxel clusters, ROIs) are allowed to change, we see a much
richer variety of different connectivity patterns in time. This is natural since a) the
temporally variant clustering networks need not be fully interconnected and can thus
include isomorphism classes where the number of nodes can be different for each
layer and b) there is more freedom for interlayer edge configurations in them than
in strictly multiplex temporally invariant clustering networks. Additionally, we see
that all isomorphism classes found in temporally invariant clustering networks were
also found in temporally variant clustering networks (Tables 1 and 2), which means
that temporally variant clustering only increases the variety of different isomorphism
classes without losing any of them in comparison to temporally invariant clustering
networks.

To investigate the source of the larger diversity in temporally variant clustering,
we calculated the number of multiplex and non-multiplex isomorphism classes found
in the constructed multilayer brain networks, aggregated over all runs and subjects,
for each of the two clustering methods (Table 3 for HAC and Table 4 for consistency
growth).

In HAC, there were more multiplex than non-multiplex isomorphism classes.
Even when subtracting the number of isomorphism classes found in temporally
invariant clustering networks, the number of multiplex isomorphism classes is still
larger than the number of non-multiplex isomorphism classes. This implies that the
increase in diversity of isomorphism classes in HAC when compared to temporally
invariant clustering comes mainly from the fact that in HAC, a larger variety of
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multiplex isomorphism classes is possible than in temporally invariant clustering
due to more free organization of interlayer edges and the fact that isomorphism
classes need not be fully interconnected. On the other hand, in consistency growth,
there were more non-multiplex than multiplex isomorphism classes (and a smaller
number of different classes in total than in HAC or in temporally invariant clustering),
indicating that in this method the multiplex isomorphism classes are not as important
in producing diversity as in HAC, and that the diversity comes instead from non-
multiplex isomorphism classes. The two temporally variant clustering methods thus
produced quite different results in overall isomorphism class numbers and diversity.

4.8 Isomorphism class time series
For each isomorphism class, we obtain a time series for each subject, clustering type
and run (imaging session). In the time series, each time point is a layerset, the size
of which depends on the number of layers in the isomorphism class. Subsequent
layersets differ in one layer: the preceding layerset’s oldest layer is dropped and
the next layer in line is added to get the following layerset (see section 3.9). The
total number of different isomorphism class time series is 51 subjects × 9 runs × 5
clustering types (3 for temporally invariant clustering and 2 for temporally variant
clustering) × the number of all isomorphism classes (which depends on isomorphism
type and clustering method), which equals hundreds of thousands of time series. The
sheer number of time series makes them difficult to visualize at once.

To visualize the isomorphism class time series, we group subjects by their cultural
background (Finnish or Russian) and plot the means of each group along with their

Table 3: Multiplexity of isomorphism classes in HAC

Node-isomorphic Node-layer-isomorphic
Multiplex Non-multiplex Multiplex Non-multiplex

Layers Nodes Layers Nodes Layers Nodes Layers Nodes
2 3 4 2 3 4 2 3 4 2 3 4

2 5 37 546 2 1 9 111 2 3 21 287 2 1 5 61
3 18 541 – 3 3 86 – 3 12 300 – 3 2 48 –

Table 4: Multiplexity of isomorphism classes in consistency growth

Node-isomorphic Node-layer-isomorphic
Multiplex Non-multiplex Multiplex Non-multiplex

Layers Nodes Layers Nodes Layers Nodes Layers Nodes
2 3 4 2 3 4 2 3 4 2 3 4

2 2 7 28 2 1 9 77 2 1 4 14 2 1 5 42
3 3 12 – 3 3 27 – 3 2 8 – 3 2 16 –
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standard deviations. For each run, isomorphism class size (number of nodes and
number of layers), and clustering type we make a different plot. This way, we end up
with 2 groups × 5 clustering types × 5 different sizes × 9 runs = 450 plots for each
isomorphism type (900 plots in total), which is still too much to visualize here or even
in an appendix. In order to gain an idea on how the isomorphism class time series
look, we present some examples instead of showing all plots. Figure 17 shows the
time series of isomorphism classes from temporally variant clustering (HAC in this
example) for one subject and one run for node-isomorphic isomorphism classes of two
nodes and three layers. Figure 18 shows the time series of isomorphism classes from
temporally invariant clustering (Cambridge atlas in this example) for one subject
and one run, also for node-isomorphic isomorphism classes of two nodes and three
layers.

Since we wanted to find exactly at which layerset and isomorphism class there
were possible differences in isomorphism class numbers between the subject groups
(i.e. at which layersets motifs were found), we performed a statistical test for each
time point in the time series for each isomorphism class. The statistical test results
are presented in the next section (section 4.9).
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Figure 17: HAC: time series from run 2 for node-isomorphic isomorphism classes
of two nodes and three layers. The lines are the average time series over subjects
and the shaded areas around them show the standard deviation. Top: Average time
series for subjects with Finnish cultural background. Bottom: Average time series
for subjects with Russian cultural background.
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Figure 18: Cambridge atlas: time series from run 2 for node-isomorphic isomorphism
classes of two nodes and three layers. The lines are the average time series over
subjects and the shaded areas around them show the standard deviation. Top:
Average time series for subjects with Finnish cultural background. Bottom: Average
time series for subjects with Russian cultural background.
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4.9 Statistical tests
4.9.1 Between the two subject groups

We performed a Welch’s unequal variances t-test between the two subject groups
(Finnish and Russian cultural background) for each layerset for each isomorphism class.
This way, we could see in what manner (isomorphism class) the two subject groups
differed at each interval in time (layerset). For each isomorphism class and layerset,
we thus got a p-value. All the obtained p-values, aggregated over all layersets, runs,
and isomorphism classes, are shown in Figure 19 for node-isomorphic isomorphism
classes and in Figure 20 for node-layer-isomorphic isomorphism classes. Notably, in
most images, there is a peak at p = 0.327; this peak corresponds to the situation
where there were only one or two instances of an isomorphism class found at one
layerset in one of the groups, and none in the other group. Otherwise, the p-value
distributions look more or less uniform (flat), indicating that there were no clear
differences between the groups overall (if the null hypotheses that the means of the
isomorphism class numbers are the same hold in every case, the resulting p-value
distribution should be uniform). Additionally, in consistency growth, there were
much fewer statistical tests because of the smaller number of found isomorphism
classes, and the effect of very rare isomorphism classes at p = 0.327 was much more
pronounced.

In addition to overall distributions of p-values, we look at the top 5 smallest
p-values found in any clustering type for each isomorphism type. The smallest
p-values and their corresponding complete invariants (an example graphlet of that
isomorphism class), run numbers, exact layersets where the p-value was calculated,
and the clustering types are listed in Table 5 for node-isomorphic isomorphism classes
and in Table 6 for node-layer-isomorphic isomorphism classes. Notably, all the
p-values from consistency growth were in the order of 10−4 at the smallest, so none of
them were in the top 5. Since there were hundreds of thousands of statistical tests (one
for each isomorphism class in each layerset in each run), applying multiple correction
(e.g. Holm-Bonferroni correction) makes even the smallest p-values obtained not
significant at significance level α = 0.05. Therefore, there were no statistically
significant (significance level 0.05) mean isomorphism class count differences between
Finnish and Russian background subjects, and consequently none of the isomorphism
classes can be called motifs.

Because of the sheer number of tests, in order to find one or more motifs, the
signal for different isomorphism class counts would have to be very strong. The
layerset-by-layerset testing method is essential for pointing out when exactly there
is a difference, but it also highly inflates the number of tests necessary, as does
the testing of all possible isomorphism classes of certain size. We conclude that if
there was a signal of difference in this data set, it was too weak to be detected over
the overwhelming mass of isomorphism classes and time points where no difference
existed.
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Figure 19: Histograms of all p-values for tests between the two subject groups for
node-isomorphic isomorphism classes, grouped by clustering type. Top: temporally
variant clustering methods HAC and consistency growth. Middle and bottom:
Three temporally invariant clustering atlases, Cambridge, Harvard-Oxford, and
Schaefer 2018.
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Figure 20: Histograms of all p-values for tests between the two subject groups
for node-layer-isomorphic isomorphism classes, grouped by clustering type. Top:
temporally variant clustering methods HAC and consistency growth. Middle and
bottom: Three temporally invariant clustering atlases, Cambridge, Harvard-Oxford,
and Schaefer 2018.
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Table 5: Top 5 smallest node-isomorphic isomorphism class p-values from all clustering
types for tests between the two subject groups

Complete invariant Clustering Run Layerset p-value

Schaefer
2018 3 (33,34) 3.52× 10−5

Cambridge 4 (4,5) 6.17× 10−5

Cambridge 4 (4,5) 7.12× 10−5

Cambridge 4 (29,30) 7.75× 10−5

HAC 3 (32,33,34) 7.87× 10−5



66

Table 6: Top 5 smallest node-layer-isomorphic isomorphism class p-values from all
clustering types for tests between the two subject groups

Complete invariant Clustering Run Layerset p-value

Cambridge 6 (6,7) 2.86× 10−5

Schaefer
2018 3 (33,34) 3.52× 10−5

HAC 2 (29,30,31) 3.98× 10−5

Schaefer
2018 3 (33,34) 6.71× 10−5

Cambridge 4 (29,30) 7.75× 10−5
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4.9.2 Between humans (consistency growth) and the randomized Erdős-
Rényi null model

The Erdős-Rényi model is a random network model for which there are two different
definitions that behave similarly as the size of the network increases. The first
definition is as follows: an Erdős-Rényi network with n nodes and m edges is a
network that is chosen uniformly at random from the set of possible networks that
have n nodes and m edges [68]. The second definition is as follows: an Erdős-Rényi
network with n nodes and probability p is a network of n nodes where each possible
edge has probability p of existing in the network [69].

To create an Erdős-Rényi network based on an observed, real network, the edges
of the network can be randomly re-assigned into "slots" formed by all possible edges.
This is equivalent to uniformly drawing a random network from the set of networks
with the same number of nodes and edges as the observed network. To create a
multilayer Erdős-Rényi network from an observed multilayer network, the edges of
each intralayer network and each interlayer network can be randomly re-assigned.

We compared the isomorphism class numbers from our observed networks (net-
works from all human subjects) constructed using consistency growth19 to Erdős-Rényi
networks using the following procedure: for each layerset in a network from each
run of each subject, the edges in each intralayer network were randomly re-assigned,
and edges in each interlayer network between two consecutive layers were also ran-
domly re-assigned. Then, the isomorphism classes in that randomized layerset were
enumerated. This randomization process was repeated 50 times for each layerset
in each run of each subject, and the isomorphism class distributions were recorded
each time. The overall isomorphism class numbers obtained by aggregating over
all repetitions, layersets, runs, and subjects were then compared (using Welch’s
t-test) to the overall isomorphism class numbers from the observed networks of the
human subjects, obtained by aggregating over all layersets, runs, and subjects. Unlike
in the comparison between the two subject groups, here we compared the overall
isomorphism class numbers between all humans and the randomized networks to see if
there were any differences in the overall brain network connectivity patterns between
human and random-model brain networks. Since in this type of comparison the
points in time where the differences were found were not important, the isomorphism
class numbers were aggregated over all points in time (layersets). In a sense, in this
kind of analysis, we used the Erdős-Rényi networks as a random "null model" to see
if there were non-random isomorphism class patterns in the observed brain networks
constructed using consistency growth.

Unsurprisingly, the p-values produced by the comparison to Erdős-Rényi networks
were extremely small, less than 10−100. Even with multiple correction, all isomorphism
classes were found to be motifs at very small significance levels (<< 0.05). Evidently,
multilayer fMRI brain networks constructed using temporally variant consistency
growth clustering were very dissimilar to randomized Erdős-Rényi multilayer networks

19Only consistency growth was used here, because a) it was a new method not before compared
to random networks, and b) it was more sensible in representing actual brain function than HAC
(see section 4.4).
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in our data set, leading to the conclusion that the connectivity patterns in the subjects’
brains were not random. Since all p-values were less than 10−100 and many of them
were so small that the limit of the floating point numbers used was reached (the
number closest to zero that could be represented was around 10−300), we don’t plot
the p-values into a histogram. Similarly, since many isomorphism class p-values
were limited by the accuracy of the floating point numbers, showing the top five
smallest p-value isomorphism classes is not feasible either. However, to illustrate the
differences, we show one (arbitrarily chosen) isomorphism class distribution: Figure
21 shows an example of one node-isomorphic isomorphism class and the distributions
of its number in consistency growth and Erdős-Rényi networks. The distributions look
approximately like normal distributions, and their means are clearly different, with
the isomorphism class being over-represented in the real-world data in comparison
to the Erdős-Rényi networks. This is probably due to its density: the isomorphism
class is very dense (has all possible edges), so getting many such classes by randomly
re-assigning edges is not probable.
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Figure 21: The distributions of one node-isomorphic isomorphism class (shown on
the left) from consistency growth networks (Humans) and from the randomized
Erdős-Rényi networks (ER), aggregated over all layersets, runs, and subjects. 50 sim-
ulations (randomizations) were performed for each observed layerset. The distribution
population means are different with a p-value of < 10−100.
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5 Conclusions and discussion
In this thesis, a pipeline for constructing temporal multilayer networks from functional
magnetic resonance imaging data and analysing multilayer motifs in them is presented.
The option to individually cluster voxels into ROIs in each time window, creating
temporally variant brain regions, is a key novelty in this pipeline, and is motivated
by recent findings that indicate that statically defined ROIs have poor internal
consistency and might be an inaccurate representation of brain function [1, 2]. The
pipeline enables the choice of any user-supplied optimization function for clustering
voxels into ROIs, in order to answer the need for improving any metric of ROI
goodness that is found to be unsatisfactory in statically defined ROIs. Multilayer
graphlets, isomorphism classes, and motifs have not been explored to their full
extent in temporal brain networks, and they are especially interesting in multilayer
networks where nodes (ROIs) on layers can change between layers. Furthermore,
motif analysis enables the reduction of preprocessing steps in the data processing
pipeline, notably removing the need for transforming the data arrays into a standard
space. This pipeline simultaneously answers the need for optimizing ROI goodness
metrics, analysing temporal multilayer motifs, and reducing preprocessing.

The pipeline was applied to a real-world data set, and the results were not very
definitive. Trying to quantify differences in isomorphism class counts between two
subject groups for all isomorphism classes found at all layersets (intervals in time)
yielded a mass of statistical tests that drowned out any possible signal due to multiple
testing correction. After all, human brains can be more different between individuals
than between groups of people, making motif analysis quite difficult. Moreover,
seeking motifs might not be a very good tool in general for finding how the brains
of people from different cultural backgrounds respond to emotive elements specific
to their culture. All in all, no conclusive evidence one way or the other was found
for the question of the existence of motifs between the two groups. In the future,
restricting the number of isomorphism classes analysed and aggregating the data
over longer periods of time than single layersets might be a more proactive course
of action. On the other hand, all aggregated isomorphism class counts from human
brains were significantly different from those obtained from a randomized network
model, showing that if clear differences exist, the pipeline is capable of identifying
them. The real-world case study was mostly a proof-of-concept to show that the
pipeline can be applied to actual data, and much future work remains to reach the
end goal of deepening our understanding of how the human brain works. There are
many areas of improvement in the pipeline, and many questions warrant further
analysis.

5.1 Future directions
The construction and analysis of multilayer brain networks where ROIs can change
in time is a large future area of study, and this thesis barely scratches the surface. A
whole thesis could be dedicated to e.g. studying the interlayer edges and changes in
their weights over time, without ever touching multilayer motif analysis, and vice
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versa. The creation process of the pipeline has raised many questions and potential
new directions of study, and this section aims to present some of the most important
of them.

The problem of grouping voxels into ROIs based on the data in a time window
(temporally variant clustering) is a clustering problem, and there are countless ways
to solve it. The actual optimization goal defines in large part the outcome: are we
trying to improve the consistency of all ROIs on average, are we trying to keep the
ROI sizes similar or different, are we trying to match the voxel time series phases
within ROIs? Any distance or similarity metric between voxels or ROIs can be
used as the basis for clustering, and any pre-existing knowledge about how certain
properties (such as size) of good ROIs should be distributed can be incorporated
into the clustering process. The two temporally variant clustering methods used in
section 4.2 are both somewhat crude greedy algorithms, and have been presented
mostly as proof-of-concept. In the future, comprehensive evaluations of different
clustering methods could definitely improve the understanding of the time-evolution
of ROIs.

Defining ROI identities strictly through the voxels they contain is also not
necessarily the most optimal approach. In the present work, two ROIs on different
layers are considered the same (same node identity) if they contain exactly the same
voxels, and different otherwise. The interlayer edge weights reflect the similarity of
two ROIs, but it could be useful to relax the similarity definition such that if the
voxel sets are "similar enough", the ROIs would be considered the same. Since the
interlayer edge weights are defined by the Jaccard index between the voxel sets of the
ROIs, if a ROI on layer α is connected to another ROI on layer α + 1 with an edge of
weight > 0.5, all other interlayer edges involving those ROIs in the interlayer network
between layers α and α + 1 necessarily have weight < 0.5. This uniqueness could
motivate for example a ROI similarity definition where if two ROIs are connected by
an interlayer edge of weight > 0.5, they are considered the same ROI and have the
same node identities. Of course, there are myriad more ways of defining similarity
between ROIs, and a systematic exploration of similarity definitions would be more
than welcome in the future.

Related to the similarities of ROIs, edge weights could also be defined in many
other ways. Within layers, linear correlation coefficients between ROIs are not the
only way of defining weights (and even ROI time series could be defined differently
than a simple mean of voxel time series). Between layers, there are many ways of
defining edge weights other than Jaccard index. The measures need not even be
symmetrical with respect to the sets of voxels within ROIs: the weight could, for
example, be defined as the intersection of the sets of voxels in the ROIs divided by
the size of the ROI on the temporally preceding layer. Different ways of determining
weights probably lead to different isomorphism classes, and as such, the effect of
weight definitions on motifs warrants investigation.

The edge density -based thresholding of intra- and interlayer networks is also
not the definitive best way of thresholding. In fact, comparison between networks
with vastly different numbers of nodes on layers is difficult with density thresholding,
since the mean in- and out-degrees of nodes increase as the number of nodes per
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layer increases while the interlayer edge density stays constant. A different way of
thresholding would be, for example, to keep the in- and out-degrees constant for
different numbers of nodes (and therefore change the interlayer densities depending
on the number of nodes). In our case study, where the numbers of nodes on layers
were equal or near-equal for all subjects for each clustering type, there was little
difference between constant density and constant degrees, but for other applications
the type of thresholding should be carefully selected.

The randomized null model used in section 4.9.2, the Erdős-Rényi model, is a very
simple random network model, and differences between it and actual human networks
are not surprising. There is a lot of room for refinement here: more sophisticated
null models could be used to test specific hypotheses about the function of human
brains. For example, voxel or ROI time series could be shuffled in the time dimension
and then networks constructed using the shuffled time series to create a randomized
null model. As with other directions of future study, possibilities are numerous and
an organised comparison of different methods would be desirable.

As was seen when comparing subject groups on a layerset-by-layerset basis for
each isomorphism class found in the data, the number of statistical tests becomes
very large. This catch-all method of analysing everything requires for a signal to
be very strong in order to be detected. A more specific approach (restricting the
number of isomorphism classes studied or limiting the tests to specific points in time
where interesting things are expected to happen), arising from previous knowledge of
brain interaction patterns, could thus be more productive in identifying differences.

In conclusion, the study of multilayer brain networks with temporally changing
ROIs and the analysis of multilayer motifs in both temporally variant and temporally
invariant clustering networks are developing fields and much work still remains.
The tools developed in this thesis, available at https://github.com/ercco/multilayer-
brains, can be used to construct and investigate multilayer brain networks, and I
encourage anyone with interest in the topic to try them out in their own research.

https://github.com/ercco/multilayer-brains
https://github.com/ercco/multilayer-brains
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