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Abstract
Autonomous driving is challenging on roads without lane markings and in difficult
weather conditions. In this master’s thesis we present a deep learning method for
autonomous steering in various road types and weather conditions when the driving
objective is to stay on the current lane. The method utilizes a convolutional neural
network architecture for analyzing a frontal colour camera image and a range image
generated from a lidar sensor, and it predicts the car steering wheel angle in this
end-to-end approach.

The model was trained with 28 hours of driving data collected in Southern Finland
and Western Lapland areas. The training data was augmented by simulating small
positional changes in the sensor locations for training the model to steer back to the
lane center from displaced positions. Several models utilizing different types of sensor
data were trained in order to compare the operational reliability between them.

Our best methods achieved a 96% level of autonomy (fraction of autonomously
driven time when staying on the current lane) on a challenging 9.5 km road with
lane lines, several steep curves and hills and 98% level of autonomy on a 3.7 km road
without lane lines, consisting mostly of a gravel road. We observed a 0-3% increase
in the level of autonomy when the model utilizing both lidar and camera data was
compared to a model utilizing only camera data. Various other tests of successful
autonomous steering were also performed in different road and weather conditions.
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Autonominen ajaminen on haastavaa kaistaviivattomilla teillä ja vaikeissa sääolosuh-
teissa. Tässä diplomityössä esitetään syväoppimismenetelmä autonomiseen ohjauk-
seen lukuisilla eri tietyypeillä ja vaihtelevissa sääolosuhteissa, kun ajon päämäärä on
pysyä nykyisellä kaistalla. Menetelmä käyttää konvolutiivista neuroverkkoa auton
etukameran värikuvan ja laserkeilaindatasta tuotetun etäisyyskuvan analysointiin ja
se ennustaa ratin ohjauskulman tässä “päästä päähän” -tyyppisessä toteutuksessa.

Malli koulutettiin 28 tunnilla ajodataa, joka on kerätty Etelä-Suomen ja Länsi-
Lapin alueelta. Mallin koulutusdata augmentoitiin lisäämällä siihen pieniä sensorien
sijaintipoikkeamia, jotta malli oppisi korjaamaan auton poikenneesta sijainnista
takaisin kaistan keskelle. Useita malleja koulutettiin erilaisilla sensorisyötteillä, jotta
niiden toimintavarmuutta voidaan verrata keskenään.

Parhaimmilla menetelmillä saavutettiin 96% tason autonomia (autonomisen ajon
ajallinen osuus, kun pysytään nykyisellä kaistalla) haastavalla 9.5 km pitkällä kaista-
viivoitetulla, mutkaisella ja mäkisellä tiellä ja 98% tason autonomia 3.5 km pitkällä
kaistaviivattomalla tiellä, joka koostui enimmäkseen soratiestä. Verrattuna pelkkää
kameraa käyttävään malliin sekä lidar- että kameradataa hyödyntävä algoritmi tuotti
0-3% autonomian tason nousun. Työssä tehtiin myös lukuisia muita onnistuneita
autonomisen ohjauksen testejä eri tie- ja sääolosuhteissa.
Avainsanat Syväoppiminen, konvolutiiviset neuroverkot, itseajavat autot,

autonominen liikkuva robotiikka, autonominen ohjaus, visuaalinen
vastavirta -menetelmä
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Symbols and abbreviations

Symbols
θ car steering angle
ω car steering rate
d car displacement from the lane center reference
ϕ car heading

Abbreviations
CNN convolutional neural network
ReLU rectified linear unit (activation function)
RGB red, green, blue -color encoding
ROS Robot Operating System
FGI Finnish Geospatial Research Institute
ADAS advanced driver-assistance systems
GPS Global Positioning System
RTK Real Time Kinematic positioning
HLS hue, lightness, saturation -colour encoding
YUV colour encoding, Y for luminance (brightness) and U and V for

chrominance (colour) components
LoA level of autonomy
RMAS relative mean amount of steering
RMSJ relative mean steering jerk
CPU central processing unit
GPU graphics processing unit



1 Introduction
Autonomous driving is a emerging field of artificial intelligence research. Several
universities and car companies do research on the topic and several solutions exist that
allow autonomous driving within good traffic conditions. However, the operational
reliability of the current systems needs to be improved as some accidents have
happened with the current autonomous cars. In addition, the operational reliability
should also be improved in bad weather conditions and in difficult environments for
the systems to become fully autonomous.

In the Nordic environment, there are many roads that have no lane markings or
are made of gravel, which are difficult for the current autonomous driving systems. In
addition, the Nordic countries have snow during winter, causing a lot of challenging
variation in the sensor data of autonomous cars. Of course, these conditions exist in
several regions, and therefore it is important to improve autonomous driving methods
to operate also on these environments.

A lot of progress in autonomous driving research results from the utilization of
deep learning methods. Deep learning methods require a great amount of training
data, but they have reached the current state-of-the-art accuracies in many pattern
recognition tasks [1, pp. 18–26]. In addition, deep learning methods can provide
a good generalization, which means that these models can have good performance
even when the input data is significantly different from the model training data. To
perform successful autonomous driving, one needs to solve several pattern recognition
and classification tasks, and as deep learning methods have excellent performance in
these tasks, they are used more and more in autonomous driving applications.

Several autonomous driving applications are based on the utilization of cameras
and radars, which is one solution for the sensor setup of an autonomous car. However,
the difficult environmental conditions might require sensors that provide more reliable
information for autonomous driving. One possibility is to utilize lidar sensors (light
detection and ranging), which measure the surrounding environment with infrared
laser pulses to generate a 3D point cloud of the sensor surroundings. These can be
used for detecting any light-reflecting objects to generate an accurate map of the car’s
surroundings, allowing more reliable object detection and car localisation. Difficult
environmental conditions in the Nordic countries might need lidar technology for
reliable autonomous driving.

In this work we apply deep learning methods for autonomous steering within
various road and weather conditions when the driving objective is to stay on the
current lane. We collected 28 hours of driving data from several road types during
different seasons and trained several convolutional neural networks to predict the car
steering wheel angle from the sensor data. This end-to-end approach is an example
of behaviour cloning as the method is trained to control the car like the car driver
has steered the car during the data collection. With this method one could perform
autonomous driving on difficult road environments without lane markings, and the
further development of these methods can improve the development of general lane
detection methods.

Our work is based to a large extent on the work of M. Bojarski et al. in [2]. This
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related work done with Nvidia’s DAVE-2 self-driving car utilizes a single front camera
image to predict the steering wheel angle with a convolutional neural network. The
system steers the car to stay on the current lane and it operates also on gravel roads
and light snow. In our work we extend these methods to utilize also lidar data and
focus to test the model performance on roads without lane markings and in difficult
weather conditions. We trained several models to investigate how much the method
robustness increases as the model utilizes lidar data in addition to camera data.

In this thesis, we first present the background of this research in the section 2.
Then we present our research methods by giving a short introduction to deep learning
in the section 3.1 for the reader to familiarize to the mathematics related to the topic.
Then we present our autonomous car, data collection and data preprocessing in the
sections 3.2 and 3.3. Our models are presented in the section 3.4 which are tested
with the methods described in the sections 3.4.4, 3.5 and 3.6. Finally, we present
our results in the section 4 and give conclusions in the section 5.
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2 Background
Deep learning is a field of machine learning methods that have shown great perfor-
mance in many feature recognition tasks. The main difference between deep learning
and other machine learning is that deep learning models, often known as artificial
neural networks, utilize several layers of abstract features generalized from the input
data whereas traditional machine learning methods use hand-crafted features or
a single layer of generalized features. In practice this means that deep learning
models have several subsequent mappings from the input data for output prediction.
Artificial neural networks have been known in research before the emerging of deep
learning, but the grown computational resources and dataset sizes have allowed
to increase the complexities of these models, which led to the emergence of these
methods in their modern form. [1, pp. 1–26]

The most common and successful type of artificial neural networks for image data
are convolutional neural networks (CNNs).They can be applied when the input data
has a known grid-like topology, such as 2-D images and 1-D time series [1, pp. 329].
CNNs are the current state of the art solution to several image recognition tasks, such
as object detection and image segmentation. As an example, the ResNet model [3]
achieved 3.57% error on ImageNet test set [4] in image classification task. The U-Net
model outperformed other models in several biomedical image segmentation tasks in
ISBI 2015 challenges [5]. Both of these employ CNNs, and similar image classification
and segmentation tasks are also important to solve in autonomous driving.

Autonomous driving is a trending field of artificial intelligence research and several
companies, universities and research institutes have done research on these artificial
intelligence tasks. There are two major paradigms of artificial intelligence research
in this field: traditional automation and machine learning. Traditional automation
methods have fully hand-crafted operation logic, which means that the tracked
features and decision criteria are chosen by the programmer of the method. On the
contrary to these methods, machine learning methods do not require hand-crafted
features from the input data, but they find relevant features when the model is fitted
to the training data including human-made perceptions and decisions. Therefore
a part of the operating logic is determined by fitting a machine learning model to
the input data during the model training. As a resulting downside, the operation
logic of machine learning models can be difficult to interpret and track during model
operation. In addition, it is difficult to predict how machine learning models generalize
themselves over data that is out of the training data domain, i.e. if the data is
significantly different from the model training data. However, it is reasonable to
assume that machine learning methods are needed in autonomous driving as it is a
tedious task to find hand-crafted features from sensor data that generalize over all
road types and traffic conditions.

Our problem discussed in this work is closely related to the task of lane detection
in autonomous driving. Traditional automation methods include scanning the image
area with filters and fitting a lane curve model to the found lane lines or road borders.
As an example this is done in [6] and [7]; the latter even operates on gravel roads
without lane markings. There are also many solutions applying machine learning
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on this task. As an example, Tesla utilizes a CNN for extracting lane lines from
the camera image in their autopilot functionality [8]. One could also extract lane
information during road image semantic segmentation, in which each input image
pixel is classified by the object they resemble [9][10]. As mentioned in the previous
section, M. Bojarski et al. present an end-to-end approach for autonomous steering
in [2], where the car steering wheel angle is predicted with a CNN from the front
camera image without the need for lane line extraction.

However, one could also use lidar sensor data in lane detection and classification
tasks to improve method robustness and reliability. Lidar is an optical sensor that
emits laser light and measures the time of flight as the beam echoes from objects.
Therefore the distance to the object can be calculated. As lidars have rotating
mechanisms to scan a wide field of view with the laser and many models have several
lasers to scan different directions simultaneously, lidars produce a real-time point
cloud from their surroundings. The point cloud can be interpreted as a 3D model of
the lidar environment and be processed with several methods. This technology has
several applications in land surveying and robotics and it is also actively researched
for autonomous driving purposes. [11]

Lidar data can improve several autonomous driving methods to operate also on
more challenging roads. In the winning solution “Boss” of 2007 DARPA Urban
Challenge [12] geometric features of the road were detected with multiple lidars to
estimate the most likely road shape, which worked even on an off-road track. The
winning solution of DARPA 2005 Grand Challenge also utilized lidar, detecting the
flat road area close to the vehicle and extending the detected road region with camera
data [13].

Lidar data has also been utilized with CNNs for classification and segmentation
tasks. In [14] vehicles were classified with CNN from 2D point map acquired from
lidar. One can also combine lidar depth images with camera images for classification
with CNN, as done in [15]. In [16] drivable road area was segmented with CNNs
utilizing multispectral lidar data postprocessed as range and reflectance images in
addition to camera images.
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3 Research methods
In this section we present the theoretical background of our research methods and the
practical choices related to our model and hardware structure. Due to the stylistic
requirements on a master’s thesis, we present the basic principles of deep learning
to include a mathematical viewpoint in our work. This includes an introduction to
convolutional neural networks and Adam algorithm for training the network. After
that we present the practical choices for our self-driving car hardware used in the
work and the details on our data collection and preprocessing. Then we present our
model for predicting steering wheel angle from the sensor data. Finally we describe
the methods we used for testing our model in simulations and in practice.

3.1 Introduction to deep learning
Deep learning is a class of machine learning methods that are most commonly based
on artificial neural networks. They have shown excellent performance and adaptability
in predictive tasks for e.g. image, audio and text data. Our problem is related to
feature recognition in images so we use deep learning in our approach. [1, pp. 1–8]

The basic structures of deep learning models are artificial neural networks, which
predict an output vector y ∈ Rm from the input data vector x ∈ Rn. Here is an
arbitrary example of a three-layer neural network:

y = NNet(x) = h3(h2(h1(x))) , (1)

where h1, h2 and h3 are the hidden layers that are nonlinear mappings from the
previous layer to a vector including the hidden units of the hidden layer. The hidden
layers are called hidden as they produce preliminary outputs for the following layers
that may not be primarily model output, and their behaviour with respect to the
model output is often difficult and even unnecessary to interpret for operating the
model. Therefore deep learning methods are often called ’black box’ methods. The
artificial neural networks are inspired by the neural structure of the brain, and in
this analogy the hidden units of the hidden layers can be interpreted as artificial
neurons with neural activation states.

A basic type of a hidden layer is a dense layer, which is defined as follows:

h(x) = σ(Wx + b) (2)

Here Wx + b is an affine mapping from the input space with the weight matrix
W ∈ Rk×n and bias vector b ∈ Rk. The output of the hidden layer is a k-dimensional
vector, with each element corresponding to an activation of a single hidden unit. To
obtain the activation for each hidden unit, the affine mapping is mapped elementwise
through an activation function σ, which could be chosen arbitrarily to fit the purposes
of the model. The reason for applying activation functions is to make the network
model nonlinear so it can learn nonlinear relations in the input data. A particular
choice for the activation function is the sigmoid function

σ(z) = 1
1 + e−z

. (3)
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Figure 1: A schematic of a simple neural network with three hidden layers. Each of
the inputs are connected to following hidden layer units, and the last hidden layer
is fully connected to the output. The layers are nonlinear mappings that map the
input vector to a vector with the layer output size.

The sigmoid function maps the input values elementwise to the range (0, 1) nonlinearly,
which simulates a ’neural’ activation of a network node between activated and
unactivated states. As a whole, a dense layer with a sigmoid activation function
maps each of the inputs to each of the outputs in a nonlinear transformation. The
hidden layers of the network are connected to each other as a long stack to achieve
increased intricacy and learning capability of the model. In addition to the number
of hidden layers, the number of hidden units in each layer can be tuned to achieve
the desired level of complexity for the model. The term ’deep’ in deep learning refers
to the complexity of the model which results from the depth of the hidden layer
stack that allows deep and intricate connections. One could see deep learning as an
attempt to simulate intuitive thinking, as it utilizes connections with fuzzy output
instead of a single chain of logical deduction. A schematic of a simple neural network
architecture is shown in the figure 1.

The weight matrices W and bias vectors b of each network layer are initialized
with a random heuristic to avoid the symmetric situation in which the same weights
between network nodes make them indistinguishable from each other. These heuristics
vary with respect to the used layer and several of them are presented in [1, pp. 296–
302].

The network is equipped with a loss function to estimate the prediction error of
the network. This could be e.g. the mean squared error between the network output
and the true value of the predicted variable:

L(x, y) = 1
m

∥NNet(x) − y∥2 (4)

Here m is the dimension of the output variable. To train the network model, this
function is minimized with a gradient-based method, described in more detail in the
section 3.1.3.
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A common approach is to train the model with minibatches of data to adjust
the amount of used data for each gradient update. We can decide to calculate the
gradient update with N random samples from the data, which modifies the loss in (4)
to the following form:

Lmb(x, y) = 1
N

N∑
i=1

L(xi, yi) (5)

Now the loss function is the average loss between individual samples xi, yi in the
data. In this fashion the gradient is not calculated with the full dataset (decreasing
the training speed) or with single samples (causing noise in the optimization process).

Usually the input data for a hidden layer may have large mean and variance,
which may saturate the layer output if the weights are initialized for data with
zero mean and small variance. This would cause problems in the network training
as the information does not progress well trough the saturated layer. Common
solution for this problem is to normalize the input of the layer. In this work batch
normalization [17] was used for this purpose, which does not only normalize the
input data but transforms it featurewise with a linear transform to maintain the
feasible input range for the next layer.

A batch normalization layer first normalizes the input to have zero mean and
approximately unit variance:

x̂k = xk − E(xk)√
Var(xk) + ϵ

. (6)

Here xk is the kth dimension of the input data, E(xk) is the expectation value of xk,
Var(xk) is the variance of xk, ϵ is a small variable to prevent division by zero and x̂k

is the normalized xk with zero mean and unit variance. The normalization is applied
separately to each dimension. E(xk) and Var(xk) are calculated from the training
data with a running mean and they are considered as trainable parameters. After
normalization x̂k is transformed with a linear transform:

yk = γkx̂k + βk . (7)

Here yk is the kth output of the batch normalization layer and γk and βk are
parameters for scaling and shifting x̂k to a feasible range. The parameters γk and βk

are also trainable parameters of the model.

3.1.1 Convolutional neural networks

In image analysis, applying dense layers directly to image data would cause several
problems. The number of weight parameters would become enormous as each
input pixel would require a weight parameter for each hidden unit in a dense layer,
resulting in millions of parameters for a single dense layer. In addition, a dense
layer cannot easily generalize the learned features over the whole image to become
translation-invariant, as translating the detected object in the input image would
utilize different weights in the layer structure. This structure and the large number
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of weight parameters also makes the dense layers prone to overfitting with image
data.

Convolutional neural networks (CNNs) are the current state of the art solution
for image recognition as they solve these problems efficiently, allowing translational
invariance with shared weight structure and reducing the amount of weight parameters
in a single layer. The reduced number of weights allows the stacking of convolutional
layers, which enables the learning of features in a progressive hierarchy so that
the most complex features can be extracted from the last convolutional layer. The
performance of convolutional layers can be interpreted as automatically adaptive
feature extraction from the original image. [1, pp. 326–335]

The convolutional layer weights in 2D image analysis are defined as a 2D ker-
nel K(m, n). The output C of a convolutional layer with the input image I is defined
in the pixel (i, j) as

C(i, j) = σ

((∑
m

∑
n

I(i − m, j − n)K(m, n)
)

+ b

)
. (8)

Here σ is the activation function of the layer, K is the convolutional kernel and b is
the bias term of the layer. The convolutional operation can be seen as a process in
which the convolutional kernel scans over the whole input image calculating kernel
weighed moving average to produce output image values. As the same kernel is
applied to the full image, the weights are location invariant.

Several parameters may be chosen for the convolutional layer, such as kernel size,
stride, padding type and number of output channels. Kernel size affects the size of
the area convolved in the input image to obtain a single output pixel value. Stride
means the spacing of kernel evaluations in the input image so it means effectively
the same as taking pixels with the spacing of stride size from the full convolutional
output. This reduces the output image size. In addition to the kernel size and stride,
one should choose the type of layer padding, which means the behaviour of the kernel
at the edge of the image. One could choose to use zero-padding in which the input
image is bordered with zero values and the kernel slides over the boundary pixels.
Using zero-padding the convolutional layer produces output which has the size of the
input (if strides are set equal to one). Another common alternative is to calculate the
convolution only in the valid image area, which slightly reduces the output size as
the kernel centrum cannot reach the position of boundary pixels. The convolutional
operation is visualized in the figure 2.

To obtain several features from the input data, a single convolutional layer has
usually several output channels called feature maps. Each of the output channels
is obtained from the layer input by a convolutional operation with a kernel of
size (k, m, n), where k is the number of input channels. This means that a single
convolutional layer has several convolutional operations, one convolutional kernel
and a bias term acting on all of the input channels to obtain each output channel.
This is illustrated in the figure 3. Usually the input of a CNN may also have several
channels, such as RGB colour information. Each output from the convolutional
operations is also evaluated with an activation function elementwise to obtain the
actual layer output.
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(a) 3x3 kernel, 1x1 stride, zero-padding (b) 3x3 kernel, 2x2 strides, no padding

Figure 2: A visualization of convolution operations with different parameters. The
grids represent the pixel arrays of single input and output channels in a convolutional
layer. In the left image the convolution is applied with 3x3 kernel size and zero-
padding. The white input channel pixels are surrounded with zero-padding which is
represented as dark grey pixels, each with value zero. The light grey pixel values in
the input channel are multiplied with corresponding 3x3 kernel weights and added
together to obtain the grey convolution value in the output channel. In the right
picture the convolution is applied with 3x3 kernel, 2x2 strides and no padding. The
kernel slides trough the input channel evaluated at every second position so that the
4x4 output channel has less pixels. The darker grey areas in the input image are due
to kernel overlapping in the convolution evaluation.

One commonly used activation function for convolutional layers is the rectified
linear unit, which is defined as follows:

ReLU(z) = max(z, 0) (9)

The rectified linear unit maps all negative values to zero, which makes the layer limit
its output. This can be seen as feature extraction as only the features that exceed
the zero threshold are passed by the rectified linear unit to the following layer.

As there are several channels in the input and output of a convolutional layer, they
are represented and stored as three dimensional tensors of the format (y-dimension,
x-dimension, number of channels). Usually a CNN is constructed in the way that the
x and y dimensions of the convolutional layer outputs are decreased and the number
of channels is increased progressively as the data progresses trough the network. The
last convolutional layer usually has a large number of channels and small x and y
dimensions, which means most of the information is transformed to features of the
input data. When performing a classification or a regression task, the input is usually
flattened to a one-dimensional array after the convolutional layer stack and then fed
to a stack of dense layers to obtain the desired output.
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Figure 3: An illustration of a convolutional operation in a single convolutional
layer. The layer input has 7x7 image data with 3 channels and the layer output has
8 channels of 5x5 image data. The convolution kernel is a tensor with size (3, 3, 3) as
it acts on a 3x3 input area which has 3 channels. Each output channel has its own
kernel acting on the input data. In addition, each output channel has its own bias
term that is added to the convolution output before applying activation function.

3.1.2 Regularisation methods

One common problem in neural network training is the overfitting of the model which
means that the model learns some properties of the individual samples as features of
the data. This causes distorted behaviour in the model output with the test data
samples as they do not have these features from individual training samples. There
are several regularisation methods that try to maintain the generic behaviour of the
model output to avoid overfitting. These usually either restrict the model parameters
or disturb the training process.

We used dropout as one regularisation method as it is commonly used in deep
learning and it is efficient for our purposes. The dropout is applied to a single
model layer with probability parameter p, also called as dropout rate. Then at each
batch in the training phase each hidden unit in the dropout layer is mapped to
zero with probability p. This means that approximately a fraction of p randomly
chosen dropout layer outputs are zero during training, which balances the learning
between individual hidden layer units and therefore increases the generality of the
model. After model training, the dropout is disabled and the full output of the layer
is used. The output of the trained model is multiplied with 1 − p before applying
activation function to normalize it to the same scale as the model output during the
training phase. An illustration of dropout operation during model training is in the
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Figure 4: A schematic of dropout applied to neural network layers with probability
parameter p = 0.5. Setting random units to zero in hidden layers disables some
of the network connections which balances the learning between individual hidden
units, resulting in a good overall generalization as the output from a single unit does
not dominate the overall model output.

figure 4. [18]
Other regularization methods include data augmentation and early stopping.

One could augment the input data with disturbing effects, such as noise or affine
transformations, so that the model would learn to ignore these effects from the input
data. In early stopping the training phase is stopped before the model is overfitted
to the data. This is often monitored with the validation set error: if the validation
set error starts to increase, the model is overfitted to the data as it starts to perform
worse on the unseen test samples. [1, pp. 236–238, 241–249]

3.1.3 Adam optimization algorithm for training neural networks

The training of an artificial neural network is performed with gradient based opti-
mization algorithm. Several algorithms exist, and they usually have little differences
in the training outcome. The main parameter update rule for stochastic gradient
descent is

θt = θt−1 − α∇θLmb(x, y; θt−1) . (10)

Here θt refers to the model parameters (the weights and biases in different layer
operators) at iteration t, α is the general learning rate and ∇θLmb(x, y; θt−1) is the
model minibatch loss from the equation (5) with the model parameters θi−1. The
gradient is computed symbolically with a computational graph using backpropagation
and the model parameters are updated to decrease the loss which improves the model
prediction accuracy. This iteration is run until the loss has decreased to the desired
level. The stochastic gradient descent is one of the simplest optimization algorithms
used in neural network training. Other commonly used optimization algorithms
utilize different methods for adapting the learning rate to the iteration phase and
updating the gradient with momentum which accumulates the gradient from previous
iterations. [1, pp. 290–296, 302–307]

We decided to use Adam for our purposes as it performs well with stochastic
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training functions by utilizing adaptive learning rates. The algorithm is presented
in [19] and the main difference compared to other methods is the parameter update
rule. The parameter update utilizes the first and second raw moments of the loss
function gradient, which are averaged exponentially:

mt = β1mt−1 + (1 − β1)∇θLmb(x, y; θt−1) , (11)
vt = β2vt−1 + (1 − β2) (∇θLmb(x, y; θt−1))2 . (12)

Here mt is the moving exponential average of the first moment (the mean) estimate
and vt is the moving exponential average of the second moment (the uncentered
variance) estimate. The parameters β1 and β2 control the exponential decay rates of
the moving averages.

However, these moment estimates are biased towards zero during initial timesteps
or when the decay rates are small, which is common as m0 and v0 are initialized
with zeros and the parameters β1 and β2 are initialized close to 1. This bias is
counteracted in the following way:

m̂t = mt

1 − βt
1

, (13)

v̂t = vt

1 − βt
2

. (14)

Here m̂t and v̂t are the bias-corrected estimates of the exponentially averaged first
and second moment (βt

1 and βt
2 denote to β1 and β2 to the power t).

Finally we have the parameter update rule:

θt = θt−1 − α
m̂t√
v̂t + ϵ

, (15)

where α > 0 is the general learning rate of the method. The fraction is calculated
elementwise and ϵ > 0 prevents division with small numbers. With this parameter
update setting, the fraction of the moment estimates in (15) approximate adaptively
the appropriate learning rate for each model parameter, preventing the effect of rapid
changes in the gradient during the training process. The fraction can be seen as a
signal-to-noise ratio, which means that if the variance estimate of the gradient is large
with respect to the mean estimate for a single parameter, the learning decelerates
for that parameter.

3.2 Overview of the FGI autonomous driving research plat-
form

The model training and simulation data was collected and on-road tests were per-
formed with the autonomous driving research platform of Finnish Geospatial Research
Institute, also known as ARVO, shown in the figure 5. The car is Ford Hybrid Mondeo
model 2017, and it is instrumented with Dataspeed ADAS Kit drive-by-wire system
for recording the car control and for controlling the car with a computer via an USB
connection.
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Figure 5: FGI autonomous driving research platform ARVO.

The car has five Velodyne lidars, one of which is VLP-32C mounted at the center
of the car roof and the rest of them are VLP-16 mounted at each corner of the roof,
slightly tilted off from the center lidar. Currently the system has three Pointgrey
Chameleon3 RGB cameras and two IDS grayscale cameras, mounted inside the car
at the top of the windshield, facing forward. The car has also Novatel SPAN-IGM-S1
Imu and GPS utilizing RTK corrections and QNAP NAS for data storage.

The data collection and model operation is done on Intel NUC (NUC7i7BNH)
mini PC with Intel Core i7 quad processor. All sensor interfaces were operated with
Robot Operating System (ROS) in Linux environment.

3.3 Data collection and preprocessing
We collected approximately 29 hours of driving data with FGI autonomous driving
research platform, utilizing 28 hours and 13 minutes for model training and 38 minutes
for performance simulation. The data was collected between September 2018 and
May 2019 from Southern Finland and Western Lapland area. The distance travelled
during the data collection was approximately 1590 kilometers, and the data included
various different road types in different weather conditions. 53% of the data was
collected during winter, 25% were classified as gravel roads and 19% were classified as
other roads with no lane markings (these groups are not mutually exclusive). Some
challenging weather conditions such as snowfall and rain do significantly decrease the
data quality in a fraction of the data, which usually affects more lidar data as snow
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(a) Sensor positions outside the car: lidar in
blue circle and cameras in red circles.

(b) Camera positions inside the car, high-
lighted with red circles.

Figure 6: The positions of sensors used in this work.

and water accumulate on the lidar surface. There are also overexposure problems in
camera images due to different lightning conditions, and low sun level also causes lens
flares to camera images. Maps of collected tracks are included in the attachment A.

We used images from three front-facing RGB cameras (Pointgrey Chameleon3,
CM3-U3-50S5C-CS) and lidar data from Velodyne VLP-32C lidar scanner mounted
on top of the car, leveled horizontally. The spacing between cameras is approximately
39 cm horizontally and the center camera is 8 cm lower than the side cameras.
The positions of these relevant sensors are shown in the figure 6. The images were
collected with 10 fps frame rate and the scan speed of the lidar was similarly 600 rpm,
resulting in a 10 Hz data rate from both sensors. The car steering wheel angle, speed,
turn signal and other control measurements were also collected with approximately
40 Hz rate, and they were resampled to the image frame rate for model training and
simulation. The steering angle was used for model training and speed was used in
the simulator for predicting the car displacement from the reference position more
accurately. The car driver was instructed to drive at the usual position on the lane
with normal attention level during the data collection.

In the training and validation set we excluded intersections and parking areas as
they are not included in the lane-guard objective of our model. The intersections
were excluded by two criteria: the steering wheel angle is over 180◦ or the turn signal
has been on within the last 5 seconds or within the following 10 seconds. In this way
the traffic roundabouts are also excluded from the data. Other intersections were
also excluded from the data if they were noticed.

The images were downscaled and cropped, removing the sky, remote road and
the hood of the car from the image. After that the images were transformed into
the YUV color format to increase the diversity between image channels, as colour
and brightness information are stored in separate channels in the YUV format. The
images from the winter have usually less colours, which would have otherwise led to
similarity between RGB channels, affecting the learning process of our model. The
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pixel values are also transformed to a scale between 0 and 1 with 32-bit floating
point accuracy for scaling the input data to a reasonable range for CNN models.

A single lidar scan consists of 32 rings of over 1800 firings and the rings are
vertically fired in the range between −25◦ and +15◦ with respect to the horizontal
level. The ring angles have varying intervals so that there are more rings close to
the horizontal level. The full scan is interpreted as 1800×32 range image which is
vertically cropped to include data from 11 rings between vertical range from −11.3◦

to −3.0◦. The range image is also cropped horizontally to include the ±34.4◦ range
from the forward direction of the car, resulting in horizontal resolution of 310 firings.
In the range image generation process the value for each range image pixel comes
from the echo with the shortest range measurement in the pixel area (excluding value
0 as the shortest distance). The echoes from the car structures are cropped from the
data.

Finally, the range image is converted to have four channels with the x, y and z
coordinate values of the measured scan points and the normalized reflectance value
of the echo. The positive x-axis is defined to point forward from the car, the positive
y-axis points left from the car and the positive z-axis points upwards, with the lidar
sensor position as the origin. The transform to these three coordinates is done to
increase the interpretability of the lidar data for our model as a plain range image
with radial distance values requires more analysis for the model to obtain the actual
three dimensional structure of the car surroundings. Therefore the final lidar input
tensor has the size 11×310×4, as the range image has 11 rings with 310 echos, each
with three coordinate values and a normalized reflectance value as channels. The
reflectance value from each firing of the sensor is normalized within each ring as
different receivers in the lidar sensor were uncalibrated during data collection. The
normalization is done via dividing the reflectance values with the average reflectance
of the corresponding ring, obtaining the average from the echoes from the road in
the collected data. The coordinate channel values are in meters with 32-bit floating
point accuracy. An example of model input training data is in the figure 7.

As the vehicle moves during a single scan of the lidar, the resulting point cloud is
distorted. However, this was not corrected as the data was used directly with deep
learning methods that could fit the model to uncorrected data. This might cause bias
with respect to the car velocity as the distorting effect is stronger in high velocities.

The statistics of the steering wheel angle and speed of the car in the dataset
collection are shown in the figure 8. The steering wheel angle is referred as θ and
it is processed in radians. As the operating of the model has a delay from sensor
data observation to steering wheel actuation to the desired position, we could train
the model with the steering angle after a small timestep from the current sensor
data, which compensates this behaviour. However, this setting makes the steering
prediction dependent on the car speed so this timestep is kept small. This parameter
is called the steering delay timestep and we used a value of 0.2 seconds during the
model training.

As we need to calculate the relation between the car turning radius and the
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Figure 7: A sample of model training data: an image from camera and four channels
of a lidar range image, which are the x, y and z-coordinates of the points measured
in meters and the corresponding normalized reflectance value. The zero values in
the range image mean that the lidar sensor did not receive an echo from that firing
direction.

steering wheel angle, we utilize the car steering ratio k defined as follows:

k = θ

ϕtires

. (16)

Here ϕtires is the angle the front tires have turned from the forward position. The
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(a) Steering wheel angle (log-scale) (b) Car speed

Figure 8: Histograms (500 bins) of control data statistics in the collected dataset.

steering ratio makes it possible to calculate how much the front wheels turn with a
specific steering wheel angle. The steering ratio is 14.8 for our car.

As most of the roads in the training set are straight, an additive amount of road
curves is needed in the training set to balance the learning process between small
and large steering wheel angles. Therefore we included the training samples that
have a large steering wheel angle several times in the training dataset. The samples
with a steering wheel angle of over 40◦ are included twice and the samples with a
steering wheel angle over 60◦ are included three times in the training dataset.

3.3.1 Data augmentation process

The images from a single sensor position in the car are not sufficient for the model
training, as the model should also learn to correct itself back to the lane center as
the car drifts to either side of the lane. In the Nvidia DAVE-2 system [2] this was
solved by recording images from three cameras, one at the center and one at either
side of the car, facing forward. All of the camera images were input for the network,
but the steering values corresponding to the side camera images were corrected with
a hyperparameter, which is interpreted as a steering correction angle to steer the car
back to the lane center.

In our approach, we augmented the images and lidar data in a way that simulates
the change of sensor locations with respect to the road. The car position could be
shifted horizontally towards lane borders with maximum displacement of 0.6 m to
each direction. This value is called displacement d, which is defined to be positive
when the augmented car position is located left from the original car position and
negative when car is augmented on the right side of the original position. The car
heading could also vary within ±2◦ range. This value is called heading angle ϕ and it
is defined to be positive when the car faces left from the original forward orientation.
The center camera position and original lidar position are chosen as the origins in
these transforms as they are the sensors utilized in steering prediction.

In the augmentation process, the position correspondence between the camera and
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the lidar is neglected as the heading angles in the augmentation are small. We also
assumed in the augmentation process that the cameras are on the same horizontal
line, neglecting their position difference with respect to the forward direction of the
car. This assumption is justified as the forward position difference is seen in the
camera data with a 15 cm position difference of the objects in the forward direction
of the car, which does not have a big effect in higher speeds.

During the augmentation of a sample, the corresponding steering wheel angle is
modified with hyperparameters γd and γϕ:

θaug = θ − γdd − γϕϕ . (17)

Here θaug is the augmented steering wheel angle, γd adjusts the correction with
respect to the augmented car displacement and γϕ adjusts the correction with respect
to the augmented car heading. These correction hyperparameters are set with values
that steer the car back to the lane center with an reasonable amount when driving
with speed of about 50 km/h. These hyperparameters can also be seen as control
parameters.

We utilized and compared two heuristics for the image augmentation. First is that
the car positon is randomly augmented over the whole displacement range of ±0.6 m
and the whole angle range of ±2◦. This is useful as the model has observations from
all usual positions on the lane but the drawback is that the model may learn to
follow the distortions caused by the augmentation process. The second heuristic for
augmentation is therefore to augment the data only to the three positions of the three
cameras, so the augmentation effects would be minimal in the camera data. This
latter augmentation technique can be seen to correspond the augmentation technique
utilized in the Nvidia DAVE-2 system [2] with the exception that the side camera
positions are augmented to the center camera height in our augmentation procedure.
These two alternative ways of augmentation are called continuous augmentation and
three-camera augmentation respectively in this thesis. The geometry related to the
augmentation process is illustrated in the figure 9.

The sensor position augmentation process requires computational resources and
a lot of processing time, so it is carried out before the model is trained with the data.
Therefore with the continuous augmentation heuristic each sample has always the
same augmented position as only one augmented position is stored in the preprocessed
dataset. The additional augmentation described in the section 3.3.4 is performed
during training.

3.3.2 Camera augmentation

The images were augmented with a 3D perspective transform, that simulates the
center camera position and orientation change on the horizontal line through the center
camera, perpendicular to the car forward direction. In the perspective transform,
the car environment is assumed flat and the image is projected to the ground plane
from the original camera position. Then the augmented image is calculated from the
simulated camera position as the ground plane is projected to the simulated camera
plane. We utilized the pinhole camera model in these projections with respect to the
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Figure 9: An illustration of the camera and lidar position augmentation. The original
sensor positions are illustrated on the augmented displacement range, assuming that
the cameras are on the same horizontal line (the location difference with respect to the
car forward direction is assumed not to affect significantly the augmentation process
between cameras). In the three-camera augmentation, only the sensor positions and
orientations marked with blue arrows are used, as they are the actual positions of
the camera sensors, minimizing the image distortions created in the augmentation
process. In the continuous augmentation, the augmented sensor position can be
anywhere in the interval marked with the red colour and the augmented sensor
orientation can be within the heading range ±2◦, illustrated with the red arrows.
An example continuous augmentation position and orientation is shown with the
displacement da and heading ϕa.

camera plane. The pixels above the horizon level are cropped before augmentation
as the perspective transform is valid only below the horizon level and the features
above the horizon level are assumed to be unnecessary for our model.

The augmented image is calculated from the original image that best covers the
augmented image area. This is performed by defining a measure d + kϕ to choose
which camera image is utilized in the augmentation. The parameter k defines how
much the angle ϕ affects the measure size. There are two thresholds for this measure
for deciding if left or right camera image is utilized in augmentation: if the measure
is over the left camera threshold, the left camera image is utilized, if lower than the
right camera threshold, the right camera is utilized, otherwise the center camera is
utilized. The side cameras are also always augmented to the same vertical level with
the center camera.

All of the parameters utilized in the image augmentation – camera positions and
orientations, height from the ground level, thresholds and parameters for choosing
which camera image to utilize – are measured physically or tuned to get an image
augmentation that qualitatively satisfies a smooth transition when augmenting the
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Figure 10: A visualization of the image augmentation with seven displacement d
values between -0.6 and 0.6. The image is the mean of all augmented images, two
of which are from the left camera, two from the right camera and three from the
center camera. One could observe qualitatively that the road level behaves well in
the augmentation, but vertical road poles are twisted due to the augmentation. The
horizon level is still seen at the top of the image, as the image is not yet cropped
from top.

camera position over the whole scale and when different camera images are augmented
over each other. Using perspective transforms causes distortions in the image but
it was chosen because it is computationally more efficient and easier to implement
than methods that are more realistic. More advanced methods are also considered
to be beyond the scope of this thesis. The distortions are dependent on the utilized
camera and they affect most the objects that are vertical. In figure 10 there is an
example of image augmentation from seven positions.

The most distorting augmentation effects are usually at the top of the image
close to the horizon level and at the sides and bottom borders due to the fact that
the original camera images do not fully cover the image area from the augmented
position. Therefore the edges and borders are cropped to include only the area that
does not have these effects. The image size is also downsampled after augmentation.
Depending on the augmentation method, the images were processed to the size of
57×242 when utilizing continuous augmentation and 63×306 when utilizing three-
camera augmentation. These augmented images have the same resolution downscale
with respect to the camera sensor resolution, but the continuous augmentation image
is cropped more from the top and the sides of the image as it has more distorting
augmentation effects.

3.3.3 Lidar augmentation

The lidar data is also augmented to simulate car displacement from the original
position. The lidar augmentation utilizes a single lidar scan in three-dimensional
coordinates and it is performed in several steps. First, the zero values with no echo
are replaced with linearly interpolated values between valid echoes within each ring.
However, the state of each zero value is stored for these interpolated points to replace
them with zero values after the augmentation process. The reflectance value is also
stored for each point and its value is interpolated between points in the augmentation
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process when needed.
Second, the y coordinates of the scan are decreased with the augmented dis-

placement value d, moving the whole scan to the desired direction sideways. The
whole scan is then rotated with respect to the origin by the augmented angle ϕ.
Then the scan with augmented x, y and z coordinate values is converted to a point
cloud with r, ϕc and z coordinates, where r and ϕc are the polar coordinates of
each point in the xy-plane. From this new point cloud, we calculate a range image
with r and z channels, using ϕc to put each point to the correct range image column.
Each ring corresponding to a row of the range image is processed separately in this
augmentation phase. If several points hit the same pixel, the point closer to the
origin is chosen as the pixel value. The second augmentation phase is finalized by
linearly interpolating all the resulted gaps between the points in the range image. In
this interpolation phase the adjacent points with range difference larger than 3.0 m
are not linearly interpolated, as they are considered to be separate objects. In this
case the gap is filled with the range values of these adjacent points, depending on
which point is closer to the interpolated direction.

After the second lidar augmentation step we have a range image with cylindrical
r and z coordinates, but the points do not have the same vertical elevation angle θc

within each ring. However, each column of the range image has the points with the
same horizontal angle ϕc. Therefore we transform each column of the range image
to a set of points with coordinates r, z and θc. As the sensor scan has a constant
elevation angle θc,ring for each ring, we interpolate linearly the r and z coordinate
values for each ring θc,ring from the previous set of points in the column. This set of
points is sorted with respect to their elevation θc for this linear interpolation. This
latter interpolation process corrects the θc value of each point to correspond to the
true θc,ring for each ring so that the data is realistic with respect to the sensor firing
geometry.

Finally, the range image with r and z coordinates is transformed back to range
image with x, y and z coordinate values. The range image pixels corresponding the
original point with the state of no echo are replaced with zeros, and the reflectance
channel interpolated within the process is stored as the fourth channel. None of the
interpolated points has a state of no echo except the points between two zero echoes.

A visualization of the lidar augmentation is in the figure 11. We observe that
the road and other objects behave mostly well in the augmentation, but some zero
echoes are lost and some objects have interpolation distortions with their background.
This is especially noticed in other lidar scans which have more trees or road fences.
However, we assume that the effect of these distortions to the model operation is
small enough to allow the model to operate with a reasonable performance.

3.3.4 Additional camera augmentation

The camera image is also colour transformed randomly to train the model to become
independent of different overall lightning and hue values of the image. This is
performed by transforming the image to HLS colour space, adjusting the hue, gamma
and saturation of the image randomly, and transforming the image back to YUV
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Figure 11: A visualization of the lidar augmentation: the first image is the view from
the center camera during the scan, the second is the lidar point cloud augmented to
the left with d = 0.5 and ϕ = 2◦, the third is the original lidar point cloud and the
fourth is the lidar point cloud augmented to the right with d = −0.5 and ϕ = −2◦.
The road and other objects behave mostly well in the augmentation.

colour space.
The full sensor data preprocessing pipeline is illustrated in figure 12.

3.4 Steering models
Our models consist of a convolutional neural network, which predicts the steering
wheel angle from the sensor data, and a postprocessing unit, which smoothens and
limits this network output to an actual steering command.

3.4.1 Network architectures

The architecture of our CNNs are inspired by the Nvidia PilotNet system [2] and
they are shown in the figure 13. We trained three different CNN architectures: one
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Figure 12: A graph illustrating the data preprocessing pipeline for model training and
online processing when operating the model. The data is collected from the sensors,
preprocessed and fed to the network for model training or operation. All processing
phases marked with asterisk (*) are only performed during model training — they
are omitted during online model operation. When operating the model, the steering
angle is calculated by the model from the input.

utilizing only camera image, one utilizing only lidar range image and one utilizing
both lidar and camera data. Both camera image and lidar range image are input to
separate convolutional layer stacks called camera and lidar towers, which are then
flattened to a single vector for a stack of dense layers. The model utilizing both lidar
and camera data concatenates the flattened vectors before the dense layer stack. The
structure of the dense layer stack is similar for all of the models and its output is a
single value for the steering wheel angle. The more accurate structures of the camera
and lidar towers and the dense layer stack are presented in the tables 1, 2 and 3. We
did not perform much optimization for the architectures of the models as we assumed
that similar network architectures as in the PilotNet model are effective for this task.
The model utilizing camera has approximately 335000 trainable parameters, the
model utilizing lidar has approximately 331000 trainable parameters and the dual
model has approximately 650000 trainable parameters. The model operations are
performed with 32-bit floating point accuracy.

The convolutional layer stacks start with batch normalization layers that normalize
the input for the following layers. Batch Normalization is applied channel-wise, so the
expectation value, mean and other parameters are same for each input channel. The
normalized input is then processed with several convolutional layers, utilizing kernel
sizes between 3×3 and 5×5 and strides between 1 and 2. We used rectified linear
activations from the equation (9) in the convolutional layers, as they are commonly
used and they filter the input values efficiently.

The number of channels is increased in the deeper convolutional layers as the
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(a) CNN utilizing camera image.

(b) CNN utilizing lidar range image.

(c) CNN utilizing both camera and lidar data.

Figure 13: A graph visualization of model architectures.
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Table 1: Camera tower. The layer structure is same for both continuous augmentation
and three-camera augmentation, but the output shapes of the layers are different
due to the different size of the input.

Output shape in the Output shape in the Kernel size Strides Activation Notes
continuous augmentation three-camera augmentation function

Input (57,242,3) (63,306,3)
Batch normalization (57,242,3) (63,306,3)
Conv2D (29,121,24) (32,153,24) (5,5) (2,2) ReLU Zero padding
Conv2D (13,59,32) (14,75,36) (5,5) (2,2) ReLU
Conv2D (5,28,48) (5,36,48) (5,5) (2,2) ReLU
Conv2D (3,26,64) (3,34,64) (3,3) (1,1) ReLU
Conv2D (1,24,64) (1,32,64) (3,3) (1,1) ReLU
Flatten (1536) (2048)

Table 2: Lidar tower.

Output shape Kernel size Strides Activation function
Input (11,310,4)
Batch normalization (11,310,4)
Conv2D (9,153,24) (3,5) (1,2) ReLU
Conv2D (7,75,32) (3,5) (1,2) ReLU
Conv2D (5,36,48) (3,5) (1,2) ReLU
Conv2D (3,34,64) (3,3) (1,1) ReLU
Conv2D (1,32,64) (3,3) (1,1) ReLU
Flatten (2048)

Table 3: Dense stack. The input size depends on the size of the previous network
output.

Output shape Activation function Notes
Flattened/Concatenated input (X)
Dense (100) Sigmoid
Dropout (100) Dropout rate = 0.15
Dense (50) Sigmoid
Dropout (50) Dropout rate = 0.1
Dense (10) Sigmoid
Dense (1) Linear
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feature map size is decreased. Finally the convolutional network part outputs a tensor
with small spatial resolution and high amount of channels. As the spatial dimension
corresponding to the vertical direction of the model input is one-dimensional in this
convolutional layer stack output, one could see the output of the last convolutional
layer as left-right information on the input data. Each channel can be interpreted as
specific features extracted from the input data.

After the convolutional part the flattened output of the convolutional layer stacks
is fed to a stack of four dense layers with 100, 50, 10 and 1 hidden units. The dense
layers have sigmoid activations as defined in the equation (3) to make the dense part
nonlinear except the last layer which has linear output to cover the whole range of
the steering wheel angle. There are also two dropout layers with relatively small
dropout parameters between the first three dense layers for regularising the model to
learn a wider range of features and for having a more generic steering output.

The first part of the network is interpreted to act as a feature extractor and the
latter part with the dense layers is interpreted to act as a controller with the feature
information from the convolutional layers. However, the distinction between these
tasks is not clearly divided: the convolutional layers might have controllive properties
and the dense layers might perform some part of the feature extraction. The high
number of feature channels require a lower learning rate for the model training [1, p.
424].

The loss function of our model is the model mean squared error:

Lmb(x, θtrue) = 1
m

m∑
i=1

(θnet(xi) − θi
true)2 (18)

Here x is the input data batch, m is the batch size and θnet(xi) and θi
true are the

predicted and true steering wheel angle corresponding to the input data batch
sample xi as i refers to the batch sample index. This loss function is derived from the
single sample mean square error and minibatch error presented in the equations (4)
and (5).

3.4.2 Trained models

We trained four different models for comparison in the simulator and on-road tests.
The main purpose of different tests is to investigate the performance difference
between the model utilizing both lidar and camera data and the model utilizing only
camera data. The second purpose is to investigate which of the used augmentation
techniques are more useful for model training. Therefore the four trained models
are a dual model utilizing both sensor data and continuous augmentation, a dual
model utilizing both sensor data and three-camera augmentation, a model utilizing
only camera data and three-camera augmentation, and a model utilizing only lidar
data and continuous augmentation. Via the comparison of the dual models we infer
the more suitable augmentation technique and by comparing the better dual model
to the camera model we learn if the information from the lidar improves the model
operation. The results from the lidar model show how much performance can be
achieved by only utilizing lidar data.
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Table 4: Comparison of trained model settings. Only the differences between trained
models are shown.

Model Sensor data format Augmentation technique Steering correction
parameters in (17)

Dual continuous model 242×57 camera image,
310×11 range image Continuous augmentation γd = 0.344,

γϕ = 13.8

Dual three-camera model 306×63 camera image,
310×11 range image Three-camera augmentation γd = 0.516,

(γϕ = 0)

Camera model 306×63 camera image Three-camera augmentation γd = 0.516,
(γϕ = 0)

Lidar model 310×11 range image Continuous augmentation γd = 0.516,
γϕ = 20.7

The model differences are analyzed in the table 4. Later they are referred with
the names declared in this table. We utilized three-camera augmentation for the
camera model as it had better overall performance in qualitative on-road tests than
continuous augmentation. The lidar model is trained with continuous augmentation
as augmenting the lidar only to the side camera positions gives no specific benefit for
achieving realistic augmentation output. The steering correction parameters are a bit
lower for the dual model utilizing continuous augmentation as larger parameter values
led to oscillative steering behaviour during on-road tests. The steering correction
parameter γϕ was unnecessary for models utilizing three-camera augmentation as
there are no angle variance in that augmentation technique.

3.4.3 Postprocessing of the network output

The output of the neural network model may have noise due to rapidly changing
environment. This causes steering wheel oscillation which is undesired behaviour for
the system. Therefore we smooth the model output with the exponential moving
average:

θsmooth,t = γθt + (1 − γ)θsmooth,t−1 . (19)

Here θsmooth,t is the current smoothed steering wheel angle, θsmooth,t−1 is the previous
smoothed steering wheel angle, θt is the current model steering prediction and
0 < γ < 1 is a parameter for smoothing the average more with small values. We
used the value γ = 0.9 in our simulations and on-road tests.

The output of the model also requires a safeguard for making sure that the model
does not perform control movements that might be dangerous during on-road testing.
We analysed the steering history during data collection and created three safeguard
criteria that are satisfied in all of the collected steering data. The first criterion limits
the steering angle with respect to the car speed:

|θ| ≤ 2k arctan
(

Ln

v2

)
. (20)

Here k is the steering ratio as defined in (16), Ln > 0 is the limit parameter for
this criterion and v is the car speed. This criterion corresponds to the road friction,
as the normal acceleration during steering with constant speed is limited with the
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friction of the tires for preventing drifting. Utilizing simple physical assumptions,
the parameter Ln could be calculated from friction coefficient between car tires and
road, car geometry and the acceleration of gravity. We left a clear margin for the
parameter to accept large steering wheel angles as we found out during on-road tests
that smaller limit values prevent the model from reacting in tight curves.

The second safeguard criterion is:

|ω| =
⏐⏐⏐⏐⏐∂θ

∂t

⏐⏐⏐⏐⏐ ≤ Ls

v
. (21)

Here ω is the angular velocity of the steering wheel, called as the steering rate
and Ls > 0 is the parameter for adjusting this criterion. The aim of this criterion is
to limit the steering speed of the model with respect to the car speed so that the
test driver has time to react to the car movements before the car moves too much
towards the lane boundary.

The third safeguard criterion is:

|ω| =
⏐⏐⏐⏐⏐∂θ

∂t

⏐⏐⏐⏐⏐ ≤ La

v2 . (22)

Here La > 0 is the limit parameter for the criterion. This is otherwise the same
criterion as the second one, but the speed is squared which limits the steering even
more with higher speeds. We assumed in these two criteria that the car displacement
from the lane center grows linearly with small speeds and quadratically with higher
speeds. We also left some margin for Ls and La because we found out during the
on-road tests that the model performs better if it has margin to react quickly in tight
curves. The second and third safeguard criterion limits can also be seen as a noise
filter for the model output as they limit rapid steering changes.

The safeguard criteria are applied by prioritizing the first safeguard criterion over
the second, and the second safeguard criterion over the third. If either θ or ω exceeds
the limit of the prioritized criterion, the output steering wheel angle is set to the
closest value accepted by the criterion.

A visualization of the safeguard criteria compared to the car control during the
data collection is in the figure 14.

3.4.4 Visual backpropagation for model operation visualization

There are several visualization methods for understanding how CNNs operate on
the input data. A simple approach is to visualize the feature maps of the first
convolutional layers of the CNN as they have a close local connection to the original
image. The first feature maps show the edges that the model has found in the original
image. However, they might not be straightforward to interpret and not all of the
features in the first convolutional layers have an effect on the output of the CNN.

Nvidia developed a method called VisualBackProp [20] (visual backpropagation)
for the visualization of the input features utilized by a CNN. It is fully based
on the feature map activations of the convolutional layers and it does not need
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(a) Steering data with safeguard criterion
limit from (20)

(b) Steering data with safeguard criterion
limits from (21) and (22)

Figure 14: Visualization of steering data during data collection and safeguard criterion
limits. Each transparent point is a control sample in the collected dataset.

training or fitting to the model. The main task is to visualize the information
that the convolutional part of the network has actually used from the input by
backpropagating the activations of the last convolutional layer to the input of the
model.

The visual backpropagation starts from the last convolutional layer of the model
and averages its output pixelwise to a single feature map channel. Then the averaged
output is deconvolved with the same kernel size and stride as in the convolutional
layer to scale the feature map to the size of the layer input. The deconvolution
kernel is initialized with ones, bias is not applied and the deconvolved feature map
is zero-padded or cropped to the size of the previous convolutional layer output.
Then the feature maps of the previous convolutional layer are also averaged pixelwise
and then multiplied pixelwise with the deconvolved and averaged feature map of
the latter layer. This process is iterated with each of the convolutional layers to
backpropagate the information in the last feature maps to the input size of the CNN.

Therefore the output is a mask on the input image which shows the features that
have proceeded to the last convolutional layer of the network. If information does
not proceed to a subsequent convolutional layer, it is masked out by multiplying it
with the average zero activation in the averaged subsequent layer output. The visual
backpropagation is not affected by the specific connections in the CNN as it acts on
the feature maps regionwise. In addition, it is not affected by the last dense layers
of the network and therefore the output mask produced by the method might still
have features that have no effect on the model output. The mask obtained with the
visual backpropagation method could be overlaid with the input image to emphasize
the input features that the model has perceived.
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Figure 15: A preview of the simulator operating on a simulation dataset. The image
is augmented according to the simulated car position and the plot in the middle
indicates the current true steering angle (green bar) and predicted and postprocessed
steering angle. At the current timestep the model steers the car to the right which
is approximately correct when compared to the true steering. The image is in the
resolution of the model input image.

3.5 Simulation
We created a simulator to test our models efficiently without an acute need for
on-road tests during model development. Our simulator is based on the recorded
driving data and its main purposes are to let us compare the performance of different
models and to estimate the model performance prior to on-road tests. It has several
simplifications that might cause specific models to perform better in simulation than
in reality. The main reason for this behavior is that the method for training data
augmentation is similar as used in the simulation data transformation. However, this
simulator is efficient and accurate enough for the scope of this work. The simulator
implementation is inspired from the simulator used in the PilotNet development [2].

A preview image of the simulator visualization is in the figure 15. The simulator
utilizes the recorded driving data by feeding it to the model in timesteps. Within
each timestep the model estimates the current steering wheel angle command from
the input data. Then the simulator calculates the difference between the true and
estimated steering wheel angles to update the car position at the next timestep.
The sensor data for the following timestep is augmented from the original data as
it would have been recorded from the simulated car position and is then fed to the
model. This process is repeated and the car position is monitored on the simulated
lane. If the car position is out of bounds, the car is returned back to lane center for
five seconds before letting the model to steer the car again. This action is called
a correction, and they can be counted during the simulation as a one performance
measure. In addition, the model output steering command has a delay of 0.2 seconds
before it is applied in the simulation, which simulates the latency of data transfer,
computation and steering wheel actuation.

The simulator estimates the car position with respect to its heading and its
displacement from the reference car position, defined as the car position during
simulation data collection. This is done as we assumed that the car reference
trajectory in the simulation dataset follows the appropriate center position on the
lane. The displacement and the heading are defined similarly as in the training data
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augmentation in the section 3.3.1.
The position update assumes that the car moves on a circular trajectory in a

horizontal plane, neglecting the effect of hills. The circular trajectory could be
easily calculated from the car steering angle and the steering ratio utilizing bicycle
model [21]. We assumed in the simulation that the origin of the sensors is at the car
reference point on the circular trajectory, i.e. the sensors are facing to the tangent
direction of their circular trajectory. As we know the traversed distance between
timesteps and the previous displacement and heading angles of the simulated car
position, we could calculate the simulated displacement and heading of the car at
the next timestep by solving the intersection point of the circular car trajectory from
the simulated position and the line perpendicular to the true car trajectory at the
latter timestep. The derivation of this position update rule is not presented in this
thesis as it is long and elaborate, resulting in five conditional definitions depending
on if the true steering angle, predicted steering angle or both of them are small and
if they have or have not the same sign in the case they are both not small. Instead,
the geometry leading to the position update rule is illustrated in the figure 16.

The camera image and lidar data are augmented during simulation similarly as
in model training, described in sections 3.3.2 and 3.3.3. The car is considered to be
out of bounds if either of these two conditions holds:

|d| > 0.6, |ϕ| > 5◦ (23)

This means that the car displacement is either over 0.6 meters from the original car
position or the car heading difference from the original heading is over 5◦.

3.5.1 Simulation performance metrics

The simulator could be run for each epoch during model training to estimate the
model performance. The criteria for good autonomous steering are that it operates
reliably and it is comfortable and smooth without impulsive steering maneuvers.
Therefore we decided to estimate the performance of the model and the postprocessing
with the following measures: the level of autonomy (LoA), the relative mean amount
of steering action (RMAS), the relative mean steering jerk (RMSJ) and the mean
displacement from the reference car position.

The level of autonomy is defined as the ratio of autonomous driving time and the
simulation length as follows:

LoA = Tautonomous

Tsimulation

= Tsimulation − NcorrectionsTcorrection

Tsimulation

(24)

Here Ncorrections is the number of correction actions and Tcorrection = 5s is the length
of a single correction action, as each correction action causes a break in autonomous
driving during which the car is virtually corrected back to lane center. A similar
measure for the level of autonomy is used in [2].

The mean amount of steering action and the mean steering jerk are defined as the
mean L1-norm of the second and third derivatives of the car steering angle. These
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Figure 16: An illustration of the geometry for deriving the next simulated car position
in a simulation timestep. The red lines illustrate the allowed displacement ranges
at the first and the latter timestep; they have O1 and O2 as respective origins of
the sensor augmentation as they correspond to the center camera position during
simulation dataset collection. The rref and rsim are the reference turn radius and
simulated turn radius that can be calculated from the true and predicted steering
wheel angles. The arc from O1 to O2 has the length s = v∆t as the car has speed v
during a simulation timestep ∆t. The simulator starts from the position with
displacement d1 and heading ϕ1 and proceeds with the turn radius rsim until it
intersects with the line of the latter displacement range. The displacement d2 and
the heading ϕ2 in the latter timestep can be calculated as we know all the other
variables in this figure. We omit the presentation of these calculations as they are
tedious, finishing with a conditional definition with five conditional cases.

are calculated with central finite differences during simulation and their L1-norms
are defined as follows:d2θ

dt2


1

=
∫ ⏐⏐⏐⏐⏐d2θ

dt2

⏐⏐⏐⏐⏐ dt ≈ 1
∆t

∑
i

⏐⏐⏐⏐− 1
12θi−2 + 4

3θi−1 − 5
2θi + 4

3θi+1 − 1
12θi+2

⏐⏐⏐⏐ (25)d3θ

dt3


1

=
∫ ⏐⏐⏐⏐⏐d3θ

dt3

⏐⏐⏐⏐⏐ dt ≈ 1
∆t2

∑
i

⏐⏐⏐⏐−1
2θi−2 + θi−1 − θi+1 + 1

2θi−2
⏐⏐⏐⏐ (26)

Here θ is the steering angle, θi is the discretized steering angle at timestep i and ∆t
is the timestep length. The mean amount of steering (MAS) and the mean steering
jerk (MSJ) are then defined by averaging these norms with respect to simulation



41

time Tsimulation:

MAS = 1
Tsimulation

d2θ

dt2


1

(27)

MSJ = 1
Tsimulation

d3θ

dt3


1

(28)

The absolute values of the derivatives are averaged over the simulation to measure
the amount of car steering action and the amount of sharp movements in steering.
The mean L1-norm of the second derivative corresponds the amount of steering as
each steering action requires changes in the steering angle. The smoothness of the
steering action is not detected with this metric as sharp turns have the same total
effect on steering than smooth turns. This metric on predicted steering is compared
to the metric on true steering to measure if the model makes unneccessary steering
actions by drifting in the lane from side to side. This measure is called the ratio of
mean amount of steering (RMAS).

The third derivative (jerk) corresponds to the sharp movements in steering, which
should usually be avoided to drive smoothly and comfortably. The mean L1-norm
of jerk is small if the steering actions are smoother, as the second derivative of the
steering angle needs smaller changes in a slow and long turn with small acceleration.
If the ratio of mean steering jerk (RMSJ) for simulated and true car control is less
than one, the car drives smoother in simulation than with the true car control.

The mean displacement from the original car position is calculated from the
autonomously driven parts of the simulation. However, it has a small tradeoff
between the level of autonomy, as after each correction the car position has small
displacement values for a short period.

In addition to these performance measures, we also measure and comment the
fraction of time when any control safeguard defined in the section 3.4.3 is limiting
the model output control. This is measured because the performance of a safe model
should not operate close to the limits of safe control.

3.6 On-road testing environment
We tested the model performances also by on-road tests. Some tests were performed
with a qualitative approach that did not measure the model performance but gained
user observations during model operation. Most of the final model development
was guided with these qualitative tests. Other tests were done with a quantitative
approach in which we measured model performance metrics during tests. These
quantitative tests were carried out by driving a specific test road once with each of the
investigated methods and once manually to get reference driving data. In quantitative
tests we measured four performance metrics: amount of driver interventions, the
level of autonomy (LoA), track error with respect to the reference track driven by
human and the relative mean steering jerk with respect to human driving control
(RMSJ). The definition of the level of autonomy used in on-road tests differs from
the latter definition in (24) as the driver override time can be calculated exactly
during on-road tests.



42

The model operated with a 10 Hz update rate, which was due to the fact that
the training data was collected with 10 Hz frequency and increasing the frequency
would have an effect on the lidar scan shape and density. Some qualitative tests
also utilized 20 Hz update rate for the camera images. The model evaluation was
performed with a CPU during on-road tests as the model is not computationally
heavy. We could also have increased the model update rate significantly if the input
data rate was higher. The steering commands were transmitted to the car with the
drive-by-wire interface and the autonomous steering could be overridden by turning
the steering wheel with a sufficient small momentum. The test driver was instructed
to override the autonomous steering whenever the model performance feels unsecure
enough and if the car seems to exit the planned track.

The car speed was set constant with a controller in the quantitative tests, in
most of the qualitative tests the throttle and brake pedals were controlled by the
test driver. In the quantitative tests the speed of the car was set to 5 km/h less than
the speed limit of the road. The model performance could probably be improved by
increasing the data update rates and by implementing an adaptive speed control,
but with the 10 Hz update rate and the constant speed controller the performances
of different models are comparable to each other.

During the quantitative tests, the car could not always be controlled with the
intention to stay on the current lane as there were some intersections, some oncoming
cars on the single-lane roads and some pedestrians and cyclists that need to be
passed by. These situations require manual driver interventions as the model steers
only with the intention to stay on the center of the current lane. In addition, the
change in weather during a single test drive required test interruption as different
weather in different test drives would make the models uncomparable with each other.
Therefore we excluded these manual interventions from the calculation of required
driver interventions and the level of autonomy. This causes some error within the
calculation of the level of autonomy, as the test drives have different lengths due to
different amount of driver interventions excluded from the analysis.

In addition, there are also several other error sources for the performance metrics
of the quantitative tests. There is a tradeoff between the level of autonomy and the
required driver interventions, as keeping the override time short the test might need
more driver interventions in a difficult part of the road but the level of autonomy
increases due to short manual override times. To reduce this error, we counted the
driver interventions that happen within less than three seconds of autonomous time
in between as a single driver intervention and the full time between these driver
interventions is counted as manual override time. Another error source is that the
relative mean steering jerk and the track error with respect to the reference track are
calculated only within the autonomously driven parts of the road, which makes the
different test drives partly uncomparable and biased as different parts of the road are
driven autonomously and the reference drive has the mean steering jerk calculated
from the full road.

Due to these error sources, we estimated that the error for manual driver in-
terventions is 1 driver intervention for a single test drive, the error for the level of
autonomy is 1% of the test time, the error for the relative mean steering jerk is 0.05
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units and the accuracy of the GPS positioning utilizing RTK corrections is 0.1 meters
in the quantitative tests. We decided to ignore the performance measure differences
between different test drives if their measured performance difference is smaller than
these estimated errors.

We performed qualitative tests on Aurora road with snowy environment and
quantitative tests on two roads with different road types: a road with lane markings
and a road without lane markings which mostly consists of a forest gravel road. Both
of these roads were challenging as there were several hills and steep curves, and the
first road with lane markings had several unclear intersections and frost damage. The
first road was included in the training dataset when driving to the opposite direction
during different weather, but we included it in our on-road tests as we assumed that
the overfitting effect would not affect the real-time unaugmented sensor data too
much. The forest gravel road was not included in the training dataset. We also
comment on observations from other qualitative tests that we have performed.
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4 Results
In this section we discuss the results of different models from several viewpoints:
the training process and the reached accuracies, the performance of the models in
simulations, the on-road test performance and the analysis of the visualizations
obtained with the visual backpropagation method.

4.1 Training process
The full dataset used in model training was divided into a training set and a validation
set. The validation set consists of 1% of the full dataset, choosing 2 second samples
within equally lengthed 200 second intervals from the driving data. In this way the
validation set would resemble the full dataset but the validation set samples are
not alike the training data, as consecutive samples have too many similarities. The
validation set was used to estimate the model prediction accuracy and generalization
ability independent from the training set.

The full dataset included approximately 1,020,000 samples when utilizing contin-
uous augmentation and 3,050,000 samples when utilizing three-camera augmentation.
The different sample sizes are due to the fact that all of the three camera images were
used when training with three-camera augmentation, as in continuous augmentation
each timestep was processed to have only one sample. The augmentation process was
performed before training process as it is computationally heavy and unoptimized.
The addition of samples with large steering values increased the amount of input
data with 3%. The samples were processed in 32 random sample minibatches in the
model training.

The learning rate parameter α for the Adam optimization algorithm presented
in section 3.1.3 was set to 10−4, and the other parameters were given the default
values β1 = 0.9, β2 = 0.99 and ϵ = 10−7. Larger learning rates would have prevented
the model from learning as the information proceeds too slowly from the last layers
of the model compared to the parameter update speed of the first model layers.

The models were trained on a Linux machine with four Nvidia Geforce GTX 1080
Ti GPUs, Intel Xeon E5-1650 v4 CPU with 12 cores and 3.60 GHz clock frequency
and 62.8 GiB of random access memory. The training was done with a single GPU
and it took between 5 and 15 hours for a single model training, depending on the
model input data size and the amount of parallel training processes. We assumed
that the bottleneck of the training process was the data transfer from CPU to GPU,
as the data transfer from the disks, RAM memory, CPU loads or GPU loads were
not fully utilized during training. All of the trained models were computationally
light.

The model computations were implemented by using Keras on Tensorflow backend,
both of which are Python libraries. The GPU computation also required CUDA and
cuDNN libraries. All of the required implementation was programmed with Python
2 and 3, also utilizing Cython for accelerating lidar data parsing and augmentation.

The model was trained with 7 epochs with three-camera augmentation and 20
epochs with continuous augmentation. The full training dataset was processed once
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Figure 17: The mean square error within training and validation sets for each trained
model. Note that the errors can not be compared between models utilizing different
augmentation technique as they have different training and validation sets.

within each epoch. The mean square error within training and validation sets during
model training can be seen in the figure 17. One can see that the validation error
decreases during each model training, and the validation error behaviour somehow
follows the decrease of the training loss. It also seems like the validation error for
models utilizing continuous augmentation has more noise even though these curves
have more datapoints than validation errors for three-camera augmented models.
This is probably due to the fact that the steering wheel angles have higher variance
when training with continuous augmentation. The models are also overfitted to the
training data, which is seen from the gap between training and validation set errors —
however, this should not considerably affect the model performance as the validation
set error does not increase. The dual three-camera model reached a mean squared
error of 0.07 radians in the validation set, which means a variance of 4.0◦ in the
steering wheel angle prediction.
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Table 5: Simulation dataset descriptions. All data was collected in the Kirkkonummi
area and there was no rain or snowfall during the simulation dataset collection.

Road Normal road Forest road
Location Porkkalantie Långnäsintie
Date 17/10/2018 17/10/2018
Track length,
duration and
average speed

11.8 km, 15 min, 47.1 km/h 2.0 km, 4 min, 29.5 km/h

Road condition
Wet frost damaged road, lane
markings visible. Several steep
curves

Gravel road, no lane markings

Sample image

Road Winter road Winter forest road
Location Hilantie Susisuontie
Date 11/01/2019 11/01/2019
Track length,
duration and
average speed

3.9 km, 6 min 16 s, 37.5 km/h 2.0 km, 4 min 50 s, 24.8 km/h

Road condition Ice and snow cover the road and
the lane markings Gravel road covered with snow

Sample image

4.2 Simulation performance
We performed simulations on four datasets with the simulator described in the
section 3.5. The first two datasets include a normal two-lane road with lane markings
and a single-lane forest gravel road, both of which were recorded during fall after rain.
The latter two datasets were recorded during winter, and they include a two-lane
road covered with ice and snow and a single-lane forest gravel road covered by snow.
The descriptions and sample images of these roads are given in the table 5.

The simulation datasets are not included in the training dataset – however, the
training dataset includes roads that were collected by driving the simulation roads
to the opposite direction. We assume that this does not cause behaviour prone
to overfitting as the samples are inherently different, only the road conditions are
identical between the simulation sets and corresponding training dataset roads. We
also did not include highways in our simulation tests, as the model is not optimized
for higher velocities. High velocities require smaller hyperparameters γd and γϕ in
the steering wheel angle augmentation in the equation (17).

The decay parameter for exponential model output averaging in (19) was set to 0.9
both in the simulator and for the on-road tests. The safeguard criterion parameters
in the equations (20), (21) and (22) were set as Ln = 20.97, Ls = 64 and La = 640
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Table 6: The performance measure results averaged over the simulations. The
results for individual models and measures are averaged between all simulation
datasets, giving equal weight for each of them. The best result is highlighted for
each performance metric.

Model

Level of
Autonomy
(LoA)

Relative Mean
Amount of
Steering (RMAS)

Relative Mean
Steering Jerk
(RMSJ)

Mean
displacement
from reference
position

Dual continuous model 96.5% 12.4 10.2 0.13 m
Dual three-camera model 92.9% 9.4 7.7 0.15 m
Camera model 94.7% 7.2 6.2 0.15 m
Lidar model 91.0% 18.7 15.1 0.22 m

both in simulations and in on-road tests.
We selected the version of each model within the last three training epochs by

choosing the version with the highest level of autonomy during the simulations. The
results from the simulations on these chosen models are shown in the table 6. We
do not present results from different simulation datasets separately as there were
no clear and significant differences between those results. The RMAS and RMSJ
values measuring steering behaviour have abnormally high values due to the noisy
behaviour of model steering in simulation. In on-road tests, the RMSJ value is
lower because the steering actuation smoothens this noisy behaviour. The control
safeguards mentioned in the section 3.4.3 were active less than 0.5% of the simulation
time.

The simulation results suggest that the dual continuous model has the highest
level of autonomy and the dual three-camera model has 3% lower level of autonomy.
However, we got contradictive results from our on-road tests when compared to
these simulation results. In our on-road tests the dual three-camera model had
significantly better performance as explained in the section 4.3.2 below. Models
utilizing continuous augmentation could be trained to achieve almost full level of
autonomy in these simulations, but such models usually have poorer performance
in on-road tests. Therefore we do not give significant value to these simulation
results. We assume that this behaviour is caused by the model learning the way
the input data is augmented, which gives the continuously augmented model good
performance in the simulations. The simulator was still a useful tool in the early
model development.

4.3 On-road test performance
We performed on-road tests both in Southern Finland and Lapland area. The tests
in Lapland were qualitative tests as the final versions of the models were not yet
developed at that time. Later the models were fully developed and tested with an
quantitative approach in the Kirkkonummi area. We also performed other qualitative
tests with our fully developed models.
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Figure 18: A typical image of road during qualitative tests in Aurora road surround-
ings. The road is covered with snow but the tire trails are partly visible.

4.3.1 Qualitative test period in Aurora road, Lapland

There was an qualitative test period on Aurora smart road during May 3–4, 2019
in Lapland but these tests did not utilize the final model. The used model had
been trained with less training data and several model hyperparameters were not
tuned to their current values. The tested model utilized three-camera augmentation
and a wider angle in the lidar range images without normalization within each lidar
ring. The decay parameter in (19) was set to 0.5 and the limit parameters in (21)
and (22) were set to lower values than in the quantitative tests as this resulted in
a smoother control when there was less training data and the test roads did not
include tight curves. The steering delay timestep described in the section 3.3 was set
to 0.1 seconds during model training.

The model worked in Lapland even though there were no training data collected
outside Kirkkonummi, Espoo and Helsinki areas. The model operated on snowy
roads and also during night, although users reported that some corrective actions
were needed and occasionally the model tried to follow the road edge at bus stops.
Otherwise the model could steer autonomously for several minutes without human
intervention, reaching approximately the maximum speed of 65 km/h. In the figure 18
there is a typical image of road in these tests.

4.3.2 Quantitative tests in Kirkkonummi area

We performed two quantitative tests on two roads in Kirkkonummi area: the first
test was conducted on Porkkalantie, which is a challenging road with several steep
curves, hills, frost damage and unclear intersections that do not have much features
on the main lane. The lane markings were mostly visible on this road but in some
parts the lane markings were worn out, missing or poorly marked. The second test
road consists of Dragetintie and Tullandintie; the first is a single-lane road without
lane markings and the second is a single-lane gravel road. The second road has also
some hills, steep curves and unclear intersections where the car is still supposed to
stay on the main road. The roads are marked on a map in the figure 19 and the
other details and image samples from the roads are shown in the table 7. These test
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Figure 19: Map of the quantitative test roads in Kirkkonummi area. Blue track is
the Porkkalantie test road with lane markings and the red track is the test road
without lane markings. The arrows with the respective colour show the test drive
direction from the start point. The background map is from the open data belonging
to the National Land Survey of Finland.

results may not be accurate enough for measuring the general performance of the
models as the traveled distances were small. However, by utilizing the same test
roads, the performance of different methods can be compared.

Both of these quantitative tests were carried out during sunny dry weather that
is optimal for the lidar sensor. However, there are a lot of shadows on the road,
which affects the camera data via large illumination changes. The tests were carried
out between 10.00 AM and 6.00 PM, avoiding most of the traffic. We chose the test
weather according to the criterion that it should not change between different test
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Table 7: Quantitative test road descriptions. All of these tests were performed in
the Kirkkonummi area.

Road with lane markings Road without lane markings
Route Porkkalantie 910 – Porkkalantie 1892 Porkkalantie 1892 – Tulliniemi 2
Date 28/6/2019 28/6/2019
Track length and
approximate duration 9.5 km, 13 min 3.7 km, 8 min 30 s

Test speeds 35 km/h (when 40 km/h limit),
45 km/h (when 50 km/h limit or above) 25 km/h (30 km/h limit)

Road description
Dry road with a lot of steep curves and
hills, unclear intersections, frost damage
and sometimes worn-out lane markings

First 650 m wide single-lane asphalt road,
then 3.05 km single-lane gravel road with
varying width. Some steep curves, hills
and unclear intersections

Weather during tests Sunny Sunny

Sample images

drives on a particular road — we did not specifically prioritize the actual chosen
weather condition. The first test road with lane markings is also partly included in
the first simulation dataset, but as the roads do not fully overlap and as the test drives
were performed in different weather conditions, the simulator test performance is not
directly comparable to the on-road test performance. We utilized the models obtained
from the last training epoch in these tests. The control safeguards mentioned in the
section 3.4.3 were usually active less than 0.5% of the autonomously driven time.

The test results from the first test road with lane markings are given in the
table 8. We observe that the dual three-camera model performed the best in these
tests as it reached the highest level of autonomy and required the minimum number
of driver interventions. However, the performance of the camera model is mostly
within the error range of the results for the dual three-camera model so the difference
between these two methods is arguably small. Most of the driver interventions on
this road were due to steep curves and hills which usually were approached with a
speed that was too high for the model to react to them.

We assume that the other two models utilizing continuous augmentation did not
perform well on this first test road because the data augmentation process does not
perform well with wide two-lane roads. In addition, the models utilizing lidar data
may have problems in the detection of the right lane boundary, as they might not
detect the lane line but they may detect the edge of the road instead. This leads to
errors at unclear intersections and bus stops. The lidar model made a lot of rapid
steering actions as can be seen from the high relative mean steering jerk value; in
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Table 8: The test results from the quantitative on-road test for the first test road
with lane markings. The best result is highlighted for each performance metric.

Model
Level of
Autonomy
(LoA)

Driver
Interventions

Relative Mean
Steering Jerk
(RMSJ)

Mean track error
to the reference
trajectory

Dual continuous model 93.1% 13 1.362 0.46 m
Dual three-camera model 95.9% 8 1.129 0.35 m
Camera model 95.0% 8 1.239 0.44 m
Lidar model 89.9% 18 1.714 0.49 m

Table 9: The test results from the quantitative on-road test for the second test
road without lane markings. The best result is highlighted for each performance
metric.

Model
Level of
Autonomy
(LoA)

Driver
Interventions

Relative Mean
Steering Jerk
(RMSJ)

Dual continuous model 97.9% 3 1.183
Dual three-camera model 97.2% 3 1.109
Camera model 94.7% 5 1.187
Lidar model 95.8% 4 1.209

addition, the lidar model was the least accurate in staying at the center of the lane.
The models utilizing three-camera augmentation have usually less noisy behaviour
in the model output as seen from the relative mean steering jerk values.

The results from the second test road with no lane markings are shown in the
table 9. We excluded the results from the mean track error from these tests as there
were large errors in the positioning measurements due to high trees covering the
GPS signal and a large distance to the closest FinnRef station for RTK corrections.
We noticed that both dual models performed well on this road and reached the 97%
level of autonomy. However, the other two models utilizing a single sensor performed
also well on this track. The shadows on the road hampered the performance of the
camera model, but on the other hand there were unclear intersections and flat areas
which were difficult for the lidar model. Therefore we assume that by utilizing data
from both sensors, the performance of the models improved in these latter tests:
the observations from the different sensors support each other when data from one
sensor type has disturbed features. Even though the three-camera augmentation
technique seems to perform better in most of the qualitative tests, the continuous
augmentation method performs well on narrow single lane roads that are usually
travelled with small speeds, as it is more accurate in receiving feedback from the car
position on the lane. This second test road is also arguably somewhat easier than
the first test road as the car speed is lower, and in addition the road edges might
have a clearer shape for the model to interpret.

Overall, we observe from both of these quantitative tests that utilizing more
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sensors makes the models perform better if the features detected with a single sensor
type are not sufficient for accurate model performance. The camera data was enough
for the operation of the camera-based model on the first test road as the lane markings
and visual clues were enough for accurate steering wheel angle prediction. This
conclusion is supported by the less than 1% performance difference between the
camera model and the dual three-camera model. However, on the second test road
the features from the lidar data were useful as there were no lane markings and the
shadows on the road decreased the performance of the camera model. The lidar data
seems to be more useful on gravel roads and single-lane roads as seen from the 5%
difference in the level of autonomy for the lidar model between the two tests. This
is probably due to the lidar model’s ability to detect road shape and its robustness
with respect to errors that affect camera data, such as shadows. The camera model
would have probably performed better during cloudy weather with less shadows on
the road. Finally, we concluded that the dual three-camera model is the best of the
analyzed methods as it performed well on both test roads.

4.3.3 Other observations during qualitative tests

We performed several qualitative tests during the development of our models. The
dual three-camera model operated well on several different gravel road tracks, even
though there were high vegetation in the middle of the road. The model usually
followed the light road area, tire tracks or the right side of the road. This behaviour
sometimes led the model to follow the shape of bus stops that have no lane line or
other clear features separating them from the main lane. On a single gravel road, the
soft side of the road had similar cover as the actual road area, leading the model to
drive too close to the side of the road. We also tested briefly the model performance
during rain and found no significant qualitative difference in the model performance.

As desribed in the section 4.3.1, the decay parameter in (19) and the limit
parameters in (21) and (22) were often set to limit the car control more in the
qualitative tests than in the quantitative tests as this usually resulted in a smoother
car control. Similarly, the steering delay timestep was often set to 0.1 seconds.
Sometimes this caused problems in tight curves as the model could not react to them
quickly enough.

A video of the model operation in different road and weather conditions can be
found at: https://mml.videosync.fi/master-thesis-jyri-maanpaa

4.4 Visualization with visual backpropagation
In this section we present example visualizations of the model with the visual
backpropagation method described in the section 3.4.4. All visualizations correspond
to the dual three-camera model, as we considered it to have the best performance
during the on-road tests. We used samples from our simulation datasets for these
visualization examples. The mask is logarithmically rescaled in the visualizations as
the highest mask activation values are several orders of magnitude higher than other
activation values.
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Visual backpropagation masks for the camera data are shown in the figure 20. In
general, we notice that areas with large contrasts from white to black have usually
high activations, which is reasonable as this property applies on lane markings. This
usually leads to lane marking detection as in the figure 20a, but it might also cause
activation on unusual areas, such as the forest and snow borders in the figure 20d.
The car in figure 20a has also some activation due to this reason, but it might also
mean that the model does actually detect cars on the opposing lane. On snowy
roads and gravel roads, the areas with light colour usually cause activation as seen
in figures 20b and 20c. This is also reasonable as the sand is usually lighter than the
vegetation typically surrounding gravel roads, and the snow by the edges of the road
is usually lighter than the road itself. Therefore light areas might be an essential
feature for the model to detect the road curvature on roads without lane markings.
This can also be the reason why the shadows and overexposured areas in the camera
image decrease the model performance. However, the light colours might also cause
high activation in the first convolutional layers due to their high values.

Visualizations of visual backpropagation masks on lidar range images are presented
in the figure 21. The visual backpropagation masks for the lidar range images are
fuzzier than with the camera images, which is partly due to the low amount of
rows in the range image. We notice that the zero echoes and the areas with large
range values generate most of the model activation, as they are the most visible
features of the range images. It can also be that the convolutional structure of the
network is vulnerable to these zero echoes as their values differ greatly from their
local neighbourhood and they thus generate activation in the convolution process
with almost all kinds of kernels. However, the zero echoes and large differences in the
coordinate values usually occur outside the road, which means that those features
probably help in the road detection. An exception is shown in the figure 21a where
the road is wet, causing zero echoes from the remote parts of the road as the light is
poorly reflected from the tilted wet surface. This still seems to be a good feature for
the model to detect the road area. In general, the model seems to somewhat detect
features from the road shoulders, but the detection of these features may not be as
reliable as the features detected in the camera images.
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(a) Sample from normal road

(b) Sample from forest road

(c) Sample from winter road

(d) Sample from winter forest road

Figure 20: Visualizations of visual backpropagation masks on simulation dataset
image samples. The mask is overlaid on the images with cyan blue colour.
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(a) Sample from normal road

(b) Sample from winter forest road

Figure 21: Visualizations of the visual backpropagation masks on the simulation
dataset range image samples. The z coordinate channel is presented from the range
images (value in meters) for comparison with the visual backpropagation mask.
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5 Conclusion
Our results support the results from Nvidia [2] as our end-to-end deep learning
methods for autonomous steering have promising performance, even though they
are not fully autonomous or fail-safe. It seems that the system operates on roads
without lane markings with approximately equal performance as on roads with lane
markings, even though verifying this claim would require more quantitative tests as
the road types and their level of difficulty are inherently different. The system also
performs well in some difficult weather conditions, including winter conditions and
rain.

We reached a 96% level of autonomy on a challenging road with lane markings and
a lot of steep curves and a 98% level of autonomy on a road without lane markings,
consisting of a wide single-lane asphalt road and a gravel road. The methods reaching
these results utilized sensor data from both camera and lidar. The method utilizing
only camera worked better on the road with lane markings as expected, but the
method utilizing only lidar performed significantly better on the road without lane
markings as the narrow road shape is easier for the lidar model to interpret. The
shadows on the road and high illumination differences decreased the performance
of the camera model on both of the test roads. By utilizing the data from both
lidar and camera sensors, we gained a 0-3% increase in the level of autonomy when
compared to the model utilizing only camera data. This increase depends on the
road type and the amount of disturbing environmental conditions that affect the
operation based on the camera data, such as shadows on the road.

The three-camera augmentation technique worked usually better than the contin-
uous augmentation, which is especially shown on wide roads with lane markings and
higher speeds. It is probable that the current augmentation technique for continuous
augmentation has distorting effects that the model learns as features, decreasing the
model’s on-road performance. The performance of model would probably increase if
the utilized augmentation methods were more realistic.

The amount of training data was only 28 hours of driving, which is not much for a
deep learning task on this highly competitive application field. However, the number
of included different road and weather types and the simplicity of the model allowed
the model to have good generalization even though there was not much training
data. The performance of the models would be better if there were significantly more
training data on a wide range of environmental conditions.

The performance could also be improved by applying different augmentation
methods that randomly distort the model training data. One could modify the
training set images with small displacements and rotations and add noise to the
steering wheel angles on which the model is trained. We actually applied these ideas
in our research but we did not perform enough tests to optimize them and to see if
they really improve the model performance. Therefore we excluded them from this
thesis. Other ideas for development include adding artificial shadows, overexposured
parts, fog or noise to the camera images. One could also add noise to the lidar data,
simulating rain or snowfall.

The range image format of the lidar data might not be the most optimal for this
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task. One could also create an elevation map inside a large rectangular area in front
of the car, interpolated from the point cloud data. The accuracy of this elevation map
could be improved by including data from several subsequent scans or by including
data from several lidar sensors that are already equipped in our car. The elevation
map can be used as a 2D image for the model input and the road reflectance value
could also be included in the elevation map as a second channel. This format would
be more obvious for the model to interpret the current lane location, as there are
no unneccessary features, distorting zero echoes or high range alternations in the
data. Such data is also easier to augment, and its resolution can be decreased if the
augmentation process distorts the data. In addition, such representation of the lidar
data could also be applied to different lidar sensor setups.

The current models are optimized to operate at small speeds, as the correction
coefficients in the equation (17) have high values to correct the car quickly back to
the lane center on narrow roads. This leads to oscillative behaviour in high speeds
when the corrective steering actions have a greater effect. Usually, the roads that
have higher speed limits are wider, requiring less corrective steering actions. We did
not solve this issue. A possible solution is to treat the car speed as a model input
and to model the correction coefficients in (17) dependent on the car speed during
model training. Another solution is to train the model to predict the displacement
from the center line of the lane estimated from the reference car position so that
the required corrective action can be calculated afterwards when the car speed is
known. This latter alternative might also be useful in the application of the model
to autonomous systems as it could be interpreted as a lane center line predictor.

Last but not least, the frequency of the data input rate was 10 Hz in our
quantitative tests, which is too low for the models to react to quick changes in the
environment. A higher data rate could provide more information on the current lane
position and increase the reliability of the data as there are more samples on unclear
features, thus increasing the performance of the models.

Overall, the applied methods show that there is much potential in applying deep
learning methods to autonomous driving in challenging winter conditions and on
difficult road types. This is not the final form of the method as one could modify
the model to predict the current lane center line position in the vicinity of the car.
Subsequently, the model could be used in parallel with other methods that validate
the road area in front of the car and look for obstacles, increasing the overall level of
autonomy and driving safety. There may also be other uses for the developed methods
as they detect lane lines and other features correlating with the steering wheel angle.
As these detections can be visualized with the visual backpropagation method, there
is a possibility to develop them to be used in the lane line detection and other feature
recognition tasks without the need for manual training data annotation.
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A Maps of data collection
We collected data for model training and testing from two different regions of Finland:
Uusimaa area in Southern Finland and the areas between Kolari and Kilpisjärvi in
Western Lapland. Note that several roads are included several times in the dataset.

Figure A1: Map of collected tracks in Southern Finland. Blue tracks indicate the
collected GPS tracks during data collection. The background map is from the open
data belonging to the National Land Survey of Finland.
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Figure A2: Map of collected tracks in Western Lapland. Blue tracks indicate the
collected GPS tracks during data collection. The background map is from the open
data belonging to the National Land Survey of Finland.
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