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Deep generative models have seen a tremendous success in recent years due to
their ability to model high-dimensional complex distributions. While there has
been a substantial growth in the number of proposed models and techniques, a
comprehensive set of quantitative methods to evaluate their quality is yet to be
established.

The task of evaluating generative models, such as generative adversarial networks
(GAN), is essential for drawing informed conclusions about the quality of a pro-
posed model. This is often particularly difficult for generative models that model
a data manifold only specified indirectly by a finite set of training examples. In
case of images, the most commonly used metrics conflate the quality of individual
images and the coverage of the distribution as a whole in unspecified ways, which
makes it difficult to tell which aspects of the results a given technique (e.g. a new
network architecture or loss function) actually improves.

We describe issues in the evaluation of generative models and provide an overview
of the most prominent evaluation metrics. Our main contribution is an evalua-
tion metric with the ability to separately and reliably measure both aspects in
image generation tasks by forming explicit non-parametric representations of the
manifolds of real and generated data.

We demonstrate the effectiveness with two state-of-the-art generative models:
StyleGAN and BigGAN through several illustrative experiments where existing
metrics yield uninformative or contradictory results. Finally, we extend our metric
to estimate the perceptual quality of individual samples and use this to study
latent space interpolations.

Keywords: Generative modeling, Deep Learning, Generative Adversarial
Networks, Evaluation metrics

Language: English
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Syvät generatiiviset mallit ovat viime vuosina nähneet suurta menestystä, sillä
niillä on kyky mallintaa monimutkaisia korkeaulotteisia jakaumia. Vaikka ehdo-
tettujen mallien ja tekniikoiden määrä on kasvanut huomattavasti, kattava joukko
kvantitatiivisia menetelmiä niiden laadun arvioimiseksi on vielä vajavainen.

Generatiivisten mallien, kuten GAN (generative adversarial networks), laadun ar-
vioiminen on erittäin tärkeää, jotta voidaan tehdä perusteltuja päätelmiä ehdote-
tun mallin hyödyllisyydestä. Laadun arviointi on usein erityisen vaikeaa sellaisille
generatiivisille malleille, jotka mallintavat datan rakennetta, joka on määritelty
vain epäsuorasti rajallisella joukolla koulutusesimerkkejä. Kuvadatan tapaukses-
sa yleisimmin käytetyt mittarit yhdistävät yksittäisten kuvien laadun ja tuotet-
tujen kuvien jakauman vaihtelevuuden yhdeksi kokonaisuudeksi. Tämä vaikeut-
taa tulosten arvioimista, koska tällöin ei pystytä suoraan sanomaan muuttuuko
tuotettujen kuvien laatu vai vaihtelevuus, jos jokin tietty tekniikka, esim. uusi
verkkoarkkitehtuuri tai kustannusfunktio, otetaan käyttöön.

Tässä työssä kuvailemme ongelmia generatiivisten mallien arvioinnissa ja annam-
me yleiskatsauksen merkittävimmistä arviointimenetelmistä. Tärkein tuloksem-
me on uusi mittari, jonka avulla voidaan mitata molemmat tuotettujen kuvien
laatua ja jakauman vaihtelevuutta erikseen ja luotettavasti. Tämä onnistuu muo-
dostamalla erilliset ei-parametriset esitysmuodot aitojen ja tuotettujen kuvien
jakaumille. Osoitamme uuden mittarimme tehokkuuden useiden havainnollisten
kokeiden avulla käyttäen kahta viimeaikaista generatiivista mallia: StyleGAN ja
BigGAN. Näytämme myös, että näissä kokeissa nykyiset laadun arvioimiseen
käytetyt mittarit tuottavat epäinformatiivisia tai ristiriitaisia tuloksia. Lopuk-
si laajennamme esiteltyä mittaria siten, että sen avulla pystytään mittaamaan
yksittäisten kuvien laatua ja käytämme tätä ominaisuutta GAN:ien latentti ava-
ruuden interpolaatioiden tutkimiseen.

Asiasanat: Generatiiviset mallit, Syväoppiminen, GAN, Evaluointi met-
riikat

Kieli: Englanti
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Abbreviations and Acronyms

AdaIN Adaptive Instance Normalization
BN Batch Normalization
CNN Convolutional Neural Network
DNN Deep Neural Network
FFHQ Flickr-Faces-HQ
FID Fréchet Inception Distance
FSIM Feature Similarity Index
GAN Generative Adversarial Networks
IS Inception Score
KID Kernel Inception Distance
KL Kullback-Leibler Divergence
k-NN k-Nearest Neighbors
LPIPS Learned Perceptual Image Patch Similarity
MLP Multilayer Perceptron
MMD Maximum Mean Discrepancy
RBF Radial Basis Function
ReLU Rectified Linear Unit
PRD Precision and Recall for Distributions
PSNR Peak Signal-to-Noise Ratio
SGD Stochastic Gradient Descent
SSIM Structural Similarity Index
SWD Sliced Wasserstein Distance
VAE Variational Autoencoder
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3.2 Fréchet Inception Distance . . . . . . . . . . . . . . . . . . . . 29
3.3 Kernel Inception Distance . . . . . . . . . . . . . . . . . . . . 30
3.4 Sliced Wasserstein Distance . . . . . . . . . . . . . . . . . . . 33
3.5 Precision and Recall . . . . . . . . . . . . . . . . . . . . . . . 35

4 Precision and recall using k-NN 37

5 Experiments with synthetic data 41
5.1 Learned Perceptual Image Patch Similarity . . . . . . . . . . . 42
5.2 Synthetic image corruptions . . . . . . . . . . . . . . . . . . . 44
5.3 Mode drop and invention . . . . . . . . . . . . . . . . . . . . . 49
5.4 Sample efficiency of evaluation metrics . . . . . . . . . . . . . 51

6 Experiments with GANs 54
6.1 Experiments with StyleGAN . . . . . . . . . . . . . . . . . . . 55
6.2 Experiments with BigGAN . . . . . . . . . . . . . . . . . . . . 58
6.3 Quality of individual samples . . . . . . . . . . . . . . . . . . 60
6.4 Estimating quality of interpolations . . . . . . . . . . . . . . . 62

7 Conclusion 64

6



A Pseudocode and implementation details 72

B Quality of samples and interpolations 74

7



Chapter 1

Introduction

Deep learning has seen a tremendous success in recent years, especially in
discriminative tasks, e.g., classification and object detection, where the goal
is to discover useful representations from data and map it to a class label [27].
Recent developments in deep learning have been successfully applied in the
task of generative modeling. The main objective of generative models is to
learn the distribution of the training data such that it is possible to generate
unbounded quantities of novel samples that are indistinguishable from the
training set [11]. For example, we might want to train a generative model
that can model, e.g., images of dogs so that sampling images from the model
would yield images of dogs that do not exist. We can think the learning task
of the model as finding the parameters that minimizes some notion of dis-
tance between the output distribution of the model and the distribution of
training data (Figure 1.1). Often, generative models learn the training dis-
tribution in an unsupervised manner, i.e., without any pre-existing labels for
the given training samples. Generative modeling leverages the effectiveness of
deep neural networks (DNN) in function approximation to learn a represen-
tation for the true underlying distribution of the training set. This is often
particularly difficult, because the underlying distribution is only specified
indirectly by a finite set of training examples.

Generative modeling have found widespread use in multiple applications,
e.g., image-to-image translation [32, 64], super-resolution [31], and semantic
image synthesis [21, 40]. The most promising results for image generation task
have been obtained from generative adversarial networks (GAN) [12], varia-
tional autoencoders (VAE) [26], autoregressive [56, 57], and likelihood-based
models [9, 25]. The development of these models have seen a rapid improve-
ment recently in terms of sample quality [4, 14, 22, 23, 37, 44, 55]. Despite
the great progress achieved in generative modeling the methods used to eval-
uate their performance, or detecting failure modes, have advanced in a much

8



CHAPTER 1. INTRODUCTION 9

Training data:
xreal ∼ pdata

Generated data:
xgenerated ∼ pθ

minθ d(pdata, pθ)

Figure 1.1: Illustration of generative model. For instance, given a dataset
of dog images the target for a generative model is to learn the parameters
θ of a distribution pθ such that some notion of distance d between the two
distributions is minimized. Images were generated with a recent generative
model: BigGAN [4].

slower pace. Existing evaluation metrics, even though they can detect poor
performance, cannot shed light into the underlying cause as they provide only
single number summaries of the model performance. Thus, development of
evaluation metrics is an important task in order to guide the research of
generative models to a productive direction.

Initially, the models were evaluated using human annotators to judge the
visual quality of samples [48]. This approach is problematic in few ways —
the estimated quality of the model heavily depends on the setup of the task
given for the annotators and the evaluation results can vary drastically if the
annotators are given prior information, e.g., what features to seek from the
generated data. These problems can either lead to an overly optimistic or
pessimistic estimate of the model quality. Thus, a metric that is not based
on visual estimates of humans and that can be used to reliably evaluate the
models would be preferable.

Most of the existing evaluation metrics aim to measure the difference be-
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tween the distributions of generated and real data. In addition to quantifying
the distributional differences separating effects, arising from sample quality
and variety, would ease the difficulty of diagnosing model performance. By
separating the effects we could obtain a more detailed knowledge of how a
specific decision in model architecture, loss function or training procedure
affects the quality and variety of the generated samples. While measuring
sample quality and variety separately is highly relevant to characterize the
performance of a generative model, the direct comparison of the densities of
the generated and real distributions is necessary. For example, an ideal face-
generating model should reproduce the distributions of age, gender, pose,
ethnicity, etc., from the training set.

We focus on assessing the evaluation metrics of GANs, trained with im-
age data, and provide required background for DNNs and GANs (Section
2). We then survey the most prominent methods for evaluating GANs (Sec-
tion 3). The main contribution of this thesis is to propose a new evaluation
metric that can be used (Section 4) for separately asses the quality and vari-
ety of generated samples. To obtain intuition how different evaluation met-
rics behave we use a set of experiments with synthetic data (Section 5). After
this we demonstrate the primary benefits of our metric in several illustrative
examples, where the existing metrics yield uninformative or contradictory
results, with two state-of-the-art GANs: StyleGAN and BigGAN (Section
6). Finally, we extend our metric to assess the quality of individual samples
(Section 6.3).



Chapter 2

Background

2.1 Multilayer Perceptron

Multilayer perceptron (MLP) is a neural network that consist of multiple
layers with computation units, called neurons. Computation in a MLP is
feed-forward, meaning that outputs from one layer are passed forward as
inputs to the consecutive layers. Structure of a MLP network is shown in
Figure 2.1. The layers in the MLP are fully-connected, i.e., units between
two adjacent layers are fully pairwise connected. MLPs do not contain feed-
back connections, in which the outputs of the model are fed back into itself,
or connections between the neurons within a single layer. MLP network is
parametrized with weights and biases for each connection.

Example network, in Figure 2.1, produces a two-dimensional output vec-
tor y from a three-dimensional input vector x. The network consist of a
single layer and it computes

y = W 2f(W 1x), (2.1)

where W 1 ∈ R2×4 and W 2 ∈ R4×3 are parameter matrices that define the
weights for the connections between the layers, f is an activation function
that is applied elementwise. A standard activation, used in modern neural
networks, is the rectified linear unit (ReLU): f(x) = max(0, x) that limits
the activations to positive real numbers.

MLP networks are trained using the stochastic gradient descent (SGD). In
SGD the estimates for the gradients are stochastic, because they are esti-
mated from small batches of data, called minibatches, instead of computing
them using all the training data. Denote the parameters of some network
by θ. Then, given some loss function L, e.g., squared error or binary cross-
entropy [11]. The gradients of the parameters w.r.t. to the loss function are

11
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x y

W 1 W 2

Input layer Hidden layer Output layer

Figure 2.1: Illustration of a single layer MLP network. The network consist
of an input layer, hidden layer and an output layer. The units in the network
are fully-connected and the computation in the network proceeds from left
to right, one layer at a time. Connections in consecutive layers are denoted
with weight matrices W 1 and W 2 and the bias parameters are omitted for
clarity.

obtained with the backpropagation algorithm [46]. The gradient of the loss
function define the direction where the parameters need to be updated in
order to decrease loss. Given the gradients, SGD updates the network’s pa-
rameters with

θt+1 = θt − α∇θL, (2.2)

where α is the learning rate that determines how large steps are taken
during the optimization process. Learning rate is an important hyperparam-
eter, because too large value leads to unstable training that will potentially
never converge to a good local minimum. Too small learning rate leads to slow
learning. In addition to the regular SGD update rule (Equation (2.2)), more
sophisticated extensions like momentum [41] and Adam [24] are frequently
used to optimize neural networks.
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Input

Output feature map

4 2 3 3

0 1 1 4

3 4 4 0

2 2 2 1

22 22
19 19

Kernel

1 1 1

1 1 1

1 1 1

Computation:

1 · 4 + 2 · 1 + 3 · 1 + . . .

+1 · 0 + 1 · 1 + 1 · 1 + . . .

+1 · 3 + 1 · 4 + 1 · 4

= 22, etc.

Figure 2.2: Illustration of the convolution operation. A 3 × 3 convolution
kernel, with stride one, consisting of only ones is slid across the spatial di-
mensions of the input. Stride controls how the filter convolves over the input
feature map, e.g., stride one would convolve input feature map one spatial
unit at a time.

2.2 Convolutional Neural Networks

Convolutional neural networks (CNN) [30] have been greatly successful in
various computer vision tasks, e.g., classification, object detection, semantic
segmentation, and generative modeling. This section gives a description of a
CNN where the inputs are assumed to be images.

Processing high dimensional inputs, e.g., images using MLP networks
would be prohibitively expensive in terms of computational cost and memory
consumption as all neurons in a MLP are densely connected to each other. An
image with three color channels and size as small as 200× 200 pixels would
already require 120,000 weights if we wish to process it with a MLP. Clearly,
this would not be preferable as the large amount of parameters can lead to
overfitting and in the case of image data we want to learn representations
that are not dependent on the actual spatial position of the object in the
image. Thus, CNNs are often used to process image data. They use sparse
local connectivity, meaning that every region of an input volume is processed
with a small number of weights, namely the convolution kernel.

The core building block of CNNs is the convolution operation (Figure 2.2).
Given a two-dimensional image I as an input and kernel K, the discrete 2-D
convolution is defined as

S(i, j) = (I ∗K)(i, j) =
∑
m

∑
n

I(m,n)K(i−m, j − n) (2.3)
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6 11 6 10

6 5 3 5

3 0 5 10

4 7 0 9

11 10

7 10

4 9 4 9

4 1 1 2

5 7 6 8

6 8 8 6

6.5 7.0

4.5 4.0

(a) Max pooling (b) Average pooling

Figure 2.3: Illustration of max and average pooling with kernel size 2 × 2
and stride 2. In this setting, the pooling kernel divides the input in to 2× 2
regions. Max pooling outputs the maximum value of each region and average
pooling outputs the average value of the regions.

In essence, convolution performs a dot product at every valid position of
the input (valid positions can be extended by implicitly zero-padding spatial
dimensions). Note that instead of learning a separate set of weights for ev-
ery input location, only one set needs to be learned. This strategy is called
weight sharing or parameter sharing. Figure 2.2 demonstrates convolution
operation with a 2-D image and convolution kernel, where all the weights
are ones. Output of the convolution operation is often called as a feature
map. Convolution kernels, used to process images, are typically small in spa-
tial dimensions (width and height), but they extend through the full depth
of the input volume.

Computation in a CNN is feed-forward. During the computation each
convolution kernel is slid across width and height of an input volume. As
the kernels convolve over the input, they will produce feature maps that
give the responses of a specific kernel at every valid spatial position for each
input channel. The depth (number of channels) in the output feature map is a
hyperparameter which corresponds to the number of kernels, each specializing
to detect various features from the input volume, we would like to use at
a certain convolution layer. Capacity, i.e., the number of parameters in a
CNN can be controlled by varying the size and amount of the convolution
kernels. In general, the number of parameters in a CNN is greatly reduced
by weight sharing and local connectivity properties compared to a fully-
connected MLP.

It is common to downsample the spatial dimensions of feature maps be-
tween successive convolution layers. This is done in order to reduce the num-
ber of parameters and computation in the CNN and, hence to avoid over-
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pz ∼ N (0, I)

Generator G

Real image

Generated image

Discriminator D

Real/Generated

Figure 2.4: Overview of a GAN. Generator maps a noise vector z to the
space of real images. A set containing real and generated images are fed to
a discriminator that attempts to predict for each image whether it is real or
generated.

fitting as well. Additionally, downsampling of the spatial dimensions makes
gathering information, from a larger area, more efficient. Downsampling is
regularly done with a pooling layer, a function that progressively reduces
the spatial size of a feature map, or with a strided convolution. Figure 2.3
presents two common choices for pooling: max and average pooling. Max
pooling outputs the maximum value of the feature map elements at the cur-
rent kernel position. Correspondingly, average pooling outputs the average of
the feature map elements within the pooling kernel at every valid location.

Convolution is a linear operation and it is often followed by a non-linearity
(or activation function), applied elementwise to the output feature map of
the convolution. A standard choice of non-linearity, used in modern CNNs,
is the ReLU function. Stacking convolution operations, non-linearities and
pooling layers after each other produces a hierarchical network structure. The
parameters of the network are optimized with stochastic gradient descent
(SGD).

2.3 Generative Adversarial Networks

Learning representations from large amounts of unlabeled data has been
actively researched in recent years. Goodfellow et al. [12] proposed a frame-
work, called the generative adversarial networks (GAN), to estimate the un-
derlying distribution of training data. In general, GANs are trained without
supervision which enables them to learn representations from large unlabeled
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datasets. Unlike likelihood based models [9, 25], GANs model the distribu-
tion of training data implicitly, i.e., they lack an explicit likelihood function.
Instead, they consist of two networks: the generator and discriminator. The
generative network is associated with a discriminator network whose task is
to distinguish between real and generated data. GANs have become an at-
tractive option for modeling high-dimensional data distributions, especially
encountered in image generation tasks. Initially, Goodfellow et al. [12] formu-
lated GANs using MLP networks and a major advance for GANs was when
Radford et al. [43] extended GANs to use CNNs, which had been proved to
be extremely useful for various computer vision problems.

Figure 2.4 illustrates the architecture and operating principle of a GAN.
Given some training data x the goal for the generator is to learn the dis-
tribution pdata(x). Generator G maps a noise vector z, sampled e.g. from a
unit Gaussian (N (0, I)), to the space of training samples. Discriminator D
attempts to detect from given samples whether they are from the distribution
of real data or synthesized by the generator. More formally, an approxima-
tion for the distribution of training data is obtained by the generator and
discriminator playing a minimax game with a loss function

L(G,D) = min
G

max
D

Ex∼pdata(x) [logD(x)] + Ez∼pz(z) [log(1−D(G(z)))] ,
(2.4)

where G aims to minimize this function, while simultaneously D aims to max-
imize it. For the generator, Equation (2.4) is minimized when D assigns high
confidence for generated samples G(z), i.e., generator is successful at fool-
ing the discriminator. Correspondingly, Equation (2.4) is maximized when
the discriminator is not fooled by the generator. In this case the discrimina-
tor detects real samples, with high confidence, and successfully distinguishes
generated samples from reals.

In practice, GANs are trained using any gradient-based learning rule,
e.g., momentum [41] or Adam [24], and alternating the updates between
generator’s and discriminator’s parameters while keeping the other network
fixed. It is common that the discriminator is updated k consecutive steps for
every generator update so that the discriminator provides useful gradients
for the generator [2]. Denote the parameters of the generator by θG and
the parameters of the discriminator by θD. The generator’s parameters are
updated by sampling a minibatch, of size m, of latent vectors z and then
taking a gradient descent step to direction

∇θGL(G,D) = ∇θG

1

m

m∑
i=1

log
(
1−D

(
G(z(i))

))
(2.5)
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And correspondingly the discriminator’s parameters are updated by sam-
pling minibatches, of size m, from real data and noise, and then taking a
gradient ascent step to direction

∇θDL(G,D) = ∇θD

1

m

m∑
i=1

[
log

(
D(x(i))

)
+ log

(
1−D

(
G(z(i))

))]
(2.6)

Note that the generator does not have a direct access to the real data
during the training process. It only has access to the prior noise distribution
pz and gradient information, obtained from the discriminator, which pushes
generator’s parameters towards approximating the distribution of real data.

Generator’s task of modeling the real data from noise is much more com-
plex than the discriminator’s task of predicting whether a sample is real or
synthesized. As a consequence training of GANs is unstable as the discrimi-
nator can learn to detect real samples perfectly that ceases the learning signal
which is propagated to the generator in training.

The GAN loss function (Equation (2.4)) does not explicitly force the
generator to produce samples from all modes observed in the data, e.g.,
persons with different age, ethnicity, hair color etc. Instead, the loss function
encourages the generator to produce samples that the discriminator judges
to be highly realistic. Key problem with GANs is their tendency to produce
samples often from just a few modes, i.e., mode collapse. Another issue is
that GANs are very sensitive to hyperparameter selection [33], which makes
the training process very brittle. Therefore, much of the recent work have
been targeting to stabilize training of GANs by modifying the loss function,
regularization, or normalizing the parameters of the networks [2, 6, 15, 36,
37].

2.3.1 StyleGAN

Recently, Karras et al. [23] proposed a novel generator architecture, based
on “styles”, that set the new state-of-the-art in photo-realistic generation
of faces. The architecture of a style-based generator is presented in Fig-
ure 2.5. The generator has approximately 26.2M parameters. Latent vectors
z are sampled from an input latent space Z ∼ N (0, I) and further mapped
to an intermediate latent spaceW using a non-linear mapping f : Z → W . In
practice, the mapping f is implemented using a 8-layer MLP, called the map-
ping network. The shape of the intermediate latent spaceW is not restricted
to any parametric distribution, rather the generator can learn the latent space
that best suits for the given training data. The benefit of the learned latent
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space is that the generator can learn more disentangled representations for
different factors of variation, e.g., gender, age and pose. Disentanglement of
latent space [1, 7, 10, 45, 49] means that the space consist of linear subspaces,
each of which controls one factor of variation.

Image generation from a latent vector w, of the intermediate latent space
W , is done by the synthesis network g. In addition to having an intermedi-
ate latent space, StyleGAN deviates from traditional generator architectures
such that the latent vector w is not fed to an input layer. The input for
the synthesis network is a constant vector and the latent vector w is fur-
ther transformed in to styles, with learned affine transformations. In this
context a style means the mean and standard deviation of a feature map
calculated independently for each channel. The styles are used to control
adaptive instance normalization (AdaIN) [18] operations after each convo-
lution layer. Computation in the synthesis network is still feed-forward but
it begins with a constant vector and latent information is provided through
AdaIN blocks. Given a style input y = (ys,yb) and a batch of feature maps
x ∈ RN×C×H×W , the AdaIN operation is defined as

AdaIN(xi,y) = ys,i

(
xi − µ(xi)

σ(xi)

)
+ yb,i, (2.7)

where the mean µ(xi) and standard deviation σ(xi) are computed along
the spatial dimensions, independently for each channel and feature map

µ(x)nc =
1

HW

H∑
h=1

W∑
w=1

xnchw (2.8)

σ(x)nc =

√ 1

HW

H∑
h=1

W∑
w=1

(xnchw − µnc(x))
2 + ϵ (2.9)

AdaIN first centers and unit normalizes each feature map xi channel-
wise. Then the aligned feature maps are scaled and shifted channelwise, re-
spectively, by the components of ys and yb.

StyleGAN outputs images in 1024 × 1024 resolution. Modifying internal
feature maps in multiple scales allows controlling of certain aspects in the
generated images. The styles, localized from spatial resolutions 42−82, control
large structures in the image, such as pose, hair style, and face shape. Styles
controlling image generation in resolutions 162 − 322 modify smaller scale
structures like facial features and hair style. Finally, styles from resolutions
642 − 10242 affect mainly on the color scheme and micro-structure of the
images.
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Mapping network f Synthesis network g

z ∈ Z
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Figure 2.5: Style-based generator [23]. The mapping network transforms the
latent vector z ∈ Z to an intermediate latent spaceW . Then the transformed
latent vector w ∈ W is used to control image generation process of the
synthesis network. Noise is added after each convolution to model stochastic
variation in images. Note that synthesis network takes only constant as an
input.

Modeling of details that vary stochastically, such as placing of individual
hairs, reflections etc., emerges from inputing noise after each convolution
operation, as shown in Figure 2.5.

In our experiments, we use the official pre-trained StyleGAN generator by
Karras et al. [23], which was trained using the Flickr-Face-HQ (FFHQ) [23]
dataset. FFHQ consist of 70,000 high-quality images of human faces with
considerable amount of variation in terms of age, ethnicity and image back-
ground. Additionally, FFHQ has good coverage of accessories, e.g., eyeglasses,
sunglasses, and hats. An illustration of FFHQ images and StyleGAN gener-
ated images is shown in Figure 2.6.
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(a) Real images

(b) Generated images

Figure 2.6: Demonstration of real images from the FFHQ dataset and gen-
erated images from the StyleGAN model.
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Figure 2.7: Architecture of a typical BigGAN generator [4]. Channel width
multiplier, denoted by ch varies with different BigGAN models (for our use
ch = 128).

2.3.2 BigGAN

Brock et al. [4] studied the instabilities of very large GAN models (over
70M parameters) in image synthesis and they proposed a model called Big-
GAN. Scaling up the model size improved state-of-the-art significantly in
ImageNet dataset [8] (ILSVRC 2012). ImageNet consist of 1000 classes with
approximately 1300 images per class. The within and between class varia-
tion is considerably large, which makes the dataset especially difficult for
generative models. BigGAN can generate high fidelity images in 512 × 512
resolution. The keys for improved results were to increase the batch size dur-
ing training, and the number of parameters in the model, by increasing the
number of channels in the convolution layers. Brock et al. hypothesize that
the performance boost, obtained from increasing the batch size, is a result
of each batch covering more modes and thus providing better gradients for
both the generator and discriminator. They also noted that increasing the
number of parameters in the model relative to the complexity of the dataset
leads to an increase in sample quality.

Overview of a BigGAN generator is presented in Figure 2.7. BigGAN is a
class-conditional model, meaning that it takes a one-hot encoded class label
as an input, in addition to a latent vector z. One-hot encoding means that a
categorical class label, with K classes in total, is represented with a binary
vector RK , where a single dimension is one and all others dimensions are
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Figure 2.8: Architecture of a ResBlock layer [4, 16].

zeros. The non-zero component tells which class the one-hot encoded vector
depicts. The one-hot encoded class label is further embedded to a shared
class embedding of dimension 128.

The basic building block of BigGAN is the residual block [16] (Figure
2.8). Residual block consists of two paths. The first path processes an in-
put feature map by applying batch-normalizations, non-linearities, nearest
upsampling, and convolutions with 3 × 3 kernel. The second path contains
nearest upsampling and 1× 1 convolution. The outputs from the two paths
are added to each other, to produce the final output of the residual block.

BigGAN uses self-attention [61] layer for modeling long-range spatial de-
pendencies in images and spectral normalization [37] was applied to the pa-
rameters of the generator, to stabilize training process.

The latent vectors of BigGAN are sampled from N (0, I). After sam-
pling, a hierarchical latent space is formed by splitting z into chunks of
equal size (20-D per chunk). One of the chunks is given as an input to the
first layer of the generator and all others are concatenated with the shared
class embedding and passed to a residual block [16]. Concatenated latent
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and class embedding are used to control batch normalization (BN) [20] oper-
ations within the residual blocks. Batch-normalization normalizes statistics
of a batch feature maps x ∈ RN×C×H×W by

BN(x) = γ

(
x− µ(x)
σ(x)

)
+ β, (2.10)

where γ and β are learned scale and bias parameters, respectively. The scale
and bias parameters are obtained by linearly projecting the concatenated
latent and class embedding with learned projection matrices. The mean µ
and standard deviation σ are computed across the batch size and spatial
dimensions, independently for each channel of the feature maps x

µc(x) =
1

NHW

N∑
n=1

H∑
h=1

W∑
w=1

xnchw (2.11)

µc(x) =

√ 1

NHW

N∑
n=1

H∑
h=1

W∑
w=1

(xnchw − µc(x))
2 + ϵ (2.12)

Batch-normalization initially zero centers and unit normalizes the feature
maps x across batch size and spatial dimensions for each feature chan-
nel. Then each channel of the feature maps are scaled and shifted with γ
and β.

Brock et al. [4] released three versions of BigGAN, which produce images
in resolutions: 128 × 128, 256 × 256, and 512 × 512. For our experiments
we use the official pre-trained BigGAN [4] in resolution 256 × 256, trained
with ImageNet dataset [8]. Demonstration of ImageNet dataset and samples,
produced by BigGAN, is presented in Figure 2.9.
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(a) Real images

(b) Generated images

Figure 2.9: Demonstration of ImageNet dataset and samples produced by
the BigGAN model.
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2.3.3 Truncation trick

Some areas of the training data are poorly represented and, thus they are
difficult for a generator to model realistically. For example, in a dataset of hu-
man faces, persons with hats or glasses might be rare, contain large amount of
variety, or both which makes the modeling of these features complicated. To
counter this, all modern GANs employ a method called the “truncation trick”
in order to explicitly trade-off some variety to improve the quality of gener-
ated images [4, 23, 35] by limiting the latent vectors to the regions that are
easier for the generator to model at test time. Truncation is often used to
display higher quality samples from a GAN model. However, all quantitative
results from the models are usually presented without truncation.

Truncation strategy of the StyleGAN (Figure 2.10) is to first compute the
center of mass of latent space W by w̄ = Ez∼pz [f(z)] and then scale a given
latent vector w closer to the center of mass by w′ = w̄ + ψ(w − w̄), where
ψ ≤ 1.0. BigGAN truncates latent vectors by drawing them from a truncated
normal distribution with a certain threshold [−a, a] for a ∈ R+. Latents
outside that region are resampled to fall in the region.

Our metric, proposed in Section 4, enables principled analysis of different
truncation methods. With the metric we can observe quantitatively, how
truncation affects on the tradeoff between sample quality and variety.

D) Interpolate to mean
Figure 2.10: StyleGAN truncation method – latent vectors (blue dots) are
scaled towards the center of mass of the latent space W to obtain truncated
latent vectors (black dots).



Chapter 3

Evaluation metrics

The task of evaluating generative models, such as GANs, is essential for draw-
ing informed conclusions about the quality of a proposed model. In the worst
case the development of generating models is slowed down by insufficient
evaluation of novel methods. In general, generative models are evaluated us-
ing samples either from the model itself, or both from the model and training
data. Evaluation metrics which operate this way are referred to as sample
based metrics.

Initially GANs were evaluated by performing user studies [48]. This would
be exactly in line with the main objective of generative modeling — which is
to produce high quality samples from the given training data. However the
use of human effort is extremely slow and expensive compared to automated
evaluation metrics. Also, using human annotators means that the evaluation
is not fully objective, i.e., it varies depending on the setup of the task and the
motivation of the annotators. Furthermore, giving feedback to the annotators
can drastically change the results, leading to a more pessimistic assessment
of the quality. Another major downside of user studies is that estimating the
variety of generated samples is a difficult problem for humans.

Modeling of complex datasets, e.g., FFHQ and ImageNet, brings forth
two separate goals: individual samples generated by the model should have
high “perceptual quality”, and their variation should match that observed
in the training set. However, the most common evaluation metrics conflate
sample quality and variety in to a single scalar value. As an example, we
could have two models: one that produces “high quality” samples with low
variety and another that produces “low quality” samples with high variety. A
metric that combines these aspects to a single value might rank these two
models similarly even though they have succeeded in different aspects of the
modeling task. Additionally, if we enable/disable some feature in a model,
the scalar valued metric would not clearly tell whether sample quality or

26
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variety is improved with the change.
We argue that the main challenge in evaluation is that the existing

metrics attempt to evaluate both diversity and visual fidelity simultaneously.
This argument is supported by giving several illustrative examples (Section
6), where existing metrics yield contradictory results. Thus, disentangling
these two phenomena, in an evaluation metric, is of paramount importance
for the progress of generative modeling. This chapter is aimed to serve as an
overview of the most prominent evaluation metrics.

3.1 Inception Score

Inception Score (IS), introduced by Salimans et al. [48], is one of the most
widespread evaluation metrics. IS was one of the first attempts to automat-
ically evaluate the quality of GANs. Given a set of generated samples, IS
returns a scalar value to measure how realistic the samples are, compared to
the training samples. Salimans et al. [48] claim that, in addition to sample
quality, IS simultaneously measures the variety of samples. Moreover, they
find it to correlate well with human perceptual judgments.

Generated images x are passed through a pre-trained classifier network,
i.e., Inception-v3 [54] to obtain a conditional label distribution p(y|x). Sali-
mans et al. identify that a generator should produce samples with high quality
and variety. A generated image has high quality if the conditional label dis-
tribution p(y|x) has low entropy. This means that the image should contain
a clear object and the Inception network gives high probability for the class
corresponding to the object, and low probability for the other classes. In
contrast, a high-entropy distribution means that the classifier is uncertain of
the object in the image and it assigns equal probability to each class.

Variety of the generated images is quantified by requiring a marginalized
label distribution p(y) =

∫
p(y|x = G(z))dz to have high entropy which

implies that the distribution of class predictions for the generated images
should be well-balanced, i.e., close to a uniform distribution. Combining the
two requirements IS is defined

IS(x) = exp
(
Ex∼pg [KL (p(y|x)||p(y))]

)
, (3.1)

where KL denotes the Kullback-Leibler (KL) divergence [28]. Exponen-
tiation in Equation (3.1) is done to make comparison of results more conve-
nient.

Examining the relation between Mutual Information [51] I and the ex-
pected KL divergence between p(y|x) and p(y) provides useful insight, why
IS satisfies the requirements that the conditional label distribution p(y|x) has
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low entropy and the label distribution p(y) has high entropy. Expectation of
KL divergence between conditional label distribution and the marginalized
label distribution is

ln(IS(x)) = Ex∼pg [KL (p(y|x)||p(y))] (3.2)

=
∑
x

p(x)KL (p(y|x)||p(y))

=
∑
x

p(x)
∑
c∈Y

p(y = c|x) log
(
p(y = c|x)
p(y = c)

)
=

∑
x

∑
c∈Y

p(x, y = c) log

(
p(x, y = c)

p(x)p(y = c)

)
= I(y;x)

Where the definition of conditional probability and Mutual Information
were used. In derivation the second line expands the expectation, third line
uses the definition of KL divergence and fourth line uses the definition of
conditional probability twice. Result of this derivation is that the expected
KL divergence between p(y|x) and p(y) is equal to the Mutual Information
between y and x. Mutual Information is further related to the entropies of
the two distributions by

I(y;x) = H(y)− H(y|x) (3.3)

Therefore in order to maximize IS, p(y|x) must have low entropy while
p(y) must have high entropy and it passes the requirements set by Salimans
et al [48].

However, certain issues exist when IS is applied to evaluate generative
models. These issues arise from the sub-optimalities of IS itself and the exact
way IS is used for evaluation. One important drawback of IS is that p(y) and
p(y|x) are both dependent on the Inception network. This places a constraint
that the samples from the generative model should produce meaningful class
predictions among ImageNet classes for the conditional label distribution and
marginalized label distribution to be relevant. Using IS to evaluate genera-
tive models, trained with other datasets than ImageNet, can be problematic
as the data might not represent the types of classes occurring in ImageNet. In
particular, the Inception network does not know anything about the desired
distribution for the model and features, learned from ImageNet, can be inef-
fective in these specific domains.

Another weakness is that IS completely ignores the distribution of real
data and assesses the quality of a generator only on based on the generated
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samples. Ideally, the density of the generator should match the density in-
duced by the training set, i.e., a generator producing images from cats and
dogs should generate samples from both classes at the same rate as they
are occur in the training set. This information is lost if the distribution of
the training data is completely discarded. Che et al. [6] attempt to alleviate
this problem by taking in to account the label distribution of real data in
their Mode Score (MS) metric. However, Zhou et al. [63] later show that MS
reduces to IS and they are, in fact, the same metric.

3.2 Fréchet Inception Distance

Motivated by the weaknesses of IS, Heusel et al. [17] proposed Fréchet In-
ception Distance (FID) to evaluate the quality of generative models. FID
compares statistics, computed from training samples, to the statistics of gen-
erated samples. Heusel et al. justify the use of their metric by showing that it
is more consistent than IS under variety of synthetic image corruptions [17].

To calculate FID between real and generated images, the images are em-
bedded into a feature space using a specific layer of the Inception-v3 network
(i.e. using the pool3 layer). The purpose of the feature space is to find a lower
dimensional representation of the images, where similar images are mapped
to approximately the same regions in the space. Then, the distributions of the
feature vectors, for real and generated images, are separately approximated
with two multivariate Gaussian distributions. The quality of generated sam-
ples is estimated by calculating the Wasserstein-2 distance [39], also known
as Fréchet distance, between the Gaussians

FID(µr,Σr,µg,Σg) =
µr − µg

2

2
+ Tr

(
Σr +Σg − 2(ΣrΣg)

1
2

)
, (3.4)

where (µr,Σr) and (µg,Σg) denote, respectively, the mean vector and
covariance matrix of the Gaussian approximations for real and generated
samples.

Figure 3.1 demonstrates the Wasserstein-2 distance between 1D Gaussian
distributions. Informally, Wasserstein-2 distance can be viewed as the amount
of probability mass required to move from one distribution to the other such
that the two distributions are the same. The pairs of distributions, (A, B)
and (A,C), have the sameWasserstein-2 distance. This does not immediately
imply that the distributions B and C are similar.

FID directly compares densities of real and generated data in a feature
space of the Inception network. Low FID implies that the distributions of
real and generated samples are close to each other. Nevertheless, in practice
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A BC

Figure 3.1: Distributions with various shapes can obtain the same
Wasserstein-2 distance. Illustrated with 1D Gaussians (A-C), the distance
between A and B is equal to the distance between A and C.

if a model has low FID, it can mean that samples are of high quality or
variety, or both. We demonstrate this in Section 6 and show that this makes
the diagnosis of model performance difficult.

FID assumes a parametric form for the feature space and uses an uni-
modal distribution to obtain estimates from the quality of the generated
distribution. Importantly, FID is computationally efficient to evaluate as it
only requires embedding the real and generated samples to the feature space
of Inception network and computing a closed form approximation for the
distributions of the feature vectors. FID has developed to be the de facto
standard to evaluate whether a proposed method can be considered favor-
able or not.

3.3 Kernel Inception Distance

Bińkowski et al. [3] proposed a metric similar to FID, called the Kernel
Inception Distance (KID). KID measures the dissimilarity between the dis-
tributions of real and generated samples without assuming any parametric
form for them. Similarly to FID, the real and generated images are embedded
to a feature space of the Inception network. Then, KID is defined to be the
squared maximum mean discrepancy (MMD) [13] between the Inception fea-
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tures of real and generated images. KID uses an additional feature mapping
φ(·), i.e., the cubic polynomial kernel to map the real and generated images
from the feature space of Inception network to a Hilbert space H of the cubic
polynomial kernel. The cubic polynomial kernel is defined as

κ(x,y) =

(
1

d
xTy + 1

)3

, (3.5)

where d is the dimension of the feature space of vectors x and y.
Denote the Inception representations of real and generated images by

xr and xg, respectively. Mean embeddings of the feature vectors of real and
generated images in the Hilbert space are given by

µr = Exr∼pr [φ(xr)] (3.6)

µg = Exg∼pg [φ(xg)] (3.7)

The distance between the distributions of feature vectors (pr, pg), correspond-
ing to real and generated images, is obtained by calculating the squared MMD
between the mean embeddings µr and µg

MMD2(pr, pg) =
Exr∼pr [φ(xr)]− Exg∼pg [φ(xg)]

2

2
(3.8)

= ⟨Exr∼pr [φ(xr)] ,Exr∼pr [φ(xr)]⟩
− 2 ·

⟨
Exr∼pr [φ(xr)] ,Exg∼pg [φ(xg)]

⟩
+
⟨
Exg∼pg [φ(xg)] ,Exg∼pg [φ(xg)]

⟩
= Exr∼pr [κ(xr,xr)]− 2 · Exr∼pr

[
Exg∼pg [κ(xr,xg)]

]
+ Exg∼pg [κ(xg,xg)]

Where κ denotes the kernel function κ(x,x′) = ⟨φ(x), φ(x′)⟩ of feature space
embedding φ. In Equation (3.8) the second line follows from the property
∥a− b∥2 = ⟨a,a⟩ − 2 ⟨a, b⟩ + ⟨b, b⟩ of norm and the third line from the
linearity of expectation E [·]. In practice, we have access to samples Xr ∼ pr
and Xg ∼ pg from the distributions of Inception features. Then, the squared
MMD is calculated using an unbiased estimator [13]

MMD2
u(pr, pg) =

1

m(m− 1)

m∑
i ̸=j

κ(φ(xi
r), φ(x

j
r)) (3.9)

+
1

n(n− 1)

n∑
i ̸=j

κ(φ(xi
g), φ(x

j
g))

− 2

mn

m∑
i=1

n∑
j=1

κ(φ(xi
r), φ(x

j
g)),
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a) Characteristic kernel b) Non-characteristic kernel

Figure 3.2: Difference between a characteristic and non-characteristic ker-
nels – a) Characteristic kernel always returns different mean embeddings in
H for two distinct distributions, while b) Non-characteristic kernel, e.g. a
polynomial kernel, can yield the same mean embedding in H for two distinct
distributions. In b) the MMD between the mean embeddings is zero although
the distributions are not the same.

where xi
r ∈ Xr and xi

g ∈ Xg are feature vectors from the set of feature
vectors of real and generated images, n = |Xr| and m = |Xg|. Conven-
tionally, an equal number of samples from both distributions are taken, i.e.,
|Xr| = |Xg|.

Initially Bińkowski et al. [3] suggested using the cubic polynomial kernel,
to compute KID between real and generated samples, in order to avoid tuning
any kernel parameters. However, the cubic polynomial kernel compares the
first three moments of the distributions (mean, variance and skewness). This
can lead to pathological case, where KID between distributions of real and
generated images is zero, even though the distributions are not the same, as it
suffices to match the first three moments to have zero KID1. This issue stems
from the fact that the mapping to Hilbert space H is not injective, because
the polynomial kernel is not a “characteristic kernel”. Kernel function κ is
characteristic, if distinct distributions have different mean embeddings in H
and the embedding to H by κ is injective, meaning that the two distributions
have the same mean embedding if and only if they are same. See Figure 3.2 for
illustration of the difference between a characteristic and non-characteristic
kernels.

Issue caused by the use of non-characteristic kernel can be solved by

1FID suffers from this issues as well, but it suffices to match only the first two moments
to obtain zero FID.
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using some characteristic kernel, e.g., radial basis function (RBF) kernel as
it compares all moments between distributions. The RBF kernel is defined
as

κ(x,y) = exp
(
−γ ∥x− y∥22

)
(3.10)

Where γ is a free parameter defining the width of the kernel. Even though
one needs to be careful, when selecting the kernel function, KID has advan-
tages over FID that it makes no assumptions about the parametric form of
the feature space and according to the evaluation by Bińkowski et al. [3] it
requires less samples than FID to converge to the true value, i.e., KID is
more sample efficient.

3.4 Sliced Wasserstein Distance

Karras et al. [22] proposed to use sliced Wasserstein distance (SWD) to eval-
uate the quality of GANs. They argue that a successful generator should
produce similar local image structure for generated images, over all scales,
as observed in the training set. Thus, they examine the multi-scale statisti-
cal similarity of real and generated images by drawing local image patches
from multiple levels of a Laplacian pyramid [5] representations for real and
generated images. Then they compute the Wasserstein distance between the
drawn patches. The quadratic Wasserstein distance between two point clouds
X and Y , of same size |X| = |Y | = N , with discrete densities in Rd is defined
as

W (X, Y )2 = min
σ∈ΣN

Wσ(X, Y ), (3.11)

where Wσ(X, Y ) =
∑N

i=1

Xi − Yσ(i)
2

and σ denotes a permutation of N
elements among the set of all possible permutations ΣN . In the form rep-
resented in (3.11), Wasserstein distance is computationally too expensive to
calculate for applications involving images. Therefore, to counter this prob-
lem Rabin et al. [42] proposed the SWD metric. SWD is calculated with 1D
Wasserstein distances between projected point clouds

W̃ (X, Y )2 =

∫
θ∈Ω

W (Xθ, Yθ)
2dθ, where Xθ = {⟨Xi, θ⟩}i∈I ⊂ R (3.12)

And Ω =
{
θ ∈ Rd | ∥θ∥ = 1

}
is the unit sphere. Furthermore, Rabin et al.

observe that SWD can be re-written using a series of 1D optimal assignments

W̃ (X, Y )2 =

∫
θ∈Ω

min
σθ∈ΣN

∑
i∈I

|
⟨
Xi − Yσθ(i), θ

⟩
|2dθ (3.13)
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This formulation provides efficiently computable randomized approximation
of Wasserstein distance (Equation (3.11)).

In the context of GANs, SWD is computed by sampling 16384 real and
generated images, as suggested by Karras et al. [22]. Then, for each image
a Laplacian pyramid representation is calculated and for each level of the
pyramid 128 descriptors are extracted, resulting in 221 (≈ 2.1M) descriptors
per level. The coarsest resolution of the Laplacian pyramid corresponds to
the original image resolution and the finest resolution is 16 x 16 pixels. The
descriptors, from each level, are sampled in uniform random using a 7 × 7
pixel neighborhood with 3 color channels, denoted by x ∈ R7×7×3. Then the
descriptors for real and generated images are normalized with respect to the
mean and standard deviation of each color channel. Finally SWD (Equation
(3.13)) is estimated using 512 projections with the normalized descriptors for
real and generated images.

Patches are extracted from various levels of Laplacian pyramid and each
level corresponds to a different spatial resolution. SWD for low resolution
patches measures similarity in large-scale image structures, whereas patches
extracted from higher resolutions encode information about pixel-level at-
tributes, e.g., noise or sharpness of edges. If descriptor patches, extracted
from training images and generated samples, are similar in appearance and
variation, then SWD between the distributions of patches is low. However,
the patches are sampled from a rather small, 7× 7 pixel, area and thus the
modeling of long-range spatial dependencies using only these small patches
can be impossible. Therefore, even though the distributions of patches can
appear to be similar, when compared with low level pixel details, it does not
guarantee that they are semantically similar.
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pr
pg

(a) Example distributions (b) Precision (c) Recall

Figure 3.3: Precision and recall in the context of generative models. (a)
Denote the distribution of real images with pr (blue) and the distribution of
generated images with pg (red). (b) Precision is the probability that a random
image from pg falls within the support of pr. (c) Recall is the probability
that a random image from pr falls within the support of pg. Figure from [29].

3.5 Precision and Recall

Sajjadi et al. [47] describe a metric that measures precision and recall for
distributions (PRD) of real and generated images. Roughly, precision corre-
sponds to the visual quality of generated images and recall the coverage to
which extent a generator span the training data. The concept of precision
and recall in the context of generative models is illustrated in Figure 3.3. The
main contribution by Sajjadi et al. was to extend precision and recall to gen-
erative modeling, and provide a practical algorithm to compute them.

Sajjadi et al.’s algorithm treats the embeddings of real and generated im-
ages, obtained using a pre-trained Inception network [53], as high-dimensional
point sets. It forms k clusters in the embedding space by clustering the
union of the embeddings for real and generated images with “minibatch k-
means” [50]. Then, it proceeds to count how many real and generated images
fall into each of the k clusters and compares the resulting histograms to yield
estimates for the precision and recall. Precision (quality) is high when all
clusters that are occupied by generated images also contain a high number of
real images, and recall (variation) is high when all clusters occupied by real
images also contain a high number of generated images. The authors show
that their metric works convincingly in a number of test cases using various
generative models [47].

However, there are important scenarios that are not handled correctly by
PRD. These are cases when generated images are packed tightly in the fea-
ture space due to, e.g., mode collapse or truncation. They cause many of the
clusters in the tightly packed region to contain no real images and ultimately
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leads the metric to incorrectly report a low precision. This tendency to un-
derestimate precision can be alleviated by using fewer clusters, but doing so
leads to overestimation of recall. Intuitively, reducing the number of clusters
causes them to become larger and thus more likely to cover unrelated images
that are farther away in the embedding space.

We agree with Sajjadi et al. [47] that defining quality and variety of
generated images as disentangled quantities provides important insights from
generative models. At the same time we argue that the traditional view,
which uses sets, of precision and recall is sufficient in the context of generative
modeling and develop an improved precision and recall metric.



Chapter 4

Precision and recall using k-NN

Motivated by the metric proposed by Sajjadi et al. [47], we build on their work
and propose an improved precision and recall metric. On a high level, we wish
to estimate how realistic the generated samples are given the training data
and to which extent the model covers different factors of variation, observed
in the training set.

Immediate challenge arises from the fact that there exists infinitely many
realistic data points but we are only given a finite training set. Thus, we
cannot, for instance, measure the quality of a generated sample by simply
comparing it pixel-wise to the images included in the training set. Brock
et al. [4] show that the nearest neighbors of images in a feature spaces of
various pre-trained classifier networks correspond to semantically similar im-
ages. Therefore we search for the nearest neighbors in a feature space of some
pre-trained classifier network.

Our metric provides two values: an estimate for the quality (precision)
and variety (recall) of generated samples. Separate estimates for the two
aspects is important in order to understand which of these aspects some spe-
cific feature in a generative model affects. Intuitively, to keep the measures for
image quality and variety separated, we want to form separate estimates for
the manifolds of real and generated images in a feature space. We form sep-
arate estimates of the manifolds of real and generated images with k-nearest
neighbors (k-NN). Using k-NN has certain advantages: it does not restrict
our manifold estimates to some parametric form, it requires minimal amount
of hyperparameter tuning, and it provides an adaptive resolution estimate
of the manifolds, meaning that we can obtain more accurate estimate of a
manifold with more data. After obtaining the estimates of the manifolds we
estimate precision and recall with their overlaps.

Our metric does not compare probability densities of real and generated
samples, see Figure 4.1. Thus, it should be noted that recall alone is not
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Figure 4.1: Scenario where k-NN precision and recall leads to essentially
perfect scores even though the probability distributions are clearly differ-
ent. Our metric does not measure the differences in probability densities as
it measures the overlaps of the estimated manifolds of real and generated
samples.

enough for measuring the quality of output distribution as it only measures
the coverage. Recall does not measure the difference in probability masses
placed by the distribution of real and generated samples.

Similar to Sajjadi et al. [47], we draw real and generated samples from
Xr ∼ pr andXg ∼ pg, respectively, and embed them into a high-dimensional
feature space using a pre-trained classifier network. We denote feature vec-
tors of the real and generated images by φr and φg, respectively, and the
corresponding sets of feature vectors byΦr andΦg. We take an equal number
of samples from each distribution, i.e., |Φr| = |Φg|.

For each set of feature vectors Φ ∈ {Φr,Φg}, we estimate the correspond-
ing manifold in the feature space as illustrated in Figure 4.2. We obtain
the estimate by calculating pairwise Euclidean distances between all feature
vectors in the set and, for each feature vector, forming a hypersphere with
radius equal to the distance to its kth nearest neighbor. Together, these hy-
perspheres define a volume in the feature space that serves as an estimate of
the true manifold. To determine whether a given sample φ is located within
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(a) True manifold (b) Approximated manifold

Figure 4.2: (a) An example manifold in a feature space. (b) Estimate of the
manifold obtained by sampling a set of points and surrounding each with a
hypersphere that reaches its kth nearest neighbor. Figure from [29].

this volume, we define a binary function

f(φ,Φ) =

{
1, if ∥φ− φ′∥2 ≤ ∥φ

′ − NNk (φ
′,Φ)∥2 , for at least one φ′ ∈ Φ

0, otherwise,

(4.1)
where NNk (φ

′,Φ) returns kth nearest feature vector of φ′ from set Φ. In
essence, f(φ,Φr) provides a way to determine whether a given image looks
realistic, whereas f(φ,Φg) provides a way to determine whether it could be
reproduced by the generator. We can now define our metric as

precision(Φr,Φg) =
1

|Φg|
∑

φg∈Φg

f(φg,Φr) (4.2)

recall(Φr,Φg) =
1

|Φr|
∑

φr∈Φr

f(φr,Φg) (4.3)

In Equation (4.2), precision is quantified by querying for each generated
image whether φg ∈ Φg the image is within the estimated manifold of real
images. If a generated image is located at the manifold of real images, then
it is considered having “high quality”.

Symmetrically, recall (Equation (4.3)) is calculated by querying for each
real image whether the image is within estimated manifold of generated im-
ages. By computing how many real images are located at the manifold of
generated images we can estimate how well the generative model covers the
training set. See Appendix A for the pseudocode of our improved precision
and recall metric.

In practice, we compute the feature vector φ for a given image by feeding
it to a pre-trained VGG-16 classifier [52] and extracting the corresponding
activation vector after the second fully connected layer. Like FID, our metric
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is weakly affected by the number of samples taken. Since it is standard
practice to quote FIDs with 50k samples, we adopt the same design point
for our metric as well. The size of the neighborhood, k, is a compromise
between covering the entire manifold (large values) and overestimating its
volume as little as possible (small values). We have found that higher values
of k increase the precision and recall estimates in a fairly consistent fashion,
and lower values of k decrease them, until they start saturating at 1.0 or 0.0.
Tests with various datasets and GANs showed that k = 3 is a robust choice
that avoids saturating the values most of the time. Thus we use k = 3 and
|Φ| = 50000 in all our experiments unless stated otherwise.



Chapter 5

Experiments with synthetic data

Before using the metrics to evaluate GANs, we want to obtain some intuition,
how the metrics behave under some specific changes to image quality or
variety, through a set of experiments with synthetic data. The motivation to
use synthetic data is that it offers a simple way to separate, how different
phenomena affect on the metrics. The experiments with the synthetic data
provides a crucial “sanity-check” that each metric behaves in a consistent
way.

We study the effect of varying the image quality by applying synthetic
corruptions to images. Evaluation metrics should be be sensitive to various
image distortions and transformations, and the estimated quality of sam-
ples should correspond with the quality, perceived by humans. We use a
perceptual metric, called the Learned Perceptual Image Patch Similarity
(LPIPS) [62], to quantify the strength of a specific corruption type rela-
tive to a clean reference image. This is done in order to compare between
different types of corruptions, i.e., for each corruption type we want to apply
an amount of distortion so that the images, with different corruptions, are
as far from a clean reference image, according to human perception.

In general, image data contains multiple different modalities and an ideal
generative model should capture all of them. Therefore, an ideal evaluation
metric should be able to detect if the model can not generate samples from
all modes present in the data. The effect of changing the variety of output
distribution is studied with a mode dropping and invention experiment where
we simulate, how the coverage of modes in the training data affects the evalu-
ation metrics. Finally, we end this chapter by studying the sample efficiency
of metrics, i.e., how many samples the metrics require so that their value
converges to the true value.

We use the FFHQ dataset in 256×256 resolution to experiment with the
synthetic corruptions and sample efficiency. For mode dropping and invention
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we use toy data from a mixture of Gaussians. From now on, unless stated
otherwise, we evaluate FID, IS, k-NN precision and recall using 50k samples,
KID and PRD using 20k samples and SWD with 16k samples. For k-NN
precision and recall we use k = 3 and for PRD we use 20 clusters and report
F1/8 and F8 as proxies for precision and recall, respectively, as recommended
by Sajjadi et al. [47].

5.1 Learned Perceptual Image Patch Similar-

ity

In order to meaningfully compare between different synthetic corruptions
one should define a distance which tells how far a corrupted image is from
an un-corrupted image. Otherwise the comparison between different image
distortions is misleading, because an equally large change in a value of a
metric can be obtained by two different distortions where one distortion
changes the perceived quality of the image only little and the other might
change it significantly. Ground truth method to evaluate perceptual distance
is to assign human observers to rank which image, x1 or x2, is closer to a
reference image xref. However, human labeling is expensive and it requires
careful design of the ranking task. Thus, it is desirable to use some automated
way to obtain the perceptual distances between images.

We use the LPIPS perceptual metric, by Zhang et al. [62], to estimate the
perceptual distance between a reference image and a corrupted image. Zhang
et al. [62] studied extensively the use of deep features as a perceptual metric
using multiple CNN architectures (VGG [52], AlexNet [27], SqueezeNet [19])
trained for ImageNet classification task. In addition, they show that tra-
ditional metrics like ℓ2-distance, peak signal-to-noise ratio (PSNR), struc-
tural similarity index (SSIM) [58], multi-scale structural similarity index
(MSSIM) [60] and feature similarity index (FSIM) [59] often disagree with
the perceptual judgments of humans.

Figure 5.1 illustrates the process of computing the LPIPS distance be-
tween a reference image xref and a distorted image x, using the activations
of some pre-trained classifier network. Given a network F , images xref and
x, the LPIPS is calculated with

d(xref,x) =
∑
l

1

HlWl

∑
h,w

wl ⊙ (ŷlref,hw − ŷlhw)
2

2
(5.1)

First the images are passed through the pre-trained classifier network
F . Then, the intermediate features are extracted from L layers of the net-
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Normalize
Subtract

Multiply
L2 norm

Spatial average
Avg.

xref x w

d

F

Figure 5.1: Computing LPIPS distance between two images xref and x using
a pre-trained classifier network F . LPIPS was calibrated with human per-
ceptual judgments to measure distances between two images. Higher LPIPS
corresponds to a larger perceived distance between the images.

work and they are unit-normalized in the channel dimension. The result of
the normalization is denoted by ŷlref, ŷ

l ∈ RHl×Wl×Cl for each layer l ∈ [L]. In-
termediate features are further scaled channel-wise by a weighting vector
wl ∈ RCl and the ℓ2-distance, between the features, is calculated. Finally, the
results are averaged spatially and summed channel-wise to obtain the percep-
tual distance between the images. In our experiments, we use the weighting
vector wl provided by Zhang et al. [62] which is calibrated to approximately
match perceptual judgments of humans for various image corruptions.

Table 5.1: Description for each synthetic corruption type.

Corruption type Description

Increase brightness Increase brightness of image by a constant factor.

Hue Change the hue of each image by a constant factor.

Saturation Increase saturation of each image by a constant factor.

Gaussian blur
Convolve each image using a Gaussian kernel with
increasing standard deviation.

Gaussian noise Add increasing amounts of Gaussian noise to the image.

Swirl
Spiral transform parts of the image the same way as
Heusel et al. [17].

Black rectangle
Add five black rectangles of increasing size to random
locations of the image.

Swap regions Swap 32× 32 pixel regions of the image.
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5.2 Synthetic image corruptions

In this section we experiment with synthetic image corruptions using the
FFHQ dataset. This is done to assure that the evaluation metrics respond
consistently with various types of increasing image corruptions. To quantify
relative strength between the corruptions, we use LPIPS which calculates
perceptual distance between un-corrupted and corrupted images. An ideal
evaluation metric should be sensitive to various corruptions that affect the
perceived quality of the images. Therefore we expect that the larger amount
of corruption we apply to images, the evaluation metrics should respond by
assigning “worse” scores for the corrupted images.

The synthetic corruptions we consider are: increase brightness, hue, sat-
uration, Gaussian blur, Gaussian noise, swirl, black rectangles and swap re-
gions within an image. Short descriptions for each corruption type are given
at Table 5.1. Figure 5.2 provides examples for each corruption type and the
corresponding LPIPS distance. Based on a visual inspection of Figure 5.2
LPIPS increases consistently as more corruption is applied.

The experiment setting is the following. Evaluation metrics are calculated
using a set of real images Xr and a set of corrupted images Xc, where we
have applied corruption to the set of images Xr. Each corruption type was
evaluated 10 times using different random seed to obtain 95% confidence
intervals that are shown with shaded regions in Figures 5.3 and 5.4.

We can roughly divide the considered corruption types in to two cate-
gories: corruptions that affect the semantic meaning of an image and corrup-
tions that do not affect it. Adding black rectangles, swapping regions within
an image, and applying swirl modify the global structure of the images and
thus they are able to change the interpretation of the images. Corruptions
such as increasing brightness, varying hue or saturation, and adding noise
or blur modify the images in a way that preserves the semantic meaning of
the image. We expect that corruptions which change the structures of im-
ages more are easier for the metrics to detect than the corruptions that only
slightly alter the image structures.

FID, KID, and SWD are all monotonically increasing as more corrup-
tion is applied to the real images (Figure 5.3). FID and KID respond the
strongest to adding black rectangles, swirling, and swapping some regions
of the images. Strong response to black rectangles and swirl is reasonable,
because they are never observed in the training set. It is not surprising that
FID and KID respond strongly to swapping regions within the images, be-
cause swapping can mix the semantic meaning of the images, therefore the
response from FID and KID is sensible.
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Figure 5.2: Examples for each synthetic corruption type and their corre-
sponding LPIPS distance. The leftmost image acts as the reference to which
the corrupted images are compared against.
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Figure 5.3: Sensitivity of metrics to synthetic image corruptions. Lower
FID, KID, and SWD corresponds to smaller distance between distributions
of synthetic and real data. Higher IS means that the distributions of synthetic
and real data are more similar.

FID and KID are nearly invariant to changes in image brightness, hue or
saturation. Both metrics rely on the representations learned by the Inception
network. A good classifier network should predict the same class regardless of
the changes in image brightness, hue or saturation. Therefore, we hypothesize
that FID and KID do not react strongly to modifications in image brightness,
hue or saturation, because the features from the Inception network are nearly
invariant to these changes. Note that the qualitative behavior of FID and
KID for all corruption types is similar. As a conclusion, FID and KID can
reliably detect various corruption types, but the response to a specific type
of corruption can be weaker due to invariances of the feature extractor.

SWD is weakly affected by swapping image regions as it compares small
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Figure 5.4: Effect of image corruptions to k-NN precision and recall and
PRD. Higher precision or F 1

8
corresponds to synthetic images having high

quality and recall or F8 measures how well synthetic distribution covers the
reals.

local patches, between corrupted and un-corrupted images. Swapping regions
does not modify their content, it only re-organizes the spatial arrangement
of the patches. Thus, SWD seems to ignore the large scale structures in
images. However, SWD detects the addition of noise or varied saturation
better than the other metrics, because the comparison of image patches is
done on a pixel-level and not in a feature space of a pre-trained classifier
network which might be invariant to these types of corruptions.

IS is monotonically decreasing for all corruption types, except swap re-
gions (Figure 5.3). Interestingly, slight changes the image structure, intro-
duced by swapping regions, can lead to a configuration which improves
IS. This is potentially caused by the fact that IS relies on the label pre-
dictions from the Inception network and alternating the global composition
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of an image can lead to a situation, where the network predicts completely
different labels. IS is also weakly affected by changes in image brightness,
hue and saturation as it uses the Inception network.

PRD and k-NN precision and recall are both monotonically decreasing for
all corruption types (Figure 5.4) as desired. Precision measures how realistic
a set of images is compared to a set of reference images and recall measures
to which extent the set of reference images is covered by the set of corrupted
images. Visual inspection of Figure 5.4 shows that our metric responds more
to changes in brightness, hue and saturation than PRD. Our metric uses the
feature space of VGG-16 network and PRD uses features from the Inception
network. We tested to use Inception network as the feature extractor in our
metric and confirm that features from VGG network work considerably better
with brightness, hue and saturation corruptions. Adding Gaussian noise is
difficult to detect for both our metric and PRD. Small amounts of noise do
not considerably the change global structure of an image and the features
used by both metrics are extracted from fully connected layers at the end of
networks. This puts more weight on the global structure of the image rather
than pixel-level structure that the noise affects more. Our metric and PRD
assign increasing lower scores as more corruption that alter the large scale
structure of images (black rectangle, swirl and swap) is added. Hence, we can
expect them to reliably distinguish if a generative model produces samples
that do not match with the samples contained in the training data.

5.2.1 Conclusion

Most of the metrics capture various corruption types very well by assigning
“worse” scores as the disturbance level is increased. We observed that cor-
ruptions that heavily modify the global structure of the images induce the
strongest response from the metrics. Thus, we can expect that all metrics can
detect if the spatial structure of images, from a generative model, does not
match with the images in the training set. Corruptions that modify the image
structure slightly are weakly detected by the metrics. We speculate that these
corruptions are not detected because the network, used to extract image fea-
tures, can be trained to be invariant to such corruption types. Hence, if the
network used as a feature extractor for an evaluation metric is trained to be
nearly invariant under small augmentations of certain type this invariance is
inherited by the metric as well.
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Figure 5.5: Visualization of 2D Gaussian mixture used to examine mode drop
and invention. Modes 1–5 correspond to the real data and the generated
data is gradually expanded to cover all the real modes and eventually five
extraneous modes 6–10.

5.3 Mode drop and invention

So far the experiments with synthetic data have addressed the case when
the quality of “generated” samples have decreased noticeably through syn-
thetic corruptions. Moreover, another important aspect is that an evaluation
metric should measure the variety of the generated samples. Mode dropping,
i.e., the inability of the model to reproduce all modes in the training set,
is particularly interesting phenomenon in GANs [6, 22]. Thus it would be
important that evaluation metrics would enable careful and detailed study
of this event. To this end, the goal for this experiment is to provide a view
that is orthogonal to the assessment of the perceptual quality of samples. We
use data from a 2D Gaussian mixture to study mode dropping and inven-
tion, because it allows straightforward interpretation and visualization of the
results.

Figure 5.5 shows the experiment setting for mode drop and invention.
Real data covers five modes (1–5) and the generated data is expanded, one
mode at a time, to cover the real modes (1–5) and five extraneous modes
(6–10). Each metric is evaluated using 10k real and generated samples, and
the experiment was repeated 10 times with different random seeds to obtain
estimates for 95% confidence intervals. IS is not used as it relies on the label
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Figure 5.6: Effect of mode dropping and invention on evaluation metrics
that compare differences in distributions. Each metric have minimum when
all real modes (5) are covered. Inventing new modes (6-10) only leads to a
weak increase in the metrics.

distribution predicted by Inception network and therefore can not be used
with the 2D Gaussian mixture data. For SWD the raw 2D points are used
as feature descriptors and we skip building the Laplacian pyramid represen-
tations.

A reasonable assumption for the behavior of metrics, that provide a scalar
output to simultaneously assess both the quality and variety, is that the value
of the metric should decrease until the generated samples cover all five modes
of real data. At this point all generated samples are essentially perfect and
therefore the metric should be at its minimum. Next, when spurious modes
are added to generated samples, the metric should consistently increase. The
qualitative behavior should be different for the metrics that measure the qual-
ity and variety of the generated samples with precision and recall. Initially,
recall should be low as only some of the real modes are covered. At the same
time precision should be perfect because all generated samples land in parts
of the domain occupied by real data. Then, as more real modes are covered re-
call increases linearly from 1/5 to 1 while precision should remain high. When
the generated data starts to cover extraneous modes, recall should remain
high while precision should drop because more of the generated samples land
in areas that are not occupied by the real data.

Expanding the generated samples to cover more of the real data leads to
the expected behavior for FID, KID and SWD (Figure 5.6) — each of these
metrics obtain minimum value at the point where generated samples cover all
real modes. However, adding extraneous modes leads to inconsistent results
— the new modes can lead the metric to either increase or decrease, i.e.,
the FID, KID and SWD are not monotonically increasing, when extra modes
are invented. This observation hints that these metrics are not capable of
detecting spurious modes.
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detect the addition of spurious modes (6-10).

In Figure 5.7 PRD has a small artifact leading to a precision that is lower
than one when few modes of real data are covered. This is presumably caused
by the tight packing of samples (small variance) in mode 1.

Our metric, k-NN precision and recall, behaves ideally for this toy ex-
periment and it supports the argument that our method can separate sample
quality and variety.

5.4 Sample efficiency of evaluation metrics

For practical reasons an ideal evaluation metric should yield results, that
converge to the “true” value, using a reasonable amount of samples and
affordable computational cost. We refer to this property as the sample effi-
ciency of the metric and it provides an estimate for the number of samples
required to obtain accurate estimates from an evaluation metric.

We use the FFHQ dataset to study the sample efficiency of metrics. Simi-
larly to the experiment with synthetic corruptions (Section 5.2), we sample a
set of real images Xr and apply a constant amount of Gaussian blur to create
the set “generated” images Xg. For each metric, this procedure is repeated
many times using different number of samples to obtain the estimates for the
sample efficiency.

Figure 5.8 shows the sample efficiency of the metrics. FID, IS and k-NN
precision and recall exhibit a similar behavior as the number of samples, used
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to evaluate the metrics, is increased. All of these metric have in general low
variance and the variance is largest for small number of samples. Using 50k
samples to evaluate FID, IS and k-NN precision and recall is well justified to
ensure that the results have approximately converged to the true value.

KID is weakly affected by the number of samples used in evaluation. Con-
versely, SWD and PRD are affected strongly by the number of samples used
to evaluate them. PRD, in particular, has high variance which could be
caused by k-means clustering converging to different optima. SWD extracts
descriptors from multiple levels of a Laplacian pyramid. For high resolution
images building the Laplacian pyramid can consume large amounts of mem-
ory, making the metric impractical to use.

A key observation from this experiment is that results from a given met-
ric should only be compared against each other, when the same number of
samples are used to evaluate the metric. Otherwise the results are not com-
parable as there is no guarantee that all values have converged to the true
value.
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Chapter 6

Experiments with GANs

Thus far we have presented experiments that use synthetic data. This chap-
ter provides results for FID, PRD and k-NN precision and recall using two
current state-of-the-art GAN models: StyleGAN and BigGAN. FID is cur-
rently de facto standard for determining whether a certain GAN model is
useful or not and therefore it is important to report FID as a reference. PRD
is considered because it is similar to our proposed metric.

Using StyleGAN we will demonstrate that our metric can reliably disen-
tangle image quality and variety, and the scores from the metric agree with
visual inspection. At the same time, we show that FID and PRD give results
that are contradictory or misleading. In particular, we make effects in the
“null space” of FID clearly visible with our experiments. Furthermore, we
demonstrate that our metric works with other models and datasets than the
StyleGAN and FFHQ. Thus, we turn to inspect another recent model: Big-
GAN. In the experiments we will to show that we can confirm some empirical
claims about the sample quality of BigGAN, made by Brock et al. [4].

Our experiments with GANs are particularly focused on the truncation
trick and its effect on selected the evaluation metrics. Truncating generated
samples provides a way to improve sample quality at the expense that some
variety of samples is lost. Therefore, it is usual that un-curated samples from
a generator are presented using truncation, to display higher quality. Inter-
estingly, time all quantitative results using FID are often reported without
truncation.

Our definition of precision gives a binary estimate for the realism of a
generated image by determining whether it is located at the approximated
manifold of real images. Therefore it can not be used to rank images according
to their realism. Thus, we extend the classification function f , from Equa-
tion (4.1)), to give a continuous estimate of the realism. We call this quantity
the realism score and use it to study the quality of individual samples and
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latent space interpolations.

6.1 Experiments with StyleGAN

Figure 6.1 shows the results of FID, PRD and our metric in four StyleGAN
setups. These setups exhibit different amounts of truncation and training
time. They have been selected to demonstrate how the metrics behave with
varying output image distributions.

Setup A is heavily truncated, and the generated images are of high quality
but very similar to each other in terms of color, pose, background, etc. This
leads to high precision and low recall, as one would expect. Moving to setup
B increases variation, which improves recall, while the image quality and
thus precision is somewhat compromised. Setup C is the FID-optimized con-
figuration in [23]. It has even more variation in terms of color schemes and
accessories such as hats and sunglasses, further improving recall. However,
some of the faces start to become distorted which reduces precision. Finally,
setup D preserves variation and recall, but nearly all of the generated images
have low quality, indicated by much lower precision as expected.

In contrast, the method of Sajjadi et al. [47] indicates that setups B, C
and D are all essentially perfect, and incorrectly assigns setup A the lowest
precision. Looking at FID, setups B and D appear almost equally good, illus-
trating how much weight FID places on variation compared to image quality,
also evidenced by the high FID of setup A. Setup C is ranked as clearly the
best by FID despite the obvious image artifacts. The ideal tradeoff between
quality and variation depends on the intended application, but it is unclear
which application might favor setup D where practically all images are bro-
ken over setup B that produces high-quality samples at a lower variation.
Our metric provides explicit visibility on this tradeoff and allows quantify-
ing the suitability of a given model for a particular application. Through
this demonstration, we argue that the concepts of precision and recall are
required to comprehensively assess generative models.

Figure 6.2 illustrates the effects of truncation [4, 23, 25, 35] on precision
and recall using a single StyleGAN generator. With our method, the maxi-
mally truncated setup (ψ = 0) has zero recall but high precision. As trunca-
tion is gradually removed (larger ψ), precision drops and recall increases as
expected. In contrast, the method of Sajjadi et al. reports both precision and
recall increasing as truncation is removed, contrary to the expected behav-
ior. We hypothesize that their difficulties are a result of truncation packing
a large number of generated images into a small region in the embedding
space. This may result in clusters that contain no real images in that region,
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Figure 6.1: Comparison of k-NN precision and recall (black dots), PRD (red
triangles), and FID for 4 StyleGAN setups with varying amount of trunca-
tion. Zooming in is recommended to better assess the quality of images. Fig-
ure from [29].
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Figure 6.2: (a) Example images produced by StyleGAN [23] trained using the
FFHQ dataset. It is generally agreed [4, 23, 25, 35] that truncation provides
a tradeoff between perceptual quality and variation. (b) With our method,
the maximally truncated setup (ψ = 0) has zero recall but high precision.
As truncation is gradually removed, precision drops and recall increases as
expected. The final recall value approximates the fraction of training set
the generator can reproduce (generally well below 100%). (c) The method
of Sajjadi et al. reports both precision and recall increasing as truncation is
removed, contrary to the expected behavior, and the final numerical values
of both precision and recall seem excessively high. Figure from [29].

and ultimately causes the metric to incorrectly report low precision. The ten-
dency to underestimate precision can be alleviated by using fewer clusters,
but doing so leads to overestimation of recall. Our metric does not suffer
from this problem because the manifolds of real and generated images are
estimated separately, and the distributions are never mixed together.

Studying truncation shows that our improved precision and recall metric
correlates well with perceived image quality and variety, and we demon-
strated cases, where FID and PRD can yield misleading or non-informative
results. After this the main focus of experiments with GANs is kept on our
k-NN precision and recall metric.
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6.2 Experiments with BigGAN

Brock et al. recently presented BigGAN [4], a high-quality generative network
able to synthesize images for ImageNet [8]. ImageNet is a diverse dataset
containing 1000 classes with ∼1300 training images for each class. Due to the
large amount of variation within and between classes, generative modeling
of ImageNet has proven to be a challenging problem [4, 38, 61].

Brock et al. [4] list several ImageNet classes that are particularly easy or
difficult for their method. The difficult classes often contain precise global
structure or unaligned human faces, or they are underrepresented in the
dataset. The easy classes are largely textural, lack exact global structure, and
are common in the dataset. Dogs are a noteworthy special case in ImageNet:
with almost a hundred different dog breeds listed as separate classes, there
is much more training data for dogs than for any other class, making them
artificially easy. To a lesser extent, the same applies to cats that occupy ∼10
classes.

Figure 6.3 illustrates the precision and recall for some of these classes
over a range of truncation values. We notice that precision is invariably high
for the suspected easy classes, including cats and dogs, and clearly lower for
the difficult ones. Brock et al. state that the quality of generated samples
increases as more truncation is applied, and the precision as reported by our
method confirms their visual inspection.

Similar FID can mean very different trade-off between precision and re-
call. Recall paints a more detailed picture. It is very low for classes such
as “Lemon” or “Broccoli”, implying much of the variation has been missed,
but FID is nevertheless quite good for both. Since FID corresponds to a
Wasserstein-2 distance in the feature space, low intrinsic variation implies
low FID even when much of that variation is missed. Correspondingly, recall
is clearly higher for the difficult classes. Based on visual inspection, these
classes have a lot of intra-class variation that BigGAN training has success-
fully modeled. The class with highest recall, “Baseball player”, is as good
as “Lemon” in terms of FID—although the former has been designated a
difficult class because a vast majority of the generated images are somehow
distorted and the latter is quite trivial. The difference between these classes is
clearly visible in precision, “Lemon” has substantially higher precision than
“Baseball player”. Dogs and cats show recall similar to the difficult classes,
and their image quality and thus precision is likely boosted by the additional
training data.
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Figure 6.3: Our precision and recall for four easy (a) and four difficult (b)
ImageNet classes using BigGAN. For each class we sweep the truncation
parameter ψ linearly from 0.3 to 1.0. The leftmost point in each curve cor-
responds to the most heavily truncated case (ψ = 0.3). The FIDs refer to
a non-truncated model, i.e., ψ = 1.0. The per-class metrics were computed
using all available training images of the class and an equal number of gener-
ated images, while the curve for the entire dataset was computed using 50k
real and generated images. Figure from [29].
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Figure 6.4: Quality of individual samples of BigGAN from eight classes. Top:
Images with high realism. Bottom: Images with low realism. We show two
images with the highest and lowest realism score selected from 1000 non-
truncated images. Figure from [29].

6.3 Quality of individual samples

While our precision metric provides a way to assess the overall quality of a
population of generated images, it yields only a binary result for an individual
sample and therefore is not suitable for ranking images by their quality. Here,
we present an extension of the classification function f (Equation 4.1) that
provides a continuous estimate of how close a given sample is to the manifold
of real images.

We define a realism score R that increases the closer an image is to the
manifold and decreases the further an image is from the manifold. Let φg be
a feature vector of a generated image and φr a feature vector of a real image
from set Φr. Realism score of φg is calculated as

R(φg,Φr) = max
φr

{
∥φr − NNk (φr,Φr)∥2φg − φr


2

}
. (6.1)

This is a continuous extension of f(φg,Φr) with the simple relation that
f(φg,Φr) = 1 iff R(φg,Φr) ≥ 1. In other words, when R ≥ 1, the feature
vector φg is inside the (k-NN induced) hypersphere of at least one φr.

With any finite training set, the k-NN hyperspheres become larger in re-
gions where the training samples are sparse, i.e., regions with low representa-
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tion. When measuring the quality of a large population of generated images,
these underrepresented regions have little impact as it is unlikely that too
many generated samples land there—even though the hyperspheres may be
large, they are sparsely located and cover a small volume of space in total.
However, when computing the realism score for a single image, a sample that
happens to land in such a fringe hypersphere may obtain a wildly inaccurate
score. Large errors, even if they are rare, would undermine the usefulness of
the metric. We tackle this problem by discarding half of the hyperspheres
with the largest radii. In other words, the maximum in Equation 6.1 is not
taken over all φr ∈ Φr but only over those φr whose associated hypersphere
is smaller than the median. This pruning yields an overconservative estimate
of the real manifold, but it leads to more consistent realism scores. Note that
we use this approach only with R, not with f .

Figure 6.4 shows example images from BigGAN with high and low real-
ism. In general, the samples with high realism display a clear object from
the given class, whereas the object is often distorted to unrecognizable for
the low realism images. Similarly, Figure 6.5 presents images from StyleGAN
with high and low realism. Some variation in backgrounds, accessories, etc.
is lost in high quality samples. We hypothesize that the generator could not
realistically recreate these features, and thus they are not observed in high
quality samples, whereas low quality samples often contain accessories, such
as hats or microphones, that are rare in the dataset and thus difficult for
the generator to model. Appendix B provides more examples of low and high
quality samples.
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a) Low quality samples b) High quality samples

Figure 6.5: Low and high quality samples according to our realism score.
Samples were generated using StyleGAN and truncation ψ = 1.0. Shown un-
curated samples have lowest and highest realism scores among 1k samples.
Zooming in recommended to better assess the quality of images.

6.4 Estimating quality of interpolations

An interesting application for the realism score is to evaluate the quality
of interpolations. We do this with StyleGAN using linear interpolation in
the intermediate latent space W as suggested by Karras et al. [23]. Figure
6.6 shows four example interpolation paths with randomly sampled latent
vectors as endpoints. Paths A appears to be located completely inside the real
manifold, path D completely outside it, and paths B and C have one endpoint
inside the real manifold and one outside it. The realism scores assigned to
paths A–D correlate well with the perceived image quality: Images with
low scores contain multiple artifacts and can be judged to be outside the
real manifold, and vice versa for high-scoring images. See Appendix B for
additional examples of low/high quality interpolations.

Key take-away is that our realism score correlates well with the perceived
image quality and we can accurately observe the point in interpolation where
the quality of images begins to increase/decrease. Importantly, this exper-
iment supports the intuition that generated images with high quality are
located closer to the approximated manifold of real images.
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Figure 6.6: Realism score for four interpolation paths as function of linear
interpolation parameter t and corresponding images from paths A–D. Images
were generated using StyleGAN and truncation ψ = 1.0. Figure from [29].



Chapter 7

Conclusion

Developing novel generative models is an active research topic at the mo-
ment. In addition to improving the existing models, developing methods to
evaluate the results is equally important. The most widely used metrics such
as IS, FID, and KID assess the quality of a model by providing a single scalar
value which makes the diagnosis of the model complicated, because we can
not observe which aspect, quality or variety, is improved if we enable/disable
some features in the model.

Thus, as a main contribution of this thesis we proposed an improved pre-
cision and recall metric for evaluating generative models. By forming explicit
non-parametric representations of the manifolds of real and generated sam-
ples the new metric is able to disentangle effects arising from sample quality
and variety. This information enables more fine grained study how specific
features of a generative model affect its output distribution. We demonstrated
the usefulness of the metric with several illustrative examples using two re-
cent GAN models: StyleGAN and BigGAN and showed that the existing
metrics give contradictory or misleading results in these cases.

Precision, i.e., sample quality is an important concept in applications
where the quality of individual images is of great interest. Especially, the
separate quantification of precision can be useful in the context of image-to-
image translation where the target is to transfer an image from one domain to
another [32, 64]. For example, we could want to transform a landscape image
taken during summer to an image of the same landscape during winter and
measure how realistic the conversion from one domain to the other is.

Furthermore, we extended our precision and recall metric to assess the
quality of individual samples through a quantity called the realism score. This
extension is highly relevant for applications which require generating realis-
tic samples and it can be used to ranking the samples according to their
realism. Self and semi-supervised learning methods have recently gained at-
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tention in generative modeling of the ImageNet dataset [34]. We believe that
the realism score could be used to study class leakage, that is observed in
conditional generative models, by assuming that samples depicting a class
other than the desired has a low realism score.

Another interesting path for future work might be to incorporate our
realism score to the training process of generative models as a loss function
or an additional regularization term. We speculate that the benefit from this
could be that it would possibly stabilize training by providing more stable
gradients, especially at the beginning of training when the generator outputs
images consisting of mostly noise.
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Appendix A

Pseudocode and implementation
details

Algorithm 1 k-NN precision and recall pseudocode.

Input: Set of real and generated images (Xr, Xg), feature network F , neigh-
borhood size k.

1: function Precision-Recall(Xr, Xg,F , k)
2: Φr ← F (Xr)
3: Φg ← F (Xg)
4: precision ← Manifold-Estimate(Φr,Φg, k)
5: recall ← Manifold-Estimate(Φg,Φr, k)
6: return precision, recall

7: function Manifold-Estimate(Φa,Φb, k)
8: Approximate the manifold of Φa.
9: for φ ∈ Φa do

10: ◃ Pairwise distances to all points in Φa:
11: d ← {∥φ− φ′∥2} for all φ′ ∈ Φa

12: ◃ (k + 1)-th smallest value to exclude φ itself:
13: rφ ← mink+1(d)

14: Compute how many points from Φb are within the manifold of Φa.
15: n ← 0
16: for φ ∈ Φb do
17: if ∥φ− φ′∥2 ≤ rφ′ for any φ′ ∈ Φa then
18: n ← n+ 1

19: return n/|Φb|
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Algorithm 1 shows the pseudocode for our method. The main function
Precision-Recall evaluates precision and recall for given sets of real and
generated images, Xr and Xg, by embedding them in a feature space de-
fined by F (lines 2–3) and estimating the corresponding manifolds using
Manifold-Estimate (lines 4–6). The helper functionManifold-Estimate
takes two sets of feature vectorsΦa,Φb as inputs. It forms an estimate for the
manifold of Φa and counts how many points from Φb are located within the
manifold. Estimating the manifold requires computing the pairwise distances
between all feature vectors φ ∈ Φa and, for each φ, tabulating the distance
to its k-th nearest neighbor (lines 9–11). These distances are then used to
determine the fraction of feature vectors φ ∈ Φb that are located within the
manifold (lines 13–17). Note that in the pseudocode feature vectors φ are
processed one by one on lines 9 and 14 but in a practical implementation
they can be processed in mini-batches to improve efficiency.

We use NVIDIA Tesla V100 GPU to run our implementation. A high-
quality estimate using 50k images in both Xr and Xg takes ∼ 8 minutes to
run on a single GPU. For comparison, evaluating FID using the same data
takes ∼ 4 minutes and generating 50k images (1024× 1024) with StyleGAN
using one GPU takes ∼14 minutes. Our implementation can be found at
https://github.com/kynkaat/improved-precision-and-recall-metric.

https://github.com/kynkaat/improved-precision-and-recall-metric


Appendix B

Quality of samples and interpo-
lations

Figure B.1 shows BigGAN-generated images for which the estimated realism
score is very high or very low. Images with high realism score contain a clear
object from the given class, whereas low-scoring images generally lack such
object or the object is distorted in various ways. High and low quality images
for each class were obtained from 1k generated samples.

Figure B.2 demonstrates StyleGAN-generated images that have very high
or very low realism score. Some variation in backgrounds, accessories, etc.
is lost in high quality samples. We hypothesize that the generator could
not realistically recreate these features, and thus they are not observed in
high quality samples, whereas low quality samples often contain hats, mi-
crophones, occlusions, and varying backgrounds that are challenging for the
generator to model. High and low quality images were obtained from 1k
generated samples.

Figure B.3 presents further examples of high and low quality interpola-
tions. High-quality interpolations consist of images with high perceptual
quality and coherent background despite the endpoints being potentially
quite different from each other. On the contrary, low-quality interpolations
are usually significantly distorted and contain incoherent patterns in the im-
age background.
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(a) High-quality samples
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(b) Low-quality samples

Figure B.1: Examples of (a) high and (b) low quality BigGAN samples ac-
cording to our realism scores.
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(a) High-quality samples

(b) Low-quality samples

Figure B.2: High (a) and low quality (b) StyleGAN samples according to our
realism scores.
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(a) High-quality interpolations

(b) Low-quality interpolations

Figure B.3: Examples of (a) high and (b) low quality interpolations according
to our realism scores.
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