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1 Introduction
Computer graphics is a study in the field of computer science that deals with
automatically generating visual output. The process from a description of what is to
be drawn to the final (virtual) image is considered – and sometimes a bit more; the
description might be processed before drawing and reconstructing the physical image
could be involved in the process, leading to overlap with (for example) computational
geometry and signal processing. Furthermore, many problems in computer graphics
can be cast into frameworks that are common with other studies, leading to similar
methods being applicable. For example, we can solve the rendering equation – the
underlying equation that describes how light propagates – by discretizing it directly
and employing a finite element solution, or reformulate and solve it by evaluating an
integral with a Monte Carlo method.

The topics covered by computer graphics range from reproduction of the graphical
elements in user interfaces (for example, this text) to solving physically plausible
images for movies and advertisements. Other typical cases include producing the
visuals for games, generating informative visualizations of data, and drawing the 3D
viewport in modelling software packages. Note that even though realism is often
desired, sometimes it is not called for or even detrimental. For example in medical
imaging it would seem more beneficial to highlight different tissues clearly than to
reproduce their actual appearance faithfully. Likewise, an artist might prefer to
introduce physically implausible materials for an effect. And sometimes, like when
drawing text, it is unclear what “realistic” would even mean. However, in this thesis
the main focus is on physically plausible solutions.

A key challenge in computer graphics is visibility. Simply finding out what is
visible in a picture can be challenging if the description of what to draw is large
and/or complex enough. The issue is amplified when taking into account more
intricate phenomena; typically the functions that emerge from these formulations
are smooth in principle, but discontinuities in visibility (quite simply, things being
in front of each other) break this up into piecewise smoothness.

The other main challenge is that increasingly complex tasks take more time
to solve. The race towards photorealistic (indistinguishable from a photograph)
graphics is an ongoing effort, and is currently mainly limited by the precision of the
representation of the world (the scene) allowed by the computational budget. The
real world is incredibly complex in geometry alone, and capturing this complexity
is no simple task. Regardless of the method used to form the image, insufficiently
detailed geometry will give insufficiently detailed results (see figure 1). It is thus
typical that introducing increased computational power and better algorithms do
not lead to the tasks being completed quicker, but to more and more complicated
models being employed – this is somewhat natural as the computational constraint
is mainly dictated by the application, but no foreseeable level of detail is enough for
every use case.

This thesis presents the main theoretical results in photorealistic rendering
(or image synthesis) and introduces an algorithm that can produce animations at
interactive framerates. The goal is to support completely dynamic and interactive
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Figure 1: A screenshot from the 2019 re-release of Quake II, a classic computer
game from 1997, this time with path traced illumination. This is a stochastic (i.e.
randomized) simulation method that estimates the behavior of light, with the goal of
photorealism; the result should resemble an actual photograph of the virtual scene.
Even though the image is convincing due to the precise simulation of light, it is
evident that the geometry is rather crude; both characters appear blocky, and the
world consists of mostly boxes and planes. The game was developed by Lightspeed
Studios and published by NVIDIA; image is from their release material.

scenes: we shall leverage temporal coherence (the likeness of the previous and current
instances of animation), but will not explicitly depend on it, and omit the classic
simplifications of (mostly) static geometry and/or illumination.

The basis of the proposed algorithm is the well-known many-light paradigm
[14] that breaks the rendering process into two: First, the complex behaviour
of light is simulated at a small set of points in the scene to get an approximate
representation of the equilibrium illumination. Then, the final image is rendered
using this approximation as direct illumination, only solving for one diffusion event
of light – which is significantly easier than solving the whole problem directly. This
is how Instant Radiosity [39] and its many variants work. The quality of the results
is directly related to the quality of the approximation; more points (and better
distributed ones) approximate the illumination better. However, a sufficient number
of points makes the final rendering too slow, and the obvious solution of using a
random subset per image point makes the result overly noisy.

Georgiev et al. [22] present a solution that solves the final result precisely on a small
set of points in the image and interpolates these solutions to drive a random sampler
that chooses a good random subset of the illumination approximation for the rest of the
points, reducing noise drastically. This approach has two key issues that the proposed
method aims to solve: there is a strict lower bound on the number of illumination
points required in the subset, so the approach isn’t reasonable for extremely tight
computational budgets, and the placement of the image points with exact results
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isn’t well behaved in animations, leading to objectionable flicker or trailing artifacts.
Neither of these limitations were problems in the original setting where the method was
presented, but become issues for an interactive settings. The proposed improvements
are employing the sampling scheme of Owen et al. [81] that remains low-variance
in the tight computational bounds, slightly altering their optimization process to
work on-line during an animation, and evolving the distribution of image points with
exact results with a temporally stable particle filter inspired by Hedman et al. [31].
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2 Rendering
Rendering, or image synthesis, is the process of generating an image of a virtual scene.
The key parts of all rendering are visibility and shading; rendering is essentially
performed by solving what is visible at a point in the image and finding out what
color it is. To perform rendering, we need a description of what to render and a
piece of software to perform the necessary computations [57]. The end result is an
image or animation, virtually always computed in a regular Cartesian grid, see Figure
3. The grid has two dimensions for still images and three for animations, which
are essentially sequences of still images [4]. Elements in this grid are called pixels,
short for picture elements. The precise interpretation of a pixel (in the context of
rendering) is that each pixel is a point sample of the filtered image function; the
image is filtered prior to sampling in order to remove high-frequency details that
cannot be represented with the given resolution. An image in an animation sequence
is called a frame.

Image x Frame

Im
age y

Figure 2: The near-universal discretization of an animation as an ordered set of
images, each image being a finite Cartesian grid of two dimensions. A color value is
stored in each cell. Ultimately, these values are the result of the rendering process.

The description of what to render includes the desired view and the virtual scene.
The view encompasses our virtual camera location, orientation and parameters such
as film type, aperture and focal length; depending on our model they might be very
similar to an actual camera. For real-time rendering the simple model of a pinhole
camera with infinite shutter speed is typically assumed, and effects like depth of field
(blur caused by a finite aperture, see Figure 4) and motion blur (blur caused by finite
shutter time interval, see Figure 5) are added as post-processing effects after the
actual rendering has been performed.

The virtual scene is a description of what objects are in the virtual world, where
and what shape they are, and what material they consist of. The material models
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Figure 3: The exact interpretation of a pixel. Beginning from the left, we first have
the function we wish to represent; the exact image. The overlayed white points
are the desired sampling grid. The second image shows a low-passed version of
the original image; it no longer contains information that cannot be represented
with the desired density of point samples (all of the remaining frequencies are below
the Nyquist limit). The next image is the point-sampling of the low-passed image,
and the last one is the point-sampling of the original. Note the considerably better
reconstruction of the shape of the sphere and the slopes of the triangle when sampling
the low-passed image. The last two images have here been reconstructed with a box
filter to highlight the difference; a smoother reconstruction would yield better results
for both.

Figure 4: Depth of field, the effect of a finite camera aperture. Things at the focal
distance from the camera appear sharp, but closer and farther objects get blurred.
This is due to the lens not being perfect; at the focal distance it refracts all rays of
light from the subject to a single point on the film, but otherwise the rays disperse
and form a ghost image of the aperture shape called bokeh. Image is a high-quality
reconstruction from a very coarse initial simulation from Lehtinen et al. [48].
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Figure 5: Motion blur, the effect of a finite camera shutter interval. The balls
move during the capturing of the image, causing the result to be blurred along the
motion. This is because the color of each pixel is an average over the shutter interval.
Image from Cook [11] – notably, it is a simulated image from 1984, which makes the
photorealism even more striking.

vary from very simple, such as a surface color [45], to very sophisticated, such as a
generic shading function provided by the user [28]. Real-time systems usually opt
for a small set of parametric material models, potentially everything in the scene
consisting of the same material, but varying the material parameters across objects
and their surfaces to introduce different appearances [4]. This is a limitation but
not as restrictive as it may immediately seem; with good enough parameter maps,
astonishing results can be obtained for a wide variety of surfaces with a single simple
material model [3].

2.1 Applications
The goals of rendering are varied. We might want to visualize a product before it is
manufactured or a building before it is built, or obtain an image of a nonexistent
place or an infeasible event for a movie [10]. For some use cases the results are to
look photorealistic; as if a photo was taken of the virtual scene. In others, an artistic
look is called for.

Different goals come with different constraints. A professional gamer only cares
about getting the information in the image with the lowest possible latency and will
use the newest display/rendering hardware and choose the fastest (and often least
visually attractive) rendering settings to achieve a refresh rate as high as 240Hz,
leaving a mere 4.17ms to generate a frame. In contrast, final shots for commercials
and movies need to look as polished as possible but can be allowed to take hours or
even days to render. A designer working on the appearance of a product will likely
fall somewhere in the middle; she can tolerate some latency to get an approximation
of decent quality, but doesn’t require a perfect image and definitely doesn’t want to
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Figure 6: Evolution of feasible geometry in offline rendering in 30 years. The left
image (some of the first ever to be path traced, this is a Monte Carlo simulation
method that gives an unbiased estimate of the image) was published in 1986, and
the middle one in 2016. To the right is a single representative grain of sand from
the middle image. While the image resolution of high-quality renderings has grown
from 512x512 to 3840x2160 (over 30 times more pixels), the complexity of geometry
has exploded from some dozens of geometric primitives to billions of them; the
single grain of sand reportedly contains 5 thousand polygons, and the middle image
contains instances of millions of grains. Reusing instances saves a significant amount
of memory over explicitly stored copies, but the number of accesses and complexity
of the scene don’t change. The left image is from Kajiya [38], and the middle and
right ones from Christensen et al. [10](©2016 Disney•Pixar).

wait for minutes to see it.
Time constraints also depend on the number of images to be generated: we can

often use significantly more computational resources for a still image than for a
single frame in a movie or in an interactive session. The time consumed by most
rendering algorithms is directly proportional to the number of images – double
the frames of animation takes double the time to render. There are exceptions,
such as texture filtering [80] or precomputed radiance transfer [67], where some
preprocessing can be shared between frames and thus only performed once before
rendering, regardless of the number of frames. These kinds of methods most often
require a part of the problem to remain completely static over the animation. A
more relaxed temporal coherence can also be leveraged to lower the workload for a
similar result, assuming the solution [62], or the geometry [32], to be similar – but
not static! – between subsequent frames. These specific examples are only that;
the field of rendering is filled with opportunities for different approximations and
methods that take advantage of temporal coherence.

Nearly all applications have seen vast improvements in feasible quality over the
history of computer graphics. In the early times scenes had to be small and a large
resolution image was too large to be stored in system memory [9], but nowadays
the situation is inverse: the final image is most often remarkably smaller in memory
than the scene to be rendered [10] (see Figure 6).
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2.2 Visibility
Solving visibility is a fundamental part of rendering; things are visible when light
travels from them to our eye without obstruction. Some materials like glass and
fog alter the path of light without strictly occluding it. We still consider these to
block visibility because (all) light doesn’t arrive through the object directly. To find
the final appearance of a transparent object we need to investigate further, usually
beginning with the surface closest to the receiver or the light source.

To solve visibility has two meanings: to determine either what is visible from
a point towards a direction, or if two points are visible from each other. These
are closely related operations and one can define either one using the other, but
the distinction is meaningful and important in practice. In the latter we know
the maximum distance to consider along the ray and that it is enough to find an
intersection; we don’t care which one. The origin and direction define a half-line
called a visibility ray. The two points are also said to define a visibility (or shadow)
ray – although technically it is a visibility segment.

2.2.1 Ray Tracing versus Rasterization

Algorithms for determining visibility fall into two main categories, rasterization and
ray tracing. To figure out which object is the closest visible one in (the center of)
which pixel in the final image, a rasterizing approach goes through the objects in
the scene one by one and draws or rasterizes them onto each pixel they overlap and
are the closest object to overlap so far. In ray tracing each pixel is treated in turn
by solving the first intersection of a ray from the camera towards the scene. The
algorithms generalize to solving visibility for any set of visibility rays; a rasterizer
goes through the objects and considers which rays might intersect it, whereas a ray
tracer goes through the rays and considers the objects it might intersect. The main
difference is the working data set; rasterization requires frequent access to the image
(set of rays) but can stream through objects one by one whereas ray tracing requires
frequent access to the whole scene but can stream through the image pixel by pixel
(or the set of rays one by one); see Figure 7. This has implications on the effectiveness
of the algorithms in different settings.

Nowadays virtually all offline rendering is performed purely via ray traced visibility
[10], [21] due to its generality and simplicity. Modern stochastic rendering methods
do vast numbers of serial visibility queries, both coherent and incoherent – only
a small portion of the final frame time is spent on primary visibility, the part of
rendering where rasterization excels. Most visibility queries depend on previous
queries and have no inherent structure. The effectiveness of rasterization relies on
an inherent structure, so we need to either force this structure into the rendering
algorithm or build an acceleration structure for each set of queries – both rather
cumbersome solutions. Furthermore, we need to stream over the scene geometry for
each set of queries, performing operations like tessellation and displacement each
time, or allocating enough memory to store the results. On the other hand, ray
tracing can deal reasonably with any set of visibility queries since it relies on the
structure of the objects instead; this is constant for each frame so an acceleration
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Ray tracing Rasterization

for ray∈ rays do
for triangle∈ scene do

intersect(ray, triangle)

for triangle∈ scene do
for ray∈ rays do

intersect(ray, triangle)

Figure 7: Ray tracing versus rasterization. In the simplest form, the difference really
is only the order of the loops. In reality the inner loops of both methods employ
acceleration structures that allow for aggressive early pruning of the set of elements
to intersect. Low-poly Stanford bunny from Thingiverse user johnny6.

structure only needs to be built once – though problems arise with motion blur.
Hybrid approaches with both rasterization and ray tracing parts can be considered

and have been used in practice [10], but those are often more complicated to the
degree that problems with implementation difficulties and limited algorithmic freedom
counter the benefit of increased raw rendering performance – perhaps apart from the
simplest hybrid solution of rasterizing primary visibility and using ray tracing for
subsequent queries.

The performance of both ray tracing and rasterization degrades as the queries
and thus memory accesses become more incoherent. However, the effect does not
completely cripple performance and can be alleviated via sorting the rays to be more
coherent or building samplers that generate more coherent rays. Exact sorting of
rays is a somewhat expensive approach, but approximate partitioning has also been
shown to be beneficial [20].

When the scene is so large that it doesn’t fit in reasonably fast memory, usually
the main random access memory or GPU memory (often called VRAM, short for
video random access memory), we talk about out-of-core rendering [8]. For this,
the scene is typically split into manageably sized subsets, each of which is kept in
fast memory in turn. While there, potentially intersecting rays are traced for that
part of the scene. If no intersection is found with the currently available subset, the
ray is either propagated to another subset if it might still intersect something, or
terminated as a miss if potential intersections no longer exist.
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2.2.2 Visibility in hardware

Hardware has changed considerably during and with the development of computer
graphics; most parts of the graphics pipeline are now programmable [4], and GPUs
can be utilized for general computations [52]. Handling visibility hasn’t changed
much, though; rasterization has been the popular choice in real-time graphics since
the beginning. This is simply because it’s easier to accelerate in hardware and efficient
commercial solutions have been available for over two decades – ray tracing hardware
has also existed for a long time but performance hasn’t been good enough to motivate
wide adoption. Generally applicable software solutions have been similarly lacking.

In early 2018, Microsoft announced DirectX Raytracing [69], an application
programming interface (API for short) for implementing generic ray tracing algorithms
in Direct3D 12 [50]. An API with similar goals is currently being prepared for
Vulkan [5]. Having a vendor-free interface is crucial for adoption; in principle,
developers can use the API without caring much about the underlying implementation,
leaving the driver to handle the ray tracing process however is best for the current
configuration.

In August 2018, NVIDIA announced their hardware ray tracing solution, RTX [61],
showcasing promising performance. As the product of a major vendor, once integrated
to consumer-level hardware it should become adopted widely enough to be utilized
in non-professional software where relying on expensive special hardware is not an
option. No extensive independent performance evaluation of the hardware has been
published at the time of writing.

2.3 Model problem for visibility: Directional light
A good model problem to highlight the differences between rasterization-based and
ray traced approaches is the simple case of computing direct illumination from a
distant light: we assume all of the light to arrive from a single direction and that the
emission is constant everywhere. This kind of an approximation is often used for
illumination from the sun, for example.

The visibility problem is twofold. First we need to find out what’s visible to the
camera, i.e. which point of which object is visible for each visibility sample. These
samples could be any set of rays, but in practice we usually generate a set of samples
such that a constant number of them (N ≥ 1) fall inside the influence of each pixel
according to our camera model. Then we need to decide if the light is visible or
not from this primarily visible point. This is done by determining if there is scene
geometry in the direction towards the light.

2.3.1 Ray tracing

In a ray tracing system these tasks are straightforward, since no rays depend on each
other. We can simply first trace the visibility ray to find the primarily visible point
and then trace another ray from that visible point towards the light [77]. This is
a secondary ray, or more specifically a shadow ray. Shadow ray queries can often
be optimized since the order of intersections is irrelevant; we only care if there is
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Visibility sample
Shadow ray

Visibility sample
Shadow ray

Figure 8: The model problem on the left, the traditional real-time solution of shadow
mapping on the right. Ray tracing can simply process each pair of visibility and
shadow rays in turn, solving the problem correctly. To utilize hardware acceleration,
rasterization has to use a regular grid from the light as well. This grid never (in
practice) matches the desired visibility samples exactly.

something in along the ray, not where or what that something is. If there’s an
intersection along the shadow ray, the primarily visible point is in shadow since an
object is blocking the incoming light.

It’s simple to support multiple directional lights or point lights by simply casting
a shadow ray towards each of them. For a point light we need to see if the potential
shadow ray intersection is closer to the visible point than the light source; objects
behind a light don’t shadow it. This can also be formulated as the shadow ray having
a finite extent, being a segment instead of a half-line.

2.3.2 Rasterization

For a rasterizer the situation is more complicated. To know the exact starting
locations of the secondary rays we have to rasterize a set of visibility rays from the
camera, so a serial two-pass algorithm is necessary to compute an exact solution.
Moreover, hardware solutions only support sampling in regular grids with an option to
sample in a set stochastic pattern for each pixel. This is problematic for determining
the shadow ray results since in general our primary visible points viewed from the
light do not fall into a regular grid.

The standard real-time solution for this problem is to render a shadow map [79],
an image from the point of view of the light where the value of each point indicates
the closest distance to the light along that view ray (for infinitely distant lights a
reference point is chosen). To support hardware acceleration, this image is most often
sampled regularly, simply ignoring the desired distribution of samples. This also
makes the passes independent of each other since we no longer require the knowledge
of the primarily visible points to render the shadows. To determine if a point is
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in shadow we simply look up the value of the closest texel (in the projected image
coordinates of the light) in the shadow map to see if there is something that is closer
to the light. With this simple implementation, shadow mapping is relatively trivial
to implement efficiently and it gives reasonable results; these are likely the reasons
for its wide-spread use.

A classic real-time rasterization-based solution is shadow volumes [13]. Shadow
volumes are explicitly constructed shadow geometry, produced by extruding the
silhouette edges of the scene from the point of view on the light. As virtual (as
opposed to actual) geometry, these are rasterized onto a separate buffer after the
direct visibility samples are determined – the order has to be this so that the depths
of camera visibility intersections are known. Now, for every visibility sample we
simply need to track if the shadow volume is intersected an even or odd number of
times before the first visible surface. An odd number means that the point to be
shaded is inside the shadow volume (and thus in shadow), whereas an even number
means that the visibility ray is not in shadow at the visible surface, even though it
might have traversed through shadowed space. Shadow volumes give pixel perfect
hard shadows with straightforward support for antialiasing, but the implementation
is somewhat more involved than for shadow maps, and the performance is more
dependent on the scene configuration – mostly how many layers of shadow volume
are drawn on average [42].

2.3.3 Issues of rasterization-based shadows

The shadow map reconstruction process results in aliasing in the places where the
shadow map is not sampled densely enough. It also gives incorrect results since the
shadow ray starting locations aren’t exact even if they fall under the same pixel in
the result image.

A large body of research exists on the problem of reconstruction with shadow
maps, being able to filter most of the alias away [15] [56] and splitting the shadow map
in order to better match the sample densities of camera and shadow map samples [83].
The problem of inexact ray locations is less studied and less crucial. It’s mostly
noticeable on slanted edges where some of the visibility points are closer and some
further than the representative shadow map point, resulting in a striped artifact.
The standard solution is to add a bias based on the surface slope such that all of the
visibility points on that surface are not shadowed [79]. A more involved and accurate
approach is to store the overlapping geometry or an approximation in each shadow
map texel and reconstruct the shadowing surface when evaluating the shadow [47];
depending on the details, an approach from this family can produce exact results,
effectively acting as a specialized ray tracing acceleration structure. It is also possible
to create a software rasterizer that handles the irregular distribution perfectly [2]
(see Figure 18), solving both problems simultaneously, but this forfeits the hardware
acceleration and requires the creation of an acceleration structure.

The problems of shadow mapping become even more apparent when the light
is not assumed to be perfectly directional. For example point lights are already
rather cumbersome to implement, requiring several rendering passes to be able to
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Figure 9: The fundamental issue with regularly sampled shadow maps. This illustra-
tion uses a projected light instead of a directional one, but the cases are equivalent for
the relevant parts. In a), the camera view of a scene is shown – the visibility samples
are at pixel centers, shown as dots. Each of the visibility sample intersections with
the scene is the origin of a shadow ray towards the light. In b) we see the distribution
of required shadow ray origins from the lights point of view; we’re interested in the
shadow map depth at these points. The regularly sampled shadow map, shown in c),
is mostly an ill fit for the actually desired sampling distribution; many samples are
rasterized where none are needed, and some regions aren’t sampled nearly densely
enough. Illustration from Aila and Laine [2] who overcome this problem by rasteriz-
ing directly on the irregular sampling distribution, opting to not utilize hardware
acceleration.

rasterize with a linear perspective camera; a typical choice is to render six depth
buffers that match the sides of a cube. Area lights are typically treated by casting the
shadow rays onto random points on the surface of the light; this is not possible with a
conventional hardware rasterizer. Similarly, distribution effects in the camera (depth
of field, motion blur) require a software approach, even though this is a case where
rasterization can still leverage the regularity of the problem reasonably well [19].

Shadow volumes aren’t without problems either; they also scale somewhat poorly
to multiple lights, as the edge detection and extruding needs to be performed for
each light separately. Area lights can be supported approximately, but not in a
universally satisfactory manner.

2.4 Radiometric quantities
In this section we review the basic physical quantities and mathematical definitions
related to light transport. The most important concepts are those of solid angle, the
measurement of how large something appears when viewed from a given point, and
radiance, the differential unit of illumination arriving from a certain direction to a
certain surface. All of the discussed physical quantities are wavelength dependent
but this dependence is kept implicit for the most part to avoid cluttering notation.
In addition, fluorescence, iridescence, and other inter-wavelet phenomena are ignored.
This simplification is typical since most materials don’t exhibit such effects. In practice
we use the simple and pragmatic RGB triplet approximation that is ubiquitous in
realtime graphics [4] to represent different wavelengths – with our simplifications,
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the rendering process can simply be performed separately for each color channel.

2.4.1 Solid angle

The solid angle, Ω, is a measure of how large an object seems from a point, the apex.
It can be defined as the area of the object after projecting each of its points to the
unit sphere. See figure 11. Note that we collapse the object such that we only count
each part of the projection once even if multiple layers of the object project onto it.
With this definition the area of the projected object is the solid angle subtended by
the object in steradians (sr), randing from 0 for a zero measure object to 4π for an
object surrounding the apex.

Figure 10: The solid angle of an object is the area of its projection to the unit sphere.
Note that this flattens layers; area that is covered multiple times is still only counted
once. Illustration from Werner [76] with slight modifications.

The differential set of directions dω is related to the differential area on the object
dA as

dω = |cos(θ)|
r2 dA = |(p− x) · n(x)|

∥p− x∥3 dA = dA⊥

r2 ,

where θ is the angle between the surface normal n(x) at x and the vector from
x towards the apex, r is the distance between x and the apex, p is the apex, and
A⊥ := A |cos(θ)| is projected area. Note that the power 3 is for normalizing the
length of p−x in the dot product; the attenuation is still quadratic. The relationship
is intuitively clear. If our surface is already on the sphere and oriented along it, θ is 0
and r is 1 so the measures agree. If our surface is further away its solid angle shrinks
with respect to the square of the distance. For example a sphere with radius 2 would
have an area of 16π so we need to divide by 22 = 4 to get our full 4πsr. Likewise if
our surface is slanted its solid angle will shrink until a minimum of 0 when θ is π/2;
the surface is perpendicular to the sphere and its projection will be a line that has
measure zero.

To find the solid angle of an object whose surface area we know how to integrate,
we can use this conversion formula:



22

Ω =
∫
S2

dω =
∫
D

|cos(θ)|V (x↔ p)
r2 dA,

where D is the surface of the object, S2 is the unit sphere and V is the visibility
function; it’s 1 if x and p are mutually visible, and 0 otherwise. This term is necessary
to only count each direction once; we ignore the projected area being covered multiple
times.

2.4.2 Physical quantities

The fundamental physical quantity in rendering is radiant energy Q, the energy of
a set of photons that move through a surface in certain directions. This is what a
physical sensor such as film detects; it “counts photons” that arrive from all directions
to a small element, and the measurements from an array of such elements produce
an image. For convenience we typically use the radiant flux, the energy over time,
denoted Φ:

ΦΩ×S2 = dQΩ×S2

dt
.

This is the power of the photons that currently pass through a surface Ω in any
direction on S2, the unit sphere (that is to say, truly in any direction). The surface
can be either the actual surface of an object or a virtual surface that we only define
to talk about the flux through that region. For example the total emissive power
of a light is the radiant flux through its surface; this is a more sensible quantity to
specify than the total radiant energy of the lamp during the rendering process. From
the radiant flux we derive irradiance, E, the area density of radiant flux:

∫
Ω

E(x)dA = ΦΩ×S2 =
∫
Ω

dΦS2 ∀ Ω measurable

E(x) = dΦS2(x)
dA(x) .

This is an example of the Radon-Nikodym derivative, a function that describes
a change of measure. It exists whenever ΦS2 is absolutely continuous with respect
to A, essentially when A(Ω) = 0 implies ΦS2(Ω) = 0 for all measurable surfaces Ω.
This means there is no flux through any measurable zero-area surface – a physically
reasonable assumption.

The most important physical quantity for our developments is radiance, L, the
combined areal and directional density of radiant flux:

∫
Ω×S

L(x, ω)|ω · n(x)|dω dA = ΦΩ×S =
∫

Ω×S

d2Φ(x, ω) ∀ Ω, S measurable

L(x, ω) = d2Φ(x, ω)
dA dω |ω · n(x)| = d2Φ(x, ω)

dA⊥(ω)dω
,
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where S is some subset of the 3D unit sphere S2. Note that radiance is the
projected angular differential of irradiance:

Figure 11: The physical quantities: a) is radiant flux, the total energy of illumination
flowing through the surface, b) is irradiance, the area density of the flux at a point,
and c) is radiance, the area-direction density of the flux at a point from a given
direction. Illustration from Abdellah [1].

∫
S2

L(x, ω)|ω · n(x)|dω =
∫
S2

dΦ(x, ω)
dA

dω = dΦ(x)
dA

= E(x) =
∫
S2

dE(x, ω).

Radiance is intuitively equivalent to the brightness of a ray of light arriving at or
leaving a surface. Assuming the flux to be constant along lines in empty space, we
get that radiance is constant as well:

d2Φ(x1, ω) = d2Φ(x2, ω)
L(x1, ω)dA⊥

1 dω1 = L(x2, ω)dA⊥
2 dω2

L(x1, ω)dA⊥
1

dA⊥
2

r2 = L(x2, ω)dA⊥
2

dA⊥
1

r2

L(x1, ω) = L(x2, ω)

where ω is the normalized direction from x1 to x2 (or x2 to x1). Between the
second and third lines we use the solid angle to area measure conversion; the current
point is the apex and the other point is the differential area patch, so that both the
cosines of the angles and the distance r match. This result means that the incoming
radiance at a point from a direction is the outgoing radiance from the closest point
in that direction.

Other similar quantities can be derived, but their usefulness isn’t nearly as
universal as those covered here.

2.5 The rendering equation
First formulated by Kajiya [38] and Immel [34] in 1986, the rendering equation is
a Fredholm integral equation of the second kind [41] that describes the behavior
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of light in the absence of participating media, i.e. light is assumed to propagate
unmodified in a straight line unless it hits a surface. It can be written as

L(x, ω) = E(x, ω) +
∫

S+(n(x))

L′(x, ω′)f(x, ω′, ω)(ω′ · n(x)) dω′, (1)

where L ∈ L1 is the outgoing radiance to the direction ω at a point x, E ∈ L1

is the radiance emitted by the surface itself, S+(n(x)) is the unit hemisphere of
directions ω s.t. ω · n(x) > 0, L′ is the incoming radiance from direction ω′, dω′

is the solid angle measure, and finally f is the bidirectional reflection distribution
function, that describes how light is reflected by the surface at x from the direction
ω′ to the direction ω. This is the only addition to the basic relationships of the
radiometric quantities that is required to derive this equation. To avoid some extra
considerations, we shall often treat the original point of interest x as a point visible
to the camera and the direction ω as a direction from there towards the camera. This
is a somewhat subtle detail but plays a role in some of the formulations further on.

Note that L and L′ are two parametrizations of the same function; L′(x, ω′) =
L(P (x, ω′),−ω′) where P is the raycast operator, giving the closest point in the scene
looking from x towards ω′. Since radiance is constant along lines in empty space,
our incoming light from a given direction must be the outgoing light from a point
in that direction. This means that the rendering equation is recursive; illumination
at a point is defined by illumination at other points. Later we shall see how to
“unwind” this recursion in order to produce images without explicitly constructing
an approximation of the solution.

2.5.1 The bidirectional reflection distribution function

The bidirectional reflection distribution function (or BRDF for short) describes how
a material scatters light which in turn dictates how it looks. Intuitively, the BRDF
defines a probability density over potential scattering directions for a photon coming
from a certain direction to a certain surface point. It is defined for almost all possible
combinations of incoming and outgoing directions. More generally, the material
response can be written as a dual element F(x,ω) ∈ (L1)′ – that is, any operator linear
on the incoming illumination that produces a real number: F(x,ω)(L(x, ω′)(ω′ · n(x))).
This covers all corner cases, most notably Dirac distributions.

The above definition is for a single wavelength: in general the BRDF is a
linear mapping from a spectrum to another, so for the RGB triplet representation
f ∈ R3×3. However, f is diagonal under our assumption of absence of inter-wavelength
phenomena. Hence it is often treated as a vector in R3 and combined with the
incoming light via element-wise multiplication.

Note that the BRDF only describes interactions at the surface; it doesn’t indicate
what happens after a ray of light potentially transmits into the material or what
happens to light in the volume between surfaces. Physically plausible BRDFs have
some restrictions, namely nonnegativity, reciprocity and energy conservation:
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f(x, ω′, ω) ≥ 0 ∀x, ω′, ω ( nonnegativity )
f(x, ω′, ω) = f(x, ω, ω′) ∀x, ω′, ω ( reciprocity )∫

S
f(x, ω′, ω)(ω′ · n(x))dω′ ≤ 1 ∀x, ω. ( energy conservation )

If we wish to incorporate inter-wavelength effects, reciprocity should also hold with
opposite wavelengths and the energy conservation integral should also be performed
over wavelengths.

The simplest material model is a perfectly diffuse material whose BRDF is a
constant ρ/π, where ρ is the material albedo, i.e. the fraction of light reflected. The
factor π normalizes the integral of the Lambert cosine so that∫

S
1 f(x, ω′, ω)(ω′ · n(x))dω′ =

∫
S

ρ/π(ω′ · n(x))dω′ = ρ,

so for a constant incoming illumination of radiance 1 from all directions we get a
constant outgoing illumination of radiance ρ to all directions. The BRDF can vary
spatially (hence the x parameter) to replicate changes in material properties. For
example if something is written on a surface, its albedo has been locally changed to
form the letters.

The BRDF can be generalized in several ways; most notably it can be allowed
to transmit light through the surface, in which case we talk about a bidirectional
scattering distribution function or BSDF. When using a BSDF we also want to alter
the rendering equation to integrate over the whole sphere of directions S2 instead of
the positive hemisphere S+ and use the absolute value of the Lambert cosine:

L(x, ω) = E(x, ω) +
∫
S2

L′(x, ω′)f(x, ω′, ω)|ω′ · n(x)| dω′.

Often the function is split into reflective and transmissive parts; a similar set of
basic distributions can be used for both. Layering of different kinds of materials with
different distributions can also be used to model a large variety of complex material
appearances [35].

2.5.2 The hemisphere integral formulation

Solving the function L is a daunting task; it cannot be tackled analytically for any
scene of relevant complexity, and discretizing the function accurately and efficiently
is difficult due to its complex shape; it is possible [49], but computationally intensive
and requires assumptions about the scene. The standard approach is to convert the
problem from solving an integral equation into evaluating an integral. This is done
simply by substituting the integral equation into itself:
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L(x, ω) = E(x0,−ω0) +
∫

S+(n(x))

L′(x, ω1)dµ1 (2)

= E(x0,−ω0) +
∫

S+(n(x))

(
E(x1,−ω1) +

∫
S+(n(x1))

L′(x1, ω2)dµ2

)
dµ1,

= E(x0,−ω0) +
∫

S+(n(x))

E(x1,−ω1)dµ1 +
∫

S+(n(x))

∫
S+(n(x1))

L′(x1, ω2)dµ2dµ1,

where xi+1 = P (xi, ωi+1) is the point visible from xi in the direction ωi+1, S+(n) is
the positive hemisphere around n, x0 = x and ω0 = −ω. The direction mismatch is
a somewhat awkward complication of denoting the solution as the outgoing radiance
from x towards ω so that ω is an outgoing direction, whereas ωi is the incoming
direction towards the corresponding xi. The peculiar measure µi is introduced in the
interest of space and readability. It contains both the BRDF and Lambert cosine
terms: dµi = f(xi−1, ωi,−ωi−1)(ωi · n(xi−1))dω. Intuitively it is the probability
density of scattering directions for a photon arriving at the surface. To make this
notion precise one needs to add the possible event of absorption and define µi on
the sample space S+ ∪ Aabsorption so that the measure of the whole space is 1: for a
perfect black material, µ(S+) = 0 and µ(Aabsorption) = 1.

To gain insight to this substitution process we set L′(x, ω) = 0 in (2). Note that
in general, we clearly have L′(x, ω) = L(P (x, ω),−ω) ̸= 0 so this isn’t a solution to
the rendering equation. With this choice, the first row of (2) gives E(x, ω), the local
emission, and the last row gives

L(x, ω) = E(x, ω) +
∫

S+(n(x))

E(x′,−ω′)f(x, ω′, ω)(ω′ · n(x)) dω′, (3)

corresponding to the local emission and the reflected local emissions from all
visible directions. Their difference is the reflected local emission; substituting the
equation once gave us the once-bounced illumination as an additional term. This
works in general: the substitution process adds the effects of the illumination of one
more bounce.

Expression (3) is usually referred to as direct illumination. Note that the path
of light is not direct, but consists of two segments – the reasoning for the term is
that traditionally we’re concerned with shading a visible surface, and this is the light
that falls directly on the surface. (The local emission E(x, ω) by itself is sometimes –
somewhat informally – referred to as very direct illumination. These paths of light
truly are direct linear segments from the light source to the camera.) Direct (and very
direct) illumination are also called local illumination, since they can be evaluated by
only considering the local information of the first visible surface from the camera, and
perhaps some shadow information. Their counterpart is called global illumination,
the effect of all further bounces of light – computing the effect of these cannot be
done with local information of the first visible surface. Global illumination is also
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global in the sense that the light from a source tends to diffuse to all locations in the
scene.

Direct illumination captures for example the effect of a lamp shining directly on a
table; x is a point on the table and P (x, S+(n(x))) contains the surface of the lamp.
This leads to the outgoing illumination from the table containing the emission of the
lamp weighted by the BRDF and the Lambert cosine. The solid angle of the lamp
also plays a role since it’s the integration measure: the larger the fraction of the
hemisphere subtended by the lamp, the brighter the point on the table. This is why
a surface lit by a light looks brighter closer to the light, even though the light itself
appears as bright regardless of the viewing distance. The radiance doesn’t change,
the solid angle does.

This substitution is how the most brute force numerical rendering methods
proceed. Step by step, we add a bounce by recursively querying the same estimator
and cumulate the illumination seen along the way.

By keeping substituting the function and separating the terms we get an infinite
sum:

L(x, ω) = E(x, ω) +
∫
S0

f(x, ω1, ω)
(

E(x1,−ω1) +
∫
S1

f(x1, ω2,−ω1)
(

. . .
)
ω⊥

2

)
dω⊥

1

=
∞∑

i=0

∫
S0

f(x, ω1, ω) · · ·
∫

Si−1

f(xi−1, ωi,−ωi−1)E(xi,−ωi)dω⊥
i . . . dω⊥

1

=
∞∑

i=0

∫
S0

· · ·
∫

Si−1

E(xi,−ωi)
i−1∏
j=0

f(xj, ωj+1,−ωj)dω⊥
i . . . dω⊥

1 ,

(4)

where x0 = x, ω0 = −ω, xj+1 = P (xj, ωj+1), Si = S+(n(xi)), and dω⊥ =
(ω · n(x))dω, the projected solid angle measure. The negative directions are due to
each ωj being both the incoming direction at xj and the outgoing direction at xj−1,
which have opposite orientations. Note the convention that the product over an
empty set is one – here this happens if i = 0 so there is no BRDF term. Likewise,
there are no integrals for i = 0.

This somewhat non-canonical “hemisphere integral formulation” is an integral
with no recursive dependence on the solution. It defines an operator that, with the
input of the local emissions E, produces as output the solution to the rendering
equation. This form is intuitive in the sense that each integral, being the result of i
recursive substitutions, gives the contribution of light that has bounced i times. A
pointwise evaluation obtained by choosing specific values for the integration variables
corresponds to a potential path of light: the variables parametrize all plausible paths
that light can travel in the scene. The total contribution of each bounce is the
integral of emissive surfaces visible through i bounces, weighted by properties of the
scene.

The first row of (4) is more intuitive and clear about the dependencies of the
terms whereas the last is more concise and better suited for manipulations for further
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development. The key differences between the rows are eliminating the repetition of
the emission and BRDF terms by the sum and product notations, respectively.

What remains to be done is to turn the repeated integral into an integral over a
product space. This requires another transformation since the domains of the inner
integrals in the nested expression depend on the integration variables of the outer
ones: we need to make each integration domain independent.

2.5.3 The path integral formulation

The hemisphere integral formulation is both intuitive and powerful; it shows how the
rendering equation relates to light paths and gives us a concrete way to render images
by evaluating an integral, albeit a rather complex one. However, it is somewhat
rigid: the nested integrals must be evaluated in a set order since the domains are
dependent. There are sampling methods that benefit greatly from the freedom of
choosing the order of these dependencies. Consider, for example, a method that
generates paths from the light instead of from the camera. We could simply turn
our integral around to achieve this: start from light surfaces and integrate camera
importance instead of illumination. It is unfortunately quite unclear whether or not
this is beneficial (the answer turns out to be “it depends” [72].) Ideally, we would like
to combine these methods to utilize the strengths of both, but since they integrate
over different spaces this is not possible with the hemisphere integral formulation. A
unified integration domain and measure are required.

For the path integral formulation, we change the measure from the projected
hemisphere measure dω⊥ to an area measure over all of the surfaces of the scene, dA.
With this measure our differential element is an area patch instead of a hemispherical
cone, and all of our integrals are over the whole scene. The change of variables is
performed via

dω⊥ = |ω · n(x)|dω = G(x↔ x′)dA.

Since

ω = x− x′

∥x− x′∥
,

dω = |(p− x) · n(x)|
∥p− x∥3 dA,

we get

G(x↔ x′) = dω⊥

dA
= V (x↔ x′) |(x− x′) · n(x)| |(x− x′) · n(x′)|

∥x− x′∥4 ,

where the visibility function V is used to discard occluded areas; this was previously
handled implicitly by the hemisphere measure and the raytracing function. Note that
the power 4 in the denominator is to normalize the vectors in the dot products; if we
used cosines or normalized direction vectors, the power would be 2 as the attenuation
is quadratic.
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Now we convert the local direction-based parametrizations of the terms in our
integrand to global ones between arbitrary points, overloading our function names
with the arrow notation:

L(x→ x′) = L

(
x,

x′ − x

∥x′ − x∥

)
,

E(x→ x′) = E

(
x,

x′ − x

∥x′ − x∥

)
,

f(x′′ → x′ → x) = f

(
x′,

x′′ − x′

∥x′′ − x′∥
,

x− x′

∥x− x′∥

)
,

with x, x′, and x′′ being vertices. The arrow notation is simple to understand;
L(x→ x′) means “the radiance from x towards x′”. To avoid confusion, the notations
are not mixed in a single expression. Thus we get the path integral formulation:

L(x0 → x−1) = E(x0 → x−1)+
∞∑

i=1

∫
Ωi

E(xi → xi−1)
i−1∏
j=0

f(xj+1 → xj → xj−1)G(xj ↔ xj+1)dAi,
(5)

where Ω is the union of all surfaces in the scene and the vertex x−1 is a point
on the camera lens, or any arbitrary point in a direction of interest. Note that
unlike Veach who included the sensor importance function in this integral, we treat
primary visibility and shading differently and thus are only interested in the outgoing
radiance at shading points. Also note that due to our different interests, our indexing
is opposite to that used by Veach; vertex 0 is on the primarily visible surface to be
shaded instead of the light.

One final difference to the exposition of Veach is that we expanded the recursion of
the rendering integral first and only then mapped this to the path space. It is entirely
possible to first map to the path space and then deal with the recursion, but this
order misses the apparent connection to traditional path tracing in the hemisphere
integral formulation (4). Furthermore, the area measure is less immediately intuitive
so the hemisphere integral formulation is perhaps of more value to the reader than
the path-space rendering equation.

The path integral formulation gives a geometric interpretation of the rendering
equation as an integral along all potential paths in the scene, where a path is simply
an ordered set of vertices. Note that not all (often not even most) possible paths in
this set carry light, due to having at least one segment without mutual visibility (V
is zero). The area measure gives a good neutral candidate measure for rendering; it
doesn’t depend on consequent scattering events for multiple bounces (or anything
else, other than the scene) and naturally allows for arbitrary techniques for generating
paths. For this reason this formulation is often the starting point for derivation of
new methods and the measure is the standard unified measure others are converted
into [71], [23], [27].
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2.5.4 Operator formulation, existence of a solution

All our formulations contain either a recursion or an infinite sum. It is thus reason-
able to ask under what conditions is a solution guaranteed to exist and be unique.
This discussion is somewhat theoretical, but it gives some important insight to the
underlying phenomena and a very reassuring pragmatic takeaway: all reasonable
scenes have a unique, well-defined solution to the rendering equation.

The solution to the rendering equation is a function, L. The solution depends on
the virtual scene; what the geometry is, how it reflects light and what illumination
is there to reflect. Ideally we’d like to be able to render images under any lighting.
This leaves us with the effects of scene geometry and materials on how it reflects
illumination. To treat these precisely, we introduce the transport operator T :

T (g, x, ω) =
∫
S

g(P (x, ω′),−ω′)f(x, ω′,−ω)(ω′ · n(x))dω.

Given an illumination profile g ∈ L1
loc, the transport operator propagates it to

visible surfaces and reflects it with according to the BRDF, resulting in a function
Tg ∈ L1

loc that is the outgoing reflected illumination profile. Due to the properties of
integration and our restrictions on the BRDF, this operator is linear and bounded:
T (αg + βh) = αTg + βTh and ∥Tg∥ ≤ ∥T∥∥g∥ ∀g, where ∥T∥ <∞. Treating L and
E not pointwise but as vectors in L1, the rendering equation and its solution now
become

L = E + TL

(I − T )L = E

L = (I − T )−1E.

Writing out the Neumann series [51], we get the famous result [41]

∥T∥ < 1 ⇒ ∃(I − T )−1 =
∞∑

i=0
T i, from

I =
∞∑

i=0
T i −

∞∑
i=1

T i = (I − T )
∞∑

i=0
T i,

which gives us the existence and uniqueness of the solution; we have the conver-
gence of the series and thus the inverse (I − T )−1 is properly defined. Note that the
requirement of the transport operator norm being strictly less than one is somewhat
restricting; even a small patch on any surface of the scene is not allowed to reflect
light perfectly. To relax this, we extract a finite number of terms from the sum
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∞∑
i=0

T i =
∞∑

i=0

(
T ni

n−1∑
j=0

T j

)
=
( ∞∑

i=0
T ni

)(
n−1∑
j=0

T j

)
, ∀n ∈ N, so that

n−1∑
j=0

T j =
∞∑

j=0
T j −

∞∑
j=n

T j =
(
I − T n

) ∞∑
j=0

T j =
(
I − T n

)(
I − T

)−1
, and thus

(
I − T

)−1
=
(
I − T n

)−1 n−1∑
j=0

T j.

Notice that the sum over T j is finite and the sum is thus a bounded linear operator
itself, so we can apply this finite number of bounces to E before solving the equation.
This means that it is enough to have the inverse (I − T n)−1. This gives the exact
condition for a solution to exist, which is that the transport operator of the scene for
some finite number of bounces has norm strictly less than one:

∥T n∥ < 1 ⇒ ∃(I − T n)−1 =
∞∑

i=0
(T n)i,

∥T n∥ = sup
∥g∥=1

∥T n(g)∥ < 1, g ∈ L1
loc, n ∈ N.

This formulation guarantees the scene to be “nice enough” so that a solution is
found under any illumination and for all locations in the scene. We can further relax
the requirement by considering the restriction of the operator norm onto paths that
actually carry light (supremum of ∥g∥ = 1, g ∈ L1

loc s.t. g = 0 where E = 0) and the
restriction of T k to paths that contribute to the image, T k

⏐⏐⏐
(x,ω) visible for some k

.
This condition is somewhat abstract and quite general, and all kinds of pathological

examples can be constructed: the reader is encouraged to think for a bit about halls of
mirrors and infinite parallel planes with different emission profiles. Note the perhaps
illustrative edge cases that if E ≡ 0 any scene is admissible (the solution is L ≡ 0),
and that our scene is allowed to contain a perfectly reflective room if the camera
isn’t inside it (or doesn’t happen to view any illumination that reoccurs infinitely
outside a measure zero set of paths.)

After this, consider a pragmatic argument: no real material is perfectly reflective.
This results in a guaranteed decay in the transport operator that gives ∥T∥ < 1 –
even without raising T to any power. Moreover, a physical sensor works by absorbing
photons and is thus necessarily not perfectly reflective, so in the visible portion of
the scene there will always be an object that absorbs light and thus ∥T n∥ < 1.

The moral is that if we want to render realistic images, we have a guaranteed
solution. Allowing for the finite number of bounces implies that even if we want
objects with perfectly reflective materials, we simply need to make sure to include
some dissipative elements in the scene as well – this is nice in practice since there is
no need to worry about scenes that happen to contain some ideal mirrors or perfectly
white materials.
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3 Monte Carlo methods
Monte Carlo methods (after the Monaco district, famous for its casinos) are ways of
estimating numerical quantities via random sampling. These are often noticeably
simpler or more computationally efficient than their deterministic counterparts, if
somewhat more unpredictable and sometimes unreliable. In our setting, their main
strength is their relative indifference to the dimensionality of the problem domain.

Since we wish to solve the rendering equation reformulated as an integral over
the path space, Monte Carlo integration is of special interest to us. As such, we will
go over the most important results about the estimate and its error, and discuss
methods to reduce this error.

Particle filter methods are another important family of Monte Carlo methods,
suitable for representing time-dependent distributions by discrete realizations with
different desired properties. They are an integral part of some of the methods we
wish to understand and develop.

For a more in-depth exposition and proofs of the fundamental results used in this
chapter, see [78] and [53].

3.1 Monte Carlo integration
Monte Carlo integration is a method for numerical integration that stems from the
somewhat deep realization that the expected value of a random variable coincides
with an integral. This is by definition; the only proof is that it is intuitively correct
and seems to predict real world phenomena accurately. This connection lets us
approximate an integral by estimating an expected value by sampling a random
variable. The method is very generally applicable; we only require point samples
of the domain of integration and the integrand is only assumed to be in L1(Ω), i.e.
absolutely integrable in the integration domain. This is quite a reasonable assumption
for a function whose integral we seek. Lastly, unlike classic deterministic quadrature
rules, the convergence of the method is independent of the dimensionality of the
problem. This is useful to us since we wish to evaluate series of infinite-dimensional
integrals whose reasonable truncations are relatively high-dimensional.

3.1.1 Expected value

In measure-theory-based stochastics, an expected value is formulated as

E [f(X)] = 1
µ(Ω)

∫
Ω

f(x) dµ,

where f is the function whose expected value we seek, X is a random variable, Ω
is the sample space of X and µ is a measure. Here µ is converted to a probability
measure by dividing with the area of the integration domain; a probability measure
is a measure that gives the complete domain a measure of 1. This is also the integral
average of f in Ω.
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Turning this around, to approximate an integral we draw independent and
identically distributed samples xi from Ω proportional to µ to empirically estimate
the expected value:

∫
Ω

f(x) dµ = µ(Ω)E [f(X)] ≈ µ(Ω) 1
N

N∑
i=1

f(xi) x ∼ µ,

where ∼ means “proportional to”: the probability density function of x is µ/µ(Ω).
This result might seem humble, but is nothing short of amazing. It gives us a

way to compute the integral of virtually any function over virtually any domain by
doing a simple and intuitive empirical study of its expected value.
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Figure 12: Estimating the value of π, a classic example of Monte Carlo integration.
On the left, samples are randomized uniformly on the [−1, 1]2 square. The probability
of a sample also falling on the unit disk (these samples are marked with a dot instead
of a cross) is the ratio of its area and the total sampled area, π/4. From this, we
can compute an approximation to π by estimating the probability and multiplying
by the area, π = 4P (′circle′) ≈ 4Nin/Ntotal, which matches the MC estimate for the
integral of the indicator function of the disk. On the right is the convergence graph
of this process: adding more and more samples, the current value of the estimate is
plotted. The dashed line shows the correct value.

3.1.2 Consistency and bias

For f ∈ L1(Ω) and i.i.d. xi, the law of large numbers (or Kolmogorov’s Strong Law
of Large Numbers, see [78] pages 119-120 for a proof) guarantees that as the sample
count N tends to infinity, the sum tends to the expected value with probability 1.
This is to say, the estimator is consistent with regard to the sample count:
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lim
N→∞

P
⎡⎣⏐⏐⏐µ(Ω) 1

N

N∑
i=1

f(xi)−
∫
Ω

f(x) dµ
⏐⏐⏐ ≤ ϵ

⎤⎦ = 1 ∀ϵ > 0 ,

where P[A] is the probability of event A. This can also be written as the value
of the sum converging to the value of the integral almost surely (or a.s.). Even
though this sounds less than reassuring, it is an exact concept and simply means
that convergence holds with any truely random sequence. For example the expected
value of a roll of a single six-sided dice is 3½, and thus the empirical average should
converge to this, but it is not physically impossible to throw an infinite sequence of
ones – it just violates our model of randomness.

For a finite N we get some unknown approximation error between our estimate
and the exact solution. Since our samples are random, this error will also be random.
This estimate is, however, unbiased. This means that for any number of samples N
the expected value of the estimator is equal to the value being estimated:

E
[
µ(Ω) 1

N

N∑
i=1

f(xi)
]

= µ(Ω) 1
N

N∑
i=1

E [f(xi)] = µ(Ω)E [f(X)] =
∫
Ω

f(x) dµ.

The bias B is the expected difference between the estimator and the correct
result:

B[fN(X)] = E [fN(X)− E [f(X)]] = E

⎡⎣µ(Ω) 1
N

N∑
i=1

f(xi)−
∫
Ω

f(x) dµ

⎤⎦ = 0.

Note that consistency and biasedness are separate, independent properties and
neither implies the other. Consistent estimators give more accurate results as
computational effort (here, the number of samples) grows, but there might be
systematic error for any finite amount of computation. Unbiased estimators have
the correct expected value, but might not converge at all. The interested reader is
pointed towards the manuscript of Hachisuka [26] for a discussion about consistency
and bias in the context of rendering. The estimators we encounter will be unbiased
for the most part, though we heed the warning of Hachisuka and note that it is
indeed neither a prerequisite nor a free guarantee that the resulting methods will be
robust – we will thus also see that our estimators are consistent and produce sensible
numerical output with reasonable sample sizes.

3.1.3 Variance

The measure we use for the error of random estimators is the standard deviation,
σ. This is a characteristic number that describes how “spread out” the values of a
random variable are. We compute the standard deviation via its square, the variance,
denoted Var(X). This is the expected square deviation from the expected value:
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σ2 = Var(X) = E
[
(X − E[X])2

]
= E

[
X2 − 2XE[X] + E[X]2

]
= E

[
X2
]
− E[X]2.

The deviation is an intuitive measure: it gives the usual distance between the
samples and their expected value. For a constant X we have that the expectation is
the value of X so that σ =

√
Var(X) = 0.

Variance generalizes into covariance, a measure of how well the distributions of
two random variables match. The covariance is positive if the variables tend to
behave similarly (i.e. attain similar values for most events), negative if they behave
in an opposite fashion. The covariance is zero for uncorrelated variables, for example
(and most importantly) independent variables. It is computed as

Cov(X, Y ) = E [(X − E[X])(Y − E[Y ])]
= E [XY −XE[Y ]− Y E[X] + E[X]E[Y ]]
= E[XY ]− E[X]E[Y ].

Note that variance is simply the covariance of a variable with itself:

Var(X) = Cov(X, X).

This is due to the L2-like definitions of standard deviation and covariance. For
zero-mean random variables standard deviation is the L2 norm and covariance is the
L2 inner product. We could also consider using the L1 norm for measuring deviation,
giving less weight to outliers. However, L1 is not a Hilbert space so there would be
no notion of inner product and thus no direct counterpart to covariance.

For our estimator of the integral with N samples the variance is

Var
(

µ(Ω) 1
N

N∑
i=1

f(xi)
)

= µ(Ω)2

N2

⎛⎝E
⎡⎣( N∑

i=1
f(xi)

)2⎤⎦− E
[

N∑
i=1

f(xi)
]2⎞⎠

= µ(Ω)2

N2

⎛⎝E
⎡⎣ N∑

i=1
f(xi)2 +

N∑
i,j=1,i ̸=j

f(xi)f(xj)
⎤⎦− ( N∑

i=1
E [f(xi)]

)2⎞⎠
= µ(Ω)2

N2

⎛⎝ N∑
i=1

E
[
f(xi)2

]
+ 2

N∑
i,j=1,i<j

E [f(xi)]E [f(xj)]−
(

N∑
i=1

E [f(xi)]
)2⎞⎠

= µ(Ω)2

N2

(
NE

[
f(X)2

]
+ 2N(N − 1)

2 E [f(X)]2 −N2E [f(X)]2
)

= µ(Ω)2

N2

(
NE

[
f(X)2

]
−NE [f(X)]2

)
= µ(Ω)2Var(f(X))

N
.

This means that the variance depends on the domain and the integrand, and that
it is inversely proportional to the sample count. The standard deviation decreases
proportionally with the square root of the sample count N ; if we desire to halve the
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error, we must compute four times the samples. Note that this convergence result
– remarkably – holds regardless of the dimension of the space. Higher dimensional
problems may have larger constant terms from the domain and integrand but the rate
of convergence remains. This is in contrast to classic quadrature rules where more
dimensions are handled through tensor products. Trying to reduce the error with
tensor products leads to an exponential growth of computational complexity with
the number of dimensions in the problem. Moreover, it imposes strict constraints on
the possible sample counts, whereas with Monte Carlo we can choose any desired
number of samples – we can even choose to keep sampling until a given time limit is
met, and then average however many samples we happened to gather.

Also note that this estimate assumes Var(f(X)) <∞, which is unfortunately not
always the case – even in a (somewhat) practical setting. This happens when the
integrand has a singularity weak enough to integrate absolutely but not in square.
For example in [0, 1] the function x−1 isn’t integrable but the integral of x− 1

2 is 2 –
bad sampling distributions can cause similar problems with virtually any domain and
integrand. The law of large numbers holds regardless and guarantees convergence, but
with infinite variance we no longer have a general estimate of the rate of convergence.

3.1.4 Random numbers

Coming up with the random numbers to compute with is an important practical issue
in Monte Carlo methods. True random numbers are difficult to generate; the nature of
randomness that exists in our world at all is a delicate philosophical issue. We’ll work
with the intuitive understanding gained from real world experiences with assumably
random phenomena: the weather, card and dice games, and so on. The kind of
random numbers we seek can be generated with different kinds of hardware, often
based on the measurement noise in analog sensors or cosmic background radiation,
or simply emulated in software.

Most often, different kinds of pseudorandom numbers are used for computation.
These are generated by formulas that produce numbers with the desired density and
that appear random even though the result is deterministic. The process is often
dependent on an initial seed number that is initialized from a better random like
system time or just picked by hand. There are several approaches to constructing
these formulas with differing qualities and computational costs. We will not cover
these here, for an overview of approaches see [53], chapters 7-10.

Even though Monte Carlo methods are derived based on the assumption of using
random input, the estimated result of an integral is better if our samples are more
evenly distributed in the sample space. This is intuitive: unless there is a priori
knowledge about a desired distribution, we should assume all areas equally important
and sample them as densely. In theory using a random sampler with uniform density
does just this, but in practice random samples tend to cluster at some places and
thus leave holes in the sampling at others.

The realized sample density can be forced to be more uniform via stratification
of the sample space: if we wish to generate N samples in one dimension, we ensure
that each sample xi falls into [i/N, (i + 1)/N). This is simple to implement in code:
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x_i = (i+rnd())/N. Unfortunately, the generalization into higher dimensions is not
as straight forward. We need some Nk strata for each dimension and fall back to
the curse of dimensionality. Some sampling strategies exist that combine different
stratifications, but these quickly give diminishing returns with increasing dimensions.

Figure 13: Different kinds of sample distributions for Monte Carlo in the 2D unit
square and disk. Note that truly random numbers tend to form clusters; the
distributions appear clearly more uniform for low-discrepancy sequences such as
Hammersley or the Golden Ratio sequence, and Blue Noise patterns that are explicitly
optimized to avoid clusters. Illustration from Schretter et al. [63].

Another possibility is to use low discrepancy sequences, more specific ways to
generate numbers that are not only seemingly random but also cover the sample
space as well as possible. Methods that employ this kind of sequences in Monte
Carlo are called Quasi-Monte Carlo. Sobol and Halton sequences are well-known
low discrepancy sequences. Halton is simple to implement but isn’t ideal in high
dimensions, whereas Sobol is somewhat involved but has been used to integrate in
thousands of dimensions [37]. Poisson disc (or best candidate, blue noise) sampling
is also applicable. Discrepancy is the measure of how “clumped” the sequence
is, defined by the supremal distance between the density of the point set and the
containing space: large discrepancy means either small subsets with lots of points
and large subsets with only few points. For a known sample count we can optimize
a very specific sample set that maximizes the minimum distance between samples,
essentially introducing a quadrature rule for the specific combination of sample count
and desired sampling distribution. For a more generic solution independent of sample
count, we can come up with a formula for a sequence such that each sample is placed
in the biggest gap in the set of previous samples. For a set number of samples, this
still morally corresponds to defining a quadrature.

The common software design is to consider the output numbers as vectors in
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Figure 14: The Shirley-Chiu map between the unit disk and square. On the left, the
original image (the letter F). In the middle, mapping the image on the square to the
disk by employing scaled coordinates from the square as polar coordinates. On the
right, the Shirley-Chiu map that takes concentric squares to concentric rings. Note
how the Shirley-Chiu map distorts the image only slightly compared to the polar
coordinate map. Illustration from Shirley and Chiu [65].

the unit n-dimensional hypercube [0, 1)n where n is the problem dimension. This
prototypical sampling density is then mapped to the desired one. This approach
neatly separates the generation and usage of the pseudorandom numbers. It also
corresponds to the theoretical insight of random variables simply being measurable
functions that deform a prototypical distribution; everything in stochastics can be
done using only the uniform random hypercube as the model of randomness. When
using stratified or low discrepancy samples, the mappings from the hypercube to the
problem domain should be treated with care to not lose the low discrepancy property.
A good example of this is the Shirley-Chiu mapping from square to disk [65]: directly
employing the coordinates on a square as polar coordinates on a disk gives a heavily
distorted map, whereas mapping concentric squares to concentric circles changes the
relative positions of samples only slightly – see Figure 14.

3.2 Importance sampling
Importance sampling is a general variance reduction technique. The intuition behind
importance sampling is that the areas where the integrand attains large values make a
greater difference in the final result, so we should sample them more often. In practice
this means choosing a sampling density that mimics the integrand but is possible
to efficiently sample from. This density can be understood as a Radon-Nikodym
derivative and thus induces a new measure with regard to which we integrate and
changes the integrand accordingly, formally

dg

dµ
:= g(x),∫

Ω

f(x) dµ =
∫
Ω′

f(x)
g(x) g(x) dµ =

∫
Ω′

f(x)
g(x) dg = g(Ω)Eg

[
f(X)
g(X)

]
,
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Figure 15: Importance sampling in action. A normal distribution is used to im-
portance sample the integrand, a quadratic polynomial. In the left plot are the
integrand, importance distribution, and their quotient – note that the quotient for
uniform sampling would be simply f . The quotient being almost constant means
that the values of all samples are similar. This leads to a good estimate: convergence
is almost immediate compared to the standard uniform sampling result. The key
takeaway is that better convergence is obtained when f/g is close to a constant.

where g is the desired sampling density. Note that g must be nonzero µ-almost
always whenever f is: we need to sample all relevant parts of Ω where f is nonzero
to get the correct result. To avoid problems due to division by zero, the domain
of integration is limited to Ω′ = Ω \ {x | g(x) = 0}. This is allowed since f ≡ 0 on
the removed area by definition. Also note that we have g(Ω′) = g(Ω) because the
removed area has measure zero with respect to dg.

We can now estimate the integral with
∫
Ω

f(x) dµ = g(Ω)Eg

[
f(X)
g(X)

]
≈ g(Ω) 1

N

N∑
i=1

f(xi)
g(xi)

, x ∼ g.

The variance reduction depends on how closely the sampling density matches the
actual integrand: the variance of the estimator now scales with Var(f/g) instead of
Var(f). The more proportional g is to f , the closer to a constant f/g is and the
smaller the variance will be. The distribution g is a heuristic often chosen by hand
to be some crude approximation of f . Note that in general we have no guarantee
that this will actually be beneficial at all; we can surely have Var(f/g) >Var(f) by
choosing g poorly. The worst case for the accuracy of the sampling process is a
low-probability sample that corresponds to a large value of the integrand; f(x) is
large and g(x) is small so f(x)/g(x) can be quite significant, throwing off the result
even with a large number of samples. However, even simple constructions often lead
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to good results, and different safeguards exist. Later we will see how to combine
a set of sampling distributions to take advantage of their strengths while avoiding
their weaknesses.

As the limit case of variance reduction, a perfect importance sampling density
would be directly proportional to the function itself, giving us zero variance and the
correct result with any number of samples:

g := f(x),∫
Ω

f(x) dµ ≈ f(Ω) 1
N

N∑
i=1

f(xi)
f(xi)

=
∫
Ω

f(x) dµ
1
N

N∑
i=1

1 =
∫
Ω

f(x) dµ,

but this is obviously not a feasible approach since it requires a priori knowledge
of the integral to be solved as it’s used as the measure f(Ω). Even if we construct a
normalized g ∼ f with g(Ω) = 1 directly, sampling according to it is as complicated
as solving the original problem.

3.3 Multiple importance sampling
Oftentimes there are several possible ways to importance sample a given integrand.
These different estimators are typically good at different parts of the domain; they
account for different phenomena. Maybe even more importantly, most sampling
strategies are poor outside their specific purpose. Simply taking samples from each
and averaging, while correct, is nowhere near optimal. One estimator with an
unlucky sample in an ill-suited place might result in arbitrarily large error in the
result. It would be desirable to leverage the potential of many sampling strategies
simultaneously while alleviating their weaknesses; to use the best estimator for each
region in the domain. Multiple importance sampling, MIS for short, is a combined
sampling strategy that does just this. It was originally introduced by Veach [71]
(chapter 9).

The intuition behind multiple importance sampling is to trust each estimator
where its probability density is highest, or conversely, trust it less where its probability
density is smaller. Formally this is performed as either

E [f(X)] ≈
Ns∑
i=1

1
Ni

Ni∑
j=1

wi(xij
)

f(xij
)

gi(xij
) , xi ∼ gi, or

E [f(X)] ≈ 1
N

N∑
j=1

wij
(xj)f(xj)

αij
gij

(xj)
, x ∼ gi, i ∼ α,

where Ns is the number of estimators, Ni is the number of samples generated
with estimator i, gi are the density functions of the estimators, wi are the so called
MIS weights and αi are their mixture probabilities. The first formulation corresponds
to the multi-sample estimator and the second to the one-sample estimator.
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For the multi-sample estimator it is required to know the number of samples and
their allocation to the different estimators beforehand. Specifically, we require there
to be as many samples as there are samplers, but preferably there are significantly
more to allow control over the relative sample counts of each sampler.

The one-sample estimator uses no guarantees about the allocation of the sampling
budget; it is only given the probability of using each estimator (the mixture proba-
bility) and a set of samples, each given by a randomly selected estimator. This gives
greater freedom with sample budget allocation. This is vital if – for example due
to computational restrictions – we’re able to generate fewer samples than there are
estimators: we can leverage the distributions of estimators we never even happened
to actually sample from.

The weighting functions are parameters of the method; for unbiased results
we require they sum to 1 (whenever f ̸= 0) and are zero when the corresponding
probability density is. Note that the naive approach of taking the (weighted) average
of the distributions is supported by choosing each wi to be constant.
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Figure 16: Multiple importance sampling in a simple setting. On the left is the
integrand f and two possible sampling distributions: the uniform distribution and a
Gaussian, here g and h respectively. The integrand is a linear combination of the
distributions. On the right, convergence plots for a selection of methods. Uniform
samples according to g and Gaussian according to h. Note that the Gaussian
distribution alone is erratic since it can generate samples that have extremely small
probability but a reasonably high value. Separate importance sampling takes
every other sample from g and the rest from h – this doesn’t remove the erratic
jumps of the Gaussian distribution. Finally, Multiple importance sampling is
the multi-sample MIS estimator with balance heuristic. MIS reweights the samples
to counter the extremely small probability of the Gaussian, leading to a significant
improvement in convergence.
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3.3.1 Weight heuristics

Essentially MIS reweights the estimators based on their probabilities, the intuition
being that each sampler works well in the area it samples the most. There are several
heuristics for computing the weights. Most notable examples are the balance, power
and maximum heuristics:

wi(x) = Nigi(x)∑
k Nkgk(x) = αigi(x)∑

k αkgk(x) (balance)

wi(x) = (Nigi(x))β∑
k(Nkgk(x))β

= (αigi(x))β∑
k(αkgk(x))β

(power)

wi(x) = 1{M(x)}(i) (maximum)

Where 1 is the indicator function and M(x) is the index k of the first sampling
strategy whose value for Nkgk or αkgk (depending on if we’re using the multi-sample
or one-sample estimator, respectively) is maximal.

The balance heuristic gives weights directly proportional to the probability
densities, corresponding directly to creating a single mixture estimator with the
(weighted) average probability density of those of the given samplers. The power
heuristic modifies this such that estimators with smaller probabilities are suppressed
and the max heuristic simply uses the sampler with the highest probability density (if
there are several, we can pick arbitrarily since they’re equivalent), the idea being that
“unsure” strategies are given even less weight. This is useful since often the sampling
strategies are such that they’re almost exactly proportional near their largest values
and mixing with other strategies will ruin this proportionality.

In the one-sample model the balance heuristic is optimal [71]; it minimizes the
sample variance. The balance heuristic always minimizes the expected square E[F 2]
of the estimator. In the one-sample model, the square of the expected value E[F ]2 is a
constant – as opposed to the multi-sample model where it depends on the distribution
of samples, as this is a predetermined allocation instead of a random sample. This
gives the multi-sample estimator some (but only some) room for improvement over
the balance heuristic by trading between the terms of the sample variance, whereas
the one-sample estimator cannot hope to do better. This means that after fixing the
estimators the only parameters left are the mixture probabilities.

3.4 Control variates
The control variate method is a way to reduce variance, orthogonal to importance
sampling. Intuitively the idea is to replace sampling the integrand directly by
sampling the difference between the integrand and an approximation of it; reducing
typical absolute sample values and thus variance. The control variate is a function
that resembles the integrand and whose integral we know or can compute more
easily than the original integrand. Unlike in importance sampling, we don’t require
a method to sample proportionally to this function.
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Figure 17: A control variate in action. The problem setting, on the left, is the same
as in Figure 15; we wish to integrate a quadratic polynomial and employ a closely
resembling normal density, this time as the control variate. The weight parameter β
is set to one as we see that the functions match quite well without any scaling. We
see that the Monte Carlo integrand f − g is almost constant, so all possible samples
obtain similar values. On the right is the convergence plot, where we see how the
control variate indeed improves the estimate for a similar number of random samples.

Formally a control variate g with weight β is

∫
Ω

f(x) dµ =
∫
Ω

f(x) + β(g(x)− g(x)) dµ

=
∫
Ω

f(x)− βg(x) dµ + βIg = µ(Ω)E [f(X)− βg(X)] + βIg,

where Ig =
∫
Ω

g(x)dµ. In practice we sample this using

µ(Ω)E [f(X)− βg(X)] + βIg ≈ µ(Ω) 1
N

N∑
i=1

(f(xi)− βg(xi)) + βIg.

The weight β is a control that should be adjusted based on how well the control
variate matches the integrand. The resulting variance reduction depends both on
how proportionate g is to f and how well β is chosen:

Var (µ(Ω)E [f(X)− βg(X)] + βIg) = µ(Ω)2Var (f(X)− βg(X)) ,

Note that while sampling from an uniform distribution is reasonable, a constant
control variate makes little sense. This is because the MC integral of the constant
−βg(·) is always −βIg, reducing the estimator to the original one.
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Optimally g = f and β = 1, resulting in

µ(Ω) 1
N

N∑
i=1

(f(xi)− βg(xi)) + βIg = µ(Ω) 1
N

N∑
i=1

(f(xi)− f(xi)) + Ig

= Ig = If =
∫
Ω

f(x)dµ

with any number of samples. Similar to the importance sampling counterpart,
this is not a relevant example; computing it requires we already know the desired
integral. However, it clearly illustrates the ideal of having a control variate that
closely matches the function.

3.5 Optimal mixture weights in MIS
Multiple importance sampling and control variates introduce additional free param-
eters to our estimator, even if we assume the one-sample model and thus employ
the balance heuristic. After fixing the likely proportional functions g to be used as
sampling distributions and control variates, we still have to decide the mixture and
control variate weights αi, βi:

E[f(X)] ≈ µ(Ω) 1
N

N∑
j=1

f(xj)−
∑

i βi (gi(xj)− Igi
)∑

i αigi(xj)
, x ∼ gk, k ∼ α. (6)

Note that we’re free to choose the order of applying the importance sampling
and control variate methods, and that these do not in general result in the same
estimate. Neither order is fundamentally better [81]. Here we first added a control
variate term and then importance sampled the result. The inverse direction would
move the ∑i βiIgi

term outside of the sum so that it wouldn’t be affected by the
mixture probability.

Choosing these parameters by hand is tedious and the results are usually not
optimal; the ideal weights depend on the specific integrand and are in general not
constant throughout the rendering process. Even in a single image, different regions
of the image might be dominated by different phenomena and call for different kinds
of samplers.

An attractive solution to this problem is presented by He and Owen [81] who
optimize the sampler probabilities and control variate weights based on a tentative
sample set and then take another set of samples with the optimized parameters
to evaluate the integrand. There are 2Ns − 1 optimization variables: a mixture
probability and a control variate weight for each sampler, with the exception of the
uniform sampler that isn’t used as a control variate. The uniform sampler is always
included as a fallback in case all the more specific samplers happen to fail in some
situation; it might still be very ill fit for the problem but it gives a guarantee that
the combined sampling probability doesn’t get arbitrarily small for any sample.

There are some other very favorable guarantees about the variance for this
estimator, most notably that it never grows to be worse than that of the best sampler
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divided by its mixture probability. Thus if for each major phenomenon we have a well-
suited sampler, we will get rather good results from the combination – but we should
try to minimize the count in order to not drive the mixture probabilities unnecessarily
low. The optimization in turn provides lower bounds for mixture probabilities so
that no sampler is completely dismissed even if no previously considered sample
suggests that it suits the integrand particularly well: some future sample might.

He and Owen formulate their approach for a continuous problem but note that
their method is applicable to discrete random variables as well. Indeed, by simply
substituting a discrete measure and treating their integrals as sums over a finite set,
we can see that all of their results hold in our case as well.

The suggested optimization method is a damped Newton iteration with constraints
added via the barrier method [54]. The target function to be minimized is the sum
of variance and the square of the result, the mean square E [f(X)2]. We use this
instead of the complete expression for variance because it’s simpler to work with and
has the same minimizer. Both this term and variance are jointly convex in α and
β, which is a desirable property for optimization: there is only one possible local
minimum, the global one. The optimization problem is thus

minimize f(α, β) =
N∑

j=1

(f(xj)−
∑

i βi (gi(xj)− Igi
))2∑

i αigi(xj)

such that αj > ϵj ∀j,
∑

j

αj = 1.

In practice we employ the barrier method to enforce the constraints. The barrier
method works best with inequality constraints, so while optimizing we replace
the condition ∑

j αj = 1 with ∑
j α′

j < 1 and compute the final parameters via
normalization: αj = α′

j/
∑

k α′
k. [He and Owen] use 1 + η as the upper limit, but as

they note, in most cases η = 0 works well (essentially any constant upper limit for
the sum should work since the end result is normalized; the difference is only in the
optimization process.) With the barrier strength parameter ρ the target function
becomes

f ′(α, β, ρ) = f(α, β)− ρ
∑

j

log(αj − ϵj)− ρ log
⎛⎝1−

∑
j

αj

⎞⎠ .

3.6 Particle filters
Particle filters (or Sequential Monte Carlo methods) are a class of Monte Carlo
methods, originally introduced for optimal state estimation problems as an alternative
for the Kalman filter family of approaches for non-linear, non-Gaussian problems [24].
The Kalman filter and related methods model distributions by (locally) fitting a
function whereas particle filtering methods model the distribution by generating a
set of samples according to it. In this sense, they are not completely unlike Markov
Chain Monte Carlo methods – the main difference is that particle filters keep track
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of a population (a kind of a discrete measure) instead of a chain of single occurrences
and are mainly employed for sequential tasks where there is a temporal component.

3.6.1 Hidden Markov model

We introduce particle filters as a means to infer the state of a so-called hidden
Markov model [6], as it is the classic model problem [16]. It is also a problem of
significant practical relevance in system control – famously, man landed on the moon
assisted by the Kalman filter [25] that optimally solves the HMM problem for linear
operators with Gaussian noise. A Markov model is a stochastic process with the
Markov property (“memorylessness”): the future state of the process only depends on
the present state, not on its history. Notable examples of Markov processes include
random walks and language models. Our Markov process X is distributed according
to

X1 ∼ f1(x1),
Xi+1|(Xi = xi) ∼ fi(xi+1|xi).

What makes this Markov model hidden is that we only observe its state via the
measurement process Y that is an independent random process conditioned on X:

Yi|(Xi = xi) ∼ hi(yi|xi).

Here f1, fi, hi are the probability density functions of the initial, transition, and
measurement processes, respectively. The densities can be independent of the index
but this is not required. The transition density fi is a model of how the underlying
system is assumed to evolve, for example a physical model for a moving object (with
some noise and/or unknown parameters so it isn’t in general a Dirac distribution),
and hi is the measurement error distribution for a given input, for example the
distribution of noise of an analog device. The task is to find a posterior distribution
for the given model and measurements in order to characterize the most likely states
of the system from the measurements. This distribution can be used for example
to compute different characteristic numbers like expectations of different random
variables, or it can be directly visualized for a user.

The posterior probability density for a chain x1 . . . xi given measurements y1 . . . yi

is, according to Bayes’ theorem:

P (A ∩B) = P (A|B)P (B) = P (B|A)P (A),

P (A |B) = P (B|A)P (A)
P (B) ,

p(x1 . . . xi|y1 . . . yi) = p(y1 . . . yi|x1 . . . xi)p(x1 . . . xi)
p(y1 . . . yi)

,

where the given prior, likelihood, and the implied marginal density are
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p(x1 . . . xi) = f1(x1)
i∏

k=2
fk(xk|xk−1), (prior)

p(y1 . . . yi|x1 . . . xi) =
i∏

k=1
hk(yk|xk), (likelihood)

p(y1 . . . yi) =
∫
Ωi

p(y1 . . . yi|x1 . . . xi)p(x1 . . . xi)dxi . . . dx1. (marginal density)

This readily gives a distribution dp(·|y) we could estimate with a Monte Carlo by
using a sampling density p(x|y)dµ where µ is the natural underlying measure:

∫
Ωi

ϕ(x)dp =
∫
Ωi

ϕ(x)p(x|y)dµ ≈ µ(Ωi) 1
N

N∑
i=1

ϕ(xi)p(xi|y), x ∼ µ.

Unfortunately, there is a practical problem with this estimate: p(x|y) is a high-
dimensional function, typically with multiple modes. Thus the variance of our
naive estimate is likely to be catastrophically large, requiring an infeasible number
of samples to estimate to a reasonable accuracy. Moreover, our typical variance
reduction strategies of importance sampling and control variates aren’t directly
applicable. They require a somewhat simple approximate distribution to be effective,
and typical p(x|y) don’t admit any such approximations.

In addition to the aforementioned difficulties, employing control variates would
require knowledge of the integral of the approximation. This integral depends on the
variable whose expected value we seek, and is thus beyond our scope of estimating
the posterior density. For this reason, brevity, and the fact that we won’t be using
them in further developments, we won’t treat the application of control variates for
sequential Monte Carlo – even though the extension is possible.

3.6.2 Sequential importance sampling

Motivated by the Markov property, our first try for importance sampling according
to dp is to come up with a sequence of importance distributions gi ≈ fihi separately
for each time step and sample according to them until the desired time index is
reached. This sequential separation seems promising since the distribution of the
future state only relies on the current state and not on its history: we should be able
to draw chains of samples that mimic the underlying process.

Since we typically wish to compute estimates of an expectation sequentially for
several time steps, we introduce the notion of particles; a set (or population) of
samples that is kept and evolved throughout the course of an algorithm instead of
being generated once and then immediately discarded, as is the common practice for
regular Monte Carlo integration. In addition to the sample location xj , each particle
has an associated weight wj that keeps up with its cumulated probability density.
We use the superscript for the sample index since the subscript is already reserved
for the time index. Our Sequential importance sampling particles are



48

x1 ∼ g1(x), wj
1 = h1(y1|xj

1)f1(xj
1)

g1(xj
1)

,

xj
i ∼ gi(x|xj

i−1),

wj
i =

i∏
k=1

hk(yk|xj
k)fk(xj

k|x
j
k−1)

gk(xj
k|x

j
k−1)

= wj
i−1

hi(yi|xj
i )fi(xj

i |x
j
i−1)

gi(xj
i |x

j
i−1)

,

giving the estimate

∫
Ωi

ϕ(x)dp ≈ 1
N

N∑
j=1

ϕ(xj
i )ŵ

j
i , where (7)

ŵj
i = p(y1 . . . yi|xj

1 . . . xj
i )p(xj

1 . . . xj
i )

p(y1 . . . yi)
≈ wj

i
1
N

∑N
k=1 wk

i

. (8)

The distributions f1(x|·) = f1(x) and g1(x|·) = g1(x) have been overloaded for
brevity. The measure is omitted from the estimate of the integral since p is a
probability measure and thus p(Ωi) = 1.

The approximation of ŵ is correlated and thus the estimated expected value of ϕ,
even though consistent, is biased. Employing an independent estimate of the integral
in p(y1 . . . yi) would remove this bias but would require more computation and result
in increased variance.

Note that a practical implementation does not keep all of the time steps in memory.
Typically either two copies of the particles are kept, updating in a ping-pong fashion
from one to the other, or only one copy is kept and the particles updated in-place,
overwriting the previous time step with the new one.

This importance sampling strategy can be highly beneficial for some number of
iterations, but often suffers from a collapse of weights: the normalized weights ŵ are
shortly such that ŵj ≈ 1 for one j and all of the other particles have essentially zero
weight. This is the result of the variance growing, typically exponentially, which in
turn is the consequence of the curse of dimensionality: we cannot hope to sample an
ever growing number of dimensions very densely with a finite number of samples.
Luckily due to the Markov property the effective dimensionality of our problem does
not grow without bound, and by cleverly redistributing some of the particles with
the least weight we can mostly circumvent the problem.

3.6.3 Resampling

A key component that makes particle filtering robust is resampling, the process of
redistributing samples based on their feasibility. We generate a new set of particles
by sampling from the previous particle distribution according to their weights (we’re
sampling from a sample, hence resampling.) Since we randomly sample by the original
weights, the resulting particles have a uniform weight – the previous sample weight is
transferred into the likelihood of being sampled. A high-weight sample is resampled
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multiple times and a low-weight one is likely not resampled at all, so that the
important parts of the domain are sampled more densely. This process resembles
some genetic algorithms, where the fittest parts of the population thrive and the
least fit die out. The resampling process is unbiased but does increase variance, so it
is often done only when necessary; when the sample weights are noticeably skewed.

Formally, the resampled particles are computed as

x̄j
i = xk

i , w̄j
i = 1

N
, k ∼ wi, (resample)

x̄j
i = xj

i , w̄j
i = wj

i , (no resample)

depending on if we wish to resample on a given iteration. There are several
heuristics to estimate the need to resample, but we will simply opt to do it every
iteration. In practice k is most often a stratified sample chosen such that

kj−1∑
l=1

ŵl
i ≤

ξ + j − 1
N

<
kj∑

l=1
ŵl

i, with ξ ∼ 1[0,1),

found either by iterating over the weight table and assigning a corresponding
number of offspring to each particle or, for a more easily parallelizable algorithm,
directly via a binary search into the cumulative sum of the relative weights for each
new particle j.

The update rules of our previous sequential importance sampling algorithm change
into

xj
i ∼ gi(x|x̄j

i−1),

wj
i = w̄j

i−1
hi(yi|xj

i )fi(xj
i |x̄

j
i−1)

gi(xj
i |x̄

j
i−1)

.

With this, we have a reasonable algorithm for estimating posterior distributions
dp: First we generate a set of samples according to some a priori estimated importance
distribution, evaluate their weights and resample based on them. Then for each
subsequent iteration we importance sample new locations for the particles, update
their weights and resample. We use (7) to estimate integrals – even though the
expected value is the same, this is better than using the resampled distribution since
it has more unique samples.

The problems we solve with particle filters are slightly different to the framework
of Hidden Markov Models. Instead of propagating the probabilities, we will use
parametric density estimation to estimate the weights of particles. This is a more
reasonable approach in the case where we have little hope of covering the whole space
by local mutations and thus need to introduce random candidates while keeping
most of the distribution unchanged.

Convergence results for particle filter methods are not nearly as straight forward
as for standard Monte Carlo integration, due to the normalization of weights and
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resampling step that correlate the samples. However, in most practical cases they
are consistent with regard to the number of particles. It is also unbiased in the sense
that the expected value of a complete run is correct, even though the future state
conditioned on its particle history is not. This is similar to Markov Chain Monte
Carlo methods. The interested reader is referred to Crisan’s survey [12] for a further
discussion of convergence properties.
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4 Light transport algorithms
This section outlines approaches to the numerical simulation of light transport that
are most relevant to our developments.

The most notable family of physically plausible algorithms are path tracing
methods that explicitly construct random light paths around the scene; they are
simple and intuitive but quite performance intensive. Different variants of path tracing
are currently the most wide-used methods for offline rendering and are approaching
real-time as well. They are also among the oldest light transport algorithms along
with radiosity, a finite element based approach that directly discretizes the transport
operator – the further discussion of which we skip for brevity (and the lack of its
relevance in the recent past.)

A slight reformulation of the path integral formulation of the rendering equation
gives us another interesting family of algorithms, the many-light methods. These
transform all indirect and area illumination into direct illumination from a large set
of point lights that are easier to treat.

4.1 Path tracing
Path tracing is the direct application of Monte Carlo integration to the rendering
equation (1):

L(x, ω) ≈E(x, ω) + µ(S+(n(xj−1)))
1
N

N∑
i=1

L′(x, ω′)f(x, ω′, ω)(ω′ · n(x))

=E(x, ω) + 2π

N

N∑
i=1

L(P (x, ω′),−ω′)f(x, ω′, ω)(ω′ · n(x)),

with ω′ ∼ µS+(n(xj−1)),

where µ(S+(n)) = 2π is the measure of the positive hemisphere with normal n.
Its meaning as a normalization factor is intuitively clear: a constantly illuminated
diffuse patch is assumed to reflect Lρ. The π accounts for the π in the diffuse BRDF,
ρ/π, and the 2 accounts for (ω′ · n(x)) that integrates to π so its average estimated
value will be π

2π
= 1

2 .
Note that the L inside the sum is the same estimate recursively. We could of

course use a different approximation in the loop – such an algorithm is called final
gathering, and is often employed as a single bounce of path tracing can alleviate
several problems of other approximations [36], [32].

To implement path tracing we need to be able to evaluate E, f , and the ray
tracing function P , and be able to draw uniformly distributed samples from the
positive hemisphere according to the measure µS+(n). With this we can already
render an approximation by updating our image inside the recursion, but we can
significantly improve the algorithm with some modifications.

First, we set N = 1 and take the average outside of the recursion instead so that
each sample is a complete path without any branches. This will simplify the notation
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Path

Figure 18: A single path from a naive path tracer in a simple scene. Note that
the path doesn’t terminate at the light, this is simply where it was chosen to be
truncated – see section 4.1.1.

and the implementation as well as improve the distribution of the samples. With
the sum inside the recursion we get an exponential growth in samples in the later
dimensions. This complicates arguing about the computational effort, especially if
different paths have different numbers of bounces. Samples on later bounces also
share coordinates for the former ones, thus the first bounces will be sampled poorly.
This is quite unfortunate since these bounces typically account for the most directly
apparent phenomena in the result image due to the transport operator acting as a
low pass filter for most scenes; this is the case whenever the scene isn’t mostly very
sharply reflective [17].

Our sampler becomes

L(x, ω) ≈ 1
N

N∑
i=1

L1(x, ω), with

L1(x, ω) =E(x, ω) + 2πL1(P (x, ω′),−ω′)f(x, ω′, ω)(ω′ · n(x)), ω′ ∼ µS+(n(xj−1)).

The associated cost of executing an explicit recursion is relatively high, especially
in GPU hardware where local memory per thread is scarce. Therefore our next step
is to open the recursion; we will run a loop instead. This is similar to the derivation
of the hemisphere integral formulation (4), which our estimator will thus resemble:

L(x, ω) ≈ 1
N

N∑
k=1

∞∑
i=0

E(xi,−ωi)(2π)i
i−1∏
j=0

f(xj, ωj+1,−ωj)(ωj+1 · n(xj)).

Here each ωi and thus xi = P (xi−1, ωi) depends on the sample index k (for i > 0);
each sample k is a set of local sampling directions ωi that get mapped to a path.
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Note that the path is the same for all of the terms in the infinite sum so that the
product is almost the same for consecutive terms; in the recursive sampler this is
computed by multiplying a single term of the product at each invocation, doing
an implicit dynamic programming optimization on the product. Replicating this,
we keep the total products of the normalization constant 2π, the BRDF, and the
Lambert cosine terms in a so-called throughput multiplier η to minimize the required
memory and avoid extra computations:

ηi = (2π)i
i−1∏
j=0

f(xj, ωj+1,−ωj)(ωj+1 · n(xj))

= ηi−12πf(xi−1, ωi,−ωi−1)(ωi · n(xi−1)),
η0 = 1.

This throughput is an estimate of the transport operator for i bounces. The
throughput is wavelength dependent; typically we use an RGB triplet to represent it.
Using this throughput, the estimator is

L(x, ω) ≈ 1
N

N∑
k=1

∞∑
i=0

ηiE(xi,−ωi).

4.1.1 Russian roulette: Estimating the infinite sum

There is still one problem with our path tracer estimator; the sum over the bounce
index i is infinite. There are two common solutions to this: truncating and Russian
roulette (after the sport, yet considerably less violent).

The most pragmatic approach is to simply truncate the maximum index at some
user-defined or predefined value – around 10 is suitable for a wide variety of cases.
This makes intuitive sense: since the sum converges, the terms need to shrink to 0.
This means that after ’enough indices’ the terms must be smaller. This guarantee is
vague, but in real world scenes it is often good enough. Sometimes we don’t even
care about all of the effects; just having one or two bounces of global illumination
can have a remarkable impact on the result.

A more principled solution is to play a figurative game of Russian roulette with
the sum: we pick a random value for each term and if the number is high enough,
we stop playing (adding more terms). If we keep playing, we divide the subsequent
terms by the probability of doing so to account for the tries where we stopped: if we
only keep adding terms 1/4 of the time, those times we have to add 4 times as much
to get the same result on average. We can formulate this sampling process as follows:

0 ≤ pi ≤ 1,

ξi(xi) = ξi−1(xi−1)p−1
i 1[0,pi](xi), x ∼ 1[0,1]

ξ0 ≡ 1,
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where pi is the continuation probability and xi are i.i.d. The idea here is that
ξi grows by p−1

i every time we continue; this is to make up for the times when we
don’t. Whenever we decide to stop (xi > pi), ξi becomes identically zero and as it
is the multiplier for all consequent ξi, the whole sequence becomes identically zero
from that index onward.

The continuation probability pi is a free parameter and independent of the index.
It isn’t required to shrink monotonously but it has to be less than 1 infinitely often
for the method to work; otherwise our execution may never terminate. We can and
should set pi to zero if – and only if – the path throughput becomes zero; it doesn’t
make sense to compute further values since they’re all guaranteed to be 0 and not
change the result. In this case the ith term isn’t computed (x = 0 has probability
zero) so it doesn’t matter that ξi is ill-defined – we can redefine it to be 0 whenever
pi is.

A typical choice is to have pi = 1 for some i < N and set it to a lower constant
after this [43]. The expected value of ξ is recursively

E [ξi(x)] = E [ξi−1(xi−1)] p−1
i E

[
1[0,pi](xi)

]
= E [ξi−1(xi−1)] p−1

i

pi∫
0

dx

= E [ξi−1(xi−1)] p−1
i pi = E [ξi−1(xi−1)] = E [ξ0] = 1,

so that we may insert it to the sum to come up with the estimator

∞∑
i=1

ai =
∞∑

i=1
aiE [ξi(xi)] = E

[ ∞∑
i=1

aiξi(xi)
]
≈

∞∑
i=1

aiξi(x′
i) =

N−1∑
i=1

aiξi(x′
i), xi ∼ 1[0,1],

where ai are the actual terms of the sum, x′
i are realizations of xi, and N is the first

index where xi > pi; term N and all subsequent terms will be zero so they don’t need
to be included in the sum. The estimate is unbiased: its expected value is correct.

The benefit of Russian roulette is that we do not have to know the number of
bounces of light a priori; it might be difficult to determine beforehand how many will
be required to properly render the image. It can be a valuable tool in determining
when to truncate, and is the only viable option if truncation is not desired. The
main drawback is increased variance:
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Var(ξi(x)) = E
[
ξ2

i (x)
]
− E [ξi(x)]2 = E

[
ξ2

i−1(xi−1)
]

p−2
i E

[
12

[0,pi](xi)
]
− 12

= E
[
ξ2

i−1(xi−1)
]

p−2
i

pi∫
0

12dx− 1 = E
[
ξ2

i−1(xi−1)
]

p−1
i − 1

= E
[
ξ2

0

]
p−1

1 . . . p−1
i − 1 =

i∏
j=0

p−1
i − 1, giving

Var(aiξi(xi)) = E
[
a2

i

]
E
[
ξ2

i

]
− E [ai]2 E [ξi]2 = E

[
a2

i

] i∏
j=0

p−1
i − E [ai]2

= E
[
a2

i

]
− E [ai]2 + E

[
a2

i

]⎛⎝ i∏
j=0

p−1
i − 1

⎞⎠
= Var(ai) + E

[
a2

i

]
Var(ξi) ≥ Var(ai),

so if the continuation probabilities shrink notably faster than the square of the
terms, variance could be increased significantly. This gives us a general guideline:
pi should be chosen such that Var(ξi) doesn’t grow faster than E [a2

i ] shrinks. In
practice the whole sum is difficult to account for, since there could be an important
contribution at a future bounce. We can use the current path throughput ηi−1 to
come up with a reasonably good pi. The variance of the product of two independent
variables follows from the definition of variance and properties of the expected value:

Var(XY ) = E
[
(XY − E [XY ])2

]
= E

[
X2Y 2 − 2XY E [XY ] + E [XY ]2

]
= E

[
X2
]
E
[
Y 2
]
− 2E [X]2 E [Y ]2 + E [X]2 E [Y ]2

= E
[
X2
]
E
[
Y 2
]
− E [X]2 E [Y ]2 .

4.1.2 Material importance sampling

To employ importance sampling in path tracing, our first guess is to pick each new
direction ωj+1 based on the current xj by employing an approximation of the BRDF
g(xj, ·,−ωj) ≈ f(xj, ·,−ωj) or, when applicable, the complete throughput term
g(xj, ·,−ωj) ≈ f(xj, ·,−ωj)(·, n(xj)). Using a normalized probability distribution
ĝ ∼ g for brevity, this leads to the estimate

L(x, ω) ≈ 1
N

N∑
k=1

∞∑
i=0

E(xi,−ωi)
i−1∏
j=0

f(xj, ωj+1,−ωj)(ωi+1 · n(xi))
ĝ(xj, ωj+1,−ωj)

,

with ωi ∼ g(xi−1, ·,−ωi−1).

Note that importance sampling is employed for each term separately; this is due
to unwinding the recursion where each term is an independent random event. This
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leads every scattering of the path depending on the previous ones, but obviously not
the future ones. Writing this as a throughput like before we get

ηi =
i−1∏
j=0

g(xj, S+(n(xj)), ωj)
i−1∏
j=0

f(xj, ωj+1,−ωj)(ωj+1 · n(xj))
g(xj, ωj+1,−ωj)

= ηi−1g(xi−1, S+(n(xi−1)), ωi−1)
f(xi−1, ωi,−ωi−1)(ωi · n(xi−1))

g(xi−1, ωi,−ωi−1)

= ηi−1
f(xi−1, ωi,−ωi−1)(ωi · n(xi−1))

ĝ(xi−1, ωi,−ωi−1)
,

η0 = 1.

Doing this every step, we notice that the goal of importance sampling the material
is to keep the path throughput as close to constant as possible. Note that this is
only a single factor of the result and perhaps not the dominating one; even perfect
importance sampling g = f does not guarantee good results. To convince yourself of
this, think about a dark room with a window – to see anything, you have to pick a
direction that leads outside to the light. The local BRDF contains no information
about this (and might even lead you to sample a direction towards the window less
likely, increasing variance!)

Without a priori knowledge of the BRDFs in the scene, we can importance sample
with regard to the Lambert cosine, g = (ω · n(x)), that integrates to π instead of 2π.
This is equivalent to integrating with regard to the projected solid angle measure.
The throughput becomes

ηi = πi
i−1∏
j=0

f(xj, ωj+1,−ωj)(ωj+1 · n(xj))
(ωj+1 · n(xj))

= πi
i−1∏
j=0

f(xj, ωj+1,−ωj)

= ηi−1πf(xi−1, ωi,−ωi−1),
ηi = ηi−1ρ(xi−1) (for diffuse)
η0 = 1,

arriving at perhaps the simplest possible variant of path tracing for purely diffuse
scenes: for each iteration we simply choose a new cosine-weighted direction, multiply
throughput by the local diffuse color, and add the product of throughput and emission
to the result. Sampling from g is simple: take a point (x, y) uniformly on the unit
disk and lift it to the local hemisphere as (x, y,

√
1− x2 − y2) where the basis is such

that the last coordinate is aligned with the surface normal.
Materials are often composed of several elementary components, like a diffuse

and a specular component. This is often done simply by summing basic BRDFs
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together with some albedo weights, taking care that the total reflectance is not above
1. Assuming a reasonable importance sampler for each separate component, we can
importance sample these materials with multiple importance sampling. To keep our
path from branching, we shall use the one-sample estimator with one sample, and
thus choose the balance heuristic. This corresponds to coming up with a mixture
importance sampler directly, but nicely illustrates the multiple importance sampling
framework in a real world situation:

ηi = ηi−1
wk(xi−1, ωi,−ωi−1)f(xi−1, ωi,−ωi−1)(ωi · n(xi−1))

αkĝk(xi−1, ωi,−ωi−1)
,

= ηi−1
f(xi−1, ωi,−ωi−1)(ωi · n(xi−1))∑Nα

j αj ĝj(xi−1, ωi,−ωi−1)
, ωi ∼ gk, k ∼ α.

Here α are the mixture parameters with ∑α = 1, often chosen according to the
albedo of the corresponding material component: α ∼ |ρ|. This makes sense since
most materials are normalized such that with albedo 1, the model integrates to 1, so
the albedo weight truly specifies the fraction of reflected illumination that is due to
that specific component. The mixture parameters can also depend on the incoming
direction. For example, due to the Fresnel effect, specular reflection is significantly
stronger near grazing angles and it might be beneficial to sample it more densely in
those cases.

4.1.3 Next event estimation

Another notable use of importance sampling in path tracing is so called next event
estimation, or more concretely light sampling. This is importance sampling with
regard to the scene emission: we only add radiance to our result when the path
arrives at an emissive surface, so it makes sense to try hit emissive surfaces more
often. We begin with a change of variables in our basic estimator, to integrate over
area instead of solid angle:

L(x, ω) = E(x, ω) +
∫

S+(n(x))

L(P (x, ω′),−ω′)f(x, ω′, ω)dω′⊥

= E(x, ω) +
∫
Ω

L(x′,−ω′)f(x, ω′, ω)G(x↔ x′)dA,

≈ E(x, ω) + µ(Ω)L1(x′,−ω′)f(x, ω′, ω)G(x↔ x′), x ∼ µ,

where ω′ is the normalized direction of x′ − x. In practice this is achieved by
picking a sample on a light surface with regard to the area measure, importance
sampled by the total emission of the point, ES+ :

L1(x, ω) ≈ E(x, ω) + ES+(Ω)L1(x′,−ω′)f(x, ω′, ω)G(x↔ x′)
ES+(x′) , x ∼ ES+ .
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Path
Light sample

Figure 19: Next event estimation in practice: each vertex of the path also tries
to connect to the light. Though not always successful, this is usually a very good
strategy.

Typically the light sample is taken separately from the material sampling that
is used to extend the path, since the goal of arriving at an emissive surface often
contradicts our other goal of keeping the path throughput high. This introduces a
branch at every vertex of our path, but the branches are non-recursive and thus not
problematic. The alternative would be to simply choose between light and material
sampling each iteration. This method would waste potential whenever the path
vertices are directly lit but a material sample is taken, and when the material is
highly reflective in a certain direction but a light sample not in this direction is
taken. It would also continue from the light surface after the light sample which is
rarely desirable. It is important to note that even though adding a sample has an
associated cost (mainly due to the extra visibility ray evaluated for G), constructing
the path up to that point usually has an even larger cost. So by using both samplers
every time, we typically save a significant amount of computation compared to the
alternative of constructing two separate paths. Having two paths would be ideal for
less correlated samples, but even this reason doesn’t overcome the computational
advantage of the branching.

The most straight forward approach to combining the light sampler with our
previous efforts is to separate the emission and reflection terms of L1 and estimate
them separately by our light and material importance samplers. By noting the
reflected illumination by R(x, ω) = L(x, ω)− E(x, ω) we get



59

R(x, ω) =
∫

S+(n(x))

L(P (x, ω′),−ω′)f(x, ω′, ω)dω′⊥

=
∫

S+(n(x))

E(P (x, ω′),−ω′)f(x, ω′, ω)dω′⊥ +
∫

S+(n(x))

R(P (x, ω′),−ω′)f(x, ω′, ω)dω′⊥

=
∫
Ω

E(x′,−ω′)f(x, ω′, ω)G(x↔ x′)dA +
∫

S+(n(x))

R(P (x, ω′),−ω′)f(x, ω′, ω)dω′⊥

≈ µ(Ω)E(x′
l,−ω′

l)f(x, ω′
l, ω)G(x↔ x′

l) + 2πR(x′
m,−ω′

m)f(x, ω′
m, ω)(ω′

m · n(x)),

where x′
l ∼ µ, ω′

m ∼ µS+(n(x)) and the implicit direction ω′
l and ray casted position

x′
m are as for the separate samplers before. Both the light and material samplers are

typically importance sampled, but this is not shown here in the interest of clarity.
The initial step of our recursive sampler is changed to

L(x, ω) ≈ E(x, ω) + 1
N

N∑
i=1

R(x, ω)

to include the emission of the original query point, since the new recursive
estimator only accounts for reflected illumination.

Note that there is no direct emission term for the material samples; even if we
happen to arrive at a light via a well-placed material sample, its contribution is not
added. This is obviously not ideal in cases where we see a light through a near-mirror
surface; this is a case where multiple importance sampling is applicable. We can view
the light and material samples simply as two strategies for evaluating the reflected
illumination. For this we disregard the fact that the material sample will also be
used as a continuation for the path. Indeed, this choice is done only in the interest of
saving computations – sampling a completely separate continuation direction would
lead to less correlation and a simpler implementation, but would require an extra
ray cast and BRDF evaluation.

To be able to compute the multiple importance sampling weights, we wish to argue
about the probability densities of the samplers. To this end we need to transform
them to a common domain, and thus perform either one of the change of variables

p(ω)dω = p(x)dA⇒

pl(ω) = pl(x)dA

dω
= pl(x) r2

cos θ
, (surface point to solid angle)

pm(x) = pm(ω) dω

dA
= pm(ω)cos θ

r2 , (direction to area)

where pl is the probability of the light sample and pm the probability of the
material sample, and the name of the argument implies the probability measure
(p(ω) for solid angle and p(x) for area).

The choice is arbitrary; we decide to stay in the solid angle domain to keep in line
with our reflection sampler. Now we can treat the area sampler as a specific importance
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sampling distribution for choosing the sample direction, gl(ω) = pl(ω)/µ(Ω), and
also assuming we have a means to importance sample the material with a normalized
importance sampler gm, we get

∫
S+(n(x))

E(P (x, ω′),−ω′)f(x, ω′, ω)(ω′ · n(x))dω′

≈wl(ω′
l)2π

E(x′
l,−ω′

l)f(x, ω′
l, ω)(ω′

l · n(x))
gl(ω′

l)
+

wm(ω′
m)2π

E(x′
m,−ω′

m)f(x, ω′
m, ω)(ω′

m · n(x))
gm(ω′

m)

=wl(ω′
l)2π

E(x′
l,−ω′

l)f(x, ω′
l, ω)G(x↔ x′

l)
pl(x′

l)/µ(Ω) +

wm(ω′
m)2π

E(x′
m,−ω′

m)f(x, ω′
m, ω)(ω′

m · n(x))
gm(ω′

m) .

As we take samples from both samplers every time, this corresponds to the
multi-sample model of multiple importance sampling. We can thus reduce variance
compared to the balance heuristic by choosing a more aggressive one, for example
the power heuristic.

4.2 Many-light methods
Many-light methods are a class of light transport algorithms whose key idea is to
transfer the difficult problems of bounced and area illumination into solving direct
illumination from a set of point lights, called virtual point lights or VPLs – the
difference to normal point lights is that VPLs represent an area density by point
samples; there is no actual light source at a VPL. This representation allows for
efficient and scalable algorithms that handle all key phenomena in rendering in a
unified framework [14].

After going over the basic formulation of a VPL, we discuss two key methods of
interest. We treat the generation of a quality VPL distribution that only contains
VPLs that contribute to the image and don’t flicker objectionably during animation
sequences. We also see how the illumination from a modestly sized set of VPLs can be
importance sampled accurately by evaluating and interpolating exact distributions.

4.2.1 Virtual point lights

Originally introduced by Keller in the instant radiosity algorithm [39], VPLs are a
mathematical formulation that allows us to reduce very general lighting conditions
into the direct illumination from a set of point lights. The motivation for this
formulation was to be able to use the simple graphics hardware functionality of the
time to accelerate shadow computations; hard shadows from point lights have been
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relatively efficient to compute for a long time, via either shadow mapping [79] or
shadow volumes [13] (see section 2.3.2).

VPL path Visibility sample
VPL shadow ray

Figure 20: The VPL rendering procedure suggested by Keller [39]. On the left, a
random walk distributes virtual point lights around a scene; these represent area
and indirect illumination. On the right, the final brightness of an image point is
computed as a sum of the illumination from these VPLs.

The most traditional algorithm of Keller produces the VPLs with a random walk
from the lights, similar to photon mapping – see figure 20, left. This distributes the
lights proportional to the actual illumination of the scene so that the result is correct
on average. This method has been used extensively due to its simplicity – it is also
efficient, but doesn’t guarantee the quality of the resulting VPL distribution; many
lights can be completely invisible in the final image, or a certain prominent reflection
might be completely missing.

To render an image, we choose a random finite subset of surface points via a
Monte Carlo technique and average:

L(x0 → x−1) ≈

E(x0 → x−1) + 1
N

N∑
k=1

EVPLk
(xVPLk

→ x0)f(xVPLk
→ x0 → x−1)G(x0 ↔ xVPLk

).

(9)

This sum corresponds to figure 20, right. This is already a rather pleasant
formulation for solving the rendering equation; all of the complexity of the lighting
is hidden in the VPL distribution, and we’re left with a simple sum that evaluates
the direct lighting from a set of point lights.

Shadow maps have been the most common real-time approach for rendering all
shadows and thus also the most common pairing with VPLs. Their construction
has the interesting property that while generating the shadow map is quite costly,
sampling it is not. For static geometry this has the implication that the cost of
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generating the shadow maps can be amortized over frames by keeping most of the
VPLs stationary [44] [31]. This can be combined with dynamic geometry either by
simply ignoring shadows cast by dynamic objects (they can still receive shadows
from static ones) or employing a separate shadowmap for each VPL for static and
dynamic geometry. The shadow map for dynamic geometry is faster to render, and
can be of lower resolution. Approximations of the geometry can be employed to
further speed up the shadow map generation [60] [32].

4.2.2 Theoretical formulation and marginalization

Formally, a VPL arises directly from the path integral (5) variant of the rendering
equation (1) by fixing the paths to be the same for the whole image beginning with
the second bounce; it can simply be viewed as a sampling strategy in path tracing.
For a single VPL this would mean

L(x0 → x−1) ≈

E(x0 → x−1) +
∞∑

i=1
E(xi → xi−1)

i−1∏
j=0

f(xj+1 → xj → xj−1)G(xj ↔ xj+1)

⇒EVPL(xVPL → x0) =
∞∑

i=1
E(xi → xi−1)

i−1∏
j=1

f(xj+1 → xj → xj−1)G(xj ↔ xj+1),

(10)

where xVPL, x2 . . . xi is fixed, or

L(x0 → x−1) =

E(x0 → x−1) +
∞∑

i=1

∫
Ωi−1

E(xi → xi−1)
i−1∏
j=0

f(xj+1 → xj → xj−1)G(xj ↔ xj+1)dAi . . . dA2

⇒EVPL(xVPL → x0) =
∞∑

i=1

∫
Ωi−1

E(xi → xi−1)
i−1∏
j=1

f(xj+1 → xj → xj−1)G(xj ↔ xj+1)dAi . . . dA2,

where xVPL is fixed. Note the change in the starting index of the product from
j = 0 to j = 1, since the BRDF and geometry terms for the final bounce depend
on x0 and thus are in the VPL rendering expression (9). Also note the convention
that an empty product (here when j goes from 1 to 0) evaluates to 1; the 0-bounce
emission of the VPL is the emission of the surface. See figure 23 for an illustration
of the difference.

Of the two, (10) is the more typical original formulation of Keller, where each VPL
corresponds to a specific path of vertices x1 . . . xi from an indirectly visible (’visible
from a point visible to the camera’) surface to a light. The second formulation,
introduced by Segovia [64] (and used, for example, by Simon [66] and Hedman [31]),
equates a VPL simply with the final brightness of the surface it’s at, integrating over
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VPL path Potential VPL path

Figure 21: The interpretation of a VPL. The traditional formulation, on the left,
equates a VPL with a single path to a light source [39]. This path is typically
the random walk that generated the VPL. On the right, an alternative approach
introduced by Segovia [64] marginalizes the VPL over all input paths; its brightness
is no longer determined by a single path, but is simply the brightness of that point
in the scene.

all possible incoming paths. Note that both formulations are unbiased estimates of
L, yet result in smooth illumination: they trade noise for correlation. The latter
formulation is implicitly restricted to diffuse illumination, unless we store directional
information of the incoming or outgoing illumination at the VPL [66] or only treat
non-diffuse reflection for the last bounce. However, deriving a method based on it
implies that fewer VPLs are required since there is no variance (in practice, less
variance) in their illumination – this comes at a larger cost of generating the VPLs
but makes the final reconstruction easier.

Note that regardless of which definition we use and how the VPLs were generated,
we only need to know their emissions and positions to render the final image. In
practice we also store the surface normals since it is more efficient than querying
them on the fly based on the positions. Also note that the resulting algorithm is
quite similar to path tracing, but we fix the light paths so the estimator for each
screen location uses the same paths after the first hit.

Compared to standard omni-directional point lights, for the emission of surface-
based VPLs we get an extra cosine term between the direction of illumination and
surface normal (of the surface the VPL was generated on) due to the geometry term.
This is because the VPL stores radiant exitance of the surface, which we need to
convert to radiance.

4.2.3 Issues with the geometry term

The geometry term is problematic for VPL rendering due to the 1/r2 falloff; it has
a singularity at r = 0. This causes bright “splotches” when the shading point and
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Figure 22: Clamping the geometry term of virtual point lights. On the left the actual
unbiased VPL solution; note the bright spots near corners on the wall and door
frame. On the right the geometry term is clamped to a maximum value, removing the
distracting artifacts. However, this process incorrectly removes some of the energy
of short interactions, effectively reducing the short-range diffuse interreflections
of objects. The clamping method is efficient and simple to both understand and
implement, so it is widely used – even though better alternatives exist (for example [29]
and [68]; lots of approaches have been suggested). These alternatives alleviate or
even remove the loss of energy.

light are close by (see figure 22), as the estimated brightness grows arbitrarily. Path
tracing with next event estimation (and without multiple importance sampling)
exhibits the same issue; the geometry term is not bounded for light samples when
the light touches other geometry. However, the problem is not as prominent in path
tracing since the singularities manifest as noise; VPLs inherently correlate pixelwise
errors, making the appearance of these singularities quite distracting.

The two most traditional solutions to this problem are simply using more VPLs [39]
or clamping the geometry term to some maximum value [31]. Different workarounds
have been proposed over the years, perhaps most notable are the analytic expansion
of VPLs to virtual spherical lights (VSLs) [29] and the recent combination of VPLs
and photon maps, leveraging multiple importance sampling to combine the strengths
of the methods, effectively eliminating the singularity problem [68].

Even if the singularity in the geometry term is treated properly, using too few
VPLs produces strongly correlated results to the point where individual VPLs are
clearly distinguishable. For this reason, direct illumination is often handled separately
by less correlated sampling strategies since they converge rather rapidly and are less
objectionable. Final gathering has also been employed to reduce the problems with
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VPLs [59].
Different approaches have been suggested to facilitate the usage of ever more VPLs

in order to make rendering faster and to improve the results by directly reducing the
inherent variance in the VPLs. These are generally based on the observation that
the distant illumination produced by VPLs is smooth apart from the visibility term,
and thus we can cluster VPLs quite aggressively when they’re far away. This has
been addressed with clustering [30], explicit tree constructions [73], a combination
of them [55], random sampling [70], and random sampling from an explicit tree
structure [18]. With these approaches, fewer VPLs have to be explicitly computed.
Thus the quality of the VPL set is not crucial; having enough samples makes the
normal pseudorandom walk good enough.

4.2.4 Sequential Monte Carlo instant radiosity

Sequential Monte Carlo instant radiosity [31] (SMCIR) is a particle filter approach
to generating the VPLs in instant radiosity. It aims to represent global illumination
with a temporally coherent set of VPLs that are all indirectly visible, i.e. their
(direct) light is visible in the final image. The emission of the VPLs, the exitant
radiance, is evaluated with path tracing. An empirical density estimate is used both
when rendering the final image and when resampling the distribution between frames.
The method aims to keep the density of VPLs relative to their brightness in order to
minimize variance in the final image; brighter areas are sampled more densely:

pVPL ∝ EVPLρ(xVPL)VVPL,

where VVPL is the indirect visibility of the VPL. The final intensity used for
rendering thus becomes

IVPL = EVPLρ(xVPL)VVPL

πpVPL
.

The method is designed to keep this as close to constant as possible. As a
result, the VPLs represent the geometric features of the illumination well but the
distribution doesn’t overfit to small brightly lit patches or other features that are
prone to rapid changes and easily produce flickering when stochastic sampling is
involved. This is why the geometry term and pixel importance (essentially, how large
is the screen area illuminated by the VPL) are not considered; they are prone to this
kind of overfit.

The main steps of the algorithm are as follows: given a distribution of VPLs, we
first invalidate the ones that are no longer indirectly visible. Then we generate a set of
candidate VPLs and evaluate their intensities. After this, we sequentially invalidate
the smallest intensity VPL from the existing distribution until there are as many
invalid existing VPLs as there are candidate VPLs that have a particularly strong
intensity (stronger than 95% of the previous distribution) or a preset maximum
of invalidations is encountered. Then, the invalidated VPLs are replaced by the
candidates with the highest intensities. We now have a new VPL distribution that
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better suits the new view and can render a frame, and use this as the old distribution
for the next frame.

Indirect visibility is tracked via associating a point on the screen with each VPL;
as long as this point is on the screen, the VPL is indirectly visible under the original
assumption of static geometry. If this associated point is no longer visible, a set of
visibility queries are performed from random locations on the screen; if the VPL is
visible from one of these, it becomes the new associated point. Otherwise the VPL
is deemed no longer indirectly visible and invalidated.

The intensity evaluation requires the probability density p of VPLs; this is difficult
to track analytically for the given resampling process. Instead, the method opts
to estimate the density empirically, via the k-nearest neighbor estimate under the
assumption of all k neighbors lying on the same surface, forming a disk:

pi ≈
k

N

1
πri(k)2 ,

where ri(k) is the distance between VPL i and its kth neighbor. The value k = 1
is used for the candidate density. This has the desirable property of keeping the
VPLs evenly distributed on the surfaces of the scene and is fast to compute. A k that
grows with the square root of the number of VPLs is used for the final rendering, as
this is the requirement for a consistent result (i.e., one that converges to the correct
result as the number of points grows).

The original formulation of the method guarantees that only a set maximum
number of VPLs change per frame and the rest stay static, only their emission being
updated. This is to regularize the updates of the distribution and in order to be able
to generate shadow maps fast enough; shadow maps are reused for the VPLs that
didn’t get invalidated. This implies that dynamic geometry is not fully supported –
it can receive indirect illumination but not cast indirect shadows. Since we don’t
use shadow maps we lift the restriction partly and allow dynamic geometry to cast
shadows but not reflect light. We could also potentially change the position of each
and every VPL, supporting reflective dynamic geometry and perhaps allowing for a
smoother relaxation towards the desired distribution. However, this is outside the
scope of our setting and we simply use the method as originally presented.

4.2.5 Importance caching

Importance caching [22] efficiently evaluates the direct illumination from a set of
VPLs via multiple importance sampling. The goal is not to support arbitrarily many
VPLs, but to construct the final image with only a few shadow rays per pixel. The
key idea of the method is to form sampling distributions at a sparse set of locations
on the screen, called importance records, and then interpolate these distributions
between record points when rendering the final image. This process relies on the fact
that most illumination is somewhat smooth – which is especially true for indirect
illumination in diffuse scenes.

The suggested distributions are a set of four increasingly conservative approxi-
mations; the first is simply the illumination from each VPL at the record location,
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Visibility sample
Interpolation

Sampling probability

Figure 23: The process of importance caching. Before rendering (on the left) all VPLs
are evaluated for each cache point to generate a set of importance distributions per
cache point. To evaluate the brightness of a shading point, the distributions of the
closest cache points are interpolated (in the middle), and the resulting distributions
are used for importance sampling (on the right).

second is the illumination without occlusion (all VPLs are assumed visible from the
record point), third is the illumination with a relaxed geometry term (using the
minimum angles and distance inside the influence of the record) and the last one is
simply a uniform distribution:

E1
VPL = EVPLf(xVPL → x0 → x−1)G(x0 ↔ xVPL)

≈E2
VPL = EVPLf(xVPL → x0 → x−1)

|d · n(x0)||d · n(xVPL)|
|x0 − xVPL|4

≈E3
VPL = EVPLf(xVPL → x0 → x−1)

cos θmin
0 cos θmin

VPL
r2

min

≈E4
VPL = 1.

Georgiev et al. call these full contribution, unoccluded contribution, bounded
contribution, and conservative sampling, respectively. See Figure 24 for a visualization.

The rendering process is as follows: We generate a medium-sized set of VPLs
with any algorithm. Then we generate a set of importance records with a uniform
density on the screen and evaluate the distributions above for each VPL for every
record. We also compute the cumulative sum over the VPLs for each distribution.
Then we can render the final image. For each point we wish to shade, we search for
the M closest importance records (Georgiev et al. suggests M = 3) and interpolate
their corresponding distributions by combining them with the balance heuristic with
equal weight, resulting in a guess of each distribution at that location. Then we do
multiple importance sampling between the distributions, employing the many-sample
model and a custom α-max heuristic to evaluate the final VPL contribution.

In practice, the combinations of the distributions do not have to be computed
explicitly; we perform a binary search of the discrete CDF to find each sample, so
we can compute the combined element on the fly on each iteration of the search,
minimizing local memory requirements.
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Figure 24: The geometric reasoning for the IC distributions. I1 and I2 are importance
records, Ri are light sources and x is the point to be shaded. In a) we see smooth
illumination where the records and x are lit similarly; here the full contribution E1

VPL
works well. In b) illumination is similar but visibility changes; here the unoccluded
contribution E2

VPL is reasonable – it wastes some samples on R1, but at least R2
is sampled even though it is blocked from both of the records. In c) there is a
sudden change of orientation; the bounded contribution term E3

VPL ensures that
R1 is sampled even though both I1 and I2 get no contribution from it. Finally, d)
demonstrates a case where the illumination at x has little to do with illuminations
at either I1 or I2. This indicates that there aren’t enough cache points or they are
not placed suitably, and we have to fall back to the conservative uniform random
sampling E4

VPL. Illustration from Georgiev [22].

The closest records are searched using the metric

d(x0, xVPL) = |x0 − xVPL|+ λ
√

1− n(x0) · n(xVPL)
the effect being that the closest records resemble not only the shading location

but the shading normal and thus hopefully have closely matching illumination; the
square root expression is larger when the angle between the normals is. Here λ is
a parameter that controls the relative effect of physical distance and difference in
normals. Georgiev et al. suggests λ = 0.5/D where D is the scene’s bounding box
diagonal, but this is most likely a typo and λ = D/2 or λ = 2D is meant instead: the
weight parameter should scale proportionally, not inversely, with the scene size to
keep the normals equally relevant in comparison with the positions. This is easy to
see by considering the d-distance of points that are D apart and considering uniform
scalings of the scene. The constant factor doesn’t seem to have a major impact in
the performance of the algorithm, and other similar metrics could likely be employed
with essentially equivalent results.

The α-max heuristic is as follows:

wα
s (x) =

⎧⎪⎪⎨⎪⎪⎩
1, wα

i (x) = 0, for 1 ≤ i < s, and
ps(x) ≥ max

s<i≤m
αipi(x),

0 otherwise,

where x ∼ ps, m is the number of distributions and αi ∈ (0, 1] is its confidence
value. Note that the indexing of the distributions matters; the lower the index,
the earlier the distribution will be considered and thus the more likely it is to be
used. This heuristic effectively leads to a partition of the domain where the earliest
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sufficiently confident sampling distribution is used, where sufficient confidence means
that its probability is higher than those of the subsequent distributions weighted
by their confidence values. Setting all of the confidences to 1 reduces this to the
max heuristic. The confidence value of the first distribution α1 is redundant as it
is never used. The values suggested by Georgiev et al. for the IC algorithm are
(1, 0.5, 0.5, 0.3).

An extension of the method to bidirectional path tracing was later proposed
by Popov [58] using importance records not only for directly visible surfaces but
everywhere in the scene for connecting a camera path to a set of predetermined light
paths.
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5 Proposed method
We seek a reasonable method for rendering animations with global illumination in
real-time. The desiderata are:

• interactive framerate,
• exact visibility (no light or shadow leaks),
• support for dynamic scenes, and
• consistency.

With these constraints, the goal is to keep the level of image error as small and
temporally consistent as possible, prior to any post processing. An existing algorithm
with all the desired properties and a tolerable level of noise is not known to the
author – though several algorithms fulfill many of them.

Support for dynamic geometry is desired, so ray tracing is used to solve visibility.
Traditional real-time visibility techniques like shadow mapping and shadow volumes
(see section 2.3.2) simply do not scale up to well enough to handle the thousands of
VPLs required for quality results. They can handle some dozens of lights at most,
due to performing a scene-global operation per light (these operations being depth
map rendering and shadow volume extrusion, respectively). Approximations have
been suggested [60] [70] [32], but these are typically of inadequate quality and/or
overly complex to implement.

Ray tracing is expensive in the real-time setting – even with a hardware solution,
visibility queries should be kept to a minimum. The focus of the proposed method
is on using the shadow ray budget as efficiently as possible to minimize the error
in the resulting image. Importance caching of Georgiev (see section 4.2.5) is used
as the basis for the proposed method, and two key improvements are introduced.
First, the optimal weight sampler of He and Owen [81] is used. Most importantly, in
contrast to the α-max heuristic, it works with any number of samples while giving
high-quality results. Second, this importance sampler is complimented with a method
that produces good and stable locations for the importance records over frames.

5.1 Overview of the method
The basic framework of the method is the many-light paradigm; general illumination
in the scene is represented with a set of point lights that only cast direct, shadowed
illumination. We will refer to all of these as VPLs – even though some of them might
be actual non-virtual point lights.

Many-lights is chosen due to its flexibility; it gives simultaneous support for all
types of direct light sources and indirect light. It also neatly separates final shading
from solving indirect bounces of light; this allows for more bounces of illumination
for the same cost, since the number of VPLs is considerably smaller than the number
of shading points, typically pixels. The number of VPLs necessary for high-quality
renderings is some thousands [31], whereas the number of pixels is in the millions.

The Sequential Monte Carlo instant radiosity (SMCIR) algorithm [31] is chosen to
generate VPLs; it is temporally coherent and produces high-quality VPL distributions.
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The proposed sampling method has a linear time cost in the number of VPLs, so
it makes sense to seek a high-quality distribution to get the best result with the
fewest VPLs. SMCIR is consistent but introduces bias; this is the only bias in the
resulting method. In practice this a mere detail, since the noise in VPL rendering is
highly correlated and thus large parts of the image can appear different to the exact
solution anyway.

5.1.1 VPL sampling

We wish to compute the illumination for each pixel (or fragment) as the sum of the
contributions of individual VPLs. The simplest choice is to evaluate each VPL for
each pixel; this is indeed what the original algorithm of Keller does [39]. However,
this is obviously quite expensive – for exact visibility in real-time, prohibitively so: for
millions of pixels and thousands of VPLs, exhaustive testing would require billions of
rays, which takes on the order of seconds on state of the art software ray tracers [82];
at least two orders of magnitude should be gained in raw shadow ray performance to
make this feasible. Visibility is not the only problem, either: for thousands of VPLs,
simply computing their apparent brightness for each pixel becomes quite expensive.

A simple workaround to this performance issue is to pick a single representative
VPL for each shading point at random and multiply its brightness by the total number
of VPLs; this corresponds to a Monte Carlo estimate with uniform probability (we
divide by the pdf which is 1/N .) This extends to sampling a small set of random
VPLs, which was indeed also suggested by Keller later on [40] – this is also what the
original version of SMCIR does. The problem with this approach is that a random
VPL is not very likely to illuminate a given shading point; the resulting image is
very noisy for any feasible number of random samples.

To solve this issue of noise, we need to know which VPLs are likely to contribute
to the current pixel – then we can employ the variance reduction techniques of section
3. We could try to sample the VPLs according to their total emission, but this is
not a very good strategy since local surface position and orientation of the shading
point have a strong effect on the illumination caused by a VPL [22].

A possible way to account for this local information is to employ an importance
cache (as proposed by Georgiev et al. [22], see section 4.2.5). The importance cache
is a set of points on the surfaces of the scene, where each cache point is associated
with a representation of the scene illumination that is valid in a small neighborhood
around the point. Now we can employ the cache when producing the final image; we
interpolate the illumination representation in the cache to choose our random VPL
such that it is more likely to illuminate the surface.

However, the sampling process originally suggested for IC is not quite tuned for
our case; it assumes larger sample counts than we can afford. This is because the
process is based on the multi-sample model of MIS, and enough samples so that a
good distribution of samples can be chosen. Moreover, the process doesn’t employ
any temporal information that could potentially be leveraged for further variance
reduction, and uses globally constant parameter values for the sampler. To overcome
these limitations, we employ the balance heuristic with the optimal mixture weights
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of He and Owen [81] introduced in section 3.5, which allows for arbitrary sample
counts and optimizing the sampling parameters for each cache point individually,
see figure 25.

The illumination representation for the cache (as suggested by Georgiev) is a set
of arrays that contain the contribution of each VPL and increasingly conservative
approximations to it that work in the vicinity of the cache point. In practice, how
far this is for each distribution depends on the local geometry. The choice of linear
arrays obviously limits the feasible number of both VPLs and cache points as it is
linear in both. It is conceivable that a hierarchical representation of either or both
point sets could be employed; this approach was explored briefly and while the results
were promising, it posed its own difficulties.

5.1.2 Cache point placement

It seems reasonable to try to choose the location of the importance cache points so
that there are no large gaps in between; this way, all shading points have a reasonable
interpolated distribution that is likely to match the actual illumination. During an
animation, the relative positions and visibility of the scene surfaces change. This
implies that the distribution of the cache points should change correspondingly in
order to prevent arbitrarily large gaps in the distribution. The simplest approach,
suggested by Georgiev, would be to place the cache points on the surface of the screen
and backproject them onto the surfaces visible at those points. This guarantees that
they are close to at least some shading points.

However, we run into an issue here: the illumination representation is exact at
the cache point and gradually less and less precise further away. This means that
the placement of the cache points is somewhat visible in the resulting image, as the
quality of the approximation is directly related to noise – there will be less noise close
to the cache points and more noise further away (see figure 26). This suggests that
changes in the distribution of cache points are potentially noticeable, and should
be minimized. Another desirable property of the distribution would be to have the
cache points spread out as evenly as possible. This is because the approximation is
most precise close to the cache point, ideally we’d have a cache point close to each
shading point w.r.t. the interpolation metric.

To this end, a simple resampling strategy is employed: each frame we generate a
set of candidate cache points, compute weights for both the old and the new points
and resample the distribution with these weights to come up with a new cache
distribution. The aim is to have most of the records at static locations on visible
object surfaces while trying to keep their density as uniform as possible with respect
to a geometry-aware metric. Note that these goals are contradictory; having static
record locations requires minimizing changes, while keeping the cache points evenly
distributed requires constant change. The resampling weights are used to make this
trade-off – a single scalar parameter ϵ is left for the user that dictates how much
change is acceptable.
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5.1.3 The rendering loop

1 cache ← initCache(rasterize(scene))
2 VPLs ← initVPLs()
3 for each frame do
4 scene ← animate(frame)
5 Gbuffer ← rasterize(scene)
6 VPLs ← evolveVPLs(VPLs, scene)
7 cache ← evolveCache(cache, Gbuffer)
8 cache ← evaluate(VPLs, cache)
9 result, gradients ← shade(Gbuffer, cache, VPLs)

10 cache.parameters ← optimizeCacheStep(cache.parameters, gradients)
11 display(result)

Listing 1: The main steps of the proposed method.

In the beginning we initialize the cache to be random on the screen with some ini-
tial guess for the rendering parameters, and initialize the VPLs with the initialization
process of SMCIR; see listing 1.

To render a frame, a G-buffer is first generated. This is a set of images that
contain the position, normal and material parameters of the directly visible surface
under each pixel [46]. The VPLs are evolved using SMCIR and the cache points using
the proposed cache evolution method (see section 5.3). After this, the illumination
representation stored in the cache is updated. The image is then rendered, during
which the gradients of the cache sampling parameters are computed. These gradients
are then used to improve the sampling parameters (see section 5.2.2) with the
intention of reducing the noise for the next frame. The results are displayed, and the
process repeats.

5.2 Optimized IC
We’d like to employ the α-max heuristic of Georgiev et al. to the problem. However,
we target the realtime regime and thus require that the method works even with a
single sample per pixel; this is infeasible for α-max, as it relies on the multi-sample
model of MIS.

Modern denoising methods [62] can salvage passable results even for path tracing
with a single sample per pixel. IC utilizes well-suited importance sampling distribu-
tions and produces significantly smaller variance than path tracing [22], so it seems
reasonable that a variant of IC could extend to the one-sample setting while retaining
most of the good properties of the original IC with α-max. Employing the balance
heuristic and trying to improve other aspects of the sampling process seems like a
reasonable approach to achieve this.
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5.2.1 Control variates in IC

As an initial step, we consider using the illumination approximations from the cache
not only as importance sampling distributions, but as control variates too; this
corresponds to using a linear combination of the approximations as an initial guess
for the image, and sampling the difference to that.

In spirit, this is not far from the direct importance visualization suggested by
Georgiev – but instead of simply showing the importance as is, the difference between
the importance and the true result is estimated in an unbiased manner. This is
expected to significantly improve the results with low sample counts. This is because
direct importance visualization is already more or less correct for large regions
of the results; these regions are almost sufficiently solved prior to any sampling!
Furthermore, in one-sample images many previously completely black pixels (due to
being in shadow) will now only be dark instead, since they still get some contribution
from the approximation.

5.2.2 Balance heuristic with on-line parameter optimization

Now, the importance record distributions are used both for MIS with the balance
heuristic and as control variates. This leads to the problem of determining a suitable
sampling mixture and control variate weights; there are 2Nd − 1 parameter values,
N for the balance mixture probabilities α and N − 1 for the control variate weights
β. The final estimator for the incoming irradiance E at point x is of the form

E(x) ≈ NVPL

Nspp

Nspp∑
1

eval(x, V PLj) +∑
l

[
wl
∑

k βlk(glk[j]− Ilk)
]

∑
l

[
wl
∑

k αlkglk[j]
] , j ∼ glk, k ∼ αlk, l ∼ w,

where g are the different cache distributions. The index j corresponds to a sampled
VPL index, and the index l to a close-by cache point. The index k enumerates the
different sampling distributions. Lastly, wl are the weights of close-by cache points
that sum to one:

wl = d(x, cache.point[l])∑
k d(x, cache.point[k]) .

We could simply come up with a set of global a priori estimates for α and β, but
the optimal values depend on the image location and could vary from importance
record to the next; no set of global values suffices even for a single image. See Figure
25. Thus, to reduce variance, we will choose (and store) the sampling parameters
separately per cache point.

Here the method of He and Owen [81] (see section 3.5) can be utilized to find
better parameters for each record; they take a tentative sample set and optimize the
sampling parameters to produce better results on a consecutive round of sampling. To
fit the real-time setting better, this original two-pass formulation of the optimization
process is modified slightly. Evaluating a separate tentative sample set would be
overly wasteful since we’re already heavily limited by the feasible sample count.
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Figure 25: No global parameters suffice for the balance heuristic in importance
caching. The bottom row has crops of the highlighted region of the top frame. The
first three crops from the left are from images rendered with the balance heuristic
IC with different sampling mixtures (sample allocations among the interpolated
importance distributions), and the last is from the correct result where every VPL is
evaluated for every pixel. From the left, the first crop takes more samples from the
visibility-aware distribution and the second from a visibility-unaware one. The pillar
has complex local occlusion from the foliage, so that visibility information cannot
be interpolated well; the more conservative visibility-unaware sampler produces less
noise. On the contrary, the back wall has no complex occluders close by; here the
visibility-aware samples do better, since non-visible VPLs can be safely ignored. The
third crop is the proposed locally optimized mixture that can effectively pick the
best of both worlds by taking more samples from the distribution that fits the local
geometry better.
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The optimization is performed sequentially instead; a set of samples is generated
based on each record to render each frame, and these are used as the tentative sample
set. The parameters optimized on this set are then used to render the next frame
and to optimize the parameters further. To save time in solving the optimization
problem, its cost is amortized over frames, and only a single iteration of the Newton
search is performed for every record per frame. The initial guess can be an a priori set
of parameters or, if the record was generated during an animation close to existing
records, an interpolation of the parameters of the closest neighboring records.

The objective function to be minimized in the optimization is ξ = σ2 + µ2,
where σ is the standard deviation and µ the expected value; this is the same as the
expectation of the square (Var(x) = σ2 = E[x2]− µ2 ⇒ ξ = E[x2]). Turns out that
minimizing this form gives the same result as directly minimizing the variance, and it
is significantly simpler to work with. Each element ρ in the gradient (∂ξ/∂αi, ∂ξ/∂βi)
and Hessian (∂2ξ/∂α2

i , ∂2ξ/∂β2
i , ∂2ξ/∂αi∂βi) required for the Newton iteration of

record i is estimated as

ρi =

N∑
j=1

wj
i ρ

j
i

N∑
j=1

wj
i

,

where j is a sum over all of the pixel estimates and wj
i gives the importance

cache weight for record i and ρj
i is the value of ρi evaluated for the current sample;

the estimate is the weighted average over the generated samples. In practice this
is realized as computing the values of ρi when evaluating each sample for the final
image, and then adding those to the importance records used for that sample with
the corresponding weights.

5.3 Temporally coherent cache point generation
Importance caching, as originally presented, is only suitable for static images. The
locations of the importance records are simply randomly picked on the screen – there
are significant perceptual issues with both of the trivial solutions of either keeping
the records at static locations on the screen, or randomizing their locations for each
frame. The former leads to the records sliding along geometry and jumping across
edges, and the latter leads to objectionable temporal flicker in the noise patterns of
the image – it is somewhat visible where the records are, as their areas of effect are
large and there is less noise close to them (see Figure 26).

Both the goals and the algorithm are similar to Sequential Monte Carlo instant
radiosity; the difference is that here we track visible instead of indirectly visible
surfaces and the importance of the tracked particles is uniform. Since there’s no
estimation of an expected value, only the probability density and the distribution
of particles are of interest. There are also less dramatic consequences (no extra
computational cost) for changing the distribution drastically, and thus the number
of accepted new candidates is not explicitly bounded in any way.
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Figure 26: Problems with both static and dynamic uniform random cache distri-
butions. On the left, a frame of animation with a cache record that is in shadow
and an ill fit to some the pixels it is used for; the border of its area of influence is
clearly visible as the variance changes drastically. The other two images are possible
successor frames – in the middle, the cache records are static on the screen and on
the right they’re randomized again for the new frame. Neither is ideal; the static
solution causes the area with large variance to slide elsewhere, causing a distracting
effect of perceived movement, whereas picking new cache points leads to these kinds
of areas appearing and disappearing every frame. Ideally, the area of large variance
would be bound to a specific location in the world that doesn’t change.

5.3.1 The resampling process

The algorithm (see Listing 2) works as follows: In the beginning, a distribution of
importance records is generated that is uniform on the screen; a point on the screen
is picked for each record and the record is associated with the object surface location
that is directly visible under that point on the screen. This is not guaranteed to
be a very good initial guess, but it’s simple and improves quickly enough on the
subsequent iterations.

Each frame, a set of candidate locations is generated in this same manner. Based
on the existing distribution, weights are computed for both the candidates and the
old record location to indicate how important they are and how likely they should
be kept in the distribution. Since the camera and objects in the scene can move
between the frames, some of the old record locations might become undesirable, or
new surface area that should be covered might appear; the weights reflect this, large
values being given to candidates that are far away from other existing ones. As it is
desirable to not change the distribution too much, the weights for new candidates
are multiplied by a small constant ϵ that controls how fast the cache adapts and thus
how much it is allowed to change.

A new distribution is resampled from the union of the candidates and the existing
distribution with regard to the computed weights. In contrast to standard resampling,
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1 Function initCache(Gbuffer)
2 cache.points ← backproject(uniformRnd(Ncache, screen), Gbuffer)
3 cache.parameters ← aPriori()
4 return cache
5 Function evolveCache(cache, Gbuffer)
6 for i ∈ [0, Ncache) do
7 cache.weights[ i ] ← 1

Ncache
r2

i V (xi)
8 candidate.points ← backproject(uniformRnd(Ncandidate, screen), Gbuffer)
9 candidate.parameters ← interpolateParameters(cache)

10 for j ∈ [0, Ncandidate) do
11 candidate.weights[ j ] ← ϵ

Ncache
r2

j

12 return resample(Ncache, cache ∪ candidate)
Listing 2: Adaptive cache. The resample(N , A) procedure normalizes A.weights
to sum to one and picks (without duplicates) N elements proportional to their
weight.

it is disallowed to sample the same record multiple times; records are removed from
the resampling distribution after they have been added to the new distribution. This
is because we don’t perform any explicit mutations on the distribution; if two cache
points appear on top of each other, they will stay on top of each other. Having the
same location, they will offer exactly the same information for shading and one of
them is thus wasted.

This new distribution is then used for rendering. To get the starting distribution
for the next frame, the record locations are propagated along with the object surfaces
in case they’re animated. Records that become occluded from the camera are
implicitly discarded by setting their weight to zero.

The weights for the existing and candidate records are

wi = 1
Ncache

r2
i V (xi) (existing cache)

wj = ϵ

Ncandidate
r2

j (candidate)

where Ncache is the size of the existing distribution, Ncandidate is the size of the
candidate distribution, ϵ is the small parameter value to discourage unnecessary
changes in the distribution, and r2

l (k) is the squared distance to the closest neighbor
in the existing distribution from record l. The function V is visibility to camera;
to reduce abrupt changes due to occlusion, this can be a relaxed variant based on
either if the record was used for rendering in the last frame or a simple latency that
exponentially reduces the visibility term whenever the point is occluded (V t+1 = αV t)
and sets it to 1 whenever it is visible. The former is employed in the results. Note
that this visibility term could also be written for the candidate weights, but as they’re
sampled from the screen and backprojected, they will be visible by construction.
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Figure 27: An example of the distributions produced by the uniform screen random
approach (top) and the proposed adaptive cache (bottom). The brightness of each
pixel is the d-distance to the closest cache point. Note how the adaptive cache places
less points on large uniform surfaces and more in the complex parts of the scene, and
thus the distance to the closest cache point is perceivably more uniform. See section
6.3 for a quantitative analysis.
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The r2 terms estimate the area shaded using the cache point; the more a cache
point is mainly responsible for, the more likely it is to be kept. This is also the
rationale behind the visibility term; only visible cache points are kept. The division
by the sizes of respective sets is simply to make the weights independent of the sizes.
The sizes are free parameters; the results use Ncache = 2048 and Ncandidate = 8Ncache.
The size of the cache is directly correlated to rendering quality and time, whereas
the candidate multiplier is more or less arbitrary.

The density is estimated with the same metric that is used for the importance
record distance:

d(x0, xVPL) = |x0 − xVPL|+ λ
√

1− n(x0) · n(xVPL).

The reasoning for this choice is that it is desirable to have a similar number of
cache records around each point to be shaded so that each point in the image can
be shaded with similar quality. Since we’re only interested in the locations of the
records and not integrating anything based on them, there is no inherent need for
accurately estimating their probability density. The density is kept uniform simply
because it roughly implies a uniform visual appearance.

It would also be possible to change the positions of the records gradually based
on their distances to neighbors, similar to Lloyd’s algorithm. This would not be
straight forward, though: with dense geometry there is not much room to optimize
locations smoothly, and with point samples alone it quickly becomes prohibitively
costly to probe for a better location for each existing record. Employing the g-buffer
depth and normal of the frame could make this search cheaper, but there are still
major issues with several cache points trying to find an uniform density – the issue
is not unlike that of pressure projection in fluid simulation.

The cache point evolution is a relatively generic approach; it could be employed
in other similar algorithms that require a mostly consistent set of points on scene
surfaces.
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6 Results
To validate the proposed method, we are interested in measuring three variables: the
rendering error in animations with low sample count, the way the cache points are
distributed in an animation, and the convergence rate of rendering.

As the goal of this work was to produce a method for real-time global illumina-
tion, the main concern is the image error in low sample count animations. These
measurements are indicative of the quality of the images displayed to an end user
during an interactive session, where only a minimal number of samples per pixel can
be computed every frame due to time constraints. We perform a measurement of
the sample variance under feasible parameter combinations.

Distributing the cache points is a distinct subproblem and a clearly separate part
of the method. Its behaviour is thus evaluated, both separately and as a part of the
rendering process. The key factors of the cache distribution are temporal stability
and the relevance to shading. Temporal stability means that the set of cache points
doesn’t change too often, causing visual flicker of the results; see figure 26. The
relevance to shading means that each shading point should have a close-by cache
point, whose illumination is thus likely similar. This is measured via the average
distance to the closest cache point for a shading point; the corresponding image error
is also computed to draw a more definite connection between the quality metric and
the result.

Finally, the convergence rate of rendering is studied to compare cost-quality
trade-offs of different methods and parameter values. It makes it possible to directly
compare methods whose performance is not similar enough with any sample counts
or settings. Furthermore, it enables taking the timings apart and inspecting the
effect of a certain part of the computation. It also acts as a sanity check to see that
all methods converge reasonably towards the correct solution.

6.1 Setting
To run experiments with the method and compare against the original importance
caching (IC) approach, both were implemented in NVIDIA’s CUDA language [52],
employing their rendering research framework Falcor [7] and a version of their ray
tracing library OptiX Prime with the newest software ray tracing kernels [82]. The
original implementation of Sequential Monte Carlo instant radiosity (SMCIR) [31] was
used, with the exception of replacing the path tracer with a different implementation
that was better fit into the framework.

All measurements were performed on a desktop machine with an Intel Core i7
3770K processor (3.5GHz, 4 cores and 8 logical threads), 32 gigabytes of memory
and an NVIDIA TITAN X(Pascal) GPU. Almost all of the interesting parts of the
algorithm run on the GPU so it is the most crucial of the components here. The
results were rendered in Full HD; 1920 by 1080 pixels, 8 bits per color channel.
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Four main approaches to rendering the final image from a given set of VPLs are
compared:

1. Uniform random estimation; the interleaved sampling of Keller [40].
2. Importance caching of Georgiev [22].
3. The proposed optimized balance heuristic with control variates.
4. The proposed method without the optimization.

All of the results use the temporally coherent cache point generator with the
default parameter value, apart from the uniform random sampler that doesn’t require
a cache, and the comparisons that explicitly compare different cache point generation
methods.

There remains a technical issue in the implementation of the cache point search;
the acceleration structure is uniform instead of adaptive, and works in the screen
space instead of world space. The search is a simple pass over the neighbor tiles of
the pixel in this grid. This means that to find respective cache points for objects close
to the camera, a large area on the screen needs to be searched, leading to distorted
timing results. As a workaround the cache search time in the timings is estimated as
0.6ms; this is the average search time if we limit the search radius to a reasonable
value (that works on most of the cases). This leads to problems for geometry close to
the camera; since no cache points are found, the IC sampling cannot be performed.
The actual measured time for a search radius that always worked in the test cases is
around 10ms.

6.1.1 Scenes

The key factor of geometry in our case is the difficulty of local visibility; how rapidly
does the visibility function change between points in the scene. This is because the
effects of indirect and area illumination are already baked into the distribution of
VPLs, and in this sense we’re only evaluating direct illumination. The difficulty of
visibility, along with the actual number of geometric primitives, also dictates the
performance of ray queries. Three scenes are used in this evaluation; Classroom,
Sibenik, and Crytek Sponza. Classroom is a small scene with rapidly changing
visibility due to many thin objects such as chair legs, Sibenik is a relatively simple
room with only some visibility discontinuity and fewer triangles, and Crytek Sponza is
roughly in the middle both in terms of difficulty of visibility and number of primitives.

Each scene has a single animation sequence with dynamic camera and light paths.
Other dynamic objects are not supported by the current implementation; this is a
limitation inherited from the implementation of SMCIR and is not fundamental to
the proposed method (nor SMCIR, with minor modifications). Each animation has
two moving light sources and a total of 2048 VPLs; 256 are randomly distributed
along the light sources for direct illumination, and the other 1792 are placed by
SMCIR along scene surfaces to model the indirect illumination.
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6.1.2 Evaluation metrics

The chosen image difference metric is the relative mean square error (RelMSE)
(see [33] for an in-length discussion about different related error metrics):

RelMSE(θ) =
E
[(

θ − θ̂
)2]

E[θ̂2]
,

where θ is the estimated result and θ̂ is the correct result (or ground truth).
This is a standard way to measure error in the field of graphics [57]. The expected
value is computed by taking the average of the square difference for all pixels; the
RelMSE is effectively the sample variance over the image relative to its brightness.
This normalization with ground truth brightness is done to lessen the differences in
results caused by the scene, most importantly the chosen illumination and reflection
configuration. For example, RelMSE doesn’t change if we multiply the illumination
by a non-zero constant. In the case of VPL rendering, the ground truth θ̂ is a simple
finite sum and we render it by exhaustively evaluating each VPL for each pixel. This
takes around 8 seconds per image.

It is an important aspect in which space we measure; the raw data is rarely
displayed to the user, so it would make sense to compare images after tone mapping
and other similar post processing. Here we settle with clamping the results to the
[0, 1] range – this suppresses some outliers, which this l2 type error is prone to
overemphasising. Albeit a key simplification, this is a reasonable approach; the post
processing pipeline is arbitrary and project-dependent, and there is little reason
to prefer one possibility to the other. The proposed method has been derived to
minimize variance, and lower variance is directly correlated with better results after
noise removal filters [62], so the results are still indicative of final output quality.

More sophisticated perceptual [74] and temporal [75] metrics exist, but those are
not employed here. As mentioned above, the post processing pipeline has a large
impact on the final image – any perceptual testing should be performed on such
output instead. Temporal effects of variance produced by the different methods are
captured well enough by plotting the results over the course of an animation.

6.2 Animation sequences
Perhaps the most important measurement is the error of animation sequences – this
is the error in the result displayed to the user in an interactive setting. We compare
both the average error over pixels and the error at a set of points in the scene. All of
these results use the proposed cache point evolution and ϵ.

Figure 28 shows a comparison of the balance heuristic variants (with and without
control variates) and the optimized IC with the desired budget of one sample per
pixel. Note that α-max is omitted since it isn’t feasible for a single sample per
pixel. There is a significant advantage for employing the CV, and the optimization
gives a slight further improvement. The computational cost of the CV is negligible
whereas collecting gradient information for the optimization makes the optimized IC
somewhat slower.
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Figure 28: Average image error plotted over an animation in the Classroom scene
with a single sample per pixel. The optimized IC is slightly slower to compute than
the balance heuristic (28.96ms and 25.30ms per frame, respectively), whereas the
control variates have virtually no cost over the normal balance heuristic. The α-max
heuristic of Georgiev doesn’t work in this single sample setting; see figures 29 to 31
for comparisons with α-max.
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Figure 29: Average image error in an animation in the Classroom scene. Here the
running time of α-max (32.99ms per frame) is in between the optimized IC with 1
and 2 samples per pixel (28.96ms and 37.91ms per frame, respectively).
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Figure 30: Approximate equal-time error at different points in the Classroom scene
(more time given to α-max and balance heuristic), lower is better – large outliers are
especially undesirable. Each row corresponds to a static location on a scene surface.
Each image on a row has the same graphs, but highlights a different method for
clarity. Key takeaway is that there is no ordering on the quality of the methods that
would hold for every point in every image.

As we increase the computational budget, α-max comes viable. Figure 29 shows
a comparison; the error is more or less in line with the rendering time, with the
optimized IC being proportionally somewhat better. Even with a single sample per
pixel, it can outperform the two-sample α-max in some situations.

Figure 30 shows plots of the error at static scene points. This is largely dependent
on the chosen points, due both to the distance to the cache points and the lighting
conditions. No method is clearly globally absolutely superior, but the optimized IC
gives both low average error and smaller spikes, despite managing only one sample
in the given time frame, compared to two for the other methods.

Figure 31 allows one more sample to each method compared to the pointwise
image, and shows an average result. For most of the animation, the optimized result
has the smallest RelMSE error. α-max seems to be the best defence against outliers,
and is less spiky in the beginning.

To summarize, the optimization procedure is clearly helpful as it produces compa-
rable and often better results while affording less samples. It is rather costly though,
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Figure 31: Approximate equal-time average image error in an animation in the
Classroom scene with higher quality settings. The α-max and balance heuristic can
afford three samples per pixel and optimized IC two samples per pixel. This makes
optimized IC slightly faster per frame.

which might limit its usefulness depending on the case. On the other hand, control
variates are clearly a good idea to employ regardless.

6.3 Adaptive cache
In the distribution of cache points, the key aspects are relevance and temporal
coherence; we wish to have a relevant cache point as close to every pixel as possible,
while minimizing changes in the image noise profile. For the optimized IC, changing
the cache points also restarts of the optimization process which is not desirable since
a larger portion of the image will be rendered with non-ideal sampling parameters.

The distance of each shading point to the closest cache point is measured, since its
contribution to the interpolated importance distribution is the largest. The problem
is inherently temporal so the distance is plotted over animations. The proposed
cache point evolution with different values of the adaptation speed parameter ϵ is
compared against the geometry-unaware choice of picking uniform random points on
the screen suggested by Georgiev et al. Two different choices for the uniform random
are used; a dynamic and a static one. In the dynamic solution new random points
are generated every frame, while in the static one the same random points are used
for the whole animation.

First we see the distance averaged over all pixels in figure 32. As expected, the
average distance to the closest cache point is significantly smaller for the proposed
cache evolution method compared to the uniform randoms. The graph also suggests
that ϵ does indeed control how quickly the distribution reaches the desired one; the
average distance for the higher-ϵ cases decreases faster and stays lower for the most
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Figure 32: d-distance to the closest cache point over an animation in the Sibenik
scene, averaged over pixels, for the different cache point distributions. Lower is
better; it implies most pixels have a close-by cache point. The adaptive particle filter
outperforms the random distributions for the most part. This is natural as this error
measure is employed directly in updating the distribution.
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Figure 33: Average RelMSE over the same animation as in figure 32 for different
cache point distributions, rendered with the 3-sample 3-distribution IC of Georgiev.
As expected, the rendering error correlates with the average cache distance and
the adaptive cache distributions outperform the uniformly random. Typical error
decreases with ϵ for the tested range – but disturbing discontinuities arise in the
noise pattern of the resulting image, see figure 34 and figure 26.
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Figure 34: Comparing the different cache point distributions; Georgiev suggest
a simple uniform random and doesn’t consider animations whereas the proposed
adaptive method is designed with animations in mind. The d-distance to the closest
cache point is plotted over an animation in the Sibenik scene. Lower is better.
Smoother is also better; every jump in this function implies a change in the local
cache distribution that often causes a noticeable change in the noise pattern of the
resulting image (see figure 26). Each row corresponds to a static point on a surface
in the scene and contains duplicates of the same graph with different highlights
for clarity. The value of the adaptivity parameter ϵ of the highlighted graph grows
from left to right. The lower values of ϵ typically produce worse adaptation as
suggested by the larger typical distance to closest cache point, but the distributions
are considerably more temporally consistent. The proposed method with all shown
values of ϵ produce both more temporally consistent and better adapted distributions
than the uniform random approaches.

part. However, the largest tested value does exhibit some rather large spikes at times.
To establish a connection between the cache distribution quality and final render-

ing error, the graph in figure 33 shows the average rendering error corresponding to
figure 32. The rendering is performed with the original IC method with 3 distributions
and 3 samples per pixel. While not a strict one-to-one correspondence, there is a
clear correlation between the average cache distance and the rendering quality.

To further confirm the effect of the ϵ parameter, the distance is also plotted
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individually for a select few points in the scene (in figure 34). These points are
positioned at static world space locations over the animation and the distance is
plotted at the pixel where the point would project to (if the point is occluded, no
value is plotted). T

The results are in line with the intuition behind the adaptive placement method:
The average distance to the closest cache point is smaller, this is beneficial to the
rendering process, and the parameter ϵ effectively controls the tradeoff between the
quality of the cache distribution and its temporal coherence.

6.4 Parameters of IC
The parameter space of IC is non-trivial in itself and is not explored in much depth
in the original article. Moreover, the original implementation was a CPU one and
the setting was offline rendering, so there is reason to investigate.

The key parameters of the method are the number of neighboring cache points
used for the sampling, M , the number of distributions used, and the weights of the
α-max heuristic. Georgiev et al. display results only with M = 3 and a single set of
α-max weights, and show the contributions of the different distributions only for a
single rendering. Their suggested α-max weights are used; these have little effect on
performance, so there is no reason to believe a different set to be better (and some
rudimentary experimentation suggests they’re reasonable choices).
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Figure 35: Comparing different values of M , the number of neighboring cache points
used for rendering. Plotted is error averaged over all views and scenes; lower is better.
In addition to the higher error on larger sample counts, M = 1 produces visually
displeasing discontinuities in the resulting image (see figure 36). All other results
use M = 2 as a trade-off between rendering time and quality.
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Figure 36: Comparing different numbers of cache neighbors used by each pixel, the
parameter M . On the left, a single neighbor, in the middle three neighbors and on
the right, the ground truth result. Note the discontinuities in the shadow behind
the red curtain and in the shadow of the lower right corner, caused by the closest
cache point being too different to the shading point. Interestingly, M = 1 has lower
variance in these areas whenever the closest cache point does happen to be a good
proxy for the shading point.
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Figure 37: Different numbers of distributions for the α-max heuristic of Georgiev.
Plotted is error averaged over all views and scenes against available rendering time.
Based on this, 3 seems to be the best in the current setting (low samplecount, GPU
implementation) and is thus used for all other comparisons.
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Figure 38: Comparing α-max of Georgiev to balance heuristic, with and without
control variates. Control variates have the biggest impact with low sample counts.
All methods use M = 2 and three distributions with three samples per pixel, and
are approximately as fast to evaluate – with α-max being slightly slower.

Figures 35 and 37 show the effects of the parameter M and the number of
distributions used, respectively. Based on these, the values M = 2 and 3 distributions
(discarding the bounded contribution distribution) are chosen as reasonable trade-offs
between quality and rendering time for the current GPU implementation.

We also compare α-max with the balance heuristic (see figure 38). This comparison
was omitted in the original article of Georgiev et al., since they treated larger sample
counts and thus the multi-sample form of MIS, and thus compared against the power
heuristic instead. We are interested in the extremely low-sample region of down to a
single sample where α-max (or the power heuristic) aren’t possible or reasonable; the
difference between α-max and the balance heuristic becomes an interesting question
in this setting – we obviously cannot compare the one sample results since α-max
doesn’t have any, so we compare the lowest that it can which is the number of
distributions, here three. As expected, α-max performs better. As a middle step
towards the full proposed method, balance heuristic with control variates is included;
control variates decrease variance, especially with low sample counts. The difference
is visually quite apparent; with a single sample per pixel, many occluded samples
are no longer strictly black but just a darker color.

6.5 Convergence
The convergence rate of the methods are compared in the task of rendering a still
image; this is the case IC was originally designed for. To reduce the effects of
the particular view and animation state, scene configurations are taken from the
animations at uniform time intervals and the results are averaged. For α-max, the
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samples are distributed evenly among the sampling distributions.
The rendering is performed by accumulating consecutive frames since this matches

the rendering process in a realtime application (or an interactive progressive renderer)
– to target offline rendering, we would generate as many samples at a time as can fit
in the memory of the system. For roughly equal timing with the chosen 3-sample
3-distribution α-max, the optimized weight IC only has time to evaluate two samples
per pixel per frame (making it slightly faster than α-max), whereas the balance
heuristic gets 3 and the uniform random sampler 9.
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Figure 39: Convergence comparison with actual timing, averaged over all scenes
and viewpoints. The equilibrium variant of the optimizing IC is allowed to optimize
parameters before beginning the accumulation of images (and continues to do so
while rendering). This is a realistic case in rendering animations, as many cache
points will be close to their optimal parameter values for most of the frames. The
α-max heuristic gives a better defense against outliers and performs the best with
enough sampling time.

Three different metrics are used for the rendering time to determine the speed of
convergence. The first (see figure 39) is the total rendering time on high-end current
mainstream hardware (that is to say, without hardware ray tracing acceleration),
giving the actually realized performance. In the second (see figure 40) we omit
the time spent on ray tracing, corresponding to the limit case as ray tracing gets
faster and faster. And last, for the third metric (see figure 41) we omit the sampling
time and only count the ray tracing operations performed. This is to be fair to
IC, which can cull ray tracing operations due to the binary nature of its α-max
heuristic. The concrete implementation doesn’t really take advantage of this; the
rays are not actually cast, but they are still generated and passed to the ray tracing
system, causing redundant memory traffic and lower utilization. Simply counting
the actually traced rays gives an estimate of performance under a better optimized
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Figure 40: Convergence with instantaneous ray queries; rendering time is computed
omitting the time spent on ray tracing. Note the large relative improvement of
the cheap-to-sample uniform random sampling over the actual timing in figure 39.
Balance heuristic sees a similar boost. The optimized balance heuristic can afford
fewer samples for a similar frame time and thus performs worse relative to α-max;
note how α-max has the least error after a third of a second or so.
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Figure 41: Convergence with respect to the number of rays used to form the image.
Despite being able to cull some ray queries, the relative performance of α-max
improves only slightly. Balance heuristic and especially uniform sampling are fast to
evaluate and thus perform relatively worse.
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implementation. It also corresponds to the case where the sampling can be performed
extremely quickly, which is a reasonable consideration; it is not unthinkable that
many clever optimizations for the sampling process could exist. Furthermore, GPU
programs are notoriously difficult to thoroughly optimize for performance. Thus
the author (having some experience with the subject) is confident that the current
implementation, while reasonable, is far from perfect.

The results of the different timing metrics are similar; the main difference is
the relative difference between sampling and ray tracing. The uniform sampler is
fast and thus most of the time is spent on tracing rays, so it performs well when
ray tracing is fast – but doesn’t match the more clever samplers even in the limit
of instant ray queries. Admittedly, optimizing the random number generation and
fusing it with the ray tracing kernel could decrease the gap further, but the speedup
required for it to match the others would be so massive that it doesn’t seem likely.
Of the IC variants, sampling with the balance heuristic is slightly faster than α-max
for equal sample count and the proposed weight-optimized IC is clearly the most
costly per sample. The balance heuristic with and without control variates have
virtually identical performance; the control variate only requires two memory lookups
and little computation per sample. The ray tracing cost per sample of all three are
similar.
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7 Conclusion
Dynamic real-time global illumination is right around the corner; new innovations in
both hardware and software are finally making it a reasonable target for end-user
software. It will still take some time for both customers and developers to adapt,
and further research effort is necessary to make it the universal de-facto approach.
However, the advantages in both the quality of the results and the simplicity of
the workflow will undoubtedly push the majority of real-time graphics towards this
direction – similarly to what has happened to offline graphics during the past decade,
and not unlike the previous shift to physically-based shading in real-time graphics.

The present work gives a VPL-based alternative to the current trend of direct
path tracing. Most of this project focused on explicitly importance sampling the
VPLs; this is not possible with traditional path tracing. VPLs also offer the inherent
benefit of essentially baking in several bounces of illumination that doesn’t have to be
sampled for each pixel separately. Furthermore, VPLs unify the treatment of indirect
and direct illumination, including direct illumination from arbitrarily complex area
lights.

Obviously, VPLs aren’t without issues either; the main drawbacks for interactive
use are temporal inconsistencies (when a VPL is placed to a different new location)
and the somewhat low feasible number of lights that limits the accuracy of the
representation for the low-variance methods mainly considered in this work. In
addition, VPLs might seem like a cumbersome extra step compared to the simple
elegance of path tracing; this is perhaps the largest obstacle in the way of VPL
methods being considered a more viable alternative. Another hindrance is the strong
historical connection of VPLs to traditional real-time visibility methods – and their
problems.

The results obtained with the proposed method are promising; it achieves low-
variance VPL sampling, similar to importance caching, without requiring multiple
shadow rays per pixel. The variance is, based on the results reported by Georgiev et
al. [22], significantly smaller than path tracing for the same computational time – the
equal-time quality factor between the methods is likely somewhat different for a GPU
implementation, and will be different again for a hardware raytraced one. However,
reasoning about the magnitudes (and some preliminary experiments) suggests that
Georgiev’s result still holds. The proposed cache evolution produces distributions
that are not only stable, but reduce the variance as well. This being said, some issues
remain and there is room for future development.

7.1 Future work, remaining issues
First and foremost is the question of practicality; the optimization process is some-
what computationally intensive, mostly due to the accumulation of gradients – the
optimization step itself costs virtually nothing. This is currently done with a naive
global atomic sum for each pixel, sample, and cache point, but most neighboring
pixels have the same set of cache points so these could likely be cumulated locally
and only summed once globally. But even if this could be brought down significantly,
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it might still make sense to use the balance heuristic with control variates: It is
fast, simple, robust, and likely very close in quality after any reasonable denoising or
outlier removal – after all, these can salvage passable results even from terribly noisy
low sample count path tracing.

There is an issue with the current optimization process, especially with low sample
counts in highly noisy regions; the optimization doesn’t have any form of momentum,
so rare events don’t cumulate and can thus be missed, only nudging the parameters
slightly for the following frame. This seems a likely reason for the worse outlier
suppression compared to α-max that is clearly visible in the convergence graphs,
where α-max is better for larger sample counts. The optimization process could be
changed in many ways quite easily, since it is a separate process for each cache point.
Moreover, due to the relatively small number of cache points, the optimization has
room for much more computation.

The SMCIR algorithm produces reasonably good VPL distributions, but seems
to have trouble with scenes with large dynamic ranges – the VPLs in darker regions
tend to change often. This is amplified by the parallel insertion of VPLs; when a
low-density area is found, it is filled with several new VPLs, and on the next frame
all of these are removed since the density is now unnecessarily high. Moreover, the
method is computationally intensive, requiring tracing a set of paths for every VPL
each frame.

The property of having to sample each VPL from each cache point is undesirable.
A larger number of VPLs can represent the illumination better, and with a larger
VPL budget a simpler and cheaper generator will suffice – and a high quality one
can produce even better distributions with less noticeable temporal discontinuities.
This could be achieved by employing a set of representative VPLs per cache point
instead of the full set, chosen for example from a hierarchical structure such as the
one employed by Lightcuts. However, it is unclear how the cache distributions should
be interpolated if their VPL sets are different.

The cache evolution could be made aware of the estimated rendering error,
placing cache points not only to geometrically complex spots but also to places
where the illumination is difficult. There’s likely an interesting challenge in trying to
simultaneously follow potentially complex shadow boundaries caused by fast-moving
occluders and keeping the cache points stable for static but highly noisy cases.
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Appendices

Sample derivatives for optimal mixture weights
To employ the method of He and Owen [81], we need to minimize the expression

f ′(α, β, ρ) =
N∑

j=1

(f(xj)−
∑

i βi (gi(xj)− Igi
))2∑

i αigi(xj)
−ρ

∑
j

log(αj−ϵj)−ρ log
⎛⎝1−

∑
j

αj

⎞⎠ .

We wish to run a damped Newton optimization. To this end, we need the first
and second derivatives (the gradient and Hessian) of this expression relative to αi

and βi. These are omitted in the original article since their derivation is straight
forward. For the sake of completeness, they are

∂f ′(α, β, ρ)
∂αk

=
N∑

j=1

− (f(xj)−
∑
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− 1
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)
,
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2 (f(xj)−
∑

i βi (gi(xj)− Igi
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, and
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