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The demand for accurate and efficient semantic segmentation solutions is higher
than ever due to the increasing number of applications that wish to extract knowl-
edge from images. The applications for semantic segmentation span from iden-
tifying anomalies in medical images to extracting environmental information for
augmented reality.

The accuracy of semantic segmentation systems has improved largely due to ad-
vances in deep neural network based approaches. However, a large and expensive
labeled dataset is still required for training. This thesis investigates the possibil-
ity to improve the performance of neural network based approaches by leveraging
additional unlabeled samples in a semi-supervised training setting. The experi-
ments cover three different semi-supervised training methods: the Mean Teacher
method, a novel superpixel method, and a combination of the two methods. The
same neural network architecture is trained using the semi-supervised methods
that use unlabeled samples and the results are compared against a supervised
baseline.

The results indicate that the Mean Teacher method is able to leverage the infor-
mation from the unlabeled samples beating the supervised baseline in accuracy
by 1.64% and in mean intersection over union (MIoU) by 3.72% on the test set.
The method also presented an additional benefit of stabilizing the model perfor-
mance during training shown as a more stable validation set performance between
epochs compared to the supervised baseline.

The superpixel method performs similar to the supervised baseline. The combi-
nation of the two methods performs similar to the supervised baseline in accuracy,
but improves the MIoU by 3.32%. Qualitative comparison revealed that using
the superpixel loss with unlabeled samples results in the loss of small material
details and bleeding over material boundaries. Despite this significant down-
side, the models trained with the superpixel loss component present smoother
segmentation borders and less noise in segmentations.
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Tarve tarkoille ja tehokkaille semanttisen segmentoinnin ratkaisuille on suurem-
pi kuin koskaan johtuen kuvatietoja hyödyntävien sovellusten kasvasta määrästä.
Semanttisen segmentoinnin sovellukset vaihtelevat lääketieteellisten kuvien poik-
keamien tunnistamisesta lisätyn todellisuuden vaatimaan ympäristön tunnista-
miseen.

Semanttista segmentointia tekevien järjestelmien tarkkuus on viime aikoi-
na kehittynyt neuroverkkoihin perustuvien lähestymistapojen vuoksi. Näiden
järjestelmien kouluttaminen vaatii kuitenkin laajan ja kalliin luokitellun tie-
tokannan. Tämä diplomityö tutkii mahdollisuuksia kouluttaa neuroverkkoja
käyttäen luokittelemattomia lisänäytteitä puolivalvotussa koulutusasetelmassa.
Diplomityön kokeet kattavat kolme erilaista puolivalvottua koulutusmenetelmää:
Mean Teacher -menetelmän, uuden superpikselimenetelmän sekä yhdistelmän
edellä mainituista menetelmistä. Sama neuroverkkoarkkitehtuuri koulutetaan
käyttämällä luokittelemattomia lisänäytteitä hyödyntäviä puolivalvottuja mene-
telmiä, ja tuloksia verrataan valvotun menetelmän tuloksiin.

Tulokset osoittavat, että Mean Teacher -menetelmä voi hyödyntää informaatio-
ta luokittelemattomista näytteistä ja parantaa tarkkuutta 1.64% ja MIoU-arvoa
3.72% vertailuarvoon nähden. Menetelmä tarjoaa myös lisähyödyn tasapainot-
tamalla mallin suorituskykyä koulutuksen aikana, mikä näyttäytyty vakaampina
validaatiosetin metriikoina epookkien välillä valvottuun menetelmään verratuna.

Superpikselimenetelmä suoriutui yhtäläisesti valvotun menetelmän kanssa. Yh-
distelmämenetelmä suoriutui yhtäläisesti valvotun verrattuna vertailuarvon tark-
kuuteen, mutta paransi MIoU-arvoa 3.32%. Laadullinen vertailu osoitti, että
superpikselivirheen hyödyntäminen luokittelemattomien näytteiden kanssa joh-
ti pienten materiaaliyksityiskohtien menettämiseen ja materiaalialueiden ylivuo-
toon. Tästä merkittävästä haitasta huolimatta superpikselivirhekomponentilla
koulutetut mallit tuottivat tasaisempiin segmentaatiorajoja ja pienempään ko-
hinaan segmentaatiossa.

Asiasanat: konvolutionaaliset neuroverkot, semanttinen segmentointi,
syväoppiminen, materiaalit, puolivalvottu, superpikseli
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Symbols and Abbreviations

Symbols

The following mathematical symbol representations are used in the equations
of this thesis, unless otherwise described in the equation.

x Input
y Ground truth
z Network output
z′ Network output after softmax
w Class weights
θ Network weights
η Noise
C Number of classes
L Total loss
σ Standard deviation
α Exponential Moving Average (EMA) smoothing coef-

ficient
β Mean teacher consistency cost coefficient
Lmt Mean teacher consistency cost
k Superpixel segmentation mask
γ Superpixel consistency cost coefficient
Sx Sobel filter for x-axis
Sy Sobel filter for y-axis
Gx X-axis gradients
Gy Y-axis gradients
Gmag Class-wise gradient magnitude
G

′
mag Total gradient magnitude

Gsp Total superpixel gradient magnitude
Lsp Superpixel consistency cost
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Abbreviations

aLDA Augmented Latent Dirichlet Allocation
ANN Artificial Neural Network
AR Augmented Reality
Batch A set of samples.
BRDF Bidirectional Reflectance Distribution Function
BTF Bidirectional Texture Function
CCNN Constrained Convolutional Neural Network
CNN Convolutional Neural Network
CRF Conditional Random Field
DCNN Deep Convolutional Neural Network
DNN Deep Neural Network
EMA Exponential Moving Average
Epoch One forward and backward training pass over the all

the training samples.
ERF Effective Receptive Field
FC Fully Connected
FCN Fully Convolutional Network
FDR False Discovery Rate
GAN Generative Adversarial Network
GAP Global Average Pooling
GMP Global Maximum Pooling
GPU Graphics Processing Unit
HOG Histogram of Oriented Gradients
ILSVRC ImageNet Large-Scale Visual Recognition Challenge
LBP Local Binary Pattern
LDS Local Distributional Smoothness
MIL Multiple Instance Learning
MINC Materials In Context Database
MIoU Mean Intersection over Union
MPCA Mean Per Class Accuracy
MR Mixed Reality
MSE Mean Squared Error
NNR Nearest Neighbour Resize
PCC Pearson Correlation Coefficient
PReLU Parametric Rectified Linear Unit
ReLU Rectified Linear Unit
RGB Red Green Blue image channels
RNN Recurrent Neural Network
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Sample Single instance of data in a dataset
S-MT Supervised Mean Teacher student
S-MT-T Supervised Mean Teacher teacher
SS-MT Semi-Supervised Mean Teacher Teacher student
SS-MT-T Semi-Supervised Mean Teacher Teacher teacher
SS-SP Semi-Supervised Superpixel
SS-SP-MT Semi-Supervised Superpixel Mean Teacher student
SS-SP-MT-T Semi-Supervised Superpixel Mean Teacher teacher
SIFT Scale-Invariant Feature Transform
SLAM Simultaneous Localization and Mapping
SURF Speeded Up Robust Features
SVHN Street View House Numbers
SVM Support Vector Machine
TRF Theoretical Receptive Field
VAT Virtual Adversarial Training
VR Virtual Reality
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Chapter 1

Introduction

Segmentation is the task of partitioning the pixels of an image into coherent
parts according to a given metric of similarity. In segmentation, the task
is only to find clusters of similarity without attempting to answer what the
clusters represent. In semantic segmentation, in addition to partitioning the
image, the task is to also classify the partitions according to a given set of
labels. In the context of images, semantic segmentation can be considered
as the task of assigning semantic labels to individual pixels. The labels usu-
ally represent different entities of interest within a given context. A labeling
scheme used for images in the context of driving could contain labels such as
person, traffic sign and car. An important constraint of semantic segmenta-
tion is that the different instances of the same class do not receive different
labels. For example, in an image containing many people, all the pixels
belonging to any of the people in the image would receive the same label:
person. Ininstance segmentation, on the other hand, each separate instance
of the class person would receive a unique label. Figure 1.1 demonstrates the
described difference between semantic and instance segmentation. [118; 30]

(a) (b) (c)

Figure 1.1: Demonstration of the difference between semantic (b) and in-
stance segmentation (c) of an image (a). The images are from the PASCAL
VOC [27] segmentation dataset. [86]

11



CHAPTER 1. INTRODUCTION 12

The demand for accurate and efficient semantic segmentation solutions
is higher than ever due to the increasing number of applications that wish
to extract knowledge from images. The applications for semantic segmenta-
tion span across a variety of applications such as: identifying anomalies in
medical images [103; 78], detecting different traffic entities for autonomous
driving [21], crop health monitoring [6] and human-computer interaction [88].
Because of its many possible applications, semantic segmentation is an ex-
tensively studied problem in the field of computer vision. [118; 30] However,
as a consequence of the variance of object appearances across images, seman-
tic segmentation remains a challenging problem still today. These variations
occur, for example, due to differences in lighting, viewpoint, scale, occlusion
and background clutter.

Widely-used computer vision approaches such as Support Vector Ma-
chines (SVM) and Random Decision Forests were state-of-the-art approaches
also for semantic segmentation for a long time. [118; 30] The drawback of
these methods is that designing and selecting good features to recognise given
entities requires a lot of time and domain expertise. Furthermore, the hand
crafted features are often highly task specific, which makes reusing features
across tasks difficult. With the increased GPU performance and accessibil-
ity to large datasets, deep learning and neural networks have surpassed the
previous computer vision methods on many problems including semantic seg-
mentation. In 2012, the first neural network based approach, AlexNet [61],
surpassed the previous computer vision approaches in the ImageNet Large-
Scale Visual Recognition Challenge (ILSVRC) of classifying images into a
thousand different categories. [106] Following the success of AlexNet neu-
ral networks have been successfully applied to a variety of computer vision
problems including semantic segmentation, surpassing the previous state-of-
the-art approaches by a large margins in terms of accuracy. [30]

Most deep learning approaches require a large dataset of annotated sam-
ples to train the model. In the context of semantic segmentation, the dataset
includes the images and corresponding class labels for each pixel. Training a
model using labeled samples is referred to as supervised training. Arguably,
data is one of the most important parts of a deep learning system. If the
data used for training has errors or biases, the resulting model will likely
suffer from the same errors and biases as well. Constructing an appropriate
dataset for a given semantic segmentation task, requires a large number of
segmentation examples that represent the given task accurately. Selecting
the relevant information requires domain expertise and an infrastructure to
capture and transform the information into a representation that can be used
in deep learning. [8; 9; 30] The complexity and high costs of labeling [8] has
limited the size and availability of reliable semantic segmentation datasets,
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which in turn has limited the performance and applications of the proposed
models. [30] One approach to alleviate this problem is to use semi-supervised
training methods, which allow the network to be trained partially by unla-
beled samples that do not have ground truth annotations.

This thesis focuses on the application of neural networks for semantic
segmentation of materials from photographs. Specifically, this thesis inves-
tigates three different semi-supervised training methods for semantic seg-
mentation of materials and compares the performance of the proposed ap-
proaches with each other and the supervised baseline. Chapter 2 introduces
the client, Varjo Technologies, and their motivation for funding this research.
The chapter continues by defining the research questions and outlining the
main contributions of this thesis.

Chapter 3 focuses on introducing the relevant background concepts and
scientific literature from the perspective of semi-supervised semantic seg-
mentation of materials using convolutional neural networks. The literature
review reveals that while semantic segmentation and material classification
are both well studied problems the neural networks have only been applied to
the task rather recently. Although, many semi-supervised learning methods
have been introduced and demonstrated on tasks such as image classifica-
tion, applying these methods to semantic segmentation tasks has received
very little attention from the research community.

Chapter 4 introduces the methodology related to the analysis of the three
semi-supervised learning methods investigated in this thesis. The starts by
describing the process of compiling the dataset and the used convolutional
neural network architecture. The rest of the chapter focuses on describing
the used learning methods and hyperparameters in detail and explaining the
metrics used to evaluate the model performance. In particular, Section 4.3.3
defines the semi-supervised superpixel learning method, which is the largest
novel contribution of this thesis. Chapter 5 reports the results of the exper-
iments based on the established metrics.

The research and experiments of this thesis are discussed in Chapter 6.
The chapter focuses on evaluating the research methods and the numerous
choices involved in the experiment setup. Because the training setup involved
numerous hyperparameters and the computing resources were limited, it was
impossible to do a wide hyperparameter search within the scope of this thesis.
Slight changes in many of the hyperparameters can have a big impact on
the learning results, as shown by the hyperparameter experiments presented
Appendix B. Thus, the received results should be interpreted in light of the
selected hyperparameters and the chosen dataset. Future work should include
investigating the proposed learning methods on a wider variety of different
hyperparameter combinations and segmentation datasets. Also, alternative
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implementations of the novel semi-supervised superpixel method open up
avenues for future research.

Finally, Chapter 7 analyses the reported results in light of the defined
research questions and draws conclusions to the questions. The results
of the experiments show that the semi-supervised Mean Teacher learning
method [117] can be successfully applied in a semi-supervised segmentation
setup and additional unlabeled samples improve model performance. The
results also demonstrate that the novel semi-supervised superpixel learning
method is able to outperform the supervised baseline in terms of mean in-
tersection over union and that the method is effective at reducing high fre-
quency noise in the segmentations. The novel method does, however, suffer
from segmentations leaking over material region borders.



Chapter 2

Problem Statement

This chapter starts with a short introduction of the client funding this thesis,
which places the research in the appropriate context. The second section
describes the research questions at the heart of the research in context of the
most relevant previous work.

2.1 Client Introduction

This thesis was funded by Varjo Technologies, a Helsinki based start-up fo-
cusing on manufacturing state-of-the-art virtual reality and mixed solutions.
Existing computer vision methods, such as Simultaneous Localisation and
Mapping (SLAM), allow us to map the geometry of the environment while
tracking the position of the agent in the mapped space. Mixed reality so-
lutions like the Hololens [76] already leverage such methods to construct a
virtual representation of the user’s environment allowing virtual objects to
interact with a virtual reconstruction of the real world. However, the level
of interaction is limited because the virtual reconstruction of the real world
only includes the geometry and is thus missing other important characteris-
tics of the environment. In order to enrich the set of possible interactions,
Varjo wishes to augment the reconstruction of the geometry with information
regarding the materials.

Understanding both the geometry and the materials enables different in-
teractions depending on the material characteristics. Mapping the recognised
material class to virtual libraries regarding the physics, sound and shading
properties opens many interesting possibilities. As an example, consider cre-
ating a virtual ball in a mixed reality application and throwing the virtual
ball in a room. When the ball collides with the virtual reconstruction of the
real world the physics of the collision can act differently and sound different

15



CHAPTER 2. PROBLEM STATEMENT 16

depending on the material the ball collides with. Similarly, a virtual light
source can interact differently with the different virtually recreated objects
in the environment depending on their unique material characteristics.

2.2 Research Questions

Although Deep Neural Networks (DNN) have achieved significantly better
performance in semantic segmentation compared to previous methods, train-
ing a DNN still requires a large labeled dataset. [71; 118; 30] For semantic
segmentation the dataset consists of images and corresponding segmented
images that describe the correct class labels for each pixel. The ground
truth annotations are often produced manually, which is onerous and expen-
sive. [8] Because of the high production cost reliable pixel-wise segmentation
annotations are typically available for only a small number of classes and
images, which limits the application of the proposed DNN models. [30]

In order to realistically incorporate semantic segmentation of materials
into the mixed reality pipeline of Varjo Technologies, the solution needs to
be efficient and scaleable. The inference speed of the solution should be on
the order of multiple frames per second using as little computing resources
as possible. The solution needs to be capable of classifying materials from
common office environments where the mixed reality headset is likely to be
used. Due to the cost of producing high quality annotation, finding learn-
ing methods that can improve segmentation quality using unlabeled samples
would be highly desirable. This is why this thesis focuses on researching
semi-supervised methods for semantic segmentation of materials.

Bell et al. [8; 9] have previously shown demonstrated semantic segmenta-
tion of materials using a combination of a Deep Convolutional Neural Net-
works (DCNN) and a Conditional Random Field (CRF). In order to train
their models, Bell et al. compiled a large dataset, Materials In Context
Database (MINC) [9], of indoor materials and made it openly available for
research purposes. In their work, Bell et al. used only supervised learning
to train their models and did not investigate the possible benefits of using
additional unlabeled samples. The proposed segmentation pipeline is also
too slow and computationally intensive for Varjo’s purposes.

In the past few years, semi-supervised methods have made significant
progress in terms of achieved accuracy [117; 77; 99; 63]. Despite the re-
cent advances, applying these semi-supervised training methods to semantic
segmentation has received little attention within the research community.
Furthermore, several performance optimised DCNN architectures have been
developed that can achieve near state-of-the-art segmentation accuracies us-
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ing significantly less computational resources [92; 48; 18; 13].
The goal of this thesis is to answer the question whether it is possible to

boost the performance of a DCNN through additional unlabeled samples in
the context of three different semi-supervised training methods introduced
in Chapter 4: the Mean Teacher method [117], a novel superpixel training
method, and a combination of the Mean Teacher and superpixel methods.
Furthermore, in keeping with the target application for Varjo Technologies,
we limit the scope of the considered DCNN architectures to those capable
of running near real-time inference. In particular, this thesis will answer the
following research questions: Does training with additional unlabeled sam-
ples improve semantic segmentation quality compared to supervised training
when training a DCNN using

1. The semi-supervised Mean Teacher learning method?

2. The semi-supervised superpixel learning method?

3. A combination of the semi-supervised Mean Teacher and superpixel
learning methods?

These research questions will be investigated by comparing the learning
methods using the approach discussed in Section 4.3. In addition to these
questions this thesis will answer the question:

4. Are there suitable neural network architectures for running semantic
segmentation of materials at real-time speeds?

Real-time speeds will be defined as reaching over 5 frames per second on
images of 640× 360 pixels using hardware other than the GPU for inference.
This question will be investigated through literature review and by using the
selected network architecture with the proposed learning methods to validate
the architecture’s suitability to semantic segmentation of materials. Quanti-
tative benchmarks investigating the performance of the selected architecture
on different platforms is outside the scope of this thesis.



Chapter 3

Background

This chapter covers the relevant recent research that has contributed to the
field of semantic segmentation using neural networks and inspired this the-
sis. The chapter starts with a brief motivation for the use of deep learning
methods as opposed to previously used semantic segmentation methods. The
second section covers the basic theory behind neural networks from Artificial
Neural Networks (ANNs) to Convolutional Neural Networks (CNNs). The
third section discusses some of the latest and most successful neural net-
work models used for the semantic segmentation task. This is followed by an
overview of different learning methods involved in training of neural networks
from supervised to semi-supervised methods, which are central to the topic
of this thesis. The final section covers previous research specifically regarding
semantic segmentation of materials that is relevant from the perspective of
the target task.

3.1 Motivation For Deep Learning Methods

The core idea of deep learning methods, such as ANNs and CNNs, is to
learn representations based on data as opposed to using task-specific al-
gorithms. [34; 31] Previously, creating semantic segmentation systems us-
ing, Support Vector Machines (SVMs) and Random Decision Forests, re-
quired first engineering descriptive features for the specific semantic segmen-
tation task. [118] Examples of popular feature descriptors used in image and
pixel-wise classification tasks included Scale-Invariant Feature Transforms
(SIFT) [72], Histogram of Oriented Gradients (HOG) [23] and Speeded Up
Robust Features (SURFs) [7]. It is often difficult to say in advance, which
features will perform the best for a given task. This is why selecting good
features typically requires a lot of domain expertise and fine-tuning to the

18



CHAPTER 3. BACKGROUND 19

specific problem. Deep learning methods overcome this problem by learn-
ing the best features from the training data. With the increased computing
resources and larger dataset deep learning methods have surpassed the pre-
vious methods in many computer vision tasks, including semantic segmenta-
tion. [105; 118; 30]

3.2 Neural Networks

This section discusses the core concepts and working principles of ANNs and
CNNs. The final subsection discusses the concept of receptive field of CNNs
in more detail, which is critical for many semantic segmentation tasks. [125;
92; 30]

3.2.1 Artificial Neural Networks

The most typical example of a deep learning model is a feedforward ANN.
ANNs can be viewed as a mathematical functions mapping a set of input
values to a set of output values. The most basic unit of ANNs is a neuron.
In ANNs, the neurons are organised in layers, where the neurons in a layer
are connected to the neurons of the previous layer. Layers with this sort of
neurons are called fully-connected or dense layers, meaning that each neuron
within the layer is connected to all of the neurons in the previous layer.
Each neuron stores its state as a set of weights W , each associated with a
connection to the neuron in the previous layer, and a bias vector b. When the
neural network receives an input each neuron performs a dot product with
the input and its weights, adds the bias and applies an activation function f ,
such as a sigmoid or tanh function. In neural networks the layers, other than
the input and output layer, are sometimes referred to as hidden layers due to
the fact that their state is not easily observable. Figure 3.1 visualises some
of the introduced components of an ANN into a graphical representation.

On an abstract level the training process of a neural network is described
by two passes: a forward pass and a backward pass. The forward pass com-
putes values from inputs to output, which corresponds to applying the func-
tion currently learned by the neural network to the inputs. In order to update
the function, the weight and bias vectors stored in the network need to be up-
dated. The update process starts by computing the value of a differentiable
loss function L, which describes how accurate the network output was with
respect to a provided ground truth example. High loss values correspond
to bad accuracy and vice versa. Starting from this loss value the backward
pass performs an algorithm called backpropagation [69; 104], which starts
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Figure 3.1: A feedforward artificial neural network where the circles denote
neurons organized in columns which represent layers. The arrows represent
the connections between the neurons of different layers. Each connection
(arrow) corresponds to a single weight within the layer.

at the loss value and in a backwards fashion computes the gradients on the
connections of the neural network with respect to the loss function. After the
gradients for the weights and biases have been computed the values for the
weights and biases are updated according to the computed gradients. The
update process is controlled by the selected optimization algorithm, such as
Stochastic Gradient Descent (SGD) [11] or Adam [57]. In general adjusting
the network weights and biases towards the direction of the negative gradi-
ent by a sufficiently small step size, will adjust the function learned by the
network towards a smaller loss and corresponding higher accuracy given the
same input. Iterating this process with a large enough number of different
inputs, the expectation is that the functioned learned by the network gen-
eralises to also unseen inputs, making it possible for the network to make
accurate predictions for previously unseen inputs.

The layers neurons within the fully-connected layers of ANNs work inde-
pendently and do not share any connections with neurons within the same
layer. This is why ANNs do not scale well to data such as images where the
pixels are not spatially independent. For example, using a small image with
dimensions 32× 32× 3, representing width, height and the number of color
channels respectively, as input would require every single neuron within the
first hidden layer of an ANN to have 32 × 32 × 3 = 3072 weights because
every neuron is connected to all of the neurons in the previous input layer.
Even if this number still seems manageable, the number of parameters grows
quickly as the size of the input image increases. Also, since ANNs typically
have many neurons in each layer, the total number of parameters for the net-
work increases very rapidly outside of feasible ranges. Furthermore, because
of the connectivity of the dense layers the input to the ANNs has to always
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be of the same size. This seriously limits the the applicability of the ANNs
to images using other size than what the ANN was trained with.

3.2.2 Convolutional Neural Networks

A CNN [65] is a kind of neural network that is used to process data with a
grid-like topology such as the two dimensional pixel data in images. CNNs
use convolutional layers instead of the fully-connected layers of ANNs for
building most of the network. [34] Convolutional layers take advantage of
the grid-like structure in input data, such as images, to build more efficient
network architectures. Unlike the fully-connected layers, the convolutional
layers are only connected to a small area of their input at a time. This feature
is commonly referred to as local connectivity. Another key feature of CNNs
is based on the assumption that if it is important to recognise a feature at
some spatial position xi, yi it is also important to recognise it at any other
spatial position xj, yj, where i 6= j, in the input. This way the same features
can be used in all spatial positions of the input. This is commonly referred
to as parameter sharing. [31]

The structure of the convolutional layers is different from the structure
of the fully-connected layers. The neurons, or weights, of a convolutional
layer are arranged in the dimensions of the input. In case of images, these
dimensions correspond to width, height and depth, where depth corresponds
to the number of color channels. Thus, each convolutional layer can be
considered as W ×H ×K set of weights describing K different filters, where
W is the width of the filters, H is the height of the filters. The spatial
dimensions of the filter are also referred to as the filter size or kernel size.
Each of the K different filters of the convolutional layer is spatially small,
but extends through the full depth of the input volume. In other words, a
single filter with kernel size 3 × 3 in the first layer of a DCNN using RGB
images as input would have 3 × 3 × 3 weights due to the number of color
channels in the RGB image. The kernel sizes of the filters in DCNNs are
usually small compared to the input image size, typically varying from 3× 3
to 7× 7. [34; 31]

During the forward pass the convolutional filters are slided, or convolved,
across the width and height of the input volume. At every position, the dot
product between the current weight values of the filter and the area covered
by the filter in the input volume is computed. As each of the filters of the
convolutional layer is convolved over the input volume, the values produced
by the dot products at each input position create an activation volume that
describes the responses of the different filters at each input position. A set of
filters, or neurons, looking at the same region in the input volume is referred
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to as a depth column. These concepts are illustrated in Figure 3.2. During
the training process the weights of the filters are learned and each filter learns
to be sensitive to different features. Often in the top layers of the network,
closer to the input, the filters learn to detect low level features such as edge
orientation or different colors. The deeper layers build on the output of the
low level feature detectors and learn to detect more abstract features such as
shapes of car parts if trained on images of cars. Convolving the filters in the
network across the input volume allows the network to detect the learned
features at different positions and allows applying the filters to input of any
spatial size unlike the fully-connected layers. [31]

Figure 3.2: Visualisation of a convolutional layer using 6 filters with kernel
size of 2 × 2 looking at an input volume of 4 × 5 × 3 and the produced
activation volume. [31]

Sliding the filters of the convolutional layers over input volume involves
two other basic parameters besides the kernel size and number of filters that
determine the size of the activation volume: stride and padding. The stride
specifies how many units the filter is moved, in the space of the input volume,
between calculating two consecutive activation values. Padding refers to
adding zero values to the borders of the input volume in order to maintain
the spatial size of the input volume in the activation volume. The size of the
activation volume o in each dimension can be calculated as

o =
i− k + 2p

s
+ 1, (3.1)

where i is the input size, k kernel size, p is the amount of padding and s
is the stride. [34]

As mentioned, one of the key features that that makes CNNs so effective
with high-dimensional inputs is called parameter sharing, which refers to
the fact that the features learned by the convolutional layers of the CNN
are position invariant. In other words, each depth slice of the convolutional
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layer all of the neurons share the same weights and bias, which correspond
to a single filter. This reduces the number of parameters for the network
dramatically when compared to using fully-connected layers. In most cases
it is very reasonable to think that if, for example, detecting a horizontal
edge is important for some location in the image, it should be useful at
some other location of the image as well. This concept is referred to as
the translationally-invariant structure of images. To gain insights into the
features learned by a CNN, the filters of the convolutional layers can be
visualised. [34; 31] Figure 3.3 shows the visualisation of the filters from the
first convolutional layer of AlexNet [61].

Figure 3.3: Visualisation of learned convolutional layer filters from the first
layer of AlexNet (96 filters, 11× 11× 3) trained for ILSVRC [25]. From the
visualisation it is easy to deduce that detecting horizontal edges is useful in
many places due to the translationally-invariant structure of images. Due to
parameter sharing the network is able to learn the horizontal edge feature in
one filter and apply the filter to all the positions in the image. [61]

CNNs are typically combinations of four main types of layers: convo-
lutional layers, activation layers, pooling layers and fully-connected layers.
Typically the convolutional layers are followed immediately by activation
layers, such as Rectified Linear Unit (ReLU) layers [33], that apply element-
wise non-linearity to the activation volumes produced by the convolutional
layers. Without non-linearity the network could only model linear functions,
which would effectively reduce the network to a single-layer perceptron. The
pooling layers, on the other hand, are used to reduce the spatial size of the
representation to reduce the amount of parameters and computation in the
network, which also helps to control overfitting. The most common type of
pooling layer is max pooling, which selects the maximum value from the ele-
ments within a small window of the input volume. This operation is applied
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in a sliding manner for every depth slice. For example a max pooling layer
with a kernel size of 2×2 and stride of 2 downsamples every depth slice in the
input by 2 along both spatial dimensions, effectively discarding 75% of the
activations. Finally, the fully-connected layers in CNNs are usually placed
at the end of the network, where the activation maps from the convolutional
layers are spatially small, in order to map the activation maps to final clas-
sification values. Figure 3.4 shows an example a complete CNN architecture
for image classification. [34; 31]

Figure 3.4: Architecture of VGG-16 CNN capable of achieving 92.7% top-5
test accuracy in ILSVRC [25]. [113]

The depth of representations, or the depth of the CNN, is of central
importance for many visual recognition tasks. [113; 115; 43] Increasing the
depth of the network introduces more non-linearity and increases the total
receptive field of the network. However, näıvely increasing the depth of the
network by adding more convolutional layers also increases the number of pa-
rameters in the network, which makes the network more prone to overfitting
and more difficult to train. VGG-16 [113] showed the importance of depth
in CNNs, which inspired more complex network architecture strategies, such
as GoogLeNet [115] and ResNet [43], which allow successfully training very
deep networks. For example, the ResNet-152 [43] is a network with 152 lay-
ers while having less parameters than the VGG-16 [113] architecture with 16
layers.

In order to apply CNNs to a pixels-to-pixels task, such as semantic seg-
mentation, the fully-connected layers of the network are typically removed or
replaced by convolutional layers with kernel size of 1 × 1. [94; 71] Networks
without any fully-connected layers are called Fully Convolutional Networks
(FCNs). In a CNN, the fully-connected layers enable the network to learn
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features using global information where the spatial arrangement of the input
is disregarded. FCNs, on the other hand, learn to make decisions based on
local spatial input only and maintain the spatial structure of the input. Fig-
ure 3.5 shows an example of transforming a CNN into a FCN by replacing
the fully-connected layers with convolutional layers.

Figure 3.5: Replacing the fully-connected layers with convolutional layers
allows the network to output a class heatmap instead of a class score, convo-
lutionalizing the CNN into a FCN. After convolutionalization the resolution
of the output is typically smaller than the resolution of the input because of
downsampling due to pooling layers within the network. [71]

Despite the success of CNNs in computer vision tasks, such as Ima-
geNet [25] classification, the CNNs also have some limitations. Firstly, even
though the features learned by the convolutional filters are translationally in-
variant, due to parameter sharing, they are not rotationally invariant. This
means that the features learned by the convolutional filters are highly view
dependent. In the case of classification this results in the inability to recog-
nise the same object viewed from different angles. However, some level of
rotation invariance is achievable, by augmenting the training data with rota-
tions of the original images. The second limitation is related to the fact that
CNNs only check whether certain features, such as eyes, ears, a mouth and a
nose are present in the image. However, the CNN does not check the relative
locations of these features to each other or the number of certain features
in the image. This means that an image containing the different parts of a
face rearranged in a non-realistic manner would likely still be classified as a
face by the CNN. This limitation can be mitigated by controlling the size of
the input and the size of the receptive field of the network, that is covered
in detail in Section 3.2.3. [34; 31] Overcoming these limitations is an active
area of research with the latest developments creating even completely new
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neural network paradigms [74; 107].

3.2.3 Receptive Field of Convolutional Neural Networks

One of the basic concepts in CNNs is the receptive field of a unit in a layer
within the network. Unlike in fully-connected layers, where the value of each
unit depends on the entire input to the network, the value of a unit in a
convolutional neural network only depends on a region of the input. This
region is called the receptive field of that unit. Any information in the input
outside the receptive field of the unit does not affect the output value of
the unit. [31] CNNs classify each pixel independently, which means that the
size of the receptive field must be large enough to provide sufficient context
around every pixel in the image to produce an accurate prediction for the
pixel.

From the perspective of semantic segmentation of materials, a correct
material classification for a pixel can be very difficult without considering a
large area of context around the pixel. Obvious examples of difficult materials
include transparent or highly reflective materials, such as glass and mirror,
which can be impossible to recognise from a very small patch of pixels even
for a human agent. The task becomes significantly easier if we consider the
larger context around the pixel where we can possibly find clues such as
bright reflections or a frame. This example is illustrated in Figure 3.6.

Figure 3.6: Four different receptive field sizes around a center pixel of glass.
When considering only the pixels within the smallest square the correct clas-
sification for the center pixel is almost impossible to make even for a human
agent. However, the task becomes easier with a larger receptive fields, which
reveal more context around the pixel.
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The size of the receptive field can be increased in a number of ways. One
option is to stack more layers to make the network deeper, which in theory
increases the receptive field size linearly, as each extra layer increases the re-
ceptive field size by the kernel size. Increasing the stride to non-unit strides,
effectively subsampling the input. The effect of subsampling is similar to
pooling in that it increases the receptive field multiplicatively, but sacrifices
spatial resolution in the process. [34; 73] Luo et al. [73] find that one of the
most effective ways of increasing the receptive field, apart from subsampling
and pooling that sacrifice spatial resolution, is to use dilated convolutions. Di-
lated convolutions inflate the regular convolution kernels by inserting spaces,
usually represented by zeros, between the kernel elements of a convolutional
kernel. Dilated convolutions, shown in Figure 3.7, sparsely connect each unit
of a convolution kernel to non-adjacent distant elements in the input, which
increases the receptive field. With dilation rate d the effective kernel size k′

for a convolution layer with kernel size k is: k′ = k + (k − 1)(d− 1).

(a) Convolution (b) 2-dilated (c) 4-dilated

Figure 3.7: Dilated convolutions support exponential expansion of the re-
ceptive field without losing resolution or coverage. (a) Regular convolution,
which is a 1-dilated convolution, with a receptive field of 3× 3, (b) 2-dilated
convolution with receptive field of 5 × 5, (c) 4-dilated convolution with re-
ceptive field of 9× 9. Red elements represent the true kernel parameters and
blue elements represent dilation padding.

Luo et al. [73] call the region in the original input image that in theory
can affect the output of a unit the Theoretical Receptive Field (TRF) of the
unit. In their research, Luo et al. [73] show that CNNs only use a small
fraction of the full theoretical receptive field effectively. In other words, all
the pixels within the TRF do not contribute equally to the output of the
unit. Luo et al. call the region with significant contribution to the output of
the unit the Effective Receptive Field (ERF). The ERF is typically a small
Gaussian distributed region in the center of the TRF.

Intuitively, the Gaussian distribution of the ERF means that the pixels at
the center of the receptive field have a much larger impact on the output of
the unit and ultimately to the prediction. In the forward pass, central pixels
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within the receptive field can propagate information to the output through
many different paths, while the pixels closer to the edges of the receptive field
have fewer paths to propagate their impact. During the backward pass, the
gradient from an output unit are propagated across all the paths which is why
the center pixels have a larger impact on the gradient from that output. [73]

Luo et al. [73] investigated the impact of different network architectures,
initialisations and training on the size of the ERF. Pooling and dilated con-
volutions were both found as effective ways to increase the size of the ERF.
Many recent semantic segmentation networks [125; 17; 92] have made use
of dilated convolutions in order to grow the receptive field reaching state-of-
the-art results. Increasing the number of convolutional layers increased the
size of the ERF sub-linearly with diminishing returns as the depth of the
network was increased. Skip-connections between layers, which are used in
many popular semantic segmentation architectures [71; 103; 47; 55], reduced
the size of the ERF. Using the ResNet [43] architecture Luo et al. found
that the size of the ERF grew significantly as the training progressed. The
change in ERF is shown in Figure 3.8. Nonetheless, the size of the ERF in
their model remained small compared to the size of the TRF, increasing from
19.8% to 29.7% of the size of the TRF during training.

(a) Before training (b) After training

Figure 3.8: Illustration of effective receptive field of the top convolution layer
(a) before training and (b) after training, as a proportion of the theoretical
receptive field size. The intensity of the pixel corresponds to the amount of
contribution the pixel has on the output. [73]

3.3 Semantic Segmentation Networks

Semantic segmentation of an image is the process of assigning each pixel in
the input image a semantic class in order to produce a pixelwise dense classifi-
cation. Semantic segmentation has been a widely studied problem in the field
of computer vision, but like many other areas of computer vision, a major
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breakthrough was made when neural networks were applied to the problem.
In 2015, Long et al. [71] introduced the Fully Convolutional Network (FCN)
for performing end-to-end semantic segmentation of natural images. Their
best model, FCN-8s, surpassed the current state-of-the-art methods by sig-
nificant margins on PASCAL VOC, NYUDv2, and SIFT Flow datasets. The
FCN architecture of Long et al. served as a common baseline and inspiration
for several different future semantic segmentation network architectures.

The FCN architecture of Long et al. [71] adapted pre-existing classifica-
tion network architectures of AlexNet [60], VGG-16 [113], and GoogLeNet [115]
into fully convolutional networks by replacing the fully-connected layers with
convolutional layers. The convolutionalization was achieved by replacing the
fully-connected layers with convolutional layers using kernel sizes of 1 × 1
and matching the number of filters with the number of neurons in the fully-
connected layer. Instead of a single classification score for each class, the
FCN models are able to produce classification scores for each class on a per-
pixel level. However, due to the pooling layers within the used models the
resolution of the output from the convolutionalized networks is significantly
smaller than the resolution of the input.

In order to match the output resolution with the resolution of the in-
put, Long et al. appended deconvolutional layers (also called transposed
convolutional layers) to upsample the output from the converted networks.
The deconvolutional layers have similar working principles to convolutional
layers, but contrary to convolutional layers, which connect multiple input
activation within a filter to a single output activation, deconvolutional layers
associate a single input activation with multiple output activations as shown
in Figure 3.9.

(a) Convolution (b) Deconvolution

Figure 3.9: Operations in a convolutional layer (a) connect multiple input ac-
tivations within a filter to a single output activation. In contrast, operations
in a deconvolutional layer (b) connect a single input activation to multiple
output activations. [85]

Using deconvolution layers for upsampling, instead of post processing
methods such as Conditional Random Fields (CRFs), enabled training the
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whole segmentation pipeline in an end-to-end manner. Instead of training
the models from scratch Long et al. used the network weights of the models
trained on the ILSVRC [25] classification task as a starting point for the
segmentation training, showing that knowledge transfer from classification
networks to semantic segmentation can be highly effective.

3.3.1 Feature Fusion Strategies

Semantic segmentation faces an inherent tension between semantics and lo-
cation. In order to reason about what class each pixel belongs to, global
information capturing the general object shape is necessary. On the other
hand, to accurately place the segmentation boundaries the network also needs
information about lower-level features all the way down to the pixel level.
In classification CNNs, pooling layers are used to increase the receptive field
and at the same time to reduce the resolution of the produced feature maps.
This works well for classification where the end goal is to only find the pres-
ence of a particular class ignoring the spatial location of the object. Thus,
many classification CNNs use many pooling layers in order to extract more
abstract, class-salient features from the pooled features. On the other hand,
any sort of operation where spatial information is lost is detrimental for se-
mantic segmentation.

Many semantic segmentation networks can be viewed as a combination of
a encoder and a decoder. The encoder is responsible for extracting the impor-
tant features from the input image, producing a low resolution segmentation.
The decoder is used to recover the information lost while reducing the spatial
resolution in the encoder, typically upsampling the low resolution segmenta-
tion produced by the encoder to the original input size. Typically semantic
segmentation network architectures differ mainly in the decoder implemen-
tation and use pre-existing network architectures, such as the VGG-16 [113],
as the encoder. [71; 5; 85; 45; 103]

With the FCN architecture Long et al. [71] introduced a skip connections
to combine deep, global, semantic information and shallow, local, appearance
information from different levels of the network. Skip connections help the
model to maintain spatial information about the input, allowing the model
to make better local predictions while respecting the global structure. In
practice, Long et al. implemented the skip connections by upsampling the
low resolution feature maps from a deeper layer in order to match the spatial
resolution of the feature maps from an earlier layer, and combined the feature
maps using component-wise addition. In semantic segmentation literature,
combining feature maps between layers is sometimes referred to as feature
fusion. Figure 3.10 shows the different FCN architectures of Long et al.
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Figure 3.10: Layers are shown as grids that reveal relative spatial coarseness.
Only pooling and prediction layers are shown; intermediate convolution lay-
ers are omitted. Solid line represents FCN-32s, which upsamples stride 32
predictions back to pixels in a single step. Dashed line represents FCN-16s,
which combines predictions from the final layer and the pool4 layer at stride
16. This allows the network to predict finer details while retaining high-level
semantic information. Dotted line represents FCN-8s, which uses additional
predictions from pool3 to gain further precision. [71]

The most accurate model of Long et al. [71], FCN-8 based on GoogLeNet [115],
fused information from three different levels in the network. Figure 3.11
shows the segmentation accuracy of the FCN models with different number
of skip connections. The level of detail in the produced segmentation results
clearly improve with additional skip connections.

(a) FCN-32s (b) FCN-16s (c) FCN-8s (d) Ground truth

Figure 3.11: The effect of additional skip connections on segmentation qual-
ity. [71]

The most pressing issue with the FCN [71] architecture is the high num-
ber of parameters in the model1. This makes training more difficult and
increases computing resource requirements during training and inference.

1The most accurate FCN-VGG-16 model has over 134M parameters. [71]
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Although the FCN architecture is fast compared to previous state-of-the-
art methods [39; 32], the inference time for a single 500 × 500 image is still
about 200 ms on a high-end desktop GPU. [71]

In the FCN models of Long et al. [71], the encoder and decoder parts
of the network are highly asymmetric. The encoder is very deep while the
decoder, responsible for the upsampling, is very small. Following FCN many
model architectures proposing different feature fusion strategies with more
symmetric encoder-decoder structures appeared [103; 85; 5]. In the U-Net
architecture, Ronneberger et al. proposed concatenating, instead of using
adding, the upsampled feature maps from the decoder at every stage to form
a ladder like structure shown in Figure 3.12. Concatenating the feature maps
between the corresponding encoder and decoder layers allows the decoder at
each stage to learn back relevant features that were lost during pooling within
the encoder, but also increases the memory requirements of the network.

Figure 3.12: The U-Net architecture. Each blue box represents a multi-
channel feature map where the number of channels is denoted on top of the
box. The spatial size is shown at the lower left edge of the box. White boxes
represent the concatenated feature maps from the corresponding encoder
level. The arrows denote the different operations. [103].

Instead of concatenating the feature maps between the encoder and de-
coder layers, Noh et al. [85] proposed using max-unpooling as a more mem-
ory efficient way of retaining the spatial information. The max-unpooling
operation performs the reverse operation of max-pooling, upscaling the in-
put feature maps. The max-pooling layers record the locations of maximum
activations selected during the pooling operation, which are employed to
place each activation back to their original pooled locations during max-
unpooling. [126] The output of a max-unpooling layer is an enlarged, but a
sparse activation map as shown in Figure 3.13.

In DeconvNet, Noh et al. [85] densify the sparse activation maps using
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(a) Max-pooling (b) Max-unpooling

Figure 3.13: The max-pooling layers (a) record the locations of maximum ac-
tivations (switch variables) selected during the pooling operation, (b) which
are employed to place each activation back to their original pooled locations
during max-unpooling. This produces an enlarged, but a sparse activation
map. [85]

deconvolutional layers. Similar to convolutional layers, the different decon-
volutional layers in the hierarchy capture different levels of shape details,
learning class-specific shape information for upsampling. The DeconvNet
architecture is shown in Figure 3.14.

Figure 3.14: Architecture of the DeconvNet network. [85]

SegNet [5] used a similar max-unpooling strategy to DeconvNet, but
used regular convolutions instead of deconvolutions in the decoder. Seg-
Net also addressed the problem related to the high number of parameters in
the FCN [71] model by discarding the fully-connected layers in the encoder
instead of convolutionalizing them. Reportedly, this reduced the number en-
coder of parameters in the network from 134M to 14.7M . Recently, Jegou et
al. [55] applied Fully Convolutional Densely Connected Convolutional Net-
works [47] (FC-DenseNets) to semantic segmentation. Using FC-DenseNets
Jegou et al. achieved state-of-the-art results on the CamVid [12] and Gat-
ech [100] segmentation datasets without any additional post-processing or
pre-training, with models containing significantly less parameters than the
previously published best entries for the datasets. In DenseNets, each layer
is directly connected to every other layer in a feed-forward fashion, which has
been shown to improve accuracy and make training easier. [47] FC-DenseNet
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uses DenseNet [47] as the encoder and a symmetric layer structure in the
decoder. Similarly to U-Net, FC-DenseNet concatenates feature maps be-
tween the corresponding encoder and decoder layers to create a ladder like
structure. Figure 3.15 shows the FC-DenseNet architecture.

(a) (b)

Figure 3.15: (a) The architecture of the FC-DenseNet network. A circle
represents concatenation and arrows represent connectivity patterns in the
network. Gray horizontal arrows represent skip connections, where the fea-
ture maps from the encoder are concatenated with the corresponding feature
maps in the decoder. Note that the connectivity pattern in the downsam-
pling encoder and the upsampling decoder is different in order to keep the
number of feature maps under control. (b) Diagram of a dense block of 4
layers showing the connections between the layers within the block. [55]

In addition to the introduced skip connections, several other strategies for
combining local and global information have been proposed. Combining local
and global information will be referred to as context integration. Dense Con-
ditional Random Fields (CRFs) [10; 59] have been used for post-processing
the predictions made by the network in order to account for context of each
prediction. [71; 125; 17; 53] Zheng et al. [131] proposed formulating the CRF
as a Recurrent Neural Network (RNN), CRF-RNN, which can be appended
to existing semantic segmentation networks to improve segmentation accu-
racy. The advantage of building the CRF into the network is that the whole
system can be trained end-to-end using backpropagation. In order to capture
different levels of context, some solutions process the same input at different
scales and combine the results. Scaling the input affects what is captured
by the receptive fields of each layer. Thus, combining the results at multi-
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ple scales can help to resolve local ambiguities. [28; 9; 68] Finally, multiple
solutions have used more complex skip connection strategies, involving ad-
ditional convolutions on the feature maps passed from the earlier layers in
order to improve discerning of spatial details. [96; 53]

3.3.2 Real-Time Semantic Segmentation Networks

Networks capable of reaching state-of-the-art accuracy on popular segmenta-
tion datasets are often computationally too expensive to be applied to time
critical applications. [53; 129] Recently, more performance oriented network
architectures have emerged, making it possible to run inference at multiple
frames per second on modern hardware [5; 41] and even on embedded sys-
tems [92; 55; 16]. Whereas some semantic segmentation networks have over
a 100M parameters [71; 125], the more efficient networks typically only have
a few million parameters or less [55; 92]. Having less parameters decreases
the required memory and floating point operations to run the model, but can
have an impact on the learning capabilities of the model.

Paszke et al. [92] designed the ENet architecture with only 0.4M param-
eters, making it capable for real-time inference on embedded systems. Even
with the low number of parameters ENet was capable of outperforming Seg-
Net [5] with 29.46M parameters on the Cityscapes [21] segmentation dataset.
ENet was inspired by the ResNet [43] architecture, but made many design
choices to optimise the network for real-time semantic segmentation.

In ENet, the input is downsampled early in order to limit the size of
the feature maps throughout the network. The network has only two max-
pooling layers, with two matching max-unpooling layers for upsampling, and
relies mostly on dilated convolutions to grow the receptive field. To limit
the size of the network ENet has an asymmetric encoder-decoder structure
where the decoder is smaller than the encoder. This asymmetry is motivated
by the idea that the encoder should work as a powerful feature extractor and
the role of the the decoder, is to only upsample the output of the encoder,
fine-tuning the details. Finally, the network makes heavy use of factorised
convolutions [56] and information-preserving dimensionality changes [116] to
keep the number of parameters as low as possible.

Chaurasia et al. [16] created LinkNet, with 11.5M parameters, which
is also capable of real-time semantic segmentation, but outperforms many
bigger semantic segmentation networks on multiple datasets. Compared to
ENet, LinkNet has a more symmetric encoder-decoder structure and uses
skip-connection scheme where the information from the encoder is passed
by element-wise addition to the corresponding decoder stage, shown in Fig-
ure 3.16.
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(a) (b) (c)

Figure 3.16: (a) Visualisation of the LinkNet architecture, (b) encoder block
structure, (c) decoder block structure. The arrows and circles represent con-
nections between layers using elementwise addition. The architecture is sym-
metric on a block level, however, the decoder blocks have significantly less
parameters than the encoder blocks. [16]

Chaurasia et al. [16] demonstrate that their proposed skip-connection im-
proves the segmentation accuracy consistently by a few percentage points on
different datasets. The inference speed of LinkNet for an image of 1280×720
pixels using NVIDIA TX1 [87] is 2.0 FPS whereas ENet can reach speeds
of 3.8 FPS. The difference between the networks is greater when compared
on the basis of operations where LinkNet requires 21.2 GFLOPs when ENet
only requires 3.8 GFLOPs for an image of 640 × 360 pixels. The number
of floating point operations per image is important to consider as it im-
poses requirements on the hardware required to run the inference at real-
time speeds. Figure 3.17 shows a detailed performance comparison between
three performance oriented networks: SegNet [5], ENet [92] and LinkNet [16].
The comparison provides clear evidence in favour of the feasibility of real-
time semantic segmentation with CNNs using embedded platforms such as
NVIDIA TX1. Naively considering the raw floating point operation require-
ments (GFLOPs) shown in Figure 3.17b, suggests that ENet and LinkNet
should be able to run at real-time speeds even on low power embedded system
such as the Myriad Visual Processing Units [80; 81].
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(a)

(b)

Figure 3.17: Performance comparison between SegNet [5], ENet [92] and
LinkNet [16] in terms of (a) inference speed, (b) number of required floating
point operations and model size. [16]

3.4 Learning Methods

Choosing the right neural network architecture for a given task is essential to
achieving good results. However, in addition to the chosen architecture the
used learning method also has an impact on the final accuracy of the model.
The choice of learning method is often dictated by the available training data.
This section covers the relevant works related to weakly- and semi-supervised
learning of neural networks for semantic segmentation.

In machine learning literature, the terms supervised, weakly-supervised
and semi-supervised learning can sometimes vary. In this thesis, supervised
learning is perceived as learning where the model is trained with fully labeled
data. Often, in the context of semantic segmentation, this refers to images
and their corresponding per-pixel segmentation masks. In weakly-supervised
learning, on the other hand, the model is trained using partially labeled
data. For semantic segmentation the data can be, for example, image-level
labels or bounding boxes instead of per-pixel segmentation masks. Finally,
in semi-supervised learning part of the training data is completely unlabeled.

Some learning methods in the related literature use both fully and par-
tially labeled data [91; 45], which makes their categorisation ambiguous be-
tween supervised and weakly-supervised learning methods. This thesis cat-
egorises such methods as weakly-supervised methods because none of the
training samples are strictly unlabeled. Providing even coarse image-level
labels can help training significantly compared to providing completely un-
labeled samples.
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3.4.1 Transfer Learning

Training a deep neural network from scratch is often not feasible. A suffi-
ciently large dataset might not available or training the network from scratch
might take too long. Even if the data and other resources are available, it is
often beneficial to start with pre-trained weights instead of random initialised
ones [3; 90]. In transfer learning, the weights of one or more compatible lay-
ers are used as a starting point for the training process. The assumption
in transfer learning is that the pre-trained weights provide a better starting
point for training than random initialised weights.

In many tasks, features learned by the network for some task can be
applied to another task as well. CNNs usually learn very generic feature
detectors, such as edge and color detectors, in the lower-level layers. Such
feature detectors are applicable to a wide variety of different tasks. Extract-
ing pre-trained weights from such layers saves the trouble of learning these
basic feature detectors from scratch. The higher-level layers, on the other
hand, usually act as more abstract feature detectors, making them very task
specific. [34] Because of this it is common to transfer, and possibly freeze,
the weights from the lower-level layers rather than the higher-level ones.
Continuing the training of the layers after transferring the weights is called
fine-tuning. Typically, a smaller learning rate is chosen when fine-tuning
compared to training from scratch. This is because the pre-trained weights
are expected to be relatively good, which means that there is less need to
change them very drastically.

The research of Yosinski et. al [124] showed that transferring features
even from distant tasks can be better than using random initialization, taking
into account that the transferability of features decreases as the difference
between the pre-trained task and the target task increases. Further evidence
of the efficiency of transfer learning was provided by Sharif et. al [112],
who proved that they could beat state-of-the-art systems in various different
computer vision tasks by extracting features from a single CNN trained on
the ILSVRC13 [106] dataset for object classification.

Perhaps because gathering and creating large per-pixel labeled segmen-
tation datasets is quite difficult, transfer learning, and fine-tuning from pre-
trained classification networks in particular, has become quite common prac-
tice in training semantic segmentation networks. [30] This is especially true
for weakly- and semi-supervised learning settings, where achieving converg-
ing from randomly initialised weights is often very challenging. [94; 95; 91]
The most common approach is to transfer weights from a network pre-trained
for object classification using the ImageNet [25; 106] dataset, which contains
1.2 million images from 1000 different classes. The high number of training
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samples and different classes makes ImageNet an attractive choice for pre-
training. Typically the size of the densely annotated segmentation dataset,
used for fine-tuning the network, is only a small fraction of the ImageNet
dataset. [30]

3.4.2 Supervised Learning Methods

In supervised learning, the model is trained using fully labeled samples. In
the context of semantic segmentation, such data is a per-pixel label map of
the input image. Due to the excessive human effort required for creating per-
pixel label maps, semantic segmentation datasets based on real world data are
typically very limited in size compared to, for example, image classification
datasets. [25; 83; 27; 30] Furthermore, the datasets are often imperfect due
to class imbalances and human errors in labeling.

Supervised learning methods are not the focus of this thesis, however,
some recent research directions have shown promise in alleviating the prob-
lems regarding data collection, and thus deserve to be mentioned. In order
to build better datasets for semantic segmentation, some recent research has
investigated utilizing synthetic data for training of DCNNs for semantic seg-
mentation. [38; 37; 127; 102] Using synthetic data in addition to real world
data helps to increase the density and diversity of the dataset, which has
been shown to increase segmentation accuracy. Zhang et al. [128] used Phys-
ically Based Rendering (PBR) of 3D houses designed by humans to create a
500K image dataset of synthetic images for semantic segmentation. Zhang
et al. demonstrated an increase in semantic segmentation accuracy on the
NYUv2 [82] dataset by pre-training their model on both ImageNet [25] and
their synthetic dataset prior to finally fine tuning the model using the train-
ing samples in the NYUv2. Interestingly, the majority of these gains were
also received with a version of the synthetic dataset rendered using a lower
fidelity shading model instead of the PBR shading performed using the Mit-
suba renderer [54].

Although, using synthetic data seems promising, building a system to
create satisfying synthetic samples is often not straightforward. For example,
the approach used by Zhang et al. [128] required access to realistic 3D house
models with material descriptions capable of being rendered in a realistic
fashion. Furthermore, despite training with multiple times more data their
system performed only 1.5% better, in terms of mean intersection over union,
than the baseline trained without the vast number of synthetic samples.
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3.4.3 Weakly-supervised Learning Methods

In weakly-supervised learning, the model is trained using data that is only
partially labeled. For semantic segmentation partial labels are typically
image-level labels [95; 91; 45] or bounding boxes [91; 22] as opposed to per-
pixel segmentation masks. Despite the difference in the training data the
semantic segmentation task remains the same. The aim of weakly-supervised
learning methods is to reduce the amount of supervision during training, thus
reducing the amount of work involved in gathering the labels for the dataset.

Previous research has proposed applying Multiple Instance Learning (MIL)
to train neural networks for semantic segmentation using only image-level la-
bels. [94; 95] The image-level labels give information about the presence of
the given classes, without revealing information regarding the the position or
number of the class instances. A semantic segmentation network produces
one score ski,j for each pixel location (i, j) in image I, and for each class k ∈ C.
Because at training time only image-level labels are available the pixel-level
scores need to be aggregated into a single image-level classification score sk

for each class, that will then be maximised for the right class label k∗ us-
ing for example log-likelihood. [95] Pinheiro et al. [95] found that a convex
approximation of the max function, Log-Sum-Exp, is more effective for score
aggregation compared to the max function. The training pipeline of Pinheiro
et al. is shown in Figure 3.18.

Figure 3.18: Outline of the training pipeline of Pinheiro et al. [95] The RGB
image is passed through the network built from six transferred Overfeat [109]
layers and four extra convolutional layers. The network generates output
features that can be interpreted as sub-sampled pixel-level class scores for
each class. The produced score maps for each class are aggregated into image-
level class scores using Log-Sum-Exp function in order to allow training on
image-level labels. [95]

MIL has been shown to be an effective way of fine-tuning networks pre-
trained on the ILSVRC for semantic segmentation. [95; 94] Pathak et al.
showed that MIL fine-tuning resulted in 96% relative improvement over the
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baseline without fine-tuning. However, using MIL to train the network with-
out pre-trained weights can easily lead to degenerate solutions where the
network learns to predict all pixels belonging to a single class in every im-
age. [94] Pinheiro et al. [95] observed that because their network was trained
without segmentation data, the network was very prone to false positives.
In order to counter false positives Pinheiro et al. use segmentation priors
for post-processing during inference. An image level prior, extracted from
the class prediction maps produced by the network, provides global context
information in order to encourage the likely categories and discourage the
unlikely ones. Smoothing priors, extracted from the input image using su-
perpixel and bounding box algorithms, attempt to improve the delineation
produced by the network. Using the priors during inference was shown to be
very effective, resulting in over 200% relative improvement in mean average
precision. [95]

Papandreou et al. [91] present methods to learn pixel-wise segmentation
from image-level labels and bounding boxes using Expectation-Maximization
(EM) algorithm and a VGG-16 network pre-trained on the ImageNet clas-
sification task. Similarly to the training pipeline Pinheiro et al. [95] in Fig-
ure 3.18 the training pipeline of Papandreou et al. begins by producing a
score map (output feature map) for each class. The produced class score
maps are then processed using the two step EM-algorithm. In the E-step,
the score maps from the network are adjusted using biases produced from
the image-level label information. In the M-step, the adjusted score maps
are treated as ground truth and the network weights are optimised using
Stochastic Gradient Descent (SGD).

Papandreou et al. [91] presented two different variants of the EM al-
gorithm: EM-Fixed and EM-Adapt, which apply the biases in the E-step
differently. In EM-Fixed, the biases for all the foreground classes and the
background class are fixed and follow bfg > bbg > 0. Intuitively, this potential
encourages a pixel to be assigned to one of the image-level labels and encour-
ages foreground labels over the background label. The bias for a specific class
label bl is the same foreground bias bfg for all the labels present in the image.
In other words, bl = bfg if the image has the label l, otherwise bl = 0. In
EM-Adapt, on the other hand, it is encouraged that at least a portion ρl of
the image area is assigned to class l, if label l is present in the image and it
is enforced that no pixels are assigned to class l if the label is not present in
the image. This adaptively sets the image- and class-dependent biases bl so
that a specific portion of the image area is assigned to the background and
foreground object classes.

In addition to utilising image-level labels, Papandreou et al. also present
three different approaches to utilizing bounding box labels for weakly super-



CHAPTER 3. BACKGROUND 42

vised learning of semantic segmentation. In the simpler approach, Bbox-Rect,
all pixels within the bounding box are treated as positive examples for the
class l and overlapping pixels between two bounding boxes are assigned to
the bounding box with the smaller area. In the second approach, Bbox-Seg,
Papandreou et al. use a Conditional Random Field (CRF) [58] to create
more complex segmentation boundaries within the bounding box regions.
Finally, the third approach, Bbox-EM-Fixed, applies the EM-Fixed method
to boost the present foreground object scores within the bounding box area.
Figure 3.19 shows a comparison between the training processes using image-
level and bounding-box labels.

(a) (b)

Figure 3.19: Training using (a) image-level and (b) bounding box labels. [91]

Papandreou et al. achieve their best weakly-supervised results in the
PASCAL VOC 2012 dataset using the Bbox-Seg approach. This method,
however, assumed having completely labeled examples to fine-tune the used
CRF. From the two image-level label methods, EM-Fixed and EM-Adapt,
EM-Adapt outperforms EM-Fixed on the test set by over 17% achieving
38.2% IOU on the test set. In comparison, the second best Bbox-EM-Fixed
method achieved 54.1% validation set IOU, which clearly shows the benefit
of having bounding box labels over image-level labels. Another interesting
observation was that models with smaller receptive fields performed better
when using only image-level labels, while models with larger receptive fields
performed better when some pixel-level annotated data was available. [91]

Pathak et al. [93] expanded on the work of Papandreou et al. [91] intro-
ducing the Constrained CNN (CCNN) optimisation framework. CCNN uses
four different constraints on the output space of the network during training
to learn semantic segmentation from image-level labels. The four constraints
are: suppression, foreground, background and size constraint. The suppres-
sion constraint enforces that classes which are not present in the image-level
labels do not appear in the segmentation. Also, the foreground and back-
ground constraints enforces a certain portions of the image area to belong
to foreground and background classes. Finally, the size constraint assumes
that the rough size of an object is known and is used increase the required
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proportion of pixels belonging to the given foreground class. Pathak et al.
achieve very similar accuracies to EM-Adapt on PASCAL VOC 2012 [27],
but demonstrate that providing additional information of object sizes can
boost segmentation accuracy significantly.

Hong et al. [45] propose a novel approach of decoupling the classification
and segmentation networks. Decoupling the classification and segmentation
networks means that the two networks can be trained separately with image-
level and pixel-level annotated labels respectively. Hong et al. start by
training the classification network first using image-level labels. In the sec-
ond part of the training Hong et al. append the so called bridge layers and
the segmentation part of the network and fine tune the network for seman-
tic segmentation. The overall architecture of the DecoupledNet -network is
shown in Figure 3.20.

Figure 3.20: The DecoupledNet architecture where VGG-16 [113], pre-
trained on the ILSVRC [25] classification task, was used for the classification
part and DeconvNet [85] for the segmentation part. [45]

The novelty of the DecoupledNet approach stems from the bridging lay-
ers, that construct per-class activation maps from the classification network
output and pass the activation maps to the segmentation network. The class-
wise activation maps allow learning segmentation as a pixel-wise binary clas-
sification problem, where the segmentation network only has to infer whether
the pixel belongs to the given class or not. Intuitively, the per-class activa-
tion maps provide strong prior for the segmentation network, reducing the
search space dramatically for training and inference. However, performing
binary segmentation for each class of the k activation maps produced by the
bridging layers requires performing k passes over the image to produce the
final segmentation.

3.4.4 Semi-supervised Learning Methods

In semi-supervised learning, the model is trained using a dataset where a part
of the training samples are completely unlabeled. Similar to weakly super-
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Figure 3.21: The semi-supervised convolutional GAN architecture of Souly
et al. The generator generates images from the provided noise. The dis-
criminator uses generated, unlabeled and labeled data to learn and produces
confidence maps for each of the K + 1 semantic classes. [114]

vised learning, semi-supervised learning aims to reduce the amount of work
involved in gathering the labels for the dataset. During the last few years
many semi-supervised methods have demonstrated promising results on im-
age classification tasks such as CIFAR-10 [60] and SVHN [83]. However, the
applicability and performance of these methods has not been evaluated in
the context of pixelwise semantic segmentation [99; 63; 117; 77]. This high-
lights the fact that successfully applying semi-supervised learning methods
to semantic segmentation remains largely an open problem.

Recently, Souly et al. [114] proposed using Generative Adversarial Net-
works (GANs) for semi- and weakly-supervised learning of semantic segmen-
tation. GANs were originally introduced as framework for training deep
generative models. [35] GANs consist of a generator network, G, that at-
tempts to learn a distribution pz matching the data, and a discriminator
network D, that attempts to distinguish between real data, from the true
distribution pdata(x), and fake data generated by the generator. In their ap-
proach Souly et al. adapt the GAN framework to use a discriminator, which
instead of predicting whether a sample x belongs to the data distribution,
assigns each input image pixel a label y from the K + 1 semantic classes,
where the extra class is reserved for marking the sample as a fake sample.
The generator network, maps random noise z to a sample trying to make it
similar to the training data, such that the output of the discriminator on that
pixel sample corresponds to one of the real categories. The discriminator is,
instead, trained in order to label the samples generated by the generator as
fake. Figure 3.21 shows the proposed semi-supervised convolutional GAN
architecture.

Souly et al. [114] argue that adding large fake visual data forces real sam-
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ples to be close in the feature space, enabling a bottom-up clustering process,
which improves multiclass pixel classification. In the semi-supervised setting,
the loss function of the discriminator network penalizes classifying pixels in
the unlabeled samples as belonging to the additional fake class reserved as
class for the pixels generated by the generator network. Souly et al. achieve
state-of-the-art results on multiple different datasets in semi-supervised seg-
mentation, indicating that the the extra data provided through the adver-
sarial loss boosts segmentation performance, especially in terms of mean
accuracy. The competition between the discriminator and generator seems
to yield more meaningful features for pixel-wise classification in addition to
the generators ability to generate images.

The results of Souly et al. [114] show that using additional unlabeled
samples can improve segmentation performance not only in cases with very
limited number of pixel-wise annotated samples, but also when using a rea-
sonably large dataset such as PASCAL VOC 2012 [27] with almost 10000
pixel-wise annotated samples for training. In the experiments applying the
semi-supervised method, improved mean per-class accuracy and mean inter-
section over union metrics notably more than the overall accuracy, which
even decreased on some datasets. This suggests that the semi-supervised
method, through the application of unlabeled data, is able to improve the
accuracy of lower accuracy classes.

In the past few years, many semi-supervised methods have shown promis-
ing results for image classification tasks. [99; 63; 117; 77] Applying these
methods could also prove successful for semantic segmentation. Many of
these methods [63; 117; 77] were inspired by the Pseudo-Ensembles of Bach-
man et al. [4] The goal of learning with pseudo-ensembles is to produce mod-
els robust to perturbation. Consider a data distribution pxy, which we want
to approximate using a parametric parent model fθ. A pseudo-ensemble is a
collection of ξ-perturbed child models fθ(x; ξ), where ξ comes from a noise
process pξ such as Dropout [44]. Using the conceptual framework provided by
pseudo-ensembles, Bachman et al. developed Pseudo-Ensemble Agreement
regularizer

R(fθ, px, pξ) = E
x∼px

E
ξ∼pξ

[ d∑
i=2

λiVi(f iθ(x), f iθ(x; ξ))

]
, (3.2)

where fθ is the parent model to regularize, x ∼ px is an unlabeled exam-
ple, Vi(·, ·) is the ”variance” penalty imposed on the distribution of activities
in the ith layer of the pseudo-ensemble spawned from fθ, and λi controls the
relative importance of Vi. Pseudo-Ensemble Agreement regularization works
as-is in a semi-supervised setting, as the penalties Vi do not require label
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information, but instead penalize for the variance between the model output
between the unnoised and noised versions of the sample.

Ladder Networks by Rasmus et al. [99] use an autoencoder model struc-
ture with skip connections from the encoder layers to the decoder layers and
augment the supervised classification task with an auxiliary denoising task
for unsupervised learning. Rasmus et al. also evaluated a simpler version of
the full Ladder Network, the Γ-model, which omitted most of the decoder,
applying denoising cost only in the top layer. The Γ-model evaluates each
data point with and without noise, and applies a consistency cost between
the two predictions. In the full Ladder Network, this consistency cost is per-
formed on a per layer basis using the skip connections to create denoising
targets on every level. Especially in the case of the Γ-model, if too much
weight is given to the generated targets, the cost of inconsistency outweighs
the cost of misclassification, which prevents the learning of new information.
This can viewed as the model suffering from confirmation bias. The problem
can be mitigated by improving the quality of the targets, which explains why
the full Ladder Network with denoising targets on every level converges much
more reliably.

Ladder Networks demonstrated impressive performance on MNIST [66]
classification task when trained on a dataset limited to only a 100 labeled
samples and 49900 unlabeled samples, demonstrating good use of unsuper-
vised learning. Furthermore, the same model also demonstrated state-of-the-
art performance in MNIST using the whole labeled dataset, which suggests
that the proposed method does not disturb supervised learning. However,
adding the decoder part of the Ladder Network approximately triples the
computation during training compared to supervised training without the
decoder.

Laine and Aila proposed using Temporal Ensembling [63] as a method for
creating training targets for semi-supervised learning. Temporal Ensembling
works by keeping an Exponential Moving Average (EMA) of model predic-
tions between epochs in memory for the unlabeled samples under different
augmentation conditions. This ensemble prediction is expected to be a bet-
ter predictor for the unknown labels than the prediction performed using the
most recent model weights alone. Laine and Aila call this consensus predic-
tion made by the different model states self-ensembling. Using Temporal En-
sembling Laine and Aila achieved state-of-the-art results on semi-supervised
learning for classification on the CIFAR-10 [60] and SVHN [83] datasets.
The method also demonstrated good tolerance for incorrect labels within the
labeled dataset. However, because the targets are only updated once per
epoch, the learned information is incorporated to the training process at a
slow pace. This problem only gets worse with larger datasets because the
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span between consecutive updates increases.
Tarvainen et al. [117] built on the Temporal Ensembling method introduc-

ing the Mean Teacher method. The Mean Teacher method can function both
as a regularizer for supervised training as well as generate targets from un-
labeled samples for semi-supervised training. In the Mean Teacher method,
the training is performed using two copies of the original model, one acting
as a student and the other as a teacher. At the beginning of the training
the student and the teacher model share the same weights. However, dur-
ing training the unlike the student model the teacher model weights are not
updated using backpropagation and an optimization algorithm. Instead the
teacher model weights are updated at the end of each batch update as an
EMA of the past student weights. Instead of averaging model predictions for
the unlabeled samples, like Laine and Aila [63], the Mean Teacher method
averages the model weights. The teacher model is used to generate training
targets for the unlabeled samples used to train the student model. Instead of
using hard labels as targets Tarvainen et al., use the softmax output of the
teacher model for each sample as the training targets. The student model’s
loss function is a sum of the chosen classification cost function, such as cross-
entropy loss, calculated using the labeled samples and consistency cost cal-
culated from the difference of the student softmax output and the teacher
softmax output. The Mean Teacher method is visualised in Figure 3.22.

Tarvainen et al. used the Mean Squared Error (MSE) between the stu-
dent and the teacher model softmax outputs as the consistency cost, but
also investigated using other functions such as KL-divergence to compute
the consistency cost. In the experiments of Tarvainen et al. the teacher
model was also used to produce targets for the labeled samples in addition
to the unlabeled samples. Producing targets for the labeled samples was
found to act as a strong regularizer and being beneficial for learning. The
Mean Teacher Method demonstrated state-of-the-art performance in semi-
supervised learning of ImageNet [25], SVHN [83] and CIFAR-10 [60] image
classification tasks. The method also only adds the overhead of a single
forward pass with the teacher model to each batch used in training.

Instead of improving training target quality for the unlabeled samples
through careful selection of the teacher model [117], Miyato et al. [77] chose
to concentrate on the applied perturbations in Virtual Adversarial Training
(VAT). In VAT, Miyato et al. apply virtual adversarial perturbation as the
noise, instead of merely applying additive or multiplicative noise, for the
pseudo-ensemble training framework of Bachman et al. [4]. Virtual adver-
sarial perturbation can be described as the perturbation that can alter the
output distribution of the model for a given input the most. Using adversarial
perturbation for training was originally proposed by Goodfellow et al. [36]
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Figure 3.22: Training a batch with a single labeled example using the Mean
Teacher method. Both the student and the teacher model evaluate the input
applying noise (η, η′) within their computation. The softmax output of the
student model is compared with the ground truth label using classification
cost and with the teacher output using consistency cost. After the weights of
the student model have been updated with the selected optimization method,
the teacher model weights are updated as an EMA of the student weights.
A training step with a single unlabeled example would be similar, but no
classification cost would be applied. Ultimately, both model outputs can be
used for prediction, however, at the end of the training the teacher prediction
is more likely to be correct. [117]

who showed that neural network models can be vulnerable to very small
carefully selected perturbations capable of moving the label assignment of
an input to another class. Goodfellow et al. also demonstrated that training
the models to be robust against such adversarial perturbation was an effec-
tive way of reducing the test error and improving model generalization. VAT
achieves impressive results on MNIST [65], SVHN [83] and CIFAR-10 [60]
in both supervised and semi-supervised setups. However, similar to Ladder
Networks [99], VAT triples the computational cost of training compared to
standard regularization-free training.

3.4.5 Learning Methods Using Superpixels

This thesis proposes a novel semi-supervised learning method for seman-
tic segmentation using superpixel segmentations. The method is discussed
in detail in Section 4.3.3. Superpixels are clusters of visually similar pix-
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els created using unsupervised segmentation algorithms such as SLIC [2]
or Felzenszwalb [29]. The superpixel segmentations can be highly different
for the same image depending on the selected algorithm and parameters as
demonstrated in Figure 3.23.

(a) Quickshift [120] (b) Felzenszwalb [29] (c) SLIC [2]

Figure 3.23: A comparison of three different popular superpixel segmentation
methods using two sets of hyperparameters, demonstrated by dividing the
images along the diagonals. [2]

Using superpixel segmentations in the context of training CNNs for se-
mantic segmentation has been explored before. Hariharan et al. [39] in-
troduced a system for Simultaneous Detection and Segmentation based on
category-independent region proposals [32]. The system uses superpixels
for region refinement, where the coarse low resolution segmentation from a
CNN is projected onto superpixels by assigning the average value of the pix-
els in the coarse mask into each superpixel. The refined regions are then
fed to the final classifier in order to produce the final segmentation result.
Mostajabi et al. [79] used the SLIC [2] segmentation method to construct
zoom-out features in order to increase segmentation accuracy in a super-
vised training setup. Pinheiro et al. [95] used superpixels generated using
the Felzenszwalb [29] segmentation method in a weakly-supervised training
setup with image-level labels. The superpixel were used to construct smooth-
ing priors used during inference to smooth the predictions from the network
by selecting the same label for all the pixels within the superpixel accord-
ing to the most common label within the superpixel area. Recently, Kwak et
al. [62] introduced the Superpixel Pooling Network (SPN), which used super-
pixel segmentations of the input image as a pooling layout to reflect low-level
image structure for learning semantic segmentation using only image-level la-
bels. The approach alternates between generating segmentation annotations,
using the SPN network, and using the generated annotations to train another
network for semantic segmentation. Our proposed superpixel method differs
significantly from the previous approaches as it does not require image-level
labels during training [95] and the superpixel segmentations are not used
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during inference [39; 79]. Unlike the SPN [62] method, our approach does
not involve generating annotations to train another network.

3.5 Material Recognition

This section provides a brief overview of the existing material recognition
datasets and previously used material recognition methods.

3.5.1 Datasets

Most of the early work related to material recognition focused on classify-
ing specific instances of textures or material samples. The datasets used
for training the recognition models usually consisted of close-up photographs
of material patches possibly in highly controlled lighting and viewing con-
ditions. For example, the CUReT [24] (Columbia-Utrecht Reflectance and
Texture Database) dataset contains 61 material samples, each captured un-
der various different lighting and viewing conditions. From these samples
the authors of CUReT composed three different datasets containing BRDFs
(Bidirectional Reflectance Distribution Function) and BTF (Bidirectional
Texture Function) measured from the samples. The MERL [75] dataset con-
tains 4D BRDF measurements for 105 materials, which were fit to various
BRDF models by Ngan et al. [84]. These datasets were typically used for
research related to material acquisition [122]. Due to the complexity of the
associated measurements these material acquisition datasets were very small
when compared to popular datasets used to train neural networks such as
ImageNet [25]. This limits their applicability for neural network training
scenarios.

The Flickr Material Database (FMD) [111] is a slightly larger dataset that
contains 100 photographs per category for 10 different material categories.
The photographs were selected manually from Flickr to ensure a variety of il-
lumination conditions, compositions, colors, texture and material sub-types.
Despite the increase in size FMD is not sufficient for classifying materials
in real-world imagery due to the relatively small set of categories, the rel-
atively small number of images per category and because the dataset has
been designed around hand-picked iconic images of materials. Hu et al. [46]
created datasets to address the two latter issues where the larger, ImageNet-
Material7, dataset covered 7 material categories and each material category
was further divided into 10 different object categories amounting to about
7000 photographs in total.

In [8], Bell et al. introduced a significantly larger OpenSurfaces dataset



CHAPTER 3. BACKGROUND 51

of annotated surfaces where the samples included information about mate-
rial, texture and context. The dataset was collected from real-world pho-
tographs of indoor environments acquired from Flickr [51] and annotated
using a multi-stage crowdsourcing pipeline in Amazon Mechanical Turk [49].
The OpenSurfaces dataset contains over 100000 hand drawn material seg-
mentation masks from over 25000 photographs classified into 45 different
material categories. In contrast to the earlier material datasets, the aim
of the OpenSurfaces dataset was to represent the materials in context in
photos of everyday scenes, in order to support applications involving whole
real-world scenes. [8]

Despite OpenSurfaces being significantly larger than the preceding ma-
terial datasets many material categories are under-sampled with only tens
of samples per material while the most common classes have thousands of
samples. To address this issue, Bell et al. [9] created Materials in Context
Database (MINC). Compared to OpenSurfaces, MINC is more diverse, has
more examples in less common categories, and is significantly larger than
any preceding material dataset. In total, MINC contains 3 million mate-
rial samples in 23 different material categories. The MINC dataset used the
OpenSurfaces dataset as a seed and supplemented the OpenSurfaces data
with additional samples collected from the Flickr [51] and Houzz [50] ser-
vices. Because MINC is used in the performed experiments of this thesis, the
dataset is described in more detail in Section 4.1.

3.5.2 Methods

Much of the existing research on material recognition has focused on the
problem of classification, in other words, categorising an image patch into a
set of material categories. Prior to convolutional neural networks the bulk
of the research focused on finding good features that can distinguish differ-
ent material categories, which can be challenging due to wide variations in
appearance that materials within a single material category such as wood or
metal can display.

Liu et al. [70] used a combination of low and mid-level image features,
such as reflectance-based edge features and small texture patches, together
with the FMD [111] dataset to create a material classification model. Liu et
al. introduced a novel approach called augmented Latent Dirichlet Allocation
(aLDA) model to combine the selected features under a Bayesian generative
framework and to learn the optimal combination of features. Hu et al. [46]
proposed using features based on variances of oriented gradients. Qi et al. [98]
introduced Pairwise Rotation Invariant Co-occurrence Local Binary Pattern
(PRI-CoLBP), which achieved at the time state-of-the-art results on multiple
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material classification datasets such as FMD and CUReT.
Prior to larger material datasets such as OpenSurfaces and MINC, Li et

al. [67] synthesised training examples by rendering realistic material examples
using Autodesk 3DS Max to complement the existing real-world examples
from the KTH-TIPS2 [40; 14] dataset. Based on their synthesized dataset,
Li et al. built a kernel classifier combined with appearance Local Binary
Pattern (LBP) and dense Scale Invariant Feature Transform (SIFT) features.

More recent approaches have shifted the focus towards convolution and
neural network based approaches. Schwartz and Nishino [108] introduced
material traits that incorporate learned convolutional auto-encoder features.
Recently, Cimpoi et al. [20] developed a CNN and Improved Fisher Vec-
tor (IFV) classifier that achieves state-of-the-art results on FMD and KTH-
TIPS2 [40; 14]. It has also been shown that jointly predicting objects and
materials can improve material classification performance [46; 130].

In their research introducing the MINC dataset [9], Bell et al. used the
segments to train a dense Conditional Random Field (CRF) of Krähenbuhl et
al. [59] to handle the final pixelwise segmentation given the upsampled per-
class activation maps from a Fully Convolutional Neural Network (FCN).
The input image was resized to multiple different scales and the CNN was
used to predict a lower resolution probability map across the input image at
each scale. The results were then upsampled and averaged to produce the
final probability map at the original scale. Finally, a fully-connected CRF
was used to predict the final label for each pixel. The whole pipeline of Bell
et al. is presented in Figure 3.24.

Figure 3.24: The pipeline for full scene material classification in the MINC
paper. The input is image first scaled into three different scales, which are
passed to the CNN that produces lower resolution probability maps for each
material class. The probability maps are upsampled to the original image size
and averaged to get the final aggregated probability map that is then passed
to the fully-connected CRF that produces the final per-pixel segmentation. [9]

Bell et al. achieved best results using an ensemble of two CNNs, AlexNet [61]
and GoogLeNet [115] without average pooling, combined with arithmetic
mean, achieving an overall accuracy of 79.8% and mean class accuracy of
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73.1% on the MINC test set. The best single CNN results were achieved us-
ing GoogLeNet without average pooling, which achieved an overall accuracy
of 78.8% and mean class accuracy of 70.4% on the MINC test set. Bell et al.
concluded that the patches based on labeled clicks are cheap and sufficient to
train a CNN alone, but in order to obtain high quality segmentation results,
training a CRF on polygons resulted in much better boundaries.



Chapter 4

Methodology

This chapter explains the methods used to answer the research questions
posed in Section 2.2. Sections 4.1 give a detailed description of the dataset
and the neural network architecture used in all of the performed experiments.
Section 4.3 gives an overview of the experiment setup and describes the used
learning methods in detail. Section 4.4 reports the hyperparameters used
to train the models. Section 4.5 describes the metrics used in evaluating
the model performance. Finally, Section 4.6 gives an overview of the used
software and computing environments.

4.1 Dataset

The base of the dataset used to train the models in this thesis is called
Materials in Context Database (MINC) [9]. MINC was published by Bell et
al. in 2015 as an extension to their earlier work on collecting a large dataset
of annotated surfaces from consumer photographs called OpenSurfaces [8]1.
MINC is an order of magnitude larger than preceding material datasets such
as the Flickr Materials Database (FMD) [70] or the dataset by Hu et al [46].
In contrast to earlier datasets, the target of OpenSurfaces and MINC was to
build a database of materials in context of everyday scenes, which allows the
dataset to support applications that involve whole scenes rather than single
objects or close up pictures of materials. The images used in MINC were
collected from Flickr [51] and Houzz [50] services and labeled using crowd
sourcing tasks through Amazon Mechanical Turk. [8; 9]

1To compile the complete MINC dataset you must download the files for the Open-
Surfaces dataset from: http://opensurfaces.cs.cornell.edu/publications/
opensurfaces/, and the files for the MINC dataset from: http://opensurfaces.
cs.cornell.edu/publications/minc/.
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MINC contains 23 different material classes, mostly representing every
day indoor materials. The dataset consists of two kinds of data samples:
patches and segments. Patches are regions of an image, which are labeled
as the material that appears at the center of the patch region. Essentially,
patches are point samples with some context centered around the point sam-
ple. An example of a patch sample is given in Figure 4.1. Figure 4.2 shows
randomly selected patch samples for each material class from the patch train-
ing set.

Figure 4.1: An image from the MINC dataset with an example fabric patch
sample region marked in red (left) and a crop of the fabric sample region
(right). Similar crops and their respective labels are used during the training
of the model.
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Figure 4.2: Samples from the patch training set: (a) brick, (b) carpet, (c)
ceramic, (d) other, (e) fabric, (f) foliage, (g) food, (h) glass, (i) polished
stone, (j) stone, (k) hair, (l) leather, (m) metal, (n) mirror, (o) painted,
(p) paper, (q) plastic, (r) skin, (s) sky, (t) tile, (u) wallpaper, (v) water,
(w) wood. Pixels going outside the image dimensions have been filled with
per-channel mean color value of (130, 118, 103).
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Segments, on the other hand, are carefully drawn polygons that enclose
material regions in the original image. Segments are represented by ground
truth segmentation mask images that demonstrate different material regions
in different colors. An example of segment data is given in Figure 4.3.

Figure 4.3: An image from the MINC dataset (left) and an example of the
different material segment samples in the image in different colors (right).

In total the MINC dataset contains 2996674 labeled material patches
and 72387 labeled segments from 437641 different images. The materials
are classified into 23 + 1 different material classes where the additional class
is reserved for representing the unlabeled pixels in the segmentation masks.
Both the patch and segment datasets have large class imbalances, which
complicates the training process. For example, the most common material
class (wood) has about 38 times more patch samples than the least common
material class (wallpaper). During our early experiments, we noticed that
failing to address the class imbalance problem biased the model predictions
towards classes with more samples.

Bell et al. [9] found that training with a class balanced dataset is more
effective than using the whole dataset. Ultimately, using the whole dataset
yields slightly better results, but requires significantly more resources for
training. The value of balancing the dataset was demonstrated by using a
dataset where each class had an equal number of randomly selected samples.
The number of samples was selected according to the number of samples in
the smallest material class. The results with the balanced dataset, in terms
of achieved accuracy, were only 1.7% worse than with the full training set,
which was 9 times larger. We used the same balancing approach to create
the patch dataset used for training all the models in this thesis. The samples
for the class balanced training and validation sets were selected from the
original MINC training and validation sets. This was done because Bell et
al. had created the training, validation and test sets in such a way that the
different sets do not share any duplicate or near duplicate images between
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each other. The test set was left intact in order to keep the test set results
comparable with previous research using the MINC dataset. The class-wise
statistics for the used patch dataset are detailed in Appendix A.1.

The MINC dataset contains 72387 densely annotated segments, which is
significantly less than the number of patch samples. The difference empha-
sizes the higher cost of collecting the dense annotations. The segments data
shares the same classes with the patch data with the addition of a background
class for unannotated portions of the images. The segments dataset has an
even worse class imbalance problem than the patch dataset. In the segments
dataset, the most common material class (painted) has about 337 times more
pixels than the least common class (foliage), excluding the background class.
Overall, the background class pixels account for over 79% of the pixels.

Bell et al. used the segments from the MINC dataset to train dense
CRF [59] to handle the final pixelwise classification given the probability
maps from the CNN. However, running a dense CRF in addition to the
CNN forward pass, especially for higher resolution images, would bring the
inference time per image outside the real-time domain. Furthermore, unless
the CRF is designed as a part of the network [131] the system is not end-to-
end trainable. In order to keep the model end-to-end trainable and as efficient
as possible this thesis uses the segment data to fine-tune the CNN model for
segmentation after training it first with the patch dataset for classification.

As means to sample the densely annotated segment dataset in an effec-
tive and class balanced manner an additional pre-processing step was ap-
plied to the segmentation mask images. The pre-processing step was used
to compute axis-aligned bounding boxes for all disjoint material segment re-
gions within each segmentation mask. The bounding boxes were computed
using connected-component labeling with 8-connectivity. The information
unit storing the image name, the normalized image coordinates defining the
bounding box, the original image size, number of material pixels within the
bounding box and the material id is referred to as a material sample through-
out the rest of this thesis. The pre-processing step was applied after dividing
the segment dataset into training, validation and test sets on an image level
using a split of 80%, 5%, 15% respectively. This ensures that no images are
shared between the different parts of the dataset. An visualisation of the
material samples in a single image can be seen in Figure 4.4.

The material sample data allows more effective sampling of the input im-
ages when training the CNN using crops from the full images. Random crops
would likely result in crops containing mostly background pixels as over 79%
of the segmentation mask pixel data is annotated as background. Further-
more, the material samples allowed testing of different sampling methods for
the data, namely balancing the data on a material sample level, by cycling
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Figure 4.4: Example of material samples represented by red axis-aligned
bounding boxes. The material segments present in the segmentation mask of
the image are represented by the colored overlays within the bounding boxes.

through samples from each class, or on a pixel sample level by drawing sam-
ples from different material classes according to the number of pixels seen
from each class. The per-class statistics for the segments part of the dataset
are shown in Appendix A.2.

The unlabeled dataset used in the semi-supervised training runs was cre-
ated from the photographs left outside the patch and segment datasets due
to class balancing of the patch dataset. This resulted in an unlabeled dataset
of 221246 photographs. Because the photographs in the MINC dataset have
been taken using different cameras the resolution between the photographs
varies significantly. Taking constant size crops from photographs of different
sizes gives very unpredictable results in terms of scale. In order to have pre-
dictability over the proportion of the crop area of the whole image, all the
images in the MINC dataset were resized to have a constant smaller dimen-
sion of 1024 pixels. The photographs were resized using bilinear interpolation
and the corresponding segmentation masks were resized using nearest neigh-
bour interpolation in order to avoid corrupting the specific color values used
to encode the material class information. Because the dataset used to train
the models is based on MINC [9], which has its own terms and conditions, the
exact dataset used in this thesis cannot be made publicly available through
a download link. However, the dataset will be shared for non-commercial re-
search purposes, in line with the terms and conditions of the original dataset,
upon request.
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4.2 Convolutional Neural Network Architec-

ture

As outlined in Section 3.3 there are numerous different neural network archi-
tectures available for semantic segmentation. Varjo proposed using semantic
segmentation of materials in a mixed reality context with limited computa-
tional resources. Achieving state-of-the-art accuracy is also not required in
order to answer the research questions introduced in Section 2.2. Addition-
ally, choosing a network architecture with a smaller number of parameters
also helps the training to converge faster and decreases the risk of overfitting
to the training data. Recent research has proposed several efficient CNN
architectures capable of near real-time inference speeds. [5; 18; 48; 92; 16]
Canziani et al. [13] provide a good overview of CNNs for practical applica-
tions. The comparison concludes that ENet [92] has the highest accuracy
per parameter when compared to several other popular models. ENet was
designed for real-time semantic segmentation applications and despite the
relatively low number of parameters it has proven capable of rivaling signifi-
cantly larger models in terms of segmentation accuracy on different popular
segmentation datasets. [92]

ENet [92] is a CNN inspired by the ResNet [43] architecture in its use
of bottleneck modules. The bottleneck modules are collections of different
layers in two different branches that in the end merge back together using el-
ementwise addition. Our network architecture is heavily based on the ENet
architecture, with some differences. The rest of this section describes our
network architecture and describes some of the modifications made to the
original ENet architecture. To avoid confusion, our architecture will be re-
ferred to as MENet for the rest of this thesis. In MENet, the convolutional
branch of each bottleneck module consists of three convolutional blocks: a
1× 1 projection that reduces the dimensionality, a main convolutional block
and a 1 × 1 expansion. Batch Normalization [52] and PReLU [42] are used
between all convolutions. On a high-level the network consists of an encoder
and a decoder. The encoder creates downsampled feature maps from the in-
put and the decoder upsamples the feature maps to match with the original
spatial resolution of the input. The different encoder and decoder bottleneck
module types are shown in Figures 4.5 and 4.6, respectively.

In MENet, all the convolutional kernels are initialised using the He nor-
mal [42] initialisation and the bias vectors are initialised as zero. The MENet
bottleneck modules shown in Figures 4.5 and 4.6 have a few differences com-
pared to the original ENet. As opposed to the original ENet model, MENet
uses PReLU activations consistently throughout the network and includes
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(a) (b) (c)

Figure 4.5: The encoder bottleneck modules in the MENet architecture: (a)
initial block, (b) encoder bottleneck and (c) downsampling encoder bottle-
neck. The N × N convolution in (b) and (c) is either a regular or dilated
convolution with 3 × 3 filters or a 5 × 5 convolution decomposed into two
asymmetric convolutions with filters of 5× 1 and 1× 5.

Spatial Dropout [119] layers also in the decoder. However, the key differences
between the networks are related to upsampling. The original ENet architec-
ture used max unpooling [5] instead of naive nearest neighbour upsampling
in the shorter branch of the upsampling decoder bottleneck modules. At the
time of writing this thesis, the chosen implementation framework, Tensor-
flow [1], supported max unpooling only for GPU environments. We chose
to replace max unpooling with nearest neighbour upsampling in order to
support a wider variety of test environments. Although the modification ef-
fectively removes the skip-connections from the encoder to the decoder, we
found this change to have a limited impact on overall segmentation accuracy
when tested on a limited subset of the whole training set.
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(a) (b) (c)

Figure 4.6: The decoder bottleneck modules in the MENet architecture: (a)
decoder bottleneck, (b) upsampling decoder bottleneck and (c) final block.

Instead of using deconvolution (fractionally strided convolution) for up-
sampling the in the convolutional branch of the upsampling decoder bottle-
neck module, MENet uses Nearest Neighbour Resize (NNR) convolution [89].
In our experiments, the segmentation produced by the original ENet archi-
tecture often suffered from small checkerboard artefacts in the produced
segmentation. Additional training helped to mitigate the artefacts, but
the artefacts never completely disappeared. Odena et al. [89] showed that
upsampling using deconvolution can cause these artefacts when the kernel
size of the deconvolution is not divisible by the stride, which is the case
with the upsampling convolutional paths of ENet. In order to solve the
issue, Odena et al. proposed replacing the deconvolutions with a nearest
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neighbour upsampling layer followed by a regular 2D convolutional layer,
termed NNR-convolution. In our tests, replacing the deconvolutions with
NNR-convolutions reduced the small checkerboard pattern and resulted in
smoother segmentation boundaries, which is demonstrated in Figure 4.7.
Even though the NNR-convolutions managed to reduce the amount of checker-
board pattern it did not manage to remove it completely. According to our
observations certain material classes clearly suffered from the checkerboard
pattern more than others.

(a) MENet using deconvolutions (b) MENet using NNR convolutions

Figure 4.7: Segmentation accuracy map of segmentation produced by (a)
MENet using deconvolutions and (b) MENet using NNR convolutions for
upsampling. The small checkerboard pattern due to deconvolutions is visible
in the window segmentation of (a). Green pixels represent correctly classified
pixels and red represent misclassified pixels. Dark pixels are classified as
background in the ground truth segmentation.

In order to facilitate the use of the two types of training data, patches and
segments, the training of the network is performed in two stages. In the first
stage, the network is trained to classify material patches and in the second
stage the network is fine-tuned for semantic segmentation using the segments.
To convert the MENet for classification we append a Global Average Pooling
(GAP) and a Fully Connected (FC) layer at the end of the network as shown
in the full network architecture in Table 4.1. After the first stage of training
the GAP and FC-layers are discarded, converting the network into a FCN
for semantic segmentation. The GAP-layer is used to remove the spatial
dimensions of the feature maps before the FC-layer, which is responsible of
producing the final classification scores. If the spatial dimensions were main-
tained the final FC-layer would add millions of parameters to the network.
This would result in significantly slower training process without improving
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the final segmentation results as the FC-layer is discarded after the first stage
of training.
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Name Type Output size
Input H x W x 3
Initial block (H/2) x (W/2) x 16
Bottleneck 1.0 Downsampling (H/4) x (W/4) x 64
Bottleneck 1.1 (H/4) x (W/4) x 64
Bottleneck 1.2 (H/4) x (W/4) x 64
Bottleneck 1.3 (H/4) x (W/4) x 64
Bottleneck 1.4 (H/4) x (W/4) x 64
Bottleneck 2.0 Downsampling (H/8) x (W/8) x 128
Bottleneck 2.1 (H/8) x (W/8) x 128
Bottleneck 2.2 Dilated 2 (H/8) x (W/8) x 128
Bottleneck 2.3 Asymmetric 5 (H/8) x (W/8) x 128
Bottleneck 2.4 Dilated 4 (H/8) x (W/8) x 128
Bottleneck 2.5 (H/8) x (W/8) x 128
Bottleneck 2.6 Dilated 8 (H/8) x (W/8) x 128
Bottleneck 2.7 Asymmetric 5 (H/8) x (W/8) x 128
Bottleneck 2.8 Dilated 16 (H/8) x (W/8) x 128
Bottleneck 3.0 (H/8) x (W/8) x 128
Bottleneck 3.1 Dilated 2 (H/8) x (W/8) x 128
Bottleneck 3.2 Asymmetric 5 (H/8) x (W/8) x 128
Bottleneck 3.3 Dilated 4 (H/8) x (W/8) x 128
Bottleneck 3.4 (H/8) x (W/8) x 128
Bottleneck 3.5 Dilated 8 (H/8) x (W/8) x 128
Bottleneck 3.6 Asymmetric 5 (H/8) x (W/8) x 128
Bottleneck 3.7 Dilated 16 (H/8) x (W/8) x 128
Bottleneck 4.0 Upsampling (H/4) x (W/4) x 64
Bottleneck 4.1 (H/4) x (W/4) x 64
Bottleneck 4.2 (H/4) x (W/4) x 64
Bottleneck 5.0 Upsampling (H/2) x (W/2) x 64
Bottleneck 5.1 (H/2) x (W/2) x 64
Final block H x W x C
Global average pooling C
Fully connected C

Table 4.1: MENet architecture, output sizes reported as fractions of input
height H and input width W . The C in the final output denotes the number
of classes. The layers belonging to the decoder have been marked in bold
and the layers appended for the first stage of training with patch samples
have been marked in italic. After discarding the classification specific layers
MENet has 375964 parameters in total. The Theoretical Receptive Field
(TRF) of MENet, from the pathway that passes through all the convolutional
layers within the bottleneck modules, is 1238 pixels. The large TRF size
is explained by the extensive use of dilated convolutions, but as shown by
Luo et al. [73] the effective size of the receptive field is significantly smaller.
Nonetheless, this large receptive field should allow leveraging large context
for material recognition.
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Using the combination of GAP and FC layers was motivated by the previ-
ous research of Zhou et al. [132], which demonstrated that using this combina-
tion enabled the CNNs to have remarkable localisation ability despite being
trained using only image-level labels. The ability to localise areas belonging
to specific classes can be seen as a prerequisite for semantic segmentation.
Zhou et al. found that using GAP encourages the network to identify the
extent of the objects as opposed to Global Maximum Pooling (GMP), which
encourages the network to identify only one dicriminative part. The benefits
of GAP in localisation are explained by what maximises the activations of the
averaging operation: When taking the average over the spatial dimensions of
the class activation maps, the value of a particular class activation map can
be maximised by finding all discriminative parts belonging to the class as
all low activations reduce the average activation of the class activation map.
Previously, a common approach for training semantic segmentation networks
has been to pre-train only the encoder part of the network on a classification
task, such as ILSVRC [25], and to fine-tune the whole network using the
pixel-wise annotated data. [71; 85; 45; 5] However, in our tests we found that
pre-training only the encoder part of MENet resulted in significantly slower
convergence and, ultimately, worse overall segmentation accuracy than pre-
training the whole network using the patch data. The faster convergence and
better overall segmentation accuracy suggest that the decoder network can
use the patch data to learn features useful for segmentation from the large
patch dataset. However, as answering the research questions presented in
Section 2.2 do not warrant further investigation of this phenomenon, a more
in depth comparison of these training setups is left for future work.

4.3 Learning Methods

Investigating the benefits of semi-supervised learning methods is at the heart
of this thesis as shown by the research questions presented in Section 2.2.
In order to explore the benefits of the semi-supervised methods we train the
MENet network using different learning methods and compare the results.
To separate the role of the unlabeled samples as well as possible we use the
same labeled dataset and vary only the use of unlabeled samples and the used
learning method. We investigate three semi-supervised learning methods: the
Mean Teacher method [117], a novel superpixel learning method and a com-
bination of these two learning methods. The semi-supervised methods are
compared against a supervised baseline trained using only unlabeled samples
to evaluate the semi-supervised methods’ ability to utilise unlabeled train-
ing data. Because the dataset has two kinds of data, patches and segments,
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the training is performed in two stages. In the first stage, the network is
trained for classification using the patch samples. In the second stage, the
network is converted into a FCN, as described in Section 4.2, and fine-tuned
for semantic segmentation using the pixel-wise annotated material samples.
Figure 4.8 shows the high-level training process and the different networks
trained during the two training stages.

Figure 4.8: Visualisation of the two stage training process. In the first
training stage the network is trained for image-level classification, and in
the second stage, fine-tuned for pixel-wise segmentation. From the investi-
gated semi-supervised methods the Mean Teacher method is applicable to
both training stages and the superpixel method is only applicable during the
second stage of training. In the end, the experiment will yield 5 semantic
segmentation networks trained using different approaches.

The models are trained for 100 epochs on during both training stages.
After the patch classification training is complete, we select the model weights
from the epoch with the best validation accuracy as a starting point for the
segmentation training. This ensures that each segmentation training run is
seeded by the best possible model from the respective patch classification
training run. Selecting the model according to the last epoch from each
patch training run could potentially favour learning methods with slower
convergence and methods less prone to overfitting. For the Mean Teacher
models, we select both of the model weights from the same epoch where
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either the student or the teacher model manages to reach the best validation
accuracy. The student and teacher model weights are used to initialise the
weights of their respective counterparts. To keep the results as comparable
as possible, the hyperparameters shared by the learning methods are kept
constant across the different training runs.

In total, the training runs will produce 5 different networks trained using
different learning methods. The supervised network will use only labeled data
for training, which gives a baseline for comparison with the other methods.
The two networks trained using the Mean Teacher method with and without
unlabeled data will give insights into the Mean Teacher method’s ability to
utilise unlabeled samples for learning, separating the role of the unlabeled
data from the role of averaging the models throughout training. The net-
work trained using the superpixel training method will show us, whether the
method is able to improve segmentation quality compared to the supervised
baseline and an existing state-of-the-art semi-supervised method. Finally, the
network using the combination of the superpixel and Mean Teacher methods
will reveal, whether there are any additional benefits to combining the two
different semi-supervised methods. The rest of this section is dedicated to de-
scribing the different learning methods in detail and providing insights about
the expected benefits and problems with each of the learning methods.

4.3.1 Supervised Learning Method

The supervised learning method is used to provide a baseline for comparison
with the semi-supervised methods as it only uses labeled samples for training.
The training is performed using softmax cross-entropy -loss function during
both training stages. The same loss is used as the supervised component
for the labeled samples in the used semi-supervised methods. The same loss
function has been previously used effectively in similar semantic segmentation
setups [71; 5; 103]. In the second stage of training, with the segment samples,
each pixel is treated as an individual sample and the loss is calculated as the
mean pixel loss over all the pixel samples in the batch. This makes the loss
function independent from the number of pixels, which allows comparing loss
values between runs with different input image sizes. Formally, the softmax
cross-entropy is defined as

LC(p, q) = −
∑
x

(p(x) log q(z) ∗ w), where q(z) =
ezj∑
j e

zk
, (4.1)

where p(x) is the true probability distribution of the input x, which is
a one-hot vector describing the true class label, q(z) is the estimated class
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distribution given the network output z, and w is an optional vector of class
weights. The estimated class distribution, q(z), is calculated with a softmax
function from raw real-valued outputs, z, from the neural network. The
softmax function squashes the scores to a vector of values between zero and
one that sum to one, which describes a valid probability distribution.

4.3.2 Mean Teacher Learning Method

An overview of the semi-supervised Mean Teacher learning method [117] was
given in Section 3.4.4. Previously, the method has demonstrated state-of-
the-art accuracy in semi-supervised training with the CIFAR-10 [60] and
SVHN [83] image classification datasets. However, to our knowledge the
method has not been previously applied to complex semantic segmentation
tasks, such as the task posed by our used dataset. Furthermore, the Mean
Teacher method is relatively simple to implement2 and adds only a small
performance overhead to training compared to several other recent state-of-
the-art semi-supervised methods [99; 77].

As described in Section 3.4.4, the Mean Teacher method works by encour-
aging consistency between predictions of the student and the teacher model.
In particular, the softmax output from the teacher model, describing the
class probabilities for each sample, are used as training targets for the stu-
dent model. The student model attempts to minimize the distance between
its own predictions and the predictions of the teacher model, which allows
using unlabeled samples for learning. During training the student model
weights are updated using the chosen optimizer, such as SGD or Adam [57],
and the teacher model is updated after each student training step as the
EMA of the student weights. Formally, the teacher weights, θ′, are defined
as EMA of the successive student weights θ as

θ
′

t = αθ
′

t−1 + (1− α)θt, (4.2)

where α is the EMA smoothing coefficient, which is a hyperparameter.
The Mean Teacher method is built on the assumption that the teacher model
produces better predictions than the latest student model. [97; 117] Assuming
that the teacher model makes better predictions than the student, we can
improve the student by encouraging similar predictions with the teacher. In
practice, this is achieved by adding a consistency cost component to the
loss function, which describes the distance between the student and teacher
softmax output for the samples. Tarvainen et al. [117] showed that there is a

2Curious AI Mean Teacher source code is available at: https://github.com/
CuriousAI/mean-teacher

https://github.com/CuriousAI/mean-teacher
https://github.com/CuriousAI/mean-teacher
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virtuous feedback cycle during the training process, where the teacher model
improves the student model via the consistency cost, and the student model
improves the teacher via the exponential moving averaging. The consistency
cost component of the loss function LMT is formally defined as the Mean
Squared Error (MSE) between the softmax output of the student and teacher
model

LMT (θ) = Ex,η′ ,η

[
‖f(x, θ

′
, η

′
)− f(x, θ, η)‖2

]
, (4.3)

where θ and θ
′

are the student and teacher model weights and η and η
′

are the noise added to the input x for the student and the teacher model. In
addition to MSE, Tarvainen et al. [117] also attempted using KL-divergence
as the consistency cost function, however, MSE was found to perform better
in many cases. In their experiments, Tarvainen et al. found that models using
input augmentation or dropout (noise) is necessary for passable performance.
The best results were achieved applying both augmentation and dropout.
From Equation 4.3 it is important to note that the input noise is produced
separately for the student, η, and teacher, η

′
, models. The consistency cost

can be either calculated using all the samples or only the unlabeled samples.
Similar to Tarvainen et al. we chose to use all samples in the semi-supervised
loss. Comparing the semi-supervised model to a model trained using the
Mean Teacher method using only labeled samples allows us to separate the
contribution of the unlabeled data from the exponential moving averaging.
The total loss L is a combination of classification cost, LC , computed from
the labeled samples and the consistency cost LMT computed from all of
the samples, including the unlabeled samples. The relative strength of the
consistency cost function is controlled by the consistency cost coefficient, µ,
which is a hyperparameter

L = LC + µLMT . (4.4)

The two components LC and LMT contribute to the learning process dif-
ferently. If too much weight is given to the teacher generated targets, the cost
of inconsistency outweighs that of misclassification, preventing the learning
of new information. This is why choosing the right value for the consistency
cost coefficient, µ, is important. When using MSE as the consistency cost
function, Tarvainen et al. calculate the consistency cost coefficient as

µ =
C2

2 ∗ (1− 1
C

)
, (4.5)

where C is the number of classes. The same approach is used in this
thesis, which gives µ = 276.52, with C = 23 as the background class is
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ignored during training. In addition to controlling the maximum magnitude,
Tarvainen et al. also used a ramp-up function for µ to control the relative
magnitude of the consistency cost during the early stages of training when
the difference between the student and teacher models is still limited. The
same approach was used in this thesis and the used ramp-up function is
described together with the other hyperparameters in Section 4.4.

4.3.3 Superpixel Learning Method

As opposed to the Mean Teacher method, our proposed superpixel method
is only applicable to segmentation training. Also, unlike many other semi-
supervised methods, [117; 63; 77; 123] the superpixel method does not lever-
age noise and the model itself to generate targets for the unlabeled samples.
Instead, during training the superpixel method uses unsupervised segmen-
tation algorithms to produce segmentation proposals, which are used to en-
courage consistency in the network output within clusters of visual similarity
called superpixels. As this only requires information about the clusters and
the network output, this principle can be used to utilise unlabeled training
samples. Previous learning methods leveraging superpixel segmentations are
discussed in Section 3.4.5.

Our superpixel method works by encouraging similar network output for
pixels within a single superpixel during training. Our method assumes that
the generated superpixels respect the material region boundaries in the in-
put image. In other words, all the pixels within each superpixel represent
should represent the same material class. According to our observations,
this is a reasonable assumption, because typically the appearance of a single
material region changes slowly and the borders of the superpixels occur in
areas with highly varying color or intensity. A comparison between a manual
segmentation mask from the used dataset and a segmentation produced us-
ing the unsupervised Felzenszwalb [29] method is shown in Figure 4.9. The
unsupervised method results in some over-segmentation, but the individual
superpixels do not span multiple material regions.

Different segmentation methods create highly different segmentations for
the same image as shown in Figure 4.10. Furthermore, the hyperparameters
used with each segmentation method also have a significant impact on the
segmentation result. Ideally, the chosen segmentation method should work
well for all of the unlabeled images with a single set of hyperparameters.
The generated superpixels should follow material region borders with as lit-
tle over-segmentation as possible. Computational efficiency of the methods
was a secondary concern as the segmentations for the unlabeled images were
created in a single preprocessing step. The following four popular segmenta-



CHAPTER 4. METHODOLOGY 72

(a) Photo (b) Manual (c) Felzenszwalb

Figure 4.9: Segmentation quality comparison of (a) between (b) a manually
segmented sample and (c) segmentation produced using the Felzenszwalb
method. Unlike in the manually segmented example, (b), the colors in the
segmentation produced by the Felzenszwalb method do not necessarily rep-
resent different material classes, but different superpixels. The superpixels
capture material regions fairly well, however, some over-segmentation is cre-
ated, for example, due to strong shadows casted by the ceiling fans.

tion methods were tested: SLIC [2], Quickshift [120], Felzenszwalb [29] and
Watershed [121]. The methods were subjectively evaluated based on the seg-
mentation results on a small set of visually different unlabeled images using
different hyperparameter combinations.

Testing of the different methods revealed that the Watershed, Quickshift
and SLIC algorithms each have a hyperparameter that has a high correla-
tion with the number of produced superpixels. This is problematic because
the number of material regions varies between different images. Selecting
hyperparameter values that encourage a high number of superpixels leads to
unnecessary over-segmentation, which allows the network to produce differ-
ent predictions between two adjacent superpixels that reside within a single
material region without penalty. On the other hand, selecting values that
encourage fewer superpixels can lead to under-segmentation which would
likely incentivize misclassifications. In the experiments, the Felzenszwalb [29]
method produced the best segmentations between different images. This is
in line with the findings of Achanta et al. [2], who compared the same seg-
mentation methods and found that the Felzenszwalb [29] algorithm has the
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(a) Photo (b) Watershed [121] (c) Felzenszwalb [29]

(d) Quickshift [120] (e) SLIC [2]

Figure 4.10: An example boundary segmentation of a photograph from the
unlabeled dataset using different segmentation algorithms.

best boundary recall. The Felzenszwalb method also produced the least
over-segmentation and performed very well on different size material regions,
which is also visible in Figure 4.10.

The Felzenszwalb method was used to create segmentation masks for each
unlabeled image using skimage v0.14 and Python 2.7.14. Before segmenta-
tion, each image was pre-processed using adaptive histogram normalization
using clip limit 0.001, bins 256 and a kernel size of 1

8
[W,H], where W is the

input image width and H is the input image height. This pre-processing step
was found to improve segmentation performance especially for very dark pho-
tographs. The Felzenszwalb segmentations were created using the following
parameters: scale = 1000, σ = 0.8, minsize = 250. The produced seg-
mentation masks for each image were saved as binary images where pixels
corresponding to superpixel borders were encoded as 0 and other pixels as 1.

The superpixel method uses the pre-generated binary segmentation masks
to calculate a superpixel consistency cost for the unlabeled samples. Fig-
ure 4.11 shows an overview of the superpixel consistency cost function cal-
culation process for a single unlabeled image and the corresponding binary
segmentation mask.

With the binary segmentation masks k of the unlabeled samples, the su-
perpixel consistency cost function uses the real-valued class activation maps,
z, produced from the unlabeled inputs x to compute the superpixel consis-
tency cost LSP . First, a softmax function is applied to the class activation
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Figure 4.11: Visualisation of the superpixel consistency cost function.
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maps, z, to produce a valid probability distribution, z′, over the C mate-
rial classes for each pixel. In order to represent changes in the probability
distribution between adjacent pixels, the function computes the X- and Y-
gradients, Gx and Gy, by convolving two Sobel kernels, Sx and Sy, over the
probability distribution z′.

Sx =

−1 0 1
−2 0 2
−1 0 1

 , Sy =

 1 2 1
0 0 0
−1 −2 −1

 . (4.6)

To prevent the 3× 3 Sobel filters from leaking information across super-
pixel borders the superpixel borders in the binary segmentation masks k were
created to be two pixels thick. The axis-wise gradients, Gx and Gy, are then
used to calculate the total class-wise gradient magnitude Gmag for each pixel

Gx = Sx ∗ z
′
, Gy = Sy ∗ z

′
, Gmag =

√
G2
x +G2

y. (4.7)

The class-wise gradient magnitude Gmag is reduced to a single value per
pixel, G

′
mag, describing the total gradient magnitude of the estimated class

probability distribution for each pixel by taking the norm with respect to the
class dimension

G
′

mag = ‖Gmag‖. (4.8)

In order to encourage the network to produce spatially consistent pre-
dictions, that respect the material region boundaries, the network should
minimize G

′
mag within the superpixel boundaries. This is achieved by apply-

ing an element-wise multiplication between G
′
mag and the binary superpixel

segmentation mask k, which masks out values at the superpixel boundaries.
This produces a tensor describing the gradient magnitudes within superpixels
GSP

GSP = k ∗G′

mag. (4.9)

The final superpixel consistency cost, LSP , is calculated by taking the
mean mean over the remaining batch and spatial dimensions of GSP . Sim-
ilar to the consistency cost of the Mean Teacher method [117], the relative
magnitude of the superpixel consistency cost is controlled by a superpixel
consistency cost coefficient, γ, which is a hyperparameter of the method.
The total loss L is a combination of the classification cost, LC , computed
from the labeled samples and the superpixel consistency cost LSP
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L = LC + γLSP . (4.10)

The superpixel method encourages consistency by minimising the mean
gradient of the pixel class activations within each superpixel. The superpixel
borders are excluded by masking out the border pixel gradient values using
the binary superpixel masks. Although, the mean gradient for each super-
pixel is minimised when the network activations for all the pixels within the
superpixel are the same, there are many other solutions for reaching very
low values for the mean gradient by creating few consistent pixel clusters
within the superpixel as demonstrated in Figure 4.12. This is an inherent
property of computing the axis-wise gradients using the Sobel filters, which
act locally. The most trivial way of encouraging global consistency between
all the pixel activations within a single superpixel would be using a global
entropy function, such as Shannon entropy [110], to describe the cost of a
single superpixel. However, because Shannon entropy is limited to random
variables taking discrete values the function is not differentiable, which makes
it unsuitable for use as a component of the loss function.

(a) G
′
mag = 1.0962 (b) G

′
mag = 0.0134

Figure 4.12: Two images representing square superpixels with statistically
same class probability distributions. Because the class probability distri-
butions are statistically the same, the Shannon entropy between the two
superpixels is equal. However, the mean gradients, G

′
mag, are very different

due to the spatial distributions of the samples.

Whether the inclusion of spatial information in the calculation of the
superpixel costs is beneficial or harmful for the method remains an open
question and experiments regarding this are left for future work. If the su-
perpixels align perfectly with the material regions of the source image there
should be little reason to ease the requirement of classifying all the pixels to
the same material class. However, if the superpixels are imperfect at cap-
turing single material regions, the spatial dependence in the superpixel cost
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might be beneficial. Furthermore, due to the spatial dependence the super-
pixel consistency cost gives very high penalties for high frequency noise in
the class prediction maps, which should encourage larger material clusters
quickly. Because the gradient Gmag elements are computed from each class
probability map independently the minimum can be achieved also by assign-
ing consistent values for the class probability between adjacent superpixel
pixels instead of only assigning all the probability mass to a single class.
Thus, the superpixel method is expected to yield more consistent classifica-
tions across the top K segmentations, where each segmentation Ki contains
the ith likely classification for each pixel.

Choosing the right ramp-up and maximum value for the superpixel con-
sistency coefficient, γ is essential for good results. Overly high superpixel
consistency cost, LSP , can outweigh the cost of misclassifications, which is
likely to impede learning of new classes through encouraging consistently
misclassifying large regions. Especially early in the training, when the net-
work has not learned strong predictors for many classes, this would likely
cause the network to bias towards few classes with high recall since the cost
of inconsistency outweighs the cost of false positives. On the other hand, if
the relative magnitude of the superpixel consistency cost is too low, the unla-
beled samples will not have a significant contribution to the overall learning
rendering the unlabeled samples redundant.

4.3.4 The Mean Teacher Superpixel Learning Method

The superpixel and the Mean Teacher method [117] were combined by adding
the superpixel consistency component to the Mean Teacher method. As a
result the total loss L is a combination of three different components

L = LC + µLMT + γLSP , (4.11)

where LC is the classification cost calculated from the labeled samples,
LMT is the Mean Teacher consistency cost, µ is the Mean Teacher consis-
tency cost coefficient, LSP is the superpixel consistency cost and γ is the
superpixel consistency cost component. Combining the two semi-supervised
methods might bring additional benefits because they act through different
mechanisms. The teacher generated targets provide probability distribution
targets for each pixel, while the superpixel consistency cost encourages con-
sistency within visually similar regions. Tarvainen et al. [117] note that the
success of consistency regularisation, applied by the Mean Teacher method,
depends on the quality of teacher-generated targets. If the superpixel con-
sistency cost is beneficial to teaching the student model, it should also help
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to improve the teacher-generated targets, driving the accuracy of both mod-
els even further. However, finding a good balance between the different loss
components during training is likely to prove challenging.

4.4 Hyperparameters

This section describes the hyperparameters to train all the models compared
in this thesis. To keep the results comparable all the training runs used
the same hyperparameters, excluding any hyperparameters specific to the
training methods. All the networks were trained using the dataset described
in Section 4.1. Each training run used the random seed: 14874 to seed the
Python standard library, numpy and Tensorflow [1] pseudo-random number
generators.

All background class samples were ignored during training by zeroing out
the background sample contributions before computing the final loss values.
Because of the high class imbalances in the segment dataset additional class
balancing methods were used during the segmentation of training. This
was not necessary for patch samples because the training set has an equal
number of samples from each material class. During segmentation training,
the material samples within each class were cycled and sampled equally.
The contribution of different classes was also scaled using class balancing
weights, described in detail in Appendix B.3. The unlabeled samples were
simply sampled by cycling the unlabeled images and taking random crops
from each image during both training stages.

During training and inference all input images were normalised, following
the approach of Bell et al. [9], by scaling the pixel color values to [−1, 1],
subtracting the mean pixel color and dividing by the per-channel standard
deviation. This normalises the input data distribution to have a zero mean
and unit variance. The mean pixel color values and per-channel standard
deviations, calculated from the training set images, are listed in Table 4.2.

Name Type Value

Mean pixel color Labeled only [0.01808,−0.07726,−0.18932]
Mean pixel color Labeled and unlabeled [0.04475,−0.05742,−0.17144]

Per-channel σ Labeled only [0.52903, 0.52712, 0.55632]
Per-channel σ Labeled and unlabeled [0.52124, 0.52376, 0.55331]

Table 4.2: Values used for normalisation of the input image data during
training and inference. σ represents standard deviation. All the values are
normalised from the original range [0, 255] to the zero-centered range [−1, 1].
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All of the models were trained using the Adam [57] optimizer. The learn-
ing rate was ramped up from 0 to 5e−4 using the sigmoid shape ramp-up
function

e−5(1−x)
2

, where x ∈ [0, 1]. (4.12)

Additionally, we used the value β2 = 0.99 during the ramp-up period
changing to β2 = 0.999 at the end of ramp-up. Other parameters were
left as recommended by the original authors of Adam [57]. The ramp-up
function and the β2 values are the same as used in the original Mean Teacher
experiments [117]. The first stage of training used a ramp-up period of 50000
steps and the second stage 24000 steps. The training was performed using
mini-batches where the number of labeled samples was kept constant between
all training methods and only the use of unlabeled samples was varied. The
used values for learning rate and batch size were determined the optimal
values for ENet reported by Paszke et al. [92] and the available computing
resources. Both training stages used crops from full images for training.
Table 4.3 summarises the crop and batch sizes used during training.

Learning method Crop size #Labeled samples #Unlabeled samples

Patch classification training

Supervised 336× 336 10 0
Semi-supervised 336× 336 10 10

Segmentation training

Supervised 480× 480 5 0
Semi-supervised 480× 480 5 5

Table 4.3: The crop size (in pixels) and number of batch samples used with
different learning methods.

Varying the crop size changes the amount of context included around the
material region, which has a significant effect on model accuracy as detailed
in Appendix B.2. In order to gather consistent validation results during
segmentation training full images were used for validation. The validation
images were resized and padded to 1024×1024 pixels. The input images were
padded using the mean pixel color and ground truth segmentation masks us-
ing the background class value. Although the used training data consists of
thousands of samples, the class distribution of the samples in the segment
samples is very imbalanced and in both training sets many of the input im-
ages are taken from very similar perspectives and lighting conditions. In
order to add more variance to the samples across all material classes, several
data augmentation methods were used. The input images were randomly re-
sized to have smaller dimensions of 512, 1024 and 1408 to control the amount
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of context within the crop areas, as described in Appendix B.2. Table 4.4
summarises the data augmentation methods used during both training stages
in addition to resizing the input images. The data augmentation methods
described in Table 4.4 were applied to the input images on a probabilistic ba-
sis prior to cropping. The probability of applying the augmentation methods
was ramped up from 0 to 0.8 during the first 50000 training steps for patch
training and during the first 24000 steps for segmentation training, using the
ramp-up function shown in Equation 4.12.

Augmentation type Augmentation parameters

Patch classification training

Additive Gaussian noise σ = 0.03
Translations [0%, 5%] of the image dimensions

Rotations [−40, 40] degrees
Zooms [−15%, 15%]

Horizontal flips Probability p = 0.5
Intensity shifts [−5%, 5%]

Gamma adjustments γ ∈ [0.5, 1.5]

Segmentation training

Additive Gaussian noise σ = 0.03
Translations [0%, 5%] of the image dimensions

Rotations [−50, 50] degrees
Zooms [−15%, 15%]

Horizontal flips Probability p = 0.5
Intensity shifts [−5%, 5%]

Gamma adjustments γ ∈ [0.5, 1.5]

Table 4.4: Input image augmentations used during training. The Gaussian
noise intensity σ was ramped up from 0 to the maximum using the same
ramp-up function and length as the augmentation probability. During seg-
mentation training Gaussian noise was decreased to 0.01 during the last 5
epochs to fine-tune the final network weights towards unnoised input. Any
necessary resampling, for example due to rotations and zooms, was pre-
formed using bilinear interpolation for photographs and nearest neighbour
resampling for segmentation masks.

During both training stages the crop coordinates were transformed by
the same spatial transformations applied to the images. This means that
the spatial data augmentations did not change the material class within the
center pixel or the crop area. In case the target material was moved outside
of the image boundaries due to the transformations the data augmentations
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were discarded and the original unaugmented input image was used. The
following two subsections describe the hyperparameters specific to the two
semi-supervised learning methods: the Mean Teacher method [117] and the
superpixel method. The combination learning method used the same method
specific hyperparameters as training runs using the methods separately.

4.4.1 Mean Teacher

The Mean Teacher method [117] introduces two additional hyperparameters,
the consistency cost coefficient, µ, and the EMA smoothing coefficient α.
The used values follow closely the original recommendations of Tarvainen
et al. [117] The maximum value for the consistency cost coefficient was cal-
culated according to Equation 4.5. With 23 material classes, this gave the
consistency cost coefficient the value µ = 276.552. A higher value of µ = 600
was also tested, however, this yielded consistently worse results as detailed
in Appendix B.4. The consistency cost coefficient was ramped up from 0 to
its maximum value using the same ramp-up function and ramp-up period as
for the learning rate shown in Section 4.4. The EMA smoothing coefficient
value, α, was set to 0.99 during the ramp-up period and to 0.999 for the rest
of the training. This follows the logic that during the early phases of training
the student improves quickly, and thus the teacher should forget the old, in-
accurate, student weights quickly. Later on in the training the improvement
of the student slows down, and the teacher benefits from a longer memory.

As shown in Equation 4.3, the teacher and the student model inputs
both have their own separate noise functions η and η′. Similar to Tarvainen
et al. [117] we used the Spatial Dropout [119] layers when generating targets
using the teacher model, in order to add noise within the calculations. In
addition to this noise, additional data augmentations were applied to the
teacher input images as detailed in Table 4.5. Note that the teacher data
augmentations during segmentation training do not include any spatial trans-
formations as the placement of the pixel samples between the student and
teacher models must match.

4.4.2 Superpixel

The superpixel method introduces one additional hyperparameter, the su-
perpixel consistency cost coefficient γ, which controls the relative strength
of the superpixel consistency cost within the total loss. Appendix B.5 shows
results from experiments investigating the effects of different superpixel con-
sistency cost values. Based on the results of these experiments the final
training runs used γ = 2. The value was ramped up from 0 to its maximum
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Augmentation type Augmentation parameters

Patch classification training

Additive Gaussian noise σ = 0.08
Translation [0%, 5%] of the image dimensions

Rotation [−10, 10] degrees
Horizontal flip Probability p = 0.5
Intensity shifts [−10%, 10%]

Segmentation training

Additive Gaussian noise σ = 0.05
Intensity shifts [−10%, 10%]

Gamma adjustments γ ∈ [0.8, 1.2]

Table 4.5: Teacher model input augmentations applied during training.
These augmentations were added to the teacher input images after apply-
ing any possible input image augmentation methods on the student input
images.

value during the first 48000 training steps of the segmentation training using
the same ramp-up function as for the learning rate, shown in Equation 4.12.
Note that the ramp-up length for the superpixel consistency cost coefficient is
twice the ramp-up length of the learning rate or the mean teacher consistency
cost coefficient. The longer ramp-up length was selected after observing the
validation set performance of the supervised training run, in order to give the
model enough time to reach good mean per class accuracy. If the superpixel
consistency cost coefficient is ramped up too early the model starts to easily
bias towards the higher accuracy classes, further hurting the accuracy of the
less recognised classes.

4.5 Metrics

The metrics used to evaluate the performance of the models developed in this
thesis were chosen in light of the research questions introduced in Section 2.2
and the metrics established in relevant semantic segmentation literature. Ac-
curacy is the simplest metric, describing the ratio between the number of
correctly classified samples and the total number of samples. In the context
of patch classification, a sample is considered to be a single material patch
sample, and in the context of segmentation each pixel is considered as a
separate sample. Formally, in the context of segmentation accuracy can be
defined as
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accuracy =

∑k
i=1 pii∑k

i=1

∑k
j=1 pij

, (4.13)

where k is the number of classes and pij is the number of pixels of class
i inferred to belong to class j. In other words, pii represents the number
of true positives, while pij and pji can be interpreted as false positives and
false negatives respectively. Because the segmentation dataset has high class
imbalances, a model can reach a good accuracy by being able to predict
samples only in the few most common classes. In order to better capture the
accuracy across classes, the models will also be evaluated using Mean Per
Class Accuracy (MPCA). MPCA is the accuracy computed on a per-class
basis and averaged over classes, formally defined as

MPCA =
1

k

k∑
i=1

pii∑k
j=1 pij

. (4.14)

Another standard metric used in the semantic segmentation literature
to evaluate segmentation performance is the Mean Intersection over Union
(MIoU). [30] Intersection over union is defined as the number of true positives
(intersection) over the sum true positives, false negatives and false positives
(union). MIoU is the average intersection over union computed on a per-
class level. Intuitively, MIoU quantifies the amount of overlap between the
predicted segmentation and the ground truth segmentation and is not con-
cerned with an exact match of the segmentation regions, which makes it a
good descriptor of segmentation quality. Formally, MIoU in the context of
per-pixel segmentation can be defined as

MIoU =
1

k

k∑
i=1

pii∑k
j=1 pij +

∑k
j=1 pji − pii

. (4.15)

When calculating the metrics reported in the results, the background
class is always ignored, meaning that the metrics are calculated only over
the samples belonging to the 23 material classes of the dataset. In addition
to the introduced three quantitative metrics, the segmentation results will
also be evaluated manually in qualitative manner.

4.6 Environment

A large part of the training runs were performed using computer resources
from the Aalto University School of Science “Science-IT” project on the
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Triton computing cluster. The models were trained using NVIDIA Tesla K80,
P100 and GTX 1080Ti GPUs with CUDA 9.0.176 and cuDNN 7 depending
on the availability of GPU resources. In addition to the GPU resources,
each training run was performed using 8 CPU cores and at minimum 16
GBs of RAM. All of the models used 32-bit floating point matrices for the
model weights. The training and evaluation software was written in Python
2.7.14 using Keras 2.1.5 [19] and Tensorflow 1.6.0 [1] with GPU support.
The source code used for training and evaluation is publicly available in
GitHub: https://github.com/jnissin/semantic-segmentation.

https://github.com/jnissin/semantic-segmentation


Chapter 5

Results

This chapter presents the results from the different model training runs,
showing a comparison of the different metrics introduced in Section 4.5. Sec-
tion 5.1 shows the results from the patch classification training and Sec-
tion 5.2 section covers the final results on full-scene material segmentation.

5.1 Patch Material Classification

This section lists and analyses the results from the patch classification train-
ing stage using the metrics introduced in Section 4.5. As the models from
the patch classification training stage are used as a starting point for seg-
mentation training, these results describe the starting point for the different
segmentation models. Table 5.1 shows the labeling scheme for the models in
the reported results.

Abbreviation Training method

S Supervised
S-MT Supervised Mean Teacher (student)

S-MT-T Supervised Mean Teacher (teacher)
SS-MT Semi-supervised Mean Teacher (student)

SS-MT-T Semi-supervised Mean Teacher (teacher)

Table 5.1: Used model abbreviations in the reported patch material classifi-
cation results.
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5.1.1 Training and Validation Set Performance

The training and validation curves from Figure 5.1 show that the supervised
model demonstrates the best performance in all of the training and validation
metrics, followed by the semi-supervised Mean Teacher (SS-MT-T) model.
The large difference in the training loss between the supervised and the Mean
Teacher models is partly explained by the additional consistency cost com-
ponent of the Mean Teacher models. This means that the training loss is not
directly comparable between the supervised baseline and the Mean Teacher
models. The training loss clearly diverges very early and the divergence ap-
pears to match with the Mean Teacher consistency cost component ramp-up
period shown in Figure 5.2. Overall the training and validation results of all
the models are very similar and none of the models show significant signs of
overfitting to the training data.

Figure 5.1: The training and validation metrics from the patch classification
training. The training metrics are not available for the teacher models as
the teacher models are not trained using the optimizer. Because the training
and validation set were balanced to contain the same number of samples from
each class accuracy is the same as mean per-class accuracy.

The Mean Teacher models converge at around epoch 50, but the super-
vised model continues improving throughout the whole training process. The



CHAPTER 5. RESULTS 87

Figure 5.2: Mean Teacher consistency cost coefficient (MT CCC) ramp-up
during training with 26839 steps per epoch. The exact ramp-up function was
presented in Section 4.4.1.

smoothing effect of the exponential moving averaging is clearly visible in both
of the teacher models’ validation metrics. As expected, the teacher models
also perform consistently better compared to the respective student models.
The semi-supervised Mean Teacher model shows slightly better performance
over the supervised Mean Teacher model until epoch 50, after which the
models converge to similar values. Inspection of the training logs did not
reveal any clear reason for the slight decrease in the semi-supervised model’s
performance.

5.1.2 Test Set Performance

From each model type the weights corresponding to the best validation ac-
curacy were selected as an initialisation for the next stage of training and
for evaluation against the test set. For the Mean Teacher models the stu-
dent and teacher weights were selected from the same epoch where either the
student or the teacher model reached the best overall validation accuracy.
Table 5.2 shows the best validation accuracy and the corresponding epoch
for each model type. Table 5.3 lists the test set evaluation results of the
selected models for each model type.

The test set results show the same pattern as the validation and train-
ing metrics: The supervised model performs the best followed by the semi-
supervised Mean Teacher model. The teacher models from both of the Mean
Teacher models also outperform their respective student model counterparts.
The MPCA of the supervised model, 77.80%, is very close to the patch clas-
sification MPCA, 79.6%, reported by Bell et al. [9] using a similar class
balanced training set. The differences in the test set metrics between teacher
student models is similar in both of the Mean Teacher runs, which suggests
that the teacher - student dynamic is similar with or without unlabeled sam-
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Model Val. accuracy Epoch

S 78.90% 97
S-MT 73.60% 96

S-MT-T 74.53% 95
SS-MT 74.56% 60

SS-MT-T 75.25% 72

Table 5.2: Best validation accuracy reached and the corresponding epoch
index for each model. Because the validation set was class balanced accuracy
and MPCA are the same. Best validation accuracy across models is marked
in bold.

Model Epoch evaluated Loss Accuracy MPCA

S 97 0.8794994 73.27% 77.80%
S-MT 95 1.1467293 68.00% 70.20%

S-MT-T 95 1.0529499 70.88% 73.59%
SS-MT 72 1.1009994 69.14% 71.76%

SS-MT-T 72 1.0173522 72.17% 74.50%

Table 5.3: Test set evaluation results for patch material classification. Best
value for each metric across models is marked in bold.

ples. As the only difference between the training runs of the S-MT and SS-
MT runs are the extra unlabeled samples, the slightly higher accuracy and
MPCA of the SS-MT models is attributable to the unlabeled data. How-
ever, because the semi-supervised model performs worse than the supervised
model there are no large scale benefits to using the Mean Teacher method
and the additional unlabeled data for the patch classification task.

The difference in the overall accuracy between the semi-supervised Mean
Teacher model (SS-MT-T) and the supervised model (S) is small, 1.1%, com-
pared to the difference in the MPCA of 3.3% on the test set. The class-wise
accuracies, shown in Figure 5.4, and class-wise False Discovery Rates, shown
in Figure 5.5, reveal some patterns between the supervised model and the
teacher models. Both of the teacher models have significantly worse ac-
curacies for wallpaper and mirror, but perform better than the supervised
baseline in glass. The full confusion matrices from the testing run, shown in
Appendix C.1, reveal that the supervised model suffers from misclassifying
mirror samples as glass, classifying 23% of all glass samples as mirror. The
teacher models seem to have overcome this problem. However, the improved
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accuracy of glass is in part explained by the increased number of false posi-
tives from other classes, showing up as increased FDR values, which suggests
that the models are statistically more likely to predict glass instead of having
learned significantly better features to recognise glass.

Class S S-MT S-MT-T SS-MT SS-MT-T

Brick 80.63% 61.47% 76.60% 76.93% 75.76%

Carpet 79.70% 84.64% 80.16% 72.39% 74.91%

Ceramic 74.27% 61.12% 62.24% 64.13% 71.13%

Other 82.64% 77.13% 78.35% 76.59% 77.81%

Fabric 56.38% 56.84% 57.00% 69.68% 57.13%

Foliage 88.04% 91.30% 91.82% 90.88% 92.13%

Food 86.72% 84.69% 87.03% 87.25% 85.71%

Glass 50.13% 58.44% 58.06% 52.91% 64.89%

Polished stone 79.41% 65.38% 75.87% 71.43% 75.54%

Stone 70.70% 68.76% 68.13% 68.60% 68.19%

Hair 88.77% 93.73% 91.84% 92.69% 91.91%

Leather 86.07% 75.29% 82.30% 80.02% 82.76%

Metal 70.79% 60.55% 64.36% 55.38% 64.72%

Mirror 82.38% 55.14% 62.64% 61.57% 62.78%

Painted 77.12% 71.60% 71.32% 63.41% 68.79%

Paper 69.61% 66.58% 64.87% 55.34% 62.33%

Plastic 49.96% 57.08% 53.48% 45.69% 52.42%

Skin 92.11% 80.59% 86.01% 86.34% 87.76%

Sky 96.97% 89.67% 85.43% 94.65% 93.98%

Tile 76.71% 55.13% 68.43% 58.68% 63.82%

Wallpaper 84.43% 54.42% 65.89% 68.44% 71.41%

Water 95.11% 77.05% 87.65% 87.97% 89.35%

Wood 70.79% 68.03% 73.03% 69.43% 78.24%

Avg. 77.80% 70.20% 73.59% 71.76% 74.50%

Table 5.4: Class-wise accuracies on the patch material classification test set.
Best value for each class is marked in bold.

The worse performance of the Mean Teacher methods might suggest that
the chosen input data augmentations and noise used with the teacher models
might be poor for the patch dataset. The slight spatial translations used as
data augmentation for the teacher model input images move the center pixel
of the patch, which could explain the worse performance. Moving the center
pixel of the patch can in some cases result in the change of target material,
potentially resulting in bad teacher generated targets for the student model.
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Class S S-MT S-MT-T SS-MT SS-MT-T

Brick 0.14 0.09 0.17 0.18 0.14

Carpet 0.19 0.45 0.29 0.25 0.22

Ceramic 0.31 0.31 0.29 0.37 0.33

Other 0.17 0.23 0.14 0.12 0.11

Fabric 0.27 0.54 0.54 0.65 0.47

Foliage 0.06 0.24 0.16 0.13 0.12

Food 0.19 0.29 0.29 0.30 0.20

Glass 0.14 0.26 0.21 0.17 0.26

Polished stone 0.16 0.12 0.19 0.17 0.20

Stone 0.31 0.37 0.31 0.33 0.29

Hair 0.04 0.27 0.14 0.11 0.10

Leather 0.18 0.23 0.28 0.35 0.26

Metal 0.34 0.37 0.36 0.33 0.39

Mirror 0.43 0.17 0.23 0.25 0.19

Painted 0.25 0.31 0.29 0.26 0.28

Paper 0.21 0.34 0.24 0.14 0.18

Plastic 0.41 0.59 0.52 0.49 0.50

Skin 0.13 0.17 0.16 0.14 0.14

Sky 0.05 0.04 0.03 0.05 0.04

Tile 0.29 0.20 0.29 0.27 0.30

Wallpaper 0.22 0.13 0.16 0.24 0.20

Water 0.26 0.06 0.13 0.13 0.13

Wood 0.23 0.46 0.43 0.49 0.54

Avg. 0.22 0.27 0.25 0.26 0.24

Table 5.5: Class-wise False Discovery Rates (FDR) on the patch material
classification test set. High values imply that the class has many false pos-
itives from other classes. The values were calculated from class-wise nor-
malised test set confusion matrices to counter effects of the high class imbal-
ances. Best value for each class is marked in bold.

We would expect this to present it self as worse recognition of classes typically
appearing in small details of the input images such as metal (taps) and
ceramic (pottery), which are very easily moved out of the patch center even
due to small translations. This is indeed observable when comparing the
class accuracies of metal and ceramic material classes of the Mean Teacher
models with the supervised model on the test set as shown in Figure 5.6.

The effect of unlabeled data on the class balancing of the samples should
also be considered. Bell et al. [9], investigated the effects of class balancing
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Model Ceramic Metal

S 74.27% 70.79%
S-MT 61.12% 60.55%

S-MT-T 62.24% 64.36%
SS-MT 64.13% 55.38%

SS-MT-T 71.13% 64.72%

Table 5.6: Test set accuracies of ceramic and metal, which typically appear
in small details of the input images.

the dataset and found that using a class balanced dataset is more efficient
than using a dataset with high class imbalances. During training, the class
imbalance of the labeled samples was solved by creating a subset of the
full MINC dataset with an equal number of samples from each class for the
training and validation sets. However, the unlabeled data was sampled using
random crops and thus the materials appearing in the unlabeled samples is
not class balanced.

Considering that the unlabeled samples are drawn from images of indoor
images, common indoor materials covering large areas, such as painted, wood
and fabric, are likely over-represented in the unlabeled patches. Receiving a
disproportionately large number of samples from the most common classes
is likely to result to the model predicting those classes more over others, re-
sulting in increased number of false positives. The SS-MT-T model shows
a significant increase in the number of false positives for fabric and wood
compared to the supervised baseline. This indeed suggests that the model
has become more biased towards predicting those classes instead of learning
improved discriminative features describing the classes. Previous research by
Tarvainen et al. [117] using the Mean Teacher method might not have encoun-
tered this class imbalance problem if the unlabeled data in the experiments
was set aside from a well class balanced datasets. Investigating the effects of
class imbalances with the Mean Teacher method leaves an interesting avenue
for future research.
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5.2 Full-scene Material Segmentation

This section lists and analyses the performance of the models on the segmen-
tation task. The first subsection analyses the model performance based on
the quantitative metrics introduced in Section 4.5. The second section con-
centrates on analysing the model performance on a more subjective qualita-
tive basis and visually compares the segmentations produced by the models.
Table 5.7 shows the labeling scheme for the models in the reported results.

Abbreviation Training method

S Supervised
S-MT Supervised Mean Teacher (student)

S-MT-T Supervised Mean Teacher (teacher)
SS-MT Semi-supervised Mean Teacher (student)

SS-MT-T Semi-supervised Mean Teacher (teacher)
SS-SP Semi-supervised Superpixel

SS-MT-SP Semi-supervised Mean Teacher Superpixel (student)
SS-MT-SP-T Semi-supervised Mean Teacher Superpixel (teacher)

Table 5.7: Used model abbreviations in the reported segmentation results.

5.2.1 Quantitative Comparison of Training and Vali-
dation Set Performance

The training metrics in Figure 5.3 demonstrate that all of the models keep
improving on the training set until the final epochs. All of the models demon-
strate very rapid improvement during the first 10 epochs, likely a consequence
of the long patch material classification pre-training stage. The training met-
rics of the semi-supervised models shows a sharp increase in the training loss
that coincides with the ramp-up of the unlabeled cost components shown in
Figure 5.4. The dynamic between the non Mean Teacher models and Mean
Teacher models shows a similar pattern to patch material classification: the
supervised and semi-supervised superpixel models show better performance
on the training set than the Mean Teacher models.

The slight decrease of the Mean Teacher models in the training and val-
idation metrics coincides with the ramp down of the Gaussian noise in the
data augmentation around epoch 95 as described in Section 4.4. This sug-
gests that the Gaussian noise was important to the Mean Teacher training
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dynamic as the supervised and semi-supervised superpixel models do not ex-
perience the same effect. In the previous Mean Teacher method experiments,
Tarvainen et al. [117] suggested that either input augmentation or dropout
is necessary for passable performance. The fact that the model performance
of the Mean Teacher model decreased during the final 5 epochs suggests that
the Spatial Dropout used in both the student and the teacher MENet models
was not a sufficient source of noise after the amount of Gaussian noise was
reduced.

The training metrics form very smooth curves, demonstrating only small
variance between consecutive epochs. All of the validation metrics, on the
other hand, demonstrate very large variations between consecutive epochs.
Patch classification validation metrics did not demonstrate the same effect.
Inspection of the validation data confusion matrices matching with the largest
variations did not reveal any clear patterns between the different high vari-
ance epochs: the models seem to experience an overall loss in accuracy of vast
majority of the material classes. One possible explanation to the smoothness
of the training metrics as opposed to the varying validation metrics is the dif-
ference between the training and validation data. The training data consists
of targeted crops, while the validation data consists of full-scene images al-
ways resized and padded to the homogeneous size of 1024×1024 pixels. The
validation set also has large class imbalances, which means that decreases in
the accuracy of the most common classes reflects very sharply on the over-
all validation accuracy. This also explains why the validation MPCA shows
smaller peaks.

The smoothing effect of the EMA weighting scheme is clearly visible in the
validation metrics of the Mean Teacher teacher models, which show smoother
variation across epochs than the other models. The top performance of the
models in terms of validation accuracy is very similar, but MPCA and MIoU
show differences between the models. The teacher models S-MT-T, SS-MT-
T and SS-MT-SP-T models clearly move above the other models on the
validation metrics excluding a few irregular peaks. This is also clearly visible
in Table 5.8 showing the average differences of the training and validation
metrics with respect to the supervised baseline. Overall, on average all of the
models using unlabeled data outperform the supervised baseline. However,
on average the semi-supervised superpixel model performs worse than the
Mean Teacher model with only labeled samples on the validation set. The
fact that the models with the semi-supervised Mean Teacher components
outperform both the supervised baseline and the supervised Mean Teacher
models suggests that the Mean Teacher method manages to leverage the
unlabeled samples for improved segmentation performance.
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Figure 5.3: Training and validation metrics from the segmentation training.
The training metrics are not available for the teacher models because the
teacher models are not trained using the optimizer.
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(a) (b)

Figure 5.4: (a) Mean Teacher consistency cost coefficient (MT CCC) and (b)
superpixel consistency cost coefficient (SCCC) ramp-ups during segmenta-
tion training with 12926 steps per epoch. The exact ramp-up functions were
presented in Sections 4.4.1 and 4.4.2 respectively.

Training
Model Loss Accuracy MPCA MIoU

S-MT 0.168 -7.45% -8.27% -7.35%
SS-MT 0.127 -3.07% -3.35% -2.14%
SS-SP 0.049 0.35% 0.26% 0.64%

SS-MT-SP 0.177 -4.12% -4.77% -3.49%
Validation

Model Loss Accuracy MPCA MIoU

S-MT -0.002 1.82% 2.16% 2.46%
S-MT-T -0.015 5.55% 6.72% 5.56%
SS-MT -0.016 3.03% 5.68% 4.92%

SS-MT-T -0.025 5.57% 9.42% 7.89%
SS-SP -0.001 1.13% 2.98% 2.65%

SS-MT-SP -0.004 1.10% 3.56% 3.02%
SS-MT-SP-T -0.016 4.65% 7.78% 6.43%

Table 5.8: Average difference in the training and validation metrics during
the 100 epochs of training with respect to the supervised baseline. Best value
for each metric is marked in bold.
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5.2.2 Quantitative Comparison of Test Set Performance

Similar to patch classification evaluation, we selected the models with the
best validation MPCA and evaluated the models using the test set. For the
Mean Teacher models the student and teacher weights were selected from the
same epoch where either one of the models reached the best overall validation
MPCA. Table 5.9 lists the epochs where the models reached the best results
on the different validation metrics. The test set runs were performed using
full images with smaller dimension of 1024 pixels. Unlike the validation
samples the test set samples were not padded to a homogeneous shape, which
is why each test set sample was evaluated separately. Table 5.10 lists the
test set evaluation results of the selected models for each model type. Full
confusion matrices for the test set evaluations are listed in Appendix C.2.

Model Val. accuracy Val. MPCA Val. MIoU
Value Epoch Value Epoch Value Epoch

S 70.89% 55 60.61% 42 39.21% 82
S-MT 68.45% 83 58.10% 88 39.39% 55

S-MT-T 68.15% 79 59.69% 91 40.89% 90
SS-MT 68.87% 83 61.84% 38 42.03% 81

SS-MT-T 68.02% 89 62.35% 65 42.25% 84
SS-SP 69.82% 96 61.65% 94 40.23% 64

SS-MT-SP 67.55% 69 61.17% 70 39.55% 90
SS-MT-SP-T 67.11% 90 61.16% 88 41.12% 93

Table 5.9: Best validation metrics reached and the corresponding epoch index
for each model. Best value for each metric is marked in bold.

In general, the MPCA on the test set is in line with the validation MPCA
results. All of the models are within 7% of each other in all of the metrics,
which suggests that there are no dramatic differences between the models.
The teacher models outperform all the other models especially in terms of
MIoU. As the difference over the supervised baseline is not as great in terms
of MPCA as MIoU for the teacher models, which points towards a decreased
number of false positives than increased number of true positives in multiple
classes. SS-MT-T reaches the best performance in terms of MPCA and
MIoU beating both the supervised baseline and the supervised Mean Teacher
model. The most significant improvement is in terms of MIoU where the
SS-MT-T beats the supervised baseline by 3.72%. The fact that the semi-
supervised Mean Teacher model beats both the supervised baseline and the
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Model Epoch evaluated Loss Accuracy MPCA MIoU

S 42 0.2484990 65.35% 61.40% 33.71%
S-MT 91 0.2906381 61.48% 54.88% 31.91%

S-MT-T 91 0.2537563 67.36% 60.25% 36.99%
SS-MT 65 0.2884378 61.54% 56.92% 31.13%

SS-MT-T 65 0.2426254 66.99% 61.58% 37.43%
SS-SP 94 0.2550179 65.89% 60.69% 33.40%

SS-MT-SP 70 0.2918786 61.15% 61.07% 33.90%
SS-MT-SP-T 70 0.2565316 66.45% 60.15% 37.07%

Table 5.10: Test set evaluation results for full-scene material segmentation.
Best value for each metric is marked in bold.

supervised Mean Teacher model on the class balanced MPCA and MIoU
metrics suggests that the Mean Teacher method benefits from the additional
unlabeled samples. S-MT-T reaches the best overall accuracy, but not the
best MPCA. The difference in accuracy with respect to SS-MT-T is at least
partly explained by S-MT-T’s better accuracy in fabric and tile, which are
classes with a large number of samples.

The semi-supervised superpixel model performs very similarly to the su-
pervised baseline and all of the test set metrics are within 1% of each other.
Based on these metrics, the superpixel model seems unable to benefit from
the unlabeled data. The SS-MT-SP-T model shows very similar performance
to the SS-MT-T model in terms of accuracy and MIoU. The fact that the SS-
MT-SP-T outperforms SS-SP shows that the Mean Teacher training dynamic
is able to improve the semi-supervised superpixel model. However, this data
does not provide information on whether the improvement is more due to
ensembling the models using the EMA weights or the additional consistency
cost component.

The class-wise IoU results shown in Table 5.13 confirm that the teacher
models outperform the other models in terms of IoU in majority of the ma-
terial classes. Examination of the raw confusion matrices from the test set
evaluation reveals that the teacher models have less false positives in most of
the material classes, however the number of false positives in few key classes
such as leather, glass and wood is significantly increased. Table 5.11 shows
the difference in the number of false positives compared to the supervised
baseline. Because the decrease in false positives is observable in all of the
teacher models including the supervised Mean Teacher model the effect is
likely attributable to the ensembling achieved through the exponential mov-
ing averaging of the student model weights. The EMA smooths the model
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weights and thus the learned model features. It appears that this smoothing
is beneficial to most of the classes, but harmful to others. The smoothing
appears to be particularly harmful for leather and wood, which might be ex-
plained by their highly varying appearances and similar fine-grained surface
texture.

S-MT S-MT-T SS-MT SS-MT-T SS-SP SS-MT-SP SS-MT-SP-T

11.17% −5.81% 11% −4.73% −1.56% 12.13% −3.17%

Table 5.11: Percentage difference in the total number of false positives on the
test set compared to the supervised baseline. Values < 0 represent decreased
number of false positives compared to the supervised baseline.

A more detailed inspection of the class-wise metrics for the models reveals
some patterns. Table 5.12 shows that other and plastic classes demonstrate
accuracies significantly worse than the average class accuracy in all of the
trained models. The classes also demonstrate a higher than average False
Discovery Rate on all of the trained models indicating that the classes receive
many false positives from other classes. Because all of the trained models
are bad at recognising these classes the information points towards a possible
problem with the dataset. It is also possible that discriminative features for
these classes are significantly harder to learn than the other classes for the
trained network architecture. The other class is in general a class where
Bell et al. [9] combined multiple very small material classes from the original
OpenSurfaces [8] dataset. Since the class is a combination of many other
classes with varying appearances it is probably difficult to learn features
describing all of the different material appearances. Because the other class
also has a large number of false positives from other classes, shown by the
high FDR value in Table 5.14, it would be interesting to investigate the effects
of leaving out the class from the dataset on MPCA of the models.

Leather is an interesting outlier, which shows a significantly worse accu-
racy with the supervised model compared to the others. The full confusion
matrices in Appendix C.2 show that the bad accuracy is mostly due to con-
fusion with fabric as 44% of all leather samples are mistakenly classified as
fabric. The confusion is most likely explained by the fact that leather and
fabric both often occur in sofas in the images and both have highly varying
colors. However, especially the semi-supervised models seem to mitigate this
confusion, and are able to demonstrate better accuracies for the leather class.
Glass and mirror show a similar dynamic as the supervised model confuses
11% of glass samples as mirror, but the effect is mitigated in all of the other
models. While the supervised model has worse accuracy in glass compared to
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the other models, the other models have worse accuracy in mirror compared
to the supervised model. Table 5.14 shows that the increased accuracy is
always coupled with an increased number of false positives.

Class S S-MT S-MT-T SS-MT SS-MT-T SS-SP SS-MT-SP SS-MT-SP-T

Brick 58.81% 39.19% 54.93% 51.47% 57.68% 52.34% 58.08% 55.29%
Carpet 66.70% 64.48% 63.62% 50.36% 67.97% 60.14% 66.68% 69.60%

Ceramic 61.01% 57.78% 62.37% 57.39% 63.17% 51.55% 59.21% 63.13%
Other 29.62% 18.53% 21.75% 19.49% 26.60% 23.53% 15.38% 25.64%
Fabric 67.43% 57.86% 65.47% 54.30% 55.11% 58.19% 37.79% 54.06%
Foliage 69.21% 61.61% 75.15% 75.01% 68.18% 58.16% 78.00% 67.19%
Food 81.14% 76.00% 81.40% 60.17% 86.12% 87.18% 79.48% 86.08%
Glass 40.31% 50.39% 51.44% 56.52% 54.45% 57.51% 58.96% 51.06%

Polished stone 47.70% 42.27% 42.42% 43.82% 46.47% 52.71% 51.64% 44.47%
Stone 49.95% 3.12% 40.72% 59.49% 61.07% 30.42% 67.17% 61.50%
Hair 77.06% 75.97% 77.29% 79.71% 79.97% 77.78% 83.35% 80.59%

Leather 25.56% 47.50% 41.03% 53.92% 54.53% 67.83% 57.06% 59.35%
Metal 52.53% 45.10% 57.47% 55.13% 58.30% 62.08% 41.11% 57.58%
Mirror 55.31% 25.83% 40.76% 30.22% 38.07% 44.90% 45.89% 29.92%
Painted 72.91% 70.18% 77.61% 65.27% 77.27% 74.36% 68.81% 76.84%
Paper 65.42% 64.26% 53.42% 40.30% 48.95% 52.85% 53.38% 45.47%
Plastic 37.71% 34.43% 30.84% 37.55% 29.87% 29.98% 27.60% 27.30%
Skin 86.92% 91.31% 89.17% 87.46% 89.42% 88.25% 86.94% 88.87%
Sky 88.72% 95.51% 91.89% 62.20% 79.43% 91.91% 87.94% 67.34%
Tile 63.34% 61.96% 63.43% 62.38% 58.67% 64.10% 61.74% 59.29%

Wallpaper 54.79% 50.96% 53.53% 37.32% 48.03% 63.98% 51.75% 47.14%
Water 89.49% 58.05% 75.27% 92.60% 88.85% 72.62% 89.15% 87.90%
Wood 70.46% 70.05% 74.78% 77.05% 78.21% 73.43% 77.58% 77.84%

Avg. 61.39% 54.88% 60.25% 56.92% 61.58% 60.69% 61.07% 60.15%

Table 5.12: Class-wise accuracies on the full-scene material segmentation test
set. Best value for each class is marked in bold.

The class-wise FDR values in Table 5.14 clearly show that certain classes
cause more false positives from multiple other classes than others. Classes
such as fabric, other, metal and wood all have a high number of false positives,
receiving significant percentages of samples from multiple other classes as
false positives. This in effect causes the high FDR value classes to cannibalise
other classes, decreasing the performance of the model. Since the same effect
can be observed across the different models for the same classes, the problem
is likely related to a shared property such as the neural network architecture
or the dataset. A model with more parameters might be able to learn more
complex features for describing the classes to mitigate the effect. Also, re-
designing the class structure of the dataset by combining or removing classes,
such as other, might also prove to be an effective mitigation strategy.

The segmentation training used class balancing weights, described in Ap-
pendix B.3, to mitigate the effects of the class imbalance problem in the
segment training set. To investigate the relationship between the used class
balancing weights and final class accuracy on the test set we calculated the
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Class S S-MT S-MT-T SS-MT SS-MT-T SS-SP SS-MT-SP SS-MT-SP-T

Brick 34.46% 35.49% 39.28% 37.71% 37.66% 40.10% 38.19% 39.35%

Carpet 52.72% 44.17% 48.62% 44.40% 51.65% 51.79% 47.44% 49.74%

Ceramic 28.71% 28.13% 31.50% 26.71% 32.49% 32.15% 34.82% 33.60%

Other 8.38% 8.00% 9.89% 9.94% 11.24% 9.35% 8.37% 10.16%

Fabric 52.31% 44.62% 52.80% 46.34% 49.02% 50.09% 35.68% 47.91%

Foliage 10.81% 14.03% 14.28% 4.47% 9.97% 6.50% 6.13% 12.38%

Food 57.62% 59.27% 61.60% 49.38% 62.34% 50.43% 65.73% 62.95%

Glass 34.01% 31.79% 35.58% 33.81% 37.51% 33.89% 31.94% 36.62%

Polished stone 32.11% 27.95% 31.72% 27.33% 32.76% 32.74% 27.97% 30.89%

Stone 24.22% 2.94% 22.91% 19.47% 25.99% 18.06% 20.43% 25.06%

Hair 40.22% 42.83% 58.23% 58.23% 61.99% 65.66% 56.68% 61.16%

Leather 20.72% 9.45% 16.65% 16.90% 17.92% 15.63% 19.18% 20.18%

Metal 37.31% 31.07% 37.82% 33.36% 38.71% 34.98% 31.78% 37.23%

Mirror 6.05% 6.79% 8.37% 7.09% 9.05% 8.88% 4.78% 7.31%

Painted 67.43% 64.59% 69.58% 61.36% 68.94% 68.01% 62.95% 68.58%

Paper 11.29% 9.06% 14.95% 20.35% 19.26% 19.06% 16.07% 20.71%

Plastic 14.16% 13.36% 13.55% 13.39% 15.84% 16.23% 13.13% 14.33%

Skin 29.87% 15.81% 27.58% 36.07% 40.20% 37.40% 49.80% 41.22%

Sky 40.78% 61.72% 63.94% 25.35% 49.70% 19.72% 46.24% 49.05%

Tile 51.69% 49.23% 52.14% 48.34% 50.23% 53.47% 48.67% 49.98%

Wallpaper 23.34% 30.06% 30.57% 30.69% 32.88% 30.09% 26.29% 29.66%

Water 36.73% 48.87% 49.38% 11.12% 48.13% 26.00% 33.52% 47.41%

Wood 60.48% 54.68% 59.97% 54.11% 57.29% 61.74% 53.98% 57.22%

Avg. 33.71% 31.91% 37.00% 31.13% 37.43% 34.00% 33.90% 37.07%

Table 5.13: Class-wise intersection over union (IoU) on the full-scene material
segmentation test set. Best value for each class is marked in bold.

correlation between the test set class accuracy and the used class weights.
The results for each training run are reported in Table 5.15. The correlation
of the class weights is moderately negative for every model, which means
that the classes with the higher class weight values have lower accuracies on
the test set. This can be interpreted as the chosen class balancing weight
scheme being unable to entirely compensate for the class imbalances during
training. Therefore, a more aggressive class weighting scheme might yield
better results for the classes with lower accuracies.
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Class S S-MT S-MT-T SS-MT SS-MT-T SS-SP SS-MT-SP SS-MT-SP-T

Brick 0.21 0.09 0.18 0.16 0.23 0.14 0.19 0.18

Carpet 0.33 0.48 0.40 0.25 0.33 0.26 0.38 0.38

Ceramic 0.40 0.38 0.39 0.45 0.40 0.37 0.37 0.40

Other 0.69 0.60 0.51 0.50 0.51 0.57 0.45 0.54

Fabric 0.70 0.73 0.69 0.66 0.63 0.61 0.54 0.63

Foliage 0.07 0.08 0.07 0.19 0.09 0.15 0.14 0.07

Food 0.24 0.18 0.20 0.25 0.23 0.41 0.15 0.25

Glass 0.37 0.64 0.57 0.60 0.57 0.62 0.62 0.54

Polished stone 0.36 0.48 0.34 0.42 0.33 0.40 0.46 0.35

Stone 0.42 0.64 0.45 0.53 0.45 0.46 0.54 0.46

Hair 0.15 0.10 0.06 0.07 0.05 0.03 0.09 0.06

Leather 0.09 0.46 0.25 0.25 0.24 0.33 0.22 0.22

Metal 0.52 0.63 0.60 0.61 0.58 0.66 0.55 0.60

Mirror 0.40 0.30 0.30 0.23 0.24 0.30 0.39 0.32

Painted 0.48 0.50 0.54 0.46 0.56 0.51 0.53 0.60

Paper 0.45 0.51 0.38 0.23 0.30 0.27 0.36 0.25

Plastic 0.57 0.64 0.58 0.62 0.47 0.52 0.53 0.51

Skin 0.18 0.38 0.26 0.14 0.12 0.17 0.10 0.14

Sky 0.02 0.01 0.03 0.01 0.01 0.15 0.02 0.01

Tile 0.44 0.49 0.46 0.49 0.39 0.42 0.47 0.43

Wallpaper 0.19 0.18 0.17 0.06 0.11 0.22 0.19 0.13

Water 0.15 0.03 0.06 0.44 0.19 0.14 0.15 0.21

Wood 0.53 0.65 0.60 0.69 0.66 0.53 0.68 0.67

Avg. 0.35 0.40 0.35 0.36 0.33 0.36 0.35 0.35

Table 5.14: Class-wise False Discovery Rates (FDR) on the full-scene ma-
terial segmentation test set. High values imply that the class has many
false positives from other classes. The values were calculated from class-wise
normalised test set confusion matrices to counter effects of the high class
imbalances. Best value for each class is marked in bold.

S S-MT S-MT-T SS-MT SS-MT-T SS-SP SS-MT-SP SS-MT-SP-T

−0.254 −0.036 −0.221 −0.181 −0.303 −0.311 −0.275 −0.292

Table 5.15: Pearson Correlation Coefficient (PCC) values measuring the lin-
ear correlation between class balancing weight values and class accuracies.
The correlation coefficients receive a value between [−1, 1], where 1 implies
total positive linear correlation, 0 implies no correlation and −1 is total neg-
ative linear correlation.
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5.2.3 Qualitative Comparison

The following section provides qualitative comparisons between the trained
models. Unless explicitly otherwise mentioned, the segmentation images in
this section are produced using the model weights evaluated on the test
set described in Table 5.10. For the Mean Teacher models only the model,
teacher or student, with the best test set MPCA is included in the compar-
isons in order to scope the number of comparisons. The student and the
teacher model represent the results from the same training run, which justi-
fies selecting the best model from the two for qualitative comparison between
the different learning methods. For consistency of notation we will continue
to use the postfix −T for the used teacher models. As the images presented
in this section represent only a extremely small fraction of the total test set,
overinterpretation with respect to classification accuracy should be avoided.
Instead, the analysis will focus on general patterns across the images.

Figure 5.5 shows example segmentations produced by the models on sev-
eral different test set images. In general, all of the models are better at
segmenting big material regions rather than very small details such as win-
dow frames. All of the models seem to perform well on painted, skin and
hair classes, which also appeared as high accuracy classes in Table 5.12.
Classes such as wood, glass, metal and mirror tend to produce many false
positives in the segmented images, which was also reflected in the quantita-
tive FDR results in Table 5.14. Based on the segmentations and the FDR
values the semi-supervised models struggle more with false positives in these
classes than the supervised baseline. The models appear to be extra prone
to false positives in glass and mirror in areas, which can be perceived to have
some kinds of rectangular frames around it. This works well for windows,
TV screens and framed photographs on the walls, but fails in cases such as
shelves and banisters. All of the models show some level of sensitivity to-
wards high intensity changes due to shadows or light from a window causing
material class to change within a single material region. This can be ob-
served, for example, in the image where the ceiling fan casts a shadow on the
wall and in the image where sun shines through a window to a wooden floor.
The semi-supervised superpixel model appears to be the least responsive to
these rapid intensity changes.

The supervised model (S) performs best for very small details and is able
to correctly segment small areas from a pillow on the sofa, eye glass lenses and
soap bottle. The supervised model also produces the noisiest segmentations,
showing signs of the small checkerboard pattern discussed in Section 4.2.
The supervised Mean Teacher model (S-MT-T) produces slightly smoother
segmentation borders, but similar to the semi-supervised models S-MT-T
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also appears to be more prone to false positives for glass.
The semi-supervised mean teacher model (SS-MT-T) produces slightly

less noisy images than the supervised baseline. The checkerboard pattern is
not as pervasive in the SS-MT-T segmentations compared to the supervised
baseline. The SS-MT-T segmentations seem to make small gains, for exam-
ple, in more successful segmentation of window frames and better delineation
for fabrics.

The semi-supervised superpixel (SS-SP) and semi-supervised Mean Teacher
superpixel (SS-MT-SP) models clearly stand out from the others with large
and consistent material segmentation areas. The noise, which is present in
the other models, is completely removed and there is no visible checkerboard
pattern in the segmentations. The downside is that the material segmen-
tations tend to overflow across material region boundaries. Also, the delin-
eation of straight horizontal and vertical lines such as the window frames is
significantly worse. Images with a lot of small detail such as the living room
with the TV and the kitchen with many glossy surfaces seem to suffer the
most. In many of the images it appears as if the adjacent areas material
regions tend to easily blend together. This can be witnessed, for example, in
the first image of the first image set with the two sofas and in the first image
of the second image set in the windows and framed photographs.

Figure 5.6 shows segmentations for the same test set images as Figure 5.5,
but uses a similar multi-scale averaging scheme as Bell et al. 5.6 in their seg-
mentation pipeline. The input images are resized to three different scales
[ 1√

2
, 1,
√

2] of the original image size and predictions are produced for each
image scale separately. The predictions are scaled back to the original image
size and averaged to produce the final predictions. The benefits of this ap-
proach are two fold: first the amount of included context around each pixel
changes with different input scales. Bell et al. showed that recognition of cer-
tain material classes benefit from increased context, whereas other materials
improve with additional spatial detail. Secondly, the features learned by the
convolutional layers of the network are not scale invariant, which means that
some features might not respond to the image at the original image scale.

The multi-scale segmentations have slightly smoother borders and re-
duced amount of noise compared to the single scale segmentations. There
are no large differences with respect to the produced classification for ma-
terial regions. This suggests that the models have learned some level of
scale-invariance, possibly due to the input image resizing scheme used dur-
ing training. For the superpixel models the multi-scale approach doesn’t have
many benefits as the single scale segmentations already had smooth borders
and very little noise. Instead, the multi-scale averaging seems to further
exaggerate the overflowing material regions.
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Figure 5.5: Example segmentations from the test set. Each row shows seg-
mentations from the model with the best MPCA. From the top: photos, S,
S-MT-T, SS-MT-T, SS-SP, SS-SP-MT (1/2).
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Figure 5.5: Example segmentations from the test set. Each row shows seg-
mentations from the model with the best MPCA. From the top: photos, S,
S-MT-T, SS-MT-T, SS-SP, SS-SP-MT (2/2).
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Figure 5.6: Example segmentations from the test set using average of predic-
tions from input scales: [ 1√

2
, 1,
√

2]. Each row shows segmentations from the
model with the best MPCA. From the top: photos, S, S-MT-T, SS-MT-T,
SS-SP, SS-SP-MT (1/2).



CHAPTER 5. RESULTS 107

Figure 5.6: Example segmentations from the test set using average of predic-
tions from input scales: [ 1√

2
, 1,
√

2]. Each row shows segmentations from the
model with the best MPCA. From the top: photos, S, S-MT-T, SS-MT-T,
SS-SP, SS-SP-MT (2/2).
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Figure 5.7 shows the top 3 segmentation predictions for a single image
from the test set. The top 1 segmentations representing the predictions with
the highest probability for each pixel show very little noise. In general, the
material regions that are more difficult to classify cause more noise in the
produced segmentations. However, the superpixel models (SS-SP, SS-SP-
MT) clearly stand out from the others as the small salt and pepper type of
noise is absent in all of the top 3 segmentations of the superpixel models.

The superpixel consistency cost works by minimising the gradients within
the probability maps of the superpixels on a per class level. This encourages
the class-wise probabilities within a single superpixel to be as consistent as
possible resulting in increased amount of local consistency not only for the
class with the highest probability but all of the other classes as well. This
is clearly visible in the top 3 segmentations of Figure 5.7 where the amount
of salt and pepper noise increases sharply in the top 2 and top 3 prediction
maps for all models except the ones with the superpixel consistency cost
component.

Although the superpixel method effectively removes the salt and pepper
type of noise from the prediction maps the shape of the consistent regions be-
come increasingly irregular with less probable predictions. This exaggerates
the problem of the segmentation regions crossing material region borders.
The irregular shapes of the segmentation regions is not directly explained by
the segmentation area shapes in the produced Felzenszwalb [29] superpixel
masks. Similar irregular shapes crossing between visually different regions
rarely appear in the produced superpixel segmentations. Sudden segmenta-
tion borders due to sharp intensity changes because of high intensity lighting
or shadows was mitigated by applying adaptive histogram equalisation to the
unlabeled images prior to running the Felzenszwalb segmentation algorithm.
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Figure 5.7: Example of top 3 segmentations of one image in the test set.
Each row shows segmentations from the model with the best MPCA. From
the top: photo, S, S-MT-T, SS-MT-T, SS-SP, SS-SP-MT.



Chapter 6

Discussion

This chapter discusses the results presented in Chapter 5. The chapter starts
by reporting the key findings from the results and continues by positioning
the findings in light of previous research. Section 6.4 discusses the limitations
of the experiments reflecting on the choices made in the experiment setup
and their effects on the received results. The chapter ends by considering
most promising avenues for future research.

6.1 Key Findings

The results presented in Chapter 5 show that additional unlabeled samples
can improve the semantic segmentation results using the semi-supervised
Mean Teacher method (SS-MT-T). The SS-MT-T method outperformed the
supervised baseline (S) and the supervised Mean Teacher (S-MT) methods
both in terms of MPCA and MIoU on the validation and the test set. In addi-
tion, the SS-MT-T method clearly demonstrated more stable learning results
outperforming both the supervised baseline and the supervised Mean Teacher
method by a clear margin on the average validation metrics during training.
These results suggest that the semi-supervised Mean Teacher method is able
to use the unlabeled samples to improve segmentation performance.

The results for the semi-supervised superpixel (SS-SP) and semi-supervised
Mean Teacher superpixel (SS-MT-SP) methods are not as clear cut. Both of
the methods beat the supervised baseline on the average validation metrics,
demonstrating improved stability during training. On the test set both of
the methods perform similarly to the supervised baseline on accuracy and
MPCA, but the SS-MT-SP-T demonstrates a significantly better MIoU on
the test set. The qualitative comparisons presented in Section 5.2.3 revealed
that the superpixel consistency cost component was effective at removing

110
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salt and pepper noise and smoothing borders in the produced segmenta-
tions. However, these benefits are largely outweighted by the reduced ability
to follow material region borders, often resulting in large and irregular seg-
mentation regions. Section 6.2 discusses this discord between the similarity
of the quantitative metrics of the superpixel models with respect to other
models and the highly different qualitative results in more detail.

6.2 Discord Between Quantitative and Qual-

itative Results

The contrast between the similar performance of the superpixel models and
the other models measured on the quantitative metrics and the highly differ-
ent segmentation results highlights a problem with the quantitative metrics
when used with the segment samples from the MINC [9] dataset. Because the
vast majority of the pixels in the segment samples are classified as background
we chose to exclude the background class during training by assigning a zero
weight to the background pixels’ contribution. This causes the network to
never predict pixels to the background class and due to this the background
class pixels are also excluded from the calculation of the quantitative metrics.

Figure 6.1 shows three typical full scene segmentation masks from the
used segments dataset. These segmentation masks underline the sparsity
of segmented material classes within the segmentation masks. Using such
sparsely annotated segmentation masks to evaluate the models, using the
standard semantic segmentation quantitative metrics [118; 30], while ignor-
ing the background pixels is prone to error. High values for accuracy, MPCA
and MIoU can be reached in multiple different ways with very low qual-
ity segmentations. Consider a segmentation mask where a single square of
100 × 100 pixels has been labeled as wood and the rest is labeled as back-
ground. When ignoring the background pixels, from the perspective of the
quantitative metrics classifying all of the image pixels as wood is equally ac-
curate as classifying only the pixels marked in the sparse segmentation mask.
In addition to putting into question the meaningfulness of our quantitative
results, this line of thought also puts into question other semantic segmenta-
tion experiments compared using similar quantitative metrics while ignoring
a background class with a high number of samples.

The semi-supervised superpixel learning method works by encouraging
consistency within the class probability maps of a single superpixel in the
unlabeled samples. The superpixel borders are enforced by masking out
the contributions of the superpixel border pixels. The superpixel method
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Figure 6.1: Typical full-scene segmentations from the dataset. Overall the
scene segmentations are very sparse, often demonstrating only a single ma-
terial class.

implicitly trusts that the supervised learning penalises the creation of overly
large material regions during training through penalising misclassifications
in the labeled samples. However, if the segmentation masks are very sparsely
annotated and the background class is ignored the creation of overly large
material regions is not penalised. This can lead the superpixel consistency
cost to guide the network towards creating overly big material regions. From
the perspective of minimising the training loss, the overly big regions might
in fact be beneficial with such sparsely annotated inputs.

Another possible explanation for the overly big material regions is that
the selected superpixel consistency cost coefficient was simply too high, out-
weighting the cost of misclassification, and thus encouraging consistency over
correct classifications. However, even in this case an abundance of back-
ground class pixels exaggerates the problem, making the MINC segmenta-
tion dataset very challenging. Finding the optimal balance between the loss
components is difficult and likely varies according to the used dataset. Inves-
tigating the minimum weight for the superpixel consistency cost where the
segmentation results still significantly diverge from the supervised baseline
leaves room for future research.
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6.3 Comparison with Previous Research

Applying semi-supervised methods to semantic segmentation is a challenging
task, which has received little attention from the research community. This
can be seen by the volume of research related to weakly-supervised meth-
ods [94; 95; 91; 45; 22; 62] related to semantic segmentation as opposed semi-
supervised methods [114] learning partly from completely unlabeled sam-
ples. This thesis supplements the existing body of semi-supervised semantic
segmentation literature by demonstrating the applicability and benefits of
the semi-supervised Mean Teacher method [117] on a challenging semantic
segmentation task. This thesis also introduces a novel semi-supervised su-
perpixel method, which demonstrates a strong ability to reduce noise and
smoothen borders in the produced segmentations. This thesis investigated
the methods’ ability to improve the performance compared to a fully super-
vised baseline using all the labeled samples. However, additional research is
required to study the effects of the methods using different proportions of
labeled and unlabeled samples.

The results of the semi-supervised Mean Teacher method are similar to
those recently received by Souly et al. [114] using Generative Adversarial Net-
works for semi-supervised learning. Souly et al. also received the most sig-
nificant benefits from the semi-supervised setup in terms of improved MPCA
and MIoU on different datasets. In addition, the semi-supervised segmen-
tation examples from Souly et al. show that the semi-supervised method
clearly prefers creating slightly rounder segmentation borders compared to
the supervised baseline. This is most evident in long horizontal or vertical
borders between segmentation regions. A similar effect is also observable
in the semi-supervised segmentations shown in Section 5.2.3. It is also im-
portant to note that the benefits of the semi-supervised method of Souly et
al. compared to a fully supervised baseline varied depending on the used
dataset, which is also likely the case with our proposed learning methods.

6.4 Limitations of the Experiment

Deep learning experiments are highly sensitive to the numerous used hyper-
parameters involved in the experiments and the experiments carried out in
this thesis are no different. The limited number of hyperparameter experi-
ments shown in Appendix B already demonstrate the possible impact of few
key hyperparameters for the conducted experiments. The selected hyperpa-
rameters might be more beneficial to some of the compared learning methods
over others, but the experiment setup was designed prioritising the compara-
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bility of the different learning methods over reaching state-of-the-art perfor-
mance with any single method. The reported results must be interpreted in
light of the described experiment setup and we acknowledge that even minor
changes, for example to the neural network architecture, the used dataset or
the hyperparameters, are likely lead to different outcomes. Future research
should include testing the learning methods on different datasets and model
architectures and investigate the optimal choice for the hyperparameters.

The quantitative results on the full-scene segmentation test set presented
in Section 5.2.2 are highly affected by the criterion used to select the models
evaluated against the test set. This thesis selected the best model from each
training run according to the best validation MPCA, which produced the
quantitative test set results. However, if a different metric had been used,
such as the final epoch, or the best validation accuracy or MIoU, the results
would have been different. The best MPCA was used to because the metric is
simple and not affected by the class imbalances of the dataset. Also, selecting
the model according to the best metric likely gives a better representation
of the learning method’s potential than an arbitrary epoch. Selecting the
models according to the last epoch also makes distorting the relative results
easier. In the conducted experiments, running the models with the best
validation accuracy or the best validation MIoU optimised the results on the
test set with respect to that metric.

The experiments in this thesis were conducted using personally coded
software consisting of thousands of lines of unreviewed Python code. Despite
our best efforts the software might have bugs either in it’s own source code
or within it’s several dependencies, that might have affected the reported
results. The source code for the software1 is made publicly available for
anyone to review and to promote reproducibility of the received results.

6.5 Future Work

The findings of this thesis open many promising avenues for future work.
Testing the proposed semi-supervised learning methods with other datasets
was left purposefully outside the scope of this thesis, but would provide valu-
able insights regarding the general applicability and benefits of the proposed
methods on the semantic segmentation task. Investigating the learning meth-
ods using different network architectures [47; 55; 41] and key hyperparameter
values, such as the superpixel and Mean Teacher consistency cost coefficients,

1Source code is available at GitHub: https://github.com/jnissin/
semantic-segmentation

https://github.com/jnissin/semantic-segmentation
https://github.com/jnissin/semantic-segmentation
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is also required in order to better understand the limitations posed by the
learning methods as opposed to limitations caused by other factors.

There are likely several means to improve the proposed semi-supervised
superpixel learning method introduced in this thesis. Future work should
include investigating different ways of calculating the superpixel consistency
cost separately for each superpixel using different image entropy functions [101;
64]. Another way of capturing relationships across adjacent pixels within a
superpixel would be to scale down the prediction maps and superpixel seg-
mentations to different smaller resolutions and averaging the results between
different resolutions. Furthermore, this research assumed that superpixel seg-
mentation methods causing significant over-segmentation [121; 120; 2] would
be detrimental to segmentation quality. Investigating use of other superpixel
methods warrants further investigation, especially since our superpixel results
show significant under-segmentation and leaking across material regions.

From the client application perspective optimising the segmentation pipeline
towards real-time segmentation from a video feed is important. Currently,
the segmentation results produced by the network can vary significantly be-
tween consecutive frames because the segmentation results of two consecutive
frames are produced entirely independently. Research into different means
to alleviate this sort of temporal noise is required. One possible solution
is to use traditional filtering methods, such as a Kalman filter or a mov-
ing average, to smooth out the predictions in the temporal dimension. A
more sophisticated approach could be introducing fully convolutional recur-
rent blocks after every encoder block in the network, similar to the approach
used by Chaitanya et al. [15]. However, this approach would require training
the network with labeled video samples instead of image samples.

Detecting the correct material from standard RGB images can be a very
challenging task even for humans capable of considering hints from a compli-
cated global context. Using visual information available outside the visible
spectrum using hyper- or multispectral images might prove beneficial for
material recognition.



Chapter 7

Conclusions

This chapter draws conclusions to the research questions introduced in Sec-
tion 2.2 in light of the results and discussion presented in Chapters 5 and
Chapter 6. The chapter finishes by summarizing the other contributions of
this thesis.

7.1 Segmentation Performance

This thesis aimed to answer whether training with additional unlabeled sam-
ples improve semantic segmentation quality compared to supervised training
when training a DCNN using the tested semi-supervised training methods.
The segmentation performance was evaluated both by quantitative metrics as
well as qualitative analysis of segmentation images produced by the models.

7.1.1 Semi-supervised Mean Teacher Method

The semi-supervised Mean Teacher method [117] achieved the best results in
both MPCA and MIoU outperforming both the supervised baseline as well
as the Mean Teacher method with using only labeled samples. The semi-
supervised method was only outperformed in accuracy by the supervised
Mean Teacher model by a margin of 0.37%. The qualitative comparison
also showed slightly less noise in the segmentations of the semi-supervised
model compared to the supervised baseline. In light of these results, the
Mean Teacher method can improve segmentation quality by using unlabeled
samples. However, the Mean Teacher training setup also brings benefits
without the use of unlabeled data both in terms of accuracy and model
stability during training.

116
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7.1.2 Semi-supervised Superpixel Method

The novel semi-supervised superpixel method introduced in this thesis per-
forms very similarly to the supervised baseline in all three quantitative met-
rics. The validation metrics during training also show similar instability in
the validation metrics as the supervised baseline. However, qualitative com-
parison revealed that the segmentations produced by the superpixel model
are significantly less noisy and have smoother borders. Unfortunately this
was outweighted by the fact that the material regions sometimes leak over
material borders, thus resulting leading to worse overall segmentation qual-
ity. Based on this evidence, the semi-supervised superpixel method does not
improve segmentation quality using unlabeled samples. However, as shown
in Appendix B.5 the method is highly sensitive to hyperparameters, and
as mentioned in Section 6.2, the sparse segmentation masks in the MINC
dataset can be especially challenging for this method. Additional research
is required to accurately determine the full potential of this semi-supervised
training method.

7.1.3 Semi-supervised Mean Teacher Superpixel Method

The combination of the semi-supervised Mean Teacher [117] and superpixel
methods outperforms the supervised baseline by a margin of 1.1% in ac-
curacy, but is 1.25% worse in terms of MPCA on the test set. The most
significant difference is in the MIoU where the combination model outper-
forms the supervised baseline by 3.36%. Qualitative comparison reveals that
the model behaves similar to the semi-supervised superpixel model. Small
noise in the segmentations is almost completely absent and the segmentation
borders are smooth, but sometimes leak outside the material region bor-
ders thus decreasing the segmentation quality. Based on these results, the
combination method clearly has an impact on the segmentation quality, but
it does not present significant improvement over the supervised baseline by
leveraging information in the unlabeled samples. Future research is required
to accurately determine the full potential of the positive qualities presented
by this semi-supervised training method.

7.2 Real-time Semantic Segmentation

In addition to the research questions related to semi-supervised segmentation
performance one goal of this thesis was to answer through literary study
whether there are suitable neural network architectures for running semantic



CHAPTER 7. CONCLUSIONS 118

segmentation of materials at real-time speeds. In order to be useful for
Varjo’s augmented reality applications real-time speeds were defined to be
over 5 frames per second on VGA resolution images of 640×360 pixels using
hardware other than the GPU for inference.

The background research presented in Section 3.3.2 found that ENet [92]
with 0.4M parameters has been previously used for real-time semantic seg-
mentation purposes for example in tasks segmentation tasks related to au-
tonomous driving. ENet only requires 3.8 GFLOPs for an image of 640×360
pixels [16]. New low-power system-on-chip hardware intended for deep learn-
ing and AI acceleration, such as Myriad X and Myriad 2 [81; 80], show per-
formances from 100 GFLOPs up to 1 TFLOPs. Naively considering only
the required GFLOPs, the Myriad 2 and Myriad X hardware are able to run
ENet with real-time speeds.

The MENet used as the neural network architectures in the experiments
of this thesis is a modified version of ENet as discussed in Section 4.2. The
MENet architecture has only 0.376M parameters and was capable of learning
comparable material segmentation accuracy as presented in previous research
using more complex models [9]. Based on this information we can say that
MENet is an architecture capable of real-time semantic segmentation using
modern low-power system-on-chip hardware.

7.3 Other Contributions

In addition to answering the research questions this thesis made several
other contributions. This thesis presented a new neural network architecture
MENet that improves on ENet [92] by enhancing the upsampling process.
The thesis also introduced a novel approach to semi-supervised training of
the semantic segmentation task leveraging unlabeled images and superpix-
els produced by unsupervised segmentation algorithms. This method was
shown to have interesting qualities such as smoothing segmentation borders,
removing noise in the produced segmentations, and encouraging prediction
consistency within different top N prediction maps. The experiments also
validated the suitability of the Mean Teacher [117] semi-supervised training
method to the complex semantic segmentation task. Finally, the analysis
of the experiment results revealed a critical problem related to quantitative
metrics evaluating semantic segmentation performance when using a back-
ground class with a sparsely annotated dataset such as MINC [9].
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Appendix A

Dataset Statistics

This section contains statistics about the subset of the MINC dataset [9]
used for training the different models presented in this thesis. The statistics
are divided into two subsets according to the type of the data: patches and
segments. The background class is excluded from the statistics because it
was not used in the training of the models.

A.1 Patches

132
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(a) Total (b) Training

(c) Validation (d) Test

Figure A.1: Number of patches per-class in the used patch dataset.
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A.2 Segments

(a) Total (b) Training

(c) Validation (d) Test

Figure A.2: Percentage of pixels per-class, excluding background, in the used
segments dataset.
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(a) Total (b) Training

(c) Validation (d) Test

Figure A.3: Number of material samples per class in the used segments
dataset.



Appendix B

Hyperparameter Experiments

B.1 Effects of Patch Pre-training on Segmen-

tation

To investigate the benefits of training the network first using patch samples
and then fine-tuning the network using the segment dataset, two networks
trained with and without using patch training were compared. The network
using patch training was trained for 100 epochs with a subset of the patch
training set containing 1000 samples per class, excluding the background
class. Both of the networks were trained for 100 epochs for segmentation
using a subset of the full segment training set, containing at most 100 samples
per class. Both training runs used Adam optimizer with a learning rate of
5e − 4 after the ramp-up period of 5000 training steps. Validation results
were received using the full segment validation set. Figures B.1, B.2, B.3
show comparison for the pre-trained and non-pre-trained model.

(a) (b)

Figure B.1: Effects of pre-training the model using patch data on segmenta-
tion (a) training loss, (b) validation loss.

Initially the pre-trained model performs worse than the model without
pre-training. However, after the end of the learning rate ramp-up period

136
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(a) (b) (c)

Figure B.2: Effects of pre-training the model using patch data on segmenta-
tion training (a) accuracy, (b) mean per-class accuracy and (c) mean inter-
section over union.

(a) (b) (c)

Figure B.3: Effects of pre-training the model using patch data on segmen-
tation validation (a) accuracy, (b) mean per-class accuracy and (c) mean
intersection over union. Bold lines represent a trailing moving average over
4 epochs.

approximately at epoch 21 the pre-trained model starts performing better
and continues learning longer. In the end, the model using the pre-trained
weights outperforms the non-pre-trained model in all of the validation metrics
by a significant margin.

B.2 Crop Size

Bell et al. [9] analysed the effects of crop size on the model accuracy using
the MINC dataset. In the experiments, patch scale was used to describe
the ratio of the crop dimension to the smaller image dimension with square
crops. Varying the crop size changes the amount of context included in the
material patch. The trade off between small and large patch scales is that
small patches have better spatial resolution, while large patches contain more
contextual information. Bell et al. found that different material classes have
different optimal patch scales. Most classes performed best at patch scales
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of 23.3% and 32%. However, the accuracy of a few classes such as mirror,
wallpaper and sky, benefited from bigger patch scales. Guided by this infor-
mation, a crop size of 336 × 336 pixels from images with smaller dimension
of 1024 pixels was used when training with the patch samples. In order to
get samples across all the best patch scales of different material classes, the
input images were randomly resized to have smaller dimensions of 512, 1024
and 1408 pixels. The images were resized using bilinear interpolation. Using
this setup, the patch samples had patch scales of 65.6%, 32.8% and 23.9%.
When evaluating validation samples a constant crop size of 336× 336 pixels
from images with smaller dimension of 1024 pixels was used.

When training with segment samples the same resizing scheme was used
for the input images, but the segmentation masks were resized using nearest
neighbour interpolation to keep the color values encoding the material class
information constant. Because in their segmentation pipeline, Bell et al. [9],
did not use the segments to train the neural network, it was necessary to
investigate the effects of crop size on the segmentation accuracy. To save
time and resources the experiment was conducted using a small subset of the
segmentation mask training set and evaluated on the full validation set.

The experiment was performed by fine tuning a network pre-trained for
100 epochs with supervised learning using a patch dataset with 1000 samples
per class. During patch training, the network used a crop size of 336 × 336
pixels from images with smaller dimensions of 512, 1024 and 1408 pixels.
The fine-tuning was performed using a subset of the full segment training
set, where each class had a maximum of 100 material samples per class. Ma-
terial classes, which had less than 100 material samples used all the available
material samples. Two networks were trained for 100 epochs using crop sizes
of 336 × 336 pixels and 480 × 480 pixels. Figure B.4 describes the results
measured against the full segmentation validation set. The larger crop size
shows better results in overall accuracy and MIoU.

(a) (b) (c)

Figure B.4: Effects of crop size on validation (a) accuracy, (b) mean per-class
accuracy and (c) mean intersection over union. Bold lines represent a trailing
moving average over 4 epochs.
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Analysis of the material samples shows that the average material sample
bounding box for images with smaller dimension of 1024 pixels has 130236
pixels, which translates to an area of 361 × 361 pixels assuming a square
material region. This suggests that an average material sample bounding
box does not fit within the smaller crop size of 336 × 336 nor leave room
for context. Based on these results, the crop size was increased to 480 ×
480 pixels for the segmentation training. The increased crop size should
be sufficient to mitigate the risk of cropping only single material region.
Inspection of logged material sample crops shows that the crops did indeed
capture material borders, however, due to the sparse segmentation of the
segmentation masks the other material in the crop region is often background.
Figure B.5 shows randomly selected crops from the training set.

Figure B.5: Typical material sample crops logged from the training runs.

B.3 Class Balancing Weights

Bell et al. [9] showed that sampling the MINC dataset in a balanced manner
is important during training. In the training set compiled for the experiments
of this thesis, each class has the same number of patch samples. However,
the segment training set has large class imbalances in terms of both the
number of pixels and in terms of number of material samples. In order to
alleviate the problems due to class imbalances, additional methods of class
balancing were used during the segmentation training. We improved sample
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balances by cycling through material samples of each class and drawing an
equal number of material samples from each class on every epoch. Despite
sampling material samples equally between classes, some material classes,
such as wood and painted, that cover large areas of the input images receive
more pixel samples within the crops than others. At the loss level, each pixel
is treated as an individual sample, which means that some classes are likely
to receive significantly more pixel samples than others. This was found to
bias the model towards predicting the more sampled classes.

In order to alleviate the per-pixel sampling problem, three different meth-
ods of balancing were tested. First attempt was selective attention, which
ensures that each crop region only contained pixel samples of the desired
material. The labels of pixels belonging to any other class than the target
class within the crops were changed to background. This should improve
pixel sample class balancing by preventing pixel samples from more common
classes leaking to crops of more uncommon classes, which was observed in
many samples. However, the method failed to significantly reduce bias to-
wards the more frequent classes. The second attempt was adaptive sampling.
Instead of cycling through material classes, the adaptive sampling drew ma-
terial samples from the classes according to a probability distribution based
on the inverse frequencies of pixel samples seen from the material classes.
Intuitively, this system biases the class sampling of material samples towards
material classes with smaller number of seen pixel samples. This method did
improve the mean per class accuracy, but as a drawback caused the model
to learn more slowly and reach a smaller overall accuracy.

The final tested balancing method was using different class balancing
weights. Class balancing weights are used to scale the contributions of
the class pixel samples within the loss function. This approach has been
previously shown to improve performance in similar semantic segmentation
tasks. [5; 92] From the compared balancing methods, a variant of Median
Frequency Balancing (MFB) [26] weights, combined with equal sampling of
the material samples between classes, was found to be the most effective.

In MFB, the weight for a class [26] is the ratio of the median of class
frequencies computed on the entire training set divided by the class fre-
quency. This leads to classes with more than median number of samples
having weights < 1 and classes with less than a median number of samples
to have weights > 1. Because of using material samples to take targeted crops
from the input images our sampling of the input images is biased. In order
to account for this bias, the material class pixel frequencies were not directly
used to calculate the MFB weights. Instead, an estimate of the average ratio
of material pixels to crop pixels for each class pic ∈ Pc was used



APPENDIX B. HYPERPARAMETER EXPERIMENTS 141

pic =

∑N i
ms

j=0 r
j N

j
mp

Nj
bbp

N i
ms

(B.1)

rj = min{
N j
bbp

Ncp

, 1.0} (B.2)

P̂c =
Pc

‖Pc‖
, (B.3)

where N i
ms is the number of material samples for material class i, N j

bbp is the
number of pixels in the material sample bounding box for material sample j,
N j
mp is the number of material pixels within the material sample j bounding

box, and Ncp is the number of pixels in a crop. The value P̂c is a valid
probability distribution with values between [0, 1] for each material class.
The final MFB weight, wic, for each class c is then given by

wic =
mc

p̂ic
, (B.4)

where mc is the median class probability value from P̂c, and p̂ic ∈ P̂c is the
probability of class i. Table B.1 lists the final class balancing weights used
during the segmentation training of the models.

Background Brick Carpet Ceramic Other Fabric
0 0.78047 0.66450 1.62610 1.36441 0.91660
Foliage Food Glass Polished stone Stone Hair
1.81575 1.16449 1.69090 1.0 0.81002 1.29426
Leather Metal Mirror Painted Paper Plastic
0.96126 1.32909 0.85044 0.74088 2.37882 1.78546
Skin Sky Tile Wallpaper Water Wood
1.09850 0.60510 0.736610 0.63674 0.52230 1.10178

Table B.1: Class balancing weights used during the segmentation training of
the models with crop size of 480× 480 pixels.

B.4 Mean Teacher Consistency Cost Coeffi-

cient

Tarvainen et al. [117] introduced a method to calculate the consistency cost
coefficient value for the Mean Teacher method given the number of classes C
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as described in Equation 4.5. Using this method, the value for C was calcu-
lated with 23 classes, because the background class is excluded from training,
which gave a value of 276.552. During the training runs with smaller datasets,
using this value for the consistency cost coefficient explained about 20−35%
of the total loss. Consulting with Tarvainen et al. revealed that during
their experiments the best results were received when the consistency cost
corresponded to over 50% of the total loss. In order to test the possible ben-
efits of scaling the relative strength of the consistency cost to over 50%, two
models using consistency cost coefficients of 276.552 and 600 were trained.
The tests were performed using a similar ramp-up scheme to Tarvainen et
al. [117], where the consistency cost coefficient was ramped up from 0 to
the maximum value during the first 50000 training steps using the ramp-up
function

e−5(1−x)
2

, where x ∈ [0, 1]. (B.5)

The EMA smoothing coefficient followed a schedule where it was 0.99
for the first 50000 training steps and 0.999 for the rest of the training. All
the models were trained using the Adam [57] optimizer. The learning rate
was ramped up from 0 to 5e− 4 using the same ramp-up function as for the
consistency cost coefficient. The β2 was 0.99 during the first 50000 training
steps and 0.999 for the rest of the training.

In order to see whether the effects of consistency cost coefficient values
behave consistently with different labelled dataset sizes we tested both of the
consistency cost coefficient values with three different labelled datasets of 250,
500 and 1000 labelled samples per class. For unlabelled data the tests used
the full unlabelled dataset with random crops. All the tests were performed
using batch sizes of 10 labelled and 10 unlabelled samples using a crop size of
336×336 pixels. In order to evaluate the effects of the Mean Teacher method,
a model using supervised training with only labelled samples with each of the
datasets was trained for comparison. The statistics for the different training
runs with 250, 500 and 1000 samples per class are shown in Figures B.7, B.8,
and B.9, respectively.

The results with the different dataset sizes are fairly consistent: The
supervised baseline, S, performs similarly or slightly worse than the teacher
model, SS276-T, from the training run using the consistency cost coefficient
276.552. The models trained using the consistency cost coefficient of 600,
SS600 and SS600-T, have the worst performance with all dataset sizes. The
smoothing effect of averaging the student model weights is clearly visible
in the validation metric curves of the teacher models: SS276-T and SS600-
T. The teacher model, SS276-T, shows a slight trend towards growing the
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difference in validation accuracy compared to the supervised baseline with
increasing labelled dataset size as shown in Figure B.6.

Model 250 500 1000
SS276-T 1.97% 2.29% 2.51%
SS600-T −0.20% −0.19% −0.93%

Figure B.6: Average difference of the teacher model accuracies when com-
pared to the supervised baseline with different labelled dataset sizes. Positive
values indicate improved performance over the supervised baseline.

The results show that the models using consistency cost coefficient of
276.552 outperform those using consistency cost coefficient of 600. However,
the lack of difference between the supervised baseline, S, and the models
trained using the Mean Teacher method, SS276 and SS276-T, suggests there
is little benefit to using the extra unlabelled samples. However, the slight
trend towards growing difference in terms of validation accuracy suggests that
using a larger number of labelled examples could lead to greater differences.
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Figure B.7: Effects of Mean Teacher consistency cost coefficient on training
and validation metrics using 250 samples per class. (S) Supervised training
without unlabelled samples, (SS276) Mean Teacher semi-supervised training
with consistency cost coefficient of 276.552, (SS600) Mean Teacher semi-
supervised training with consistency cost coefficient of 600. SS276-T and
SS600-T represent the Mean Teacher method teacher models.
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Figure B.8: Effects of Mean Teacher consistency cost coefficient on training
and validation metrics using 500 samples per class. (S) Supervised training
without unlabelled samples, (SS276) Mean Teacher semi-supervised training
with consistency cost coefficient of 276.552, (SS600) Mean Teacher semi-
supervised training with consistency cost coefficient of 600. SS276-T and
SS600-T represent the Mean Teacher method teacher models.
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Figure B.9: Effects of Mean Teacher consistency cost coefficient on training
and validation metrics using 1000 samples per class. (S) Supervised training
without unlabelled samples, (SS276) Mean Teacher semi-supervised training
with consistency cost coefficient of 276.552, (SS600) Mean Teacher semi-
supervised training with consistency cost coefficient of 600. SS276-T and
SS600-T represent the Mean Teacher method teacher models.
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B.5 Superpixel Consistency Cost Coefficient

The superpixel consistency cost coefficient (SCCC) controls the relative strength
of the superpixel consistency cost within the total loss. The effects of the
superpixel consistency cost coefficient on the model performance was inves-
tigated by training networks with different maximum SCCCs and ramp-up
schemes using smaller subsets of the full segments dataset. The tests were
performed on two different subsets using 100 and 200 material samples per
class. The results for the training runs are shown in Figures B.12 and B.13
respectively. A network pre-trained with supervised learning using a dataset
of 1000 labeled patch samples per class was used as a starting point in all of
the tests.

For simplicity the SCCCs used the same ramp-up function as the mean
teacher consistency cost coefficient:

e−5(1−x)
2

, where x ∈ [0, 1]. (B.6)

The experiments revealed that an SCCC value of 2.5 explained approxi-
mately 33% of the total training loss during the first training epoch. A value
explaining less than 50% was assumed to be a good starting point in order
not to overpower the cost of misclassification.

Initially, a ramp-up length of 5000 training steps was used. With that
ramp-up length the training run using an SCCC value of 2.5 yielded worse
results (SS − 2.5) than the supervised only comparison (S). The confusion
matrices from the training runs revealed that the superpixel version had
worse accuracy in many of the less common classes such as foliage, mirror
and paper, while boosting the accuracy in more common classes such as
painted and wood. Our hypothesis is that this happens because the network
is worse at classifying some of the rarer classes and especially during the
early training those classes get misclassified to some of the more common
classes. Thus, encouraging consistency within the superpixels containing a
high number of misclassifications causes the accuracy of the already difficult
classes to decrease.

A longer ramp-up period of 9000 steps was found to be an effective miti-
gation strategy to this problem and the rest of the tests were performed with
an SCCC ramp-up length of 9000 steps. In the results, the training runs
using the longer ramp-up length are postfixed with L. With 100 material
samples per class the overall validation accuracy is similar between all of the
models, but the supervised model and the model using a maximum SCCC
of 1.25 perform slightly better in terms of MPCA and MIoU. The training
metrics show that the models with the higher SCCC values performing worse
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on the test set and the branching in the metrics coincides with the ramp-up
of the SCCCs. The models trained using 200 material samples per class show
a similar trend, where the smaller SCCC values perform better than higher
SCCC values. However, the metrics are similar with the supervised baseline.
Despite the similarity in the measured metrics, comparing the segmentations
produced by the different models reveals clear differences between the models
as can be seen in Figure B.10.

As expected, the models trained with the semi-supervised superpixel
method clearly favour larger consistent segmentation regions with smoother
borders. In the supervised baseline, the second and third segmentation maps
become very noisy compared to the semi-supervised models where the seg-
mentation regions vary more consistently across the different segmentation
maps.

A clear drawback of the superpixel method appears to be that the larger
regions often leak over the material region boundaries, which is an unexpected
result. The segmentation masks were created specifically with two pixel
borders in order to mask out any contributions from pixels in the material
region borders. Another drawback contributing to worse delineation is that
the shapes of the segmentation regions in the semi-supervised models seem
to favour rounder and more irregular shapes compared to the supervised
baseline. This might be a side effect of irregular segmentation regions in the
created superpixel segmentations in locations with high intensity variations,
for example, due to shadows on large surfaces. An example of such a region
can be seen in Figure B.10 in the superpixel mask above the window. These
effects seem to amplify with higher SCCC values.

Figure B.11 shows a comparison of the validation data confusion matri-
ces of the supervised and semi-supervised superpixel model trained on 200
samples per class.

The greatest differences between the models appear to be in the painted,
mirror and ceramic classes. Looking at the confusion matrices from the
early epochs revealed that painted and hair are the first classes to reach
high accuracies during early training. Both of these classes experience a
significant increase in accuracy, and in the number of false positives, in the
semi-supervised model. Conversely, classes such as mirror and ceramic have
very low accuracies during early stages of training and experience a decrease
in accuracy and in the number of false positives.

This suggests that the superpixel method increases the performance of the
model in high accuracy classes at the cost of low accuracy classes. This would
also explain why a longer ramp-up period for the superpixel consistency cost
coefficient is necessary: if the base model is very imbalanced in terms of class
accuracy the lower accuracy classes are likely to disappear when attempting
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Figure B.10: First three rows from left to right represent the top three seg-
mentations for an image, created by the final model weights of each model
type trained 200 material samples per class. The leftmost images represent
the segmentation created by classifying the pixels according to the highest
activation for each pixel, the second image uses the second highest activa-
tions and the third uses the third highest activations. First row supervised
baseline (S), second row semi-supervised superpixel model with SCCC 1.5
(SS-1.5-L), and third row semi-supervised superpixel model with SCCC 2.5
(SS-2.5-L). The last image represents the superpixel segmentation for the
image.
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(a) (b)

Figure B.11: Confusion matrices where cell values represent percentages of
class samples (rows sum to 100). (a) Full validation confusion matrix of the
supervised model, trained on 200 material samples per class, after 100 epochs.
(b) Difference between the validation confusion matrices of the supervised
model and the semi-supervised superpixel model using SCCC 1.5 (values
> 0 indicate higher values for the semi-supervised model).

to encourage consistency in classification. This gives reason to believe that
the superpixel results are likely to improve with a better base model and
more labeled data. The correct value for the SCCC likely depends on the
quality of the base model. In these tests, the SCCC value 2.5 was clearly too
high possibly due to the quality of the pre-trained weights and the amount of
labeled data. The results received using the SCCC value of 1.5 demonstrated
that smaller values are also able to direct the model towards more consistent
classification and reduced noise with less adverse effects. Considering that
the pre-trained model on the full patch dataset is likely a better starting
point than the model used in these tests, and that the full segmentation
dataset has multiple times more data, the value of 2.0 was chosen as the
maximum SCCC value with the full dataset. The SCCC value was ramped
up to its maximum value during the first 48000 steps or about four epochs.
The ramp-up period was decided after observing that the supervised baseline
model was able to achieve a validation accuracy of over 50% during the first
three epochs.



APPENDIX B. HYPERPARAMETER EXPERIMENTS 151

Figure B.12: Training and validation metrics from SCCC tests using 100 ma-
terial samples per class for training and the full validation set for evaluation.
The thicker lines in the validation metrics represent 4 epoch trailing moving
averages.
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Figure B.13: Training and validation metrics from SCCC tests using 200 ma-
terial samples per class for training and the full validation set for evaluation.
The thicker lines in the validation metrics represent 4 epoch trailing moving
averages.
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Test Set Results

C.1 Patch Material Classification Confusion

Matrices

The confusion matrices in Figure C.1 were received by evaluating the models
described in Section 5.1 on the patch material classification test set. The
confusion matrices are class-wise normalised so that each cell value in each
row represents a percentage of the total patch samples of the row class. The
diagonal represents the percentage of true positives, the rest of the values
in the row represent the percentage of false negatives from all the row class
samples. The columns for each class, excluding the diagonal value, represent
the percentage of false positives from the samples of other classes.

C.2 Full-scene Material Segmentation Con-

fusion Matrices

The confusion matrices in Figure C.2 were received by evaluating the models
described in Section 5.2 on the segments test set. The confusion matrices
are class-wise normalised so that each cell value in each row represents a
percentage of the total pixel samples of the row class. The diagonal represents
the percentage of true positives, the rest of the values in the row represent
the percentage of false negatives from all the class samples. The columns for
each class, excluding the diagonal value, represents the percentage of false
positives from the samples of other classes.
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(a) S

Figure C.1: Confusion matrices of the patch material classification test set
evaluation (1/5).
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(b) S-MT

Figure C.1: Confusion matrices of the patch material classification test set
evaluation (2/5).
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(c) S-MT-T

Figure C.1: Confusion matrices of the patch material classification test set
evaluation (3/5).
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(d) SS-MT

Figure C.1: Confusion matrices of the patch material classification test set
evaluation (4/5).
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(e) SS-MT-T

Figure C.1: Confusion matrices of the patch material classification test set
evaluation (5/5).
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(a) S

Figure C.2: Confusion matrices of the full scene material segmentation test
set evaluation (1/8).
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(b) S-MT

Figure C.2: Confusion matrices of the full scene material segmentation test
set evaluation (2/8).
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(c) S-MT-T

Figure C.2: Confusion matrices of the full scene material segmentation test
set evaluation (3/8).
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(d) SS-MT

Figure C.2: Confusion matrices of the full scene material segmentation test
set evaluation (4/8).
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(e) SS-MT-T

Figure C.2: Confusion matrices of the full scene material segmentation test
set evaluation (5/8).
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(f) SS-SP

Figure C.2: Confusion matrices of the full scene material segmentation test
set evaluation (6/8).
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(g) SS-MT-SP

Figure C.2: Confusion matrices of the full scene material segmentation test
set evaluation (7/8).
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(h) SS-MT-SP-T

Figure C.2: Confusion matrices of the full scene material segmentation test
set evaluation (8/8).
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