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Natural products have been the single most productive source of lead compounds
for the modern drug development. In traditional drug discovery from natural
products, concentrated extracts prepared from, e.g., plant samples were screened
to determine their bioactivity. These extracts are complicated mixtures. Thus, a
signal from the screening assay may be confounded, e.g., by synergistic effects of
several compounds. However, isolating each compound from the extract prior to
the screening would be inefficient when a large number of samples are screened.

Structures of compounds in a natural product sample are unknown in advance.
Analytical methods, such as tandem mass spectrometry (MS/MS), are used to
identify the constituents of the samples in almost every stage of the drug discovery
process from natural products. We argue that predicting bioactivities based on
MS/MS spectra could be used to prioritize the most promising samples for further
experimental testing.

We introduce two machine learning pipelines to predict bioactivities from MS/MS
spectra. First, we predict bioactivities directly from MS/MS spectra. Second, we
train a model to identify an unknown compound based on its MS/MS spectrum
and another model to predict bioactivities given a compound with known struc-
ture. In the testing phase, structure predicted from an MS/MS spectrum is used
to predict bioactivities.

In the first pipeline, only drugs which have both MS/MS spectrum and bioactiv-
ities available can be used in the training. However, the overlap of MS/MS and
bioactivity datasets is limited. Advantage of the second approach is its ability
to use drugs which have either MS/MS spectrum or bioactivities available in the
training. We show that the second approach results in more accurate predictions
compared to the first approach. Additionally, we show that we can a build pre-
dictive model even in case there is no overlap of the drugs in the MS/MS and the
bioactitivity datasets which is not possible with the first approach.

Keywords: Machine learning, drug bioactivity, tandem mass spectrome-
try

Language: English
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Luonnontuotteet ovat olleet kaikkein tuottoisin johtolankamolekyylien lähde
modernissa lääkekehityksessä. Perinteisessä luonnontuotteisiin perustuvassa
lääkekehityksessä näytteistä valmistettuja tiivistettyjä uutteita seulottiin niiden
biologisen aktiivisuuden määrittämiseksi. Koska uutteet ovat monimutkaisia seok-
sia, bioaktiivisuuden määrittämistä häiritsevät esimerkiksi usean molekyylin yh-
teisvaikutukset. Suuria näytemääriä seulottaessa olisi kuitenkin tehotonta eristää
kaikki molekyylit näytteistä ennen seulontaa.

Luonnontuotteen sisältämien molekyylin rakenteita ei tunneta etukäteen. Ana-
lyyttisia menetelmiä, kuten tandemmassaspektrometriaa (MS/MS), käytetään
molekyylien tunnistamiseksi lähes kaikissa luonnontuotteisiin perustuvan
lääkekehityksen vaiheissa. Esitämme, että bioaktiisuuksien ennustamista MS/MS
spekristä voisi käyttää kaikkein lupaavimpien näytteiden priorisoimiseen kokeel-
lista testaamista varten.

Esittelemme kaksi koneoppimismallia bioaktiivisuuksien ennustamiseksi MS/MS
spekristä. Ensiksi, ennustamme bioaktiivisuuksia suoraan MS/MS spektreistä.
Toiseksi, koulutamme mallin, joka ennustaa molekyylin rakenteen sen MS/MS
spektrin perusteella, ja toisen mallin, joka ennustaa bioaktiisuudet tunnetun ra-
kenteen perusteella. Testivaiheessa ennustettua rakennetta käytetään bioaktiivi-
suuksien ennustamiseen.

Vain lääkkeitä, joille on mitattu sekä MS/MS spektri että bioaktiivisuudet, voi-
daan käyttää ensimmäisen mallin kouluttamiseen. Lääkkeitä, joille on saatavil-
la sekä MS/MS spektri että bioaktiivisuudet, on kuitenkin hyvin vähän. Toisen
mallin etu on, että se voi käyttää kouluttamiseen myös niitä lääkkeitä, joille on
mitattu vain joko MS/MS spektri tai bioaktiivisuus. Näytämme, että toinen mal-
li ennustaa bioaktiivisuuksia suuremmalla tarkkuudella kuin ensimmäinen mal-
li. Lisäksi voimme rakentaa ennustavan mallin siinäkin tilanteessa, kun sellaisia
lääkkeitä ei ole, joille olisi saatavilla sekä MS/MS spektri että bioaktiivisuudet.
Tässä tapauksessa ensimmäisen mallin rakentaminen ei ole mahdollista.

Asiasanat: Koneoppiminen, lääkkeiden bioaktiivisuus, tandemmassas-
pektrometria

Kieli: Englanti
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Abbreviations and Acronyms

CV Cross-validation
CGKronRLS Conjugate Gradient Kronecker Kernel Regularized

Least Squares Regression
CID Collision Induced Dissociation
CSI:FingerID Compound Structure Identification:FingerID
ESI Electronspray Ionization
GNPS Global Natural Products Social Molecular Networking
HTS High-throughput Screening
KronRSL Kronecker Kernel Regularized Least Squares Regres-

sion
KRR Kernel Ridge Regression
LCO-CV Leave-cell-lines-out Cross-validation
LDO-CV Leave-drugs-out Cross-validation
MKL Multiple Kernel Learning
MSE Mean Squared Error
MS Mass Spectrometry
MS/MS Tandem Mass Spectrometry
NCI US National Cancer Institute
PGI Percentage Growth Inhibition
PPK Probability Product Kernel
PSD Positive Semi-Definite
RMSE Root Mean Squared Error
SVM Support Vector Machine
TOF Time of Flight Mass Analyzer
UNIMKL Uniform Multiple Kernel Learning
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Chapter 1

Introduction

Historically, natural products were the only source of medicinal preparations:
they have been utilized for example in traditional Chinese medicine [1]. More
recently, natural products have been the single most productive source of lead
compounds for the modern drug development [2]. Among small molecule
based medicines, approved by US Food and Drug Administration (FDA)
between 1981 and 2010, 34% were natural products or direct derivatives of
natural products [1]. Natural products have been successful as anti-infective,
anti-cancer and anti-diabetic drugs along with other applications [3].

Natural products are biological molecules occurring naturally in a living
organism. However, the term usually refers to secondary metabolites which
are small molecules produced by an organism that are not essential for life
but affect the long term survival of the organism [4]. Secondary metabolites
can function for example as a defense against bacteria or meditate symbiosis
between organisms [5]. Natural products, that can alter some disease process,
have been found in plants, animals, marine sources such as corals, bacteria
and fungi [1].

Drug discovery is a process to identify potential new drugs. Target-based
drug discovery is built on the idea that one drug molecule interacts with
one target molecule [6]. It begins with the identification of a molecular tar-
get that is directly related to a disease process. Next, a screening assay
representing the disease biology is developed. Screening is used to identify
compounds that show significant biological activity against the selected tar-
get. Active compounds are further studied in secondary assays to determine,
for example, their specificity. The active compounds, that proved to have
desired properties in the secondary assays, are called lead compounds. Leads
are further filtered and optimized by experimentally testing their usability as
drugs, for example synthetic feasibility and toxicity. Finally, a development
candidate compound is selected to enter the clinical trials [7, 8].

8



CHAPTER 1. INTRODUCTION 9

In traditional drug discovery from natural products, concentrated extracts
prepared for example from plant samples were screened. These extracts are
complicated mixtures containing a large number of molecules in various con-
centrations. A signal from the screening assay may be confounded by the
additive or synergistic effects of several compounds. Furthermore, the respon-
sible constituent is sometimes not found in active crude extract. However,
isolating each compound from the extract prior to screening would be ineffi-
cient when a large number of samples are screened. Experimental methods
exist to simplify the extracts: an extract can be fractionated with chromato-
graphic methods [1]. However, fractionation increases the number of samples
to be screened and is thus expensive and time consuming.

Structures of compounds in natural product samples are unknown in ad-
vance. Since the goal of drug discovery from natural products is to identify
novel biologically active compounds, information about the identity of com-
pounds is needed early to separate known well-studied natural products from
novel ones. Thus, analytical methods such as tandem mass spectrometry
(MS/MS) are used in almost every stage of the drug discovery process from
natural products [9]. MS/MS is a high-throughput experimental method
where the compounds of a sample are separated by molecular mass and the
separated compounds are subsequently fragmented. Then, molecular masses
of the fragments are quantified [10]. MS/MS can be used in structural elu-
cidation of natural products [9]. We argue that MS/MS spectrum of a com-
pound can be used to predict its bioactivities, because MS/MS spectrum con-
tains structural information about the compound. These predictions could
be used to prioritize samples for further experimental testing. Prioritizing
the most promising samples for further experimental testing saves time and
resources.

Machine learning has been applied to aid different stages of the drug
discovery process. For instance, drug bioactivity prediction can be used to
virtually screen large collections of compounds and prioritize compounds for
experimental screening. Multiple linear regression (MLR) has been used
widely to correlate the structure of a compound and its activity against
a target [11]. Advantage of MLR models is that they are interpretable:
regression weights describe how molecular descriptors, used as features, affect
the predicted activity. However, a linear model is not always sufficient to
predict complex relation between the structure of compound and its activity.

k-nearest neighbors (k-NN) was used to classify selective cyclooxygenase-
2 inhibitors based on nine molecular descriptors [12]. Näıve Bayes classifier
was used to predict the toxicity of compounds based on the presence or
absence of predefined substructures [13]. Support vector machines (SVM)
have been used in various binary classification tasks including distinguishing
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between drugs and non-drugs [14], predicting drug bioactivities [15, 16] and
assessing synthetic accessibility of compound structure [17]. Random forest
(RF) was applied in [18] to quantitatively and categorically predict biological
activities of drug compounds. Recently, deep learning has emerged as a
promising method for drug bioactivity prediction [19].

Drug-target interaction is a pairwise property of a given drug and target.
However, traditionally each target has been considered independently from
other targets. Jacob et al. [20] proposed a pairwise kernel that combines
chemical information of drug compounds and genomic information of target
proteins to predict the interactions of drug-target pairs with SVM. Advantage
of this approach is that it enables the prediction of bioactivities for new
targets in addition to new drug compounds. Pahikkala et al. [21] introduced
a computationally efficient regression model that utilizes a pairwise kernel
of drugs and targets. Cichonska et al. [22] combined information of drugs
and targets from multiple sources with learned weights in the same pairwise
setting.

Machine learning can also be applied to metabolite identification with
application of structural elucidation of unknown natural products. Heinonen
et al. [23] introduced a kernel based machine learning method called Fin-
gerID. FingerID predicts presence or absence predefined substructures in a
compound from its MS/MS spectrum and uses the prediction to search com-
pound databases to find structure that best matches the prediction. Böcker
et al. [24] developed fragmentation trees modeling the fragmentation process
which is part of MS/MS scan. These efforts were combined by Dührkop et al.
[25], where an automated metabolite identification tool called CSI:FingerID
was introduced. CSI:FingerID greatly improved the performance of previ-
ous models. Brouard et al. [26] introduced a method called input output
kernel regression (IOKR) where feature map a structured output is approx-
imated with learned function and candidate molecules are scored based on
the similarity of their feature maps compared to the predicted feature map.
IOKR further improved the previous state-of-the-art method CSI:FingerID
[27]. Since the introduction of CSI:FingerID, Dührkop et al. have introduced
several improvements to it, the latest of them described in [28].

This thesis introduces two machine learning pipelines to predict bioac-
tivities from MS/MS spectra. First, we predict bioactivities directly from
MS/MS spectra. Second, we introduce prediction pipeline combining previ-
ous research efforts at metabolite identification and drug bioactivity predic-
tion. Namely, we train a model to identify an unknown compound based on
its MS/MS spectrum and another model to predict bioactivities given a com-
pound with known structure. In the testing phase, structure predicted from
an MS/MS spectrum is used to predict bioactivities. In the first pipeline,
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only drugs, which have both MS/MS spectrum and bioactivities available,
can be used in training. However, the overlap of the MS/MS and the bioac-
tivity datasets is limited. Advantage of the second approach is its ability to
use drugs which have either MS/MS spectrum or bioactivities available in
training.

The thesis is structured as follows. Chapter 2 describes the experimental
methods which produced the data used in this work, namely tandem mass
spectrometry and bioactivity measurements. Overview of kernel methods in
machine learning is given in Chapter 3. Our proposed prediction pipelines
are described in detail in Chapter 4 along with datasets used to evaluate the
pipelines. Chapters 5 and 6 shows the results of the experiments. Finally
Chapter 7 concludes the thesis by summarizing the results and discussing
future work.



Chapter 2

Background

This chapter gives short introduction to experimental methods producing the
data used in this work. First, mass spectrometry and closely related tandem
mass spectrometry are discussed. Then, a concept of bioactivity is described
and examples of different bioactivity measurements are given. Finally, NCI60
human tumor cell line screen, which has supported the global cancer research
for more than 20 years [29], is discussed.

2.1 Mass Spectrometry

Mass spectrometry (MS) is a high-throughput experimental method where
molecular masses of molecules in a sample are measured. It can be applied
to small molecules such as metabolites or macromolecules such as proteins.
Mass spectrometer processes a given sample in three steps. First, molecules
in the sample are ionized in an ion source. Then, charged ions are separated
in a mass analyzer and finally they are recorded with a detector [10].

Molecules in the sample are converted to ions in the ionization source by
adding or removing a proton. Electrospray ionization (ESI) is a commonly
used ionization method for biological samples. In ESI, the sample is dis-
solved in a solvent and compressed through a thin, highly charged capillary.
When the molecules are pushed through the tip of the capillary, they become
charged and form small droplets with the solvent. After droplets are released
from the tip, the solvent evaporates. Due to the evaporation, droplets con-
tain more and more particles with the same charge. Consequently, droplets
break successively into smaller and smaller droplets. Finally, most droplets
contain solely ionized molecules from the sample. ESI is a soft ionization
technique meaning that very little fragmentation of molecules occurs during
ionization [30].

12
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Figure 2.1: A schematic presentation of mass spectrometry. First, the com-
pounds of a sample are ionized in an ion source after which they are separated
based on their mass-to-charge ratio in a mass analyzer. Finally, they are
recorded with a detector. The output of the experiment is a mass spectrum.

All mass analyzers operate with the same principle: accelerated ions are
separated by sending them through an electromagnetic field. Only charged
particles are affected by the field and can thus be detected by the mass ana-
lyzer. Depending on the applied electromagnetic field, positive ions (positive
mode) or negative ions (negative mode) are recorded. The mass analyzer sep-
arates molecules based on their mass-to-charge (m/z) ratio: ion with mass m
and charge 1 cannot be distinguished from ion with mass 2m and charge 2.
Further, molecules with the same molecular formula but different structure
(isomers) cannot be distinguished. Time of flight mass analyzer (TOF) is
commonly used mass analyzer for biological samples. TOF first accelerates
ions in an electromagnetic field where ions with the same charge receive equal
amount of kinetic energy. However, heavier ions need more energy to gain
the same velocity as lighter ones. Thus, the mass of an ion can be measured
indirectly by measuring the time it takes to reach the detector [31]. Other
frequently applied techniques are quadrupole [32] and Orbitrap [33].

Finally, the ion detector records ions separated by the mass analyzer
either by measuring the charge induced by the ions passing by or the current
produced when the ions hit the surface of the detector. The output of MS
experiment is a list of mass-to-charge ratios and corresponding intensities
which construct a mass spectrum of the sample [10].

2.1.1 Tandem Mass Spectrometry

As discussed in the previous section, MS measures molecular masses of
compounds in a sample. Mass is determined by the atomic composition
of a molecule and it is not affected by the connectivity of the atoms in
the molecule. Thus, MS cannot distinguish between molecules with the
same molecular formula but different structures. Tandem mass spectrometry
(MS/MS or MS2) was developed to distinguish between structural isomers
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and compounds with with very similar or the same molecular masses [34].
In an MS/MS scan, ions selected based on their mass with the first MS are
subjected to a second MS analysis. Between the two MS experiments, the
selected ions are fragmented in a fragmentation cell [10].

Commonly used fragmentation technique is called collision induced dis-
sociation (CID). In CID, ions are guided through a collision cell containing
noble gas or nitrogen. When ions collide with the neutral atoms of the gas,
fragmentation occurs. The original ion is called precursor ion. If precursor
ion carries only single charge, it fragments into charged and uncharged parts.
The uncharged part is not detectable by the subsequent mass analyzer and
it is therefore called a neutral loss or simply loss. Fragmentation is a compli-
cated process ranging from the cleavage of one bond to arbitrarily complex
chemical reaction. The collision energy affects the degree of fragmentation:
higher collision energy results in smaller fragments. More information can
be gathered by repeating the measurements with multiple collision energies.
Then, the resulting spectra are merged: peaks with sufficiently close mass-
to-charge ratio are combined into one peak [34].

2.1.2 Fragmentation Trees

The fragmentation process occurred during CID can be modelled with a frag-
mentation tree introduced in [24]. The fragmentation tree consists of a set
of nodes and directed edges: nodes are labeled with molecular formulas and
each node corresponds to exactly one peak in the MS/MS spectrum. Con-
verse is not true: each peak in the spectrum does not have a corresponding
node in the fragmentation tree. This is because some peaks in the spectrum
are noise. Edges represent the fragmentation reactions and are labeled with
the formula of the corresponding neutral loss. The root of the fragmenta-
tion tree corresponds to original non-fragmented ion and paths from the root
to leaf nodes correspond to a series of successive fragmentation events. A
path to a node from the root is always unique and thus the fragmentation
tree does not allow multiple fragmentation pathways for a single fragment.
In practice, multiple fragmentation pathways may exist but fragmentation
tree aims to capture the main fragmentation events. Figure 2.2 visualizes a
MS/MS spectrum and fragmentation tree estimated from it.

The fragmentation tree is estimated from the spectrum in the following
way: for each peak in the spectrum, molecular formulas with masses suffi-
ciently close to the peak are enumerated. These formulas form the nodes of
a fragmentation graph. Nodes are colored so that nodes corresponding to
the same peak receive the same color. Directed edge is inserted between two
nodes when the second molecular formula is a sub-formula of the first. The
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Figure 2.2: MS/MS spectrum and the corresponding fragmentation tree.
Each peak in the spectrum corresponds to one node in the tree and nodes
are labeled with the molecular formula of the corresponding fragment. Edges
of the tree represent losses. The coloring of MS/MS peaks and nodes in the
fragmentation tree represent correspondence between the spectrum and the
tree.

fragmentation graph is weighted using a probabilistic model. Then, the frag-
mentation tree is the subtree of the fragmentation graph that has maximum
weight and uses each color at most once. In practice, the fragmentation tree
is solved from the fragmentation graph with integer linear programming [35].

Fragmentation trees have many practical applications: first of all, they
can be used to identify the molecular formula of a compound [24]. Frag-
mentation tree alignments can be used to search databases for compounds
with similar structure compared to the query compounds which can help
to elucidate the structure of the unknown compound [36]. Finally, adding
fragmentation trees to a machine learning metabolite identification approach
significantly improved the prediction performance [37].

2.2 Drug Bioactivity

Biological activity, or in short bioactivity, of a drug is its ability to effect a
change in a biological process [38]. Bioactivity can measure either beneficial
effects, such as the growth inhibition of cancer cells, or adversarial effects
such as toxicity. Bioactivities are commonly determined with in vitro assays
that are suitable for high-throughput screening (HTS). These assays can be
divided into two categories: biochemical assays and cell-based assays. Bio-
chemical assays are target based: they can measure for example the inhibition
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of a specific enzyme by a drug molecule [39].
Measurements from the assay can be used to construct a dose response

curve. The dose response curve is a measured effect of the drug as a function
of drug concentration. A half maximal inhibition concentration (IC50) [40]
and a half maximal growth inhibition (GI50) [41] are commonly used point
estimates obtained from the dose-response curve. IC50 is the drug concen-
tration needed to inhibit a biological process by half whereas GI50 is the
concentration that causes 50% growth inhibition compared to control. They
are not directly dependent on concentration unlike individual dose-response
measurements and thus IC50 or GI50 values from different studies can be
compared. IC50 values are used in context of biochemical and cell-based as-
says whereas GI50 values are used in context of cell-based assays. Estimation
of GI50 is described in detail in Section 2.2.1.

The amount of public-domain bioactivity data has grown rapidly during
the past few years [42]: for example, ChEMBL bioactivity database contained
5.4 million activity values in 2012 [43] while in 2017, the number had grown
to over 14 million [44]. ChEMBL is an open large-scale bioactivity database
whose data is extracted mainly from medicinal chemistry literature and other
databases [44]. NCI60 human tumor cell line screen described in the next
section is another large source of bioactivity data.

2.2.1 NCI60 Human Cancer Cell Lines Screen

In the late 1980s, the US National Cancer Institute (NCI) developed an
anticancer drug screen which utilizes a panel of 60 human cancer cell lines
(NCI60). NCI60 cell lines represent nine distinct cancer types: leukemia,
melanoma and cancers of the lung, colon, brain, ovary, breast, prostate, and
kidney cancers. The screen in currently operating as a service to the research
community and it is designed to screen up to 3000 drug candidates per year
[29].

When a new compound is received for testing, it goes through the follow-
ing process. The compound is tested against each cell line at five different
concentration levels. Solution with the highest concentration to be tested is
serially diluted four times to provide the total of five drug concentrations. In
each dilution, drug concentration is reduced by tenfold or 100.5-fold. At the
time of drug addition, the size of the cell population (T0) is quantified. After
this, samples are treated with the five drug concentration levels and addi-
tionally an untreated control sample is prepared. After the treatment, the
size of the treated cell populations (T ) and the control cell population (C)
is quantified. From these measurements, the percentage growth inhibition
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Figure 2.3: The dose response of the HCT-116 human colon tumor cell line
to drug Cycloheximide. pGI50 estimated from the curve is 7.13.

(PGI) for each concentration is calculated as follows

PGI =

{
T−T0

C−T0
if T ≥ T0

T−T0

T0
if T < T0

A dose response curve is achieved by plotting the PGI-values against the
tested concentrations. From the dose response curve, multiple response pa-
rameters can be estimated by linear interpolation. In this work, we are fo-
cusing on a response parameter GI50. Instead of GI50 parameter, pGI50 =
− log10 (GI50 in molar concentration) is used. Figure 2.3 illustrates the es-
timation of pGI50-parameter from the dose response curve. If 50% growth
inhibition is not reached with the tested drug concentrations or it is exceeded
with all the concentrations tested, then the highest or lowest concentration
tested was reported, respectively [41].



Chapter 3

Kernel Methods in Machine
Learning

This chapter gives a general overview to kernel methods. Kernel methods
first embed the data into a high-dimensional feature space and then use
learning algorithms designed to discover linear patters in that space. Ker-
nel methods are characterized by modularity: a module that performs the
mapping into the feature space and a learning algorithm. A computational
shortcut called kernel function allows the representation of linear patterns in
the high-dimensional feature space efficiently [45]. First, kernel function is
defined and kernels for data types used in this work are discussed. Then, few
commonly used learning algorithms for kernels are reviewed.

3.1 Kernels

Kernel function is defined in the following way

Definition 3.1.1 (Kernel function) Kernel function κ : X × X ↦→ R is a
function that for all x, x′ ∈ X satisfies

κ(x, x′) = ⟨φ(x),φ(x′)⟩

where φ : X ↦→ F is a mapping to a feature space.

The choice of the kernel function depends on the data type at hand and
reflects the domain knowledge of patterns expected to be seen in the data.

Definition 3.1.2 (Kernel matrix) Given a set of inputs S = {x1, . . . , xℓ},
the kernel matrix K ∈ Rℓ×ℓ has entries

Kij = κ(xi, xj) = ⟨φ(xi),φ(xj)⟩

18
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Kernel matrix is a symmetric positive semi-definite matrix: a symmetric
n× n matrix is positive semi-definite if and only if all of its eigenvalues are
non-negative. This also applies other way around: any symmetric positive
semi-definite matrix is a kernel matrix for some set of vectors. Similarly,
function is a kernel function if and only if its kernel matrix is a positive
semi-definite matrix for all sets S. This property allows the design of kernel
functions with the intuition of similarity in mind without considering the
corresponding feature map [45].

3.1.1 Kernels for Real-valued Vectors

When the data is in the from of real-valued vectors, there are numerous
options from which one can choose a suitable kernel. These kernels are
general-purpose kernels and can be used in many applications.

Linear kernel Linear kernel is the most elementary kernel. It is defined as
inner product between two vectors x,x′ ∈ Rn:

κ(x,x′) = ⟨x,x′⟩

Thus, feature map of linear kernel is φ(x) = x and using the linear kernel
as an input to a learning algorithm corresponds to using the original input
vector directly.

Polynomial kernel With a cost of just few more operations, a polynomial
kernel of degree d can be computed from the linear kernel

κ(x,x′) =
(
⟨x,x′⟩+ c

)d
where c ∈ R≥0 and d ∈ N>0 are hyperparameters of the kernel. The polyno-
mial kernel allows more flexibility compared to the linear kernel.

Gaussian kernel Gaussian kernel is defined as

κ(x,x′) = exp

(
−∥x− x′∥2

2σ2

)
where σ ∈ R>0 is a hyperparameter of the Gaussian kernel. It controls the
flexibility of the kernel: small values of σ allow fitting of complex function
but at the same time risk overfitting. On the other hand, as σ increases,
the kernel approaches to constant function. In practice, optimal σ has to be
selected with cross-validation or estimated from the data with some heuristic.
Commonly used heuristic is called the median heuristic or median trick [46].
For that, pairwise distances between all data points are computed and median
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is selected to be σ-parameter. Alternative, 0.1, 0.5 and 0.9 quantiles are
computed from the distances and then the final σ-value is fine-tuned with
cross-validation. The feature space related to the Gaussian kernel is infinite-
dimensional.

3.1.2 Kernels for Structured Objects

In many applications, data is not in the form of numerical vectors. In-
stead, data can be for example documents, biological sequences, molecules
or graphs. In many cases, kernels can be computed directly from the struc-
tured data without explicitly computing the feature vector representation
[45]. In the following, we describe few kernels for structured data used in
this work.

Tanimoto kernel Tanimoto kernel of two sets, A and B, is computed by
dividing the number of elements in the intersection of the two sets by the
number of elements in the union of the two sets

κ(A,B) =
|A ∩B|
|A ∪B|

Tanimoto kernel can be used for small molecules by computing it between
the fingerprints of the molecules. Molecular fingerprint or shortly fingerprint
is a binary vector where each bit indicates presence or absence of a particular
substructure [47].

Smith-Waterman alignment kernel Smith-Waterman alignment of two
biological sequences finds two subsequences of the original sequences such
that there is no other pair of subsequences with greater similarity. This
can be achieved efficiently by dynamic programming [48]. Smith-Waterman
score SW (x,x′) of sequences x and x′ quantifies the similarity of the two
subsequences. Normalized Smith-Waterman score

ˆSW (x,x′) =
SW (x,x)√

SW (x,x)
√

SW (x′,x′)

is commonly used kernel in drug-protein interaction prediction, but is not a
valid kernel [49]. Nevertheless, it can be used as a kernel by verifying that
the eigenvalues of the kernel matrix are all positive. If some eigenvalues are
found to be negative, near PSD matrix can be found e.g. by setting the
negative eigenvalues to zero or by shrinking the off-diagonal elements [50].

Probability product kernel Probability product kernel (PPK) of two
MS/MS spectra is computed by modeling each peak in the spectrum with a
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two-dimensional Gaussian distribution. Then the spectrum is modeled with
mixture of Gaussians. PPK is the product of the two mixture Gaussians in-
tegrated over two-dimensional space and it can be computed in closed form.
PPKr refers to same kernel where the input spectra is preprocessed [23].

3.1.3 Kernel Preprocessing

Commonly used data preprocessing, namely centering and normalization,
can be performed for the feature vectors as well without explicitly entering
the feature space.

Centering data Centered feature map is defined as

φc(x) = φ(x)− φS = φ(x)− 1

ℓ

ℓ∑
i=1

φ(xi)

Then, the centered kernel can be computed by

κc(x, x
′) = ⟨φc(x),φc(x

′)⟩ =
⟨
φ(x)− 1

ℓ

ℓ∑
i=1

φ(xi),φ(x
′)− 1

ℓ

ℓ∑
j=1

φ(xj)

⟩

= κ(x, x′)− 1

ℓ

ℓ∑
i=1

κ(x, xi)−
1

ℓ

ℓ∑
i=1

κ(x′, xi) +
1

ℓ2

ℓ∑
i,j=1

κ(xi, xj)

When centering of feature vectors is applied as preprocessing step, the out-
put is usually centered as well. Centering the data may improve prediction
results.

Normalization Normalized feature vector is the vector scaled to have unit
norm

φ̂(x) =
φ(x)φ(x)

2

where
φ(x)

2
=
√

⟨φ(x),φ(x)⟩ =
√
κ(x, x). Then, the normalized kernel

can be computed by

κ̂(x, x′) = ⟨φ̂(x), φ̂(x′)⟩ =
⟨

φ(x)φ(x)
2

,
φ(x′)φ(x′)


2

⟩
=

⟨φ(x),φ(x′)⟩φ(x)
2

φ(x′)

2

=
κ(x, x′)√

κ(x, x)κ(x′, x′)

Figure 3.1 demonstrates the effect of preprocessing to the feature vectors.
One should usually center the data before normalizing it. If the unprocessed
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1

1

(a) Unprocessed data. φS

is marked with red.

1

1

(b) Centered data.

1

1

(c) Centered and normal-
ized data.

Figure 3.1: Effect of preprocessing steps to the feature vectors.

data in Figure 3.1 was normalized before it was centered, then all the points
would be on the first quarter of the unit circle after normalization. If optimal
plane separating two classes would be perpendicular to the x = y line, then
the classes would be completely mixed and it would not be possible to sep-
arate them linearly after the normalization. On the other hand, if the data
was centered before it was normalized, it would still be possible to separate
the classes linearly after the preprocessing [45].

3.1.4 Multiple Kernel Learning

In multiple kernel learning (MKL), multiple kernels are combined to intro-
duce more complex kernels. Kernels can be combined by using the closure
properties of kernels [45]:

κ(x, x′) = aκ1(x, x
′)

κ(x, x′) = κ1(x, x
′) + κ2(x, x

′)

κ(x, x′) = κ1(x, x
′)κ2(x, x

′)

where a ∈ R>0 is a positive constant. A simple approach to combine a set of
kernels {κ1, . . . , κm} is a linear combination of them

κ(x,x′) =
m∑
i=1

µiκi(x,x
′)

In feature space, this corresponds to weighted concatenation of the feature
vectors: φµ(x) =

(√
µ1φ1(x), . . . ,

√
µmφm(x)

)
. When each kernel receives

equal weight µi =
1
m
, the approach is called uniform MKL (UNIMKL).
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It is also possible to learn weights for the kernels. Commonly used method
called ALIGNF [51] aligns the linear combination of the input kernels and
the output kernel Ky = yyT. The centered kernel alignment score is defined
as

ρ̂(K,K′) =
⟨Kc,K

′
c⟩F

∥Kc∥F ∥K′
c∥F

where ⟨·, ·⟩F is the Frobenius inner product, ∥ · ∥F is the Frobenius norm and
Kc is the centered version of kernel matrix K. ALIGNF seeks for weights
µ ∈ Rm that maximizes the alignment score between linear combination of
the input kernels Kµ =

∑m
i=1 µiKic and the output kernel Ky. Since ∥Ky∥F

does not depend on µ, the alignment maximization problem can be written
as

max
µ

⟨
Kµ,Ky

⟩
F

∥Kµ∥F
s.t. µi ≥ 0, i = 1, . . . ,m,

∥µ∥2 = 1

The above optimization problem can be reformulated as simple quadratic
programming (QP) problem and solved with any general QP-solver.

3.2 Learning Algorithms

Learning algorithms combined with kernels solve the following regularized
optimization problem

min
f ∈ F

ℓ∑
i=1

L
(
f(xi), yi

)
+ λΩ(f) (3.2)

where S = {(x1, y1), . . . , (xi, yi)} is a set of training examples, where xi ∈ X
and yi ∈ Y , f : X ↦→ Y is a model mapping the input to output, L : Y ×
Y ↦→ R is a loss function that measures how well predicted labels agree
with the true labels and Ω(f) is a regularization term which penalizes the
complexity of f . λ ∈ R≥0 controls the trade-off between the training loss and
the model complexity. Regularization prevents over-fitting which is a concern
with high- or even infinitely-dimensional feature spaces obtained with kernels.
Optimization problem (3.2) can be approached from two different views,
primal and dual views. Primal view correspond to learning with features
whereas dual view corresponds to learning with kernels [52]. Derivation of
Lagrangian dual problem from the primal optimization problem is presented
in appendix A.1. Additionally, Karush-Kuhn-Tucker (KKT) conditions of
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convex optimization problem are listed. These conditions are necessary as
well as sufficient condition for solution of convex optimization problem to be
optimal [53].

3.2.1 Kernel Ridge Regression

Kernel ridge regression (KRR) was introduced in [54]. In the following, we
derive KRR starting from ordinary ridge regression. In ridge regression, the
following objective is minimized

Lλ (w, S) =
ℓ∑

i=1

(
yi − ⟨w,xi⟩

)2
+ λ||w||22 (3.3)

where S =
{
(x1, y1), . . . , (xℓ, yℓ)

}
is a set of training examples, where xi ∈ Rn

are the features and yi ∈ R are the corresponding labels, w ∈ Rn is a vector
of regression weights and λ ∈ R≥0 is a regularization parameter. The loss
function (3.3) can be rewritten in vector form

Lλ (w, S) = yTy − 2wTXTy +wTXTXw + λwTw (3.4)

where X ∈ Rℓ×n is matrix whose rows are the vectors xT
1 , . . . ,x

T
ℓ . Optimal

regression weights w can be found by taking derivative of (3.4) with respect
to w and setting it equal to zero vector:

∂Lλ (w, S)

∂w
= −2XTy + 2XTXw + 2λw = 0 (3.5)

Solving the linear equation gives

w =
(
XTX+ In

)−1

XTy

where In is n× n identity matrix. This is the primal solution and it involves
of solving a system of n linear equations with n variables. The computation
complexity is O(n3). This solution is used if the number of training examples
ℓ is larger than the number of variables n. However, if features x are replaced
with high- or even infinite-dimensional feature map φ(x), the solution be-
comes intractable. In order to overcome this problem, we want express the
solution as a linear combination of training points (dual view)

w =
ℓ∑

i=1

αixi = XTα (3.6)
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The parameters α ∈ Rℓ are called dual parameters. Dual parameters can be
solved by rearranging Equation (3.5):

w = XT 1

λ
(y −Xw) = XTα (3.7)

Now we have expression for dual parameters α in terms of primal parameters
w. Further substituting Equation (3.6) to above equation, we obtain

α =
(
XXT + λIℓ

)−1

y = (K+ λIℓ)
−1 y (3.8)

where K = XXT is the kernel matrix with element Kij = ⟨xi,xj⟩. The
linear kernel was used in derivation for simplicity. However, linear kernel can
be replaced with any arbitrary kernel matrix. Solving for the α involves of
solving ℓ linear equations with ℓ variables and its computation complexity
is O(ℓ3). Thus, if the dimension of feature space is larger than the number
of training examples, it is more efficient solve Equation (3.8) than Equation
(3.7). The prediction function is then

g(x) = ⟨w,x⟩ =
ℓ∑

i=1

αi⟨xi,x⟩ = yT (K+ λIℓ)
−1 k

where ki = ⟨xi,x⟩. Thus, solving for the dual parameters as well as predicting
for new examples involves only inner products between feature vectors. The
dual presentation of ridge regression is called kernel ridge regression.

3.2.2 Kronecker Regularized Least Squares

The Kronecker regularized least squares (KronRLS) introduced in [55] is a
special case of KRR. In KronRLS, it is assumed that each example consists
of two distinct parts x = (a, b). Thus, KronRLS is suitable to applications
were the data consists of pairs. This is the case with drug-target interaction
prediction, where each label indicates the effect of a drug against specific
target. It is further assumed that both parts have their own kernel functions,
κa and κb, and the kernel of a pair is the product of the two kernels

κ(x, x′) = κa(a, a
′)κb(b, b

′)

The corresponding feature map of this kernel is φ(a, b) = φa(a) ⊗ φb(b).
Let Ka denote the kernel matrix of the items A encountered in training.
Similarly, let Kb denote the kernel matrix of the items B encountered in
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training. Then, kernel matrix of all pairs is the Kronecker product of the
two kernel matrices

K = Ka ⊗Kb

Let Y ∈ R|A|×|B| denote the label matrix, where rows correspond to the items
A and columns correspond to the items B. Then, the dual parameters can
be obtained from

α =
(
Ka ⊗Kb + λI|A||B|

)−1
vec(YT) (3.9)

where vec(·) is operator that stacks the columns of a matrix into a vector.
Solving Equation (3.9) involves solving |A||B| linear equation with |A||B|
variables. This approach becomes quickly intractable when number of drugs
and targets increases. However, using Kronecker algebraic optimization, it
is possible to bypass the explicit computation of large Kronecker kernel and
thus considerably accelerate the training [55]. Recall some properties of
Kronecker product [56]

(A⊗B) (C⊗D) = (AB)⊗ (CD) (3.10)

(BT ⊗A)vec(X) = vec(AXB) (3.11)

where A ∈ Ra×b, B ∈ Rc×d, C ∈ Rb×s, D ∈ Rd×t and X ∈ Rb×c. From
(3.10), it follows that

(A⊗B)−1 = A−1 ⊗B−1

Now, let Ka = VΛV−1 = VΛVT be the eigen-decomposition of the kernel
matrix Ka, where V is an orthogonal matrix containing the eigenvectors and
Λ is a diagonal matrix the eigenvalues. Similarly, letKb = UΣU−1 = UΣUT

be the eigen-decomposition of the kernel matrix Kb. By substituting eigen-
decompositions to (3.9) and applying (3.10), we obtain

α =
((

VΛV−1
)
⊗
(
UΣU−1

)
+ λI

)−1

vec(YT)

=
(
(V ⊗U) (Λ⊗Σ)

(
V−1 ⊗U−1

)
+ λI

)−1

vec(YT)

Now, by substituting I = (V ⊗U) (V ⊗U)−1 = (V ⊗U)
(
V−1 ⊗U−1

)
and

applying (3.11), we obtain

α = (V ⊗U) (Λ⊗Σ+ λI)−1 (V−1 ⊗U−1
)
vec(YT)

= (V ⊗U) (Λ⊗Σ+ λI)−1 vec(UTYTV)
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Let vec(C) = (Λ⊗Σ+ λI)−1 vec(UTYTV). By applying (3.11) again, we
obtain

α = (V ⊗U) vec(C)

= vec
(
UCVT

) (3.12)

The computational cost of this solution is dominated by computation of
eigen-decomposition of the drug and target kernel matrices as well as matrix
multiplication of matrices V ∈ R|A|×|A|, U ∈ R|B|×|B| and Y ∈ R|A|×|B|. The
computational complexity is O

(
|A|3 + |B|3

)
. Thus, by using properties of

the Kronecker product, it is possible obtain an equivalent solution to (3.9)
with considerably less computation.

Solution (3.12) is applicable only if the label matrix Y does not contain
missing values. If some labels are not known, approach based on conju-
gate gradient combined with Kronecker algebraic optimization can be used
(CGKronRLS). Conjugate gradient methods numerically solve system of
linear equations whose matrix is symmetric positive semi-definite matrix.
CGKronRLS is not as efficient as the above closed form solution but it still
takes advantage of the special structure of the Kronecker kernel matrix and
allows missing labels as well as several labels for single pair.

3.2.3 Support Vector Machines

Support vector machine (SVM) is a learning algorithm used in classifica-
tion tasks [57]. SVM tries to find a hyperplane separating two classes with
maximum margin between the hyperplane and the training examples. Soft-
margin SVM finds solution also when the two classes are not linearly sepa-
rable. Given a training set S =

{
(x1, y1), . . . , (xℓ, yℓ)

}
, where xi ∈ Rn are

the features and yi ∈ {−1, 1} are the corresponding labels, the following
objective is minimized in soft-margin SVM

min
w, b, ξ

1

2
∥w∥2 + C

ℓ∑
i=1

ξi

s.t. 1− yi(w
Txi + b)− ξi ≥ 0, i = 1, . . . , ℓ,

ξi ≥ 0, i = 1, . . . , ℓ

(3.13)

where w ∈ Rn, b ∈ R are regression weights, ξi = max
(
0, 1− yi(w

Txi + b)
)

are called the slack variables measuring deviation from the margin and C >
0 is regularization parameter which defines the trade-off between margin
maximization and error minimization. This optimization problem is called
the primal problem. In order to use kernels, dual representation is derived
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next following the derivation in [58]. The Lagrangian of (3.13) is

L(w, b, ξ,α,β) =
1

2
∥w∥2 + C

ℓ∑
i=1

ξi

+
ℓ∑

i=1

αi

(
1− yi(w

Txi + b)− ξi

)
−

ℓ∑
i=1

βiξi

(3.14)

where αi, βi ≥ 0 are the Lagrange multipliers or dual variables. Taking
partial derivatives of (3.14) with respect to primal variables, we obtain

∂L

∂w
= w −

ℓ∑
i=1

αiyixi = 0 =⇒ w∗ =
ℓ∑

i=1

αiyixi

∂L

∂b
=

ℓ∑
i=1

αiyi = 0

∂L

∂ξi
= C − αi − βi =⇒ βi = C − αi

Because βi ≥ 0, we conclude that αi ≤ C. When these are substituted to
the Lagrangian (3.14), we obtain

L(w∗, b∗, ξ∗,α,β) =
1

2
∥

ℓ∑
i=1

αiyixi∥2 + C
ℓ∑

i=1

ξi

+
ℓ∑

i=1

αi

⎛⎜⎝1− yi

⎛⎝ ℓ∑
j=1

αjyjx
T
j xi + b∗

⎞⎠− ξi

⎞⎟⎠
−

ℓ∑
i=1

βi(C − αi)

(3.15)

The terms containing ξi and βi cancel each other. After simplifying (3.15),
we obtain

L(α) =
ℓ∑

i=1

αi−
1

2

ℓ∑
i=1

ℓ∑
j=1

αiαjyiyjx
T
i xj =

ℓ∑
i=1

αi−
1

2

ℓ∑
i=1

ℓ∑
j=1

αiαjyiyjκ(xi,xj)
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Thus, the dual optimization problem can be written as

max
α

ℓ∑
i=1

αi −
1

2

ℓ∑
i=1

ℓ∑
j=1

αiαjyiyjκ(xi,xj)

s.t.
ℓ∑

i=1

αiyi = 0,

0 ≤ αi ≤ C, i = 1, . . . , ℓ

The primal optimization problem is convex and thus in optimum KKT con-
ditions hold. From complementary slackness (A.6) we obtain

α∗
i

(
1− yi(w

∗Txi + b∗)− ξ∗i

)
= 0, i = 1, . . . , ℓ

β∗
i ξ

∗
i = (C − α∗

i )ξ
∗
i = 0, i = 1, . . . , ℓ

From this it follows that when xi is correctly classified with enough margin,
α∗
i = 0. When xi lies on the margin, 0 < α∗

i < C. Finally, when xi is
correctly classified but lies in the margin or it is not classified correctly,
α∗
i = C. Vectors xi for which αi ≥ 0 are called support vectors and weight

vector w is linear combination of the support vectors. Support vector that
are on the margin, i.e. 0 < α∗

i < C and ξ∗i = 0, can be used to determine b∗:

yi(w
∗Txi + b∗) = 1 =⇒ b∗ = yi −w∗Txi = yi −

ℓ∑
j=1

αiyiκ(xi,xj)

The decision rule for test points is

sgn
(
w∗Tx+ b∗

)
= sgn

⎛⎝ ℓ∑
i=1

αiyiκ(xi,x) + b∗

⎞⎠



Chapter 4

Experiments

In this chapter, we propose two prediction pipelines to predict bioactivities
from MS/MS spectra. Additionally, we present the data used to evaluate the
proposed pipelines, discuss model selection with cross-validation and outline
performance measures to assess the predictive performance of the models.

4.1 Proposed Prediction Pipelines

We propose two prediction pipelines to predict bioactivities from MS/MS
spectra. In the first prediction pipeline, bioactivities are predicted directly
from MS/MS spectra. Only drugs which have both MS/MS spectrum and
bioactivities available can be used to train this model. To this task, we
trained both KRR (Section 3.2.1) and KronRLS (Section 3.2.2) models de-
scribed in more detail in Section 4.1.2. Figure 4.1 summaries this approach.

There are a great number of compounds that have only either MS/MS
spectrum or bioactivities measured but not both. In order to use this data
efficiently, we developed the second prediction pipeline where one model is
trained to predict fingerprints from MS/MS spectra and another model is
trained to predict bioactivities from fingerprints. Data without both mea-
surements available is used to train these models: we train the fingerprint
predictor using those compounds that have MS/MS spectra available but not
bioactivities. The bioactivity predictor is trained using the compounds that
have bioactivities available but not MS/MS spectra. The compounds, which
have both measurements available, are left aside for testing. Figure 4.2 sum-
marizes this approach. To predict the fingerprints from MS/MS spectra, we
used CSI:FingerID, which is described in detail in Section 4.1.1. To predict
bioactivities from fingerprints, we trained again both KRR and KronRLS
models.

30
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Figure 4.1: Schematic presentation of the approach where bioactivities are
directly predicted from MS/MS spectra. Only the compounds with both
MS/MS spectra and bioactivities available can be used to train this model.
Predictive performance is estimated with nested CV.
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(a) Training phase: the compounds with only MS/MS spectra available are used
to train the fingerprint predictor whereas the compounds with only bioactivities
available are used to train the bioactivity predictor.
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(b) Testing phase: the compounds with both MS/MS spectra and bioactivities
available are used to test the model.

Figure 4.2: Schemantic presentation of the approach where bioactivities are
predicted from fingerprints which in turn are predicted from MS/MS spectra.
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Figure 4.3: CSI:FingerID prediction workflow for new MS/MS spectrum.

4.1.1 Fingerprint Prediction: CSI:FingerID

CSI(Compound Structure Identification):FingerID is software developed for
metabolite identification [25]. In the following, we will describe a version
of CSI:FingerID used in this work. Input to CSI:FingerID is the MS/MS
spectrum of an unknown compound which is used to predict a fingerprint
of the compound using a set of SVMs. Recall that fingerprint is a binary
vector representing the presence or absence of certain molecular properties
such as substructures. We call the output of SVMs raw predicted fingerprint.
Additionally, CSI:FingerID uses the raw predicted fingerprint to search a
database and score the candidate molecules from the database. We call the
fingerprint of the highest scoring candidate molecule predicted fingerprint.
Figure 4.3 summarizes the prediction of the raw predicted and predicted
fingerprints for new MS/MS spectrum.

Fingerprint prediction To predict the fingerprint of a molecule using its
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Table 4.1: Examples of fragmentation tree kernels used in CSI:FingerID [26].

Name Abbreviation Description

Common path joined CPJ CPJ counts paths of length 2 that
have the same loss.

Node binary NB NB counts the number of common
nodes.

Loss Intensity LI LI is a weighted sum of common
losses that uses the intensity of ter-
minal nodes.

Root loss binary RLB RLB counts the number of com-
mon losses from the root to some
node.

MS/MS spectrum, CSI:FingerID trains an individual SVM for each bit in the
fingerprint vector. Thus, each bit is predicted independently and there is no
interaction between bits. CSI:FingerID computes multiple kernels based on
the spectra itself (PPKr) and the fragmentation trees (15 kernels). Table 4.1
lists a few examples of kernels on fragmentation trees. Multiple kernels are
combined with ALIGNF-algorithm (Section 3.1.4) using the following output
kernel

(KY)ij = yT
i yj

where yi is the fingerprint of the ith training sample. Thus, the same kernel
weights are used for each SVM. The raw predicted fingerprint is not guaran-
teed to correspond to any chemically valid molecule.

Candidate scoring In addition to binary class labels, the posterior proba-
bility of the bit being equal to one are estimated with the Platt method [59].
The posterior probability is approximated with a sigmoid function

P (y = 1|x) ≈ 1

1 + exp(Af(x) +B)

where f(x) is the decision value and A,B ∈ R are parameters which are op-
timized with maximum likelihood estimation. The posterior probabilities are
subsequently used to score the candidate molecules. Let D = (p1, . . . , pn) ∈
[0, 1]n be the Platt probability estimates and M = (x1, . . . , xn) ∈ {0, 1}n be
the candidate fingerprint. Then, the posterior probability of the candidate
fingerprint M is [60]

P (M|D) =
n∏

i=1

{
pi if xi = 1

1− pi if xi = 0



CHAPTER 4. EXPERIMENTS 34

Molecule that has the highest posterior probability is then selected. The
fingerprint of this molecule is the predicted fingerprint.

4.1.2 Bioactivity Prediction

We trained two models, KRR and KronRLS, to predict bioactivities. The
KRR model uses a kernel representing the drugs as input and bioactivities
for a single target as output. Depending on the prediction pipeline, the
kernel is computed either on MS/MS spectra or fingerprints. A separate
KRR model was trained for each drug target. The KronRLS model uses
a kernel representing the drug targets (cell lines or proteins) as input in
addition to a kernel representing the drugs and bioactivities for drug-target
pairs as output. Thus there is only a single model for all targets in case of
KronRLS.

4.2 Data

We constructed one MS/MS dataset and two bioactivity datasets, NCI60
growth inhibition data and ChEMBL half maximal inhibition concentration
data. The aim was to find datasets so that the overlap of MS/MS spectra and
bioactivities is as large as possible. Drugs from different datasets were con-
sidered as the same drug if they had the same 2-dimensional structure using
a chemical identifier called InChI [61]. Matching 2-dimensional structures
was selected because it is argued that stereoisomers cannot be differentiated
with MS/MS [34].

4.2.1 Tandem Mass Spectrometry Data

MS/MS dataset was obtained from two open-access mass spectrometry databases,
Global Natural Products Social Molecular Networking (GNPS) [62] and Mass-
Bank [63]. MS/MS spectra in positive ionization mode were selected. The
resulting dataset consists of 6 972 MS/MS spectra corresponding to 6503
unique 2-dimensional structures.

4.2.2 NCI60 Growth Inhibition Data

NCI60 growth inhibition data was obtained through Developmental Thera-
peutics Program [64]. GI50 estimate, the highest concentration tested and
the unit of the previous values were reported for each drug-cell line pair. In
the dataset, drugs were identified with an NSC number which is a numeric



CHAPTER 4. EXPERIMENTS 35

identifier assigned for a drug by NCI when the drug is submitted for testing.
NSC numbers were converted to chemical structures with PubChem Iden-
tifier Exchange Service [65]. GI50 estimates, that were expressed in other
unit than molar concentration, were discarded. The vast majority of the
estimates were expressed in molar concentration. Thus, discarding the esti-
mates expressed in other units greatly simplified the data processing with a
cost of minor data loss.

Some drug-cell line pairs had multiple pGI50 estimates reported. This
can occur, for example, when measurements are repeated for some drug with
many different five-concentration series. When multiple pGI50 values were
reported for one drug-cell line pair, single value was selected in the following
way

pGI50 =

{
min(yi) if yi = ci for all i

median(yi|yi ̸= ci) otherwise

where yi are pGI50 estimates reported for one drug-cell line pair and ci are
− log10(highest concentration tested) in each experiment. In other words,
when all reported pGI50 values correspond to the highest concentration
tested in each experiment, pGI50 value corresponding to the maximum con-
centration tested over all experiments is selected. Recall that when the re-
ported GI50 value is equal to the highest concentration tested, it was not
possible to interpolate the pGI50 estimate from the dose response curve. In
this case, the best estimate for GI50 is the maximum of the reported val-
ues. The corresponding pGI50 value is the minimum of the reported pGI50
values. Ideally, a similar procedure would have been repeated if all the re-
ported GI50 values were equal to the lowest concentration tested. However,
the lowest concentration tested was not contained in the dataset. If all the
values are not equal to the highest concentration tested in each trial, then
the median of those pGI50 estimates, which do not correspond to the highest
concentration tested, was selected.

The resulting dataset contains 2 574 397 pGI50 estimates concerning 48
429 drugs and 60 cell lines. The pGI50-matrix is 88.6% complete. Figure 4.4a
shows the distribution of pGI50-values. The distribution is skewed towards
low (inactive) values and there is a large peak at four. In fact, 41.5% of
the pGI50-values are equal to four. This is due to the fact that in NCI60
screen, the highest concentration tested is equal to 10−4 if there is no prior
knowledge indicating otherwise as explained in Section 2.2.1. Overall, 43.4%
of pGI50-values are actually the upper limit of the true pGI50-value. There
are 406 drugs and 22 245 related bioactivities in this dataset that overlap
with the MS/MS dataset.

To train the KronRLS model, features representing the cell lines are
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(a) NCI60 growth inhibition dataset.
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(b) ChEMBL IC50 dataset.

Figure 4.4: Distributions of pGI50- and pIC50-values in NCI60 growth inhi-
bition dataset and ChEMBL IC50 dataset, respectively.

needed. We use the gene expression signature, methylation pattern and
copy number variation as cell line features. These were obtained through R-
package rcellminer [66]. Variables containing missing values were removed.

4.2.3 ChEMBL IC50 Data

The data was obtained through ChEMBL web service [67] with the following
filters:

• Standard type: IC50

• Target type: single protein

• Target organism: Homo sapiens

IC50 estimates, that were expressed in other unit than molar concentration,
were discarded. ChEMBL identifiers of drugs were converted to chemical
structures with PubChem Identifier Exchange Service [65] whereas ChEMBL
identifiers of protein targets were converted amino acid sequences with UniProt
database [68]. Target proteins were further filtered by discarding those pro-
teins that were not manually annotated and reviewed according to UniProt.
Some drug-target pairs had multiple IC50-values: in this case, their median
was selected. From the remaining target proteins, we selected 100 targets
for which the corresponding drugs had the largest overlap with the MS/MS
data and there were at least 1000 measurements in addition to the overlap.
The resulting dataset contains 247 566 pIC50 estimates concerning 172 321
drugs and 100 protein targets. In contrast to the NCI60 dataset, this dataset
is extremely sparse with pIC50-matrix only 1.4% full. Figure 4.4b shows the
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distribution of the pIC50-values. Compared to the distribution of pGI50-
values (Figure 4.4a), this distribution is closer to normal distribution and it
does not have so clear peak at any value. There are 649 drugs in this dataset
that overlap with the MS/MS dataset and 1 605 bioactivities related to these
drugs.

4.3 Cross-validation

Cross-validation (CV) is a process where a dataset is divided into disjoint
training and validation sets. It can be used to estimate the predictive power of
different models and selecting the model with the highest predictive power.
In the context of kernel methods, CV can be used to select regularization
parameter and hyperparameters of kernels. In k-fold CV, the dataset is
randomly split into k mutually exclusive subsets (the folds) of approximately
equal size. The model is trained k times: in each iteration, one fold is used
for validation and the rest of the data is used to train the model [58].

If the data contains pairs, for example drug-target pairs, there are mul-
tiple options on how to split data into training and validation [21]. The
selection of splitting highly affects the estimated performance and it has to
be selected based on application at hand. In case of drug-target interaction,
the following four settings are available:

1. Every drug and every target is encountered in training as part of some
drug-target pair.

2. All the targets are seen in training but some drugs are completely
excluded from training.

3. All the drugs are seen in training but some targets are completely
excluded from training.

4. There are drug-target pairs where either drug nor target is not encoun-
tered in training as part of some other drug-target pair.

Figure 4.5 visualizes different cross-validation settings in case of pairwise
data. Setting 1 is the easiest setting but in practice there is limited appli-
cation to it. Difficulty of settings 2 and 3 depends on the type of drugs
and targets used and generally it in not possible to say which setting is eas-
ier. However, both settings 2 and 3 are harder compared to setting 1. The
hardest setting is setting 4. In this setting, some of the data is not used
in either training or testing. Thus, this setting might be in practice hard
to test reliably because it does not allow the efficient usage of limited data.
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Figure 4.5: Different cross-validation setting available when the data consists
of pairs. On the left, there is random subsample of pGI50-values from the
NCI60 dataset.

In this work, we are mainly focusing on the CV setting 2. This is a natural
choice, because the proposed application for our pipeline is discovery of novel
drug compounds. Additionally, we use setting 3 to compare different cell line
features.

4.4 Performance Measures

In order to assess the predictive performance of a machine learning model or
to compare two models, performance measures describing the effectiveness
of the model are needed. Each performance measure can fail to give a realis-
tic view of performance under certain circumstances and therefore multiple
performance measures are commonly used in parallel to gain good overall
understanding about the model performance. In the following two sections,
we present performance measures for regression and classification used in this
work.

Performance measures are point estimates of the true performance and
they do not provide information about the accuracy of the estimate. Stan-
dard error is the standard deviation of a summary statistic. It can be es-
timated with bootstrapping in the following way: draw n samples with re-
placement from the original data of size n. Thus, some data points may
appear multiple times in the bootstrap sample. Then, compute the desired
statistic for the bootstrap sample. Repeat this B times and finally estimate
the standard error by the sample standard deviation of the B replications.
In practice, the number B in range 25-200 is sufficient [69].
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Figure 4.6: Examples of correlation in different situations. In the middle
of lower row, correlation is not defined because standard deviation of other
variable is zero.

4.4.1 Regression Performance

Given true labels y1, . . . , yℓ and predicted labels ŷ1, . . . , ŷℓ, mean squared
error (MSE) is

MSE =
1

ℓ

ℓ∑
i=1

(yi − ŷi)
2

MSE is always non-negative but does not have upper bound. Its scale de-
pends on the data at hand and MSEs computed with different data cannot
be compared directly. Square root of MSE is called root mean squared error
(RMSE).

The Pearson correlation coefficient measures linear dependence between
two random variables. Let (y1, ŷ1), . . . , (yℓ, ŷℓ) be independent and identi-
cally distributed samples from a bivariate random variable (y, ŷ). Then, the
sample Pearson correlation coefficient is obtained by

ρ̂(y, ŷ) =

∑ℓ
i=1

(
yi − µy

) (
ŷi − µŷ

)√∑ℓ
i=1

(
yi − µy

)2√∑ℓ
i=1

(
ŷi − µŷ

)2
where µy and µŷ are sample means. Correlation is bounded to interval [−1, 1].
Figure 4.6 gives examples of correlation in different situations.

The Spearman rank correlation coefficient measures monotonic depen-
dence between two random variables. Let R(yi) denote the rank of the ob-
servation yi in the sample y1, . . . , yn and similarly, Let R(ŷi) denote the rank
of the observation ŷi in the sample ŷ1, . . . , ŷn. Then, the Spearman rank
correlation coefficient is the Pearson correlation coefficient computed from
the ranks [70].
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4.4.2 Classification Performance

In order to evaluate classification performance, some commonly used perfor-
mance measures are defined below. When the data has two classes, the task
is called binary classification. In binary classification, the classes are called
the positive and negative. A confusion matrix of a classifier is represented in
Table 4.2. Several performance measures can be computed from confusion

Table 4.2: Confusion matrix for binary classification.

Predicted

Ground truth Positive Negative

Positive True positive (TP) False negative (FN)
Negative False positive (FP) True negative (TN)

matrix entries. Classification accuracy is the proportion of correctly classified
samples

accuracy =
TP + TN

TP + TN+ FP + FN
Accuracy is a good measure of performance in case classes are balanced,
i.e., there is approximately the same number of samples in both classes.
However, if most of the samples belong to one class, classifier, that assign all
the samples to more abundant class, can achieve high accuracy. In this case,
accuracy fails to detect a poor classifier.

Precision and recall are defined as

precision =
TP

TP + FP

recall =
TP

TP + FN

If the positive class corresponds to for example cancer patients and the nega-
tive class is healthy individuals, precision is the number of correctly classified
cancer patients divided by the number all patients that are classified as can-
cer patients. On the other hand, recall is the fraction of the cancer patients
identified overall. There is a trade-off between precision and recall: it is
trivial to optimize either one by assigning all the samples in one or the other
class but it is hard to optimize both at the same time [58]. F1 score combines
precision and recall by computing the harmonic mean of them [71]

F1 = 2 · precision · recall
precision + recall

F1-score is able to better measure performance reliably even when classes
are unbalanced.
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Results with NCI60 Dataset

5.1 Bioactivity Prediction from MS/MS

Spectra

KRR and CGKronRLS models were trained to predict bioactivities directly
from MS/MS spectra. The approach is summarized in Figure 4.1. A sepa-
rate model was trained for each cell line in case of KRR whereas in case of
CGKronRLS, a single model concerning all the cell lines was built. We used
the same 16 MS/MS kernels computed from the spectra and the fragmen-
tation trees that are used in CSI:FingerID (Section 4.1.1). Additionally, we
combined the kernels by computing the average of them (UNIMKL). A Gaus-
sian kernel on gene expression signatures was used to describe cell lines. The
σ-parameter of the Gaussian was estimated with the median trick (Section
3.1.1).

In our experiments, we noticed that centering and normalizing the input
kernels and centering the output greatly improved performance. For this rea-
son, input kernels were centered and normalized and output was centered in
this experiment. However, in the pairwise setting, centered Kronecker kernel
is a not Kronecker product of centered drug and cell line kernels. For this
reason, instead of using CGKronRLS, which avoids explicitly computing the
large pairwise kernel, we used KRR with explicitly computed Kronecker ker-
nel. This is denoted with pairwiseKRR. Recall, that CGKronRLS and pair-
wiseKRR find the same solution to optimization problem, but CGKronRLS
is more efficient because it avoids the computation of the large Kronecker
kernel by utilizing the properties of Kronecker product. Because the dataset
is small, it is possible to explicitly compute the pairwise kernel in this case.

There are 406 drugs which have both MS/MS and bioactivities (22 245
pGI50-values) available. 10×5 nested CV was used to estimate the prediction

41
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(b) PairwiseKRR.

Figure 5.1: True pGI50 values against pGI50 values predicted with pair-
wiseKRR and KRR from MS/MS spectra. UNIMKL-kernel of 16 MS/MS
kernels was used. The color denotes the density of the points.

Table 5.1: Performance of pairwiseKRR and KRR models in predicting
pGI50 values when bioactivities are predicted directly from MS/MS spectra.
Performance is estimated with 10 × 5 nested CV over 406 drugs. Standard
error estimated using bootstrapping is shown in brackets.

Method RMSE RPearson RSpearman

pairwiseKRR
CPJ 1.27 (0.01) 0.10 (0.01) 0.05 (0.01)
PPKr 1.13 (0.01) 0.46 (0.01) 0.44 (0.01)
RLB 1.13 (0.01) 0.47 (0.01) 0.41 (0.01)
UNIMKL 1.06 (0.01) 0.56 (0.01) 0.52 (0.01)

KRR
CPJ 1.26 (0.01) 0.14 (0.01) 0.10 (0.01)
PPKr 1.13 (0.01) 0.46 (0.01) 0.43 (0.01)
RLB 1.14 (0.01) 0.46 (0.01) 0.40 (0.01)
UNIMKL 1.07 (0.01) 0.54 (0.01) 0.51 (0.01)

performance of the models. Some drugs have the same 2D-structure and thus
the same spectra but different bioactivity values. In CV, it was ensured that
these drugs are in the same CV folds. Otherwise, overly optimistic results
could be obtained by having almost identical examples in the training and
test sets.

Both models were trained with all 16 MS/MS kernels and with UNIMKL-
kernel. The prediction performance of the models with three best performing
kernels and the worst performing kernel are shown in Table 5.1. UNIMKL
kernel performs significantly better compared to any individual MS/MS ker-
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nel. Two best performing individual kernels, RLB and PPKr, are computed
from the fragmentation trees and the MS/MS spectra, respectively. Figure
5.1 shows a scatter plot of the true pGI50-values against values predicted
with KRR and pairwiseKRR when UNIMKL kernel is used. Both models
predict pGI50-values equally well. Predicted values disagree with the true
values most when the true pGI50-value is either very small or large.

5.2 Bioactivity Prediction from Predicted

Fingerprints

As explained in Section 4.1, the task of predicting drug bioactivities from
MS/MS spectra can be broken into two steps: predicting a fingerprint of
a drug based on its MS/MS spectrum and predicting the bioactivities of
the drug based on the predicted fingerprint. This approach is summarized
in Figure 4.2. To predict the fingerprints from the MS/MS spectra, we
trained CSI:FingerID model. To predict bioactivities from the fingerprints,
we trained KronRLS and KRR models.

We trained CSI:FingerID model with 6 556 MS/MS spectra which cor-
respond to 6 123 unique 2-dimensional structures. CSI:FingerID uses six
fingerprints presented in Table. 5.2. However, some fingerprints contain the
same substructures. Thus, duplicate bits were removed from predicted fin-
gerprints. Furthermore, bits corresponding to very rare or common substruc-
tures in the training set were removed as well. The resulting concatenated
fingerprint vector contains 2 344 bits.

Drugs, which have both MS/MS spectrum and bioactivities available (406
drugs), were used as a test set. We computed the raw predicted and predicted
fingerprints for them. If a single drug had multiple MS/MS spectra, one

Table 5.2: Fingerprints used in CSI:FingerID. Only selected bits are used in
prediction: bits corresponding to duplicate substructures as well as bits with
low variance in the training set are removed.

Fingerprint Dimension Used

CDK Subtructure 307 93
FP3 55 37
ECFP 1 324 917
Klekota-Roth 4 860 745
MACCS 166 129
PubChem (CACTVS) 881 423
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Table 5.3: Average accuracy and F1 score of the raw predicted and pre-
dicted fingerprints obtained with CSI:FingerID over compounds. Standard
deviation over compounds is shown in brackets.

Fingerprint Accuracy (%) F1 score (%)

Raw predicted 97.2 (1.9) 85.3 (9.3)
Predicted 97.8 (2.3) 88.5 (11.9)

randomly selected spectrum was used in the prediction. Table 5.3 shows the
average accuracy and F1 score of the resulting fingerprints over drugs. The
predicted fingerprints perform slightly better compared to the raw predicted
fingerprints in terms of accuracy and F1 score.

5.2.1 Experiment with Complete pGI50-matrix

Drugs which have pGI50-values estimated for all 60 cell lines were used as a
training set for a bioactivity predictor. The resulting training set contains 4
569 drugs, 60 cell lines and 274 140 pGI50-values. Drugs which have MS/MS
spectra available were used as an external test set containing 406 drugs and
22 245 pGI50-values.

For drugs, we computed Tanimoto kernel on the concatenated fingerprints
described in Section 5.2. Fingerprints computed from the known structures
of the training drugs i.e. true fingerprints were used in the training. For
cell lines, we computed Gaussian kernel on the gene expression signatures
where the σ-parameter was estimated with the median trick (Section 3.1.2).
Regularization parameter λ was selected with 5-fold leave-drugs-out (LDO)
cross-validation from values {10−3, 10−2, ..., 102}. Furthermore, we used the
following stratified cross-validation scheme: for all drugs, we computed the
number of cell lines they are active against. The threshold of activity was
set at pGI50 = 6: drugs with pGI50 smaller than 6 were considered as
inactive against specific cell line whereas drugs with pGI50 greater than 6
were considered as active. Drugs were grouped based on the number of cell
lines they are active against and each group was split among five folds. In
case of KRR model, cell line features were not used. Instead, a separate
model for each cell line was trained. For both models, the same CV splits
were used.

We estimated pGI50-values with the true, raw predicted and predicted
fingerprints to test the models. Performance of the model with the true fin-
gerprints can be thought as an upper limit for performance with the raw
predicted or predicted fingerprints. Therefore, predictions with the true fin-
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Figure 5.2: The true pGI50-values against the pGI50-values predicted
KronRLS and KRR when both are trained with the true fingerprints of 4
569 drugs. The color denotes the density of the points. Standard error
estimated using bootstrapping is shown in brackets.

gerprints were included for comparison. See Figure 5.2 for the true pGI50-
values plotted against the predicted pGI50-values and summary performance
of the models.

For both KRR and KronRLS, predictions with the raw predicted finger-
prints are significantly worse than with the true fingerprints. In particular,
compounds with high pGI50-value have large prediction error when the raw
predicted fingerprints are used. On the contrary, predictions with the pre-
dicted fingerprints look very similar compared to prediction with the true
fingerprints. However, performance measures show that there is significant
difference between them. The predicted fingerprints perform significantly
better than raw predicted fingerprints especially in terms of Pearson correla-
tion. Based on these results, we decided to use only the predicted fingerprints
in the remaining experiment unless stated otherwise.

Vertical stacks of points, visible in Figure 5.2, correspond to pGI50-
estimates which are either the lower or upper limit of the true pGI50-value.
If the model was able to perfectly predict pGI50-values, all predictions corre-
sponding to the lower limits would appear under the x = y line. Likewise, all
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Figure 5.3: Performance of KronRLS and KRR in predicting pGI50 values
by tissue type. Both models were trained with the true fingerprints of 4
569 drugs and tested with the predicted fingerprints of the drugs which have
MS/MS available.

predictions corresponding to the upper limits would appear over the x = y
line.

We computed the performance of the models for each cancer type. See
Figure 5.3. The cell lines originate from 9 distinct cancer types and there
are unequal number of cell lines for each cancer type: for example, there are
6 breast cancer cell line but only 2 prostate cancer cell lines. Performance
across the cell lines is quite equal with the exception of leukemia cell lines.
There are 6 leukemia cell lines so the reason for lowered performance is
not the lower number of training samples of compared to other cell lines.
The mean variance of leukemia cell lines response over drugs is the greatest
among the cancer types. It seems that leukemia cell lines have more complex
response pattern compared to other cancer types and it is thus more difficult
to predict.

The performance of both models is improved compared to performance of
predicting bioactivities directly from MS/MS spectra presented in Section 5.1
in terms of RMSE and Pearson correlation. However, Spearman correlation
is slightly worse with this approach.

5.2.2 Influence of Cell Line Features

In addition to gene expression signatures, other measurements identifying
the cell lines can be used. We repeated the experiment described in Section
5.2.1 with different cell line features. We compared gene expression signature,
methylation pattern and copy number variation and combining them with
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Table 5.4: Performance of KronRLS with different cell line features in pre-
dicting pGI50 values. Performance is estimated with nested LCO-CV over 4
569 drugs. Standard error estimated using bootstrapping is shown in brack-
ets.

Method RMSE RPearson RSpearman

Copy number variation 0.65 (0.00) 0.86 (0.00) 0.82 (0.00)
Gene expression signature 0.47 (0.00) 0.92 (0.00) 0.89 (0.00)
Methylation pattern 0.49 (0.00) 0.91 (0.00) 0.89 (0.00)
UNIMKL 0.47 (0.00) 0.91 (0.00) 0.89 (0.00)
Random features 0.43 (0.00) 0.93 (0.00) 0.91 (0.00)

multiple kernel learning (UNIMKL). We also tried random cell line features
which have the same dimension as gene expression signatures: for each cell
line, a random vector was sampled from standard normal distribution and
Gaussian kernel was computed from random vectors. If predictions are made
for new drugs but not for new cell lines, the performance of different cell
line features (including random features) and UNIMKL differ in the third
decimal place. However, if predictions are made for new cell lines, there is
difference between cell line features.

We used 5 × 3 nested leave-cell-lines-out (LCO) CV with the complete
pGI50 matrix concerning 4 569 drugs and 60 cell lines to estimate the predic-
tive performance of different cell line features. See Table 5.4. First, it seems
that predicting for new cell lines is easier task than predicting for new drugs:
the performance of LCO experiment is much higher than the performance of
LDO experiment in Figure 5.2. This is because there is a greater variation
between the responses of single cell line to many drugs than there is between
the responses of many cell lines to a single drug. Secondly, random features
perform better than any measured features or their combination. Random
features do not contain any information about the cell lines. Thus predictions
with random features can be interpreted as predicting the average response
of the cell lines to a single drug.

5.2.3 Influence of Drug Features

In addition to concatenating different fingerprints, we trained the models
with each fingerprint definition separately and compared the performance of
different fingerprints. Table 5.5 shows the performance of KronRLS and KRR
models when they are trained with different true fingerprints and tested with
the predicted fingerprints. Generally, it seems that if fingerprint has more



CHAPTER 5. RESULTS WITH NCI60 DATASET 48

Table 5.5: Performance of KronRLS and KRR with different drug features in
predicting pGI50 values. Both models were trained with the true fingerprints
of 4 569 drugs. Predicted fingerprints were used to estimate pGI50-values.
Standard error estimated using bootstrapping is shown in brackets.

Method #bits RMSE RPearson RSpearman

KronRLS
FP3 37 1.28 (0.01) 0.34 (0.01) 0.24 (0.01)
CDK Substructure 93 1.19 (0.01) 0.49 (0.01) 0.36 (0.01)
Klekota-Roth 745 1.11 (0.01) 0.53 (0.01) 0.39 (0.01)
PubChem (CACTVS) 423 1.10 (0.01) 0.54 (0.01) 0.38 (0.01)
MACCS 129 1.10 (0.00) 0.55 (0.01) 0.43 (0.01)
ECFP 917 1.01 (0.01) 0.62 (0.01) 0.50 (0.01)
concatenated 2 344 1.00 (0.01) 0.62 (0.01) 0.49 (0.01)

KRR
FP3 37 1.28 (0.01) 0.35 (0.01) 0.25 (0.01)
CDK Substructure 93 1.17 (0.01) 0.50 (0.01) 0.38 (0.01)
Klekota-Roth 745 1.11 (0.01) 0.52 (0.01) 0.40 (0.01)
PubChem (CACTVS) 423 1.11 (0.01) 0.54 (0.01) 0.38 (0.01)
MACCS 129 1.10 (0.00) 0.54 (0.01) 0.43 (0.01)
ECFP 917 1.02 (0.01) 0.60 (0.01) 0.49 (0.01)
concatenated 2 344 1.02 (0.00) 0.61 (0.01) 0.48 (0.01)

bits, it is able to better predict pGI50-values. However MACCS fingerprints
have less than third of the number of bits the PubChem fingerprint has but it
still performs better. Notable is also that ECFP fingerprints perform equally
well compared to concatenated fingerprints.

5.2.4 Data Transformation of Labels

Commonly applied transformation for GI50 values is pGI50 = − log10 (GI50)
used in the previous experiments. However, other transformations may work
better in prediction task. We used Box-Cox transformation which belongs
to the family of power transformations and is defined as follows

xλ
i =

{
xλ
i −1

λ
if λ ̸= 0

ln (xi) if λ = 0

where λ is determined through maximum likelihood estimation. After the
Box-Cox transformation, the assumptions for a linear model are more likely
to hold [72].
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Table 5.6: Performance of KronRLS and KRR in prediction pGI50 values
when both are trained with the true fingerprints of 4 569 drugs and Box-Box
transformed GI50-values are used as training labels. Performance measures
are computed in terms of pGI50-values. Standard error estimated using
bootstrapping is shown in brackets.

Method RMSE RPearson RSpearman

KronRLS
True FPs 0.88 (0.00) 0.72 (0.00) 0.61 (0.01)
Predicted FPs 0.99 (0.01) 0.63 (0.01) 0.50 (0.01)

KRR
True FPs 0.90 (0.00) 0.71 (0.00) 0.60 (0.01)
Predicted FPs 1.00 (0.01) 0.61 (0.01) 0.50 (0.01)

We repeated the experiment described in Section 5.2.1 but instead of
pGI50-values, models were trained with Box-Cox transformed GI50-values.
In case of KRR, the drug kernel and Box-Cox transformed GI50-values were
also centered. After predicting, values were inverse transformed back to
GI50-values and onward to pGI50-values. The performance was estimated
in terms of pGI50-values to allow comparison between previous results. See
Table 5.6. Performance is slightly better compared to training with pGI50-
values. The difference is statistically significant (p < 0.01). This was tested
by comparing the absolute errors of two models with Wilcoxon signed-rank
test which is a non-parametric version of paired t-test [73].

5.2.5 Excluding Censored Labels

As explained in Section 4.2.2, some of the pGI50-values are the lower or
upper limit of the true pGI50-value i.e. they are censored [74]. In previous
experiments, censored labels were treated the same way as uncensored labels.
We removed pGI50-values that correspond to the upper limits of the true
pGI50-values i.e. they are left-censored. Ideally, we would have removed
right-censored values as well. However, this information was not provided
in the data. Furthermore, there is much less right-censored data than there
is left-censored data because the distribution of pGI50-values is centered
around small or inactive values. In general, left-censored values correspond
to inactive drugs and right-censored to active drugs.

We repeated the experiment described in Section 5.2.1 but removed the
left-censored labels. Resulting pGI50-matrix contains 223 395 values and is
81.5% full. Previously used stratification based on the labels was no longer
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Figure 5.4: RMSE of pGI50 values predicted with KRR model. Two models
were trained so that the left-censored labels were either included in or re-
moved from the training set. True pGI50-values were divided into bins and
RMSE was computed for each bin. Left-censored labels were removed from
the test set.

Figure 5.5: Performance of CGKronRLS and KRR in predicting pGI50 values
when they were trained with left-censored labels included or removed from
the training set. Left-censored pGI50-values were removed from test set.
Standard error estimated using bootstrapping is shown in brackets.

Method
Left-censored
labels

RMSE RPearson RSpearman

CGKronRLS
True FPs included 0.91 (0.01) 0.74 (0.00) 0.64 (0.01)
True FPs removed 0.95 (0.01) 0.72 (0.00) 0.61 (0.01)
Predicted FPs included 1.05 (0.01) 0.64 (0.01) 0.50 (0.01)
Predicted FPs removed 1.06 (0.01) 0.62 (0.01) 0.48 (0.01)

KRR
True FPs included 0.94 (0.01) 0.72 (0.00) 0.64 (0.01)
True FPs removed 0.99 (0.01) 0.70 (0.00) 0.59 (0.01)
Predicted FPs included 1.06 (0.01) 0.63 (0.01) 0.50 (0.01)
Predicted FPs removed 1.08 (0.01) 0.61 (0.01) 0.47 (0.01)

applied, because some of the labels are not known. Furthermore, the gra-
dient version of KronRLS (CGKronRLS) was used. Table 5.5 presents the
prediction performance of CGKronRLS and KRR when they are trained with
left-censored data included in or removed from the training set. Left-censored
data was removed from the test set in both cases. First of all, Spearman’s
rank correlation is higher when censored data is removed from the test set
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especially with true fingerprints. Notice that rows where left-censored data
is included in training are the same as in Figure 5.2 but here left-censored
data was removed from the test set. On the other hand, RMSE is somewhat
higher with the predicted fingerprints. Secondly, performance is overall worse
when models are trained with left-censored data removed but the difference
is not large. This is probably because any possible gain there was to remove
the censored values, it is lost because so much training data is left unused.

Excluding the left-censored labels from training results in lowered overall
performance. We split the true pGI50-values into bins and computed RMSE
of KRR predictions in each bin. See Figure 5.4. When left-censored labels
were included in the training, low pGI50-values are predicted significantly
better than when left-censored labels were removed from the training. How-
ever, the opposite is true with high pGI50-values which correspond to active
drugs. Even though the overall performance declines when left-censored data
is not used to train the model, active drugs are identified more often. Inactive
drugs are overly represented in the data and removing the left-censored val-
ues balances the distribution. It is not apparent from these results, that the
improved identification of active drugs was due to removal of left-censored
values or removal of some inactive drugs in general. However, it would be
interesting to construct training set that is more balance in terms of inactive
and active drugs in future studies.

5.2.6 Influence of Training Set Size

We repeated the experiment described in Section 5.2.1 with a larger dataset.
Drugs with at most 3 pGI50-values missing along the cell lines were selected
to the training. The resulting training set contains 19 063 drugs, 60 cell
lines and 1 115 947 pGI50-values. Thus, pGI50-matrix is 97.6% complete.
Previously used stratification based on the labels was no longer applied,
because some of the labels are unknown. Furthermore, the gradient version of
KronRLS (CGKronRLS) was used. Using more data in the training improves
the performance of both models with both the true and predicted fingerprints.
See Table 5.7. However, performance with the true fingerprints improved
more than with the predicted fingerprints.

Figure 5.6 shows the prediction performance of KRR model as a function
of percentage drugs used in training. Training was repeated for each train-
ing set size 10 times and average performance of the repeats was computed.
In each iteration, training drugs were chosen randomly. Prediction perfor-
mance with true fingerprints does not saturate with the amount of data avail-
able. However, predictive performance with the raw predicted fingerprints
improves very slowly after 20% of data is used. The same holds with the
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Figure 5.6: Average performance of KRR in predicting pGI50 values over 10
repeats as a function of percentage of drugs used in training. Shaded area
around curve shows standard deviation of performance over the repeats.

Figure 5.7: Performance of CGKronRLS and KRR in predicting pGI50 values
when both are trained with the true fingerprints of 19 063 drugs. Standard
error estimated using bootstrapping is shown in brackets.

Method RMSE Pearson’s R Spearman’s R

CGKronRLS
True FPs 0.81 (0.01) 0.77 (0.00) 0.66 (0.00)
Predicted FPs 0.96 (0.01) 0.66 (0.00) 0.55 (0.00)

KRR
True FPs 0.83 (0.01) 0.76 (0.00) 0.66 (0.00)
Predicted FPs 0.96 (0.01) 0.66 (0.00) 0.55 (0.00)

predicted fingerprints: using more than 40% of the available data improves
the performance only slightly. The difference between the true and the pre-
dicted fingerprints increases when more drugs are used for training. This
implies that training the bioactivity predictor with more data only increases
performance to a certain point. However, to further increase performance,
accuracy of the predicted fingerprints should be improved.

5.2.7 Training with Predicted Fingerprints

To this point, we have used true fingerprints in the training. However, if
there is some pattern in the errors of the predicted fingerprints, the model
could learn that and take it into account when predicting bioactivities. The
drawback of this approach is that for training we can use only the drugs which
have the predicted fingerprints computed i.e. the drugs with MS/MS spectra
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Table 5.7: RMSE of pGI50 values predicted with KRR model in different
train/test configurations. RMSE is estimated with nested CV on 406 drugs
with MS/MS spectra available.

Test

Train True FP Predicted FPs

True FPs 0.99 (0.01) 1.03 (0.01)
Predicted FPs 1.05 (0.01) 1.03 (0.01)

available. We used 10× 5 nested CV to estimate the predictive performance
of KRR model. Because the training data contains missing values, regular
CV was used instead of stratified CV. We trained and tested the model with
both the true and predicted fingerprints. See Table 5.7. On contrary to the
expectations, there is no improvement when the model is trained with the
predicted fingerprints compared to the true fingerprints. Additionally, there
is a significant difference in performance when training with MS/MS kernels
(Section 5.1) compared to training with the predicted fingerprints.



Chapter 6

Results with ChEMBL Dataset

The overlap of ChEMBL and MS/MS datasets is so small that predicting
bioactivities directly from MS/MS spectrum was not tried: more than half
of the protein targets have only fewer than ten drugs that have MS/MS
available. Instead, we followed the approach summarized in Figure 4.2. We
trained CSI:FingerID model with 6 346 MS/MS spectra which correspond to
5 940 unique 2D-structures. The set of fingerprints described in Table 5.2
was used. Again, bits corresponding to duplicate substructures were removed
as well as bits corresponding to very rare or common substructures in the
training set. The resulting concatenated fingerprint contains 2 291 bits.

Drugs, which have both MS/MS spectrum and bioactivities available (649
drugs), were used as a test set. We estimated raw predicted and predicted
fingerprints for them. If a single drug had multiple MS/MS spectra, one
randomly selected spectrum was used in prediction. Table 6.1 shows the
average accuracy and F1 score of the resulting fingerprints over drugs.

We trained KRR model for each protein target to predict bioactivities
from fingerprints. We computed Tanimoto kernel on the concatenated fin-
gerprints described above: true fingerprints were used to train the model.
The training set contained 172 321 drugs, 100 protein targets and 247 566
pIC50-values. We centered and normalized the input kernel and centered the

Table 6.1: Average accuracy and F1 score of the raw predicted and pre-
dicted fingerprints obtained with CSI:FingerID over compounds. Standard
deviation over compounds is in brackets.

Fingerprint Accuracy (%) F1 score (%)

Raw predicted 97.0 (2.1) 83.7 (9.9)
Predicted 97.4 (2.6) 86.5 (12.7)

54
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Figure 6.1: True pIC50-values against predicted pIC50-values. KRR was
trained with the true fingerprints of 172 321 drugs and 247 566 pIC50-values.
The color of the points represents the number of training examples per target.
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Figure 6.2: Average performance of KRR in predicting pIC50 over 10 repeats
as a function of percentage of drugs used in training. Shaded area around
curve shows standard deviation of performance over the repeats.
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Figure 6.3: True pIC50-values against predicted pIC50-values. CGKronRLS
was trained with the true fingerprints of 44 049 drugs and 118 338 pIC50-
values. The color denotes the density of the points.
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Table 6.2: Performance of KRR in predicting pIC50 values. The model was
trained with the true fingerprints of 172 321 drugs. Standard error estimated
using bootstrapping is shown in brackets.

FPs used in prediction RMSE RPearson RSpearman

True 0.92 (0.02) 0.74 (0.01) 0.69 (0.01)
Raw predicted 1.17 (0.03) 0.53 (0.02) 0.53 (0.02)
Predicted 1.11 (0.02) 0.59 (0.02) 0.58 (0.02)

Table 6.3: Performance of KRR and CGKronRLS in predicting pIC50 values
when both were trained with the true fingerprints of 44 049 drugs and 118
338 pIC50-values. Standard error estimated using bootstrapping is shown in
brackets.

Method RMSE RPearson RSpearman

KRR
True 1.04 (0.02) 0.65 (0.02) 0.61 (0.02)
Raw predicted 1.19 (0.03) 0.51 (0.02) 0.49 (0.02)
Predicted 1.16 (0.03) 0.53 (0.02) 0.51 (0.02)

CGKronRLS
True 1.02 (0.02) 0.68 (0.01) 0.65 (0.02)
Raw predicted 1.16 (0.03) 0.55 (0.02) 0.55 (0.02)
Predicted 1.16 (0.03) 0.56 (0.02) 0.55 (0.02)

output. We tested the model with drugs that have both pIC50-values and
MS/MS available using the true, raw predicted and predicted fingerprints.
See Figure 6.1 and Table 6.2. As expected, true fingerprints perform bet-
ter compared to the raw predicted and predicted fingerprints. On the other
hand, the difference between the raw predicted and predicted fingerprints is
smaller with this dataset compared to the NCI60 dataset.

Figure 6.2 represents the prediction performance of KRR model as a func-
tion of percentage drugs used in training. Training was repeated for each
training set size 10 times and average performance of the repeats was com-
puted. In each iteration, training drugs were chosen randomly. Prediction
performance with the true fingerprints does not saturate with the training
data available. Conversely, performance with the raw predicted or predicted
fingerprints increases very slowly after 40% of training data is used with the
predicted fingerprints performing significantly better than the raw predicted
fingerprints. This implies that after a certain point increasing the training
set size of bioactivity predictor does not improve the prediction performance
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with the predicted fingerprint and in order to improve the model, the quality
of predicted fingerprints should be improved.

Without reducing the training set size, it would not be feasible to train
CGKronRLS model: the computation of 172321 × 172321 drug kernel con-
suming approximately 240 GB of memory would be required. The majority
of the drugs in ChEMBL dataset have only a single bioactivity measured. We
removed the drugs which have bioactivities measured against only a single
target. We trained CGKronRLS model with the resulting dataset contain-
ing 44 049 drugs, 100 targets and 118 338 pIC50-values. As previously, we
computed Tanimoto kernels on the true fingerprints. For protein targets, we
computed normalized Smith-Waterman (Section 3.1.2) alignment scores. We
checked that the resulting matrix is a valid kernel matrix by verifying that
all of its eigenvalues were non-negative. We tested the model with drugs that
have both pIC50-values and MS/MS available using the true, raw predicted
and predicted fingerprints. See Figure 6.3 and Table 6.3.

CGKronRLS model performs worse than KRR model. This is likely be-
cause CGKronRLS was trained with less than half of the bioactivities used
to train KRR model. To test this hypothesis, we trained another KRR model
with the same data as CGKronRLS model: CGKronRLS performed slightly
better. However, KRR is more suitable model for this dataset because the
data is so sparse and most of the drugs have only single bioactivity value
measured. KRR model considers drugs related to a single target at a time
meaning at most 8 460 drugs. In the contrary, CGKronRLS considers all the
drugs at the same time.



Chapter 7

Conclusion and Discussion

In this thesis, we introduced two machine learning pipelines to predict bioac-
tivities from MS/MS spectra. First, we predicted bioactivities directly from
MS/MS spectra. Second, we trained a model to predict a fingerprint of
a compound based on its MS/MS spectrum and another model to predict
bioactivities from the fingerprint. In the prediction phase, the predicted
fingerprint was used to predict bioactivities. Advantage of the second ap-
proach is that it is able to effectively use data related to those drugs, which
have only either MS/MS spectrum or bioactivities measured but not both,
to train the models whereas the first approach is able to use only those drugs
in training that have both measurements available. We showed that the sec-
ond pipeline achieves higher predictive performance than the first approach.
Table 7.1 summarizes the performance of both pipelines. In addition, we
demonstrated that we can build a predictive model even in case there is no
overlap of the drugs in the MS/MS and the bioactivity datasets which is not
possible with model predicting bioactivities directly from MS/MS spectra.

We tested our pipeline with two quite different types of bioactivities. In
NCI60 dataset, the growth inhibition of cancer cells induced by a tested com-
pound was measured whereas in ChEMBL dataset, the inhibition of specific
protein target by a tested compound was quantified. Despite these apparent
differences in two datasets, comparable prediction performance was achieved
with both datasets if training set size is taken into account. This implies
that the same pipeline could be applied to other types of bioactivity mea-
surements which are even more expensive to conduct experimentally such as
toxicity or bioavailability.

In each experiment, we trained two models to predict bioactivities, KRR
and KronRLS. Separate KRR model was trained for each cell line or protein
target whereas only a single model was trained in case of KronRLS which
utilized measurements related to the cell lines or protein sequences. In the

58
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Table 7.1: Prediction performance with each dataset and prediction pipeline.
The 1-step pipeline refers to predicting bioactivities directly from MS/MS
spectra whereas the 2-step pipeline refers to predicting bioactivities from
fingerprints predicted in turn from MS/MS spectra. Column Sec. shows in
which section the results were originally presented.

Dataset Pipeline
Bioactivity
predictor

Sec. RMSE RPearson RSpearman

NCI60 1-step KRR 5.1 1.07 (0.01) 0.54 (0.01) 0.51 (0.01)
NCI60 1-step pairwiseKRR 5.1 1.06 (0.01) 0.56 (0.01) 0.52 (0.01)
NCI60 2-step KRR 5.2.6 0.96 (0.01) 0.66 (0.00) 0.55 (0.00)
NCI60 2-step CGKronRLS 5.2.6 0.96 (0.01) 0.66 (0.00) 0.55 (0.00)
ChEMBL 2-step KRR 6 1.11 (0.02) 0.59 (0.02) 0.58 (0.02)
ChEMBL 2-step CGKronRLS 6 1.16 (0.03) 0.53 (0.02) 0.51 (0.02)

prediction setting mainly used in this work, bioactivities were predicted for
new drugs but not for new cell lines or targets. In our experiments, there
was only slight difference between KRR and KronRLS implying that using
the cell line or protein target features do not significantly improve prediction
performance in the prediction setting studied mostly here. However, KRR
model used here is not able to predict bioactivities for new targets. Bioac-
tivities for new targets could be predicted for example when new purposes
for existing drugs are studied. In this case, a pairwise prediction model like
KronRLS would probably work better. If KRR model was used in this case,
an individual model should be trained for each drug separate. However, the
drug-target interaction matrix typically contains much more drugs than tar-
gets and thus there is much more training data per target than there is per
drug.

Because KRR and KronRLS (CGKronRLS) perform very similarly, their
computational costs can be compared to choose between them. All the algo-
rithms have the same asymptotic running time. However, empirically train-
ing a single KronRLS model was found faster than training individual KRR
models for each target. On the other hand, CGKronRLS, which is used
when bioactivities for some drug-target pairs are not known, was slower to
train than KRR. Additionally, CGKronRLS was unfeasible with very sparse
ChEMBL dataset.

In the future, several possible directions exist in trying to improve the
prediction pipelines. In our experiments, we either excluded censored bioac-
tivity values or we treated them the same way as non-censored values. Recall
that pGI50- and pIC50-values are interpolated from the dose-response curve.
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However, if the desired effect was not obtained with the tested drug concen-
trations or it was exceeded with all the tested concentrations, other end-point
is reported accordingly. We showed that excluding the censored bioactivi-
ties decreases the overall performance of the bioactivity predictor but active
drugs were predicted with improved precision. The censored bioactivities
still hold information and thus excluding them is wasting of valuable train-
ing data. There exist specialized regression models, such as Tobit censored
regression model [75], to handle this the censored data.

In the second pipeline, predicted fingerprints were used as an intermediate
step to predict bioactivities. We used the same fingerprints that CSI:FingerID
(Section 4.1.1) uses by default. These fingerprints have been found to im-
prove metabolite identification but they are not optimized for bioactivity
prediction. In Section 5.2.3, we showed that ECFP-fingerprints are able to
predict bioactivities with the similar precision as six fingerprint definitions
combined. This implies that many of the features predicted by CSI:FingerID
are not actually useful for bioactivity prediction. Thus, searching for features
that predict bioactivities accurately and that can be predicted from MS/MS
spectra with high accuracy could be a potential research direction. Another
approach could be to predict kernel values between two structures instead
of features with, e.g., input output kernel regression and use the predicted
kernel values in subsequent bioactivity prediction.

In Section 5.2.7, we trained a bioactivity predictor with predicted finger-
prints. We noticed that there is a significant difference in performance when
training with MS/MS kernels (Section 5.1) compared to training with the
predicted fingerprints. The model that predicts fingerprints is trained with
6 556 spectra. Additionally, raw predicted fingerprints are matched against
the true fingerprints of the drugs in databases and fingerprint of the highest
scoring candidate is selected. It would be interesting to analyze which one
of these steps explains the difference. One way to analyze this would be to
use the same nested CV scheme with CSI:FingerID to obtain the predicted
fingerprints. That way the fingerprints are trained with the same data that
is used to train a model to directly predict bioactivities from spectra. If the
results still differed compared to predicting directly from spectra, we would
conclude that matching predicted fingerprints to those in databases gains a
lot of information. On the other hand, if results did not differ much, we
would conclude that information in other spectra is very useful. If spectra
without related bioactivities turned out to be important, semi-supervised
learning could be an interesting direction to proceed.
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Appendix A

Appendix

A.1 Lagrangian Dual Problem

Consider the following standard form optimization problem

min
x

f0(x)

s.t. fi(x) ≤ 0, i = 1, . . . ,m,

hi(x) = 0, i = 1, . . . , p

(A.1)

where x ∈ Rn. This is the primal optimization problem. Denote the optimal
value of (A.1) by p∗. Then the Lagrangian L : Rn×Rm×Rp ↦→ R of problem
(A.1) is defined as

L(x,λ,ν) = f0(x) +
m∑
i=1

λifi(x) +

p∑
i=1

νihi(x) (A.2)

where λ ∈ Rm and ν ∈ Rp are called Lagrange multipliers or dual variables.
The Lagrange dual function g : Rm × Rp ↦→ R is defined as the minimum
value of the Lagrangian (A.2) over x:

g(λ,ν) = inf
x

⎧⎨⎩f0(x) +
m∑
i=1

λifi(x) +

p∑
i=1

νihi(x)

⎫⎬⎭
Suppose λ ≥ 0 and x̃ is feasible point for the problem (A.1) and thus fi(x̃) ≤
0 and hi(x̃) = 0. Then

∑m
i=1 λifi(x̃) +

∑p
i=1 νihi(x̃) ≤ 0 and therefore

L(x̃,λ,ν) = f0(x̃) +
m∑
i=1

λifi(x̃) +

p∑
i=1

νihi(x̃) ≤ f0(x̃)
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Because g(λ,ν) = infx L(x,λ,ν) ≤ L(x̃,λ,ν) ≤ f0(x̃), for any λ ≥ 0,ν
dual function yields lower bound for the optimal value p∗ of the problem
(A.1)

g(λ,ν) ≤ p∗

In order to obtain the best lower bound for the primal optimization problem,
the following optimization problem has to be solved

max
λ,ν

g(λ,ν)

s.t. λi ≥ 0, i = 1, . . . ,m

This is the dual optimization problem. Let d∗ denote the optimal value of
the dual problem. The difference between p∗ and d∗ is called the duality gap.
If the primal problem is convex optimization problem and x∗ and (λ∗,ν∗)
are the primal and dual optimals, then the Karush-Kuhn-Tucker (KKT)
conditions hold

fi(x
∗) ≤ 0, i = 1, . . . ,m (A.3)

hi(x
∗) = 0, i = 1, . . . , p (A.4)

λ∗
i ≥ 0, i = 1, . . . ,m (A.5)

λ∗
i fi(x

∗) = 0, i = 1, . . . ,m (A.6)

∇f0(x
∗) +

m∑
i=1

λ∗
i∇fi(x

∗) +

p∑
i=1

ν∗
i ∇hi(x

∗) = 0 (A.7)

with zero duality gap. The KKT conditions (A.3) and (A.4) state that x∗ is
primal feasible and the condition (A.5) states that λ∗ is dual feasible. The
condition (A.6) is called complementary slackness and it follows from strong
duality. Assume zero duality gap, i.e. p∗ = d∗, and x∗ and (λ∗,ν∗) are primal
and dual optimals, respectively. Then

d∗ = g(λ∗,ν∗) = inf
x

⎧⎨⎩f0(x) +
m∑
i=1

λ∗
i fi(x) +

p∑
i=1

ν∗
i hi(x)

⎫⎬⎭
≤ f0(x

∗) +
m∑
i=1

λ∗
i fi(x

∗) +

p∑
i=1

ν∗
i hi(x

∗) ≤ f0(x
∗) = p∗

Because of strong duality, the inequalities must hold as equalities and thus∑m
i=1 λ

∗
i fi(x

∗) = 0. Because each term in the sum is non-positive, we con-
clude that complementary slackness (A.6) holds. The last KKT condition
(A.7) states that gradient of Lagrangian vanishes at x∗ and thus x∗ minimizes
Lagrangian over x [53].
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