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Abstract

Boolean networks have a long history as a simple model of biological activity
such as gene expression in gene regulatory networks. Learning Boolean networks is
equivalent to learning binary classifiers for each variable in the network, given that
we can find a logic-based representation for the classifiers. Artificial neural networks
(ANNs) are very powerful classifiers and can be structurally similar to logical formulae.
However, trained ANNs are very opaque in the sense that explaining the precise
conditions which determine the output class is a very hard problem. Brute-force
generating all possible inputs and the corresponding outputs from a classifier in the
form of a truth-table can be used as a method for finding equivalent logical rules.
The exponential memory and time requirements render this infeasible except for very
small Boolean networks. The main proposition of this work is using a heuristic based
on partial derivatives to limit the truth-table size by identifying the most relevant
subset of variables and disregarding others. A simple rule extraction algorithm was
implemented and evaluated on trained neural networks in experiments using synthetic
benchmarks which show its robustness to noise as well as its ability to generalize
effectively.
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Tiivistelmä
Boolean verkkoja käytetään muun muassa geeniverkkojen mallintamiseen. Niiden
oppiminen esimerkeistä on ongelmana yhdenvertainen yksittäisten geenien aktiivi-
suuden luokittelun kanssa. Neuroverkot ovat yksi parhaimmista koneoppimismene-
telmistä luokittelua varten. Eteenpäin kytkettyjen neuroverkkojen rakenne myös
muistuttaa hieman logiikkapiirejä. Käytännössä erilaisten olosuhteiden vaikutuk-
set ulostuloon ovat kuitenkin epäselviä ja niiden määrittäminen on erittäin vaikea
ongelma. Binäärisen lähtöavaruuden kartoittaminen kokonaisuudessaan totuustau-
luiksi on mahdollista, mutta vaatii eksponentiaalisesti tilaa ja aikaa verkon kokoon
suhteutettuna. Totuustaulujen rajoittaminen olennaisten muuttujien osajoukkoihin
käyttämällä herkkyysanalyysiin perustuvaa heuristiikkaa mahdollistaa tehokkaan ja
tarkan logiikkaekstraktioalgoritmin neuroverkoista. Menetelmän toimivuutta arvioi-
tiin synteettisellä datalla ja tuloksien perusteella vaikutta siltä että opittu neuroverkko
suodattaa melua datassa hyvin ja siitä ekstraktoitu logiikka yleistää opitun mallin
tehokkaasti.
Avainsanat Syväoppiminen, Geeniverkot, Boolean verkko, neuroverkko,
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Abbreviations
ANN artificial neural network
NN (artificial) neural network
RNN recurrent neural network
MLP multi-layer perceptron
ILP inductive logic programming
LFIT learning from interpretation transition
DNF disjunctive normal form
CNF conjunctive normal form
DFSA deterministic finite-state automata
SGD stochastic gradient descent
ASP answer set programming
SAT Boolean satisfiability problem
ROC receiver operating characteristic
SVM support vector machine
GRN gene regulatory network
ReLU rectified linear unit



1 Introduction
The identification of many biological networks is still an open problem. The biolog-
ical reductionist paradigm has resulted in a considerable amount of research into
identifying specific genetic markers that relate to traits such as genetic disease. This
type of research does not necessarily offer insight into the dynamics of the biological
system as a whole. The cell is the basic unit of a biological system. In each cell, a
plethora of biochemical processes are occurring continuously – some cyclical processes
obeying a pseudo-timer, some maintaining resources, some performing maintenance
and some responding to stimulations or influences from external sources – together
forming complex biochemical networks. Cells in multicellular organism may signal
other cells adding further layers of interaction. Many processes are facilitated by
specialized proteins and enzymes which are encoded in the genome and are therefore
subject to the rigorous regulation of genetic expression that is present in every cellular
organism. The biochemical kinetics of these systems can be determined by thoroughly
investigating related processes, identifying the key variables and designing carefully
controlled experiments isolating various aspects of the system behaviour and building
precise dynamic models from the gathered data. This approach requires thorough
research and extensive domain knowledge.

The holistic paradigm approach is to try and identify the network by considering
the system as a whole using more abstract methods without requiring much prior
knowledge. The focus of this work is on this type of method. Some of the earliest
holistic network analysis methods were correlation and mutual information based
as well as Boolean network model based (Kauffman 1969). Some more advanced
methods include Bayes’ networks and artificial neural networks. These are discussed
in Section 1.1.
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Learning Boolean networks is equivalent to learning a binary classifier for each
variable of the network if we can find a logical representation (rules) for the chosen
classifier. Artificial neural networks (ANNs) are very powerful classifiers which in
some ways follow the structure of logical formulae i.e. they can be set up similar
to a network of logic gates. Understanding the conditions which determine the
output of a trained ANN is very difficult, which is why ANNs are considered to be
some of the most opaque machine learning tools and are usually considered as so
called black-boxes. Generating all possible inputs and the corresponding outputs
from any learned classifier would be a straightforward method finding the logical
rules equivalent to it. The exponential memory and time requirements render this
infeasible except for very small Boolean networks. Previous research on the topic of
neural network extraction is discussed in Section 4 along with our own proposal.

The unique challenge of identifying biological networks is the scale and complexity
of it. The Boolean network model is simple and can exhibit complex interactions
and network dynamics. It sacrifices resolution due to its binary nature, however,
and learning such models is problematic due to noise sensitivity, time complexity of
learning algorithms and the amounts of data required. Section 2 discusses Boolean
networks and related logic programming methodology.

This work aims to explore the use of Boolean network models in systems biology
currently and to present a novel method to acquire them from very large gene-
expression time-series using artificial neural networks to learn network dynamics and
then extracting logic-based representations from them. Neural networks are good for
approximating any functions and are capable of reproducing complicated interactions
between inputs as is the case with gene expression which is subject to many forms
of regulation. The machine learning approach makes the problem of predicting
gene expression tractable for any network size. We utilize regularization to reduce
overfitting in order to produce models that are more generalized. Modern software
and hardware perform exceptionally well, even on large optimization problems such
as these. Section 3 describes a basic feed-forward neural network structure and
relevant details on learning such models.

To assess the viability of our ANN to BN methodology a number of experiments
were performed. Section 5 outlines the experimental set up and details of the data
set which is synthetically generated using existing Boolean network models as well as
parameter tuning of the neural network and extraction algorithm. Section 6 provides
the results of various experimental aspects and Section 7 offers some discussion on
the results and the method as a whole.

1.1 Related work
The subject of this work touches on many different avenues of research. A brief
background explanation is attempted here, but in the interest of compactness it will
not be incredibly detailed and we will only cover a small proportion of relatively
recent material.

To analyze complex biological systems many different models have been developed
over the years. Different models have different strengths and weaknesses: the research
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question and available data determine which model is most suitable to the situation.
Le Novère 2015 provide a recent overview of different network models and their
attributes as well as the various ways of constructing such models.

Machado et al. 2011 give a very comprehensive list of different modeling styles:
Boolean networks, Bayesian networks, Petri nets, process algebras, constraint-based
models, differential equations, rule-based models, interacting state machines, cellular
automata and agent-based models. Neural network methods have since gained more
traction and are included in more recent reviews such as Barbosa et al. 2018.

In general, there have been multiple relatively recent reviews into biological
network modeling and inference (Bolouri 2014; Chai et al. 2014; D’Haeseleer et al.
2000; Lee and Tzou 2009). De Smet and Marchal 2010 provide an overview of network
inference methods in the context biological networks with special consideration given
towards mitigating underdetermination. Morris et al. 2010 review the use of logic-
based models of cell signaling networks.

Another related topic is the integration of heterogeneous data sources and back-
ground knowledge (Banf and Rhee 2017). Kiani et al. 2016 examine how network
topology is affected by using different inference methods and Villaverde and Banga
2014 approache the biological network inference problem from a more general reverse-
engineering perspective.

ANNs are typically used to model gene expression in a continuous domain while
logic-based models operate with discrete states obtained through pre-processing
(discretization). E.g. multilayer perceptrons (MLP) (Keedwell and Narayanan 2005)
and modified recurrent neural networks (RNN) (Noman et al. 2013; Xu et al. 2007)
have been previously explored. Ao and Palade 2011 used an ensemble of support
vector machines (SVM) and (recurrent) Elman neural networks to predict gene
expression time-series for a small network of 12 genes as well as extract causal links
from the predictions of the ensemble. When it comes to logic-based modeling, multiple
different approaches exist. In the context of learning models from examples, one of the
more sophisticated class of pure logic methods is inductive logic programming (ILP).
Inductive logic programming is a field of research which is concerned with learning
first-order logic models from examples and background knowledge (S. Muggleton
and De Raedt 1994; Stephen Muggleton et al. 2012). Inoue et al. 2014 use ILP
techniques to learn dynamic systems such as Boolean networks and cellular automata.
More details on ILP are discussed in Section 2.1 and 2.2.
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2 Boolean networks
Boolean networks are a simple method for modeling interaction networks such as
those found in biological systems. In a Boolean network state each node or variable
is either active (1) or inactive (0), i.e. in gene regulatory networks (GRN) the
corresponding gene is either expressed or not expressed. The state of the network is
then updated in steps according to a set of rules.

Formally, a Boolean network (BN) G(V, F ) is defined by a set of nodes V =
{v1, . . . , vn} representing genes and a set of Boolean functions F = f1, . . . , fn such that
each node vi has a corresponding Boolean function fi(vi1 , . . . , vik

) which determines
its value in the next update. In a synchronous BN each node is updated at every
step while in an asynchronous BN exactly one node is updated. Since updates are
applied in steps, BN models are always time-discrete.

The network state v(t) is a {0, 1}n vector. A pair of vectors
(︂
v(t), v(t+1)

)︂
is called

a state transition and a sequence of consecutive state transitions is called a trajectory
(of G). A deterministic BN will always reach an repeating state (point attractor) or
a repeating cycle . . . , va, vb, . . . va, vb, . . . (cycle attractor).

The network G can be represented by a graph G′(V, E) such that each node vi

has incoming edges from each input vik
of its corresponding Boolean function fi. It

is also possible to distinguish between repressive and inducive edges if the effect is
apparent from the Boolean function. The number of inputs ki of fi is equivalent
to the in-degree of the node vi in G′ and is an important factor to consider when
learning Boolean networks from examples. Figure 1 shows an example of a simple
Boolean network represented as a graph.

Boolean functions are defined by a truth-tables which map every possible input
vector – of which there are 2ki – to {0, 1}. Alternatively, they can be defined via
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a b

c d

b'=(a∨d)∧¬c

a'=c∧¬d

c'=d
d'=b

Figure 1: An example Boolean network. This particular BN has a cyclic attractor
{a} → {a, b} → {a, b, d} → {b, c, d} → {c, d} → {c} → {a} → . . . which it enters
from all initial states except {∅} (all inactive).

propositional logic formulae, which can always be rearranged into disjunctive normal
form (DNF) or conjunctive normal form (CNF) such that the formula is either a
disjunction of conjuctions i.e. OR (∨) of ANDs (∧) or a conjunction of disjunctions
i.e. AND of ORs. For example, a four variable Boolean function in DNF could be
equivalent to:

f1(x1, x2, x3, x4) = (¬x1 ∧ x3) ∨ (¬x1 ∧ x2) ∨ (x2 ∧ x3 ∧ ¬x4) (1)

A truth-table may have multiple equivalent logic formulae (even in normal forms)
while equivalent logic formulae will always yield the same truth-table. It could also
be useful to note that some of the input variables to the Boolean function might not
actually be present in the formula. Such variables are called fictitious. If we separate
a truth-table into two halves corresponding to the on and off values of a fictitious
variable, the halves would be identical apart from the fictitious variable itself.

The idea of using Boolean networks to approximate biological networks was first
brought up by Kauffman 1969, whose focus was on the theoretical exploration of
random Boolean network dynamics. Kauffman 1993 offer a comprehensive reference
on BN theory. Boolean network models can be constructed manually given sufficient
knowledge of the target system. Alternatively, we can try to find a network that
models observed behaviour with the best accuracy i.e. best-fit to data. Boolean
functions are usually extremely underdetermined since the number of possible truth-
tables increases exponentially with the number of variables. The Boolean network
learning problem is covered in section 2.2.

There are also many extensions to BNs e.g. probabilistic BNs where the update
has a probability distribution associated with it as well as BNs with delays where
the Boolean functions may take previous states variables as input.

2.1 Logic Programs
While Boolean networks are adequately defined by Boolean functions, there may be
advantages to adopting a different formalism.

Boolean networks can be formulated as logic programs (Inoue 2011). A normal
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logic program (NLP) P is a set of rules R of the form:

x′
i ← x1 ∧ · · · ∧ xm ∧ ¬xm+1 ∧ · · · ∧ ¬xn

where x′
i is called the head of the rule h(R) and the right side is called the body.

The body consists of literals which are atoms x or their negations ¬x and it can be
divided into positive b+(R) and negative b−(R) parts. In the context of BNs the
head x′

i corresponds to the update of variable vi and the body corresponds to a single
set of conjunctions of fi in DNF form. The DNF conjunctions are also known as
terms i.e. DNF is a disjunction of terms where the terms only have conjunctions.
The full set of rules can be obtained from a BN G(V, F ) by iterating through every
node vi and every term in DNF(fi) and adding the equivalent rule to P . We can
also include the time step to further generalize our notation. Hence the previous
example 1 would equate to the set of rules:

x1(t)← x3(t− 1) ∧ ¬x1(t− 1)
x1(t)← x2(t− 1) ∧ ¬x1(t− 1)
x1(t)← x2(t− 1) ∧ x3(t− 1) ∧ ¬x4(t− 1)

A constant Boolean function is denoted by x(t)← ∅.
Representing Boolean networks as logic programs allows us to apply powerful

tools such as model checking based on Boolean satisfiability problem solvers (i.e. SAT-
solvers) or answer set programming (ASP) to efficiently analyse its characteristics
such as its steady states (Dubrova and Teslenko 2011).

2.2 Learning dynamic logic programs and Boolean networks
Learning Boolean network models from gene expression data has been studied
extensively. A number of different exact algorithms have been developed (Akutsu,
Miyano, et al. 2013; Inoue et al. 2014; Lähdesmäki et al. 2003; Liang et al. 1998).
Exact algorithms typically examine the table of state transitions that occurred in a
given discretized dataset. The set of transitions from all possible initial states of a
system determines the whole Boolean network, since it would be equivalent to the
combined truth tables of the Boolean functions for each variable in the network. Any
partial set of observed transitions has multiple Boolean networks that are consistent
with it.

One of the main challenges in learning from partial transitions is that the number
of possible transitions scales exponentially O(2k) with the number of variables in the
system. This means that the the learning problem is extremely under-determined
even for relatively small systems. E.g. 20 variables have over 1 million possible
transitions while the available data might only cover 100 to 1000.

The main constraint for obtaining more data is that the networks need to have
different initial states, otherwise the trajectories should be exactly the same under
the deterministic BN model. Unfortunately many biological systems are in a steady-
state or otherwise static conditions by default and designing experiments to control
different aspects of the system is non-trivial.
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There are a number of different learning problems related to learning BNs from
partial data: the consistency problem, best-fit problem and enumeration problems
(Akutsu, Kuhara, et al. 2003). The consistency problem requires finding a BN that
is consistent with a given set of observations for there are multiple solutions. The
best-fit problem requires finding a BN that minimizes some error function on the
data. The enumeration problem is related to the consistency problem and involves
counting the number of BNs that are consistent with observations. To avoid the
exponential time requirements, we can try to solve the BN learning problems while
constraining the complexity of the network e.g. by limiting the in-degree to a small
number. LFIT (Inoue et al. 2014) identifies exactly one BN consistent with the
observations and is comparatively efficient at doing so. LFIT does not have an
upper bound on the in-degree of BN nodes unlike Akutsu, Miyano, et al. 2013 and
Lähdesmäki et al. 2003 and it allows background knowledge to be injected in the
form of an initial (first-order) logic program. It is, however, a bottom-up learner and
therefore does not yield the most general consistent BN for a given incomplete set of
transitions. Variations of the LFIT algorithm with inductive biases that affect rule
generation have been proposed.

As previously mentioned, learning the Boolean functions of each variable in a
BN can be viewed as a classification problem i.e. we can use any classification
algorithm we like to model the network behaviour. Exact algorithms have high
time complexities, which is why other learning methods such as ANNs have been
considered (Gentet et al. 2017; Phua et al. 2017; Tourret et al. 2017).

2.3 Boolean network comparison
The equivalence of Boolean functions is non-trivial since the same input-output
table can be usually represented by multiple different logical formulae. The set of
prime implicants of two functions, however, are equal if and only if the functions
are equal. The prime implicants of a Boolean function are conjunctions of literals
that imply it such that none of the literals can be removed without breaking the
implication (McCluskey 1956; Quine 1952, 1955). Hence they are equivalent to the
terms of the most general logic program. There can be overlap in truth-table coverage
between prime implicants and any set of prime implicants that cover the whole truth-
table of a Boolean function is known as a prime implicant cover. Computing the
prime implicants of arbitrary Boolean formulae is NP-complete. Comparing prime
implicant covers is typically as hard as comparing any two Boolean functions, while
checking the equivalency of the complete sets of prime implicants is as simple as
checking that each term is present in both sets. However, finding the complete
set of prime implicants takes considerably longer than finding one prime implicant
cover. In addition, relatively small differences in the truth-table may alter its prime
implicants significantly. As a result, defining a dissimilarity metric between two
Boolean functions based on prime implicants would be very inefficient. On the
other hand, comparing truth tables is straightforward as we can simply compare
truth vectors for each function. Unfortunately, the size of the truth table scales
exponentially with input variables. Therefore one might consider approximations
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using randomly sampled inputs.
We could also enumerate the set which satisfies R1 ∧ ¬R2 where R1 and R2 are

different rule sets. This gives the number of assignments which yield different results
and when compared to the number of total assignments possible we get an error rate.
A SAT solver should be significantly more efficient than comparing truth-tables.

Heavily constraining the learning algorithm to prefer or force smaller Boolean
networks would perhaps allow the use of exact dissimilarity measures. So far we have
assumed that we have an original set of rules to compare our algorithmically derived
rules to. In practice the real Boolean function is unknown and we cannot generate
the truth table necessary for comparison. Hence we use a validation set to estimate
the accuracy of the learned Boolean network which is related to its similarity to the
true Boolean network. The details of the estimation are given in Section 5 Equation
9.

When the network graph G′ is known, we can use the extracted rules for link
prediction by adding an edge for each unique variable appearing in the rules. The link
prediction performance can then be assessed by metrics such as the receiver-operating
characteristic (ROC), especially the area under the ROC curve is often used as a
performance metric in link prediction. A Boolean network cannot be used to rank
predictions, however, and the area is therefore not defined. The true positive rate
(TPR) and the false positive rate (FPR) for some population of predictions still give
a relevant metric for the similarity of the graph representations of Boolean networks.
In Section 6.1 we plot the TPR versus FPR in our experiments.



15

3 Artificial neural networks
Neural networks are computationally universal i.e. given enough hidden units
they can approximate any continuous function to an arbitrary precision. This
has been proven for sigmoidal activation functions by Cybenko 1989 as well as
generalized activation functions including ReLUs by Hornik 1991. It holds for any
feed-forward NN architectures, only requiring that the number of hidden units can
be increased arbitrarily. While Boolean functions are not continuous it is clear that
for a Boolean function f : {0, 1}d → {0, 1} there are infinitely many continuous
functions g : Rd → R that satisfy f(x) = t(g(x))∀x ∈ {0, 1}d, where t is a threshold
function: t(a) = {0 if a < b, 1 otherwise} for some b. Hence we can represent any
Boolean function as a NN and we can learn a NN representations using techniques
intended for classification problems.

In general, artificial neural networks (ANN) are considered excellent classifiers
which can be set up to utilize many different kinds of input data. One of the simplest
examples of an ANN is the multilayer perceptron (MLP) which can be considered
as a mathematical function mapping a set of inputs into outputs. This function is
formed via multiple applications of many simpler functions and can be trained as a
classifier. MLPs are feed-forward neural networks because information flows from
the input to the output without any feedback connections within the model. The
term deep learning is used to distinguish recent more complex network architectures
from the early days of ANN methodology. MLP architecture is fairly close to the
ANN models of old especially when the number of hidden units and layers is small,
but technically the methods described in this section involve deep learning. The
book by Goodfellow et al. 2016 provides a good reference on the topic.

Recurrent neural networks (RNN) on the other hand are a class of neural networks
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that have recurring elements and are typically used to process sequential data. The
recurrence is achieved via feedback connections from previous steps in the sequence.
One of the key features of RNN:s is that they can accommodate input sequences
with varying lengths. This means that they can summarize any sequence to a set of
features which can then be used to compute the output e.g. predict the next state in
the sequence of Boolean network states while taking all previous states into account.

MLPs and RNNs are well suited for the purpose of learning deterministic Boolean
functions. Intuitively one can consider each node in a hidden layer of a feed-forward
NN as analogous to a disjunction or conjunction of connected nodes on previous
layers. Figure 2 shows a simple two layer MLP. In our case the input is the binary
vector i(t) and the output is a continuous vector o ∈ [0, 1]n from which we compute
the cost function (also known as loss function or error function):

e = −
∑︂

i
(t+1)
j log oj + (1− i

(t+1)
j ) log(1− oj) (2)

which is known as binary cross-entropy or log loss and is commonly used in classifi-
cation problems. The hidden layers can be shared between all outputs or separated
which is equivalent to having a separate MLP for each output variable. Sharing hid-
den layers is more efficient since common expressions are less likely to be represented
multiple times. It is likely to make sensitivity analysis more difficult, however, due
to denser connections.

The MLP in Figure 2 can be parameterized as follows:

h1 = tanh
(︂
U1i(t) + b1

)︂
h2 = tanh (U2h1 + b2)
o = sigmoid (V1h1 + V2h2 + bo)

(3)

where U1, U2, V1, V2 are our weight matrices and b1, b2, bo our biases. For the
separated hidden layers variant the parameters are repeated for each output variable
and V1, V2 become vectors and bo a constant. For the purpose of the experiments
described in Section 5 we use the separated variant with hidden layers of only size 5
in the interest of performance. The number of nodes in hidden layers along with the
number of layers determine the capacity of the network which refers to its ability to
represent complex functions. For the Boolean networks in our experiments 2× 5 per
variable should be sufficient.

Converting the MLP to a RNN is simple by adding a term which depends on the
previous hidden states:

h(t+1)
1 = tanh

(︂
U1i(t) + W1h(t)

1 + b1
)︂

h(t+1)
2 = tanh

(︂
U2h(t+1)

1 + W2h(t)
2 + b2

)︂
o(t+1) = sigmoid

(︂
V1h(t+1)

1 + V2h(t+1)
2 + bo

)︂ (4)

where W1, W2 are additional weight matrices that define the recurrent links. h(t)
1

and h(t)
1 are typically initialized to 0 for the tanh activation function.
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Figure 2: MLP and RNN architectures with two hidden layers. The output is
computed from the first and second hidden layers h1 and h2, while the cost function
e is computed based on the output o and next state i(t+1). The RNN architecture
shown accumulates cost along the sequence. Usually only the last output is computed
and used for prediction and cost, however, when learning Boolean networks the first
steps exhibit the most dynamic behaviour and therefore it is useful to minimize the
the error of the whole sequence in this way.

3.1 Backpropagation and optimization algorithms
The parameter search spaces of neural networks are typically very high in dimensions
and uneven in topology due to the sheer number of parameters and composited
functions. As a result the optimization algorithm is an important consideration. In
general, most modern deep learning methods utilize variants of stochastic gradient
descent (SGD) with backpropagation to train artificial neural networks. SGD is a
family of optimization methods which evaluate gradients for a small random subset of
data points to update the weights iteratively. SGD randomly samples examples – one
by one or in small batches – and updates the parameters in the direction of the loss
function gradient evaluated at the examples. The main parameter of the algorithm
is the learning rate γ which is a constant small factor applied to the gradient to
produce the update:

θ′ = θ − γ∇e(x, θ)

To use SGD we need to be able to compute the gradient of the loss function e with
respect to the parameters. In a neural network this involves many applications of the
chain rule to find the derivatives of functions composed of other functions with known
derivatives. Backpropagation (Rumelhart et al. 1986) is an efficient algorithm to
compute the chain rule. It is implemented as part of automatic differentiation in deep
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learning libraries such as Theano (Theano Development Team 2016). The automatic
differentiation is based on a computational graph constructed when defining NN
models. The computational graphs in Theano are symbolic and numeric evaluation
happens on demand. Automatic differentiation is a crucial feature for the sensitivity
analysis described in Section 3.3.

Variations of SGD which add an element of momentum have been successful for a
variety of neural network architectures. Momentum methods are designed to smooth
the noisiness of the gradient as well as combat oscillating updates. Momentum is
typically achieved by adding exponentially decaying moving averages of previous
updates to the update scheme. Another variation is adaptive learning rate which
scales the learning rate such that learning is high initially but is lowered for fine tuning
near convergence. Adam (Kingma and Ba 2014) is a popular adaptive optimization
algorithm that also includes a correction term for the accumulated gradient (i.e.
momentum) to lessen the initial bias related to the initialization of the momentum.
Adam is especially attractive because its default parameters tend to perform very
well in most situations. Alternatively one could use evolutionary algorithms such as
particle swarm optimization or genetic algorithms to optimize the weights.

3.2 Regularization
A typical issue with most machine learning methods is overfitting. Regularization
combats this by imposing constraints on the learning process. There are many
different methods of implementing such constraints. Initially, network capacity was
considered as the main constraint of neural networks. Capacity refers to the ability
of the neural network to represent different functions and is related to the number of
hidden units (i.e. neurons) and layers. Network capacity becomes less meaningful in
the context of complex multi-layered networks, however, and regularization methods
such as early stopping, drop-out and weight decay have become more popular in the
modern neural network context.

Regularization aims to reduce the generalization error of a model, often at the
expense of increasing training error. One common strategy is to penalize high
magnitude weights by adding terms that depend on norms of the parameters to the
loss function. Typical penalties include L2 and L1 norms which bias the weights
towards smaller values. The L1 vector norm:

∥x∥1 =
d∑︂

i=1
|xi|

induces sparsity in the weights since it has the effect of pulling weights towards zero
by an equal amount regardless of their value tending to set small weights to zero
(Goodfellow et al. 2016, p. 231). The penalty is added to the cost function, usually
multiplied by a coefficient which can be used to adjust the severity of regularization.
We denote this coefficient as ω. Section 5.3 shows how to choose a value for this
parameter.

Neyshabur et al. 2014 argued that weight decay introduces an beneficial inductive
bias such that overcapacity of the MLP ceases to be an issue: given sufficiently
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large hidden layers, a regularized network reaches the same optimum as a theoretical
generalization of MLP with infinite hidden units.

The biological Boolean network learning problem should benefit greatly from a
sparse model with more structure, as only a relatively small subset of variables are
directly involved in the regulation of each variable i.e. gene regulatory networks
are usually sparse. The process of selecting the strongest predictors is sometimes
referred to as feature selection. In essence we want the learning algorithm to prefer
a small subsets of influential inputs when learning weights.

Structure inducing regularization has been studied by e.g. Esser et al. 2013
as well as Shi et al. 2018 who consider combinations of L1 and L2 norm penalties
in particular. Since we know that most of the weights should be zero due to the
structured nature of the network, we want strong convergence to zero for values near
zero. The difference L1−L2 assigns no penalty for vectors with one (or less) non-zero
elements. This has been visualized in Figure 3 for a two-dimensional vector. From
the plot we can see that the difference is zero along the axes i.e. when only one of
the values is non-zero. This holds true in higher dimensional vector space as well.
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Figure 3: L1 − L2 norm in two dimensions.

L1−2 = L1 − L2 might induce oscillations in regular stochastic gradient descent
due to non-smooth gradients. On the other hand a momentum based optimizer
might benefit from getting captured in grooves instead of oscillating in convex local
minimums which occur with typical L1 and L2 penalties.

The weight parameters of the MLP in Equation 3 are technically matrices. Matrix
norms are defined by:

Lp,q(A) =

⎛⎜⎝ m∑︂
i=1

⎛⎝ n∑︂
j=1

Aij
p

⎞⎠
q
p

⎞⎟⎠
1
q

(5)
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Each row of a weight matrix corresponds to the activation weights of a single
hidden unit. Considering each hidden unit activation function as analogous to a
logical conjunction or disjunction in a Boolean formula, we can try to induce sparsity
within them – i.e. penalize number of dependent variables – while also penalizing
their number. In principle this should induce simplicity in the learned representation.
This behaviour should be achieved by L1,r norms which are equivalent to sums of
row-wise Lr norms.

The L0 norm, which is equal to the sum of non-zero elements, is the ultimate
sparsifying norm. But since it is not continuous it cannot be used with gradient
descent. Effects of various norms on learning Boolean networks using MLPs are
assessed in Section 6.2.

3.3 Sensitivity analysis
In order to identify input variables which have the greatest impact on outputs we can
perform input sensitivity analysis. For a differentiable mathematical functions this
can be achieved by computing the Jacobian. MLP outputs are differentiable and can
be computed via the backpropagation algorithm. The Jacobian can be computed
symbolically using automatic differentiation, but the expression is as opaque as the
neural network itself, which is why we have to use numerical evaluations.

For a multi-layered MLP with squashing activation functions such as sigmoids
and hyperbolic tangents, partial derivatives are highly dependent on the input vector
and the resulting hidden states. To assess global input sensitivity we need to consider
the whole input space. Evaluating every possible input is possible since the input
space is finite. However it is very expensive due to the exponential number of
input vectors with respect to the number of input variables (2d). Hence we use
approximations based on sampling. For our extraction algorithm in section 4.1 we
define an approximate global sensitivity measure by evaluating the Jacobian for a
set of input examples and taking the maximum of each partial derivative between
examples. Define sensitivity of for the ith output and jth input as:

sij = max
k

δfi

δxj

(x(k)) (6)

where the functions fi are the outputs of the MLP and x(k) are example data points.
This is a variant of MLP input sensitivity defined by Engelbrecht et al. 1995 and
discussed by Yeung et al. 2009, p. 59.

In general, partial derivatives are a viable tool to analyse input sensitivity of
MLPs (Gevrey et al. 2006; Yeung et al. 2009) and they can be used on other network
architectures as well, such as visualizing areas of images which are inducive of certain
output labels in convolutional neural networks (Samek et al. 2017).
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4 Neural network rule extraction
ANNs are some of the best performing machine learning algorithms currently in
terms of prediction accuracy, but they are considered rather opaque when attempting
to explain predictions. Hence there has been an interest in finding ways to explain
the inner workings of trained neural networks. One approach is rule based extraction.
The goal of rule based extraction is to find a set of human-interpretable rules which
emulate the target neural network. The focus can be on acquiring a representation
that is as close as possible to the target i.e. maximizing fidelity, or on adding another
layer of simplification to further reduce generalization error.

Early reviews on rule extraction (Andrews et al. 1995; Tickle et al. 1998)
establish a taxonomy which identifies several important attributes of rule extraction
algorithms.These attributes are: extracted rule type, translucency, portability, quality
and algorithmic complexity. Extracted rule type usually depends on problem domain,
examples include propositional logic formulae, decision trees, hyperplanes, fuzzy logic
and deterministic finite-state automata (DFSA). Translucency refers to how the
algorithm utilizes the neural network: a pedagogical algorithm uses the trained NN as
a black-box ’oracle’ to formulate rules based on predictions, while a decompositional
algorithm examines the network at a more granular level e.g. clustering hidden state
activations. Portability refers to the flexibility of the network in regard to the target
network: some algorithms are designed with particular NN architectures in mind or
might require non-standard training procedures or constraints. Quality may refer to
extracted rule accuracy, fidelity, consistency or comprehensibility depending on the
context of the machine learning problem. Computational complexity is usually higher
for pedagogical algorithms, but they also tend to have better quality. Decompositional
methods usually trade quality for efficiency.
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Artur S. d’Avila Garcez, Broda, et al. 2001 reviewed logic-based rule extraction on
feed-forward networks and provided theoretical background and proofs on attributes
such as soundness and completeness. Soundness implies that the extracted rules are
equal to the neural network. They concluded that most decompositional extraction
algorithms are not sound and while pedagogical algorithms usually are. Neural
symbolic (logical) integration is a common talking point, though often this seems
to mean injecting knowledge of logical form and extracting logical rules out. E.g.
Tran and Artur S d’Avila Garcez 2018 discuss integration of fuzzy logic rules in deep
belief networks (also known as Boltzmann machines).

RNN rule extraction (RNN-RE) has been reviewed by Jacobsson 2005. The
extracted rules typically take the form of DFSA and the algorithms are based on
separating the neural network’s hidden state space to a finite number of subspaces
corresponding to states of a finite-state machine. For example hidden state activations
can be clustered to obtain a sequence of state transitions. The target systems of most
studies on RNN-RE are temporal sequences (e.g. regular and context-free languages),
hence their methodology should be applicable to discretized biological networks such
as Boolean networks. Huynh and Reggia 2012 studied regularization methods for
improved DFSA extraction and found a way to improve separability of hidden state
activations for improved rule quality.

Approaches to rule extraction are varied. Some examples of existing NN extraction
algorithms are: TREPAN (Craven and Shavlik 1996) which extracts decision trees
and uses the NN as an oracle which is typical of a pedagogical algorithm. CILLP
(Artur S. d’Avila Garcez and Zaverucha 1999) which allows an initial propositional
logic program as background knowledge that is translated into a RNN. After being
trained with new examples, the RNN is extracted into a refined logic program.
CILP++ is a relational learning variant (Manoel V M França et al. 2014; Manoel
Vitor Macedo França et al. 2015). HYPINV (Saad and Wunsch 2007) extracts
hyperplane rules via inversion by using gradient descent as well as evolutionary
algorithms. The difference between hypercube (logical) rules and hyperplane rules is
a point of interest: correlated inputs result in fewer planes in rules while cubes will
always be granular and resemble complete truth-tables. A combination of recurrent
NN and fuzzy logic was applied by Maraziotis et al. 2007 on gene regulatory networks.
There has also been recent work on learning Boolean networks via NN extraction
(Gentet et al. 2017; Phua et al. 2017; Tourret et al. 2017).

One of the goals of rule extraction is to get a symbolic representation that is
as close as possible to the target ANN in terms of behaviour and output. This is
known as rule fidelity and it measures how well the extracted rules represent the
behaviour of the ANN. In some safety critical applications the primary objective
might be to acquire insight into the ANN behaviour in order to understand or debug
it. In this case we would want to maximize the fidelity of the extracted rules. In
the context of modelling biological systems with BNs, the goal is to obtain simple
explanations for network dynamics and perhaps predict the trace and attractor of
a perturbed system. In such case, extracted rule accuracy outweighs fidelity. It is
then also acceptable to generalize further. The algorithm described in Section 4.1
disregards a large proportion of the model by performing extraction with only a
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small subset of input variables.

4.1 Differentiable black-box partial truth-table extraction
We discussed prior work on neural network rule extraction and now we present our
own. The method outlined in this section falls in the category of pedagogical methods
as it is based solely on analysing the output of the network for given inputs.

Generating truth-tables from a neural network by querying every possible input
combination would be a very straightforward method of defining Boolean functions.
The resulting rules would be equivalent to the output discretized target NN. As
discussed in section 3.3, we can use the neural network sensitivity analysis to identify
subsets of variables that are most likely to be involved in the Boolean formulae.
Generating truth-tables for subsets of variables is more efficient and still equivalent
to the NN as long as the NN output is not changed when any input variables outside
of the subset change value i.e.:

NN(x) = NN(x′)∀{x′ ∈ {0, 1}n|x′
i = xi, i ∈ Q}

where Q is the set of indexes of sensitive variables. Deciding which variables to
include in Q is the main challenge. We can take a subset of the highest sensitivity
variables of a given size or we can try to formulate a method for deciding a threshold
for inclusion. Since the algorithmic complexity increases exponentially with the
subset size, it is more important to minimize the size of the largest subset than
trying to minimize the smaller subsets. The noisiness of the sensitivity measure is
an important factor in determining the subset size necessary for the best extraction
results.

To form truth-tables for a subset of input variables we use the neural network to
predict the next state for one or more sets of modified data points. The modified data
points for each example x are obtained by substituting the values of xi for i ∈ Q with
all 2|Q| possible combinations of their values. Ignoring the values of variables outside
of Q, we acquire a truth-table for one output and |Q| inputs. Converting truth-tables
into simplified logical rules improves the interpretability of the results. We initialize
rules from the truth-table adding each row as a rule: the input part is the body and
output is the head of the rule. This means that we start with maximally specific
rules and attempt to generalize them as much as possible. To simplifying rules use
the following procedure: if the heads of two rules are the same and the bodies match
except for one input we can simplify the rule by removing the variable from both
bodies (or marking them as "don’t care"). Repeating this for each output yields a
BN in the form of a propositional logic program. The complete process of extraction
from a given NN is detailed in Algorithm 1:
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Algorithm 1 BN extraction algorithm
Input: trained neural network NN, small data set dex, partial derivative threshold θ

and variable limit mmax
Output: Boolean network BN

1: Jmax ← SensitivityAnalysis(NN, datex)
2: BN ← ∅
3: for each output variable i and corresponding row Ji∗ of Jmax do
4: mi ← count of Ji∗ > θ
5: mi ← min{mi, mmax}
6: enumerate all possible mi input values for truth table into T
7: initialize t as the vector of truth values (output) of the Boolean function
8: for each row Tu,∗ of T do
9: du ← copy(dex)

10: insert Tu,∗ into columns of du corresponding to to the mi highest Ji∗
11: query NN for predict(du)[i]
12: if mean(predict(du)[i]) ≥ 0.5 then
13: tu ← True
14: else
15: tu ← False
16: BFi ← SimplifyRules(T, t)
17: BN← {BN, BFi}

We also define an efficient algorithm to simplify rules. Although this is not strictly
necessary, as there are very good modern algorithms based on SAT-solving (Previti
et al. 2015), this simple variant of the Quine-McCluskey algorithm (McCluskey
1956; Quine 1952, 1955) is optimized for truth-tables and should be adequate for the
problem sizes we are able to generate as part of Algorithm 1.

Since we can generate the truth-table in any order, we can know in advance which
rules to compare i.e. we know the index pairs of rules that differ only by one bit
with respect to each input variable. This allows us to simplify the truth-table in one
pass as detailed in Algorithm 2. This process can be explained as an algorithm that
traverses the truth-table as a binary tree. The output values correspond to leaves of
the tree and the branches correspond to different input values in the table. Branching
to the left corresponds to parts of the table where that variable has value 0 and 1
on the other branch. The tree is simplified by performing element-wise comparisons
between branches starting from the leaves. First comparing the output values: if
they differ it means the corresponding input bit has to be part of the rules in the
context of the corresponding other input values. This mean we keep the tree intact.
We can mark this in a secondary truth-table table as identical to the corresponding
position in the original table.If the output does not differ, however, we can make
a generalization by combining the branches. If the branches are equivalent i.e. if
previous generalizations have been made they must match we know the corresponding
input bit does not affect the output and we can mark it as removed from the rules of
both branches. If the branches are not equivalent we can perform further analysis to
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possibly generalize one of the branches as detailed in the algorithm. This is optional,
generalizing only equivalent branches still yields a prime implicant cover, however we
can sometimes generalize one of the rules to yield simpler – in terms of the number
of literals – but overlapping prime implicant covers. The simplification algorithm
has been illustrated in Figure 4.
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Figure 4: Diagram of how Algorithm 2 converts truth-tables to logical formulae.
{a, b, c} are input variables while {x} is the output.
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Algorithm 2 SimplifyRules
Input: Truth table input matrix T and output vector t
Output: Boolean function BF and its negation BF’

1: for each column T∗,j of T do
2: divide t into equal sized vectors vi by taking 2j+1 elements at a time i.e.

vi ← [ti2j+1 , ti2j+1+1, · · · , t(i+1)2j+1−1]
3: for each odd index o of i do
4: for each {k ∈ Z+|k < 2j+1} do
5: k1 = (o− 1) · 2j+1 + k
6: k2 = o · 2j+1 + k
7: if vo−1[k] ̸= vo[k] then
8: Tk1,j and Tk2,j are relevant bits and should be included in rules
9: else if each Tk1,0:j = Tk2,0:j (same generalizations so far) then

10: the jth bits are not relevant and therefore should be generalized
11: mark Tk1,j and Tk2,j with ’x’
12: else if Tk1,0:j has the same generalization potential as Tk2,0:j then
13: generalize Tk1,j and mark with ’x’
14: mark Tk2,j as relevant but generalizable
15: else if Tk2,0:j has the same generalization potential as Tk1,0:j then
16: mark Tk1,j as relevant but generalizable
17: generalize Tk2,j and mark with ’x’
18: else
19: Tk1,j and Tk2,j cannot be generalized due to previous steps
20: mark Tk1,j and Tk2,j as relevant but generalizable
21: BF ← form disjunction from conjunctions of rows of T for which t is True and

omitting any ’x’s
22: BF′ ← form disjunction from conjunctions of rows of T for which t is False and

omitting any ’x’s

As for algorithmic time complexity, Algorithm 2 (simplification) is

Θ
(︂
m22m

)︂
where m is the number of inputs in the given truth-table. Algorithm 1 performs the
simplification for each output variable, which is

Θ
(︄∑︂

i∈I

mi
22mi

)︄

where mi is the number of heuristically determined input variables for each output
variable which is limited in practice. As a result Algorithm 1 is

O
(︂
mmax

22mmax |o|
)︂

(7)

per extraction data point example when ignoring the computational complexity of
the Jacobian and truth-table generation.
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Computing the Jacobian and predicting for the truth-table is bounded from above
by the largest matrix multiplication (or tensor dot product) of the neural network
which depends on the architecture. This time complexity for the MLP defined in
Equation 3 is:

O (|h1||o| ·max{|i|, |h2|})

per example for the Jacobian which involves a forward pass and backpropagation
for each output. Similarly the truth-table is generated by predicting the output oi

for 2mi different input combinations, so generating the input-output table for every
output variable is

O (2mmax|h1||o| ·max{|i|, |h2|}) (8)

per example which is theoretically slower than the simplification part of the algorithm
(which is bounded by Equation 7) since mmax ≤ |i| and typically mmax < |h1|.
However, the simplification algorithm is harder to parallelizable and in practice
tensor computations – which the NN computations utilize effectively – can be
accelerated to a high degree on modern hardware.

The simplification step can be omitted if raw truth-tables are preferred to logical
formulae. We can also store precomputed logic programs for every variation of the
m-input truth-table in

Θ
(︂
k24k

)︂
time per pre-defined number of variables k. Then the simplification of a truth-table
becomes linear with its size i.e. Θ (2m). Other improvements in computation time
of the simplification algorithm could be explored, such as parallelization and using
dynamic programming to reduce redundant comparisons when rules are equivalent
with respect to some variable.

4.2 Delayed Boolean network extraction
Regular synchronous Boolean networks can be extended with delays such that variable
values from previous time steps may be involved in the activation functions. In the
case of the method presented here, such an extension is trivially accommodated
in the learning process by simply increasing the number of input variables for the
neural network. A recursive neural network would not need more inputs, but would
accumulate prediction relevant previous state information into its hidden states.
Extracting BNs with delays from an RNN is also similar to extraction from feed-
forward networks with the exception that the sensitivity to delayed variables can
be determined to an arbitrary number of steps. In practice this is limited by the
stability of the RNN partial derivative and the number of time points in the data.

Delays pose a few issues for experimental design: since the initial state has to be
perturbed i.e. one with over- or under-expressed genes and will typically promptly
converge into a steady-state or cyclic attractor.
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5 Experiments
The experimental context for biological network reverse engineering assumed here
is that we have time series data of gene expression levels or protein or metabolite
concentrations and we want to model their interactions in a human understandable
way. The time scale might wary from seconds to years and the values could be have
different scales. The number of samples is often small compared to the number of
dimensions e.g. the number of protein encoding genes in the human genome is in the
tens of thousands. In a different context, for example in a two population experiment
the focus might be on finding differences in expression patterns between the groups.

Experimental design in terms of varying starting conditions is important for
reverse engineering, as we cannot find interactions which are not present in the data.
More specifically, we cannot distinguish between ’default’ behaviour and interactions
if we do not have data showing different outcomes for different conditions. A steady
state provides no information about the dynamic interactions of the network. In-
vivo data may have some variation in initial conditions, but many key systems are
likely to be in steady states unless perturbed by design factors causing over- or
underexpression of relevant genes.

Another problem with in-vivo data is evaluating learning performance as the true
system is usually unknown and continuous. Our goal is to find the best Boolean
network model which means that typically we would need to discretize continuous
gene expression data. The simplest way to achieve this is by splitting the continuous
scale into intervals and using an indicator of membership in intervals as discrete input
values. Discretization may cause issues if the chosen thresholds do not represent
a significant enough change in the system to affect its dynamics. To avoid these
problems, we use synthetic data sets described in detail in Section 5.1.
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We use classification accuracy to evaluate performance. For true labels x(i) ∈
{0, 1}d and predictions x̂(i) ∈ {0, 1}d accuracy can be computed as:

N∑︂
i=1

⟨x(i), x̂(i)⟩+ ⟨1− x(i), 1− x̂(i)⟩
Nd

(9)

The output of our MLP is continuous in the range [0, 1]. It can be converted
to binary by setting a threshold. Since we are generally equally interested in both
outcomes the threshold was set such that:

x̂ =

⎧⎨⎩1, x̃ > 0.5
0, otherwise

Both neural network and Boolean network outputs can be evaluated using this metric.

5.1 Synthetic benchmarks
Knowing the system allows us to evaluate extracted information in much greater
detail. Therefore it is useful to develop extraction methods on synthetic data sets
generated from given systems. This allows us to generate more data points as well
as more varied initial conditions. If the data is generated from a logic program we
can even compare the extracted program to the original, although for complicated
programs this will take a considerable amount of time as testing the equivalency of
two sets of rules is non-trivial as discussed in Section 2.3.

PyBoolNet (Klarner et al. 2016) is a python module which serves as a Boolean
network toolkit and can used to generate time series of Boolean network data from
logical rule sets. Included in the module are several biological model networks ranging
from less than 10 variables to more than 100. Details of a subset of the largest
networks are given in Table 1.

For the first set of experiments several datasets were generated with PyBoolNet
for the various networks listed in Table 1 using synchronous update. Starting points
were generated randomly from xj ∼ Bernoulli(0.5) for each input xj . Generally, most
Boolean networks enter steady states within a small number of transitions from any
starting point, hence only five transitions were generated from each starting point in
order to avoid computation time in static situations and to improve experimentation
efficiency. In fact when considering networks without delays, efficient analysis
would start by breaking down each time series into a set of transitions and continue
analysing the set of all unique transitions. Alternatively we could also generate only
one transition per intial state. A RNN is able to utilize the whole transition history
of a time series. Retaining the frequency information of transitions will, however,
affect the topology of the objective function and possibly improve the fit in the
presence of noise.

One of the aspects we want to test is how well the neural network performs when
the data is noisy. In gene expression data we have noise from the biological assay
which is relatively high with RNA microarrays as well as loss of information from
discretization. We also have noise in the biological processes since at the base level
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Table 1: PyBoolNet benchmarks, size refers to number of variables, inputs refers
to number of controlled variables, constants refers to number of constant variables
(always True or always False), steady states refers to number of state vectors which
are steady states i.e. do not change in the next time step and cyclic attractors refer
to repeating sequences of state vectors sometimes referred to as cyclic steady states.

Network name Size
Inputs +

Constants

Steady states
+ Cyclic

attractors
Reference

tournier apoptosis 12 1 + 0 2 + 1 Tournier and
Chaves 2009

saadatpour guardcell 13 0 + 0 1 + 0 Saadatpour et al.
2010

dinwoodie life 15 0 + 0 7 + 0 Dinwoodie 2016
randomnet n15k3 15 0 + 0 3 + 0 Müssel et al. 2010
irons yeast 18 0 + 0 0 + 1 Irons 2009

dahlhaus neuroplastoma 24 5 + 0 16 + 40 Dahlhaus et al.
2016

remy tumorigenesis 35 4 + 0 44 + 5 Remy et al. 2015
klamt tcr 40 3 + 0 7 + 1 Klamt et al. 2006
grieco mapk 53 4 + 0 12 + 6 Grieco et al. 2013

jaoude thdiff 103 21 + 20 >100000 + 0 Abou-Jaoudé et al.
2015

they operate with biochemical kinetics which have a random element. To emulate
noise we simply inject noise into deterministically simulated time-series. Specifically
we substitute a portion of the values in the whole training data set with random
values sampled from the Bernoulli(0.5) distribution. To do this we consider the
whole data set as a vector and sample indexes without replacement and replace the
corresponding values until we have the designated proportion of random values.

We can generate as much data as we need, but in most experiments the training
set size was chosen to be small in order to evaluate performance in situations where
data is scarce. The validation set is a relatively small data set used for the early
stopping condition and parameter optimization. The test set is a large set used to
evaluate the accuracy of the trained MLP and extracted BN. We inject the training
and validation sets with noise while we leave the test set noiseless.

5.2 MLP training
The MLP defined in Equation 3 was implemented using Theano 1.0 in Python and run
with 16-bit floating point precision while the extraction algorithm was implemented
in Python 3.7. With an Intel quad-core CPU at 4.1 GHz (i5 3570K) the learning
and extraction process takes time in the order of minutes per run for 103 variables
in the largest network in Table 1.

The parameters of the MLP were initialized randomly for each run using a uniform
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distribution and scaled by the parameter dimension as per Glorot and Bengio 2010.
Adam with the primary momentum parameter set at 0.9, secondary momentum
parameter at 0.999 and learning rate at 0.001. L1−L2 regularization is used with the
penalty coefficient ω = 2−10 unless specified otherwise. Mini-batch size was set to 32
and the number of iterations was controlled with early-stopping based on validation
accuracy.

Monitoring the iterative process of gradient descent often yields useful insight
into the learning method and is often used to diagnose problems. From Figure 5 we
can see that given appropriate parameters the network accuracy and cost as well
as the extracted Boolean network accuracy converge to some optimum. This can
be seen to hold for training data injected with noise as shown in Figure 6. Training
accuracy and cost are computed on mini-batches as part of each training step, which
is why it appears noisy. The test data for the noisy training data was not injected
with noise so we can see that the extracted BN still gets very close to the true BN in
accuracy, while the accuracy on training data converges very close to the proportion
of data not injected with noise.
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Figure 5: MAPK network without noise, learned with 1000 training samples with 5
transitions and tested with 100 samples.
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Figure 6: MAPK network with 0.2 noise, learned with 1000 training samples with 5
transitions and tested with 100 samples.

The forced structure from the regularization seems to prevent overfitting while
still allowing excellent predictive performance. The effect of different types of
regularization is explored in Section 6.2. Learning does not always converge, however,
as can be seen in Figure 7. Depending on the target network, data size, regularization
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coefficient and parameter initialization the peak accuracy might be achieved at
around 300 iterations or much later at 50000 iterations. This is why early stopping is
necessary when performing automated experiments. Early stopping does introduce
some overhead and requires a portion of the data to be set aside for computing the
stopping criterion e.g. validation accuracy. In case of heavy regularization the early
stopping period (number of consecutive iterations with lower performance) needs
to be increased dramatically to avoid stopping early. The rule extraction process
is very slow compared to a single iteration of gradient descent and monitoring its
accuracy is therefore relatively costly, which is why it might infeasible to use as a early
stopping criterion. Figure 7 shows validation accuracy instead of test accuracy and
extracted BN accuracy follows validation accuracy relatively closely, which suggests
that validation accuracy is a decent stopping criterion for optimizing extraction
accuracy. Curiously extracted BN accuracy on the training data decreases even
though the NN accuracy increases on the training data. This is probably explained
by the extraction algorithms in-degree limit, since there are not enough variables in
the rules to represent the overfitted neural network.
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Figure 7: Convergence is not guaranteed and may be hard to detect. On the left
ω = 2−12 and on the right ω = 2−8.

5.3 MLP random parameter search
As is typically the case with deep learning, our MLP and the learning process as a
whole have a large number of adjustable parameters. We can adjust the number of
hidden units in each layer of the MLP, learning rate, number of SGD iterations, mini-
batch size and the regularization coefficient. On top of this we have the extraction
algorithm that has heuristics for determining the number of input variables for
truth-tables, which affects the exponent of the time complexity. This means that the
parameters controlling the heuristics are very important from an efficiency standpoint.
These parameters are the partial derivative threshold and the limit on number of
variables in truth-tables. The latter was set to 10 for most experiments, which should
be sufficient since the most complicated rules of the networks in Table 1 have less
than 10 terms. For an unknown network we could evaluate extracted accuracy while
increasing the variable limit until accuracy plateaus.

There is also the set of points given for sensitivity analysis and truth table
input templates. Since the algorithm relies on numerical values we need a point
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to evaluate the Jacobian and outputs. The point can be arbitrary e.g. {0.5}n or
selected from training data. Algorithm 1 assumes that a set of points is given and
computes the maximum of the sensitivities as per Equation 6 and averages the
outputs corresponding to different templates when constructing truth-tables.

Learning parameters can be optimized in different ways. Grid search is popular,
but impractical when the number of parameters to optimize is large. Random search
is better in general and is practical even with multiple parameters. The idea is to
run a fixed number of iterations while sampling parameter values randomly. We can
analyze parameter marginal distributions from the resulting performance data which
is more complete than the densest grid we could evaluate in the same amount of
time.

Table 2: Data specifications for this section
network Ntrain Nvalid noise transitions
MAPK 200 50 0.2 2

The sizes of the hidden layers of the MLP did not impact NN prediction signif-
icantly as can be seen from Figure 8. A slight up-trend in training accuracy can
be perceived as well as a more pronounced effect in validation accuracies, although
variance is high.
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Figure 8: NN prediction accuracy as function of hidden layer sizes.
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The effects of the regularization coefficient can be seen in Figure 9: higher
generalization accuracy seems to be obtainable with increased regularization. While
it is not very clear here, the benefit of regularization plateaus at approximately
ω = 2−10 for the MAPK network under L1−L2 regularization. Higher regularization
coefficients reached the same accuracy, but took more iterations to get there and
involved longer accuracy plateaus which in turn required longer stopping periods.
Effects of different norm penalties are also discussed in Section 6.2.
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Figure 9: NN prediction accuracy as function of regularization coefficient ω.

As for tuning the extraction algorithm: Figure 10 illustrates how the number of
input variables in truth-tables depends on the partial derivative threshold set for
extraction. The number of variables is what directly affects extraction fidelity and if
the learned NN accuracy is good then maximizing fidelity is a good strategy. The BN
accuracy value in the heat map on the right is based on validation data. Meanwhile
the Figure 11 shows the BN accuracies as a function of the threshold. The obvious
result from the previous is that larger truth tables yield better extraction results,
but an optimum threshold seems to exist for our example data and the accuracy
decays slowly with increased threshold. The truth table grows exponentially with
the number of variables so limiting it decreases computational time significantly.
However, complicated rules involving more than 10 variables might have smaller
sensitivities and might require a lower threshold to detect successfully. When trying
to extract rules for a single variable instead of the whole network the threshold should
probably not be used, since adjusting the truth table size by manually setting the
limit provides greater control.
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Figure 10: Average number of variables in truth-tables during extraction over 1312
iterations of random parameter search. On the left side the x-axis is square root
scale. On the right side the color scale shows the square root of the number of runs
due to high concentration in one area.
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Figure 11: Extracted Boolean network accuracy as function of partial derivative
threshold over 1312 iterations of random parameter search. The x-axis is square root
scale.

In addition to the partial derivative threshold, we have the number of examples
given to the extraction algorithm. Figure 12 shows how the variance in extraction
accuracy decreases as the extraction sample size increases. Increasing sample size
increases runtime linearly, so there is a trade-off between variance and efficiency.
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subset size over 1312 iterations of random parameter search.

The effect of training data size was explored via the random search as well and
the results are shown in Figure 13. To minimize variance from re-sampling, we
generate the dataset for the largest sample and order the observations. We then
form the smaller samples by picking the required number of observations in order
such that the smaller samples are subsets of the larger ones. This experiment was
performed with fixed parameter values, tested with noiseless data and trained with
0.20 parts noisy data. For the best results it would seem like at least 1000 samples are
necessary for data with 2 transitions i.e. 3 time points. While latter time points are
likely to exhibit less dynamic behaviour, they provide more data so we can consider
Nsamples ·Ntransitions to be the effective data size when the number of time points is
small.
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Figure 13: NN and BN noiseless test accuracies as a function of training data size
over 1025 experiments. The x-axis has logarithmic scale.

The parameter initialization process also introduces some variance, although on a
smaller scale than the parameters discussed above. Hence it might be useful to run
NN training training multiple times and maximize validation accuracy for the best
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test accuracy. Mini-batch size, learning rate and number of iterations were left out
because they all affect the time to convergence by controlling information flow from
training data into the NN. Early stopping normalizes their effect such that there
should not be much variation attributable to them. A higher learning rate has the
benefit of better efficiency due to requiring less iterations to reach peak accuracy.

In any case it is clear that our chosen methodology is suitable for the task of
learning Boolean networks and it does not appear to be incredibly sensitive to the
choice of parameters i.e. we can probably expect decent results using default settings.
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6 Results
To assess our methodology in the context of biological Boolean network models in
general, we generate small synthetic data sets from the networks in Table 1 and use
our default settings to learn and extract them and then evaluate our performance.
We re-sample, re-learn, re-extract and re-evaluate the same network multiple times
i.e. we generate multiple sets of data from the same network, train the NN once
per data set and extract the BN once per trained NN. This allows us to assess the
uncertainty of performing BN identification on randomly sampled data. The test
data was not injected with noise, which means that high prediction accuracy on a
large test set should be indicative of an accurate reproduction of the original BN.
Section 6.1 details the network inference results.

Table 3: Data specifications for this section
network Ntrain Nvalid Ntest noise transitions experiments
multiple 200 50 5000 0.20 2 20
multiple 200 50 5000 0.00 2 20

Figure 14 shows the accuracies of the NNs and the corresponding extracted BNs
for the noise injected training data. For a fixed training data size, test accuracy seems
to decrease as network complexity increases. On the other hand, training accuracy
of the NN increases as the network increases in complexity, while the extracted
BN accuracy on the training data remains relatively constant. The increasing NN
training accuracy is explained by noisy data sets from larger networks having higher
probability of suitable random patterns occurring. The BN training accuracy is
also always lower than the corresponding NN training accuracy. This is probably
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Figure 14: 200 noisy training samples. The box contains median, Q2 and Q3, whiskers
extend up to 1.5× IQR and diamonds are outliers.

due to the hard in-degree limit on the BN which forces the extraction algorithm to
generalize further than the regularized NN. As a result the BN seems to generalize
better to the test data as can be seen in the other plot. Notably the network with
15 randomly generated Boolean functions of in-degree of 3 appears to be the most
difficult to learn. Another thing to note is that the variance in accuracy between
data sets sampled from the same networks is generally smaller than the variation
between networks. In general the learned networks achieve relatively high accuracy
despite a very limited sample size and high amounts of injected noise.

Learning from noiseless data has slightly different issues. Figure 15 shows NN and
BN accuracy for noiseless training data. Learning from noiseless data improves the
resulting NN to almost perfect prediction accuracy on smaller networks and mostly
over 0.95 accuracy on all networks. On smaller networks this yields perfect accuracy
in most cases while the NNs of larger networks reach > 0.995 accuracy depending on
the sample data and stochastic learning process. The results on the random network
and the T-cell helper network (Abou-Jaoudé et al. 2015) were worse in comparison
to the rest. This suggests that the network parameters should perhaps be tuned
more carefully to accommodate them. Considering the previous results, injected
noise appears to affect the performance of the algorithm more on larger networks.

In contrast to Figure 14 the BN accuracy on the test set appears generally lower
in comparison to the NN accuracy. The overlap between the box-plots is incidental,
however, and in these experiments the BNs outperformed their corresponding NNs
approximately half of the time on test data, except for the first three networks as well
as the last one. The varied performance of the extracted BNs could be a result of
partial derivatives becoming less consistent in well trained networks. The derivatives
of sigmoidal activation functions become arbitrarily small as the input tends to
either positive or negative infinity. The learning process tries to minimize the cost
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Figure 15: 200 noiseless training samples. The box contains median, Q2 and Q3,
whiskers extend up to 1.5× IQR and diamonds are outliers.

function, which usually maximizes the range of the inputs resulting in vanishing
partial derivatives. ReLUs have a similar problem in that when the input is negative,
all derivatives are zero. This could be alleviated by using more points for sampling
partial derivatives, with the downside of increased extraction time.

6.1 Network inference
In addition to evaluating the network as a whole, we can assess the structure of the
network by comparing it to the original data generating network. In practice we do
not have known networks to compare to, but we might want to make comparisons
to existing models to better understand the differences. As mentioned previously
in Section 2, Boolean networks have a graph representation so we can define a link
prediction problem for it. The BN graph does not have a representation for the
activation function but it might include different types of directed edges: inducive
and inhibitory. We only consider generic directed edges in this section.

Our method is not optimized for link prediction, but we can take the graph
representation of the extracted BN and compare it to the original. Typically link
prediction is set up as a classification problem and methods are evaluated using
metrics such as area under the receiver operating characteristic curve (AUROC). In
our case we do not have an ordered list of link predictions so we cannot form a curve
but we can plot the true positive rate (TPR) against the false positive rate (FPR) of
each extracted network.

Figure 16 shows ROC plots for the experiments of the previous section. It also
includes another larger data set with 1000 noisy training samples to illustrate the
effects of data size. While previous figures showed very good prediction performance
on the test data set, here we can see that the extracted networks from noisy data
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Figure 16: ROC plots for the different networks under various training data scenarios.
Blue indicates 200 noiseless training samples, orange indicates 200 noisy training
samples while green indicates 1000 noisy training samples.

have on average a large proportion of false positive edges suggesting that the rules
include exceptions inducted from noisy examples in the training data. The larger
networks tend to have lower FPR, mostly due to the extraction algorithms imposed
in-degree limit.
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For a given directed network graph G(N, E) the limit mmax bounds FPR from
above:

FPR ≤
∑︁

ni∈N min(mmax, |N | − |e(·, ni)|)
|N |2 − |E|

(10)

where e(·, ni) ⊂ E is the set of true inbound edges for the node ni. The bound is
lowered further by the number of true positive predictions achieved. So assuming we
correctly identify every true edge, we can change the first argument of the minimum
in Equation 10 to (mmax − |e(·, ni)|). This yields approximately 0.16 for the MAPK
network when mmax = 10. The upper bounds of the x-axes on Figure 16 are set
to 1.1 times this limit. TPR is also limited by mmax, however, the in-degrees of all
nodes in the networks considered are below 10 so this is not an issue.

The effect of data size is clearly visible in Figure 16, the smaller noisy data set
yielded FPR very close to the upper bound of the algorithm while the quadrupled
amount of data approximately halved the FPR although the variance is high. The
small noiseless data set performed significantly better in every regard compared to
the noisy data. Noiseless data achieved TPR and FPR close to ideal (1 and 0) for
less complex networks, but as complexity increases TPR starts decreasing and FPR
starts increasing. This is most likely related to the decreasing prediction accuracy of
the extracted BNs observed in Figure 15.

6.2 Regularization comparison
As discussed in Section 3.2 regularization comes in many forms. Early stopping was
used to control the number of iterations of the learning algorithm in an attempt to
maximize the generalization capability of the NN. The main form of regularization
explored in this section is weight decay in the form of various matrix norm penalties.
Tables 5, 6, 7 and 8 contain validation accuracy optimized prediction performances
for various matrix norm penalties. L1,1−2 is equivalent to the sparsifying weight
decay visualized in Figure 3.

The regularization coefficient ω was optimized using one fifth of the training data
as a validation set to evaluate NN accuracy on. Early stopping requires a separate
validation set for a stopping criterion, hence another fifth of the training data was
set aside for the early stopping of the ω optimization. Each experiment was run on
the same initial data samples from each network with different random initializations
of the NN. ω was optimized on the training data as described, after which training
was run on the whole training data while using the validation set accuracy as the
stopping criterion. An optimal network was picked from among these runs based on
the highest BN validation accuracy. The optimal networks were then evaluated on
the larger test set.

Table 4: Data specifications for this section
network Ntrain Nvalid Ntest noise transitions experiments
multiple 200 50 5000 0.20 2 20
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In Table 5 we have the neural network training accuracy which is typically
maximized when learning is subject to the least restrictions. Naturally, we obtain the
highest training accuracies by not using any norm penalties. The L2,2 penalty appears
to be the least restrictive while other norm penalties appear roughly equivalent when
using early stopping.

Table 5: Optimized neural network prediction accuracies on training data for different
matrix norm penalties on the networks in Table 1.

network None L1,1 L1,2 L2,2 L2,1−2 L2,1 L1,1−2
tournier apoptosis 0.888 0.809 0.829 0.848 0.804 0.811 0.824
saadatpour guardcell 0.903 0.824 0.826 0.848 0.824 0.821 0.826
dinwoodie life 0.930 0.831 0.837 0.883 0.821 0.832 0.828
randomnet n15k3 0.911 0.801 0.786 0.893 0.796 0.782 0.795
irons yeast 0.956 0.797 0.810 0.905 0.823 0.803 0.810
dahlhaus neuroplastoma 0.980 0.806 0.824 0.929 0.822 0.821 0.816
remy tumorigenesis 0.999 0.829 0.821 0.969 0.821 0.820 0.823
klamt tcr 1.000 0.832 0.835 0.979 0.824 0.828 0.815
grieco mapk 1.000 0.835 0.814 0.992 0.810 0.789 0.854
jaoude thdiff 1.000 0.746 0.934 0.990 0.867 0.857 0.865

Table 6 contains NN test accuracies. Good test accuracy is indicative of well
generalized networks. All norm penalties appear to improve test results over not
using any. The best performing norm penalty varies slightly between networks. In
general the L2,1−2 and L2,1 were the best followed by L1,1 and L1,1−2. L1,2 performed
well on smaller networks, but fell far from the optimum for larger networks.

Table 6: Optimized neural network prediction accuracies on noiseless test data for
different matrix norm penalties on the networks in Table 1.

network None L1,1 L1,2 L2,2 L2,1−2 L2,1 L1,1−2
tournier apoptosis 0.835 0.964 0.975 0.923 0.972 0.988 0.971
saadatpour guardcell 0.845 0.986 0.976 0.945 0.990 0.991 0.977
dinwoodie life 0.814 0.972 0.950 0.907 0.962 0.977 0.944
randomnet n15k3 0.774 0.855 0.853 0.824 0.877 0.899 0.853
irons yeast 0.805 0.918 0.909 0.863 0.935 0.928 0.900
dahlhaus neuroplastoma 0.790 0.950 0.948 0.855 0.976 0.975 0.950
remy tumorigenesis 0.782 0.926 0.910 0.818 0.942 0.938 0.928
klamt tcr 0.778 0.951 0.933 0.814 0.977 0.977 0.946
grieco mapk 0.770 0.921 0.857 0.794 0.936 0.905 0.885
jaoude thdiff 0.783 0.822 0.815 0.809 0.901 0.917 0.864

The Boolean network extraction process itself can increase generalization due to
the in-degree limit. Comparing Table 5 to Table 7 we see that training accuracy
usually decreases upon extraction. The decrease is more pronounced for L1,2 and
L2,2 than for the other penalties which have a sparsifying effect. The decrease is
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consistent with the assertion that sparsifying penalties are restricting the NNs to
utilize fewer inputs.

Table 7: Optimized Boolean network prediction accuracies on training data for
different matrix norm penalties on the networks in Table 1.
network None L1,1 L1,2 L2,2 L2,1−2 L2,1 L1,1−2
tournier apoptosis 0.833 0.810 0.828 0.830 0.804 0.810 0.823
saadatpour guardcell 0.828 0.825 0.825 0.839 0.824 0.821 0.825
dinwoodie life 0.811 0.830 0.832 0.841 0.821 0.829 0.827
randomnet n15k3 0.787 0.785 0.778 0.812 0.792 0.780 0.779
irons yeast 0.796 0.797 0.803 0.826 0.818 0.800 0.806
dahlhaus neuroplastoma 0.792 0.806 0.818 0.814 0.821 0.820 0.812
remy tumorigenesis 0.789 0.821 0.813 0.807 0.819 0.816 0.819
klamt tcr 0.801 0.826 0.829 0.816 0.823 0.827 0.813
grieco mapk 0.799 0.822 0.799 0.803 0.807 0.789 0.819
jaoude thdiff 0.794 0.743 0.813 0.814 0.833 0.829 0.813

Table 8 shows test accuracy for the extracted BNs. This follows the same pattern
as the training accuracy: for well generalized NNs with high test accuracy the
extracted BN is equivalent or only slightly worse, while the BN provides a small
improvement over NNs with lower accuracy and less successful generalization. It
should also be noted that the extracted BN accuracy is mostly determined by the
accuracy of the corresponding NN.

Table 8: Optimized Boolean network prediction accuracies on noiseless test data for
different matrix norm penalties on the networks in Table 1.

network None L1,1 L1,2 L2,2 L2,1−2 L2,1 L1,1−2
tournier apoptosis 0.863 0.964 0.976 0.933 0.972 0.988 0.970
saadatpour guardcell 0.872 0.986 0.975 0.948 0.990 0.991 0.976
dinwoodie life 0.871 0.971 0.956 0.937 0.962 0.976 0.947
randomnet n15k3 0.809 0.859 0.855 0.858 0.878 0.900 0.856
irons yeast 0.858 0.918 0.913 0.894 0.934 0.928 0.901
dahlhaus neuroplastoma 0.879 0.952 0.955 0.916 0.976 0.976 0.951
remy tumorigenesis 0.869 0.933 0.919 0.894 0.944 0.939 0.937
klamt tcr 0.897 0.961 0.949 0.910 0.977 0.978 0.950
grieco mapk 0.875 0.934 0.876 0.897 0.937 0.905 0.926
jaoude thdiff 0.882 0.822 0.889 0.895 0.921 0.933 0.907
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7 Discussion
The best prediction performances on the test set were achieved using sparsifying
regularization on the neural network – especially L2,1−2 and L2,1 – in combination with
the extraction algorithm. The extracted Boolean network does not always improve
predictions in comparison to the NN, but they provide a human interpretable model
where a NN is essentially a black box. Since BNs are based on logic, we can use
model checking tools to manually tune the acquired models. This basically means
that we can debug neural networks and if we use the extracted logic programs for
inference, their behaviour is provably consistent.

Previous work on NN-LFIT by Gentet et al. 2017 and Tourret et al. 2017 used a
constructing and pruning technique on trained MLPs to create sparse neural networks.
They showed improved accuracy over a randomly initialized fully connected NN,
however, they used drop-out and L2 (equivalent to L1,2) weight decay for regularization.
As shown in Section 6.2, in our testing, L1,2 regularization yielded generally weaker
results than sparsifying regularization. This could explain the weaker results of the
randomly initialized networks, although regularization seemed to have less significant
effects when training on smaller networks. They also extracted logical rules using
a similar truth-table based method, with the exception that they reduced truth-
table sizes by checking output reachability from the pruned network instead of
using sensitivity-analysis, although their pruning algorithm does involve a type of
sensitivity-analysis. They evaluated their extraction by comparing the extracted set
of logical rules to the set of rules used to generate the data. Directly comparing
rule sets is unintuitive as discussed in Section 2.3, which is why we opted for the
network structure comparison by evaluating the ROC of the extracted Boolean
network graphs. But considering that the extraction methods are equivalent past
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truth-table generation, there should not be much difference between the quality of
the resulting rules. The most significant difference is perhaps in the efficiency of the
algorithms. The construction and pruning method introduces additional complexity
in the training process while our method can be utilized on any trained neural
network as long as they are differentiable.

Because our benchmarks are different from other works discussed in Section 4, it
is difficult to compare our method to other NN rule extraction algorithms. Ideally
we would compare results of some state-of-the-art algorithm – such as CILP++
(Manoel Vitor Macedo França et al. 2015) – in the same experimental set up.
However, the input NN formats and output rule formats are typically very different
between algorithms. Implementing format conversions in addition to setting up new
experiments is time consuming, hence the comparison was deemed out of scope of
this work.

Robustness to noisy data was not typically tested in the NN rule extraction
literature we reviewed in Section 4. However, instead of learning deterministic rules
from noisy data, most of the literature has focused on probabilistic models (e.g. fuzzy
belief networks) which are probably more appropriate for biological systems than
deterministic models. Nevertheless, deterministic BNs remain useful for identifying
prominent interactions. For this purpose the MLP to BN learning pipeline offers
robustness and a more efficient learning process compared to exact learning algorithms
for Boolean networks.

Network inference was greatly improved by larger data sets which provide more
negative examples to reduce the number of false positive link predictions. With a
small noiseless data set, our method appears to have reproduced some of the larger
networks such as the MAPK and TCR networks rather well while failing to identify
fewer links correctly in the bladder tumorigenesis and T-helper networks. In terms
of link prediction accuracy, our method improves over the basic LFIT algorithm
(Inoue et al. 2014) when solving the consistency problem on partial data. Though
LFIT variants with different priorities – such as best-fit under constraints – would be
more appropriate for a link prediction task. Algorithmic efficiency was also improved
compared to efficient exact best-fit with constrained in-degrees such as the algorithm
by Lähdesmäki et al. 2003.

Since truth-tables are sufficient to define Boolean functions, it might seem like
the core of the pedagogical rule extraction methodology – rule generation from input-
output analysis – could perhaps be applied to the original data directly. However,
there are at least two major issues with this as mentioned in Section 2. Firstly, the
available data does not typically cover the whole input space. This problem could
be solved by training any type of generative model and filling in the missing data
points. Secondly, the time complexity of the exact algorithms scale exponentially
with the number of variables in the data. In contrast, regression and machine learning
algorithms can be completed in polynomial time with respect to the input dimensions
and data size. The neural network in between raw data and rule synthesis allows
feature selection via sensitivity analysis and can be used to complete truth-tables as
necessary.

The sensitivity analysis – which is integral to the extraction algorithm – is highly
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dependent on the evaluation of partial derivatives which accumulate numerical errors
rather quickly in fully connected feed-forward networks, especially when using lower
precision to optimize computational efficiency. Sparsely linked networks should
accumulate less error due to most terms being very small. The differentiation of our
MLP is relatively straightforward using backpropagation. Due to backpropagation
being integral to most neural network training, it is very well implemented in the
automatic differentiation tools in ANN computation libraries. Therefore Algorithm 1
should be applicable to almost any neural network architecture. Sigmoidal activation
functions in the hidden layer are also problematic since their derivatives become
arbitrarily close to zero as the inputs increase in magnitude. Which is why ReLUs are
preferred for hidden units in general. ReLUs are not strictly differentiable everywhere
due to the discontinuity at 0, but in practice the piecewise linearity has proven
effective for deep learning in general. Using ReLUs (f(x) = max(0, x)) in place
of tanh for Equation 3 improved extraction results slightly. Also, whenever the
NN is trained for longer e.g. when using a high regularization coefficient with a
sparsifying norm, the inputs of the activation functions are pushed to the extremes
by the training algorithm in order to minimize the cost function. This means that
for sigmoidal activations a well fit NN will yield smaller partial derivatives, which
makes the sensitivity analysis more difficult and affects the choice of the extraction
threshold. To minimize this effect we can compute the Jacobian of the output layer
before the final sigmoid activation as well as use ReLUs for the hidden layers.

Regularization was explored as a means of improving extraction performance,
but it was shown that mostly it does not impact extraction directly and instead
generally improves performance of the learned network which indirectly improves
the extracted representation. The results in Section 6.2 suggest that the choice of
norm penalty affects the prediction accuracy significantly and that the optimal norm
penalty depends on the original Boolean network. Tuning regularization is likely
to provide the best pay-off for a given data-set. The results presented in this work
could still be improved with some regularization coefficient fine tuning and k-fold
cross-validation at the cost of increased runtime.

Throughout this work, we have also have discussed recurrent neural network rule
extraction. In fact, we also ran similar experiments with RNNs on delayed networks,
however, the MLP is simpler, trains more efficiently and is adequate for learning
Boolean networks with limited delays. For MLPs to learn delays it is sufficient to
provide a suitable number of previous states as inputs. RNNs on the other hand can
potentially use any number of previous states to predict the next state, which allows
extraction of rules involving temporal logic. Temporal logic allows propositions which
include temporal qualifiers such as always, eventually and until. Utilizing temporal
logic in biological regulatory network modeling context has been explored by e.g.
Saeed et al. 2018. Furthermore RNN temporal logic extraction has been studied by
e.g. Borges et al. 2011.
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8 Conclusion
We have seen that a MLP classifier can learn Boolean functions from binary time-
series and that we can use partial derivatives to assess the sensitivity of the MLP to
different inputs and then extract propositional logic formulae from partial truth-tables
generated with the MLP. The best prediction accuracy on the larger networks was
achieved by the extracted Boolean networks. The BNs also provide additional value
as human interpretable models that provide clear causal links between input and
output.

The algorithm itself probably could be improved in terms of time complexity, but
the results show at least that using sensitivity analysis and black-box extraction is
effective on feed-forward neural networks. The proposed algorithm is also relatively
tunable for balancing computational constraints with extraction fidelity. The NN
rule extraction problem is still actively studied and is becoming more relevant as the
complexity and depth of NN models increases. As for biological networks, Boolean
network models are still relevant despite discretization issues. With an efficient
NN-based learning and extraction algorithm, learning highly complex models directly
from data becomes feasible. This method could be a useful tool for unsupervised
network inference.
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