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Abstract
In today's society, speech recognition systems have reached a mass audience, especially in the
ﬁ eld of personal assistants such as Amazon Alexa or Google Home. Yet, this does not mean that
speech recognition has been solved. On the contrary, for many domains, tasks, and languages such
systems do not exist.
Subword-based automatic speech recognition has been studied in the past for many reasons,
often to overcome limitations on the size of the vocabulary. Speciﬁcally for agglutinative languages,
where new words can be created on the ﬂy, handling these limitations is possible using a subwordbased automatic speech recognition (ASR) system. Though, over time subword-based systems lost
a bit of popularity as system resources increased and word-based models with large vocabularies
became possible. Still, subword-based models in modern ASR systems can predict words that have
never been seen before and better use the available language modeling resources. Furthermore,
subword models have smaller vocabularies, which makes neural network language models
(NNLMs) easier to train and use.
Hence, in this thesis, we study subword models for ASR and make two major contributions. First,
this thesis reintroduces subword-based modeling in a modern framework based on weighted ﬁnitestate transducers and describe the necessary tools for making a sound and effective system. It does
this through careful modiﬁ cation of the lexicon FST part of a WFST-based recognizer. Secondly,
extensive experiments using are done using subwords, with different types of language models
including n-gram models and NNLMs. These experiments are performed on six different languages
setting the new best-published result for any of these datasets. Overall, we show that subwordbased models can outperform word-based models in terms of ASR performance for many different
types of languages.
This thesis also details design choices needed when building modern subword ASR systems,
including the choices of the segmentation algorithm, vocabulary size and subword marking style.
In addition, it includes techniques to combine speech recognition models trained on different units
through system combination. Lastly, it evaluates the use of the smallest possible subword unit;
characters and shows that these models can be smaller and yet be competitive to word-based
models.
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1. Introduction

Automatic speech recognition (ASR) is the process of recognizing spoken language using computational models. This process has many applications, from
storing what the user has said in text form to taking actions based on the commands given. When transcribing what was said, throughout multiple sentences
and with a free vocabulary for the user, this task is called large vocabulary
continous speech recognition (LVCSR).
Most ASR systems use words as the basic unit for modeling language. In this
thesis, we study the systems that use sub-words as the basic unit. This refers to
the technique of not recognizing complete words at once but instead using units
smaller than words. As argued later in this thesis, this has many advantages
regarding the speed and robustness of training these models. Furthermore, these
models generalize better as they are able to predict a much wider vocabulary
than was seen during training. Although the general idea has been applied
before, this thesis puts these techniques in a modern state-of-the-art speech
recognition framework and evaluates the properties of subword vocabularies for
modern models, including recurrent neural network language models.
This thesis has been written at the change of an era. In 2012, at the start
of the author’s doctoral work, speech recognition was still very much a niche
market. Ordinary consumers would rarely volunteer to consciously use speech
recognition unless they had a speciﬁc need to do so. Nowadays, in 2018, people
buy devices such as the Amazon Echo or the Google Home which use speech as
the primary input, using ASR to provide this input method.
It is not surprising that this change in the market has been brought about
by an advancement of the underlying technology. Notably, the introduction of
deep learning techniques has, like in other machine learning ﬁelds, accelerated
the progress in the ﬁeld. The progress has even reached the point, that Microsoft announced in the summer of 2017 to have achieved ‘human parity’ in
conversational speech recognition (Xiong et al. 2017).
However, the work of the speech recognition research community is not yet
done. Although there are examples for speciﬁc languages, domains, and conditions in which speech recognition works very well, there are many more domains
and languages that do not have a speech recognizer at all, e.g. under-resourced
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languages. Often, a lack of data and computing or engineering resources is the
limiting factor. In those cases, academic research can bring new techniques to
reduce the amount of resources needed.
The work performed in this thesis brings new techniques and insights that
reduce the need for data, computing, and engineering resources to create stateof-the-art speech recognition systems. The primary driver for this is the use
of subword-based units instead of word-based units. However, subword units
are, when implemented correctly, a natural way to overcome many challenges in
training a speech recognition model and make it more robust. The advantages
include, but are not limited to, the reduction of the number of out-of-vocabulary
(OOV)–words, the reduction of data sparsity, and the improvement of performance of those systems where vocabulary size is a substantial factor of the
required computation resources (e.g., neural network language models).

1.1

Subwords in ASR

On the surface, using words as language modeling unit seems an excellent choice.
They are well-deﬁned units with a certain meaning and often one or a few ﬁxed
pronunciations. There are, however, drawbacks to choosing words as a unit type.
Choosing a predeﬁned list of words limits the ASR to the speciﬁed vocabulary.
Any word that does not belong to this vocabulary might not be handled correctly,
and in case of speech recognition, it will simply not be recognized. Such a word
that is not in the original vocabulary is called OOV. For languages such as
English, this might be alleviated by gathering as many different word forms
as possible, in order to cover the language to a very high degree. However,
it is never possible to make this list exhaustive, as language is dynamic and
new words regularly appear. Furthermore, proper names or foreign terms often
appear in language, and they are even harder to catch in a predeﬁned word list.
In other languages, such as Finnish, this problem is even more severe. Finnish
is a synthetic language in which modiﬁers are appended to both verbs and
nouns. For example, the phrase ‘in a café’ can be translated into the single
word ‘kahvilassa‘ which contains three important subparts. ‘kahvi’ (the stem)
translates to ‘coffee’, ‘la’ (derivational sufﬁx) indicates it is a place (coffee place),
and ‘ssa’ (inﬂectional sufﬁx) means ‘in’. As these kinds of transformations can
be done for almost any word, an exhaustive word vocabulary of Finnish would
be much larger than an English word vocabulary.
The OOV-words are not the only drawback of word-based models, but a large
vocabulary size also has inherent drawbacks. If for each word a pronunciation
has to be provided, it will require expert resources or grapheme-to-phoneme
(G2P) techniques to create the full pronunciation dictionaries. Moreover, it is
difﬁcult to train robust statistical models for these words. To make a robust
statistical estimate about an occurrence of a word, as is done in a language
model, there needs to be at least a few occurrences of the word in the training
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data. For large vocabularies, this means that substantial text corpora are needed
to train the models robustly. In some languages, these resources might not be
available, and even if they are, the computational requirements for training
often increase together with the size of the training corpora.
When neural network language models (NNLMs) are used, a large vocabulary
is even more problematic. Typically, the input and output layers would have
the same dimensionality as the size of the vocabulary. These layers are fully
connected to the succeeding and preceding layers and therefore cause a linear
increase in the number of parameters in the model. Again, in combination with
the requirement to have multiple data samples to train a parameter robustly,
it would require even larger corpora. It should be noted that much work has
been done to alleviate this problem from a methodological perspective, such as
class-based training (Botros et al. 2015), or hierarchical softmax layers (W. Chen
et al. 2016). NNLMs are further discussed in Section 2.4.3.
An alternative to using words as a basic unit is to use subword units. By
splitting words into smaller units in an intelligent manner, the number of
unique units decreases. This can be done in multiple ways, and with different
methods, the most extreme being splitting the words into its characters, hence
reducing the size of the vocabulary to the size of the used alphabet.
Less extreme splitting can be done in many different ways. One can either
use linguistic properties, such as syllable or morphological boundaries to ﬁnd
suitable splitting points, or one can devise data-driven approaches to ﬁnd suitable splits. One of these other methods is Morfessor, a family of methods that
ﬁnd segmentations in a data-driven manner. The advantage of this is that no
language-speciﬁc linguistic expertise is needed to build a segmentation model
for a language.
When using subword-based language models, many problems that exist for
word-based models disappear. Most subword models can cover almost the
complete vocabulary of the language, even unseen words and possibly words
that even do not exist yet at training time. In the case of character units, or
when another subword-segmentation contains all single characters as possible
segments, all words written in the alphabet are possible to be recognized.
The advantages of subword models are two-fold. First, the size of the vocabulary reduces, which is beneﬁcial for a number of used algorithms. In recurrent
neural networks (RNNs), the input and output layers can be modeled directly
without the need for separate techniques such as classes or hierarchical softmax.
Also during decoding, at every subword-boundary, there is a smaller number
of next items to consider, although it is offset by the fact that there are more
boundaries.
The second advantage comes from the increased token counts in the language
modeling corpus compared to words. Whereas in a normal corpus, half the words
might be only seen once or twice, in a subword model even the rare subwords
are observed much more often. The increase in token counts makes it possible
to make much stronger language models that generalize better, and do not
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overtrain as easily.
Subword-based ASR also has possible disadvantages. The shortening of the
units causes the decoder to have a more complex search space. This might have
an adverse effect on both the performance and needed resources to decode with
these models. In addition, any utterance will be split into more units, which
might increase the size of the language models, especially when next words are
conditioned on only the directly preceding contexts as in n-gram models. These
disadvantages can be managed by using language modeling algorithms that are
able to use longer histories, such as variable-order n-gram models or NNLMs.
In the ﬁrst, a dynamic growing and pruning algorithm is used to create n-gram
models that have higher-order n-grams that are beneﬁcial to the model without
having to train an unpruned high-order model ﬁrst. In NNLMs often recurrent
structures are used to model history, which allows for a practically unlimited
historical context to be taken into account.

1.2

Scope and contributions of the thesis

Many different ﬁelds of science are included and needed in automatic speech
recognition. Physics, signal processing, computer science (including statistical
modeling and machine learning), and linguistics are the most prominent ones.
Of these ﬁelds, computer science, and linguistics touch most of the discussed
topics. This thesis has been written mainly from a computer science perspective,
focussing on the patterns that evolve from statistical analysis on the data,
instead of creating methods that follow the proper full linguistic speciﬁcation of
a language. Furthermore, it has been the desire to build tools and techniques
that work across languages, including those languages that do not have enough
resources are available to do exhaustive linguistic analyses.
This work is covering many aspects and applications of subwords in automatic
speech recognition. Firstly, in Publication I a new version of the Morfessor
toolkit is created, and the methods and motivations of the Morfessor Baseline
algorithm are described in detail. This work has been used in all subsequent
publications as the primary method of creating subword segmentations.
The second key article is Publication II, which describes and implements
subword modeling in weighted ﬁnite-state transducer (WFST)–based speech
recognition systems. The described techniques are a prerequisite for doing
recognition of subwords in a correct and efﬁcient manner. In addition, it analyzes
different possible word segmentation algorithms and subword boundary styles,
laying the basis for the experiments in all subsequent publications.
Morfessor-based units have been previously shown to be particularly suitable
for subword-based speech recognition. Previous research was often focussed
on morphologically rich languages such as the Uralic languages, e.g. Finnish,
Estonian and Northern Sámi. Therefore, this research also started by exploring subword-models for this language group. In Publication III, a thorough
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evaluation is done for speaker-dependent systems in those three languages, evaluating the effect of using subwords versus words and on the effect of different
quantities and qualities of language modeling data. As this work was still done
on a traditional Gaussian mixture model-based recognizer, it was extended in
Publication IV to take advantage of modern deep neural network (DNN)-based
acoustic models and weighted ﬁnite state transducer-based decoding.
Publication VII is the ﬁrst extension of subword models into the previously
unexplored domain of conversational speech in Finnish and Estonian. This
work makes clear that subword modeling techniques are especially useful in
combination with NNLMs. Subword-based units do not outperform words when
n-gram models are used, but with NNLMs the subword-based units obtain a
distinct advantage.
In Publication VI subword-based techniques are successfully applied to (dialectal) Arabic, with the result of winning the 2017 edition of the multi-genre
broadcast challenge. Besides the use of subword units and neural network
language modeling, it also introduces an effective acoustic model adaptation
scheme for dialectal speech, as well as minimum Bayesian risk decoding across
a combination of lattices with different units.
Publication V is a more exploratory paper, which describes experiments of
using characters as subword-units. Further, it explores the relationship between
the amount of training data available and the success of subword-based models,
and it analyzes the different needs for resources when using subword units.
Lastly, in Publication VIII the research from the previous papers is combined
and extended with subword modeling experiments for Swedish and English,
languages that have a much simpler morphology and therefore not necessarily
logical choices for subword-based recognition. It contains new state-of-the-art
results for all these datasets using subword models and system combinations
between models of different units. In addition, it includes results for a simulated
low-resource scenario for any of the experimented languages.

1.3

Speech recognition research group in Aalto

This work has been done in the speech recognition research group at Aalto
University (formerly Helsinki University of Technology), led by professor Mikko
Kurimo. The group has a long history on subword modeling for ASR. Mathias
Creutz wrote his thesis on creating data-driven morpheme segmentations with
applications to ASR (Creutz 2006). This work was later built upon and extended
by Sami Virpioja who further worked on statistical segmentation methods (Virpioja 2012). Vesa Siivola focused on the creation of n-gram-based language
models that would work well with subwords (Siivola 2007). Teemu Hirsimäki
focused on ASR for morphologically rich languages (Hirsimäki 2009). After the
graduation of these students, the work in the group focused on different areas
for a while such as discrimative training (Pylkkönen 2013) and recognition for
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conversational speech (Enarvi 2018). This work extends on all these earlier
theses by extending the methods to modern ASR models and techniques and
applying them to a wider variety of languages, including languages that are not
agglutinative. This resulted in state-of-the-art, and best-published results in
many languages.

1.4

Structure of the thesis

The rest of this thesis is divided as follows. Chapter 2 describes the parts of a
modern ASR system, to the extent necessary for the work done in this thesis.
Chapter 3 introduces subword-based ASR and describes both the motivations as
well as the tools and techniques needed for building subword-based recognizers.
After that, Chapter 4 gives a high-level summary of the experiments done in the
publications and Chapter 5 gives a conclusion of this work.
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A traditional automatic speech recognition (ASR) system requires multiple
different components. In a traditional system, four different tunable components
can be identiﬁed, as well as the decoder that uses these components to do the
actual speech recognition. In feature extraction, the waveform is transformed
into a sequence of feature vectors. In the acoustic model (AM) these features
are used in order to predict phonemes (sounds). A pronunciation lexicon maps
these phonemes to words. Lastly, the language model (LM) is used to reduce
ambiguities, by scoring outputs in order to favor correct or common sentences.
The decoder system takes the inputs from the AM, lexicon, and LM, and uses a
search algorithm to determine the most likely word sequence. Figure 2.1 gives a
schematic overview of the system.
The following sections describe these different components in general, and
with further detail if they are needed in later chapters. A more extensive
overview can be found in, e.g., Yu and Deng (2015). After this, Section 2.6 gives
an introduction to ‘end-to-end’ speech recognition in which these components
are trained as a single model. Lastly, system combination and evaluation of ASR
systems are discussed.

2.1

Feature extraction

The purpose of feature extraction is to transform a raw waveform in a sequence
of vectors that are suitable to be used in the acoustic modeling phase. What
is suitable depends on the used acoustic modeling technique. For example,
for Gaussian mixture models (GMMs), it is computationally efﬁcient to use
diagonal covariance matrices, which means that feature components should be
decorrelated.
The most common feature type is mel frequency cepstral coefﬁcients (MFCC)
(Davis and Mermelstein 1990). MFCCs are formed by applying a windowing
function, a discrete Fourier transform, a mel-ﬁlterbank, log function, and lastly
a discrete cosine transform (DCT). The mel-scale emphasizes those frequencies
that are emphasized in the human hearing as well. The DCT de-correlates and
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Figure 2.1. Parts of a conventional ASR system

compresses the features.
All experiments in this work use MFCC features, either in original form, or in
a ‘high-resolution’ version that uses more ﬁlterbanks and does not reduce the
dimensionality in the DCT step.

2.2

Acoustic modeling

After feature extraction, the speech is represented as a sequence of feature
frames, often around 100 frames per second. These frames are short enough
that the assumption can be made that only a single sound is pronounced in a
single frame. Speech, however, is a very complicated signal. A speciﬁc sound
can have a great variety of realizations and often the realization of a sound
depends on the preceding and succeeding pronounced sounds. This makes
a direct, independent classiﬁcation of frames difﬁcult. There is, however, a
known temporal dependency between frames. Sounds often span multiple
frames, and this temporal information can be captured using a statistical model.
A hidden Markov model (HMM) models this by making the probability of a
sound dependent on the sound in the previous frame. The HMM-framework
includes a direct prediction of the sound in each frame through an emission
distribution. Originally, GMMs were often used in conjunction with HMMs,
whereas nowadays deep neural networks (DNNs) are the standard. An HMM
model can be efﬁciently decoded using the Viterbi algorithm (Viterbi 1967;
Forney 1973).
Many different network architectures are used for the acoustic DNNs. One
of the most prominent are time-delay neural networks (TDNNs) (Waibel et al.
1989; Peddinti et al. 2015). In these networks, higher layers take not only the
output of the lower layer but also the output of the same network evaluated for
an earlier or later timestamp. If this process is repeated in multiple layers, the
ﬁnal network actually reads a longer sequence of input vectors to predict the
phone state at the current timestamp.
Another common approach is the use of recurrent network structures, in which
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the network takes (recurrently, for a ﬁxed number of steps) the output of the
network at the previous timestamp as input. This differs from TDNNs, as in a
TDNN many previous frames are considered and computed at the same time,
but for recurrent networks this process has to go frame by frame, feeding the
output of the previous frame to the current. One of the common recurrent
architectures are long short-term memory (LSTM) models (Hochreiter and
Schmidhuber 1997; Sak et al. 2014), which can be combined with TDNNs, called
together TDNN-LSTM. A further extension also unrolls the network into the
future, creating a bidirectional long short-term memory (BLSTM). All these
three network conﬁgurations are used in the experiments of Publication VI,
Publication V and Publication VIII.

2.3

Pronunciation modeling

During decoding, the recognizer must know what sequences of states to map to
which words. The traditional way is to use a phoneme pronunciation lexicon,
which contains for each word in the language the phoneme sequence that forms
that word. For languages like English, this is a natural thing to do, as there
is a ﬂuid connection between the orthography and actual pronunciation. An
alternative is to use the actual graphemes of the word, which is a natural thing to
do for languages, such as Finnish, that are highly phonemic, i.e., have a straight
mapping between the grapheme and the phoneme. However, since the rise of
DNN acoustic models that are trained with sequence-based loss functions such
as connectionist temporal classiﬁcation (CTC) or lattice-free maximum mutual
information (LF-MMI), acoustic models can capture the context of a recognition
unit better, and therefore even for languages like English, it is feasible to train
grapheme-based models (Wang et al. 2018).
In practice, the phonemes (or graphemes if they are chosen as units), are
not modeled directly. Instead, variations of each phoneme are created that are
conditioned on the surrounding phonemes. For example, the phone ‘a+c-t’ would
be the phoneme ‘c’, preceded by an ‘a’ and succeeded by a ‘t’. The resulting states
are called ‘context-dependent phones’.

2.4

Language modeling

The language model is an important part of the speech recognizer. Even if it
would be possible to make a recognizer that would be able to recognize pronunciations perfectly, there are ambiguities in language that are solved by contextual
information. For example, the words ‘to’, ‘too’ and ‘two’, all have the same pronunciation, but in the context ‘going __ the gym’ it is clear that ‘to’ would be the
right word to recognize.
A language model is needed even more when the pronounced sequence cannot
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be correctly recognized. A famous example is the phrase ‘how to recognize
speech using common sense’ which has a very similar pronunciation to ‘how to
wreck a nice beach you sing calm incense’ (Lieberman et al. 2005). As it is for
humans clear that the former sentence should be the correct output, the speech
recognition system needs the prior knowledge in form of a language model to be
able to select the right transcription.
There are many ways to model language and to score different sequences of
words. In ASR, n-gram models have been the primary choice, although they
are nowadays often enhanced or replaced by neural network language models
(NNLMs). The following sections describe these models in detail, as well as
variable-order n-gram models, a speciﬁc method of n-gram model training which
is used extensively throughout this work.

2.4.1

n-gram modeling

In an n-gram model, the likelihood of a word sequence w is estimated using the
assumption that the likelihood of any word w in the sentence can be calculated
using the preceding n − 1 words.
p(w) =


w i ∈w

1
p(w i | w ii−
−n )

(2.1)

To train this, one could take a text corpus, count all contexts of n words and
calculate the exact probability that a word appears after the n − 1 previous
words. This procedure, however, does not allow any contexts to appear that
have not been observed in the training data. Therefore, part of the probability
mass is shifted to account for this situation and to predict the next word using a
lower context probability. This process of creating back-off models is often done
with Kneser-Ney (Kneser and Ney 1995) or Witten-Bell (Witten and Bell 1991)
smoothing (S. F. Chen and Goodman 1999).
If the order of a n-gram model is increased, the size of the full model increases
exponentially. This increase makes it practically impossible to use n-grams of
order 4 that are trained on large corpora. A solution for this is to not include all
seen contexts into the model, but remove (prune) those that do not add any or
very little value to the modeling power of the model. This pruning can be done in
many different ways (Kneser 1996; Seymore and Rosenfeld 1996; Stolcke 1998),
and it allows to create, e.g., a 4-gram or 5-gram model effectively.

2.4.2

Variable-order n-gram models

As later explained in Section 3.3, subword models require even higher order
models than for word-based models. It is, however, not feasible memory-wise to
ﬁrst create a full high-order model, such as a 20-gram, and after that prune it to
a more practical size.
One solution to this problem is to take a different approach to train the n-gram
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model. In the regular training, ﬁrst a speciﬁc order is selected and a full model
is trained. Afterward, this model is pruned by removing n-grams that add the
least value to the model. Instead, using a selective growing algorithm alleviates
this problem (Deligne and Bimbot 1995; Siivola and Pellom 2005; Siivola et al.
2007b). No order is needing to be set in advance, but the model keeps expanding
its order, but only adding selectively n-grams of an order which it expects to
make a difference for the ﬁnal model. Afterward, the model is still pruned to
remove any n-grams that were added redundantly. This procedure makes it
possible to create high-order n-grams, as at no point the full model for maximum
order needs to be estimated. The resulting models will often have only a few
contexts of the highest order and many more of lower orders. To capture this
difference to regular n-gram models, models trained using this technique are
called variable-order n-gram models.

2.4.3

Neural network language models

Another method of implementing a language model is through the use of NNLMs
(Siivola and Honkela 2003; Mikolov et al. 2010; Mikolov 2012). Quite like for
the AM, many different architectures can be be used.
First, DNNs are created that takes as input a one-hot vector of words. As
output, it has a softmax layer that predicts the probability of the next word.
Previous words are taken into account by making a recurrent connection to
the network output of the previous word. This recurrent connection allows the
network to train on longer histories.
A popular type of NNLM that is used often are LSTMs (Hochreiter and Schmidhuber 1997; Sundermeyer et al. 2012), which include gates to regulate the
information ﬂow from history and the current network. LSTM models are described in Publication VII and used throughout Publication VI, Publication V
and Publication VIII.
Often though, NNLMs are not applied during decoding, as it is prohibitively
expensive to keep long histories in memory. Instead, they are used for rescoring
recognition results, in which the language probabilities of the n-best hypotheses
or the recognition lattice (search network) are recalculated to determine the best
hypothesis.

2.5

Weighted ﬁnite-state transducer-based decoding

Once all separate parts of a recognizer (feature extraction, AM, pronunciation
lexicon, LM) are designed and trained, a decoder is needed to recognize new
speech by ﬁnding the hypothesis that has the highest likelihood of being correct
according to the joint model. Naturally, it is not possible to evaluate the full
hypothesis space, as this is of inﬁnite size. Therefore, techniques have been
developed to explore this space efﬁciently. The main two techniques are token-
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passing (as applied in the HTK toolkit) and weighted ﬁnite-state transducer
(WFST)-based decoders (Mohri et al. 2008). The latter is used in the Kaldi
toolkit (Povey et al. 2011), which at the time of writing is a popular choice for an
ASR system in the speech recognition community.
Finite-state transducers (FSTs) are a model of computation (‘machine’), in
which a computation model is deﬁned by a ﬁnite graph in which the nodes
are states and vertices deﬁne inputs and outputs of the computation. During
computation, the input symbols determine which paths are taken through the
graph, which moves the machine to the next state. In ASR the model takes
acoustic states as inputs and transforms these into word outputs. A WFST also
adds a weight to each transition in order to favor certain paths, which in ASR
would be the paths that are most likely.
In the WFST framework for ASR, the search space is transformed into a single
WFST, that maps the input states to word sequences. This makes the problem
of ﬁnding the best hypothesis equivalent to ﬁnding the shortest path in a FST,
which has been a well-researched question. The creation of this WFST is done
in four parts. The ﬁrst part is the HMM-FST (H) which maps the emission
distributions (states) to context-dependent-phones. Secondly, the context-FST
(C) maps these context-dependent phones to context independent phones. After
that, the lexicon-FST (L) maps the phone sequences to words and allows for
insertion of silences on the word boundaries. The last part is the grammar-FST
(G). This FST does not perform any further mapping but adds the language
modeling probabilities to the word sequences.
The four parts are composed together into a single FST (HCLG). In the
Kaldi toolkit, the HCLG needs to be determinizable for optimization purposes,
meaning that every state sequence should give a unique word output. Normally
this would not be the case, as homophones would have the same pronunciation
sequence. For this reason, Kaldi adds in the L so-called disambiguation phones;
phones that do not have an actual realization but do make the input state
sequence for different word output unique. This is relevant in Section 3.5, where
the L-FST is modiﬁed to properly handle subwords.

2.6

End-to-end ASR

An alternative to creating the different components described at the beginning of
this chapter is to design a single model that trains a mapping from sound input
to word sequences directly. In the past years, many variations of these ‘endto-end’ systems have been proposed (Graves et al. 2013). All these models are
advanced DNNs that have speciﬁc training criteria for sequence-based modeling.
The ﬁrst versions of these ‘end-to-end’ systems contained a lot of different
techniques compared to conventional ASR systems. For example, Graves et al.
(2006) and Graves et al. (2013) introduced a sequence-based training criterion
and reduced frame rates for faster recognition. These features in turn also got
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implemented in conventional systems (Povey et al. 2016). On the other hand,
much research has been done to implement features of conventional models
into end-to-end systems, such as the ability to adapt quickly to a new language
domain, without needing audio from this domain (Sriram et al. 2017).
The ﬁrst end-to-end systems also used graphemes and character-based units
exclusively, and pronunciations lexicons do not seem necessary anymore (Sainath
et al. 2018). Through the use of sequence-based criteria, the pronunciation lexicon is incorporated in the training of the acoustic model. Similarly, graphemebased conventional systems have been approaching the performance of phonemebased conventional systems as well (Wang et al. 2018). Later end-to-end systems
also have used subwords (Liu et al. 2017; Zeyer et al. 2018) and words (Audhkhasi et al. 2017; Soltau et al. 2017) as a unit.
At this moment, the optimal type of system depends on the actual task, and in
the near future both systems will have their applications and domains in which
they excel.

2.7

System combination

A common way to improve the performance of machine learning models is to
combine different models. This happens for example during acoustic model
training where parallelization is achieved by training two models in parallel on
different datasets, or training models with different architectures and averaging
these models afterward. The combination can also be done on the system level,
combining the lattices of different speech recognizers and decoding this using
minimum Bayes risk (MBR) (Goel and Byrne 2000; Xu et al. 2010). In contrast
to the maximum a posteriori (MAP) criterion, which only optimizes to recognize
the whole sentence correctly, the criterion is based on word-level optimization.
Conceptually this method searches for consensus between lattices to predict the
best word-output.
Normally the lexical units used need to be the same across the different lattices.
Publication V and Publication VIII introduce methods to create lattices with the
same units, even if other units were used originally.

2.8

Evaluation

The most natural way to evaluate an ASR system is to use it to recognize a
held-out dataset and calculate the word error rate (WER). The WER is deﬁned
as the proportion of the minimum number of word substitutions (S), deletions
(D), and insertions (I) needed to obtain the correct transcript of length C.
S+D+I
(2.2)
C
Note that this error measure is not a perfect representation of perceived
WER =
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transcription quality (Saon et al. 2017). For example, a complete substitution
with a random word consists of only a single error, while erroneous addition of
a single space in a compound word constitutes two errors. In most cases, the
former mistake would be much more severe regarding transcript intelligibility.
For languages such as Finnish, which has very long words with often multiple
sufﬁxes, this can have a profound effect, as a single character mistake causes
a complete word to be marked as faulty. Because of this, also letter error rate
(LER) has been used, which is the same measure as the WER, but applied to
single characters instead of words. In this work, we use the WER to be in line
with research in most other languages, but we included LERs in those cases we
compare to the previous studies that used this measure.
It is also possible to evaluate the LM independently from the ASR system.
The most common way is to calculate the perplexity for a held-out set. The
perplexity is a measurement of how well a test-set is modeled by the language.
Normally, the average word-perplexity is reported. Although perplexity is a
good tool for measuring language model quality, it does not always correlate
with the resulting accuracy if the model is used in an ASR system. In addition,
perplexity is only deﬁned for words within the vocabulary, therefore out-ofvocabulary (OOV) words are often ignored and reported separately. This makes
the perplexity measure only useful for direct comparison of models that cover
the same vocabulary.
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Words are the most common type of unit used in speech and language technology. Even the previous chapters describing modern speech recognition models
assume or specify a sequence of words as the target of the systems. This chapter
discusses the tools and techniques needed for successful subword-based automatic speech recognition (ASR) and shows the design choices needing to be
made.
First, Section 3.1 discusses the history of subword-based ASR, and the previous
and current work done in this area. Sections 3.2 discusses the possible type
of subword segmentations. After that, Section 3.3 discusses the interaction of
subwords with the language modeling toolkits and Section 3.4 discusses the
use of characters as a unit. Section 3.5 describes the required implementation
steps for sound weighted ﬁnite-state transducer (WFST)–based ASR. Finally,
Section 3.6 describes the limitations of subwords and the few restrictions it
imposes on the choice of acoustic unit.

3.1

Previous work on subword-based ASR

Already shortly after the use of HMM-GMM speech recognition models became
popular for continuous ASR (Lee et al. 1989; Picone 1990), it was noticed that
the selection of vocabulary was an important factor in the accuracy of speech
recognizers (Casali 1988). Having a small vocabulary increased the rate of outof-vocabulary (OOV)-words, which are words spoken in the audio that are not
present in the vocabulary. A larger vocabulary increased the load of the system
and also increased the confusability of the system, often leading to higher error
rates as well. A lot of research was done on the selection of the vocabulary and
the determination of its ideal size.
With the improvement of both acoustic and language models, as well as an
increase in computing power, it became more practical to use larger vocabularies.
For some languages, this meant that the majority of the language could be
covered by the system, yet for other languages, the natural vocabularies were so
large that this did not become practical. Further, there was the understanding
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that, even for a language such as English, a comprehensive vocabulary would
never cover the complete language, especially since new words might be created
after the creation of the vocabulary (Bazzi and Glass 2000). The ﬁrst research
on subword units, therefore, focussed on reducing OOV-words (Geutner 1995),
especially in tasks that naturally have a high number of OOV-words such as
recognition of agglutinative languages or tasks such as recognizing street names
(Kwon 2000; Kneissler and Klakow 2001; Bazzi 2002).
After this initial research, a number of groups started working on creating
optimal subword strategies for the languages they were interested in. Often a
linguistical approach was taken in which words were split according to some
linguistic property such as stem-sufﬁx splitting (Kneissler and Klakow 2001),
morphological segmentation (Kneissler and Klakow 2001; Arısoy et al. 2006;
Choueiter et al. 2006) or segmentation based on syllables (Kneissler and Klakow
2001; Arısoy et al. 2006; Choueiter et al. 2006). Later approaches also looked into
segmentation derived in a data-driven manner (Creutz and Lagus 2002a; Hacioglu et al. 2003; Hagen and Pellom 2005), which have as beneﬁt that they can
be applied without prior language knowledge or linguistic resources. Different
data-driven segmentation algorithms are further described in Section 3.2.1.
Already in the early research, it was noted that segmenting text affected the
performance of language models. In n-gram models with only limited context, a
segmented text would capture less information than previously and therefore
using subword segmentations often hurt performance when applied to frequent
words. A common solution would be to ‘merge’ morphological units or to choose
a hybrid form of word and subword-based recognition. (Bisani and Ney 2005)
Other studies aimed to build higher-order n-gram models to overcome this
problem (Siu and Ostendorf 2000; Siivola et al. 2007b). In these studies, tools
are provided to build n-gram models that contain frequent high-order contexts,
and yet prune those contexts that do not add value to the model in order to keep
the size of the model under control.
One problem that was identiﬁed early on was the need for grapheme-based
lexicons, which were often only possible for those languages that have a straightforward mapping between orthography and the phonetic sequence (Kurimo
et al. 2006). This is especially the case for segmentations that do not follow
phonetic boundaries. Probably this was the reason for the diminished usage
of subwords, especially when word-based systems started to improve. As more
data came available for languages, and resources became more abundant, it
became practical again to use word-based speech recognition. Even for Finnish,
it is nowadays possible to build recognizers with a 4 million word vocabulary
(Publication II), which does have a decent speed and reasonably low OOV-rate.
With some exceptions (Sak et al. 2010; Zablotskiy and Minker 2015), subword
vocabularies are not commonly used for well-resourced ASR tasks. However,
they still used for under-resourced scenarios like keyword search (e.g. Hartmann
et al. 2014; He et al. 2016) or in the Babel project for languages with minimal
resources (e.g. Khokhlov et al. 2017; Trmal et al. 2017)
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In the past decade, new paradigms have been introduced in the speech recognition world, mainly through the advances of deep neural networks (DNNs). Both
for the acoustic model (Kingsbury 2009; Hinton et al. 2012; Graves et al. 2013)
and the language model (Mikolov et al. 2010; Mikolov 2012), new paradigms
were developed. With this new language modeling paradigm, the vocabulary
size is once again limited. Because words in a neural network language models
(NNLMs) are modeled in a one-hot vector, the size of the vocabulary determines
the sizes of the input and output layers of the neural networks. For larger vocabularies, this is problematic, as an increase in input and output layer sizes causes
a superlinear increase of neural network parameters and training time. To
overcome this problem, many different techniques were used, including shortlist
(Park et al. 2010), blackout (Ji et al. 2016), class-based (Botros et al. 2015) or
hierarchical training (W. Chen et al. 2016), and even subword-based modeling
(Mikolov et al. 2012; Takhanov and Assylbekov 2017).
The problems of modeling large vocabularies got ampliﬁed when experiments
were done training joint acoustic and language models (Graves et al. 2013). To
overcome the problem of vocabulary size, the ﬁrst systems were character-based,
thereby reducing the size of the vocabulary to the size of the used orthographic
alphabet. Recent publications also use longer subword units (Takhanov and
Assylbekov 2017; Zenkel et al. 2018).

3.2

Subword segmentations

From a linguistic perspective, there are, besides characters, two main types
of segmentation that can be made. The ﬁrst is to split the word into syllables.
A syllable is related to the pronunciation of the word, where each syllable
has precisely one vowel sound, with the surrounding consonants. Often, a
syllable does not have any meaning by itself, nor does it imply a single possible
pronunciation. For example both ‘haven’ and ‘having’ contain the syllable ‘ha’, yet
the pronunciation of this syllable is very different in these contexts. Furthermore,
some words can be split into syllables in multiple ways. For example, the word
‘extraordinary’ can be split into four, ﬁve, or six syllables, depending on how it is
pronounced.
The second option from the linguistic perspective is to use morphemes as a
unit. A morpheme is a meaningful unit of language that cannot be further
divided. The word ‘unhappily’ can be split into ‘un’, ‘happi’, and ‘ly’. All these
parts have an intrinsic or grammatical meaning that would disappear if they
would be split any further.
Although these linguistic segmentations are good choices for subword-based
ASR, and they have been used in many languages (e.g. Szarvas and Furui 2003;
Choueiter et al. 2006; Sak et al. 2010), they have also clear disadvantages.
The ﬁrst disadvantage is that resources need to be spent on creating complete
word lists or algorithms for automatic analyses for each language separately.
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For well-resourced languages, this is often not a problem. For the majority
of languages, however, these resources are not readily available. A second
disadvantage is that often it is difﬁcult to do proper linguistic analysis in the
case of uncommon or unconventional words. For example, loan words or proper
names do not always follow the prescribed linguistic structures and do therefore
need manual attention. Lastly, these methods give a ﬁxed size of subword
vocabulary. Although this might not be a problem, the experiments in later
chapters and Publication II show that the size of the subword vocabulary is an
important factor in subword ASR performance.
The alternative to linguistic segmentations is to derive a suitable subword
segmentation from a dataset. These data-driven approaches tailor a subword
segmentation to a particular dataset, no matter the exact language of the dataset.
This approach is ﬂexible and can be readily applied to new languages, without
needing linguistic expertise or resources of the language.
The main data-driven approach used in this work is Morfessor. This approach
is further described in Section 3.2.2 and Publication I. Morfessor is not the
only possible data-driven approach, and algorithms such as byte pair encoding
(BPE) and greedy unigram (G1G) are discussed in Section 3.2.3 and evaluated
in Publication II.
The last option is neither data-driven nor linguistically inspired. The most
extreme form of subword segmentation is to use a segmentation into characters;
this is discussed in Section 3.4.

3.2.1

Data-driven discovery of subword units

As mentioned in the previous section, subword segmentations can broadly be
classiﬁed into two categories. The ﬁrst is a linguistic segmentation in which
linguistic properties are used to determine subword boundaries. These methods
require prior (or even expert) knowledge and tools for each language in order
to capture the linguistic boundaries correctly. On the other hand, data-driven
methods of subword segmentation are not speciﬁc to a certain language but
instead are created by using algorithms and statistical analysis to obtain a
segmentation that satisﬁes the desired properties. The design goals can vary
from similarity to linguistic analyses to training speed and exact subword
vocabulary sizes (such as BPE). The following sections describe a number of these
methods, with a speciﬁc focus on Morfessor Baseline, for which the development
of the latest version is described in Publication I.

3.2.2

Morfessor

Morfessor is a family of probabilistic generative models and tools for creating
segmentation models, all sharing in common that they have a prior inspired
on the minimum description length (MDL) principle (Rissanen 1978). The
original algorithm (Morfessor Baseline), originally introduced in Creutz and
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Lagus (2002a), Creutz and Lagus (2004), and Creutz and Lagus (2005b), was
developed in such a way that it mimicked true morphological segmentation,
which inspired the name Morfessor. Siivola et al. (2003) was the ﬁrst time
Morfessor units were used in n-gram–models for ASR. Over time Morfessor
has been extended to include features such as category-based segmentation
(Creutz and Lagus 2005a; Creutz and Lagus 2007b; Grönroos et al. 2014) and
semi-supervised learning (Kohonen et al. 2010).
Morfessor Baseline, which is the simplest Morfessor model can be deﬁned as a
maximum a posteriori (MAP) model

θ MAP = arg max p(θ )p(D W | θ ),

(3.1)

θ

where θ are the model parameters and D W the original words in the training
data. As the parameters of the model are deﬁned in terms of a subword (morph)
lexicon, p(θ ) is a prior distribution over this lexicon and p(D W | θ ) the likelihood
of the data given the model. In terms of MDL, the prior can be seen as the cost
for encoding the subword lexicon, and the data likelihood as the encoding cost of
the corpus given the subword lexicon.
The complete cost function is
L(θ , D W ) = − log p(θ ) − α log p(D W | θ ).

(3.2)

In the cost function, the hyperparameter α is introduced to balance between
the cost for encoding the lexicon and the cost for encoding the corpus. By introducing this parameter, it becomes possible to change the level of segmentation. A
lower α would decrease the weight corpus cost and increase the cost of encoding
the lexicon and therefore favor shorter units.
The parameters of the model are trained with a local, greedy search algorithm, in which in every iteration all the training words are one by one split
into multiple segments, and new segmentations are included into the model if
they improve the model cost. The model is trained when the parameters have
converged, and the cost function does not further decrease.
When a trained model is used for segmentation of new text, the Viterbi algorithm is used to determine the optimal segmentation. More details can be found
in Publication I.

3.2.3

Other data-driven methods

Besides Morfessor, also other data-driven methods exist. Byte pair encoding
(BPE) is an algorithm that was designed for data compression. During training
of BPE the most frequent pair of characters is replaced by a new character. This
is done iteratively until the desired number of ‘characters’ (or better: subwords)
is obtained. This method was introduced in the language technology ﬁeld by
Sennrich et al. (2016) for machine translation and was tried in ASR in Publica-
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tion II. Unaware of the existence of BPE, the same algorithm was reinvented
under the name Wordpiece (Wu et al. 2016).
Another method speciﬁcally designed for ASR is greedy unigram (G1G) (Varjokallio et al. 2013). This method creates the subword segmentation in such
manner that the likelihood of a unigram model of these subwords is maximized,
which is shown to be beneﬁcial for variable order n-gram modeling.
In Publication II it is shown that all these three segmentation algorithms
performed similarly and that the actual size of the subword vocabulary was
of more importance. As this is tunable in all three (Morfessor, BPE, G1G)
segmentation methods, Morfessor was selected as the only algorithm in the later
publications.

3.3

Subword-based language models

Subword-based language models can be trained with the same tools and algorithms as normal word-based models. There are, however, a number of aspects
to consider in the evaluation of the language model performance as well as the
optimization of those tools and algorithms.
First, the perplexity computation of a subword model should take into account
the number of subwords each word has, in order to give the right perplexity for
each word.
Second, for different types of language models, the size of vocabulary and
context are important. In n-gram models, a smaller vocabulary gives little
beneﬁts by itself, but they do require a higher order n in order to capture
the same information context as an equivalent word model would. However,
training full higher-order models is often not feasible in matter of resources,
and effective pruning of these models is needed. One solution is to use more
advanced growing and pruning algorithms as described in Siivola et al. (2007b),
which is the technique used in this thesis.
For NNLMs the opposite pattern emerges. A smaller vocabulary reduces the
number of parameters signiﬁcantly and therefore simpliﬁes and speeds up the
training of these models. A longer context is not a problem for NNLMs, as
training on a longer context does not increase the number of parameters of the
model.
Regardless of the actual language modeling paradigm, one of the main advantages of subword-based units is the better utilization of language modeling
training data. For many words, the training data will only have a few examples, too few to make a robust estimate. On the other hand, subword models,
when using appropriate subwords, will have many examples for even the least
frequent subword, allowing for robust statistical estimates. This reduced data
sparsity enables training more robust models, with fewer training data.
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3.3.1

Subword boundary marking

Although subwords could be used directly in any language modeling toolkit, a
method is needed to reconstruct words from subwords. In literature, two basic
techniques are used for this. Either the word boundaries are marked with a
separate token (e.g. <w>) (Hirsimäki et al. 2009), or reconstruction information
is added to the subwords itself (Arisoy et al. 2009; Tarján et al. 2014; Varga et al.
2015).
Table 3.1. Four methods of marking subword units so that the original word sequence ‘two
slippers‘ can be reconstructed

Style (abbreviation)

Example

boundary tag (<w>)

<w> two <w> slipp er s <w>

left-marked (+m)

two slipp +er +s

right-marked (m+)

two slipp+ er+ s

left+right-marked (+m+)

two slipp+ +er+ +s

The reconstruction information can be added to the subwords in different
ways. Table 3.1 shows in total four different marking styles that can be used to
reconstruct words. Only a few comparative studies have been done evaluating
these different styles of marking subwords, like Varga et al. (2015), which
showed better performance for the right-marked style (m+), compared to the
<w> tags.
The choice of marking style inﬂuences the size of a vocabulary. For example, in
the <w> case, the recognition vocabulary is one token larger than the subword
vocabulary because of the addition of the <w> tag. On the other hand, in the
+m+ case, the recognition vocabulary could be up to 4 times larger, if all 4 marked
variations of the subwords appear in the language model training data.

3.3.2

Optimal boundary marker

As the literature did not give a clear indication on the best marking style, and
the best marking style might be dependent on the structure of the language, the
subword segmentation, the size of the data, and the used tools, multiple different
styles are used and reported in Publication II, Publication V, Publication VI,
and Publication VIII.
The overall results in these publications show that there is not a single boundary style that performs best, although the +m+-style performs best in the majority of the experiments. Exceptions to this are the <w> style for the Finnish news
task in Publication II, Table 3, the <w>- and m+-style for Arabic recognition
in both Publication V, Table 1b and Publication VIII, Table 4b. The results for
different style vary, and in this research, the impact on the performance can be
up to ~10% relative WER. This makes it worth to optimize the marking style for
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new languages and datasets.

3.4

Character-based language models

An extreme case of subword-modeling is using a segmentation into characters.
Although the same algorithms can be used as with other subwords, the models
do have interesting properties. For example, a character model will have no
OOV-words as long as all input words are written in the alphabet used for
training.
In end-to-end systems (Section 2.6) characters are a common choice of lexical
unit, but to the best of our knowledge, no work has been published that used
characters for large vocabulary continous speech recognition (LVCSR). From
that perspective, it is interesting to know whether these models would work in a
conventional speech recognition system, and whether they would have beneﬁts
over word or other subword-based models.
Publication V and Section 4.3 give results on using character-based models
using the same tools and techniques described for other subword-based models.

3.5

Implementation of subword modeling in the WFST framework

In a similar manner that subwords could be used directly in a language modeling
toolkit where they are treated as complete words, they could also be used in a
speech recognizer. If there was no special modeling around the word boundaries,
this would still be the case, but acoustically the starts and ends of words do
have separate representations, and they are necessary to distinguish in order to
obtain correct recognition output.
Multiple issues normally occur on the word boundaries in ASR. First, there
might be silences in between of the words, which would not occur inside subwords.
Take for example the sentence ‘I’ll take 20, one for me and 19 for my kids’; the
silence between 20 and 1 is important, and the meaning would change if there
would be recognized ‘twentyone’ instead. The second part is that phonemes
are often pronounced differently on the boundaries of words. For this reason,
toolkits such as Kaldi (Povey et al. 2011) include facilities to mark word-start,
word-end, word-internal and singleton phones as separate representations of
the phones, which, if enough data is available, are trained as separate phones
(‘position-dependent-phones’). Ignoring these issues is both inelegant and would
actively harm the performance of the recognition system.
In Publication II, modiﬁcations are introduced for proper subword decoding
with WFST-based recognizers such as Kaldi. In Figure 3.1 on the top, a prototype
is given of a normal Lexicon ﬁnite-state transducer (FST). This lexicon FST
makes a simple loop between words, and inserts between word an empty arc ( : )
or includes a silence arc (SIL) and disambiguation arc ’#’. The disambiguation
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arc is speciﬁc to Kaldi, as the decoder requires the ﬁnal FST to be determinizable
(see also Section 2.5). The variable $words is replaced by a linear FST that is a
reverse map from word to pronunciation.
In the new structure of the lexicon FST (Figure 3.1, bottom) the words are
split into 4 different categories; complete words ($words), begin-of-word parts
($preﬁx), in-word parts ($inﬁx) and end-of-word parts ($inﬁx). Each of these
linear FSTs contains the list of subwords appropriate for the category with the
right pronunciations. For example, if the word-marker boundary style (<w>) of
marking subwords is used, all subwords belong in all categories. However, in
each category, the pronunciations will have different phone markings depending
on whether they are at the beginning or at the end of a word. If the left+rightmarked (+m+) subword marking style is used, all subwords will only appear in
one of the linear FSTs.
The new structure allows for a loop of either a single complete word or a
pattern of [preﬁx, inﬁx*, sufﬁx] (inﬁx being optional and repeatable). After
every preﬁx and inﬁx, a disambiguation symbol is added (here marked #b), to
distinguish between different subword segmentations of the same word. Again,
this is to satisfy the requirement that the ﬁnal decoding graph is determinizable.
In between words, there is the same structure as in the original lexicon FST,
either a silence phone and disambiguation symbol are consumed, or an empty
arc. In the latter case, the empty arc also contains a disambiguation symbol,
again to ensure determinizability. In Figure 3.1, <w> is marked as the output
symbol on the cross-word arcs. This is only the case for the word boundary
marking styles, for the other marking styles  is emitted in the same way as in
the original lexicon FST.

3.5.1

Comparison to other methods

Previous work on subword-based ASR has included other methods that restrict
the possible output paths of the recognition network. Often this is done in
such way, that generated words are checked to be ’valid’ words, either by using
morphological analysis to see if they match a grammar or simply checking if the
words are present in a pre-deﬁned wordlist (Arisoy et al. 2009; Varjokallio and
Kurimo 2014). The proposed work is different from this methods, as restrictions
are only done in an earlier stage, already before lattice generation, and the
restrictions are only meant to model silences and phones correctly and ensure
that subwords are not causing ambiguity in reconstruction. It would be possible
to combine the techniques in Arisoy et al. (2009) and Varjokallio and Kurimo
(2014) with the proposed techniques in future work.
As far as the author is aware, no other attempts have been made to properly
model subwords with correct silences and position-dependent-phones in the
WFST-based speech recognition framework. Therefore, Publication II includes a
comparison with a ‘naive’ implementation. In this naive setup, the subwords
are simply treated as full words and no modiﬁcations are made to the lexicon.
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$words
 :

1
#a:

2

0

start

SIL:

$words
$inﬁx
1

$preﬁx
#a:

2
4

#b:

3

$sufﬁx

0

start

SIL:<w>
#c:<w>

Figure 3.1. The original Lexicon FST (top) and the subword-modiﬁed Lexicon FST (bottom). The
labels on the arcs show the input:output label for each transition.  represents the
empty symbol. Labels starting with ’#’ are di labels that are used for keeping the
FSTs determinizable (a requirement in the Kaldi toolkit). Labels that start with $
are replaced with linear FSTs containing the actual pronunciations of the applicable
words.

Table 3 in Publication II shows that for all tested datasets, the naive method
is outperformed by the proposed method. Indicative is that the naive subword
models perform worse than word-based models, which in turn perform worse
than ‘correct’ subword models.
Moreover, in Table 3 of Publication II not all marking methods are shown,
as some are not possible to implement in a naive way in the Kaldi framework.
For example, with the word-boundary marking style, it would not be possible
to make the <w>-marker an optional silence, as Kaldi does not allow regular
tokens not to consume any frames. Therefore, the <w>-marker would need to
be always a silence, which does not match with the acoustic reality.

3.6

Limitations on the choice of acoustic unit

When creating a subword segmentation, often the only consideration is the
splitting of the graphemes of a word. This often ignores splitting of the accompanying phonemes, and often a precise split is impossible. For example, it the word
‘school’ is split as ‘sc + ho + ol’, there is no evident way to allocate the phones ‘S K
UW L’ to these subwords. Although the author has experimented with methods
of creating joint grapheme-phoneme boundaries, these methods were generating
too many different pronunciations for subwords, making the recognition process
inefﬁcient and inaccurate.
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Therefore, subword-based ASR applies best to those cases where a direct
phoneme mapping can be made from any grapheme sequence, which is the case
if the acoustic model itself is based on graphemes.
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4. Subword experiments

4.1

Subword modeling for under-resourced speech recognition

As described in Section 1.1, one of the main properties of subword-based models
is the ability to train better models with less data. Not only because subwordbased models will be able to predict words that have not been seen before, but
also to make use of the existing data more effectively.
Many of the modern western languages have plenty of text resources available,
either as dedicated language modeling resources or as easily accessible and collectible resources such as digital texts. There are, however, many languages that
neither have text collections that are so accessible nor have a strong presence on
the internet that allows the collection of texts for robust language models. These
so-called under-resourced languages should be able to beneﬁt from subwords.
To test these premises, an evaluation is done on both Northern Sámi, a small
language spoken by appr. 25.000 people in Norwegian, Swedish and Finnish
Lapland (Lewis et al. 2018). Furthermore, simulations are done with other
well-resourced languages to see how much degradation is caused by having
limited amounts of language model data available.

4.1.1

Northern Sámi

Northern Sámi is an under-resourced language that shares many characteristics
with Estonian and Finnish, all three being part of the Finno-Ugric branch of
the Uralic language family. It is a morphologically rich language that uses
sufﬁxes extensively. Inﬂections and derivations make that the common used
vocabulary is very large, especially compared to, e.g., Indo-European languages,
which makes the lack of large text corpora even more limiting for the creation of
language models.
In Publication III a comparison is done between word and morph-based models for a small language modeling dataset, gathered from the Northern Sámi
Wikipedia. In this setup, the word-based model has a out-of-vocabulary (OOV)-
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rate of 22%, whereas a subword model on the same text data has no OOV words.
The speech recognition results improved accordingly, with a reduction from
48.7% to 34.1% word error rate (WER) for the SM1 test set (Publication III,
Table 1).
Also a larger, not freely available, text corpus from ‘Den Samiske Textbanken’
is used with subwords to improve this result further to 18.1% WER (Publication
III, Table 7).
In Publication IV these results are replicated with modern deep neural network
(DNN)-based acoustic models, instead of the Gaussian mixture model (GMM)based models that were used in Publication III. In this work the results for a
word-based model using the larger text corpus improved to 17.0% WER, and
the subword-based result improved to 13.7% WER (Publication IV, Table 7).
Although the differences are smaller, there is still a 20% difference between
using word and subword models in this scenario.
The results for Northern Sámi are indicative of the performance gains that
can be obtained when using subwords for an under-resourced language that is
particularly suited for subwords. However, it does not give deep insights into
the difference in performance if we would have large text resources available, or
a language that has a more modest-sized vocabulary.

4.1.2

Simulated under-resourced experiments

It is difﬁcult to gather resources for under-resourced languages and there are
only limited possibilities of comparison as no full-resource models are available.
Therefore, it is better to simulate an under-resourced scenario by artiﬁcially
limiting the amount of text data available in order to see the effect this has on
both word-based and subword-based models.
Both Publication V and Publication VIII take the same approach. First, highquality acoustic models are trained, as well as both n-gram and recurrent neural
network (RNN)-based language models on the full-text training data. After
that, a random sample of 10% of the language modeling data is taken and
new language models are trained on this data set. The differences in speech
recognition performance are indicative of the degradation that would be expected
if only the reduced data set would have been available.
Note that only the language modeling data is reduced. The acoustic modeling
data, which contains audio ﬁles and their transcripts, also contains language
information (the transcripts) and these are in part modeled by the acoustic
model as sequence-based training criteria are used to train these models. How
much language information the acoustic model pertains is difﬁcult to measure,
but in all experiments done, the size of the transcripts was smaller than the
size of the reduced language modeling data. So even if those datasets would
be independent, which they are not in practice, the actual amount of language
modeling data is still reduced by at least 80%.
In Publication V, similar experiments were done for Finnish and Arabic for
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both word, subword, and character segmentations. For both of the languages,
subwords outperform words even when enough training data is available. When
the amount of training data is reduced, the degradation for subword-based
models is smaller than for word-based models.
Publication VIII extends these experiments to two more languages; English
and Swedish. These languages have no obvious linguistic properties that would
make them particularly suitable for subword-based models but still subwordbased models perform better than the word-based models when using graphemebased acoustic models for both. Moreover, when the amount of text data is
reduced, the results for Swedish are much less degraded in the subword case
compared to the word-based case. For English, there does not seem to be a
difference, but the relative differences are much smaller. The latter is most
likely explained by the volume of the text data that was available, more than
any of the other languages.

4.2

Subword modeling for state-of-the-art speech recognition

Normally subword-based models have been used in under-resourced scenarios
or for languages that are particularly suited for it, such as morphologically rich
languages like Finnish or Arabic. However, the following experiments show that
subword-based models can outperform word-based models even for languages
such as Swedish, which has a relatively simple morphology and reasonably
small vocabulary compared to Finnish or Arabic.
The most signiﬁcant caveat here is that all our experiments are done on
grapheme-based models, instead of the more commonly used phoneme-based
models. Recently, Wang et al. (2018) showed that even for English, which is a
highly non-phonemic language, the difference between grapheme and phonemebased models can be as low as 5% relative WER. As it is not trivial to implement
subword-based recognition in a phoneme-based recognizer (see Section 3.6), it is
necessary to use grapheme-based models. We do, however, on all experiments
improve upon the currently best-published results, setting a new state-of-the-art.

4.2.1

Multi-genre broadcast challenge 2017 (Arabic)

The principles outlined in this thesis were also applied in the Aalto submission
(Publication VI) to the 2017 Multi-Genre Broadcast challenge (Ali et al. 2017).
In this challenge, the primary goal was to build a recognizer for Egyptian Arabic
with the provided audio and text data. For standard Arabic, over 1000 hours of
acoustic training data and 121M tokens of language modeling data was provided.
For speciﬁc Egyptian Arabic, only six hours of acoustic data is provided to adapt
the model.
In summary, the i-vector adapted (Saon et al. 2013) DNN acoustic models were
trained with Kaldi (Povey et al. 2011) using a lattice-free maximum mutual
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Table 4.1. Best single-model results for each language and modeling unit using recurrent neural
network language models (RNNLMs). See also Publication VIII. % WER

Language

word

subword

character

Finnish

14.6

13.1

13.8

Arabic

16.5

15.6

16.5

Swedish

2.5

2.3

2.5

English

17.7

17.3

18.1

information (LF-MMI)-based loss function (Povey et al. 2016). For Egyptian
Arabic, the acoustic model is adapted by continuing the neural network training
for a small number of iterations using only the target data. The language
models are trained from the text data and transcriptions, n-gram models using
the VariKN toolkit (Siivola et al. 2007b) and RNN-based models using the
TheanoLM toolkit (Enarvi and Kurimo 2016). Different systems with Morfessorsubwords (Publication I), words, and character units were trained, and for the
ﬁnal system, these models were combined using minimum Bayes risk (MBR)
system combination (Xu et al. 2010).
For both the tasks of recognizing standard Arabic and the task of recognizing
Egyptian Arabic, subword models outperformed word models (31.34 vs. 31.29
and 16.33 vs. 15.88 resp. Table 6 in Publication VI)

4.2.2

General speech recognition

The results for the Multi-Genre Broadcast challenge were extended in Publication V and Publication VIII to include more languages and analysis. Publication
V introduced the same system for the Finnish language, also with subwords
outperforming words in all scenarios. Publication VIII extended this even further by doing an extended evaluation, now also including Swedish and English,
two languages that have smaller vocabularies than Finnish and Arabic. It was
shown that also for these two languages, that subword-based models outperform
the word-based models. A summary of the results can be seen in Table 4.1.
It is difﬁcult to properly compare the speed and memory usage of the different
type of units, as often performance differences are a result of choices made
during the design of tools. Yet, Publication V, Table 3, gives a comparison of
observed runtimes and memory usage of character and word systems, showing
that in this setup character models need fewer resources, except during the
training and rescoring with n-gram models.
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4.3

Character-based recognition

Publication V and Publication VIII include also experiments that use characters
as basic unit. Table 4.1 shows that character models have lower accuracy than
subword systems. However, compared to the word models, character models
perform very similarly, with character models outperforming word models for
Finnish, having the same performance for Arabic and Swedish, and having a
small degradation for English (Publication VIII).

4.4

Conversational speech recognition

Whereas speech recognition for planned speech nowadays often achieves results
that are acceptable for many different use cases, for conversational speech
the results are mixed. Conversational speech is challenging from an acoustic
modeling perspective as well as from a language modeling perspective. On the
acoustic modeling side, there are often ﬁller sounds, repetitions, and partially
spoken words. On the language modeling side, there is often a lack of sentence
structures, and words or word orders different from regular speech might be
used. This is even more prominent for a language like Finnish, in which spoken
language contains many shortened and changed words.
In Publication VII, subword models are applied to conversational tasks in both
Finnish and Estonian. It is shown that for RNNLMs subword models outperform
word models for both languages with small margins.
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5. Conclusions

This work has aimed to introduce subword-based models in modern weighted
ﬁnite-state transducer–based speech recognition systems. It has done so by
providing the tools and reasonings why to use subwords. Futhermore, it includes
a thorough evaluation on a variety of datasets in different languages.
The experiments have shown that for morphologically rich languages, such
as Finnish and Arabic, subword-based models outperform word-based models
trained on the same data with large margins. It is the case already in wellresourced scenarios, while in lower- or under-resourced scenarios subwords
performed even better.
For morphologically simpler languages, such as Swedish or English, there
were also moderate improvements over word-based models. Normally, subwords
have not been used for these languages as most implementations of subwordbased recognition, including the one in this thesis, require grapheme-based
acoustic models. Grapheme-based models have not worked well in the past for
weakly phonemic languages, but recent research, including this work, show that
accurate models are possible now for them.
The computational beneﬁts of subword-based models are especially clear when
neural network language models (NNLMs) are used. Having a small vocabulary
in NNLM-based systems reduces the amount of parameters drastically, allowing
for a faster and more robust training of the remaining parameters. This also
gives more freedom in designing new, deeper structures for NNLMs.
Comparing end-to-end models and conventional automatic speech recognition
systems, in which the acoustic model and language model are trained separately,
they are originally having very different properties. Yet, these two types of
systems are converging, with research ongoing to replicate properties or features
from paradigm the other and vice versa. This research can be seen in this light
as well, as it brings a solid implementation of small-size subword and character
vocabularies to the conventional systems, a property that is used in end-to-end
systems as well.
Although it is difﬁcult to predict the direction of speech recognition in the
far future, in the near future it is likely that both conventional and end-to-end
systems will converge even further. Both of the two paradigms will have their
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own domains for which they excel. The future of subword-based (or characterbased) systems look bright. Not needing to ﬁx a vocabulary beforehand and
being able to recognize unseen or even not-yet-existing words gives the ﬂexibility
a large vocabulary continous speech recognition system needs.
Overall, this thesis has shown that speech recognition systems for many
languages would beneﬁt from using subword-based models. This has been most
demonstratively shown by using this method for the winning submission for the
2017 Multi-genre broadcast challenge, as well as setting the new state-of-the-art
for all use datasets.
The natural continuation of this research would be to investigate to a deeper
level what possibilities small units give on the language modeling side, for
example by developing even more advanced, or deeper, NNLMs. Furthermore,
with subword-based models, it is possible to adapt easier to new domains that
otherwise would have many out-of-vocabulary words. Therefore, it would be
interesting to study the rapid adaptation of these of subword- and characterbased models.
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In the past years, speech recognition has
become mainstream in many ways, for
example in the use of personal assistants. Yet,
speech recognition has not been solved, as for
many languages and applications, the
accuracy is far from human performance.
One of the challenges is to select a proper
vocabulary, the list of words that a system
supports. Creating a vocabulary often comes
at a trade-off: making it too small will give
errors for many words that did not make the
list and making it too large might slow down
the application. And no matter how large a
vocabulary is, it w ill neve r be able to cove r the
whole language.
In this thesis, models are created using
subwords, segments smaller than words,
which can be reconstructed to words at the
end of the model pipeline. With subwords, it
is possible to create much smaller models
that are yet able to predict almost any word
that is possible in a language. Thorough
evaluations show how subword-based models
considerably improve the accuracy and
robustness of automatic speech recognition
systems.
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