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1. Introduction

“The written word may be man’s greatest invention. It allows us to converse
with the dead, the absent, and the unborn.”

- Abraham Lincoln

1.1 Motivation

Written text has long been fundamental to preserving, communicating,
and transferring information and knowledge across time and generations.
Written text, as a technology for codifying information, came into existence
in the early tokens used for counting and accounting, which later evolved
into the form of script [20]. Over the course of recorded history, written text
has witnessed a long journey from inscriptions in stone or metal, through
dyes on walls and clothes, to marks on paper, and it has now entered
the age of digitalization. Today, text data is created, stored, manipulated,
distributed, and consumed in digital form, and the far-reaching penetration
of the World Wide Web, mobile technology, and computation, in general,
has guaranteed that the proliferation of already abundant textual data will
continue apace for the foreseeable future. Hence, our modern age can be
seen as an era of "information overload” in which the quantity of text at our
disposal exceeds our processing capabilities. As the digital age progresses,
we are only adding to the plethora of knowledge and information that
we have accumulated – its amount is certain to grow in tandem with the
upward trend in digital content and further contribute to the significance
of information overload.

The availability of textual data in digital form on such a large scale
has two important implications. Firstly, processing and analyzing large
volumes of text manually is tedious, resource-intensive, and almost im-
possible in most cases. Conventional tools and techniques are of limited
use in navigating a collection of text that extends to thousands or even
millions of documents. Secondly, thanks to ever-improving computation
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capacity and tools, large text corpora can be analyzed efficiently, a feat
that just a few decades ago was only remotely achievable. Through the
use of text-mining methods, interesting information and patterns that
otherwise would remain unobservable and hidden can be uncovered from
the data. Given the sharp growth in digital content, the future in this
regard lies in the various forms of unstructured data as more and more
information is created, distributed, and consumed in the form of text, video,
and audio content. In light of the scale of the bodies of text available and
the efforts required for collecting, processing, and analyzing that material,
text analysis carried out by means of text-mining tools and methods is the
way forward [33].

The roots of text-mining can be traced back to the 1958 paper "A Business
Intelligence System,” by Luhn [26]. That seminal work defines business in-
telligence as embodied in a system that “utilizes data-processing machines
for auto-abstracting and auto-encoding of documents and for creating inter-
est profiles for each of the ‘action points’ in an organization. Both incoming
and internally generated documents are automatically abstracted, char-
acterized by a word pattern, and sent automatically to appropriate action
points.” Clearly, Luhn had text-mining in mind when describing a business-
intelligence system. Further, his definition of business intelligence points
to the fact that even six decades ago organizations were facing a pressing
need to automate text analysis and render it systematic. Later, Feldman
and Dagan [15] discussed text-mining from the perspective of knowledge
discovery, as a set of tools designed for extracting useful non-trivial in-
sights from text. In a similar fashion, Hearst [22] defined text-mining as
“the discovery by computer of new, previously unknown information, by
automatically extracting information from different written resources.” In
these relatively early definitions, computer-driven automated text analysis
is often referred to interchangeably as “text mining,” “text data mining,”
“text analysis,” and “text analytics.” From the methodological perspective,
text-mining can be considered to be a set of data-mining tools adapted to
the context of unstructured textual data. Thus, we can define text-mining
in summary as the suite of computer-based tools and techniques for struc-
turing textual data for extracting patterns and meaningful information
and insight.

Even though computer-mediated text analysis has been gaining mo-
mentum in recent years, the need for automating the analysis of textual
material has clearly existed for quite some time now. Back in 2004, Robb
[31] estimated that a large proportion of the information and knowledge
within the enterprise is stored in unstructured text files. Since then, the
proliferation of digital and Internet technology has further intensified the
growth in unstructured data. In consequence, unstructured data easily
outstrips structured data in both volume and growth. Today, the majority
of information that organizations acquire is in the form of text [8] produced
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as a modern organization interacts with text arising from various sources:
internal reference and policy documents, interview transcripts and meeting
minutes, e-mail, Web or intranet content (such as tweets and blog posts),
contracts, academic publications, reviews, comments, customer feedback,
and others. Added to this already diverse pool of text is material collected
from external inputs, such as social media channels, discussion fora, and
online portals presenting customer reviews. In addition to the text, various
form of unstructured data generated from machine-to-machine commu-
nication, business transactions, biometric system, voice searching and
indexing from company-specific phonic-indexing technology resides in the
organizational repository.

The vast quantities of textual and other forms of unstructured data trav-
eling through today’s various information systems provide opportunities
for information systems (IS) researchers to gain substantial insights into
the phenomena and patterns woven within the text collected [23]. Yet,
whatever the abundance of textual data or the promise it represents, the
IS research domain is still far from fully realizing the potential of this form
of data. Since researchers are going to be faced with large bodies of tex-
tual data increasingly often as the future unfolds, text-mining research is
bound to become more a necessity than a luxury. It is in this context that I
present this dissertation: a demonstration of rich text-mining applications
in the field of information systems. The main contribution of this work is
to provide a conceptual research framework and four illustrative essays
that speak to the value of a transition toward studies utilizing text data
on a large scale.

1.2 Text-mining research in the field of information systems

In the year 2002, Sebastiani [37] described text-mining as operations that
uncover usage patterns and derive useful information from a large body of
text data. Later, Hearst [22], One of the early contributors to the literature,
defined the term "text data mining” when discussing a system capable
of extracting insight from text. His term "text mining” gained popular
currency in the realm of search engines [45]. Though there was little
agreement as to the most suitable term or the concept in the early stages,
the field was viewed as being closely related to a much established one,
data-mining, natural language processing, and statistics. Text-mining can
be viewed as a special case of data-mining that entails extracting useful
knowledge from unstructured and semi-structured bodies of data such
as textual documents [14]. We can state in summary that text-mining
is focused on extracting patterns and useful information from a large
body of text, which is usually in the unstructured or semi-structured
form. As a research field, text-mining draws from several disciplines, with

15



Introduction

contributions from work in such areas as natural language processing,
machine learning, and statistics.

Most of the IS studies utilizing textual-form data have been carried
out with a small sample of text documents subjected to manual analysis.
One finds only a handful of studies with large bodies of text data in the
leading information-systems publications. Association of Information
Systems (AIS) library indexing indicates that "Competitive Intelligence
and the Web”, by Boncella [5], is among the first writings to address text-
mining in the context of information-systems studies. However, this effort
was limited to briefly highlighting text-mining methods within the Web-
mining framework as a tool for analyzing a Web site’s text content. A
few years later, in 2006, a study by Kuechler et al. [24] became one of
the earliest efforts to acknowledge the importance of computer-mediated
text data, identifying a need for looking beyond “text as a unitary data
type.” Centered as it was on assessing effects of explicit goal statements
in business-process narratives, their paper left much room for noteworthy
text-mining-related applications and contributions.

With such work from the early 2000s, IS scholars began to recognize
the potential of text-mining research and the emerging need for it. It
was only after 2006 that text-mining research picked up momentum and
IS studies started employing text-mining methods to explore research
problems. Noteworthy among these early efforts is Abbasi and Chen’s [1]
introduction of CyberGate. This framework was intended for a broad
range of classification-oriented tasks relying on text analysis, such as
determining a typology for opinions, styles, genres, or interactions. The
performance of the CyberGate framework was evaluated with 1,000 e-mail
messages from the Enron email corpus.

Text-mining applications have managed to gain some traction among IS
researchers as an element utilized alongside others in network analysis.
For instance, a 2012 study by Chau and Xu [7] worked with a combination
of unstructured text from two blog contexts and associated structured
metadata to examine interaction in blogging communities. With a text
corpus consisting of more than 75,000 blog posts related to Apple’s iPod
and 694,000+ posts connected with the Starbucks brand, they approached
the text analysis mainly through term frequency, keyword matching, and
sentiment analysis. In other work, Luo et al. [27] examined the impact
of experts’ blogs in the domain of brand perceptions and long-term brand
value. Their dataset comprised upwards of 131,000 blog posts, for which
sentiment classification was performed with a support vector machine
(SVM), their preferred method of analysis for such text content. Their study
found that the volume of material on a given brand and the sentiment
expressed therein correlates positively with good consumer perceptions of
that brand and negatively with views supporting competing brands. In a
methodology-focused study, Guo et al. [21] developed a tool for extracting
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relevant data from an intra-organization blog platform. They proposed a
heuristic method based on hierarchical clustering from a similarity matrix.
This system, REPEST, was benchmarked against the competing clustering
techniques for 10 distinct datasets.

User-generated content, in the form of social media posts and comments
posted online, has been considered to some extent in IS research. With the
objective of understanding factors in the helpfulness of product reviews,
Mudambi, and Schuff [29] analyzed more than 1,500 customer reviews of
products posted for six items from amazon.com. Using word counts, as a
dependent variable measured on the basis of word choice, as a proxy for
review depth, the researchers found a positive association between review
depth and helpfulness. In another instance, Zhang et al. [46] proposed
employing a system utilizing hierarchical community-detection methods
to identify closely related brand networks in a social media setting. Their
research, with brand-to-brand networks in a Facebook context, spanned
2,000 brand-specific pages, featuring more than three million user posts
to improve the identification of the target audience. This work was sup-
plemented by user-sentiment analysis for ranking users in each brand
community. In similar work with user-generated context, Cheng et al. [9]
developed a recommendation framework taking input from the micro-blog
platform Twitter. To examine information diffusion patterns in relation
to an emergency such as H1N1 flu, their research applied term-frequency
analysis and k-mean clustering for story detection from 35,000 tweets.

Recently, information-systems researchers have begun exploring the po-
tential of topic models: a suite of algorithms that identifies latent themes
in a collection of documents. Deng et al. [13] are among these scholars.
They applied latent semantic analysis (LSA) to analyze the work of busi-
ness analysts. In work along similar lines, Shi et al. [38] wrote the paper
"Toward a Better Measure of Business Proximity: Topic Modeling for Indus-
try Intelligence,” which presented latent Dirichlet allocation (LDA) as an
alternative approach, suitable for computing proximities between business
entities from unstructured text data. Their corpus consisted of descriptions
of key facts on 24,382 companies, such as their products, markets, and
technologies, with each textual description being a short-to-medium-length
paragraph.

Some information systems scholars have encompassed attempts to ex-
plain the workings of text-mining methods by detailing an illustrative
application. One instance of this is a paper in which Mertens et al. [28]
attempt to demystify the features contributing to the category in which a
model places a particular document. The authors present a case of a binary
Web-page classification problem for which more than 25,000 Web pages
must be classified as having "adult content” or not. Using text from the
Web pages to represent the page content, they demonstrate various aspects
of document classification, describing each at length and rightly concluding
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that the loose structuring of text data, the typically high dimensionality
involved, and how the relevant features of the text are represented are
critical aspects of document classification, with a profound influence on
the decision ultimately made for a given document. In another demonstra-
tion, aimed at introducing topic models to IS researchers, Debortoli and
colleagues [12] applied LDA to analyze 12,900 customer reviews posted on
amazon.com. Their paper provides solid guidelines for researchers who
are interested in learning about LDA and exploiting it in their research.

Text-mining research in the IS field can be characterized as extending to
various types of textual data, among these e-mail [1], blog content [7] [27]
[21], customer reviews [29] [12], and social-media content [46] [9]. How-
ever, most scholars have relied on mechanisms such as frequency metrics
(counting the occurrences of particular terms), clustering algorithms, and
keyword matching as the principal text-mining method. It is noteworthy
also that this discipline largely confines its use of text-mining methods
to serving as a small component of larger research design. A review of
the literature points to a clear need for research that demonstrates the
utility of standalone text-mining methods, of various types. In response,
this dissertation contributes reports on four studies designed to handle
textual data on a large scale by means of several text-mining methods.

1.3 The research objectives

To fulfill the main objective of demonstrating fruitful application of mul-
tiple text-mining methods in the IS research domain, the dissertation
project drew together studies that represent diverse research settings and
together showcase text-mining applications suited to various types of text
data, several levels of analysis, and multiple research objectives. An over-
arching conceptual framework for text-mining research is laid out below,
after which the dissertation presents the four essays, situated within the
proposed framework. These essays describe studies designed to deal with
large bodies of textual data in light of the framework. Academic publica-
tions, social-media feeds, and content extracted via a Web portal’s data all
lie on the spectrum of data sources dealt with, while the range of research
objectives covers topic identification, document classification, extraction of
relevant information, and analysis of documents’ similarities. The scope
of the research designs encompasses conducting a systematic literature
review, building an appropriate set of training data, classifying documents
by means of text-mining methods, processing social-media text, analyzing
Web-content browsing records, and carrying out qualitative evaluation of
the results. Each of the individual studies makes its own contribution to
text-mining research in the IS field, while the essays together form an
extensive, coherent addition to scholarship on application for numerous
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forms of textual data in pursuit of multiple research aims.

1.4 The conceptual framework for the research

To fulfill the main objective of demonstrating the application of multiple
text-mining methods in the IS research domain, the dissertation project
drew together studies that represent diverse research settings and to-
gether showcase text-mining applications suited to various types of text
data, several levels of analysis, and multiple research objectives. An over-
arching conceptual framework for text-mining research is laid out below,
after which the dissertation presents the four essays, situated within the
proposed framework. These essays describe studies designed to deal with
large bodies of textual data in light of the framework. Academic publica-
tions, social-media feeds, and content extracted via a Web portal’s data all
lie on the spectrum of data sources dealt with, while the range of research
objectives covers topic identification, document classification, extraction of
relevant information and analysis of documents’ similarities. The scope
of the research designs encompasses conducting a systematic literature
review, building an appropriate set of training data, classifying documents
by means of text-mining methods, processing social-media text, analyzing
Web-content browsing records, and carrying out qualitative evaluation of
the results. Each of the individual studies makes its own contribution to
text-mining research in the IS field, while the essays together form an
extensive, coherent addition to scholarship on the application for numerous
forms of textual data in pursuit of multiple research aims.

1.5 The conceptual framework for the research

The computer science domain’s conceptualization of text-mining mainly
follows a dichotomy between supervised and unsupervised learning. In the
former, the machine learns from labeled items of text data, whereas in the
latter it identifies structure from unlabeled textual data. The fundamental
difference between the two method lies in the validation of text-mining
results: since a label is present in supervised text-mining tasks, the results
can be evaluated against the labels, while unsupervised-learning tasks
are devoid of such luxury and still requires input from human experts.
Solka [39] has subdivided text-mining tasks further, into five categories
(i) dimensionality reduction, (ii) clustering, (iii) topic modeling, (iv) clas-
sification, and (v) distance and similarity computing. The first three are
unsupervised methods, whereas classification, being a supervised learning
task, must proceed from labeled data, for learning the classification rules
to apply. Finally, computation of distance and/or similarity is often carried
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out in both supervised and unsupervised manner.
Social sciences literature has also discussed types of text-mining meth-

ods. Considering them in terms of the nature of the analysis performed,
Roberts [32] discusses text-mining methods as tools aimed at providing
structure to the text via any of three distinct analysis modes: (i) thematic
text analysis, (ii) semantic text analysis, and (iii) network text analysis.
Thematic text analysis concerns itself with the number of times certain
themes and concepts appear in the text. Semantic analysis extends fur-
ther, placing focus on understanding relationships between themes, and
network analysis examines network webs among the themes present. In
the context of quantitative content analysis, there are two traditional text-
analysis mechanisms: substitution models and correlation models [44].
Use of a substitution model resembles document classification wherein
researchers assign predefined categories to pieces of material, whereas
correlation models are used for identifying the structure in the absence of
a preexisting set of categories.

In most of the literature to date, text-mining methods have been ex-
plained from the perspective of the tasks for which these methods are
applied. While this does provide a good overview of text-mining methods
in general, it fails to address the variety of the text-mining landscape,
let alone do so comprehensively. Therefore, I find it necessary to preface
my presentation of the various text-mining studies by outlining a frame-
work through which they can be situated via each text-mining method’s
position along two dimensions: the unit of text analysis and the objective
of analysis. The analysis-unit dimension is connected with how text is
represented within the application. In any text-mining application, the
fundamental problem lies in finding appropriate feature representation
for the text. This is connected with structuring the text data, a key part
of preparing the unstructured text for further analysis. Hence, finding a
structural representation for the text can be viewed as delineating the unit
of analysis.

On the continuum of units of analysis, three main bands can be identified:
at one end are simple word-counting methods, that also includes more
sophisticated forms of dictionary-based counting and scoring; in the middle
lie various forms of vector representation; and finally, there is the use of
latent variables extracted from the text. In word-count- and scoring-based
analysis, the analyst relies mainly on counts, matching, and scoring for
either individual keywords or dictionary-based keyword sets. Next, vector-
ization of text resembles the document indexing method, a method familiar
in the information retrieval field. A text document can be represented as
a combination of vectors that each represent a feature of the text. The
simplest model in this representation class is "bag of words", in which
each word is a vector of word occurrences. With the final class of analysis
unit, the most complex, the analyst has to extract latent variables and
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themes that characterize the content. Various clustering methods, where
clusters can be described as lists of words, and topic models fall into this
band. Even though there exist some structural similarities in vector based
representation and latent variable, the fundamental difference lies in the
purpose of text transformation. In latent variable representation, text
features have a basis for interpretation such that they can be interpreted
as latent variables explaining the underlining concept. On the contrary,
vectorization produces text features optimal for a certain task where the
meaning and interpretations of these features are less of the concern.

Coupled with the above consideration in the selection and tuning of
text-mining methods is the second dimension: the objective for the text
analysis. One can borrow from Gregor’s distinctions among the goals
behind theorization [18] to explain the objectives of text-mining research:
(i) description, (ii) explanation, (iii) prediction, and (iv) prescription. Text-
mining research in the first category – i.e., intended for description – mostly
emphasizes discovering latent features and clusters that are capable of
representing patterns in the text for the descriptive and analytical purpose.
Explanation-oriented text-mining research, in turn, is focused on inferring
the variable of interest from the text and then considering it in combination
with structured data to explain the relationship under study. Research in
the third category is aimed solely at improving predictive performances
(e.g., classification of documents). Finally, the goal behind prescriptive text-
mining studies is to provide a better explanation or improve the theoretical
grounding of text-mining research, the analysis methods or their practical
application. Most contributions from the computer-science discipline stem
from the last two objectives in the list, while corresponding work in the
social sciences has been largely dominated by text-mining researchers
pursuing the first two.

In the dissertation project, I constructed studies that showcase text-
mining studies occupying various points in the space formed by the two
dimensions discussed above. Figure 1.1 shows where the component essays
are positioned in these terms. My demonstration of text-mining research
applications extends across all three units of analysis and three of the
classes of objectives: description and analysis, explanation and prediction.
For the first essay, the text was conceptualized in latent topic variable
terms with the objective of describing the topics addressed in the literature.
The work described in the second essay was carried out at the vector level,
using a "vector space model” to predict the document class. The third
essay demonstrates word-level analysis that employs dictionary-based
term standardization with the aim of explaining the content-consumption
phenomena "binge watching” and"marathon watching”. Finally, the last
essay illustrates the vector level of analysis, with a study constructed to
apply a "paragraph vector” approach for analyzing device-driven browsing
behavior. In each of the studies, the methodological choices were informed
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by the dynamics of the aforementioned dimensions: the unit of analysis
and the nature of the objectives.

Figure 1.1. The conceptual framework for text-mining research

In addition to position along the dimensions of text-mining research, the
four essays differ in their scope. In the latter respect, the essays featured
in this dissertation can be broadly divided into two sets of applications:
text-mining methods in the analysis of literature and their use in the
analysis of system-driven behavioral manifestations. Traditionally, IS
researchers have relied on manual techniques for analyzing literature,
hand-coding a small group of sample publications; however, the rapidly
expanding volume of literature implies that future researchers will need
to turn to advanced tools and techniques to complement their personal
expertise. Responding to this emergent need, the first two essays detail
two, quite different applications of text-mining methods that are amenable
to use in literature synthesis. The study reported upon in Essay I used
unsupervised topic models to uncover latent themes running through the
literature, whereas Essay II showcases specifically how manual coding
can be expanded upon via text-mining tools. The discussion covers the
entire process from creating coding rules and performing manual coding
to getting text-mining tools to learn the rules and finally verifying the
validity of the prediction and performing post-validation analysis.

The studies constituting the second set both involved distinguishing
user behavior on the basis of system usage. This holds great potential as
an alternative approach for understanding user behavior, especially with
regard to digital products. While the motivation was similar, the cases
differed greatly. In specific terms, the settings I selected for examining
user behavior on the basis of technology use displayed considerable differ-

22



Introduction

ences in conditions and data corpus: the third essay, with a social-media
context, deals with certain differences in user behavior in bulk watching
of a television show, while Essay IV, examining site-browsing history in
a business-to-business (B2B) context, addresses browsing-device-linked
differences in users’ browsing behavior.

1.6 The structure of the dissertation

The dissertation is divided into two parts. The details of the background,
research framework, and methods in the first portion are followed by
description of the important results, discussion of these, and conclusions
from the essays, while the second part presents the essays themselves, as
itemized below. Having now provided a brief outline of the motivations and
objectives for the work and specified the research framework, I will proceed
to summarize the four essays, in the next chapter, placing focus primarily
on the key results. The final chapter of the first portion of the thesis
is dedicated to the overall discussion and conclusions. For specifics, the
reader can consult the second part, in which the full essays are presented
in the following order:

I. To Reach the Clouds: Application of Topic Models to the Meta-review
on Cloud Computing Literature [41]

II. Building Theories on Shaky Foundations? The Lack of Falsification
in IS Research (In review round 3, European Journal of Information
Systems)

III. Analyzing the Ways IT Has Changed our TV Consumption: Binge
Watching and Marathon Watching [42]

IV. System-driven Browsing Outcomes in Consuming B2B Content: A
Case of B2B Content Marketing (unpublished)
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2. A Synthesizing Summary of the
Essays

This chapter is aimed at presenting a brief summary of the individual
essays. Figure 2.1 details the study design for these elements of the dis-
sertation with regard to the text data, level of analysis, objective, analysis
method, and research scope. The figure also shows where the studies
reported in the essays fit within the conceptual research framework pre-
sented in the previous chapter. That is, it illustrates the positioning
described above: the first two essays are aimed at applying text-mining
methods in the analysis of academic literature, whereas the other two
are demonstrations of studying system-specific behavioral outcomes. The
discussion below presents a summary of each essay in turn. A brief intro-
duction to the study in question is followed by the description of the data
and methods. Finally, I outline the main results presented in the essay.

Figure 2.1. The research design applied for the essays featured in the dissertation
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2.1 Essay I, To Reach The Clouds: Application of Topic Models to
the Meta-review on Cloud Computing Literature

With the rise of digital publication, a massive amount of literature has
become accessible. Furthermore, more studies span multiple disciplines
these days and, thereby, addressing a broad range of research themes in
a single stroke. Analyzing and synthesizing large volumes of literature,
particularly with such a broad spectrum of content orientation, is resource-
intensive and time-consuming. In addition, manual analysis of a large
body of literature is out of the question in most circumstances. Both factors
– the multidisciplinary nature and massive volume of digital collections –
render it challenging to analyze and understand a given research field’s
trends and topic space. Essay I was written in response to this problem,
to demonstrate the application of text-mining methods in a systematic
literature review that covers a large volume of academic publications.

The context chosen is cloud-computing literature. This area’s explosive
growth over the space of a single decade and its multidisciplinary roots
point to cloud computing as an ideal case to demonstrate an application
for a systematic literature review. In addition, some of those roots lie in IS,
rendering the subject more likely to interest the reader in its own right.
The main objective for the study presented in the essay was to identify
cloud-computing-related topics in publications and, furthermore, analyze
the orientation of these topics by parent discipline in order to map this
multidisciplinary field. For these purposes, we applied LDA [3], one of the
simplest probabilistic models, to pinpoint cloud-computing topics from the
academic publications in the cloud computing domain.

Collection of the data: To collect the cloud-computing corpus, we relied
on the Scopus database, because it provides good coverage of the field,
indexing numerous relevant publications. We began by searching for "cloud
computing” in abstracts, titles, and keywords. This search yielded 19,177
matches. The remainder of the data-collection stage consisted primarily
of filtering that was designed to limit the search result to peer-reviewed
publications in the English language. After a series of filtering steps,
we removed duplicate and incomplete records, obtaining a final dataset
consisting of 13,249 publication records for analysis. The corpus consisted
of the title and abstract for each article. Our rationale for using this
input instead of complete research articles is based on the assumption that
authors communicate the main contribution clearly in their abstracts and
titles.

Method: We chose the LDA approach because it offers a simple topic
model with strong methodological underpinnings for analyzing text content
of this sort. Because the first research objective was to identify the topics
represented in the cloud-computing publications, this tool was employed
to identify latent topics from the publication corpus. In the context of
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a systematic review of literature, we use the word "topics” to refer to
latent research themes uncovered from the text corpus. This simple topic
model discovers topics by analyzing the co-occurrence of the words across
the documents such that these topics when put together are capable of
characterizing the hidden structure of the corpus, how the documents fit
together as a set. The LDA model is founded on the assumption that
the documents constituting any given collection possess shared elements
through which a hidden topic structure runs across or binds the documents
in that collection. Importantly, even though all the documents have a
certain set of topics in common, every individual document displays unique
proportions of topics which represent its content. To infer this hidden topic
structure, LDA builds on the analysis of word co-occurrence patterns in
the document collection.

There are two main components of LDA, the word topic space and docu-
ment topic space. The hidden topics are iteratively constructed as a distri-
bution over vocabularies given by the word topic space, and documents are
constructed as a distribution of these topics. The topic spaces are inferred
as posterior probability distributions which consequently produces two
core outputs, (i) a matrix of words in which each word’s topic-specific prob-
ability is determined from co-occurrence across the document collection
(the topic–word matrix) and (ii) a matrix wherein each of the documents
is connected with the topics represented, where topic membership is ex-
pressed in a continuous probability space (the topic–document matrix).
The topic–word matrix describes the topic in terms of word-probability
space whereas the document–topic matrix represents the text found in a
document as a probability mixture for these topics.

Results: Working from the LDA topic model results, we identified 20
topics in the cloud-computing publications. The topics identified could be
grouped into applications (education, health-care uses, mobile cloud com-
puting, and practical applications in general), conceptualization (software
architecture and conceptualization of the cloud), organizational aspects (or-
ganizations’ adoption of cloud computing, service-level agreements (SLAs),
and service provision), technology and efficiency (Big Data, optimization,
performance, and reliability), and usage concerns (access control, security,
privacy, and secure search). The higher-level grouping of topics provides
insight into the concepts common to the subsidiary topics.

To characterize the cloud-computing corpus in terms of the contributing
disciplines, we analyzed the disciplinary orientation of top 20 publications,
based on topic probabilities, from each cloud topics. On the basis of the
content, a paper could be deemed to belong to one discipline or several.
Accordingly, Figure 2.2 depicts the cloud-computing topics’ positioning in
the space of technically, socially, and socio-technically focused disciplines.
In keeping with the technology-driven nature of the field, most of the topics
are found within the technical domain, with contributions derived from
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mathematics, electrical engineering, and computer science.

Figure 2.2. Topics and disciplines connected with cloud-computing research

Our analysis shows that some topics extended into all three sets of
disciplines, with papers on conceptualizations of the cloud, the cloud in
education, cloud-technology deployment models, and practical application
merging contributions from fields such as law, economics, and business.
Similarly, work on mobile cloud computing, optimization of cloud solutions,
models for cloud services, and applications in health care exhibited founda-
tions in both the IS field and the technical domain. Such results reveal that
ample opportunities exist for further extending cloud-computing research
across disciplinary boundaries. After all, most of the cloud-computing-
related topics had two contributing sets of disciplines, not three. For
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instance, there remains room for studying mobile cloud computing or cloud
health-care solutions from a social perspective, and scholarship on the
cloud in education might benefit tremendously from technically oriented
input.

2.2 Essay II, Building Theories on Shaky Foundations? The Lack
of Falsification and Correction of Knowledge in IS Research

In IS studies, manual coding has often been used for classifying and
categorizing the text contained in a sample of publications. However, the
scope of that approach is limited to small samples, on account of the time
required and the demanding nature of the manual efforts involved. Hence,
the second essay presents a full-fledged demonstration of solving document
classification problems. The work involved developing the codebook and
proceeded to train a machine learning algorithm, then scaling from the
hand-coded data to a larger document collection and validating the results.

The essay addresses the problem of estimating both the proportion and
the impact of falsificationist research in the IS domain. We took the
starting position that, while of unquestionable importance in advancing the
research field both through critical reflection on theories and methods and
via evidence-based correction of these, falsificationist studies do not receive
the desired level of attention from IS researchers. The hypothesis was that
the information systems as a discipline is inclined more toward research
that extends knowledge than to efforts to correct. To avoid ambiguity,
we apply the term “knowledge-correcting approach” for falsificationism
in any of its various modes and use “knowledge-extending” to refer to
other research. To substantiate our claim, we set out to identify those
publications with the aim of knowledge-correction.

This essay is similar to the first in its general setting: analysis of aca-
demic publications. However, the objective, in this case, was to maximize
predictive performance. To reach our goal of estimating the proportion of
knowledge-correcting papers to all research publications in leading IS jour-
nals, our core method involved a binary document classification approach
aimed at maximizing prediction performance. In the absence of training
data, we had to identify an appropriate set of data for this use, then train
and evaluate the classifiers. Only after that could we identify knowledge-
correcting articles in the full dataset, using the classifiers developed, and
analyze the papers identified, on the basis of bibliometric information.

Collection of the data: The data-collection process began with a
search for all articles published in the leading IS journals, often referred to
as the “basket of eight.” Namely, the search was restricted to MIS Quarterly
(MISQ), Information Systems Research (ISR), Journal of Management
Information Systems (JMIS), Journal of the Association for Information
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Systems (JAIS), Information Systems Journal (ISJ), European Journal of
Information Systems (EJIS), Journal of Information Technology (JIT), and
Journal of Strategic Information Systems (JSIS) articles. We filtered out
the papers with no abstracts, duplicate records, editorials, and letters to
the editor. The analysis that followed was applied to these 5,202 articles
published in leading IS journals.

Table 2.1. A summary of the data collected

Method: This essay details the operational steps necessary for carrying
out the text-classification problem, as outlined above. In the initial stage,
we first specified the research approach of IS articles in the dichotomy
of knowledge expanding and knowledge correcting. In writings intended
to expand knowledge in the field, the researcher undertakes to explain,
describe, and add to the existing body of knowledge. In contrast, knowledge-
correcting research resonates with falsificationism in its attempts to refine
that knowledge, argue for greater clarity, and stimulate debate with intent
to correct. Perusing various works, we identified eight distinct categories
of knowledge-correcting research, creating a typology that reflects our un-
derstanding of falsificationism. The sophisticated falsificationism applied
by Imre Lakatos (1922–1974) comes closest to the resulting operational
definition of knowledge-correcting research, which encompasses studies
that offer attempts at falsification, report on knowledge-correction, call
for falsification, and engage in critical discussion. Table 4.1 in Appendix I
details the breakdown of falsification studies inclusive to our operational
definition of knowledge-correcting research (in the table too, we refer to
falsification as “knowledge-correcting research” for the sake of avoiding
ambiguity).

Our method required us to train a supervised document classification
system, so as to build a classifier that was able to identify knowledge-
correcting research. Since we did not have training data to work with, we
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had to create one, by means of the codebook we developed. To expedite the
training phase, we selected 250 MISQ, EJIS, and EJIS articles and manu-
ally classified them. Examining the abstracts for this sample, we identified
only 72 as knowledge-correcting. Although we trained SVM models on this
sample, the set of training data was so small that neither the accuracy nor
the stability of the model proved reliable enough for proceeding further.
Accordingly, we screened 250 more potentially knowledge-correcting ab-
stracts in light of our results. In addition, we each independently classified
a further 25 abstracts, to evaluate inter-coder reliability. Upon removal
of editorial pieces, we obtained the final training dataset, consisting of
519 abstracts, of which 220 had been classed as knowledge-correcting.
With the training data created, we began the classification stage, which
required preprocessing the text, determining the representation of features
in the text, selecting and training the classifier, evaluating and fine-tuning
the classifier, and performing the final classification. Performance of a
classifier can be improved by carrying out preprocessing to remove the
least relevant words and other “noise” from the material. In this step,
we removed numbers, stopwords (such as pronouns and articles), rarely
occurring words, and words consisting of three or fewer characters. Next,
we formed the input-text feature space on the basis of a vector space
model with a term-frequency–inverse-document-frequency, or TFIDFf [35],
weighting system. With this model, input text data are prepared in a ma-
trix format wherein the rows represent the individual training documents
and the columns are for the words in the respective documents. The TFIDF
weight reflects the importance of the relevant word in a document.

To address our binary classification problem in a manner consistent with
the evidence in the literature, we selected support vector machine (SVM)
and generalized logistic regression with an added regularization term.
Furthermore, for the SVM we selected three distinct models, with linear,
radial, and polynomial kernel functions. Each classifier was trained, to
learn the optimal parameterization, on a sample of 400 randomly selected
documents with class balance. For reliable estimation, we trained all three
models with tenfold cross-validation with five repetitions. Once the optimal
parameters were discovered, we evaluated the models’ performance for
a test dataset that had not been used in the training phase. The main
objective in training with cross-validation and in evaluating the models
with material external to the training set was to select a model that
performs well with documents it has not encountered before.

Results: Table 2.2 presents the performance of the various classifiers
for the previously unseen test set. Of the SVM models, the linear kernel-
method SVM model outperformed both the radial and the polynomial one,
displaying a 70% accuracy rate. With regularized regression, we were able
to improve on this performance, achieving 75% accuracy, and this model
emerged as the preferred one, outscored the others for most of the criteria.
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Having selected this predictive model, we classified all the abstracts in our
corpus to estimate the number of knowledge-correcting papers in the IS
field. Initially, we found 466 papers (9% of the sample) to be knowledge-
correcting in nature. We then manually checked all of the abstracts the
model had classified as knowledge correcting, to validate the classification
results. In this step, we found 365 falsifying papers in our corpus (7% of
all publications).

Table 2.2. The candidate classifiers’ performance with the test set

Table 2.3 presents the count of knowledge-correcting papers by journal
and the articles’ breakdown by type. The table shows that the journals
most often printed knowledge-correcting papers focused on falsification
of accepted beliefs, exposition of problems, and prescription of improve-
ments. Calls for knowledge-correcting papers was the fewest in number.
Furthermore, most of the knowledge-correcting papers found in the sample
addressed theory-related issues, followed by methodological research is-
sues. By the number of publications, ISR, MISQ, and EJIS are the leading
venues in publishing knowledge-correcting research.

2.3 Essay III, Analyzing the Ways IT Has Changed Our TV
Consumption: Binge Watching and Marathon Watching’

Social media not only have transformed how people interact but also have
gained a place among major sources of user-generated content. User-
generated content shared via social media presents interesting oppor-
tunities for studying users’ behavior and preferences. In the absence
of television-viewing logs, the study reported on in Essay III exploited
the content itself (tweets) to examine the differences between two ways
of watching television in bulk-viewing sessions: the binge-viewing and
marathon modes.
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A paper could be assigned to multiple classes, so the totals given the sum to more than the number of knowledge-correcting papers
(438 vs. 365).

Table 2.3. The distribution of knowledge-correcting papers by publication

Watching more than one episode of a TV show in a single session is often
termed "binge watching.” The Oxford dictionary defines this as the practice
of watching multiple episodes of a given TV series in immediate succession.
Technological advances have enabled audiences to engage in this by such
means as Internet-based platforms (e.g., Netflix) and "marathons” shown
on cable television. The differences in enabling technology between these
two alternatives prompted us to investigate associated differences that
may emerge in viewing patterns. In Essay III, we examine user interaction
with the two sets of technologies in these terms.

Considering the context of back-to-back consumption of episodes, we
sought to understand system-specific outcomes connected with scheduled
television and with online streaming services. Firstly, we established a dis-
tinction between the aforementioned modes of watching multiple episodes
of a television program in succession, binge watching and marathon
watching. The distinction can be established in terms of the differences
in user autonomy afforded by the underlying systems. Driven by online
streaming services, binge watching offers greater user autonomy: one can
more readily choose what to watch and when to watch it. Being restricted
to what is supplied by one’s cable-television provider, marathon watching
confers relatively limited autonomy: the user’s decision is a binary one,
whether to watch a given TV-show marathon or not. Using tweets collected
over a span of three months, our study analyzed the impact of the underly-
ing systems in multi-episode viewing of television shows in terms of time-
and content-specific outcomes.
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Collection of the data: The study was conducted with the afore-
mentioned dataset, tweets related to multi-episode viewing. Since we
lacked access to logs of television-viewing, we identified Twitter, one of
today’s most popular social media platforms, as an alternative source of
data, where the data items are users’ tweets about the viewing. The data
were collected via an open query for tweets related to binge watching and
marathon watching between October 30, 2014, and February 20, 2015
(covering 113 days). Using 13 keywords related to marathon and binge
watching, we downloaded 661,825 tweets to a NoSQL database (using
MongoDB). The keywords and search results are tabulated in table 4.2
in Appendix II. We filtered out tweets that were duplicates (promotional
tweets, tweets returned for more than one keyword, and repeated posts)
before moving on to the analysis.

Method: It was clear from the nature of tweet text that analyzing
system-specific outcomes in multi-episode consumption clearly involved an
uphill task – processing and identifying relevant tweets would not be easy.
Furthermore, we aimed at achieving finer granularity in explicitly identify-
ing both the mode of watching and the TV show in question; therefore, our
approach had to extend far beyond mere counting of hashtag references.
We found that the text’s informal nature and poor grammatical structure
created particularly challenging obstacles.

Tweets are short pieces of text (up to 140 characters) that use free-form
writing with intentional and unintentional spelling errors, along with
compound words that may feature concatenation without space characters,
colloquialisms, and abbreviations. In an additional hurdle, the keywords
“binge” and “marathon” might be used for several other activities too, such
as (for the former) eating/sleeping or (for the latter) long-distance running
or watching movies back to back, not to mention that these words may
be used in conjunction with various hashtags, a Keyword representing
tweet content, and compound forms. The resulting complexity leads to
tremendous variations in the keyword use within the tweet dataset. For
instance, we found more than 500 distinct word compounds for “binge” and
upwards of 600 for “marathon.” Accordingly, identifying relevant bingeing-
and marathon-related tweets posed a major methodological challenge.

To overcome the linguistic complexities evident in the tweets, we defined
a relevant tweet to be one containing a “marathon” or “binge” keyword
and the name of a television show. The first step, finding tweets featur-
ing the keywords, was entrusted to keyword-based search after “binge”
and “marathon” were distinguished from all other forms. The second
task, picking out references to a television show’s title, involved similar
linguistic complexities arising from compound words, abbreviations, and
embedding in long hashtags (for instance, the program House of Cards
might be referred to via “houseofcards,” “hoc,” “hocs,” “cardshouse,” “un-
derwoodforpresident,” “ilovehouseofcards,” “hocsbinge,” etc.). Therefore,
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reliably identifying the relevant television shows’ titles required extensive
standardization. We prepared a mapping from more than 2,450 program
titles, obtained from IMDb, to corresponding terms used in the tweets.
The list of title-to-term mappings was prepared through manual analysis
of frequent words in the tweets. Once relevant tweets could be identified,
we narrowed our focus to television shows that were referred to at least 100
times in the dataset. Our final data included 186 television shows. Finally,
for each of the 186, we collected particular attributes such as the program’s
genre, the year it began airing, its provider(s), number of seasons, and
number of episodes, using IMDb.

Our analysis addressed two important dimensions of the multi-episode
viewing outcomes: content and time. For the latter, we took the simple
approach of analyzing the frequency of tweets referring to binge and
marathon viewing, by day of the week. For content-driven outcomes,
we simply modeled tweet counts as a function of television-show-specific
attributes using likelihood estimation.

Results: Our investigation began with examining the individual TV
shows’ relationship to the "binge” and ‘"marathon” keywords and to the
systems that offer the respective services. For manageability, we selected
the 20 shows featured most often in the tweets, the two keywords, and
the seven main show-providers for our calculations of term co-occurrence
strength. Figure 2.3 shows the strength of association between terms in our
data, where the thickness of the connecting arrows is proportional to the
strength of the association. For clarity of visualization, only co-occurrence
associations above a 5% threshold are shown. Since the varying frequencies
of the individual terms render co-occurrence asymmetric, the directionality
of each association is indicated by the tip of the arrow. Finally, curved
arrows are used to highlight co-occurrence associations that are stronger
than 5% in both directions.

We can see clearly from Figure 2.3 that providers such as AMC, ABC,
and FOX are closer to marathon territory whereas Netflix is closer to the
binge domain. Similarly, shows such as Awkward, Law & Order, and The
Twilight Zone are more marathon-oriented, On the other hand, Dexter,
House of Cards, and Orange Is the New Black are among the programs that
are nearer the binge domain. Users showed a preference for using the word
“watch” in connection with marathon mode and “view” for binge watching.
From the term-network analysis, we concluded that the marathon and
binge modes clearly represent two distinct phenomena in watching of TV
shows, driven by different systems.

In the next stage of analysis, we attempted to gain an understanding
of content-specific outcomes as manifestations of multi-episode binges
and marathon viewing. To describe the various attributes of television
content, we added some of the aforementioned program-specific variables
to the model: genre, IMDb rating, year of the first broadcast, number of
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Figure 2.3. The binge network

seasons, episode count, and the first year of broadcast. Finally, we created
two separate, mode-specific models, using estimate-based modeling to
characterize the relationship between various content dimensions and the
frequency of relevant tweets referring to binge watching and marathon
watching. This analysis was confined to TV shows featured in more than
100 distinct tweets in our dataset.

Figures 2.4 and 2.5 graphically depicts the results from the two regres-
sion model runs – for binge watching and marathons, respectively. In the
figure, the coefficients are presented in terms of Bayesian credible intervals
at 95% certainty. Rather than judge by statistical significance, we find it
preferable to consider the range of values associated with the degree of
certainty for the relevant parameter. If the region of credibility lies on
either side of the zero line, one can interpret the effect of the element in
question as being either positive or negative, accordingly, while a credible
interval at 0 indicates that no evidence of an effect is present.

Figure 2.4 points to TV shows with higher ratings and in the drama
genre as garnering considerable interest among binge watchers, while
binge watchers showed a negative inclination toward genres such as reality
shows, family-oriented programming, game shows, history-based programs,
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Figure 2.4. The binge model

and documentaries. Figure 2.4 highlights the following patterns among
marathon watchers: these users gravitated toward lower-rated content
and such genres as action, romance, and thrillers. Marathon watchers also
favored shows that were still being produced.

Figure 2.5. The marathon model

We can summarize the study as yielding a characterization of two system-
specific manifestations of watching TV shows in bulk. Not only do these
phenomena, watching marathons of TV shows and binge watching, differ
in the technical mechanisms behind them, but also we uncovered from our
data substantial differences along the time and content dimensions.

2.4 Essay IV, System-driven Browsing Outcomes in Consuming
B2B Content: A Case of B2B Content Marketing

Content marketing is a vital tool in the promotion and sales of B2B prod-
ucts. With a continuing shift from personal meetings and sales events
toward digital marketing of content [10], sellers face an urgent need to
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understand how users interact with digital content and consume it. When
accessing this content, users rely on either hand-held devices, such as
tablets and cellular phones, or personal computers. Recent developments
suggest that hand-held devices are coming to dominate the landscape, fa-
vored over PCs as users’ primary device for accessing the Internet [11, 36].
Further, since these two sets of browsing devices differ in characteristics,
users are more than likely to exhibit differing usage accordingly. The
importance of understanding device-specific browsing preferences of users
can be critical, especially in B2B marketing, where success is largely driven
by the effectiveness of content marketing.

The fourth essay reports on a study undertaken in this context, with the
aim of distinguishing between the content-consumption pattern associated
with hand-held devices and that seen with personal computers (PCs).
Differences in flexibility and interface have given rise to two distinct
approaches in the design of the sets of systems for browsing information on
the Internet. Since the objective was to explore device-specific, browsing-
system-driven patterns of content consumption, the scope of the fourth
essay was restricted to description and analysis. This work considered both
sellers’ own channels and the content of promotional channels, accessed
via a portal. The two main data components were content extracted from
the Web sites and logs of users’ visits to those sites.

Collection of the data: As noted above, there were two types of data
sources for this essay, site content and site-browsing data. The browsing
data were contributed by a leading B2B content marketer in the Nordic
region. According to the marketer, the data originated from visits to its
clients’ Web sites and from use of promotional channels displaying paid
client content. Whenever a user with a registered account visited any of
the touch points, it triggered the data collection system.

The initial dataset covered content from more than three million Web
sites, which together had accumulated in excess of 170 million browsing
sessions. Two-thirds of the Web sites were the sellers’ own channels. The
dataset, from a one-year period beginning in September 2017, covered
74 separate clients and about 40,000 account-holding companies, with 13
million unique cookies.

Method: I developed a three-step approach for analyzing this large
volume of Web-content data: preprocessing and cleaning, development of
a suitable estimation-based content model, and visual analysis of a two-
dimensional representation of users’ content profile. For the model, I chose
to represent the content level by applying a popular neural-network-based
method for calculating text embedding, paragraph vector, also known
as doc2vec [25]. This method is better equipped to capture semantic simi-
larities between words and documents, and it also allows evaluating the
two in the same content space. However, the model generated via doc2vec
is still high-dimensional, and content vectors do not lend themselves to
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easy interpretation. This is why I converted the doc2vec output to two-
dimensional embedding. For this purpose, I chose t-Distributed Stochastic
Neighbor Embedding (t-SNE) [43], an award-winning dimensionality re-
duction technique. Here, I chose to interpret content space in the dense
regions as opposed to a two-dimensional grid space from traditional clus-
tering solution for two important reasons. Firstly, I wanted to interpret
the content space in its natural shape and structure, without limiting it to
groups in a particular number of clusters, determined a priori. Secondly,
this gives the researcher or analyst the flexibility to focus on the dense
regions, homing in on the content space for which there is higher user
density.

I began with filtering designed to produce an appropriate dataset for
analysis in the experiment. I limited the Web-content data in the sample
to English-language text and removed the browsing activity that resulted
from misclicks, browsing sessions that last less than two seconds, and the
sessions reflecting idle users(browsing sessions exceeding 30 minutes), as
identified by the content marketer. In the next step, I extracted text tokens
from the Web content. Several text-cleaning tasks were involved in this,
among them tokenizing the text into terms on the basis of whitespace,
removing usernames, filtering out hyperlinks, removing numbers and
stopwords, and lemmatizing the tokens. After generating a list of the text
tokens, I removed the Web-content entities with fewer than 15 or more than
10,000 text tokens so as to meet the requirements for the content model.
In addition, I detected cases in which certain segments of text, by being
repeated multiple times in a document, distorted the picture of the body of
content. Such issues are difficult to spot in large datasets, on account of
sheer size. To deal with such repetitive content, I applied a rule of thumb
that removed Web-content entities with a unique-tokens-to-total-tokens
ratio above 3.

After the filtering and cleaning, I generated three distinct content-model
variants, using the GENSIM toolkit [30], implemented in Python. Within
doc2vec, I estimated three variants of models; distributed bag of words
(DBOW), DBOW with word vectors, and a distributed memory method. Of
these models, DBOW with word vectors displayed the best performance
in terms of similar words when trained for 100 epochs. Since the contents
differ considerably between sellers’ channels and promotional channels, I
trained two separate content models accordingly. The next step involved
constructing a content profile for the users by aggregating browsing records
by user ID, device type, and channel type. Finally, I translated the user
profile into a two-dimensional content space by using t-SNE.

Results: In keeping with the approach employed for modeling, I present
the results for content-browsing in the two channel sets separately. Figure
2.6 shows the content profile for users browsing promotional channels
with hand-held devices and with PCs. Since the content space is identical
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between the two device types, the content profiles presented are compa-
rable. The figure reveals that distinctive browsing patterns do emerge
as an outcome of device-specific browsing. Furthermore, while users are
scattered over each of the content spaces, those browsing on PCs display a
slightly denser grouping.

Figure 2.6. Profiles for user-viewed content from promotional channels with a) hand-held
devices and b) personal computers

To interpret the content patches presented above, I manually selected
three content patches on the basis of grid space, t-SNE-generated x and
y coordinates. The coordinates in t-SNE generated space are a lower-
dimensionality representation of the original high-dimensionality content
space. To facilitate interpretation, I described the content patches on the
basis of the words close to the center of the content patches; Table 2.4
characterizes the content patches in Figure 2.6 accordingly. The table
provides further confirmation that the patterns in the content space differ
between hand-held-device browsing and PC-based browsing. The users
browsing with hand-held devices showed interest in news, music, and
airline products (patch 1); places of various kinds (patch 2); and social
media and video entertainment (patch 3). In contrast, users working at
PCs preferred content related to news, TV shows, and manufacturers
(patch 1); music and various products (patch 2); and various people, places,
and companies (patch 3).

Table 2.4. Content-browsing patch description for promotional channels for a) hand-held
devices and b) personal computers
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Then, I turned to the interest expressed in content in sellers’ own chan-
nels. Figure 2.7 depicts the browsing patterns for this content. Even
though the shapes in the two panes show some similarity in structure, the
patterns in the content space differ device-specifically. In general, both sets
of users are fairly scattered, apart from those in a large dense region at the
center; however, PC-users cluster more densely in the central region, and
there are significantly more content points in the right-hand pane. That
is, more users accessed this class of content via PCs than via hand-held
devices. This indicates that the users rely heavily on PCs when accessing
information directly from a seller’s channel.

Figure 2.7. Profiles for the content viewed from sellers’ channels, for a) hand-held devices
and b) personal computers

In this analysis too, I interpreted the content space by using the grid
method, wherein I manually selected the dense portions of the space.
Table 2.5 describes the three selected content patches for both browsing
modes: viewing content on PCs and via hand-held devices. Of the users
browsing with hand-held technology, the largest group of users, found in
patch 1, showed interest in content related to marketing, logistics, and
energy. In addition, these users viewed content related to various products,
automation, and software solutions (patch 2) and to foreign companies
(patch 3), mostly ones offering outsourcing services.

As for PC-users, a large group of users, in patch 1, showed interest in
airline-related products and solutions. Users in patches 2 and 3, while
close to content patch 1, still demonstrated differences in interests: those in
patch 2 expressed interest primarily in construction materials and services,
whereas users in content patch 3 showed an interest in content related to
training and education.

This essay revealed that the types of B2B service content browsed differed
significantly with the browsing device: hand-held devices vs. PCs. The
findings highlight the significance of analyzing and understanding users’
content needs in consideration of the browsing device.
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Table 2.5. Content patch description for users browsing sellers’ own channels, for a) hand-
held devices and b) personal computers
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3. Discussion and Conclusions

This dissertation was motivated by the fact that, while the course is set to
rely more and more on the ability to gain insight from unstructured data
such as text, IS scholars are still far from fully exploiting the opportunities
that remain locked within this challenging yet rewarding form of data.
While fields such as computer science and biomedicine are starting to reap
the potential of text-mining research and working with large-scale text
datasets, the IS field displays a pattern seen also in the social sciences
[34]: at best, haphazard application of the more advanced methods now
emerging. To the best of my knowledge, this dissertation is one of the first
attempts to lay out a conceptual research framework that addresses these
shortcomings. The proposed framework enriches the understanding of
text-mining methods and their application by conceptualizing text-mining
via the dimensions of the level of analysis and the research objectives.
While it aids users in assessing text-mining methods and applications,
coming to a better understanding of the methods, and designing text-
mining research accordingly, the framework is still conceptual in nature
and requires further refinement.

Alongside that framework, the dissertation contributes four demonstra-
tions of text-mining applications to IS research. Each essay in the disser-
tation demonstrates a particular research approach that can be explained
along the dimensions in the proposed framework. The first addresses
the aim of characterizing the research topics in cloud-computing litera-
ture. The discovered research topics still require interpretation of such
layered material clearly demanded methods affording latent-level anal-
ysis. Therefore, I chose a simple topic model, LDA, for its probabilistic
modeling of textual data with regard to multi-topic membership. In the
study detailed in the second essay, the objective was to obtain the best
predictive performance in classifying abstracts, so I relied on vector-level
text analysis. These methods are well attuned to goals of optimizing pre-
diction accuracy. The research in the third essay necessitated extracting
variables from a noisy set of social-media data. The research in question re-
quired word-level analysis, using dictionary-based substitution, to extract
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variables that were then used to explain the research phenomenon (pref-
erences expressed in relation to binge viewing and marathon watching).
Finally, the fourth essay too demanded careful consideration of methods.
To address the objective of describing browsing-device-driven differences
in content-consumption behavior of B2B users, I applied vector-level anal-
ysis, evaluating content similarity to reveal the relevant patterns and
differences. For this essay, vectors were constructed to capture semantic
similarities, evaluated by means of similarity scores.

The essays together demonstrate the space of research problems amenable
to text-mining-based methods and selection of suitable approaches in line
with the conceptual framework. Additionally, each explores a particu-
lar problem, uniquely addresses the research question, and makes its
respective contributions. In detailing the study aimed at describing the
landscape of topics in cloud-computing research, the first essay illustrates
a text-mining-based approach to conducting a thematic review of a large
body of literature. Latent Dirichlet allocation, the method used in this
essay, offers the ability to analyze a large volume of literature efficiently
and enables modeling of academic publications that inherit multiple top-
ics and themes. The paper serves as useful guidance for the researcher
seeking to conduct reviews of a domain that extends across boundaries
between traditional disciplines. The second essay, in turn, describes the
entire process of document classification, inclusive of building a set of
training data from scratch. In this paper, the issues related to sampling,
development of a code book, validation of the code book, the process of
creating a training dataset, classification, and post-classification analysis
are discussed in great detail. With its in-depth description of the full exper-
iment procedure, Essay II serves as a solid reference for someone seeking
to classify documents in the absence of a ready-to-use set of training data.
Further, an approach similar to this can be exploited to generalize from a
small sample of manually classified documents to a larger corpus.

The third essay, set in the context of user-generated content, demon-
strates the process of extracting variables from bodies of unstructured
textual data that are combined and modeled by means of structured nu-
merical data. This essay highlights the issues that arise in consequence
of the poorly structured nature of user-generated content and presents an
approach of creating a dictionary to standardize the keywords from such
challenging text data. Finally, the fourth essay addresses the objective of
describing the Web-site content consumed by users of B2B portals and pro-
motional channels. Because the target extended further, to demonstrate
the differences in content between types of browsing device, the essay
presents an approach not employed for the other three studies: one based
on text analysis carried out via vector representation.
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3.1 Implications of the research

In the domain of applied text-mining, this dissertation points to three
important implications for researchers and practitioners alike. These
implications are related primarily to the varying nature of the text data,
the roles of the human and the machine in text-mining and automated
analysis, and the evolution in research practices that is in progress in
response to the availability of vast quantities of data.

3.1.1 The diversity of text: Not all text is the same

In general, when compared to numerical data, text data lack a proper struc-
ture. Accordingly, the term "unstructured data” often gets used for this
material. Furthermore, bodies of text data exhibit substantial variations
that arise from the context, culture, purpose of writing, and mode of writing
[40]; text varies tremendously in nature, depending on the source gener-
ating it. One aspect of this can be viewed as a continuum. The academic
text represents one extreme, where texts are written in formal structure
(including formal grammatical structure), are intended for a sophisticated
audience, and present a clearly intended/articulated message. At the other
extreme lies user-generated text from social media, displaying weak gram-
matical structure, inevitable spelling errors, incomplete sentences, and
online jargon that is constantly evolving. Between these extremes are
text data from news articles, blogs, Web pages, discussion fora, customer
feedback, and numerous other sources. The text-data entities generated by
these sources vary in length, degree of formality, grammatical form, style
of writing, and extent of vocabulary, to name only a few elements. While it
is abundantly clear that not all text is the same, text data originating from
the same sources possess similarities, while data from different sources
tend to exhibit greater differences. Hence, the nature of text data can be
roughly pinned to the source of the text.

This dissertation has addressed several types of textual data, from aca-
demic sources, commercial Web sites, and users of Twitter. Together, the
essays demonstrate well that the nature of the text data is an important
consideration, for it dictates the preprocessing and other handling required
before the analysis phase can commence. In the first two studies, text from
academic venues was processed in only a few steps, which involved stop-
word removal and stemming. For the third essay, with a dataset composed
of tweets, a manually crafted dictionary was required, for standardizing
variations in terms before we could count them. Such online content, user-
generated content in particular, is ambiguous and exhibits wide variations
in term use. Therefore, researchers and analysts working with this type
of data are often required to inject manual expertise to account for such
challenges [2]. The material for the fourth essay was based on the Web
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content ranging from material on B2B Web sites to the content of various
promotional channels’ content. Hence, its processing involved removal of
usernames and embedded links, application of hefty lists of stopwords, and
lemmatized tokens. Further, whenever one collects huge amounts of Web
content, glitches are inevitable, on account of the Web’s complexity and
structural variations. The fourth essay presents guidance to an approach
that addresses some of these factors by considering the ratio of unique
terms to total terms for identification of poorly extracted content.

3.1.2 Human input as a fundamental element in text-mining
applications

Text in its raw form is complex, is unstructured, and embodies high-
dimensionality features that necessitate transposition to a simpler, low-
dimension feature space before being fed in as input to the machine or
empirical analysis. Text-mining methods automate the process of con-
version from unstructured text into a suitable numerical structure by
alleviating the need for intensive human input. Accordingly, text-mining
methods offer significantly faster, more systematic, and more transparent
ways to communicate methods and claims than do traditional qualitative
techniques for dealing with text [6]. However, the goal with text-mining
methods is to complement the qualitative analysis rather than replace it
[6]. The value of human input to text-mining research in terms of expertise
and knowledge must not be underestimated.

Only when the results from text-mining are interpreted with the aid
of human experts with domain knowledge, the output can be presented
in a readable, understandable, and usable form. Furthermore, creating
resources for text-mining, such as labels, and categorizing data when no
training data are available requires manual coding procedure. Creation of
sentiment and other forms of dictionaries, and domain-specific resources
all require substantial inputs from human experts. Finally, validating the
results after completing the text analysis is of extreme importance, for
guaranteeing optimal, valid results in text-mining applications [19]. This
too demands human expertise.

The component essays illustrate incorporating human expertise into
study designs in one form or another. Thereby, they all acknowledge the
importance of human experts as a valuable input to text-mining research.
Specifically, determining the right number of topics and interpreting the
topics,for qualitative evaluation of the topic-model results, in the first
essay utilized expert judgment. The second essay required human exper-
tise in creating the corpus of training data and validating the prediction
results. In the third essay, creating the dictionary for word substitution
and standardization of words in the tweets substantial manual input. Fi-
nally, the content patches revealed in the fourth essay were highlighted by
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interpretation – a human examined the dense regions in the content space.
Thus, the dissertation highlights the importance of human expertise in

text-mining research. A good application of text-mining methods is a far
cry from being fully automated. It still relies on some form of human ex-
pertise. Because a good text-mining application requires human expertise
in building the required resources, interpreting the results, and validating
them, the optimal approach to any text-mining application today involves
a research design that incorporates both automated text analysis and
introduction of human expertise at various levels [19].

3.1.3 Evolution of research designs and text-mining

In recent years, quantities of data have been expanding at an exponential
pace, with the volume of unstructured data dwarfing that of numeric data.
According to the IDC (International Data Corporation), an EMC (Egan,
Marino, Curly) -backed report has estimated that by 2020 the digital
universe will have grown to 40,000 exabytes, or 40 trillion gigabytes, from
the 130 exabytes of in 2005 [17]. Given that unstructured data such as text,
audio, and video content accounts for 95% of this [16], the key for tapping
the digital world’s potential lies in said data. In the business domain, the
balance is tilted in even greater favor of textual data. According to a report
by Merrill Lynch, more than 85% of all business information is found in
various forms of unstructured data, such as e-mail messages, memos, notes
from call centers and support operations, news stories, user fora, chat
records, official reports, letters, survey forms, white papers, marketing
material, pieces of research, presentations, and Web pages [4].

As the face of the digital sphere changes, research fields too are undergo-
ing significant reshaping as massive quantities of data, with a huge variety
of structure, become available. This massive treasure trove presents op-
portunities to carry out studies that were unimaginable a decade ago, but
it simultaneously requires a different approach to data-collection, analysis,
and research design. For instance, researchers can obtain details of users’
networks, activities, opinions, etc. from platforms such as social media,
blogs, feedback fora, and review sites. This entails applying an approach
vastly different from the traditional collection of data. The researcher
can proactively collect material and filter it, with the choices made in the
data-generation process playing a key role in the relevant information
obtained. The digital world serves as the setting for a vast natural ex-
periment, from which the researcher mines data, observes patterns, and
analyzes the data generated in natural setup. In this large-scale experi-
mental environment, text-mining methods are exceedingly likely to take a
more central position. After all, these methods constitute a versatile suite
of tools capable of addressing many of the challenges in processing and
analyzing unstructured data. For instance, analysis of audio and video
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data can benefit from, among other techniques, indexing and analysis of
corresponding soundtrack transcripts [16].

Reflecting such developments in tools and opportunities, this dissertation
has stepped far beyond the realm of traditional qualitative text analysis,
with essays that grapple with considerably larger datasets, extending to
millions of items. Furthermore, the research in the dissertation project
used unstructured text data in combination with structured data in various
ways. For the first two studies, citation counts were considered alongside
the abstracts and titles for evaluation of impact across the machine-learned
feature outputs. Similarly, the third essay utilized the TV-show-specific
details collected from IMDb in conjunction with the frequency of program
mentions computed from the tweet corpus. In the fourth essay, I obtained
the content-consumption profiles by assessing Web-site usage data jointly
with the content of the pages visited. With large bodies of data growing
more and more prevalent, this dissertation also contributes a timely effort
to demonstrate well-designed studies that make use of large-scale textual
data over a broad spectrum of research applications. In addition, it adds to
scholarly reflections on evolving research designs.

3.2 Conclusions

Motivated by the IS field’s snail-like response to the future before us, in
which the ability to draw insight from text and other unstructured data
will be vital, I have attempted to showcase some potential applications
of text-mining-based research – the field can benefit greatly from this
challenging yet hugely promising form of data, just as computer science,
biomedicine, and other disciplines have begun to reap its rewards. To
this end, I have laid out a conceptual framework of text-mining research
that aids in choosing and evaluating study designs, on the basis of two
dimensions: research objectives and levels of analysis. Proceeding from
this framework, I presented the four essays, which represent research
cases with varying combinations of analysis levels, types of textual data,
and research objectives. In each case, the research questions specified in
the respective essay – mainly within the context of analysis of literature
and system-driven behavioral outcomes – were answered successfully.

Of these two main application areas, the dissertation has addressed the
first, use of text-mining for large bodies of publication data, by demonstrat-
ing tools and techniques that are aimed at creating a better understanding
of the relevant research domain. Thus far, most of the information systems
researchers have been relying on traditional manual coding and catego-
rization of a carefully selected handful of publications when conducting
systematic reviews of the literature. However, text-mining tools such as
topic models enable researchers to scale their work up to larger and wider
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areas for the systematic review. With the first essay, we illustrated the use
of topic models to describe publications on cloud computing, and Essay II
describes the process of upscaling from qualitative text analysis, applied
for building a set of manually coded training data, to a larger dataset, by
means of text-mining tools. In the work on system-specific usage behavior,
in turn, the third essay illustrated one approach to overcoming the chal-
lenges that accompany the poorly structured user-generated text, and the
fourth essay brought together a massive Web-content dataset and usage
data to explain the content-consumption behavior under study.

The three central implications for future attempts to apply text-mining
methods are worth reiterating here. Firstly, the four studies in the dis-
sertation project dealt with different types of textual data. Together, the
essays highlight the need for considering the nature of text data (in general
and with specific regard to the task at hand) in text-mining research and
applications. Textual data from different sources exhibit differing prop-
erties. Also, the nature of the text-form data often determines the efforts
required in preprocessing and sometimes influences the methodological
considerations necessary. Secondly, the essays pinpoint the importance of
human input to various aspects of text-mining applications. More often
than not, the concept of text-mining is taken to be synonymous with fully
automated text-analysis processes. However, at various stages in a well-
designed study, text-mining research still requires human expertise and
judgment. Thirdly, the various research design of the component essay also
shows the evolving nature of future research where studies are designed
using a variety of large-scaled data from a digital setup where data are
generated without the researcher’s intervention. Finally, the dissertation
project, with each of its component studies involving unique considerations
and conditions, illustrates that there is no "silver bullet” in text-mining
research: the individual combinations of analysis level, research objectives,
and type of text data imply a need for a case-specific approach.

In an age dominated by digital content, this dissertation is a timely
attempt to demonstrate the application of tools and techniques that are
certain to grow in importance. As the digital data repository grows, future
research is almost certain to be affected, in how studies get designed,
data collected, and methods applied. With the exponential growth of
unstructured data in forms such as text, researchers must adapt decisively,
seizing the opportunities that bigger data corpora hold. This entails a
pressing need for researchers and analysts to equip themselves with tools
and techniques suited to collecting, organizing, and synthesizing large
volumes of textual data. Accordingly, this dissertation has presented
illustrative examples wherein data are extracted from various digital
platforms and subjected to analysis that employs text-mining methods. It
is hoped that the contributions found in the dissertation will help carry
the IS field forward. The conceptual framework for text-mining research
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could assist researchers who seek to improve their understanding of text-
mining applications. With the aid of this framework, researchers may
become better able to consider their work along the dimensions of intended
objectives and level of analysis, selecting appropriate research methods
accordingly. Furthermore, the four essays add to the scholarly work on
the respective research questions in their own right while also providing
detailed guidance to carrying out studies in diverse research settings.
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4.1 Appendix I

Table 4.1. Description of Knowledge correcting typology
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4.2 Appendix II

Table 4.2. Keywords used in Data collections and Tweets collected
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